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Abstract—The restricted training pattern in the standard BP 

requires end-to-end error propagation, causing large memory 

costs and prohibiting model parallelization. Existing local training 

methods aim to resolve the training obstacles by completely 

cutting off the backward path between modules and isolating their 

gradients. These methods prevent information exchange between 

modules and result in inferior performance. This work proposes a 

novel local training algorithm, BackLink, which introduces inter-

module backward dependency and facilitates information to flow 

backward along with the network. To preserve the computational 

advantage of local training, BackLink restricts the error 

propagation length within the module. Extensive experiments 

performed in various deep convolutional neural networks 

demonstrate that our method consistently improves the 

classification performance of local training algorithms over other 

methods. For example, our method can surpass the conventional 

greedy local training method by 6.45% in accuracy in ResNet32 

classifying CIFAR100 and recent work by 2.58% in ResNet110 

classifying STL-10 with much lower complexity, respectively. 

Analysis of computational costs reveals that small overheads are 

incurred in GPU memory costs and runtime on multiple GPUs. 

Our method can lead up to a 79% reduction in memory cost and 

52% in simulation runtime in ResNet110 compared to the 

standard BP. Therefore, our method could create new 

opportunities for improving training algorithms towards better 

efficiency for real-time learning applications. 

 

Impact Statement—Deep learning models are generally bulky 

with abundant parameters, demanding long training time and 

excessive computing power. It poses a great challenge for 

deploying these models in real-world applications. This study 

looks into the intrinsic limitation of the standard training 

algorithm. The proposed method increases information flow in the 

algorithm and improves image classification accuracy over 

conventional methods. It can substantially reduce memory cost 

and hardware runtime by 50%. With the proposed method, an 

intelligent system can be readily deployed on mobile devices and 

function to meet practical demands. It also enables computing 

systems to reduce excessive energy waste and cut down carbon 

footprints for deep learning applications, such as traffic control 

and autonomous driving. 

 

Index Terms—Backpropagation, Deep neural networks, 

Efficient training, Image classification, Local learning 
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I. INTRODUCTION 

EEP neural networks (DNNs) have achieved great 

success in solving complex tasks, such as natural 

language processing [1, 2], social recommendation [3, 

4], object detection [5, 6], and medical diagnostics [7, 8]. 

Empowered by the backpropagation (BP) algorithm, DNNs 

have become the mainstream approach in almost all cognitive 

applications. However, the standard BP suffers from the well-

known backward locking problem that only permits the updates 

of a module after all dependent modules finish execution of 

both forward and backward passes [9]. This problem arises as 

errors are propagated backward from the top in a layer-by-layer 

fashion to update downstream module parameters. It restricts 

the network to perform training in a sequential manner. 

Intermediate tensors and operations necessary for module 

updates must be saved during the forward pass, causing high 

memory cost and frequent memory access [10]. The memory 

constraints generally impose limitations in the training of the 

state-of-the-art DNNs on high-resolution inputs and large batch 

sizes. The strong inter-layer backward dependency prohibits 

training parallelization, slowing down the training process. This 

inefficient training process also holds back DNNs from being 

deployed in resource-constrained platforms such as edge 

devices. 

The major obstacle imposed by backward locking in the 

standard BP is the heavy dependency between layers due to the 

error feedback signals. As depicted in Fig. 1 (a), the error flows 

sequentially from a subsequent layer to the preceding layer, so 

that the gradient computations are carried out sequentially. 

Various local training methods were introduced to parallelize 

the gradient computations and weight updates by cutting off the 

feedback path [9-18]. A representative example is the greedy 

local training (GLL) method illustrated in Fig. 1 (b). The 

original network is divided into multiple modules. An auxiliary 

network, such as a linear classifier with a loss function, is 

attached to each module. During inference, input information is 

propagated forward to the auxiliary network and along the main 

network chain. Once the loss is computed at each auxiliary 

network, an error is generated and propagated back to the 
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corresponding module. The distinction in the local training 

method is that the errors stop flowing between modules. 

Gradient computations in the modules are independent and can 

thus be parallelized. In the standard BP, the intermediate states, 

such as neuron activations, computed during the forward pass 

need saving in external memory before being read out for 

gradient computations during the backward pass. By contrast, 

in the local training method, the gradient computation of a local 

module can immediately be carried out once its forward pass 

finishes so that its intermediate states can be saved in on-chip 

buffers temporally before weight updates, eliminating the need 

for memory storage and access [10]. Moreover, local training 

allows for the parallel execution of the forward and backward 

pass, significantly accelerating the training process.  

Various techniques were proposed to realize local training, 

such as using an auxiliary network for local error generation 

and applying delayed errors from previous iterations. Some 

works were reported to train networks in a layer-wise cascading 

fashion [11, 12]. In other words, one layer was fully trained with 

an auxiliary classifier before moving on to train the next layer. 

For example, Marquez et al. proposed to train each layer using 

a multiple-layer fully-connected classifier in a cascading 

fashion to improve training efficiency [11]. However, the 

performance of these approaches was usually limited to small 

datasets. Other works focused on designing locally supervised 

auxiliary networks to produce error feedback signals to train 

individual local modules synchronously [9, 13-17]. Jaderberg 

et al. proposed a decoupled neural interface (DNI) method that 

decoupled the backward updates by introducing an auxiliary 

network for approximating error gradients [9]. This auxiliary 

network received forward information from one layer and 

synthesized gradients for this layer to perform weight updates, 

eliminating the need to receive feedback signals. It was then 

updated in time to fit the true gradients, reducing approximation 

error. Huo et al. decoupled the BP by applying delayed 

gradients (DDG) [19]. After the forward pass was completed, 

error gradients were propagated backward and saved in local 

buffers, while each module performed weight updates using the 

available gradients in its buffer produced from previous 

iterations. Nokland et al. designed two parallel branches 

(PredSim) in the auxiliary network to improve local training 

performance [13]. One branch was a linear classifier with a 

cross-entropy (CE) loss and the other was a convolutional layer 

with a similarity-matching loss. The combination of two error 

gradients generated from the loss functions was proven 

effective. Belilovsky et al. reported the decoupled greedy 

learning (DGL) method that addressed the update locking 

problem with the BP by decoupling both forward and backward 

passes [16]. A replay buffer that saved previous activations 

supplied the forward input to each layer so that the dependency 

between layers in the forward updates was removed. During the 

backward pass, a convolutional classifier was used as the 

auxiliary network to perform local training. The training 

performance was scalable to ImageNet. Wang et al. analyzed 

the defect of GLL methods from an information perspective 

[15]. Analysis revealed that significant information loss was 

incurred when the network became deep. This work then 

proposed a two-branch auxiliary network aiming to compute 

information propagation loss (InfoPro). It trained the network 

to preserve input information. Significant improvement was 

demonstrated in various tasks. The comparison among these 

local training methods is summarized in TABLE I. However, 

all these works shared the same GLL network configuration as 

illustrated in Fig. 1 (b). In such a configuration, gradients are 

computed independently, and no feedback signals are from 

subsequent modules. It prevents the exchange of information 

between modules. The preceding modules become short-

sighted and are trained only for improving local performance 

instead of global performance. While careful designs in the 

auxiliary network can reduce information loss, the fundamental 

limitation of the GLL configuration prevents further 

improvement. 

To tackle this drawback, we introduce BackLink, a new 

local training algorithm that permits the errors generated in the 

current network module to flow back to its predecessor along a 

restricted propagation path, as illustrated in Fig. 1 (c). 

Information carried by the error signals can thus be passed 

between modules. Instead of only focusing on improving the 

local classification performance, the current module updates its 

parameters accordingly to improve the performance of 

subsequent modules, contributing to improving global 

performance. The novelty of this work is reflected in both 

algorithmic and computational aspects: (1) it proposes the inter-

module backward connection to facilitate information exchange 

TABLE I  

COMPARISON AMONG LOCAL TRAINING METHODS. LOCAL GRADIENT GENERATION FOR PARAMETER UPDATES IS REALIZED BY SYNTHETIC 

APPROXIMATION, USING DELAYED GRADIENTS, OR PERFORMING BP IN LOCAL MODULES.  FC: FULLY-CONNECTED, CONV: CONVOLUTIONAL, AND 

CE: CROSS-ENTROPY. 

Local training 

methods 

Between-modules 

feedback connections 
Local auxiliary network Local loss Gradient generation 

GLL No FC or Conv classifier CE Local BP 

DNI [9] No FC or Conv layers L2 loss Synthetic 

DDG [19] No No No Delayed 

PredSim [13] No 
Two-branch network  

(FC classifier + Conv layer) 

CE + Similarity-

matching loss 
Local BP 

DGL [16] No Conv classifier CE Local BP 

InfoPro [15] No 
Two-branch network  

(Conv classifier + Conv decoder) 

CE + Input-

reconstruction loss 
Local BP 

BackLink (Our work) Yes FC or Conv classifier CE Local BP 
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and preserve information along the network, beneficial for 

algorithmic performance improvement; (2) it introduces no 

additional loss function, auxiliary network branch or many 

hyperparameters and has very low design complexity; and (3) 

the traveling path of the errors is restricted to preserve the 

computational advantages of local training, such as small 

memory footprint and processing parallelization. We perform 

extensive experiments to evaluate its effectiveness and analyze 

the computational costs in terms of memory consumption and 

computational time. 

The main contributions of this work are summarized as 

follows. 

• Proposes a novel local training algorithm that introduces 

inter-module backward dependency to facilitate 

information flow and improve network performance with 

small computational overheads. 

• Extensive experiments demonstrate that the proposed 

method outperforms the state-of-the-art methods [14, 15] 

in classification performance. Accuracy increases of up to 

3.82% and 4.05% are observed on CIFAR10 for ResNet32 

and ResNet110, respectively. 

• Memory analysis and multi-GPU implementation reveal 

that the proposed method achieves largely reduced 

memory costs and significant training acceleration over 

BP. A 79% reduction in memory cost and a 52% decrease 

in runtime can be achieved in ResNet110. 

The remainder of this work consists of the following 

sections. Section II describes the details of the proposed local 

training algorithm. Section III presents the convergence 

analysis. Section IV discusses experiments, classification 

performance for various tasks, and computational costs. Section 

V discusses the strengths, limitations, and future perspectives 

of this work. Section VI concludes this work. 

II. METHOD 

A. Backpropagation 

The backpropagation algorithm has been the standard training 

method in deep learning. The training process is depicted in Fig. 

1 (a). Assume that a network consists of N layers. In the forward 

pass, the hidden layer n receives an input 𝑥𝑛 and computes its 

activations 𝑦𝑛 by 

𝑦𝑛 = 𝑓(𝑧𝑛) = 𝑓(𝑤𝑛𝑥𝑛 + 𝑏𝑛) (1) 

where 𝑤𝑛 are the weights of this layer, 𝑏𝑛 is the bias vector, 𝑧𝑛 

is the synaptic input, and 𝑓 is the non-linear activation function, 

such as Rectified Linear Units (ReLUs). A loss function, L, is 

computed at the end of the network. The optimization objective 

of the neural network is to minimize the loss. The weights of 

the network are updated via the gradient-descent rule, 

𝑤𝑛 ← 𝑤𝑛 − 𝜂∇𝐿(𝑤𝑛) = 𝑤𝑛 − 𝜂𝛿𝑛 ⊗ 𝑥𝑛 (2) 

where 𝜂  is the learning rate, ∇  denotes the partial derivative 

regarding 𝑤𝑛 , 𝛿𝑛  is the error gradient, 𝜕𝐿/𝜕𝑧𝑛 , and ⊗ is the 

outer product. In the BP algorithm, the error gradient is 

propagated from the last layer to the first layer, and according 

to the chain rule, 𝛿𝑛 is computed as 

𝛿𝑛 =
𝜕𝐿

𝜕𝑧𝑛
= 𝑓′(𝑧𝑛) ⊙ (𝑤𝑛+1)𝑇𝛿𝑛+1 (3) 

where ⊙  is the element-wise multiplication. From this, the 

backward locking problem arises as the weight updates of the 

 
Fig. 1 Training process for (a) the standard BP, (b) the greedy local learning method and (c) the proposed local training method with the 

backward link. 𝑙 is the propagation length of the errors. 𝛿𝑙𝑐
𝑛  and 𝛿𝑔𝑙

𝑛  are the local and global error of the hidden layer n, respectively. 𝑊𝑐
𝑛 and 

𝑊𝑛+1 are the weights of the local classifier and the hidden layer (n+1), respectively. 
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layer n depend on the error gradients from the layer 𝑛 + 1. It 

imposes the limitation on the backward pass that each layer has 

to wait for the arrival of the error gradient from the subsequent 

layer. 

B. Conventional local training 

Instead of classifying outputs at the final layer, local 

training attaches a classifier to the end of each pre-defined local 

module of the network and predicts the local outputs. The errors 

generated locally are used to update the module parameters. In 

the GLL setting, as depicted in Fig. 1 (b), the error flow is 

prohibited from entering the preceding module, leading to 

independent training processes. In the backward pass, at the 

hidden layer n in the local module k, the error gradient is 

computed from its local loss function 𝐿𝑘  and propagated 

backward in the local module. The error stops flowing between 

modules. The weights are updated by 𝑤𝑛 ← 𝑤𝑛 − 𝜂∇𝐿𝑘(𝑤𝑛). 

The update dependency between modules is eliminated to allow 

for the parallel processing of local modules. Training efficiency 

is significantly improved. However, the decoupled training 

process prevents the information exchange between modules. 

Each module only focuses on the local optimization objective, 

resulting in severe information loss and inferior classification 

performance. 

C. BackLink 

To prevent information loss during the local training 

process, we propose the BackLink method that couples the 

training processes of two adjacent modules and allows the 

errors to flow between them on a restricted path. As illustrated 

in Fig. 1 (c), by connecting two adjacent modules in the 

backward pass, the errors generated in one module are 

propagated backward to its predecessor. Information carried by 

the error signals can thus be passed between modules. Instead 

of only focusing on improving the local classification 

performance, the current module updates its parameters 

accordingly to improve the performance of subsequent 

modules. However, if the error keeps flowing down the chain, 

it will suffer from the same backward locking problem. So, to 

preserve the computational benefits of local training, the error 

generated in one module is restricted from traveling all the way 

down the previous module. We define the propagation length 

of the error in the previous module as a hyperparameter, 

denoted as l. For example, as shown in Fig. 1 (c), the 

propagation path is colored green and 𝑙 = 2. The GLL method 

becomes a special case of BackLink corresponding to 𝑙 = 0. As 

revealed by the unfolding, any layer located in the propagation 

range, e.g., the layers in green color in Fig. 1 (c), receives two 

error contributions we term as local and global contributions, 

respectively, when updating its error. These layers are referred 

to as the BackLink layers. 

Formally, if the BackLink layer n is the last layer of the local 

module k, its error is derived as 

𝛿𝑛 = 𝛿𝑙𝑐
𝑛 + 𝛿𝑔𝑙

𝑛  

= 𝑓′(𝑧𝑛) ⊙ (𝛼(𝑤𝑐
𝑛)𝑇𝛿𝑐

𝑘 + (1 − 𝛼)(𝑤𝑛+1)𝑇𝛿𝑛+1) (4) 

where 𝛿𝑙𝑐
𝑛  is the local error vector derived from the error 𝛿𝑐

𝑘 of 

the local classifier, 𝛿𝑔𝑙
𝑛  is the global error vector derived from 

the error 𝛿𝑛+1 of the next hidden layer, 𝑤𝑐
𝑛 are the weights of 

the local classifier, and 𝛼  is the weighting factor. 𝛼  is 

introduced as a hyperparameter, which configures the 

contribution of the local and global errors.  

For the BackLink layer located before the last layer in the 

local module (i.e. 𝑖 < 𝑛), the error is derived as 

𝛿𝑖 = 𝛿𝑙𝑐
𝑖 + 𝛿𝑔𝑙

𝑖  

= 𝑓′(𝑧𝑖) ⊙ [(𝑤𝑖+1)𝑇(𝛼𝛿𝑙𝑐
𝑖+1 + (1 − 𝛼)𝛿𝑔𝑙

𝑖+1)] (5) 

where 𝑖 is the layer index. Let 𝑔𝑤 denote the weight gradients, 

and we can update the weights of the BackLink layer j via 

𝑤𝑗 ← 𝑤𝑗 − 𝜂𝑔𝑤
𝑗

= 𝑤𝑗 − 𝜂(𝛿𝑙𝑐
𝑗

+ 𝛿𝑔𝑙
𝑗

) ⊗ 𝑥𝑗  (6) 

The other layers follow the same weight update rule as in GLL. 

The BackLink algorithm is described in Algorithm 1. 

Algorithm 1 BackLink 

Input hyperparameters: network depth N, the number of 

layers in K local modules, {𝑁𝑘}𝑘=1
𝐾 , the propagation 

length l, the weighting factor 𝛼, and the learning rate 𝜂. 

Initialize weights 𝑤 = {𝑤𝑛}𝑛=1
𝑁 ; 

for t = 1 to T do 

Sample a mini batch of inputs and labels, {𝑥𝑖 , 𝑙𝑖}𝑖=1
𝐵 , 

from the dataset, and let 𝑦0 = 𝑥. 

# Forward pass: 

𝑘 = 1; 

for n = 1 to N do 

Compute activation: 𝑦𝑛 = 𝑓(𝑤𝑛𝑦𝑛−1); 

if 𝑛 == 𝑁𝑘 do 

Compute the activation of the local classifier; 

Compute the local loss 𝐿𝑘; 

𝑘 = 𝑘 + 1; 

end if 

end for 

 

# Backward pass: 

for k = 1 to K in parallel do 

Compute the classifier’s error gradient 𝛿𝑐
𝑘; 

for n = 𝑁𝑘 to 1 do 

Compute the local error gradient 𝛿𝑙𝑐
𝑘,𝑛

 

following (4)(5); 

if 𝑛 ≤ 𝑁𝑘 − 𝑙 do  # Not BackLink layers 

Update weights 𝑤𝑘,𝑛 following (6); 

end if 

end for 

end for 

# Compute global error gradients 

for k = 1 to K-1 in parallel do 

for n = 𝑁𝑘 to 𝑁𝑘 − 𝑙 + 1 do # BackLink layers 

Compute the global error gradient 𝛿𝑔𝑙
𝑘,𝑛

 

following (4)(5); 

Compute the total errors 𝛿𝑘,𝑛 = 𝛿𝑙𝑐
𝑘,𝑛 + 𝛿𝑔𝑙

𝑘,𝑛
; 

Update weights 𝑤𝑘,𝑛 following (6); 

end for 

end for 

end for 

 

The coupled training processes of two adjacent modules 

make it difficult to explore the computational benefits. By 

restricting the error propagation path, we introduce a local 
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network unfolding technique for practical implementation to 

allow for independent updates. The BackLink layers can be 

unfolded into two identical parallel branches that share the same 

parameters and synchronize weight updates. One stays in the 

local module, receiving the local error and the other is detached 

from the local module and connected to the subsequent module 

receiving the global error. They exchange error gradients to 

compute the weight updates. In this way, the original network 

is equivalently split into multiple parallel local modules. It 

shares the same computational benefits (e.g., shorter 

computational graph and parallel gradient computation) as GLL 

except for a slight overhead added in each local module. 

III. CONVERGENCE ANALYSIS 

It is generally difficult to directly analyze the convergence 

of local training methods. So, existing works chose to build a 

connection between local gradients and the stochastic gradient 

descent (SGD) method by experimentally verifying a sufficient 

descent condition [17, 18]. It becomes more difficult to conduct 

a direct convergence analysis of the BackLink algorithm as 

different contributions of the gradients are involved and the 

errors’ propagation path could vary. Following the previous 

works, we adopted the same analysis with standard assumptions 

and experimental verification based on the SGD method. It 

closely followed the theory proposed in [20]. The SGD method 

has been the mainstream optimization method for deep learning 

algorithms thanks to its good computational efficiency [21]. We 

applied the SGD method to the presented algorithms, so the 

weight update rule at a local module k for GLL can be rewritten 

as 

𝑤𝑡+1
𝑘 = 𝑤𝑡

𝑘 − 𝜂𝑡∇𝐿𝑘(𝑤𝑡
𝑘 , 𝜉𝑡) (7) 

where 𝑤𝑡
𝑘 represents the weights of the module k at the iteration 

t, 𝐿𝑘  is the loss function at the module k, and 𝜉𝑡  represents a 

random seed for generating a set of input samples at t. The 

update rule for BackLink is 

𝑤𝑡+1
𝑘 = 𝑤𝑡

𝑘 − 𝜂𝑡𝑔𝑤𝑡
𝑘 (𝜉𝑡) (8) 

where 𝑔𝑤𝑡
𝑘  denotes the gradients of the module k computed by 

the BackLink algorithm. In the following analysis, the 

dependence on 𝜉𝑡 will be omitted for simplicity. The objective 

of the convergence analysis is to prove that the loss function 

𝐿(𝑤𝑡)  at the final layer converges to a critical point. 

Equivalently, we want to prove that the expectation of the 

stochastic gradients of the loss function converges to zero. 

Three assumptions are necessary for deriving the convergence 

theorem.  

Assumption 1 (Sufficient descent direction) We assume 

that the stochastic gradients, 𝑔𝑤𝑡
, computed by the proposed 

BackLink algorithm provide a sufficient descent direction of 

the final loss function 𝐿(𝑤𝑡) with regard to 𝑤𝑡  at any training 

iteration t. Formally, let ∇𝐿(𝑤𝑡) denote the true gradients of the 

loss function, and there exists a constant 𝜎𝑔 ≥ 𝜎 > 0 such that 

∇𝐿(𝑤𝑡)𝑇𝐸[𝑔𝑤𝑡
] ≥ 𝜎‖∇𝐿(𝑤𝑡)‖2

2 (9) 

‖𝐸[𝑔𝑤𝑡
]‖

2
≤ 𝜎𝑔‖∇𝐿(𝑤𝑡)‖2 (10)  

This means that in the BackLink algorithm, the learning 

direction is similar to the steepest descent direction with a 

comparable norm. The angle between the learning direction and 

the steepest descent direction is sufficiently positive. This 

assumption is verified by our simulations in Appendix A.  

Assumption 2 (Lipschitz-continuous gradient) The loss 

function 𝐿  is continuously differentiable and the gradient 

function of 𝐿 is Lipschitz continuous with a Lipschitz constant 

𝜆 > 0 such that for any 𝑤, 
‖∇𝐿(𝑤𝑛) − ∇𝐿(𝑤𝑚)‖2 ≤ 𝜆‖𝑤𝑛 − 𝑤𝑚‖2 (11) 

This assumption ensures that the gradient of L does not 

change arbitrarily quickly with respect to the weight vector. 

Assumption 3 (Bounded variance) The second moment of 

the stochastic gradients computed by the BackLink algorithm is 

upper-bounded. There exists a scalar 𝑀 ≥ 0 such that 

𝐸‖𝑔𝑤𝑡
‖

2

2
≤ 𝑀 (12) 

Through the variance equation 𝑉𝑎𝑟 [‖𝑔𝑤𝑡
‖

2
] =

𝐸‖𝑔𝑤𝑡
‖

2

2
− (𝐸‖𝑔𝑤𝑡

‖
2

)
2

, this assumption leads to that the 

variance of the norm of the computed gradients satisfies 

𝑉𝑎𝑟 [‖𝑔𝑤𝑡
‖

2
] ≤ 𝑀 . It indicates that the magnitude of the 

computed gradients is bounded and does not diverge. It holds 

in general as long as the weights are in a bounded set. 

With the three assumptions holding, we can prove the 

following theorem that guarantees the convergence of the 

proposed BackLink algorithm under the condition that the 

learning rate sequence {𝜂𝑡} satisfies the rules [21] 

∑ 𝜂𝑡

∞

𝑡=0

= ∞, 𝑎𝑛𝑑 ∑ 𝜂𝑡
2

∞

𝑡=0

< ∞ (13) 

Convergence theorem If we assume that the loss function 

is twice differentiable and the mapping 𝑤 → ‖∇𝐿(𝑤)‖2
2  has 

Lipschitz-continuous derivatives, then the proposed learning 

algorithm is guaranteed to converge to a critical point as 

lim
𝑡→∞

𝐸‖∇𝐿(𝑤𝑡)‖2
2 = 0 (14) 

The analysis above proves the convergence of the BackLink 

algorithm as long as the assumptions hold. Although no 

theoretical proof can be provided for the sufficient descent 

condition, we have verified the assumption experimentally in 

various scenarios in Fig. 3. No violations of the assumption 

have been found in the experiments. The detailed proof 

regarding the convergence theorem can be found in Appendix. 

IV. EXPERIMENTS AND RESULTS 

A. Experimental setting 

The proposed training method was applied to train three 

types of widely-used CNNs, namely, AlexNet [22], VGG16 

[23], and ResNet [24]. The network structures were adapted 

from the original implementations. In all the networks, 

convolution operations are performed with a kernel size of 3×3, 

a stride of 1, and a padding of 1. In ResNets, the residual block 

consists of a stack of two convolution layers with an identity or 

down-sampling shortcut. The down-sampling happens at the 

first residual block where the number of channels doubles and 

is performed by a 1×1 convolution with a stride of 2. Two types 

of local classifiers were studied: a simple fully connected (FC) 

layer and a convolutional network. The local convolutional 

network consists of one 3 × 3 convolutional layer and two FC 

layers with a hidden feature size of 128. 
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Fig. 2 Balanced network splitting for local training in an (a) even 

splitting scenario and (b) uneven splitting scenario. 

Four widely used datasets, namely CIFAR10 [25], 

CIFAR100 [25], SVHN [26], and STL-10 [27], were used to 

evaluate the classification performance of the proposed training 

method. The CIFAR10 and CIFAR100 datasets contain 32×32 

RGB images from various objects. They have the same sample 

size (i.e. 60,000) evenly distributed in 10 classes and 100 

classes, respectively. They are split into 50,000 training 

samples and 10,000 test samples. The SVHN dataset contains 

32×32 real-world images of house numbers from Google Street 

View. It has 10 classes for digits ranging from 0 to 9 and sets 

the task for recognizing these digits in natural scene images. 

The dataset is split into 73,257 training samples and 26,032 test 

samples. The STL-10 dataset contains 96×96 labeled RGB 

images belonging to 10 classes. It is split into 5,000 training 

samples and 8,000 test samples. 

For local training, the networks were split into multiple local 

modules. The number of local modules, denoted as K, was 

chosen as a multiple of 2, varying from 2 to 16 (8 in AlexNet). 

The criterion for network splitting is to balance the number of 

layers in all local modules [14, 15, 18]. We treat each layer (or 

a residual block in ResNets) in the original network as a basic 

unit for splitting. Each training module consists of the same 

number of layers if the number of basic units in the original 

network is divisible by K as illustrated in Fig. 2 (a).  Otherwise, 

we assign one more layer to the earlier modules as illustrated in 

Fig. 2 (b). For example, in a ResNet110, the number of basic 

layers (i.e. residual blocks) is 55, and it can be split into 7 4-

block-long modules and 9 3-block-long modules (i.e. 

{4}×7+{3}×9) for 𝐾=16 modules. Imbalanced network 

splitting makes it more difficult to configure local training 

settings and implementation on parallel computing hardware 

platforms. The backward propagation length of errors, l, was 

adjusted from 0 to 4. The weighting factor 𝛼 was selected from 

{0, 0.25, 0.5, 0.75, 1} and optimized in each network for each 

classification task. 

All the experiments were conducted in the Pytorch 

framework. A CE loss function was used at each local 

classification layer. SGD was used as the optimizer. The 

 

Fig. 3 Sufficient direction constant σ computed during the training process for ResNet32 on CIFAR10 under different settings. K is the 

number of local modules and l is the error propagation length in BackLink. 
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momentum was set to 0.9, and the weight decay was set to 

0.0001. The batch size was set to 512 for CIFAR10/100, 1024 

for SVHN, and 128 for STL-10.  The training was run for 200 

epochs in all cases. Learning rates and their schedules were 

optimized in each network for each classification task. Dropout 

was only applied in FC layers with a probability of 0.5 [28]. 

ReLU was used as the non-linear function, before which batch 

normalization was applied. 

B. Verification of sufficient gradient descent direction 

Assumption 1 regarding the sufficient gradient descent 

condition was verified in our experiments, where the sufficient 

direction constant ∇𝐿(𝑤𝑡)𝑇𝐸[𝑔𝑤𝑡
] ‖∇𝐿(𝑤𝑡)‖2

2⁄  was measured 

during the training process. At each training epoch, ∇𝐿(𝑤𝑡) was 

calculated as the full gradient of the loss function of the main 

network, and 𝐸[𝑔𝑤𝑡
] was approximated by the average of the 

stochastic gradients computed by the BackLink algorithm. The 

constant is plotted in Fig. 3 for different settings in ResNet32 

on CIFAR10. Clearly, in all the scenarios, the constant is 

always positive for different weighting factors and ‖𝐸[𝑔𝑤𝑡
]‖

2
/

‖∇𝐿(𝑤𝑡)‖2 is also bounded, confirming that the assumption is 

valid. 

C. Classification performance evaluation 

1) Classification with local linear classifiers: We applied the 

four CNNs with different local training configurations to 

classify different datasets. A linear classifier was applied as the 

local auxiliary network. Experiments on the impact of different 

propagation lengths and the number of modules were 

conducted. Learning rates were optimized in each network, 

which was 0.01 in AlexNet, 0.01 in VGG16, 0.5 in ResNet32 

for CIFAR 10/100 and 0.1 for STL-10, and 0.3 in ResNet110, 

respectively.  

The average classification errors on CIFAR10 in 5 trials are 

presented in TABLE II. The errors resulting from the standard 

BP are also reported. The number of local modules is changed 

from 2 to 16. The maximum propagation length is limited by 

the number of layers inside each local module. It can be 

observed that the classification performance of the conventional 

method degrades rapidly with the number of local modules. 

This is because in the conventional GLL method, without 

backward connection, local modules only focus on performing 

their classification task and ignore the demand from the next 

module, thus causing information loss while updates progress 

along with the network [15]. To overcome this shortcoming, our 

method provides a pathway for error signals to travel between 

modules so that the modules receive feedback from the 

subsequent ones and retain useful information to improve their 

performance. Due to this advantage, it outperforms the GLL 

method in all cases. Since the error propagation path is 

restricted for preserving low computational costs, the amount 

of information passed between modules is also constrained. So, 

we can observe that the improvement increases with the 

propagation length, as more information is allowed for 

transferring between modules. As the number of local modules 

doubles, more information loss is incurred in the GLL method, 

but our method is effective in reducing the loss, thus leading to 

a more prominent difference. For example, in ResNet32, 

with 𝐾 = 16 and 𝑙 = 1, our method surpasses the conventional 

method by 4.00% in accuracy.  

TABLE II 

CLASSIFICATION PERFORMANCE ON DIFFERENT DATASETS WHEN 

LINEAR CLASSIFIERS ARE APPLIED. ERRORS IN PERCENTAGES ARE 

PRESENTED FOR BP AND GLL, WHILE ERROR IMPROVEMENTS OVER 

GLL ARE GIVEN FOR BACKLINK WITH DIFFERENT PROPAGATION 

LENGTHS. K IS THE NUMBER OF LOCAL MODULES. 

CIFAR10 

Network Method K=2 K=4 K=8 K=16 

AlexNet 

(BP: 11.22) 

GLL 12.43 12.44 13.79  

l=1 0.24 0.37 1.62  

l=2 0.62 0.94   

VGG16 

(BP: 7.14) 

GLL 10.77 11.34 13.65 18.02 

l=1 0.09 0.37 1.91 5.30 

l=2 0.33 1.01 2.96  

ResNet32 

(BP: 7.51) 

GLL 10.35 15.02 20.59 24.21 

l=1 0.33 0.75 3.06 4.00 

l=2 1.32 2.10 4.36  

l=3 1.13 4.37   

l=4 1.17 4.35   

ResNet110 

(BP: 6.63) 

GLL 8.55 13.19 14.97 17.9 

l=1 0.21 0.59 0.05 0.39 

l=2 0.56 0.63 0.33 1.72 

l=3 0.59 0.81 0.59 2.28 

l=4 0.30 0.65 1.35  

CIFAR100 

Network Method K=2 K=4 K=8 K=16 

ResNet32 

(BP: 29.68) 

GLL 34.02 42.44 48.32 51.75 

l=1 0.42 0.52 3.20 4.99 

l=2 1.46 3.49 5.73  

l=3 1.38 5.83   

l=4 1.55 6.45   

ResNet110 

(BP: 28.33) 

GLL 31.37 37.22 41.73 45.23 

l=1 0.52 -0.28 0.24 0.41 

l=2 0.42 0.28 0.39 1.38 

l=3 0.83 0.85 0.68 3.14 

l=4 1.09 1.59 2.85  

STL-10 

Network Method K=2 K=4 K=8 K=16 

ResNet32 

(BP: 20.32) 

GLL 23.45 26.34 30.05 34.04 

l=1 0.61 0.13 2.71 5.24 

l=2 1.23 1.38 3.43  

 

CIFAR100 and STL-10 are more challenging classification 

tasks and good benchmarks for evaluating the proposed 

method. The same experiments were performed to analyze the 

impact of our method. The same observations can be made as 

follows. Increasing the number of local modules degrades the 

classification performance. The degradation on CIFAR100 

becomes more severe than in the case of CIFAR10. Our method 

reduces classification errors in all cases. Especially, the 

reduction becomes significant when the number of local 

modules is large. For example, when ResNet32 is applied to 

classify CIFAR100, our method surpasses the GLL by 6.45% 

and 5.73% when K = 4 and K = 8, respectively. Therefore, our 

method is demonstrated to be consistent in improving the 

classification performance of local training. Additionally, 

ResNet32 benefits more from the backward dependency than 

ResNet110, as the improvement is more evident. Particularly, 
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when 𝐾 = 4, ResNet32 achieves better accuracy on CIFAR10 

and similar accuracy on CIFAR100. 

TABLE III 

CLASSIFICATION PERFORMANCE ON DIFFERENT DATASETS WHEN 

CONVOLUTIONAL CLASSIFIERS ARE APPLIED. ERRORS IN PERCENTAGES 

ARE PRESENTED FOR BP AND GLL, WHILE ERROR IMPROVEMENTS OVER 

GLL ARE GIVEN FOR THE OTHER METHODS. K IS THE NUMBER OF LOCAL 

MODULES. 

CIFAR10 

Network Method K=2 K=4 K=8 K=16 

ResNet32 

(BP: 6.94) 

GLL 7.96 10.61 13.61 14.97 

DGL[14] -0.73 -0.87 -0.56 -1.25 

InfoPro[15] -0.17 1.97 2.21 0.74 

l=1 0.52 0.96 1.91 2.57 

l=2 0.78 1.94 3.01  

l=3 0.83 2.66   

l=4 0.99 3.06   

ResNet110 

(BP: 6.27) 

GLL 7.45 10.07 11.87 12.99 

DGL[14] -0.25 -0.43 -0.59 -0.81 

InfoPro[15] 0.44 2.11 2.47 2.21 

l=1 0.97 1.41 1.91 2.22 

l=2 1.06 2.11 2.31 2.38 

l=3 1.09 2.15 2.58 3.24 

l=4 1.07 2.28 2.62  

STL-10 

Network Method K=2 K=4 K=8 K=16 

ResNet110 

(BP: 

18.69) 

GLL 20.86 25.07 27.46 25.80 

DGL[14] -4.10 -1.70 0.13 -1.93 

InfoPro[15] -0.16 3.79 3.86 -0.25 

l = 2 0.46 1.35 2.96 2.33 

l = 4 -0.40 1.55 3.30  

SVHN 

Network Method K=2 K=4 K=8 K=16 

ResNet110 

(BP: 3.07) 

GLL 3.54 5.19 5.72 5.65 

DGL[14] -0.07 0.22 0.37 0.10 

InfoPro[15] 0.13 1.47 1.05 0.51 

l = 2 0.06 0.83 0.88 0.74 

l = 4 0.19 0.86 0.94  

 

2) Classification with local convolutional classifiers: 

Increasing the complexity of the local classifiers helps train the 

local modules to produce features containing useful information 

for the subsequent modules [14, 16]. We performed 

experiments on various datasets using ResNets with local 

convolutional classifiers consisting of one convolutional layer 

and two FC layers. The learning rate was 0.5 in all cases. The 

classification results are presented in TABLE III. We included 

two state-of-the-art local training methods for comparison. The 

decoupled greedy learning (DGL) was proposed to parallelize 

module computations in both forward and backward passes by 

means of local replay buffers and classifiers [14]. Special 

considerations were taken in designing local classifiers with 

spatial averaging in a deep network. Wang et al. analyzed the 

drawbacks of local training methods from information 

perspectives and proposed an information propagation 

(InfoPro) loss in the local optimization objective to preserve 

information in local modules [15]. Since all the presented 

methods used the cross-entropy loss, the InfoPro (Softmax) 

results from the reference work were included. The same local 

classifiers were adopted for fair comparisons.  

It is clear that in all the methods, the accuracy drops as the 

number of local modules increases. For CIFAR10, our method 

leads to the best classification performance. The improvement 

becomes more significant when K is large. In contrast with the 

InfoPro method, our method shows notably lower classification 

errors in ResNet32 and a slight decrease in ResNet110.  

For the other datasets, our method achieves lower 

classification errors than the GLL in all the cases. When 

classifying the SVHN dataset, local training has a less 

significant impact on the performance due to task simplicity, so 

a smaller difference appears. Compared with the previous 

works, our method achieves lower or comparable classification 

errors.  

In most cases, our method delivers better results than the 

previous works. This is mainly because these approaches were 

constructed on the GLL training configuration. While the local 

auxiliary networks were carefully designed to reduce 

information loss, the fundamental limitation of this training 

configuration still prevents their advantages from being fully 

exploited. On the contrary, our method directly solves this 

fundamental limitation instead of just trying to ease the bad 

consequence resulting from the limitation. Even if no special 

consideration is added to the classifier design, it can exhibit 

better performance. Moreover, the InfoPro method relies on a 

complex local network architecture composed of a 

convolutional classifier and a convolutional decoder and 

introduces four additional hyperparameters for tuning. The 

decoder is built on a bilinear interpolation layer and two 

convolutional layers to reconstruct the input image locally. In 

contrast, our method has much lower complexity.  

3) Hyperparameter sensitivity tests: The weighting factor α 

indicates the contribution of local errors to the total errors. The 

sensitivity of classification performance to α was measured in 

ResNet32 classifying CIFAR10 and presented in Fig. 4 (a) and 

(b). α was selected from {0, 0.25, 0.5, 0.75, 1}. The variation in 

the classification errors when K=2 (Fig. 4 (a)) is less significant 

than that when K=4 (Fig. 4 (b)). This is because when there are 

more local modules, local errors affect training more 

significantly. Since α controls their contributions, the impact on 

the classification errors becomes more obvious. The optimal α 

for large propagation lengths (e.g., l = 4) is smaller than 0.5, 

suggesting that the global errors are preferable. This is not 

surprising because when the propagation length becomes 

longer, the training process gets closer to the end-to-end 

backpropagation. 

The sensitivity of classification performance to the learning 

rate η was measured in ResNet32 classifying CIFAR10. Fig. 5 

(a) and (b) present the results for K = 2 and K = 4, respectively. 

The learning rate was changed in the range {0.01, 0.05, 0.1, 0.5, 

1}. A small or high learning rate can cause a large classification 

error. Overall, the impact of the learning rate on classification 

errors remains consistent among all the cases except when l = 4 

and K = 4. The optimal learning rate is identified as 0.5. 

4) Classification performance on imbalanced datasets: Class 

distributions are generally imbalanced in real-world data, as 
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certain objects or patterns appear more frequently. Various 

works have been done to tackle the imbalanced distribution in 

recent years, which raises the importance of evaluating deep 

learning algorithms on imbalanced datasets [29-32]. To study 

the effectiveness of the proposed method for classifying 

imbalanced image datasets, we adopted one synthetic 

imbalanced dataset based on CIFAR10 and one real-world 

dataset, the SVHN dataset. 

The imbalanced CIFAR10 dataset was constructed from the 

original CIFAR10 dataset by defining a long-tailed data 

distribution of classes and following an exponential decay in 

the sample size of classes [29]. The decay direction followed 

the class index and samples were randomly removed from each 

class. An imbalance ratio was defined as the sample size ratio 

between neighbor classes, which was set to 1.3. The original 

balanced test set was kept. The data distribution of classes is 

displayed in Fig. 6 (a). The SVHN dataset has imbalanced 

distribution among classes as shown in Fig. 6 (b).  

TABLE IV 

CLASSIFICATION ERRORS ON THE IMBALANCED CIFAR10 DATASET. 

ERRORS IN PERCENTAGES ARE PRESENTED FOR BP AND GLL, WHILE 

ERROR IMPROVEMENTS OVER GLL ARE GIVEN FOR BACKLINK WITH 

DIFFERENT PROPAGATION LENGTHS. 

Imbalanced CIFAR10 

Network Method K=2 K=4 K=8 K=16 

ResNet32 

(BP: 16.19) 

GLL 18.71 25.16 29.94 34.11 

l = 1 0.58 1.59 2.27 4.96 

l = 2 0.87 5.03 3.06  

ResNet32 and ResNet110 were used to classify the 

imbalanced CIFAR10 and SVHN datasets, respectively. 

Classification performance on the SVHN dataset and the 

imbalanced CIFAR10 dataset are presented in TABLE III and 

TABLE IV, respectively. The imbalanced distribution does not 

affect the effectiveness of our method. Our method still exhibits 

considerable accuracy improvement especially when K is large.  

D. Computational cost 

Local training algorithms are the favored alternative 

approach to the standard BP because of their low memory cost 

and excellent model parallelization. In this section, we will 

analyze the computational cost of the proposed method and 

compare it with other methods. 

1) GPU memory cost: The greedy local training splits networks 

into gradient-isolated modules, eliminating the necessity to 

save the whole computational graph and intermediate tensors 

and leading to reduced memory cost. While our method allows 

errors to flow between modules and hence imposes the 

backward dependency, we limit the propagation length within 

the local module, reduce the extent of dependency, and preserve 

the advantage of low memory usage. 

We measured the maximum GPU memory occupied by 

ResNets with local convolutional classifiers under different 

settings on a single Nvidia Titan RTX GPU. The measurement 

was done with the commonly-used command 

 
Fig. 4 Classification sensitivity tests on the weighting factor α. A 

ResNet32 with local linear classifiers and various error 

propagation lengths l was trained on CIFAR10 for (a) K=2 and (b) 

K=4. 

 
Fig. 5 Classification sensitivity tests on the learning rate η. A 

ResNet32 with local linear classifiers and various error 

propagation lengths l was trained on CIFAR10 for (a) K=2 and (b) 

K=4. 
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max_memory_allocated in Pytorch [15, 33]. The results of 

training ResNet32 and ResNet110 are shown in Fig. 7 (a) and 

(b), respectively. As expected, the memory cost decreases 

significantly with the number of local modules. Compared with 

the standard BP, local training can lead up to 69% in ResNet32 

and 81% in ResNet110. Applying our method introduces a 

small overhead, which is 23% at maximum in ResNet32 and 

12% in ResNet110. In most cases, the overhead is smaller than 

5%. Moreover, due to the complexity of the local network, the 

InfoPro method consumes much more GPU memory in 

ResNet32 with an overhead of 71% when the number of 

modules is 16. However, the overhead becomes less in 

ResNet110 because the size of the local network is much 

smaller than the local module. Therefore, compared with the 

GLL method, our method causes a smaller overhead in GPU 

memory cost than the InfoPro method. 

2) Runtime cost on multiple GPUs: Local training algorithms 

have inherent model parallelization that enables the parallel 

execution of the forward pass of a module and the backward 

pass of its previous module. To leverage the parallelization, we 

can implement networks on multiple GPUs, each running a 

local module as a single process. Each GPU receives the inputs 

from the previous one except the very first one that gets the 

inputs from the dataset. The inputs are saved in shared memory. 

In this way, each GPU performs training in the local module 

independently, leading to reduced training runtime. 

 
Fig. 7 GPU memory cost of training (a) ResNet32 and (b) ResNet110 

with local convolutional classifiers on a single GPU. The standard BP 

corresponds to 1 local module. 

 

 
Fig. 8 Multi-GPU implementation of the proposed local training 

method. 𝑔𝑙  and 𝑔𝑔  are the local gradients and global gradients, 

respectively. The green circles indicate the hidden layers with the 

backward link. 

 

Similarly, our training method can be implemented on 

multiple GPUs to achieve training acceleration. The 

implementation is illustrated in Fig. 8. The example shows an 

8-layer network split into two local modules with an error 

propagation length of 2. Each GPU trains one module. We 

duplicate the last two layers (in green) of the first module into 

 
Fig. 6 Data distribution of classes in (a) the synthetic imbalanced 

CIFAR10 dataset and (b) the SVHN dataset. The original balanced 

test set was kept for the imbalanced CIFAR10 dataset. 

 

This article has been accepted for publication in IEEE Transactions on Artificial Intelligence. This is the author's version which has not been fully edited and 

content may change prior to final publication. Citation information: DOI 10.1109/TAI.2023.3251313

© 2023 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission.
See https://www.ieee.org/publications/rights/index.html for more information.
Authorized licensed use limited to: KAUST. Downloaded on March 05,2023 at 13:25:02 UTC from IEEE Xplore.  Restrictions apply. 



11 

IEEE TRANSACTIONS ON ARTIFICIAL INTELLIGENCE 

the second module to compute their gradients resulting from the 

global errors on the same GPU. The local gradients are 

computed on GPU0. This decouples the two modules during the 

backward pass so that the backward pass can be performed in 

parallel on the two GPUs. The difference from GLL is that at 

the end of the backward pass, we need to exchange the local 

gradients and global gradients computed on the back-linked 

layers (in green) across GPUs through the shared memory and 

compute the final gradients of the back-linked layers by simply 

adding both gradients. The gradients from the two layers on the 

same GPU can be concatenated and sent out to the shared 

memory all at once to reduce communication time. In this way, 

training on different GPUs is performed independently with an 

overhead of gradient communication time. With the proposed 

GPU implementation, we will demonstrate that the propagation 

length l does not affect runtime reduction significantly. 

 
Fig. 9 Runtime comparison among different local training methods in 

ResNet110 on multiple GPUs for two different GPU models: (a) 

Nvidia Tesla P100 and (b) Nvidia Tesla V100. The runtime is 

normalized over the standard BP. 

We utilized the multiprocessing package in Pytorch to 

create multiple subprocesses and necessary shared memories 

[14, 19]. We split ResNet110 into K modules and measured the 

simulation runtime on K GPUs. The convolutional classifier 

was used in local modules. Runtime was measured on two 

different types of GPU models, namely Nvidia Tesla P100 and 

V100, as presented in Fig. 9 (a) and (b), respectively. The 

runtime is normalized over the standard BP. From Fig. 9, we 

can tell that GPU models affect the local training speed. The 

GLL method significantly reduces the runtime by up to 53% on 

P100 GPUs and 23% on V100 GPUs compared with the 

standard BP, respectively. For the P100 model, the runtime is 

improved as the number of GPUs increases, while little or even 

no runtime improvement can be observed with more than two 

GPUs of the V100 models. The difference could be attributed 

to the GPU processing speed and the communication time 

between GPUs and the shared memory. The propagation length 

l has a negligible effect on the runtime reduction because the 

gradients of all the back-linked layers are transferred all at once. 

More importantly, our method runs faster than the InfoPro 

method and causes a small runtime overhead, which is less than 

5% for the P100 model and 10% for the V100 model in most of 

the cases, respectively. 

 

Fig. 10 Performance trade-off resulting from different numbers of local 

modules for the error propagation length changing from 1, 2, 3, to 4. 

Accuracy drop, GPU memory, and runtime reduction are computed 

with the standard BP as the baseline. Results are obtained from 

ResNet110 on CIFAR10. 

E. Performance trade-off 

The proposed BackLink local training algorithm is 

demonstrated to produce accuracy close to the standard BP, 

outperforming the state-of-the-art local training methods. It has 

shown a great advantage in lowering GPU memory cost and 

runtime by increasing the number of local modules. However, 

classification performance is also impacted. Thus, we present 

the performance trade-off among the accuracy drop, GPU 

memory, and runtime, as shown in Fig. 10. For the same 

propagation length l, increasing the number of local modules 

incurs more accuracy drop, but leads to higher memory and 

runtime reduction. Specifically, in the case of 𝑙 = 2, when the 

number of local modules doubles, a 1.57% drop in accuracy is 

caused, while around 23% more reduction in memory and 

runtime is achieved. On the other hand, increasing the 

propagation length from 1 to 4 leads to improvement in 

accuracy, i.e., 0.87%, with negligible overhead, since the 

memory reduction remains unchanged and the runtime is 

slightly affected (< 6%). Accuracy improvement is more 

significant with a larger K, as shown in TABLE II and TABLE 

III. 
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V. DISCUSSION 

In this section, we will discuss the strengths and limitations 

of the proposed BackLink algorithm and future perspectives. 

A. Strengths of the proposed BackLink algorithm 

The extent of improvement in classification errors achieved 

by our method varies from task to task. The improvement 

depends on the task complexity, the network capability (e.g. 

size and depth), and the extent of local training (i.e. the number 

of local modules). When the classification task is challenging 

and the network has fewer parameters or smaller depths, our 

method achieves significant improvement. As the number of 

local modules increases, the improvement is more significant. 

For example, when ResNet32 is applied to classify CIFAR100, 

our method can surpass the GLL by 6.45% and 5.73% when K 

= 4 and K = 8, respectively, as presented in TABLE II. STL-10 

is a challenging task because it has a higher resolution, 96×96, 

and a much smaller sample size (i.e. 5,000). In ResNet32, our 

method leads to a 5.24% improvement when K = 16. Our 

method is promising for conducting challenging tasks under 

constraints, such as limited network size. One potential 

application is edge computing where resources and power are 

constrained and tasks are challenging. With low computational 

costs, our method has great potential in enabling efficient 

training for real-time learning on the edge. 

Moreover, our method outperforms InfoPro in most cases 

and achieves comparable errors otherwise. It gives much lower 

errors, especially when K=16. For example, in the case of 

ResNet32 classifying CIFAR10, it leads to a 1.83% 

improvement, and in the case of ResNet110 classifying STL-

10, it leads to a 2.58% improvement. While the error 

improvement may not seem very significant, our method has 

much lower design complexity. We only introduced one 

hyperparameter (i.e. the weighting factor, α) for tuning and no 

additional auxiliary network requirement. In contrast, InfoPro 

has four additional hyperparameters for tuning and employs 

complex design in the classifier. With lower complexity, our 

method has lower memory cost and faster runtime. It is more 

advantageous to apply our method in practical applications 

from both algorithmic and computational perspectives. 

Additionally, our method can be integrated with InfoPro. The 

special design in the local auxiliary network can be exploited 

by our method. Combining them could potentially lead to more 

improvement. 

B. Limitations and future perspectives 

We observed that in some cases, the classification 

performance improvement is small, and it becomes very 

difficult to improve the accuracy further for even a few 

percentages, as the performance is approaching a saturation 

point. This is also true for the previous works in TABLE III, 

where the improvement achieved over GLL is relatively small. 

Since the purpose of conducting local training is to lower 

computational costs, local training is not optimized for 

achieving the best accuracy. We hypothesize that there is a 

more fundamental and intrinsic limitation in local training that 

limits the maximum accuracy it can achieve. When the 

convolutional classifiers or more complex networks are used as 

the local auxiliary networks, they enhance the local training 

performance to be closer to the maximum accuracy. So, it 

becomes more and more difficult to improve it further. 

Therefore, in TABLE III, the improvement is less significant 

when a convolutional classifier is used. Exploring this 

fundamental limitation and further boosting the training 

performance will be our future interest and the current work 

lays a good foundation for future study. 

Moreover, the general SGD-based analysis was adopted to 

prove the convergence of BackLink by assuming that it 

provides a sufficient gradient descent direction. We presented 

experimental verification on the assumption in various 

scenarios, but no theoretical proof was given. Direct theoretic 

analysis is difficult and beyond the scope of this study. It would 

be an interesting topic in our future work.  

VI. CONCLUSION 

In this work, we have demonstrated a new local training 

algorithm that introduces a backward dependency between 

local modules by allowing errors to flow between them and 

guiding information to travel along with the network from top 

to bottom. The proposed algorithm tackles the shortcoming of 

the conventional local training algorithm that loses information 

while features are propagated forward along with the network. 

The backward dependency ensures that the preceding modules 

preserve enough information in the output features to be utilized 

by the subsequent modules. The network achieved better global 

classification performance instead of only focusing on 

improving individual local performance. A detailed analysis 

was provided to verify the convergence of the algorithm. 

Extensive experiments on different types of CNNs and 

benchmark datasets demonstrated the effectiveness of the 

proposed algorithm and considerable improvement in 

classification performance. For example, in ResNet32 with 16 

local modules, our method surpassed the conventional greedy 

local training method by 4.00% and the recent InfoPro method 

by 1.83% in accuracy on CIFAR10 with lower complexity, 

respectively. In order to preserve the computational advantages 

of local training algorithms, we lightened the backward 

dependency between modules by restricting the propagation 

length of the errors within a module. As a result, computational 

advantages of local training in GPU memory and multi-GPU 

simulation runtime were marginally impacted, while significant 

reductions were still achieved in comparison to the standard BP. 

Our method led up to a 79% reduction in memory cost and 53% 

in simulation runtime in ResNet110 compared to the standard 

BP. Therefore, we believe that our algorithm brings new 

possibilities for developing more efficient and biologically 

plausible deep learning algorithms. 

APPENDIX 

Assumption 2 results in the following inequality, 

𝐿(𝑤𝑡+1) ≤ 𝐿(𝑤𝑡) + ∇𝐿(𝑤𝑡)𝑇(𝑤𝑡+1 − 𝑤𝑡) +
1

2
𝜆‖𝑤𝑡+1 − 𝑤𝑡‖2

2 

≤ 𝐿(𝑤𝑡) − 𝜂𝑡∇𝐿(𝑤𝑡)𝑇𝑔𝑤𝑡
+

1

2
𝜆𝜂𝑡

2‖𝑔𝑤𝑡
‖

2

2
 (15) 

Taking the expectation on both sides with respect to 𝜉𝑡, we can 

obtain 

This article has been accepted for publication in IEEE Transactions on Artificial Intelligence. This is the author's version which has not been fully edited and 

content may change prior to final publication. Citation information: DOI 10.1109/TAI.2023.3251313

© 2023 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission.
See https://www.ieee.org/publications/rights/index.html for more information.
Authorized licensed use limited to: KAUST. Downloaded on March 05,2023 at 13:25:02 UTC from IEEE Xplore.  Restrictions apply. 



13 

IEEE TRANSACTIONS ON ARTIFICIAL INTELLIGENCE 

𝐸[𝐿(𝑤𝑡+1)] ≤ 𝐿(𝑤𝑡) − 𝜂𝑡∇𝐿(𝑤𝑡)𝑇𝐸[𝑔𝑤𝑡
] +

1

2
𝜆𝜂𝑡

2𝐸 [‖𝑔𝑤𝑡
‖

2

2
] 

≤ 𝐿(𝑤𝑡) − 𝜎𝜂𝑡‖∇𝐿(𝑤𝑡)‖2
2 +

1

2
𝜆𝜂𝑡

2𝑀 (16) 

The second inequality results from Assumptions 1 and 2. 

Taking the total expectation on both sides, we can obtain 

𝐸[𝐿(𝑤𝑡+1)] − 𝐸[𝐿(𝑤𝑡)] 

≤ −𝜎𝜂𝑡𝐸[‖∇𝐿(𝑤𝑡)‖2
2] +

1

2
𝜆𝜂𝑡

2𝑀 (17) 

Summing both sides for 𝑡 ∈ {1, 2, … , 𝑇} gives 

𝐸[𝐿(𝑤𝑇)] − 𝐿(𝑤1) 

≤ −𝜎 ∑ 𝜂𝑡𝐸[‖∇𝐿(𝑤𝑡)‖2
2]

𝑇

𝑡=1

+
1

2
𝜆𝑀 ∑ 𝜂𝑡

2

𝑇

𝑡

(18) 

where 𝑤1  denotes the initial weights. Suppose that 𝑤∗  is the 

optimal solution to 𝐿(𝑤𝑡), and the inequality holds: 𝐿(𝑤∗) −
𝐿(𝑤1) ≤ 𝐸[𝐿(𝑤𝑇)] − 𝐿(𝑤1), leading to 

𝐿(𝑤∗) − 𝐿(𝑤1) 

≤ −𝜎 ∑ 𝜂𝑡𝐸[‖∇𝐿(𝑤𝑡)‖2
2]

𝑇

𝑡=1

+
1

2
𝜆𝑀 ∑ 𝜂𝑡

2

𝑇

𝑡

 (19) 

From this, the following inequality can be derived, 

∑ 𝜂𝑡𝐸[‖∇𝐿(𝑤𝑡)‖2
2]

𝑇

𝑡=1

≤
𝐿(𝑤1) − 𝐿(𝑤∗)

𝜎
+

𝜆𝑀

2𝜎
∑ 𝜂𝑡

2

𝑇

𝑡

 (20) 

1

𝐴𝑇

∑ 𝜂𝑡𝐸[‖∇𝐿(𝑤𝑡)‖2
2]

𝑇

𝑡=1

 

≤
𝐿(𝑤1) − 𝐿(𝑤∗)

𝜎𝐴𝑇

+
𝜆𝑀

2𝜎𝐴𝑇

∑ 𝜂𝑡
2

𝑇

𝑡

 (21) 

where 𝐴𝑇 = ∑ 𝜂𝑡
∞
𝑡=0 .  

Based on the inequalities above, we have 

lim
𝑡→∞

inf 𝐸[‖∇𝐿(𝑤𝑡)‖2
2] = 0 (22) 

Define 𝐺(𝑤) = ‖∇𝐿(𝑤)‖2
2 . 𝐺(𝑤) is assumed to be Lipschitz 

continuous. The same 𝜆 can be used as the Lipschitz constant 

of 𝐺(𝑤). Then, 

𝐺(𝑤𝑡+1) − 𝐺(𝑤𝑡) ≤ −𝜂𝑡∇𝐺(𝑤𝑡)𝑇𝑔𝑤𝑡
+

1

2
𝜆𝜂𝑡

2‖𝑔𝑤𝑡
‖

2

2
 

≤ −2𝜂𝑡∇𝐿(𝑤𝑡)𝑇∇2𝐿(𝑤𝑡)𝑇𝑔𝑤𝑡
+

1

2
𝜆𝜂𝑡

2‖𝑔𝑤𝑡
‖

2

2
(23) 

Taking the expectation on both sides with regard to 𝜉𝑡  and 

applying Assumptions 1-3 gives 

𝐸[𝐺(𝑤𝑡+1)] − 𝐺(𝑤𝑡) 

≤ −2𝜂𝑡∇𝐿(𝑤𝑡)𝑇∇2𝐿(𝑤𝑡)𝑇𝐸[𝑔𝑤𝑡
] +

1

2
𝜆𝜂𝑡

2𝐸‖𝑔𝑤𝑡
‖

2

2
 

≤ 2𝜂𝑡‖∇𝐿(𝑤𝑡)‖2‖∇2𝐿(𝑤𝑡)‖2‖𝐸[𝑔𝑤𝑡
]‖

2
+

1

2
𝜆𝜂𝑡

2𝐸‖𝑔𝑤𝑡
‖

2

2
 

≤ 2𝜆𝜎𝑔𝜂𝑡‖∇𝐿(𝑤𝑡)‖2
2 +

1

2
𝜆𝜂𝑡

2𝑀                                        (24) 

Taking the total expectation on both sides gives 

𝐸[𝐺(𝑤𝑡+1)] − 𝐸[𝐺(𝑤𝑡)] 

≤ 2𝜆𝜎𝑔𝜂𝑡𝐸[‖∇𝐿(𝑤𝑡)‖2
2] +

1

2
𝜆𝜂𝑡

2𝑀 (25) 

Let 𝐵𝑡  denote the right-hand side of (25). From (20), 

lim
𝑇→∞

∑ 𝜂𝑡𝐸[‖∇𝐿(𝑤𝑡)‖2
2]𝑇

𝑡=1 < ∞ . So 𝐵𝑡  is bounded and the 

term of a convergent sum (i.e. lim
𝑇→∞

∑ 𝐵𝑡
𝑇
𝑡 < ∞ ) since the 

second term is the term of a convergent sum according to (13). 

Define 

𝑆𝑇
+ = ∑ max(0, 𝐸[𝐺(𝑤𝑡+1)] − 𝐸[𝐺(𝑤𝑡)])

𝑇

𝑡=1

(26) 

𝑆𝑇
− = ∑ max(0, 𝐸[𝐺(𝑤𝑡)] − 𝐸[𝐺(𝑤𝑡+1)])

𝑇

𝑡=1

(27) 

where 𝑆𝑇
+  and 𝑆𝑇

−  are the sum of the positive and negative 

components of the expectation difference sequence, 
{𝐸[𝐺(𝑤𝑡+1)] − 𝐸[𝐺(𝑤𝑡)]}𝑡=1

𝑇 , respectively. Since 𝐵𝑡  is 

positive and the term of a convergent sum, the non-decreasing 

sequence 𝑆𝑇
+  satisfies 𝑆𝑇

+ ≤ ∑ 𝐵𝑡
𝑇
𝑡 , which means 𝑆𝑇

+  is upper 

bounded and convergent. From the definitions of 𝑆𝑇
+ and 𝑆𝑇

−, 

the following equality holds, 

∑ 𝐸[𝐺(𝑤𝑡+1)] − 𝐸[𝐺(𝑤𝑡)]

𝑇

𝑡

= 𝑆𝑇
+ − 𝑆𝑇

− (28) 

which leads to 𝐸[𝐺(𝑤𝑇+1)] = 𝐺(𝑤1) + 𝑆𝑇
+ − 𝑆𝑇

−  for any 𝑇 ∈
𝑁 . Since 𝐸[𝐺(𝑤𝑇+1)] > 0 , one has 𝑆𝑇

− < 𝐺(𝑤1) + 𝑆𝑇
+ . The 

non-decreasing sequence 𝑆𝑇
−  is also upper-bounded and 

convergent. Thus, we can conclude that 𝐸[𝐺(𝑤𝑇+1)] 
converges, that is, lim

𝑡→∞
𝐸[‖∇𝐿(𝑤𝑡)‖2

2] < ∞. According to (22) 

and the property of limit inferior, 𝐸[‖∇𝐿(𝑤𝑡)‖2
2] must converge 

to zero, which proves the convergence theorem (14). The proof 

of the theorem has been validated in the literature [18, 20, 34, 

35]. 
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