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Differentiable Hierarchical Optimal Transport for
Robust Multi-View Learning
Dixin Luo, Hongteng Xu, Member, IEEE and Lawrence Carin, Fellow, IEEE
Abstract—Traditional multi-view learning methods often rely on two assumptions: (i) the samples in different views are well-aligned,
and (ii) their representations obey the same distribution in a latent space. Unfortunately, these two assumptions may be questionable
in practice, which limits the application of multi-view learning. In this work, we propose a differentiable hierarchical optimal transport
(DHOT) method to mitigate the dependency of multi-view learning on these two assumptions. Given arbitrary two views of unaligned
multi-view data, the DHOT method calculates the sliced Wasserstein distance between their latent distributions. Based on these sliced
Wasserstein distances, the DHOT method further calculates the entropic optimal transport across different views and explicitly indicates
the clustering structure of the views. Accordingly, the entropic optimal transport, together with the underlying sliced Wasserstein
distances, leads to a hierarchical optimal transport distance defined for unaligned multi-view data, which works as the objective function
of multi-view learning and leads to a bi-level optimization task. Moreover, our DHOT method treats the entropic optimal transport as a
differentiable operator of model parameters. It considers the gradient of the entropic optimal transport in the backpropagation step and
thus helps improve the descent direction for the model in the training phase. We demonstrate the superiority of our bi-level optimization
strategy by comparing it to the traditional alternating optimization strategy. The DHOT method is applicable for both unsupervised and
semi-supervised learning. Experimental results show that our DHOT method is at least comparable to state-of-the-art multi-view
learning methods on both synthetic and real-world tasks, especially for challenging scenarios with unaligned multi-view data.
Index Terms—Hierarchical optimal transport, multi-view learning, unaligned multi-view data, sliced Wasserstein distance, entropic
optimal transport, bi-level optimization.
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I NTRODUCTION

M

ULTI - VIEW learning seeks to represent multi-view data and
fuse the information of different views in an unsupervised
or semi-supervised manner. This learning strategy has been widely
used in many real-world learning tasks, such as predicting diseases
based on multiple clinical testing records [1], [2], evaluating
treatments based on patients’ clinical features [3], recognizing 2D
or 3D objects from different viewpoints [4], [5], embedding words
semantically across different languages [6], and so on. Especially
for predictive tasks with few labeled data (and possibly no labels in
some views), multi-view learning methods impose useful regularization on target models, and accordingly assist in mitigating overfitting issues. More recently, the pre-training multi-modal models
demonstrate that leveraging multi-view data is helpful for many
challenging problems, including conditional image generation [7],
image captioning [8], and cross-modal information retrieval [9].
Although achieving encouraging performance in many ap-
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plications, traditional multi-view learning methods are built on
two questionable assumptions, which may limit their practical
application.
•

•

Well-aligned multi-view data. Most existing methods [10], [11] assume that their training data in different
views are well-aligned1 . This requirement is inappropriate
in general because, in practice, we often collect multiview data from different organizations, and each organization may only provide the information of a part of the
views. For example, when predicting an individual’s credit
level, we need to collect her/his financial information
from different banks. Here, each bank provides a view
of the data. However, the samples of different views are
unaligned because different people often have accounts at
different banks. Therefore, the samples of different views
can be non-overlapped, even independent, which lack clear
correspondence.
Shared latent distribution. Most existing multi-view
learning methods often assume that the latent representations of the data in different views obey the same latent
distribution [12], [13], [14], [15]. In practice, however, the
information in a view can be redundant for some views
and complementary for others. For example, in the task
of object recognition, the RGB images and the depth
images are complementary information, while the RGB
images from similar viewpoints are highly correlated with
each other (and thus, may be redundant). For such multiview data, the views have a clustering structure and obey
different latent distributions. In such a situation, enforcing

1. In this study, “Well-align” means that for arbitrary two views, the
correspondence between their samples is known.
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Fig. 1: (a) In practice, the multi-view data can be unaligned, and each multi-view sample may be incomplete. The information of different views
is often complementary, so that the latent distributions of different views can be different. (b) In our DHOT method, fs denotes the encoder
mapping the samples of the s-th view to their latent representations (the point clouds with different colors). The classifier concatenates the
latent representations of different views and predicts target labels. When only unaligned unlabeled data are available, the encoders are trained
independently with the classifier in a unsupervised way. When some well-aligned labeled data are provided, the encoders and the classifiers
can be trained jointly under a semi-supervised framework. We implement our DHOT method based on two strategies: learning the optimal
transport for the views based on the sliced Wasserstein distances between the latent codes (the blue arrows), or learning the optimal transport
between the views and some learnable references (the orange arrows).

a single distribution across all the views may cause serious
over-regularization problems.
Taking multi-view learning of healthcare data as an example,
we further illustrate the infeasibility of the above two assumptions
in Fig. 1(a). In particular, suppose that we need to build a
disease prediction model, whose data are multi-view healthcare
data collected from patients in different hospitals. In this scenario,
different patients may receive different treatments and tests even
if they suffer from the same disease (e.g., some patients may not
afford some drugs or genetic tests), so each patient may miss
some views. Additionally, the patients’ data are from different
hospitals, which are often anonymous for privacy protection. For
the patients having admissions to different hospitals (the red
frames in Fig. 1(a)), the correspondence between their multi-view
data is unknown. As a result, the incompleteness of views and the
anonymity of data lead to unaligned multi-view data. Moreover,
when predicting diseases, different views often provide different
information — for a patient, his/her blood test, drug treatment, and
genetic test provide complementary information for his diagnosis.
Therefore, the distributions of these views in the latent space are
often different as well.
In this study, we propose a new multi-view learning method
called differentiable hierarchical optimal transport (DHOT), mitigating the dependency of multi-view learning on the aforementioned two assumptions. As shown in Fig. 1(b), our multi-view
model is composed of several encoders, each of which corresponds
to the data of a view. The latent representations derived by
the encoders are concatenated together, which are used as the
input of a classifier for discriminative tasks. The encoders are
learned jointly in the framework of canonical correlation analysis
(CCA), which minimizes the discrepancy between the latent representations of different views. In our work, we leverage sliced
Wasserstein distance [16] to measure the discrepancy between
the latent distributions of different views, which does not require
the correspondence between their samples. Moreover, we impose
learnable weights on the sliced Wasserstein distances between

different views and implemented the weights as an entropic
optimal transport, which leads to a hierarchical optimal transport
(HOT) model (i.e., the blue matrix in Fig. 1(b)). The HOT model
uses different strengths to penalize the distances between different
views, and thus, implicitly indicates the clusters of the views.
Additionally, to make the clustering structure explicit, we can
introduce some learnable references and define the HOT between
the views and the references (i.e., the orange matrix in Fig. 1(b)).
When only unaligned unlabeled data are provided, we learn the
encoders in an unsupervised way, minimizing the HOT distance
between the views or that between the views and the references.
When some well-aligned labeled data are available, we learn the
encoders and the classifier jointly in a semi-supervised way.
Different from traditional methods using alternating optimization [17], our DHOT method makes the HOT distance differentiable to the model parameters, which learns the proposed multiview learning model by a bi-level optimization strategy. Specifically, we treat the entropic optimal transport as a differentiable
operator of the model parameters and consider its gradient in the
backpropagation step. With the help of the Theorem 2 in [18],
we calculate the gradient in a closed form, which makes our
DHOT method computationally-efficient. Experiments show that
our DHOT method helps us to find a better descent direction of
the gradient in the learning phase, which achieves robust multiview learning with fewer assumptions and outperforms baselines
on multiple datasets.
The remainder of this paper is organized as follows. We first
introduce related work and background on multi-view learning and
optimal transport-based machine learning methods in Section 2.
Section 3 introduce the preliminaries of Wasserstein distance and
its variants. Section 4 provides an introduction of existing multiview learning methods that are based on canonical correlation
analysis (CCA) and constructs our method. Section 5 contains a
derivation of our proposed learning methods for our model and an
analysis of its rationality. Experiments and discussion are provided
in Section 6. Finally, Section 7 concludes the paper and discusses
some open problems as our future work.
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2.1

R ELATED W ORK
Multi-view learning

Multi-view learning can be broadly categorized into three
strategies [10], [19]: co-training, multi-kernel fusion, and coregularization [20]. Co-training methods iteratively learn a classifier for each view using labeled samples and annotate the unlabeled data based on the predictions of each classifier [21], [22].
Kernel-based methods merge the kernel matrices of different views
and learn global representations based on the merged kernel [23],
[24]. Co-regularization methods add regularization terms to encourage the data from different views to be consistent. Traditional
co-regularization methods include (i) CCA-based methods [6],
[12], [20], [25], [26], [27], and (ii) linear discriminate analysis
based methods [28] that require labeled data. More recently, largescale multi-modal pre-training models are developed [7], [8],
[9], which apply self-supervised or weakly-supervised methods
to learn “text-image” generative models. From the viewpoint
of multi-view learning, the learning strategies of these models
combine the co-training with the co-regularization, predicting the
data of one modality (view) from the other one and making them
share the same latent space.
Note that, the co-training methods are often designed for those
two-view cases. Extending them to multi-view cases requires
sophisticated strategies. Additionally, the kernel-based methods
can deal with multi-view situations, but their transductive nature
requires them to compute a kernel matrix for each view, whose
computational complexity is O(N 2 ) for N samples. Compared
with these two strategies, the co-regularization strategy (like CCA
and its variants) has better scalability on both the number of views
and the size of data. Therefore, we focus on the co-regularization
strategy and its improvement in this study.
As aforementioned, all the methods above require well-aligned
multi-view data. In practice, we need to relax this strict constraints,
achieving multi-view learning based on unaligned multi-view data.
Achieving this aim requires us to estimate the correspondence of
the samples across different views, which leads to the multi-view
alignment problem [29], [30], [31].
2.2

Learning from unaligned data

Currently, learning machine learning models from unaligned data
attracts a lot of researchers in the community. Some methods
have been proposed to attack this challenging problem in the
scenarios of linear regression [32]. For example, the work in [17]
aims at learning a linear regression model from the samples with
shuffled labels. An alternating minimization method is developed
to achieve this aim, and this method is further extended to a
stochastic EM algorithm [33]. Recently, the work in [18] reformulates the problem from the viewpoint of optimal transport
and solves it by a bi-level optimization strategy, which achieves
better performance. Besides the regression task, learning without
correspondence is common in the applications like point cloud
alignment and graph matching. In [34], a coherent point drift algorithm is developed, which aligns point clouds by learning a nonrigid registration in an EM framework. In [35], a graph matching
algorithm called Gromov-Wasserstein learning is proposed. Given
two graphs, the proposed method learns their node embeddings
associated with an optimal transport matrix, which indicates their
nodes’ correspondence. In more challenging tasks, such as transfer
learning of high-dimensional generative models, the methods like
CycleGAN [36] learn neural network-based models by matching

3

distributions of unpaired data. The Gromov-Wasserstein GAN
in [37] learns coupled generative models across heterogeneous
sample spaces.
Some efforts have been made to deal with multi-view learning
scenarios. For example, the methods in [28], [38], [39] achieve
supervised multi-view learning based on incomplete or noisy
views. Furthermore, to cluster incomplete multi-view data, some
semi-supervised methods are proposed in [38], [40], [41], [42],
[43], [44]. Essentially, these methods treat the incompleteness
of views as a special case of unaligned multi-view data, and
they achieve the representation and the alignment of different
views jointly. However, these methods still require a part of wellaligned multi-view data [45], [46], [47] as their landmarks, and
their alignment results are normally inconsistent when the number
of views is larger than two and are sensitive to the noise of
data. Additionally, these methods still require the views have the
same latent distributions when aligning different views, which is
questionable as aforementioned.
2.3

Optimal transport-based learning

Optimal transport theory [48] has proven to be useful in distribution matching [49], [50], data clustering [51], [52], [53], and
learning a generative model [54]. In particular, optimal transport
theory provides a useful metric called Wasserstein distance for
probability measures. Compared with other distances defined for
probability measures such as the KL-divergence and the JensenShannon divergence, the Wasserstein distance is valid even if
the supports of the probability measures are non-overlapped.
Because of this property, this distance has been widely used as
the objective function to minimize the difference between the
data distribution and the model distribution, which leads the wellknown Wasserstein generative adversarial network (WGAN) [54]
and Wasserstein autoencoder (WAE) [55].
An advantage of optimal transport-based learning methods
is that they do not require the samples’ correspondence when
matching distributions. The optimal transport derived by calculating the optimal transport distance indicates the correspondence.
In fact, some methods have leveraged this advantage to in some
challenging matching tasks, such as linear regression with shuffled
labels [18], graph matching [35], [56], and point cloud registration [57]. Therefore, in this work we would like to develop
an optimal transport-based model to achieve robust multi-view
learning based on unaligned data.
Recently, many variants of the Wasserstein distance have
been proposed to deal with more challenging scenarios, e.g., the
Gromov-Wasserstein distance [49] for graphs, the sliced Wasserstein distance [16] for point clouds, and so on. Among the variants,
the hierarchical optimal transport (HOT) distance is defined when
the underlying distance metric of the Wasserstein distance is also
the Wasserstein distance (or its variant). Recently, hierarchical
optimal transport models have been proposed to compare the
distributions with structural information, including the nonlinear
factorization models in [52], [58], [59] and the models for multimodal distributions [53], [60], [61].

3

P RELIMINARIES

Mathematically, the Wasserstein distance for probability measures
is defined as follows.
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Definition 1 (Wasserstein distance). Let (X , dX ) be a compact
metric spaces, where X is the space and dX is the metric defined
in it. For arbitrary two probability measures µ and ν defined on
X , the Wasserstein distance between them is defined as

Dw (µ, ν) := inf π∈Π(µ,ν) ∫X ×X dX (x, y)π(x, y)dxdy
= inf π∈Π(µ,ν) E(x,y)∼π [dX (x, y)].

(1)

Here, Π(µ, ν) is the set of all probability measures on X × X ,
whose marginals are µ and ν , respectively. The optimal π corresponding to the distance, denoted as π ∗ , is called optimal
transport plan.
In practice, the Wasserstein distance in (1) is often implemented based on the samples of the probability measures, which
leads to the following linear programming problem [62].
b w (X, Y ) = minT ∈Π(µ̂,ν̂) hCXY , T i
D
X
= minT ∈Π(µ̂,ν̂)
tij dX (xn , ym ),

(2)

i,j

where h·, ·i represents the inner product of two matrices, X =
M
two sample sets
{xn }N
n=1 ∼ µ and Y = {ym }m=1 ∼ ν are
PN
sampled from the probability measures. µ̂ = n=1 δxn and ν̂ =
PM
m=1 δyn are the corresponding empirical measures. CXY =
[dX (xn , ym )] ∈ RN ×M is a distance matrix. Accordingly, T =
[tij ] is the optimal transport matrix indicates the joint distribution
of the sample pairs, which is in the feasible set Π(µ̂, ν̂) = {T ≥
0|T 1M = µ̂, T T 1N = ν̂}.
Unfortunately, solving (2) directly is often time-consuming because of its high computational complexity. To solve this problem,
two strategies are often applied to approximate the Wasserstein
distance. The first strategy is introducing an entropy regularizer of
T into (2) and obtaining the following entropic optimal transport
problem [63]:
b w,β (X, Y ) = minT ∈Π(µ̂,ν̂) hCXY , T i + βh(T ),
D

(3)

where h(T ) = hT, log T i is the entropy of T . This problem
is strongly convex and can be solved by the Sinkhorn scaling
algorithm [64], [65] efficiently. Similarly, the Bregman ADMM
algorithm [66] and the proximal gradient algorithm [67] can
solve the entropic optimal transport problem with comparable
convergence rate.
The second strategy is leveraging random projections to define
a variant of Wasserstein distance, called sliced Wasserstein (SW)
distance [16], [68].
Definition 2 (Sliced Wasserstein distance). Let (S d−1 , uS ) be the
d-dimensional hypersphere with a uniform probability measure.
For θ ∈ S d−1 , we denote Rθ as the projection on θ, i.e., Rθ (x) =
hx, θi. For two probability measures on a compact metric space
(X , dX ), denoted as µ and ν , their sliced Wasserstein distance is
defined as

sliced Wasserstein distance is simple. In practice, given the samples of the two probability measures, we can calculate the sliced
Wasserstein distance by projecting the samples randomly along
different directions, sorting the projected samples, and finally
calculating the averaged Euclidean distance for the sorted samples.
N
In particular, given X = {xn }N
n=1 ∼ µ and Y = {yn }n=1 ∼ ν
defined in the d-dimensional Euclidean space, the sample-based
sliced Wasserstein distance is
XM
T
b sw (X, Y ) := 1
D
minP ∈P kθm
(X − Y )P k22
m=1
M
(5)
1 XM
T
T
=
ksort(θm
X) − sort(θm
Y )k22
m=1
M
where P ∈ P is a permutation matrix with size N × N , and
{θm }M
m=1 are M random projection vectors sampled uniformly
from S d−1 . As shown in (5), for the projected 1D samples, we
don’t have to optimize the permutation matrix explicitly. Instead,
we can sort the 1D samples and compute the distance between the
sorted samples. More recently, a variant of the SW distance, called
max-sliced Wasserstein (max-SW) distance, is proposed in [68].
It only considers the projection maximizing the distance between
the projected samples, which is implemented as
b msw (X, Y ) :=
D
max ksort(θT X) − sort(θT Y )k22 , (6)
θ∈{θ }M
m m=1

where the optimal projection from a finite set {θm }M
m=1 rather
than the whole S d−1 .

4

P ROPOSED M ODEL

4.1 CCA-based multi-view learning
Suppose that we have a set of samples collected from S views,
i.e., Xs = [xs1 , ..., xsN ] ⊂ Xs for s = 1, ..., S , where Xs is
the sample space of the s-th view, xsn ∈ RDs for n = 1, ..., N
is a Ds -dimensional sample in the space, and Xs contains N
observed samples. Denote fs : Xs 7→ Zs as the encoder of the
s-th view and Zs the ds -dimensional latent space. Accordingly,
Zs = fs (Xs ) is the latent representations of the samples in
the s-th view. Our multi-view model consists of the encoders.
In particular, we would like to learn the encoders jointly and
leverage the corresponding latent representations as features for
downstream learning tasks, e.g., multi-view data classification.
We focus on the multi-view learning strategy called coregularization, whose representative methods include canonical
correlation analysis (CCA) [25] and its variants [12], [13], [14],
[69]. These methods project the outputs of the encoders to the
same latent space and assume them to obey the same distribution.
For example, the Least Squares based CCA (LSCCA) [27] learns
the encoders by penalizing the pairwise discrepancies between
different views, i.e.,
X
min{fs ,Us }
kUs fs (Xs ) − Us0 fs0 (Xs0 )k2F ,
s6=s0
(7)
XS
s.t.
Us fs (Xs )fs> (Xs )Us> = Id ,
s=1

Dsw (µ, ν) := Eθ∼uS [dw (Rθ #µ, Rθ #ν)],

(4)

where Rθ #µ is the projection of µ on θ, and Dw (Rθ #ν, Rθ #ν)
is the Wasserstein distance between Rθ #µ and Rθ #ν on the 1D
space (Rθ (X ), dRθ (X ) ).
Similar to the Wasserstein distance, the sliced Wasserstein
distance also provides a valid metric to measure the discrepancy
between different distributions. Because the Wasserstein distance
in 1D space has a closed-form solution, the computation of the

where Us ∈ Rd×ds project the latent representations of the views
to the common space, and Id is an identity matrix with size d × d.
Alternatively, the Deep Generalized CCA (DGCCA) [15] learns
the encoders by encouraging the latent representations of all the
views to approach some learnable references, denoted as G ∈
Rd×N . Accordingly, the learning problem of DGCCA is shown as
XS
min{fs ,Us },G
kUs fs (Xs ) − Gk2F ,
s=1
(8)
s.t. GG> = Id .

© 2022 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission.See https://www.ieee.org/publications/rights/index.html for more information.

Authorized licensed use limited to: KAUST. Downloaded on November 17,2022 at 05:53:18 UTC from IEEE Xplore. Restrictions apply.

This article has been accepted for publication in IEEE Transactions on Pattern Analysis and Machine Intelligence. This is the author's version which has not been fully edited and
content may change prior to final publication. Citation information: DOI 10.1109/TPAMI.2022.3222569

JOURNAL OF LATEX CLASS FILES, VOL. 14, NO. 8, AUGUST 2015

5

Semi-supervised Learning. When some data are labeled, we
can learn a classifier together with the encoders by
X
min{fs ,Us }∈Ω,g
L(g({fs (xsn )}Ss=1 ), yn )
n∈L


(9)
X
XS
+
γRM ({xsn }Ss=1 ) + τ
RS (xsn ) ,

and
b msw (Zs , Zs0 ) =
D

where L and U are the sets of indices for labeled and unlabeled
data, respectively, yn is the label of the n-th multi-view data point,
and g is a classifier taking the concatenation of {fs (xsn )}S
s=1 as its
input. The first term in (9) can be the cross entropy loss for labeled
data. RM can be a multi-view learning strategy for all the views. It
can be implemented as the objective function in (7) or that in (8),
and accordingly, Ω is the corresponding constraints imposed on
the parameters. RS can be any additional regularizer imposed
on each single view. We can implement RS as the manifoldbased regularizer [26], [70], or we can introduce a learnable
decoder for each encoder and implement RS as the reconstruction
loss between the sample in each view and its estimation [14],
[71], [72], [73]. The two regularizers are weighted by γ and τ ,
respectively.

Proposition 3. For arbitrary two Z1 , Z2 ∈ Rd×N , we have
b sw (Z1 , Z2 ). Furthermore, when
minP ∈P kZ1 P − Z2 k2F ≥ D
b
b
the random projections Θ = {θm }M
m=1 used in Dsw and Dmsw
includes {ei }di=1 , where ei ∈ Rd is the vector whose i-th element
is one and others are zeros, we have minP ∈P kZ1 P − Z2 k2F ≤
b msw (Z1 , Z2 ).
dD

n∈L∪U

4.2

s=1

Sliced Wasserstein distance for view matching

Most existing multi-view learning methods, including the LSCCA
in (7) and the DGCCA in (8), require that the samples in different
views are well-aligned, i.e., xn = [x1n , ..., xS
n ] for n = 1, ..., N
is sampled jointly from X1 × ... × XS . When the samples in each
view are generated independently or only a limited number of the
samples are labeled and well-aligned, as shown in Fig. 1, we need
to design a robust method to match the samples in different views
and achieve multi-view learning accordingly. A straightforward
way is replacing each term in the objective functions of (7) and (8)
with

minP ∈P kUs fs (Xs )P − Us0 fs0 (Xs0 )k2F for LSCCA,

(10)

max

θ∈{θm }M
m=1

ksort(θ> Zs ) − sort(θ> Zs0 )k22 . (13)

The relationships among the matching problems and these two
distances can be captured by the following proposition:

This proposition means that the optimal objective functions
of the matching problems are bounded by the SW distance and
the max-SW distance. In other words, the SW distance and its
variant can be used to replace the matching problems. Therefore,
to achieve multi-view learning from unaligned samples, we plug
the sliced Wasserstein distance into (7) and (8), respectively, and
obtain the following two learning tasks:
X
b sw (Us fs (Xs ), Us0 fs0 (Xs0 )),
D
min{fs ,Us }
s6=s0
(14)
XS
Us fs (Xs )fs> (Xs )Us> = Id ,
s.t.
s=1

min{fs ,Us },G

XS
s=1
>

b sw (Us fs (Xs ), G),
D

(15)

s.t. GG = Id ,
b msw as well, but we observed that using
Note that, we tried to use D
b sw achieves more stable training process because of the average
D
b sw in the following
operation used in it. Therefore, we use D
experiments.
4.3

Hierarchical OT for view clustering

The new objective functions in (14) and (15) do not require wellaligned samples, but they still tend to make the latent repre(11) sentations of different views approach the same distribution. In
minP ∈P kUs fs (Xs )P − G)k2F for DGCCA,
where P represents the set of all valid permutation matrices. The particular, (14) penalizes the sliced Wasserstein distance between
optimal P for (10) matches the samples of the s-th view with each pair of views, while (15) penalizes the sliced Wasserstein
those of the s0 -th view, and the optimal P for (11) indicates the distance between each view and the references. We further modify
correspondence between the samples of the s-th view and the the objective functions to relax this assumption and find the clustering structure of the views accordingly. For (14), we introduce
references.
Such matching problems are NP-hard in general. Therefore, learnable weights to the sliced Wasserstein distances and obtain
X
we need to find an efficient and effective surrogate for the
b sw (Us fs (Xs ), Us0 fs0 (Xs0 ))
min{fs ,Us },W
wss0 D
s6=s0
problems. To achieve this aim, we analyze the matching problems
X
2
from a statistical viewpoint. In particular, denote Zs = Us fs (Xs ),
Us fs (Xs )fs> (Xs )Us> − Id F + βh(W ) (16)
+α
s
s = 1, .., S , as the latent representations of each view. These
1
1 
latent representations are sampled from an unknown conditional s.t. W ∈ Π
1S , 1S .
S
S
distribution PZ|Xs . From this standpoint, the matching problem
in (10) empirically defines a discrepancy between the conditional where 1S represents a S -dimensional all-one vector and W =
S×S
is the matrix of the weights, which indicates
distributions of different views. Similarly, the matching problem [wss0 ] ∈ R
in (11) corresponds to a discrepancy between the conditional the clustering structure of the views implicitly – the views corresponding to the pairs with large weights belong to the same
distribution of each view and the distribution of the references.
We find that this discrepancy can be approximately imple- clusters. To avoid trivial solutions (e.g., W = 0 or IS ), we restrict
1
1
mented by the sliced Wasserstein distance [16], [68]. Given the la- W to be a doubly stochastic matrix (i.e., W ∈ Π( S 1S , S 1S )),
s
regularizer on W . Note that, in (16) we
tent representations of arbitrary two views, i.e., Zs = [z1s , ..., zN
] and introduce an entropic P
S
0
0
>
>
s
s
relax
the
strict
constraint
s=1 Us fs (Xs )fs (Xs )Us = Id to a
and Zs0 = [z1 , ..., zN ], we can sample a set of projections
least squares based regularizer, which helps us to apply mini-batch
{θm }M
m=1 and calculate their SW distance and max-SW distance
gradient descent directly to learn the model.
as
For (15), we consider multiple references which correspond
X
M
>
>
b sw (Zs , Zs0 ) = 1
D
ksort(θm
Zs ) − sort(θm
Zs0 )k22 , (12) to different clusters directly, and learn the weights for the sliced
m=1
M
and
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Wasserstein distance between the views and the references. The
problem becomes
X
b sw (Us fs (Xs ), Gk )
wsk D
min{fs ,Us }Ss=1 ,{Gk }K
k=1 ,W
s,k
X
2
+α
Gk G>
(17)
k − Id F + βh(W ).
k
1

1
s.t. W ∈ Π
1S , 1K
S
K
where K is the number of clusters we set for the views, which
is fixed as three in the following experiments; Gk ∈ Rd×N
represents the matrix of the references corresponding to the k 1
1K ) is the matrix of
th cluster; and W = [wsk ] ∈ Π( S1 1S , K
the weights, which is also restricted as a doubly stochastic matrix.
We can explain W as the joint distribution of the views and the
clusters, and the element wsk is the probability that the s-th view
belongs toP
the k -th cluster. Similar to (16), we relax the strict
K
constraint k=1 Gk G>
k = Id to a regularizer in (17).
In both these two methods, we establish an optimal transport
model with a hierarchical architecture. The W in (16) achieves
an entropic optimal transport across different views, whose underlying distance is the sliced Wasserstein distance between the
latent representations of the views. Similarly, the W in (17)
is an optimal transport from the views to their clusters, whose
underlying distance is the sliced Wasserstein distance between
the latent representations of the views to those of the clusters.
These optimal transport matrices can be learned efficiently by
computing the entropic optimal transport based on the Sinkhorn
scaling algorithm [63]. For convenience, we can write (16) and
(17) in a unified form:
b sw (θ), W i + αR(θ) + βh(W ),
minθ,W ∈Π(u,v) hD

(18)

where θ represents the parameter of the target multi-view model,
R(θ) represents the regularizer imposed on the model parameter,
b sw (θ) represents the sliced
u and v are marginals of W , and D
Wasserstein distance matrix calculated based on the model parameter and data. To our knowledge, our work is the first to leverage
the hierarchical optimal transport (HOT) model to implement
multi-view learning methods. This framework provides a new way
to represent different views and find their clustering structure.

5
5.1

L EARNING A D IFFERENTIABLE HOT
A bi-level optimization strategy

A straightforward way to solve (18) is applying alternating optimization. Specifically, this method updates the model parameter
and the weight matrix iteratively. In the t-th iteration, we can
calculate the sliced Wasserstein distances and update the weight
matrix via the Sinkhorn scaling algorithm [63]. Then, we can fix
the weight matrix W and learn the encoders and their projection
matrices via mini-batch gradient descent [74]. The optimization
steps can be written as
b sw (θ(t+1) ), W i + βh(W ),
W (t+1) = arg minW ∈Π(u,v) hD
(19)
b sw (θ), W (t) i + αR(θ).
θ(t+1) = arg minθ hD
In particular, the Sinkhorn scaling algorithm is shown in Algorithm 1. Here, a∗ and b∗ are the optimal dual variables, and W ∗
is the entropic optimal transport matrix.
It should be noted that the alternating optimization strategy
b sw as a constant matrix when learning the optimal transport
treats D
matrix. Similarly, when learning the model parameter θ, the

b sw , W i + βh(W )
Algorithm 1 arg minW ∈Π(u,v) hD
b
D

1: Initialize W (0) = uv > , a = u, b = 0, C = exp(− βsw )
2: for j = 0, ..., J − 1
u
3:
Sinkhorn iteration: b = C v> a , a = Cb
,
∗
∗
∗
4: Return a = a, b = b, and W = (a∗ (b∗ )> )
C.

learned optimal transport matrix becomes a constant with respect
b sw is learnable and
to θ. This strategy disobeys the fact that D
b sw (θ), and the Sinkhorn iterations are
parametrized by θ, i.e., D
differentiable with respect to θ. In other words, both the dual
variables and the optimal transport matrix are the functions of
θ, i.e., a∗ (θ), b∗ (θ) and

W ∗ (θ) = (a∗ (θ)(b∗ (θ))> )

e−

csw (θ)
D
β

.

(20)

As a result, the alternating optimization strategy ignores the gradient of W ∗ with respect to the model parameter θ when learning
the model, which often leads to undesirable local optimums [18],
[75]. In the following experiments, we will show that applying the
alternating optimization strategy to learn our multi-view learning
model can not reflect the satisfying clustering structure of the
views.
To suppress this issue, we propose a differentiable hierarchical
optimal transport (DHOT) method to enhance the robustness of
the learning process. Specifically, we rewrite (18) as a bi-level
optimization problem:
(Upper-level problem La (θ))
b sw (θ), W ∗ (θ)i + αR(θ)
minθ hD
(Lower-level problem Lb (W ))

(21)

b sw (θ), W i + βh(W ).
s.t. W ∗ (θ) = arg minW ∈Π(u,v) hD
This problem is different from (19) because when learning the
model parameter θ it sets the entropic optimal transport as a
differentiable operator of θ, denoted as W ∗ (θ), rather than a
constant independent with θ. Therefore, when solving the upperlevel problem, we consider the gradient of W with respect to θ in
the backpropagation step:2

∇θ La (θ) =

b sw (θ) ∂La (θ) ∂W ∗ (θ)
∂La (θ) ∂ D
+
.
b sw
∂θ
∂W ∗
∂θ
∂D
|
{z
}

(22)

The gradient used in (19)

Essentially, the alternating optimization
strategy in (19) sets a∗ ,
∂W ∗ (θ)
∗
b
b , and Dsw as constants such that ∂θ = 0 and it only needs
to use the first term in (22) as the gradient to update θ. On the
contrary, our DHOT method treats them as three functions of θ, as
shown in (20).
A straightforward way to compute ∇θ La (θ) is using the
automatic differentiation (AD) method [76]. This strategy is used
by some methods, e.g., the SuperGlue in [57] and the GWF
in [58]. However, the memory cost of this strategy is quadratic
with the number of Sinkhorn iterations and the number of views
(i.e., O(J 2 S 2 )). This strategy is undesired because both the
number of Sinkhorn iterations and the number of views can be
large in practice. Fortunately, the Theorem 2 in [18] demonstrates
that we can compute ∇θ La (θ) in a closed-form based on the
Karush–Kuhn–Tucker (KKT) condition. Specifically, we have
b sw (θ) is differen2. The entropic regularization makes W smooth, and D
tiable function of θ. Therefore, W is differentiable to θ.
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Algorithm 2 The optimization of (16)

{fs , Us }Ss=1 .
1
= S(S−1)
(1S 1>
S

1: Denote θ =
2: Initialize W
3: For each epoch:
4:
Sample batches
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

− IS ).

{Xs }Ss=1 from the views.
b sw (Us fs (Xs ), Us0 fs0 (Xs0 ))].
Calculate D(θ) = [D
D(θ) = D(θ) + kD(θ)k1 IS .
HOT:
Fix D(θ) and learn W by Algorithm 1:
minW ∈Π( S1 , S1 ) hW, Di + βhW, log W i.
Fix W and calculate
P the loss function RM (θ) as
hW, D(θ)i+αk s Us fs (Xs )fs> (Xs )Us> − Id k2F .
Update {fs , Us }S
s=1 by Adam [74].
DHOT:
Learn a∗ (θ) and b∗ (θ) by Algorithm 1:
W (θ) = (a∗ (θ)(b∗ (θ))> ) exp(− D(θ)
β ).
Calculate the loss function
R
(θ)
as
M
P
hW (θ), D(θ)i+αk s Us fs (Xs )fs> (Xs )Us> − Id k2F .
Update {fs , Us }S
s=1 by Adam [74].

Proposition 4. [Theorem 2 in [18]] The gradient of the objective
function of the upper-level problem with respect to the model
parameter is
S,K
1 X
b sk )w∗ +
(1 − D
sk
β s,k=1
(23)
!
S,K


X
∗
∗
∗
∗
b
Dhl whl ∇Db sk ah + ∇Db sk bl
∇θ wsk + α∇θ R(θ),

∇θ La (θ) =

h,l=1

b sk , w∗ , a∗ , b∗ are the elements of the distance matrix
where D
sk
h
l
b
Dsw , the optimal transport matrix W ∗ , and the dual variables
{a∗ , b∗ }, respectively, and
  −1 

∇Db a∗
H D
=
,
∇Db b∗
0
where H −1 D ∈ R(S+K−1)×S×K , 0 ∈ R1×S×K , and
(
∗
δls wsk
, l = 1, .., S,
Dlsk =
∗
δlk wsk
, l = S + 1, ..., S + K − 1,


∗
diag(u)
W:,1:K−1
H=
,
∗
(W:,1:K−1
)> diag(v1:K−1 )
where δls = 1 if l = s. Otherwise δls = 0.
For (16), we set K = S as the number of views. For (17),
we set K as the number of clusters. Please refer to [18] for
the derivation of Proposition 4. In summary, we compare our
DHOT method to the alternating optimization strategy (denoted
as “HOT”) on solving (16) and (17), respectively. The details
of the algorithms are shown in Algorithm 2 and Algorithm 3,
respectively.
The symmetry of W in (16). It should be noted that the
optimal transport learned by the Sinkhorn scaling algorithm is
asymmetric in general. However, in (16), the underlying distance
b sw is symmetric and the marginal constraints of the
matrix D
transport are the same (i.e, W ∈ Π( 11S 1, 11S )). Therefore, the
optimal transport will be symmetric after sufficient iterations. The
proof is straightforward. If W is an optimal transport matrix
minimizing the entropic optimal transport problem in (16), then its

7

Algorithm 3 The optimization of (17)
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

K
Denote θ = {{fs , Us }S
s=1 , {Gk }k=1 }
1
>
Initialize W = SK 1S 1K .
Initialize {Gk }K
k=1 as K random matrices.
For each epoch:
Sample batches {Xs }S
s=1 from the views.
b sw (Us fs (Xs ), Gk )].
Calculate D(θ) = [D
HOT:
Fix D(θ) and learn W by Algorithm 1:
minW ∈Π( S1 , K1 ) hW, Di + βhW, log W i.
Fix W and calculate
RM (θ) as
P the loss function
2
−
I
k
.
hW, D(θ)i + αk k Gk G>
d F
k
K
Update {fs , Us }S
s=1 , {Gk }k=1 by Adam [74].
DHOT:
Learn a∗ (θ) and b∗ (θ) by Algorithm 1:
W (θ) = (a∗ (θ)(b∗ (θ))> ) exp(− D(θ)
β ).
Calculate the loss function
R
(θ)
as
M
P
2
hW (θ), D(θ)i + αk k Gk G>
k − Id kF .
S
K
Update {fs , Us }s=1 , {Gk }k=1 by Adam [74].

transpose W > is another optimum. Because the entropic optimal
transport problem is strictly-convex, which has a global optimum,
we have W > = W .
5.2

Complexity analysis

Given S views, each of which contains N samples, the computational complexity of the HOT distance is O(S 2 (M N log N +J))
for (16) and O(SK(M N log N + J)) for (17). Here, M is
the number of random projections used to compute a sliced
Wasserstein distance, which is much smaller than N , J is the
number of iterations used in the Sinkhorn scaling algorithm, and
K is the number of clusters for the views. For the complexity, the
first term O(S 2 M N log N ) (O(SKM N log N )) corresponds to
calculating the sliced Wasserstein distance matrix, where N log N
corresponds to the complexity of the sorting operation in (12).
The second term O(S 2 J) (O(SKJ)) corresponds to computing
the entropic Wasserstein distance based on the Sinkhorn scaling
algorithm.
Existing HOT distances, however, apply Wasserstein distance [31], [53], [60] or entropic Wasserstein distance [61] as
the underlying distance. For each pair of views, their computational complexity is O(N 3 ) when applying linear programming, or O(JN 2 ) when applying Sinkhorn scaling algorithm,
which is higher than that of the sliced Wasserstein distance
(O(M N log N )). Some methods avoid these computations by assuming the distribution to be Gaussian [31], [60], which increases
the risk of over-regularization. According to the analysis above,
the HOT distance used in our model has much less computational
complexity than existing HOT distance. Moreover, it does not
impose any assumptions on the latent distributions of the views.

6
6.1

E XPERIMENTS
Datasets

We demonstrate the usefulness of our DHOT method on both synthetic and real-world datasets and compare it with state-of-the-art
methods in multi-view classification tasks. Specifically, we consider the following four classification datasets used in [24], [31]:
Caltech7, Caltech20, Handwritten, and Cathgen. The Caltech7,
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TABLE 1: The statistics of each dataset (the name of view / the dimension of view)
Dataset
Caltech-7/20
Handwritten
Cathgen

# Samples
1474 / 2386
2000
8000

# Classes
7 / 20
10
2

View 1 / D1
Gabor / 48
Pixel / 240
Protein / 21

(a) Caltech7

View 2 / D2
WM / 40
Fourier / 76
Metabolite / 60

View 3 / D3
CENTRIST / 254
FAC / 216
Demographic / 7

(b) Caltech20

(c) Handwritten

View 4 / D4
HOG / 1984
ZER / 47
Clinic / 23

View 5 / D5
GIST / 512
KAR / 64
Genetic / 67

View 6 / D6
LBP / 928
MOR / 6
—

(d) Cathgen

Fig. 2: The comparison for various multi-view learning methods on four classification tasks. The thin dotted curves correspond to the baselines
that use well-aligned data while the thick solid curves correspond to our DHOT method that solves (16) and (17), respectively.
TABLE 2: Classification accuracy (%) of semi-supervised multi-view learning methods (5% labeled data are provided)
Data
RM in (9)
Caltech7
Caltech20
Handwritten
Cathgen

LSCCA [27]
87.36±1.43
71.20±2.74
87.98±3.46
68.12±1.07

Well-aligned views
DGCCA [15] AECCA [14]
87.60±1.08
87.62±1.47
71.80±2.61
71.50±2.84
87.12±3.89
88.53±3.22
67.78±0.83
67.95±0.73

Caltech20, and Handwritten datasets correspond to three image
classification tasks. Each contains six kinds of visual features
extracted by classic methods. The details of the feature extraction
methods are provided at https://github.com/yeqinglee/mvdata. The
Cathgen dataset is a real-world dataset of 8,000 patients. Each
patient contains five kinds of features, which help predict the
likelihood of a myocardial infarction (i.e., a binary classification
task). The statistics of these datasets are summarized in Table 1.
In each classification task, we apply various multi-view learning methods to learn the latent representations of each view in
an unsupervised way, and then, train classifiers based on the
learned latent representations. We evaluate the multi-view learning
methods quantitatively based on their corresponding classification
accuracy, which reflects the quality of the learned representations.
6.2

Comparisons on multi-view classification

To verify the effectiveness of our DHOT method, we consider four
well-known multi-view learning methods as baselines:
•
•
•
•

LSCCA: The least-square CCA in [27].
DGCCA: The deep generalized CCA in [15].
AECCA: The autoencoder-assisted CCA in [14].
COMIC: The cross-view matching clustering in [77].

Among them, the COMIC is the state-of-the-art multi-view learning method, which regularizes the latent representations of different views by a geometric consistency regularizer and a cluster
assignment consistency regularizer jointly. Note that, all four
baselines require well-aligned multi-view data.

COMIC [77]
90.13±1.22
74.10±2.53
91.58±3.58
70.52±0.69

Unaligned views
DHOT (16)
DHOT (17)
88.54±1.73 89.73±1.42
72.30±2.40 73.88±1.66
90.06±2.89 91.22±2.39
68.59±1.32 69.36±0.71

To achieve fairness in these comparisons, our method and the
baselines apply models with the same architecture and the same
hyperparameters. In particular, for each method we train S multilayer perceptron (MLP) models as encoders and a softmax layer as
a classifier. We set the hyperparameters empirically as follows: the
number of epochs is 100; the learning rate is fixed as 0.001; the
batch size is 400; for each fs , the dimension of its output is 20; the
dimension of the common latent space is 10; in (16) and (17), we
set α = 0.01; for the Sinkhorn algorithm, the number of iterations
is 20 and β = 0.1; for sliced Wasserstein distance, the number of
projections M is set to be 3. We implement all the methods with
PyTorch and train their models on a single NVIDIA GTX 1080 Ti
GPU.
For each dataset, we evaluate our method and the baselines in
20 trials. In each trial, we randomly select 60% of the samples for
training, 20% of the samples for validation, and the remaining 20%
of samples for testing. For the training data, we set the percentage
of well-aligned and labeled data in the range from 5% to 25%.
These well-aligned labeled data are used to train the classifier.
For the remaining unlabeled training data, we keep them wellaligned for the baselines while make them unaligned by randomly
permuting the samples in each view when applying our DHOT
method. Fig. 2 shows the average classification accuracy and the
standard deviation achieved by these methods.
We can find that compared with the traditional methods that
require well-aligned training data, our DHOT method applies
unaligned training data but achieves at least comparable performance on classification accuracy. In particular, only the state-
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(a) Caltech7

9

(b) Caltech20

(c) Handwritten

(d) Cathgen

Fig. 3: Visualizations of the optimal transport matrices derived by DHOT (16) for various datasets.

ltech7

handwritten

0.04

GIST 0.07 0.03 0.07

0.04

0.02

LBP 0.04 0.10 0.03

0.02

(a) Caltech7

KAR 0.01 0.05 0.11
MOR 0.17

(b) Caltech20

(c) Handwritten

0.12
0.08
0.06
0.04
0.02

r3

GIST 0.03 0.11 0.03
LBP 0.12 0.03 0.02

0.06

Fac 0.05 0.11
ZER 0.05 0.10 0.02

0.10

0.14

Cluste

HOG 0.01 0.07 0.09

0.08

0.16

r2

0.06

0.08

Pix 0.02 0.07 0.08
0.13
Fou 0.03

Cluste

CENTRIST 0.01 0.16
HOG 0.04 0.01 0.12

r1

CENTRIST 0.01 0.07 0.09

0.10

0.10

Cluste

WM 0.05 0.07 0.04

0.12

Cathgen

3

0.14

2

1

0.01

cluster

cluster

cluster

r3

0.12

Gabor 0.16

r2

0.14

Cluste

r1

3

2

1

Gabor 0.10 0.02 0.05
0.12
WM 0.05

Cluste

Cluste

cluster

cluster

cluster

Caltech20

Protein 0.11 0.04 0.05
Metabolite 0.05 0.08 0.07
Demographic 0.06 0.07 0.06
Clinic 0.07 0.04 0.09
Genetic 0.05 0.09 0.06

0.10
0.09
0.08
0.07
0.06
0.05

(d) Cathgen

Fig. 4: Visualizations of the optimal transport matrices derived by DHOT (17) for various datasets.

of-the-art COMIC method works better than our DHOT does in
some datasets because it not only leverages well-aligned training
data but also applies the cluster assignment consistency regularizer
in its training process. The potential reasons for the encouraging
performance of our DHOT method include two points. Firstly, we
use sliced Wasserstein distance to measure the distance between
the latent representations of different views. Because this distance
matches the latent representations by sorting their 1D random
projections, it can be treated as a data augmentation strategy that
generates new multi-view data by aligning the latent representations of different views based on the permutations derived under
different projections. Therefore, our DHOT method may suppress
the risk of over-fitting in the training phase. Secondly, our DHOT
method considers the clustering structure of the views, which is
more flexible than the baselines.
Besides learning the encoders and the classifier separately, we
evaluate the methods above in the framework of semi-supervised
multi-view learning shown in (9). Specifically, in (9) we learn
the encoders and the classifier jointly, in which the regularizer
RM is implemented by different multi-view learning methods.
Additionally, we can introduce a set of decoders corresponding
to the encoders, and construct the regularizer RS in (9) as the
reconstruction loss of the autoencoder (AE), which helps improve
the classification accuracy in general. For all the methods, we
set τ = 0.01 and γ = 0.1 as the weights of RM and RS ,
respectively. Table 2 shows the classification accuracy achieved
by various methods when 5% labeled training data are provided.

Compared with the corresponding results in Fig. 2, the semisupervised learning results are much better for all the methods,
which reflects the fact that the information of labels is significant
for multi-view learning. In this setting, our DHOT method can
also achieve comparable classification accuracy to those applying
well-aligned training data, and the gap in performance between
our DHOT method and the COMIC becomes even smaller. In
summary, both the unsupervised and the semi-supervised learning
results demonstrate that our DHOT method is competitive even if
using unaligned multi-view data.
6.3

Justification of view clustering

In both Fig. 2 and Table 2, we can find that the DHOT method
solving (17) outperforms that solving (16) consistently, whose
learning results approach those achieved by the state-of-the-art
COMIC method [77]. This phenomenon implies that the clustering
structure of views learned explicitly might be more reasonable and
interpretable to some degrees.
One potential reason for this phenomenon is that clustering
structure learned by solving (17) is more clear than that derived by
solving (16). In Fig. 3 and Fig. 4, we visualize the corresponding
optimal transport matrices learned by the two DHOT methods. We
can find that for each dataset the clustering structures learned by
the two DHOT methods are different in general and the clusters
obtained by solving (17) are more identifiable. Take the Caltech7
dataset as an example. For its views, the DHOT solving (17)
let “Gabor” and “LBP” belong to one cluster, “CENTRIST” and
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TABLE 3: The accuracy (%) after removing some views
Caltech7
All


Gabor


WM

(((
CENTRIST
(


HOG


GIST

LBP

1
2

moving arbitrary one of them causes similar degradation on the
classification accuracy. This result demonstrates that the learned
clusters indeed group the views with redundant information and
comparable contributions. In particular, (i) for the views in the
Caltech7 dataset, removing “WM” or “HOG” does little harm
to the classification accuracy because these two views are in
the same cluster, whose information might be redundant. (ii)
For the views in the Handwritten dataset, the distribution of
“ZER” on the three clusters is similar to that of “Fac”. Therefore,
removing one of them from the training views leads to similar
classification accuracy. (iii) On the other hand, “MOR” is a unique
view belonging to the cluster 1, so removing it leads to serious
degradation on the performance.
Besides Table 3, the significance of different views can also
be verified by their t-SNE plots [78]. Take the Handwritten
dataset as an example. In Fig. 5, we show the t-SNE plot of the
concatenated multi-view representations and those of the different views’ representations. We can find that the embeddings of
the concatenated multi-view representations reflect the clustering
structure of different digits clearly, while the embeddings of every
single view’s representations result in noisy clustering structures to
some degree. In other words, the information of different views is
complementary for this classification task, so removing arbitrary
one of them leads to the degradation of performance shown in
Table 3. Additionally, it is easy to find that the embeddings
corresponding to the MOR in Fig. 5(g) have better clustering
structures than those of other views. Therefore, removing it causes
the most significant performance degradation, as shown in Table 3.

DHOT (17) Handwritten DHOT (17)
86.69±1.32
All
87.25±2.03

83.69±1.73
Pix
87.03±2.62


Fou
87.10±2.94
86.01±1.44


FAC
86.97±2.41
85.53±1.12



86.01±2.25
ZER
87.06±1.96


84.98±1.85
KAR
84.49±2.81


MOR
82.24±2.17
83.43±1.02

“All” means training models using all the views.
 means training models without the view.
“
View”
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0
1
2
3
4
5
6
7
8
9

60
40
20
0
−20
−40
−60
−80

−50

0

50

(a) All views
80

60

60

60
40

40

40

20

20

20

0

0

0

−20

−20

−20

−40

−40

−60

−60

−40
−60

6.4

−80
−50

0

50

−50

(b) Pix

0

50

−50

(c) Fou

0

50

(d) Fac
80

60

60

40

40

20

20

0

0

0

−20

−20

−20

−40

−40

−40

−60

−60

−50

0

(e) ZER

50

60
40
20

Ablation study: SW, HOT, and DHOT

To demonstrate the rationality and the superiority of our DHOT
method, we compare it with its simplified versions on multi-view
classification. Specifically, the simplified DHOT methods include
the sliced Wasserstein distance-based methods in (14) and (15)
(denoted as SW) and the hierarchical optimal transport-based
methods that solve (16) and (17) by the alternating optimization
strategy in (19) (denoted as HOT).

−60

−50

0

(f) KAR

50

−80

−50

0

50

(g) MOR

Fig. 5: (a) The t-SNE plots of the concatenation of all the views’ latent
representations. (b-g) The t-SNE plots of the latent representations for
different views. In each subfigure, the embeddings corresponding to
different digits are labeled by different colors.

“GIST” belong to another, and “WM” and “HOG” belong to the
third one. Because each view is assigned to the cluster with the
largest joint probability shown in the optimal transport matrix.
When solving (16), however, the view “WM” can be grouped
with both “HOG” and “Gabor”, while the view “HOG” can be
grouped with either “WM” or “LBP”, depending on different
criteria imposed on the optimal transport matrix in Fig. 3(a).
For other datasets, the optimal transport matrices obtained by
solving (16) suffer from the same identifiability issue.
To further verify the rationality of this clustering structure
found by solving (17), we evaluate the significance of different
views in our learning tasks by removing each of the views
and training the model accordingly. As shown in Table 3, we
can find that for the views belonging to the same cluster, re-

6.4.1

Classification accuracy

Using the same setting shown in Section 6.2, we learn the encoders
in an unsupervised way and then learn the classifier separately.
Applying different methods, we show their classification accuracy
on the four datasets in Fig. 6. We can find that (i) the methods applying hierarchical optimal transport generally outperform
those merely applying sliced Wasserstein distance; (ii) for the
HOT methods, solving (17) also works better than solving (16),
which further demonstrates the superiority of learning clustering
structure explicitly; (ii) our DHOT methods solve (16) and (17)
by a bi-level optimization strategy, which indeed improves the
learning results.
6.4.2

The sparsity of the optimal transport

The HOT method and our DHOT method often give us different
clustering results for the same multi-view learning task, which are
shown in Fig. 7 and Fig. 4, respectively.3 Typically, for the Caltech7 dataset, our DHOT method finds three clusters corresponding to “Gabor+LBP” “CENTRIST+GIST”, and “WM+HOG”,
3. According to the analysis in Section 6.3, in the following ablation study,
we mainly focus on the DHOT method solving (17).
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(a) Caltech7

11

(b) Caltech20

(c) Handwritten

(d) Cathgen

Fig. 6: The comparison for various multi-view learning methods on four classification tasks. The thin dotted curves correspond to SW and
HOT methods while the thick solid curves correspond to our DHOT method that solves (16) and (17), respectively.
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Fig. 7: Visualizations of the optimal transport matrices derived by HOT for various datasets.

while the HOT method finds three clusters corresponding to “Gabor+CENTRIST”, “WM+GIST”, and “HOG+LBP”. Similarly, for
the Handwritten dataset, the clusters learned by our DHOT method
and those obtained by the HOT method are different: the “Fou”
belongs to one cluster with a high probability when applying our
DHOT method, while it becomes a mixture of two clusters when
applying the HOT method.
These comparisons indicate that the clusters found by these
two methods may be inconsistent. Moreover, compared with the
HOT method, our DHOT method in general can make the optimal
transport matrices with higher sparsity — there are more elements
lower than 0.02. This implies that the clustering structure learned
by the DHOT can be more discriminative, and accordingly, with
better interpretability. Essentially, the reason for this phenomenon
is the non-convexity of the HOT-based multi-view learning problem. For (16) and (17), the HOT and our DHOT search the
direction of gradient descent by different strategies (alternating
optimization and bi-level optimization). As a result, they find
different local optimal points.
6.4.3

Runtime
∂W (θ)

Because our DHOT method calculates ∂θ in the backpropagation step, its training time is slightly longer than that of the
HOT method. Setting the batch size as 400 and the number of
slices/projections as 3, we list their runtime per epoch for the four

TABLE 4: The comparisons on runtime per epoch (second)
Method

Machine Caltech7 Caltech20 Handwritten Cathgen
CPU
1.637
2.029
0.113
0.083
HOT (17)
GPU
0.523
0.735
0.046
0.040
CPU
2.178
2.931
0.207
0.196
DHOT (17)
GPU
1.108
1.299
0.091
0.078

datasets in Table 4. Compared with the improvements it obtains,
the increase of runtime caused by our DHOT method is tolerable.
6.5

Robustness to hyperparameters

Furthermore, we verify the robustness of our DHOT method to its
hyperparameters. Among the hyperparameters mentioned above,
there are three key hyperparameters: the batch size, the number of
projections when calculating the sliced Wasserstein distance, and
the number of clusters K .
In particular, the sliced Wasserstein distance used in our work
provides an empirical estimation for the expected distance between distributions based on their samples. The batch size controls
the number of samples used to calculate the sliced Wasserstein
distance. The number of projections controls the precision and
the stability of the estimation. Generally, using a large batch size
and a large number of projections provides us better estimation but
increases computations at the same time. In Fig. 8(a) and Fig. 8(b),
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(a) Accuracy v.s. batch size

(b) Accuracy v.s. # projs

12

(c) Accuracy v.s. # clusters

(d) Accuracy v.s. α

(e) Accuracy v.s. τ

Fig. 8: (a-c) The robustness of the HOT method and our DHOT method to their hyperparameters when solving (17). (d, e) The robustness of
the HOT method and our DHOT method to their hyperparameters in semi-supervised multi-view classification tasks. We use the Handwritten
dataset in this experiment.

we can find that the performance of our DHOT method is relatively
robust to the change of these two hyperparameters. According to
these two figures, we set the batch size to be 400 and the number
of projections be 3.
Given a dataset, the DHOT method in (17) requires setting the
number of view clusters. This number should be smaller than the
number of views in the dataset. For all the datasets used in our
experiments, we set the number of clusters to be K = 3 based on
the analytic experiment shown in Fig. 8(c). In particular, we find
that setting K = 3 leads to the best results for the Handwritten
dataset. To demonstrate the robustness of our method to this
hyperparameter, we set K = 3 for other datasets as well. The
experimental results shown in Section 6.2 show that our method
works well under this setting. In practice, considering the fact that
the number of clusters is often much smaller than the number of
views, we can empirically set K = O(log S) for a dataset with S
views.
For semi-supervised learning, there are two more key hyperparameters: the weight of the multi-view learning regularizer τ
and the weight α in (17). According to Fig. 8, when α and τ
are set to be 0.01, our DHOT method can achieve encouraging
performance. Note that in Fig. 8 we also analyze the robustness of
the HOT method on these hyperparameters. We can find that the
HOT method has similar performance to our DHOT method in the
experiment, but it suffers from lower classification accuracy and
larger variance.

A PPENDIX A
T HE P ROOF OF P ROPOSITION 3
Proof. For Z1 and Z2 , we have

dˆsw (Z1 , Z2 )
1 XM
>
>
ksort(θm
Z1 ) − sort(θm
Z2 )k22
=
m=1
M
1 XM
>
>
=
minP ∈P kθm
Z1 P − θm
Z2 k22
m=1
M
XM
1
>
>
minP ∈P
kθm
Z1 P − θm
Z2 k22
≤
m=1
M
1
minP ∈P kΘ> Z1 P − Θ> Z2 k2F
=
M
1
≤
minP ∈P kΘk2F kZ1 P − Z2 k2F
M
= minP ∈P kZ1 P − Z2 k2F .
Here, Θ = [θ1 , ..., θM ] and kΘk2F = M . Obviously, the equality
holds when i) d = 1 or ii) N = 1, M = d and Θ is a unitary
matrix.
Additionally, denote P ∗ = arg minP ∈P kZ1 P − Z2 k2F when
Θ includes [e1 , ..., ed ], we have

minP ∈P kZ1 P − Z2 k2F
Xd
= minP ∈P
keTi Z1 P − eTi Z2 k22
i=1

≤ d minP ∈P maxi∈{1,...,d} keTi Z1 P − eTi Z2 k22

7

= d maxi∈{1,...,d} minP ∈P keTi Z1 P − eTi Z2 k22

C ONCLUSION AND D ISCUSSION

In this paper, we have proposed a differentiable hierarchical
optimal transport method to achieve robust multi-view learning.
This method neither depends on the correspondence between
the samples of different views nor requires the views to obey
the same latent distribution. The proposed approach consistently
outperforms many strong baseline models on multiple datasets,
demonstrating its potential for complicated learning tasks in realworld scenarios. Our DHOT method makes a good attempt to
achieve multi-view learning in a much more challenging scenario.
In the future, we plan to apply our DHOT method to more
practical applications, e.g., introducing it to federated learning
and achieving some predictive tasks for financial and healthcare
data analysis, and extending it to multi-view multi-task learning.

≤ d maxi∈{1,...,d} ksort(eTi Z1 ) − sort(eTi Z2 )k22
≤ d maxθ∈{θm }M
ksort(θT Z1 ) − sort(θT Z2 )k22
m=1
b msw (Z1 , Z2 ).
= dD
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