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StorSeismic: An approach to pre-train a neural network to store seismic data features

Introduction

The field of data-driven seismic processing approaches have been blooming in recent years thanks to
the availability of numerous machine learning (ML) algorithms and the availability of computational
resources. Specifically, in seismic data processing, convolutional neural networks (CNNs), generative
adversarial networks (GANs), and recurrent neural networks (RNNs) have been widely utilized for vari-
ous tasks (e.g. Zhang et al., 2019; Birnie et al., 2021). Although data-driven seismic processing methods
often offer robustness and flexibility in handling raw seismic data over theory-driven methods (Hou and
Messud, 2021), they are often require task-specific training from scratch, even though the various pro-
cessing tasks utilize the same features (i.e. geometrical) of the data. This is where neural network
architectures based on the Transformer framework (Vaswani et al., 2017) comes in handy in extracting
and storing seismic features. With the help of self-attention mechanism embedded in it, it has shown to
be effective in seismic processing (e.g. Yu and Wu, 2021).

In this study, we introduce a new framework from the Transformer family for data-driven seismic prepa-
ration. We, specifically, utilize the Bidirectional Encoder Representation from Transformers (BERT)
(Devlin et al., 2019), which was originally developed for Natural Language Processing (NLP) tasks that
is based on the Transformer architecture, with a new approach to pre-training, as our baseline network
architecture. We call the framework StorSeismic, which highlights the process of "storing the captured
features of the seismic data". This framework consists of two steps: pre-training and fine-tuning, as
presented in the original paper. The network is pre-trained on a seismic dataset in a self-supervised
manner, allowing the network to capture and store key features (i.e. structural) of the seismic data. Af-
terwards, we could fine-tune the pre-trained model for specific downstream tasks of seismic processing
such as trace interpolation, denoising, amplitude correction, amplitude versus offset (AVO) analysis,
etc. Through this framework, we could obtain a task-specific network for a given seismic processing
task more efficiently and more robustly than existing approaches. We will show examples of applying
this framework on some seismic processing tasks.

Theory

Figure 1 The architecture of StorSeismic. Masked
seismic data as a sequence of traces (or channels)
are linearly projected and supported with positional
encoding before passing them through a series of at-
tention blocks. At the prediction head, the traces are
reconstructed, then we measure the loss only at the
masked traces of the input.

The architecture of StorSeismic is shown in Figure 1, which is based on the design of the encoder
of the Transformer architecture (Vaswani et al., 2017), but utilizes the BERT training style (Devlin et
al., 2019). The three main drivers in the architecture are the embedding block, encoder block(s) and
prediction head. The input to this network are seismic data d ∈ RX×T , where X is the number of
traces (channels) and T is the number of time samples. Unlike training of Transformers, which is
often executed in an auto-regressive manner, BERT utilizes masking, which can be ideal for seismic
data feature extraction (Sun and Alkhalifah, 2020). So, we mask a portion of the traces in the input
data during the pre-training. Inside the embedding block, the input is projected from T to hidden
dimension H using a single linear layer, then combined with a sinusoidal positional encoding function
(Vaswani et al., 2017) to retain positional information of the traces (like offset order). Afterwards, the
embedded traces are passed through a series of L encoder blocks. We then apply layer normalization
to the embedded traces, followed by splitting them evenly along the hidden dimension H, across the
number of attention heads A. Each attention head works as follows: three matrices of query (Q), key
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(K), and value (V ) are formed by linearly projecting the input using their corresponding weights (WQ,
WK , WV ), then the key attention operation is applied on the matrices:

Attention(Q,K,V ) = so f tmax
(

QKT
√

H

)
V. (1)

Intuitively, the multiplication of Q and K is a measure of similarity (i.e. cross-correlation) between
the traces (or their key features), and the softmax operation is a weighting matrix applied to V . The
result of this operation from each attention head are concatenated back to form the output of the Multi-
Headed Self-Attention module. Then, using a residual connection we add this output to the input, apply
a layer normalization, pass the output of that through a position-wise feed-forward network (Vaswani et
al., 2017), and finally incorporate another residual connection. The output of the encoder blocks goes
through a prediction head, which is a simple linear layer, to project the hidden dimension H back onto
the input dimension T . We denote the predicted seismic data as d̂.

We borrow the concept of Masked Language Modeling (MLM) from BERT (Devlin et al., 2019) to pre-
train our model. We treat the seismic section (i.e shot gather) as a sentence and the traces as individual
words (tokens). Thus, MLM training in NLP is equivalent to reconstructing masked traces in seismic
data. Let d be the observed seismic data with all its limitations and dm is the masked version of it. So,
dm = Md, where M is the masking operator. We propose our model, StorSeismic, as an operator denoted
by SS, which could output predicted original data d̂ = SS(dm), given masked seismic data dm as the
input. During this pre-training step, we want to push our model to reconstruct the missing traces, and
accordingly learn the structure of the data. Hence, we use a selection operator M′ = I −M, where I is
the identity matrix, to only select the location of the masked traces for the loss function. Thus, using the
L2 norm, we train the network by minimizing:

ℓ= ||M′d̂ −M′d||2. (2)

We will test the performance of the pre-trained StorSeismic on two tasks. The first task is a denoising
task, where we have an input of noisy seismic data dn = d+n with d as the clean data and n is the noise.
For this task, we want to develop a denoising operator SSn, by fine-tuning the pre-trained model SS, that
learns to output clean data d̂ = SSn(dn). The second task is a velocity estimation task, where d = F(m)
with m being the velocity model and F is the forward modelling operator. The inverse operator, denoted
by SSv, estimates the velocity model m = SSv(d) which could also be obtained by fine-tuning the same
pre-trained model SS.

Pre-training

We test the approach on simple synthetic data modeled from 1D velocity models made up of random
layers. The data used for pre-training is SNIST (https://github.com/LukasMosser/SNIST), which contain
600 and 150 shot gathers for training and testing, respectively, with their corresponding velocity profiles.
For this relatively small dataset, we set StorSeismic with L = 4 (attention layers), H = 256 (hidden layer
dimension), and A = 4 (attention heads), which results in a total of 3.3M trainable parameters. We scale
the amplitudes of the training set to (-1, 1), then augment it by shifting the time sample, changing the
polarity, and masking the traces at different positions of the input, which expands the dataset to 36,000
and 9,000 samples for training and testing, respectively. The masking proportion is 15% in each sample
(3 out of 20 traces), and we follow the masking procedure in BERT (Devlin et al., 2019) in which
80% of the masked region is filled with a [mask] token (i.e. random numbers drawn from a Gaussian
distribution), 10% were replaced with trace from different position, and 10% were kept the same. A
batch size of 256 was used in the pre-training, and we optimize the model parameters for 400 epochs
using RAdam optimizer (Liu et al., 2019) with a learning rate of 5e-4, which took approximately 1 hour
on a Quadro RTX 6000 GPU.

Examples of the prediction in the test set is shown in Figure 2 (a and b). We achieve a Mean Squared
Error (MSE) of 8e-5 in the test set (at the masked traces), as the loss curve demonstrates in Figure 2d
(bottom). Attention maps, which consist of the weights of the attention heads (softmax operation on
Equation 1), is provided (Figure 2c) for the corresponding example of Figure 2a. One way to interpret
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(a) (b) (c) (d)

Figure 2 Two examples reconstruction of masked seismic shot gathers from the testing set (a and b).
c) Attention maps that corresponds to Figure 2a. d) Attention Rollout (top) for trace no. 11 calculated
from the attention maps in Figure 2c and the loss curve (bottom).

this attention maps is through Attention Rollout (Abnar and Zuidema, 2020), which in short is a recursive
matrix multiplication of the average of the attention maps through each layer (Figure 2d, top). From the
plot, we can clearly see that the network learns to get information for the masked trace at offset 11
primarily from the adjacent traces at shallow layers, then from other traces at deep layers of the network.
This demonstrates the ability of the network to capture both global and local information of seismic data.
The purpose of the masking is not to learn to interpolate missing information, but to force the network
to learn the features of the seismic data. We will see next how this can help with processing tasks.

Fine-tuning Examples

Our first downstream task, using the pre-trained network, SS, is denoising. We only add Gaussian noise
(40% were added with 1-sigma of noise and 40% were added with 2-sigma of noise) and use only
polarity reversal for augmentation, resulting in 1,200 training set and 300 testing set (much lower than
in the pre-training). With respect to the architecture of SS, we only replace the prediction head with a
zero-initialized linear layer of the same size in the pre-trained model, and use a loss function for fine-
tuning given by an L2 norm, now, over the whole shot gather. With a batch size of 16, RAdam optimizer,
and a learning rate of 5e-4, the model required 65 epochs and 4 minutes to fine-tune, compared to one
hour of pre-training. The denoising performance of the model for 1-sigma of noise and 2-sigma of

Figure 3 a) Example of denois-
ing with 1-sigma noise (corre-
sponds to the test shot gather in
Figure 2a) from the fine-tuned
model. b) Another example, but
on data with 2-sigma noise (cor-
responds to the test shot gather
in Figure 2b). c) Attention maps
for the output in Figure 3a.

(a) (b) (c)

noise are shown in Figure 3a and Figure 3b, respectively. We obtain an MSE of 7e-4 on the test set,
compared to an MSE of 1.4e-3 prior to fine tuning, which demonstrates the fine-tuning ability to adapt
to a task. The attention maps in Figure 3c also shows that the model inherits the patterns found in the
pre-training step, especially in the shallower layers, with major differences occurring in the deeper layers
as the model adapts to different tasks.

For the second downstream task, we will try to estimate the 1D velocity profiles from a shot gather as
the input. We use the output shot gathers of the denoising task as the input to this task, to simulate the
workflow of seismic processing. The same training set up as the denoising task is used, except for the
loss function, which for this task, we used the L1 norm between the predicted (taken from the first output
in the sequence, i.e., the zero offset) and the true velocities. The training took 51 epochs and 3 minutes
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to converge. Figure 4a shows two examples of the result on the test data (output of the denoising task).

Figure 4 a) Two test shot gathers after
being denoised using the first task (left)
and the corresponding true and pre-
dicted velocities (right) from the fine-
tuned model, which correspond to data
in Figure 2. b) Attention maps that cor-
respond to Figure 4a, top.

(a) (b)

Overall, the model reached a Mean Absolute Error (MAE) of 112 m/s in the test set, and we observed
that the model is able to estimate the values of the velocities reasonably well, especially the trend. We
also provide the attention maps of Figure 4a, top, in Figure 4b, which also shows a similar phenomenon
to that of the attention maps of the denoising task, i.e., the deeper layers are adapting to the given task.

Conclusions

StorSeismic provided a framework for storing-and-later using features of the seismic data, through pre-
training and fine-tuning steps. The model self-attention mechanism along with the masking process
of BERT play crucial roles in capturing and storing the global and local features of seismic data. We
demonstrated the efficiency of fine-tuning the pre-trained network for two different tasks. Though we
only show two fine-tuning examples, i.e. denoising and velocity prediction, the application of Stor-
Seismic could be leveraged to a wide range of seismic processing tasks, such as amplitude correction,
first-break picking, AVO, etc., as we will share in the presentation, as well as share the application on
more advanced data, including real data.
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