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To model manifold data using normalizing flows, we propose to employ the isometric autoencoder to
design nonlinear encodings with explicit inverses. The isometry allows us to separate manifold learning
and density estimation and train both parts to high accuracy. Applied to the MNIST data set, the
combined approach generates high-quality images.

1 Introduction

Deep generative models (DGMs), i.e., deep
learning-based probability distribution models for
high-dimensional and nontrivial data [1], have
gained increasing attention in many scientific fields.
The two most prominent DGMs, namely, varia-
tional autoencoders (VAEs) [2] and generative ad-
versarial networks (GANs) [3], both learn implicit
representations of the probability distributions, i.e.,
GANs and VAEs sample data without describing
the probability density functions (PDFs) directly
[1]. The lack of PDFs implies that VAEs and GANs
cannot be trained via likelihood maximization and,
instead, must rely on approximate and adversarial
training algorithms, respectively. These training al-
gorithms are often unstable and do not necessarily
converge to the true distribution [4, 1]. A third type
of DGMs, the normalizing flow, models the proba-
bility distribution as a bijective transformation of
a Gaussian. Using the inverse of this transforma-
tion, normalizing flows can compute the PDF ex-
plicitly, which enables training via the statistically
consistent and asymptotically efficient [5] likelihood
maximization [6, 7].

Despite the advantage of likelihood maximiza-
tion, normalizing flows often result in poor fits of
the target probability distributions [8, 9]. For in-
stance, our previous work [10] has shown that the
application of a standard normalizing flow model
to energy time series data results in the sampling
of uncharacteristically noisy data. The poor fits
are a direct result of the structural setup of the
normalizing flow that is ill-posed to describe prob-
ability distributions over lower-dimensional mani-

folds [8, 9]. As the probability distributions of
many high-dimensional data sets reside on lower-
dimensional manifolds [11, 12], the inability of nor-
malizing flows to fit such probability distributions
rescinds the advantages gained from the direct like-
lihood maximization.

In Cramer et al. [10], we have addressed the
manifold structure of renewable energy time series
data via dimensionality reduction using the princi-
pal component analysis (PCA), which transforms
the data into a latent space without a manifold
structure. Our theoretical analysis highlighted that
the PDF described by the normalizing flow is in-
variant to the PCA. In numerical experiments, we
showed that PCA works well for the considered time
series data sets, and we were able to sample real-
istic scenarios of photovoltaic and wind power gen-
eration as well as load demand data. However, the
affine PCA fails to encode data sets that reside on
nonlinear manifolds. In this work, we build on our
findings on the PCA dimensionality reduction to
generalize our approach to nonlinear encodings, in
particular, isometric nonlinear encodings.

Alternative approaches to training normalizing
flows on manifold data also set up the normalizing
flow with a lower-dimensional latent space, i.e., they
match the manifold data with a lower-dimensional
Gaussian [13, 8]. To this end, the bijective transfor-
mation is substituted with an injective transforma-
tion, i.e., a pseudo invertible transformation that
maps the data to a lower-dimensional space [13].
Such injective normalizing flows then combine man-
ifold learning with density estimation in a single
model and, thus, a simultaneous training approach.
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Some of the published approaches assume a dimen-
sionality reducing map to be known and available
a priori [13, 14]. Other works use compositions
of manifold learning models and normalizing flows
that are trained simultaneously, e.g., the M-Flow
[8], Noisy Injective Flows [15], piecewise injective
flows called Trumpets [16], and neural manifold or-
dinary differential equations [17]. Another distinct
approach of training normalizing flows on manifold
data is by inflation with Gaussian noise to overcome
the manifold structure [18].

Opposed to the PCA dimensionality reduction,
most injective normalizing flows do not support ex-
act PDF tractability and instead require PDF ap-
proximations [8] or approximations of the inverse
transformation [15]. Notable exceptions are the
conformal embedding flow [19] and the principal
manifold flow [20] that maintain tractable PDFs.
Most injective normalizing flows are designed to
perform manifold learning and density estimation
using the same transformation. Hence, likelihood
maximization and manifold learning have to be
trained either simultaneously [19] or iteratively [8].
This leads to a difficult tuning problem as the
loss function has to balance two uneven objectives,
namely, the likelihood maximization, which is un-
bounded [5], and the reconstruction loss of the man-
ifold learning that has a theoretical global optimum
of zero.

In this work, we generalize our work on PCA-
based dimensionality reduction [10] to nonlinear
embeddings by extending our findings to compo-
sitions of arbitrary isometric embeddings and nor-
malizing flows. We show theoretically that the PDF
described by an injective normalizing flow is invari-
ant to isometric embeddings, in general, rather than
just to the PCA, specifically. In analogy to our find-
ings for PCA, the isometry of the embeddings allows
us to separate the embedding and the normalizing
flow training, which avoids the trade-offs from bal-
ancing the two objectives of likelihood maximiza-
tion and manifold learning. Hence, we can train
both model parts to the highest attainable accuracy.
Meanwhile, the composition still allows for explicit
sampling as well as explicit and efficient PDF com-
putations.

The remainder of this paper is organized as fol-
lows: In Section 2, we briefly review the basic prin-
ciples of normalizing flows, present the general con-
cept of injective normalizing flows, and explicate
the difficulties associated with the combination of
manifold learning and density estimation. Then, we
show theoretically that PDFs described by injective

normalizing flows are invariant to isometric embed-
dings and review the isometric condition of the PCA
and the I-AE. In Section 3, we apply the injective
normalizing flows to generate samples of the artifi-
cial S-curve data set and the MNIST image data set
of handwritten digits. Finally, Section 4 concludes
our work.

2 Isometric embedding nor-
malizing flows

We first review the basic principles of normaliz-
ing flows in Section 2.1. Then, we state the gen-
eral loss function for an injective normalizing flow
with combined manifold learning, in Section 2.2. In
Section 2.3, we show theoretically that the change
of variables of the PDF is invariant to isometric
embeddings, which allows us to separate manifold
learning and density estimation into two separate
problems. Finally, in Section 2.4 and Section 2.5
we show how PCA and I-AE build affine and non-
linear isometric embeddings for normalizing flows,
respectively.

2.1 Normalizing flows

Normalizing flows model the probability distribu-
tion of a D-dimensional multivariate random vari-
able X through a change of variables of a multivari-
ate standard Gaussian [21]. The change of variables
utilizes a diffeomorphism, i.e., a bijective and dif-
ferentiable transformation, T (·) : RD → RD. Thus,
each point in the data probability distribution x
is uniquely mapped to a point in the Gaussian z
and vice versa. The links are given by the for-
ward T (·) and inverse T−1(·) transformation, re-
spectively. Exploiting the diffeomorphism, the PDF
pX(x) can be calculated explicitly using the change
of variables formula [21]:

pX(x) = φ (z) |detJT (z)|−1 (1)

Here, JT is the Jacobian of the transformation T
and φ(z) is the Gaussian PDF. Given a data set X
and a trainable diffeomorphism Tθ with parameters
θ, the logarithm of Equation (1) can be used to
train the normalizing flow via direct log-likelihood
maximization [21].

2.2 Injective normalizing flows

Given a d-dimensional manifoldM⊂ RD with d <
D, let ψ(·) : Rd → M be a decoder function that

2



2.3 Isometric embeddings Page 3 of 10

maps the data from the latent space z to the data
space x and let ψ−1(·) : RD → Rd be an encoder
function:

x = ψ(z)

z = ψ−1(x)

Then, ψ−1 is the pseudo-inverse of ψ, i.e., an exact
inverse of ψ for x ∈M. Since using encoder and de-
coder functions results in non-square Jacobians, the
change of variables has to be set up in a generalized
form [13]:

pX(x) = φ(z)
∣∣det (Jψ(z)TJψ(z)

)∣∣−0.5 (2)

If the injective normalizing flow is used for both
density estimation and manifold learning, the re-
construction loss has to be considered in addition
to the likelihood maximization. The combined loss
function then is the expectation of the two parts
over the distribution of the random variable X [8]:

L = EX
[
− log pX(x) + β ||x− ψ(ψ−1(x))||2

]
(3)

In Equation (3), || · ||2 is the Euclidean norm and
β is a scaling hyperparameter to balance the two
loss function components. In general, injective nor-
malizing flows require manifold learning and like-
lihood maximization to be performed either simul-
taneously [16, 19] or iteratively [8]. However, this
balancing is particularly difficult, as the reconstruc-
tion loss ||x− ψ(ψ−1(x))||2 is bounded from below
by zero, while the likelihood loss − log pX(x) is
theoretically unbounded. Furthermore, the abso-
lute values of the likelihood vary by orders of mag-
nitude between data sets, which makes tuning the
hyperparameter β difficult.

2.3 Isometric embeddings

As an alternative to performing both manifold
learning and density estimation with a single model,
we design the manifold normalizing flow as a com-
position of an isometric manifold learning model
and a normalizing flow model, thereby separating
the two objectives. The full transformation ψ then
consists of an injective transformation f(·) : Rd →
M with pseudo inverse g(·) :M→ Rd and a diffeo-
morphism T (·) : Rd → Rd in the lower-dimensional
latent space:

x = ψ(z) = f ◦ T (z)
z = ψ−1(x) = T−1 ◦ g(x)

Applying the chain rule of differentiation to Equa-
tion (2), the change of variables of the composition
is given by [8]:

pX(x) =φ(z) |detJT (z)|−1∣∣∣det(Jf (T (z))
T

Jf (T (z))
)∣∣∣−0.5 (4)

Here, the term det
(
Jf (T (z))

T
Jf (T (z))

)
is typi-

cally very expensive to compute. Options on how to
mitigate the computational cost are using approxi-
mate Jacobian determinants [8], identifying the Rie-
mannian metric [22, 23], or learning embeddings of
Riemannian manifolds directly [17]. In our previous
work [10], we highlighted that the Jacobian deter-
minant of the embedding is always equal to one if
the encoding is performed via PCA, i.e., the PDF
in Equation (4) is invariant to a PCA encoding. In
the following, we extend this finding to isometric
embeddings, in general.

The Nash embedding theorem [24] states that iso-
metric embeddings can encode d-dimensional man-
ifolds embedded in D-dimensional ambient space
arbitrarily well if D ≥ d + 1, i.e., we can require
the decoder f to be isometric and the encoder g to
be a pseudo-inverse of f without a loss of informa-
tion in the embedding. Isometric transformations,
in general, are defined as distance preserving trans-
formations. Mathematically, this can be expressed
as

Jf (z)
TJf (z) = Id ∀z ∈ Rd,

where Id is the d-dimensional identity matrix. As
the determinant of the identity matrix is one, the
PDF in Equation (4) is invariant to the isometric
embedding. Therefore, the likelihood function for
any isometric embedding can be simplified to:

pX(x) = φ(z) |detJT (z)|−1 (5)

A visual representation of the two-step composition
is shown in Figure 1.

In conclusion, the PDF of an injective normaliz-
ing flow is invariant to isometric embedding func-
tions. Therefore, the isometric embedding can be
trained independently from the normalizing flow
without the need for any adjustments to the nor-
malizing flow training. This avoids the need to bal-
ance the two objectives of likelihood-maximization
and reconstruction loss described in Equation (3)
and allows us to train both models to high accu-
racy.

3
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Fig. 1. Injective normalizing flow designed as a
composition of a diffeomorphism T : Rd → Rd and
an isometric embedding f : Rd → M with pseudo
inverse g :M→ Rd.

2.4 Affine isometric embedding with
PCA

For completeness, this section reviews the use of
PCA as affine isometric embedding for normalizing
flows from our previous work [10]. For PCA, both
the encoder gPCA and the decoder fPCA are affine
transformations [25]:

x = fPCA(z) = Vdz + µX

z = gPCA(x) = VT
d (x− µX )

Here, µX is the empirical mean of the dataset X
and Vd ∈ RD×d are the first d column vectors of
the matrix of right singular vectors V ∈ RD×D that
stems from the singular value decomposition (SVD)
of the empirical covariance matrix KX ,X ∈ RD×D:

KX ,X =
1

N − 1

N∑
i=1

(xi−µX )(xi−µX )
T = UΣV−1

(6)
In Equation (6), U ∈ RD×D is the matrix of left
singular vectors and Σ ∈ RN×N is a diagonal ma-
trix with the singular values on its diagonal. Be-
cause PCA is an affine transformation, Vd is the
constant Jacobian of the decoding transformation
fPCA, hence: JfPCA = Vd = const. By design of
the SVD, Vd has orthonormal column vectors and
thus:

JTfPCA
JfPCA = VT

d Vd = Id

For PCA, the latent dimensionality d is equal to
the number of considered principal components. We

base the selection of d on the explained variance
ratio, i.e., the singular values σk of the empirical
covariance matrix KX ,X normalized by their total
sum. The sum over the explained variance ratio
of the considered principal components then is the
cumulative explained variance (CEV):

CEV =

∑d
k=1 σk∑D
i=1 σi

100%

In practice, we select d such that the CEV is greater
or equal to the desired percentage, e.g., 99%.

2.5 Nonlinear isometric embeddings
with I-AE

As a nonlinear isometric embedding, we utilize the
isometric autoencoder (I-AE) proposed by Gropp
et al. [26]. The I-AE uses a nonlinear autoencoder
and specifically enforces the isometry during train-
ing via penalization. Both encoder gI-AE and de-
coder fI-AE are deep neural networks G(x;θG) and
F(z;θF), respectively:

x = fI-AE(z) = F(z;θF)

z = gI-AE(x) = G(x;θG)

Here, θF and θG are the parameters of decoder
and encoder, respectively. To minimize the loss of
information, the loss function penalizes the mean-
squared-error in the reconstruction:

LAE(θG,θF) = EX {||x− F (G(x)) ||2} (7)

Furthermore, the training has to promote the isom-
etry of the decoder:

JF(z)
TJF(z) = Id ∀z ∈ Rd (8)

Computing the expression in Equation (8), how-
ever, requires expensive matrix multiplications of
the Jacobian and its transpose. To avoid these,
Gropp et al. [26] propose enforcing the isometry
condition implicitly by penalizing the change in
length of a vector to the surface of the unit ball
u ∈ Sd−1 = {y ∈ Rd : ||y||2 = 1}, i.e., a unit
vector, after multiplication with the Jacobian:

Liso(θF) = EZ,U
{
(||JF(z)u||2 − 1)

2
}

(9)

Here, EZ,U is the expectation over the latent space
z ∈ Rd and the space of all unit vectors u ∈ Sd−1.
In addition to the isometry loss of the decoder, the
isometry of the encoder (pseudo inverse) has to be
promoted as well:

Lpiso(θG) = EX,U
{(
||uTJG(x)||2 − 1

)2}
(10)

4
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Here, EX,U is the expectation over the manifold
x ∈ M and the space of all unit vectors u ∈ Sd−1.
Finally, the three loss functions are combined to a
total loss using weights λiso and λpiso for Liso and
Lpiso, respectively:

L(θG,θF) =LAE(θG,θF)

+ λisoLiso(θF) + λpisoLpiso(θG)
(11)

Unlike PCA, the I-AE does not come with a
recipe to estimate the latent dimensionality d, i.e., d
must be determined via empirical studies [26]. For
more details on the implementation, selection of the
weights λiso and λpiso, and the computation of the
loss functions, we refer to the original I-AE publi-
cation [26].

3 Numerical experiments
We apply the proposed combination of isometric
embeddings and normalizing flows to learn and
sample from the probability distributions of multi-
ple different data sets. Specifically, we analyze the
generated samples from both standard full-space
normalizing flows and isometric embedding flows in
comparison to the real data. The two data sets
are the synthetic S-Curve data set provided by the
machine learning library scikit-learn [27] and the
MNIST data set with images of handwritten digits
[28]. For all normalizing flow models, we employ
the RealNVP affine coupling layer architecture [6]
as the invertible neural network. All models are
implemented in TensorFlow, version 2.5.0 [29].

3.1 S-Curve
The S-Curve data set describes a two-dimensional,
nonlinear manifold embedded in three-dimensional
Euclidean space (see left of Figure 2). We omit an
application of PCA due to the nonlinear nature of
the S-Curve. Following the training methodology
derived in Section 2, we first train the I-AE using
Equation (11) and then train a two-dimensional Re-
alNVP model. Figure 2 shows the reconstruction
(center) and the latent space (right) of the trained
I-AE for a test set Xtest of 1000 samples. The results
in Figure 2 clearly show that the encoding leads to
an unfolding of the three-dimensional S-shape to a
two-dimensional rectangle and that the full S-Curve
is recovered by the decoder. Table 1 shows the fi-
nal training and test losses for the total and the
three constituents of the loss function. To verify
that the embedding is in fact isometric, we com-
pute the Jacobian determinant of the decoder. For

Fig. 2. Encoding and decoding of three-
dimensional S-Curve data (1000 samples) [27] using
I-AE [26]. Test data x ∈ Xtest (left); reconstruc-
tion of test data f(g(x)) ∀x ∈ Xtest (center); two-
dimensional latent space of I-AE g(x) ∀x ∈ Xtest
(right). Colorcoding is based on position of test
data.

Tab. 1. Final training loss and test loss for I-AE
training on the S-Curve data set [27]. The con-
stituents of the loss function are defined in Equa-
tions (11), (7), (9), and (10).

L LAE Liso Lpiso
Training 2.21×10−4 1.55×10−4 4.78×10−5 1.87×10−5
Test 2.11×10−4 1.54×10−4 3.81×10−5 1.89×10−5

the 1000-sample test set Xtest, the expectation of
the Jacobian determinant is:

EXtest

{∣∣detJF(G(x))TJF(G(x))
∣∣−0.5} = 1.0096

Thus, the PDF in Equation (5) only deviates by a
factor of 1.0096 from an exact isometry.

Figure 3 shows sampled data of the normalizing
flow with I-AE embedding (center) in comparison
to a full-space normalizing flow (right). The results
show that the manifold shape is correctly recovered
by the injective flow, whereas the full-space nor-
malizing flow fails to reconstruct the shape of the
S-Curve distribution. Note that we do not show the
absolute PDF values of the injective (Equation (5))
and full space normalizing flow (Equation (1)), as
they describe the PDFs of two systems with differ-

Fig. 3. 1000 generated S-Curve samples [27]. Test
data x ∈ Xtest (left); samples from RealNVP in re-
duced space with I-AE embedding (center); samples
from RealNVP in full space (right). The colors are
based on the z-axis of the respective data points.

5



3.2 MNIST Page 6 of 10

Fig. 4. I-AE and PCA reconstruction after encod-
ing of MNIST data set of handwritten digits [28].
Row 1: Samples from the test set, row 2: Recon-
struction after encoding with I-AE, row 3: Recon-
struction after encoding with PCA. Latent dimen-
sionalities for I-AE and PCA are 16 based on orig-
inal I-AE paper [26].

Tab. 2. Reconstruction loss of PCA and I-AE for
MNIST test data set [28]. The table shows the
mean-squared-error (MSE) and the mean-absolute-
error (MAE) with data scaled to [0, 1].

I-AE PCA
MSE 8.28×10−3 2.69×10−2
MAE 3.20×10−2 8.81×10−2

ent dimensionality and are, therefore, not compara-
ble.

The results in Figure 2 and Table 1 show that the
I-AE learns embeddings with very high accuracy.
Furthermore, the learned embedding is almost iso-
metric, which justifies its usage in an injective nor-
malizing flow as proposed in Section 2. This finding
is confirmed by the generated data from the com-
bination of I-AE and RealNVP, which reconstructs
the true distribution with only a few outliers.

3.2 MNIST

Finally, we consider the MNIST data set of hand-
written digits [28] with 28×28 pixel resolution. For
both the I-AE and PCA, we use latent dimension-
alities of 16 based on the original I-AE paper [26].
Figure 4 shows a random selection of images from
the MNIST test set (first row) as well as the re-
construction of these images after encoding using
I-AE (second row) and PCA (third row), respec-
tively. For all test images in Figure 4, the I-AE
is able to preserve the images well. The PCA re-
construction shows a loss of features, blurred dig-
its, and a significant amount of noise around the
digits. In addition to the visual comparison in Fig-

Fig. 5. Generated images of MNIST data set of
handwritten digits [28]. Row 1: Random samples of
the I-AE and RealNVP composition, row 2: Ran-
dom samples of the PCA and RealNVP composi-
tion, row 3: random samples from a full-space Re-
alNVP, row 4: random samples from a Wasserstein
GAN [30]. Latent dimensionalities for I-AE and
PCA are 16.

ure 4, Table 2 lists the mean-squared-error (MSE)
and mean-absolute-error (MAE) for both PCA and
I-AE on the MNIST test set. With respect to both
metrics, the I-AE achieves lower values compared to
the PCA. In conclusion, the nonlinear I-AE shows
a better ability to encode the data compared to the
affine PCA, which indicates that the MNIST data
set is embedded on a nonlinear manifold.

Next, we train different RealNVP models on sam-
ples encoded using I-AE and PCA as well as the full
images. Figure 5 shows samples from the combined
isometric embedding normalizing flows in compari-
son to a full 28 × 28-dimensional normalizing flow.
For reference, we also include images generated us-
ing a Wasserstein-GAN (W-GAN) [30], which is of-
ten the method of choice for image generation [1].
Note that the W-GAN was significantly more diffi-
cult to train and fine-tune compared to the isomet-
ric embedding normalizing flows. Hence, the pre-
sented W-GAN results are the best of 20 trained
models. Meanwhile, both isometric normalizing
flow compositions converge to the same result in
almost every iteration.

The generated images from the composition of
I-AE and RealNVP (row 1) appear like handwrit-
ten digits from the original MNIST data set. The
images generated from the RealNVP with PCA
embedding (row 2) resemble handwritten digits to
some extent. However, as observed in Figure 4
the images are blurred, and the digits are difficult
to read or ambiguous. The full-space normalizing

6
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Tab. 3. Inception score (IS) [31] and Fréchet incep-
tion distance (FID) [32] for MNIST test set XTest
and generated images from I-AE and PCA composi-
tions with RealNVP, full-space RealNVP (FSNF),
and Wasserstein-GAN (W-GAN). The number of
generated images is 50000, and the mean and stan-
dard deviation for the IS are computed over 10
batches. A high IS and low FID indicate good
scores.

IS FID
XTest 11.39 ± 0.39 -
I-AE 12.10 ± 0.35 46.60
PCA 7.04 ± 0.25 724.51
FSNF 2.55 ± 0.08 1011.60
W-GAN 12.15 ± 0.51 95.10

flow-generated images (row 3) are very noisy and
do not resemble handwritten digits at all, i.e., the
full-space RealNVP was unable to learn the prob-
ability distribution of the MNIST data set. The
W-GAN generated images (row 4) show lines with
high contrast that resemble digits to some extent.
However, these digits are often incomplete or am-
biguous. Apparently, the discriminator model fails
to identify at least some of the images in row 4 as
fake.

In addition to the visual analysis (cf. Figure 5),
we compute the inception score (IS) [31] and the
Fréchet inception distance (FID) [32] for each vari-
ant of the normalizing flow and the W-GAN. Both
IS and FID are quantitative measures that analyze
both the quality as well as the diversity of the gener-
ated images. While the IS considers generated sam-
ples only, the FID also includes information from
the real data. In general, the IS is a positively ori-
ented score, i.e., high scores indicate high-quality
data sets, and the FID is a negatively oriented score.
We use a classifier model with >99.3% accuracy. As
recommended by Salimans et al. [31], we generated
50000 samples from each normalizing flow variant
to compute both IS and FID. For the IS, we batch
the data set and compute the empirical mean and
standard deviation. Table 3 lists IS and FID for the
generated image data sets.

The results in Table 3 highlight that the image
data set generated using the I-AE embedding scores
as high as the test set with real images with re-
spect to the IS and also shows the lowest FID of all
models. The W-GAN scores an IS as good as the
I-AE but shows a higher FID than the I-AE. The
results suggest that the W-GAN images are diverse
and can be classified well as indicated by the IS,

but do not resemble the actual data as well as the
I-AE normalizing flow as highlighted by the FID.
The IS also correctly indicates a lower quality of
the images generated using the PCA embedding as
well as the exceptionally low quality of the FSNF-
generated images. Thus, the quantitative results
in Table 3 confirm our conclusions from the visual
assessment in Figure 5.

In conclusion, the isometric dimensionality reduc-
tion vastly increases the quality of the generated
images and outperforms the W-GAN reference. In
fact, the I-AE learns highly accurate encodings of
the MNIST data set despite a latent dimensionality
as low as 16. Our analysis of Figure 5 and Table 3,
thus, shows that the composition of I-AE with Re-
alNVP can build highly descriptive and accurate
generative models for data that resides on nonlin-
ear manifolds. As expected, the affine PCA shows
a distinctively lower quality, which, however, are
still far better than the full-space normalizing flow
images, which are completely unusable.

4 Conclusion

Standard normalizing flows are ill-posed to model
manifold distributions and tend to sample unre-
alistic and out-of-distribution data. To address
the challenges of manifold probability distributions,
we generalize the PCA dimensionality reduction
of our precious work [10] by proposing a two-
parted approach that separates injective normaliz-
ing flows into an isometric manifold-learning part
and a lower-dimensional density estimation part.
We show that by definition, the probability den-
sity function (PDF) described by the change of vari-
ables formula is invariant to isometries. This insight
yields two major benefits for the training of the iso-
metric normalizing flow: First, no expensive Jaco-
bian determinant computations result from the em-
bedding. Second, embedding functions and normal-
izing flow models can be trained sequentially, which
avoids difficult balancing of the unbounded likeli-
hood maximization and the bounded reconstruction
loss. Therefore, both model parts can be trained to
the highest attainable accuracy. After training both
parts of the model, the combined approach allows
for efficient and explicit sampling as well as PDF
evaluations. As PCA is limited to affine embed-
dings, we utilize the isometric autoencoder (I-AE)
[26] as a nonlinear isometric dimensionality reduc-
tion scheme that comes with an explicit pseudo in-
verse and allows us to build the encoder and de-
coder models using deep learning architectures like
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convolutions and nonlinear activation functions.
In our numerical analysis, we apply the isomet-

ric embeddings to the artificial S-Curve dataset and
the MNIST dataset of images of handwritten dig-
its. Both PCA and I-AE-based embeddings lead to
a better approximation of the true probability dis-
tributions and more realistic samples compared to
the standard full-space normalizing flow. The I-AE
excels in describing the two nonlinear manifolds, S-
Curve and MNIST. Moreover, the MNIST samples
generated from the composition of I-AE and Real-
NVP yield synthetic hand-written digits that are in-
distinguishable from real images, as also evidenced
by high inception scores and low Fréchet inception
distances.

In conclusion, the proposed combination of iso-
metric embeddings and normalizing flows presents
an effective approach to handle manifold data and
take full advantage of the benefit from the direct
log-likelihood maximization and explicit sampling
of normalizing flows. We argue that the separation
of embedding and density estimation is of great ben-
efit as both model parts can be trained to high accu-
racy without trade-offs. Furthermore, the method
is easy to implement and train, as it relies on build-
ing blocks of well-established methods with open-
source implementations.

Nomenclature
Description Symbol
Latent dimension d
Data dimensionalty D
Decoder f(z)
Encoder g(x)
Jacobian J
Sample covariance of X KX ,X
Data manifold M⊂ RD
Probability density function pX(x)
Surface of d-dimensional unit ball Sd−1
Diffeomorphism T (·)
Samples of multivariate random vari-
ables

x,z

Random variable X
Data set X
Sample mean vector of X µX
PDF of standard Gaussian φ(z)
Parameter vector θ
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