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ABSTRACT

Embedding Ontologies Using Category Theory Semantics

Fernando Patricio Zhapa Camacho

Ontologies are a formalization of a particular domain through a collection of ax-

ioms founded, usually, in Description Logic. Within its structure, the knowledge

in the axioms contain semantic information of the domain and that fact has moti-

vated the development of methods that capture such knowledge and, therefore, can

perform different tasks such as prediction and similarity computation. Under the

same motivation, we present a new method to capture semantic information from an

ontology. We explore the logical component of the ontologies and their theoretical

connections with their counterparts in Category Theory, as Category Theory develops

a structural representation of mathematical systems and the structures found there

have strong relationships with Logic founded in the so-called Curry-Howard-Lambek

isomorphism. In this regard, we have developed a method that represents logical ax-

ioms as Categorical diagrams and uses the commutativity property of such diagrams

as a constraint to generate embeddings of ontology classes in Rn. Furthermore, as a

contribution in terms of software tools, we developed mOWL: Machine Learning Li-

brary With Ontologies. mOWL is a software library that incorporates methods in the

state of the art, usually in Machine Learning, which utilizes ontologies as background

knowledge. We rely on mOWL to implement the proposed method and compare it

with the existing ones.
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Chapter 1

Introduction

In life sciences, ontologies are widely used because they contain background knowledge

about a particular domain. Such information can be found in terms of vocabulary,

annotations, and logical axioms. Prediction problems such as PPIs, Gene-Disease

Association (GDA) or Protein Function (PF) would benefit from using ontological

information from, for example, the Gene Ontology (GO)[1, 2].

There are different approaches to extracting and using information from ontolo-

gies. Those approaches can be divided into three groups: graph-based, syntactic,

semantic[3]. One difference among the three groups of methods is how they process

the ontology axioms. Graph-based methods would transform axioms into triples of a

graph, syntactic methods would generate sentences from axioms and semantic meth-

ods would represent axioms in an embedding space. Furthermore, semantic methods

are different from the others because the embedding process must preserve the seman-

tics or the interpretation of the axioms. In those terms, the development of semantic

methods relies on defining the embedding space properly.

Logic has connections with other mathematical systems such as Type Theory and

Category Theory founded in the Curry-Howard correspondence or isomorphism [4].

We explore how those connections can be used to define an embedding space for

logical axioms. More specifically, we are interested in the relationship between Logic

and Category Theory.

Categories are structures containing objects and morphisms between those objects.

Objects are usually represented as nodes and morphisms as labeled arrows, similar



12

to a directed graph. In that representation, we find the concept of “diagrams”.

Semantics in Category Theory is given by the fact that, in diagrams, different paths

connecting two objects must be equivalent; that property is called “commutativity”.

The connections to Logic come in the fact that logical constructs such as conjunction,

disjunction, implication and others have a categorical construct associated with them.

Those categorical constructs can be represented as diagrams. The commutativity

property plus the Curry-Howard-Lambek (CHL) correspondence makes it suitable

to think about encoding logic propositions in the categorical framework using the

corresponding diagrams.

The idea of using categories to encode knowledge has been presented before. In

[5] the concept of Ontology Log (OLog) is introduced as a new form of knowledge

representation similar to SQL, RDF or OWL. Furthermore, also in [5], it is argued

that the main advantage of using OLogs is the property of commutativity of the di-

agrams, which allows enforcing equivalences between different paths connecting two

objects. However, in order to use category theory, the attempt above focuses on the

graph-like structure existing in categories and also in knowledge systems with graph

representation. Under that approach, the commutativity property is not fully lever-

aged because the knowledge system will not contain all the morphisms in advance,

which will produce an incomplete category with missing morphisms.

Description Logics (DLs), which are fragments of First-Order Logic (FOL), are a

family of languages that can be used to encode information in Web Ontology Lan-

guage (OWL) ontologies in the form of axioms. We claim that, following the CHL

correspondence, axioms in ontologies could be represented in the categorical frame-

work. That representation will imply having a diagram or a set of diagrams per each

axiom. The commutativity property of the diagrams will tell us whether an axiom

holds. In this way, unlike OLogs, category properties are used more appropriately

because the diagrams used for representing axioms are already well defined in the
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literature. Furthermore, in the categorical framework, the properties found in cat-

egories and morphisms are preserved across different types of categories. On those

grounds, we use a particular category called Veck to represent objects as vectors and

morphisms as matrices over the field k = R. Veck category allows us to generate a

set of loss functions representing the commutativity property. This loss function can

be minimized using optimization with neural networks.

With this procedure, we can generate representations of ontologies entities in Rn

that meet the Category Theory properties and preserve the semantics of the logical

axioms. We show that those representations can be used for different predictive tasks.

1.1 Objectives and Contributions

The contributions of this work are the following:

• Define the framework to represent description logic axioms in the Category

Theory framework.

• Develop a method to use the categorical representation of axioms as a generator

of loss functions that can be used in a neural network to enforce the commutativity

property of categorical diagrams.

• State different predictive tasks such as subsumption querying or protein-protein

interaction prediction under the categorical perspective and use our developed method

to solve those tasks.
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Chapter 2

Background

When designing machine learning models, incorporating domain-specific knowledge

turns out to be beneficial since such knowledge constrains the problem and can re-

duce the search space. The introduction of domain-specific knowledge can be done

by changing the input data in some way, altering or creating a new loss function or

building an entire new model[6]. In life sciences, ontologies are used as background

knowledge because they contain rich information about entities in the domain, the

relationships between them and also text data as definitions or comments[7]. Fur-

thermore, the information in ontologies exists in the form of logical axioms. Such

axioms give a formal definition of the domain.

Methods that use ontologies exploit their information in some way or another

to obtain embeddings of the entities of interest, which are usually ontology classes.

An embedding is a structure-preserving mapping from one (mathematical) system

to another. In our case, we refer to embeddings that take elements (classes, object

properties) from an ontology and return a numerical representation in Rn, and we

call n the embedding size.

Methods to embed ontologies can be classified into three groups depending on

which type of information from the ontology is exploited. Those groups are: graph-

based, syntactic and semantic [3].

The underlying structure of an ontology is the taxonomical structure [8] given

by the subclass (⊑) operator. It implies that the simplest graph that can be ob-

tained from an ontology is the taxonomical tree. Additional transforming rules allow
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including more complex axioms in the graph. Methods that work in this way are

DL2Vec[9] and OWL2Vec*[10]. Transforming ontologies into graphs opens a wide

range of embedding methods such as random walks [11, 12, 13] and translational

methods [14, 15, 16, 17]. Graph-based embeddings allow capturing structural infor-

mation of the ontology entities.

The main disadvantage of graph-based models is that not all axioms can be used

in the graph. Thus, not all information is considered. Other existing methods extract

the information of the ontology as text. That is, an axiom of the form C ⊑ D could

be transformed in the sentence C subclassof D. This type of transformation allows

using all the axioms so that we have a corpus out of an ontology. The embeddings, in

this case, are obtained by using the corpus as an input to a language model. Usually,

the language model used is Word2Vec with the Skip-Gram model[18]. This group of

methods is called syntactic[3]. Some examples are Onto2Vec[19], which also benefits

from reasoning to obtain more axioms and Opa2Vec[20] which extends Onto2Vec by

including text annotations of the entities in the ontology.

The last approach to generate embeddings is semantic. This kind of methods

try to represent or encode the actual interpretation of the symbols[3]. An example

of such methods is EL-Embeddings[21], which aims to embed ontologies expressed

in the EL++ language[22] where the ontology classes are represented as n-balls, and

the relationships between entities is given by relations of inclusion or intersection

between balls. For example, in the case that two ontology classes C,D form the

axiom C ⊑ D, EL-Embeddings would define two n-balls BC , BD such that the space

inside BC is inside the space of BD. In this example, the interpretation of the axiom

C ⊑ D is encoded in the model.

The methods mentioned previously are available as software applications. Fur-

thermore, some of them rely on other important software, such as the OWLAPI[23],

which is a library with a wide range of functionalities to create and manage ontologies.
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Other applications used are reasoners, which can check the consistency of an ontology

and entail additional axioms, among others. Examples of reasoners are Hermit[24],

ELK[25], Pellet[26] among others. Reasoners can be compared based on services such

as consistency, classification or realization[27]. Consistency refers to checking if the

axioms within the ontology do not entail a contradiction. Classification consists of

generating (entailing) all the subclass axioms that can be derived from the existing

ones. A simple example of classification could be that from axioms C ⊑ D and

D ⊑ E, a new axiom C ⊑ E is generated. Realization is the task of deriving the class

assertions for classes in an ontology. That is, if there are axioms C ⊑ D and C(a),

meaning that C is a subclass of D and that the individual a is an instance of C, then

an entailment could be D(a) (a is also an instance of D).
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Chapter 3

Overview on Category Theory

The method proposed in this work relies on Category Theory to represent logical

axioms and then generate embeddings. For that reason we take the time and space

to introduce the necessary definitions on Category Theory. For more detailed infor-

mation readers may refer to [28, 29, 30], which are the sources used for the concepts

introduced here.

Category theory studies the relationship between different mathematical systems

and how those relationships can be unified and presented as objects and arrows in

the form of diagrams [28]. “It is the arrows that really matter”[29] is some kind of

slogan meaning that what is essential in categories are the arrows (or morphisms as

we will introduce later) rather than the objects. These arrows are mappings between

objects that preserve the structure[30]. Such mappings support compositionality, and

it is also possible to define equivalences between them, which induces commutativity

property when represented as diagrams.

Definition 1 (Category). A category C consists of objects and morphisms (or arrows)

such that the two following properties are fulfilled:

• For any object A ∈ C, there exists a morphism idA : A → A called the identity

morphism.

• For objects A,B,C ∈ C and morphisms f : A→ B, g : B → C, the composition

h = g ◦ f : A→ C exists such that Diagram 3.1 commutes.
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B Cg
//

A

B

f

��

A

C

h

��

(3.1)

In Definition 1, by commutativity we mean “interchangeability” [31] between the

paths that can take from A to C, that is h = g ◦ f is a strictly required condition.

More than one morphism can exist between two objects in a category giving rise

to the concept of Hom-Sets.

Definition 2 (Hom-Set). Given objects A and B in a category C, the hom-set is

defined as follows:

Hom(A,B) = {f |f is a morphism f : A→ B ∈ C} (3.2)

When every Hom-Set in a category is a set, the category is called “locally small”.

In some cases, the Hom-Set might have a richer structure than a set, which is the

case of the category Veck, where the objects are vector spaces and the morphisms

are linear mappings. However, in particular instances of Veck, the Hom-Sets are also

vector spaces.

Furthermore, Hom-Sets can be enriched into Hom-Objects. That is, given cat-

egories C (base) and D (enriching) for every pair of objects A,B ∈ C, there is an

object D ∈ D associated to (A,B) that acts as Hom(A,B). In that case, we say that

C is enriched over D. A special case of enrichment is when the base and enriching

category are the same and the Hom-Object is actually an Internal-Hom-Object.

A requirement for the enriching category is that is has to be also a commutative

monoidal preorder,

Definition 3. A preorder is a set S equipped with a relation ≤ such that:

• For all a ∈ S, a ≤ a (reflexivity),
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• For elements a, b, c ∈ S, if a ≤ b and b ≤ c, then a ≤ c (transitivity).

Preorders can become categories by taking the reflexivity and transitivity condi-

tions as identity and composition properties in categories, respectively.

Definition 4. A monoid M is a set equipped with a binary operation ⊗ and an

element 1 (called unit) such that:

• For a, b, c ∈M , a⊗ (b⊗ c) = (a⊗ b)⊗ c (asociativity)

• For all a ∈M , a⊗ 1 = 1⊗ a = a

A monoid whose binary operation ⊗ is commutative is called a commutative

monoid.

Definition 5. A commutative monoidal preorder, denoted as (V ,≤,⊗, 1) is both a

preorder and a commutative monoid such that for a, b, a′, b′ ∈ V if a ≤ a′ and b ≤ b′,

then a⊗ b ≤ a′ ⊗ b′.

When enriching a category C over a commutative monoidal preorder (V ,≤,⊗, 1),

the data in the target category category V must satisfy that for every pair a, b ∈ C,

there is an element C(a, b) ∈ V such that:

1 ≤ C(a, b) (3.3)

and for elements a, b, c ∈ C

C(a, b)⊗ C(b, c) ≤ C(a, c)y (3.4)

Definition 6 (Product). Given objects C and D in a category C, the product is

another object C×D ∈ C for which there exist two projection morphisms π1 : C×D →

C and π2 : C × D → D. Furthermore, for all X ∈ C and morphisms p1 : X → C,

p2 : X → D, there exists a unique morphism m : X → (C×D) such that the following

diagram commutes:
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C C ×Doo
π1

C ×D Dπ2

//

X

C

p1

��

X

C ×D

m

��

X

D

p2

��

(3.5)

which means that p1 ≡ π1 ◦m and p2 ≡ π2 ◦m

Under the Curry-Howard-Lambek isomorphism, the product corresponds to con-

junction in logic. For instance, the product C ×D in Diagram 3.5, is the proposition

C ∧D and the projection morphisms are the entailments C ∧D ⊢ C and C ∧D ⊢ D.

It is quite common in Category Theory that concepts have duals. In the case of

the product is the dual is the coproduct.

Definition 7 (Coproduct). Given objects C and D in a category C, the coproduct is

another object C + D ∈ C for which there exist two injection morphisms ι1 : C →

(C + D) and ι2 : D → (C + D). Furthermore, for all X ∈ C and morphisms

i1 : C → X, i2 : D → X, there exists a unique morphism m : (C + D) → X the

following diagram commutes:

C C +D
ι1 //C

X

i1

��

C +D Doo
ι2

C +D

X

m

��

D

X

i2

��

(3.6)

Coproduct corresponds to disjunction in logic. The morphisms ι1 and ι2 represent

the entailments C ⊢ C ∨D and D ⊢ C ∨D, respectively.

Definition 8 (Exponential). Given objects C,D in a category C that has all the

binary products with C, the exponential object consists of an object Dc and a morphism

eval : Dc × C → D, such that for any object X ∈ C and morphism g : X × C → D,

there exists a unique morphism g̃ : X → Dc such that eval ◦ (g̃ × idC) = g. That

means that the following diagram commutes:
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Dc

X

��

g̃

DC × C D
eval

//

X × C

DC × C

g̃×idC

��

X × C

D

g

��

(3.7)

The exponential object is the categorical counterpart of the implication in logic.

An object denoted as Dc corresponds to the proposition C → D. What Diagram

3.7 actually repesents is that there is an equivalence between Hom(X × C,D) and

Hom(X,DC). Such equivalence corresponds in logic to the equivalence of the propo-

sitions (X ∧ C)→ D and X → (C → D).

To define the correspendence of existential quantifier in the categorical framework,

we need to recall the definition of slice categories.

Definition 9 (Slice categories). A category C can be transformed into slice category

C/X over a particular object X ∈ C. The transformation consists of the following:

• Morphisms f : A→ X in C will become objects in C/X

• Morphisms g : A → B in C will remain as morphisms in C/X as long as there

exist morphism f : A→ X and f ′ : B → X in C.

The definition of slice categories is useful because it leads to the definiton of base

change functors, which is a transformation between slice categories.

Definition 10 (Base change1). In a category C, a morphism f : A → B will induce

a functor f ∗ : C/B → C/A between slice categories.

1This definition is assuming that the morphism f has pullbacks. However, going into detail on
this definition of goes beyond the purpose of the present work.
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Chapter 4

Ontologies and Category Theory

Ontologies formalize the knowledge of a particular domain. Formalization is accom-

plished by the use of logical axioms, which could be based on First-Order Logic

or Description Logic[32]. DL is a family of languages used to encode knowledge in

a formal, well-structured way[33]. Description Logics exist at some point between

Propositional Logic and First-Order Logic, being more expressive than the former

and having better computational features than the latter. Description Logic theories

have a signature Σ = (C,R, I) where C is a set of concept names, R is a set of role

names and I is a set of individual names. Uppercase letters are used to describe con-

cepts and roles, while lowercase letters are used to represent individuals. The primary

syntax symbols in DL languages encompass the following:

• ⊑: concept subsumption

• ≡: concept equivalence

• ⊓: concept intersection

• ⊔: concept union

• ¬: negation

• ∃: existential quantifier

• ∀: universal quantifier

• ⊤: universal concept

• ⊥: bottom concept

Concept names together with syntax symbols can be used to define “concept

descriptions” in an inductive manner. For example, a description language is At-

tributive language with complex concept negation (ALC) defined over a signature

Σ = (C,R, I). Concept descriptions in ALC are defined as:
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• If C ∈ C, then C is a concept description in ALC.

• Let C,D be concept descriptions in ALC and R ∈ R, the following concept

descriptions can be constructed:

– C ⊔D

– C ⊓D

– ¬C

– ∀R.C

– ∃R.D

A DL system is a knowledge base, therefore there two components: the TBox

and ABox[34]. The TBox encompasses General Concept Inclusion (GCI), which are

axioms of the form C ⊑ D where C,D are concept descriptions. Axioms of the form

C ≡ D are a short representation of the GCIs C ⊑ D and D ⊑ C and might also

appear in a TBox.

In general, the symbol ⊤ is a short form of the concept description C⊔¬C for any

concept description C in case union and negation exist in the language. Similarly, ⊥

is a short form of the concept description C ⊓¬C for any concept description C when

intersection and negation exist in the language.

Description logic languages contain semantics through an interpretation domain

∆I , which is a non-empty set. Each atomic concept C (a concept that cannot be

divided into other concepts) is interpreted as a subset of the interpetation domain

CI ⊆ ∆I . Each atomic roleR is interpreted as a binary relationRI ⊆ ∆I×∆I . Atom-

ics concepts and roles are mapped to their corresponding interpretations through an

interpretation function ·I . In the example with the ALC language, the intepretations

of the concept constructs would be the following:

(C ⊓D)I := CI ∩DI (4.1)

(C ⊔D)I := CI ∪DI (4.2)
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(¬C)I := ∆I − CI (4.3)

(∀R.C)I := {d ∈ ∆I |∀e ∈ ∆I : (d, e) ∈ RI // e ∈ CI} (4.4)

(∃R.C)I := {d ∈ ∆I |∃e ∈ ∆I : (d, e) ∈ RI ∧ e ∈ CI} (4.5)

On the other hand, ABox include assertions, which are facts about the world. One

type of assertions is C(a), where a is an individual and C is a concept description

and the assertion means that a belongs to the interpretation of C (a ∈ CI). The

other type of assertion is the role assertion R(a, b), where a, b are individuals and R

is a role. R(a, b) means that b is a filler of the role R for a [34].

4.1 The EL language

EL is a description logic language that includes operations such as subsumption,

conjunction and existential quantification. Knowledge bases in EL can be normalized

into four normal forms [22]:

C ⊑ D, (4.6)

C1 ⊓ C2 ⊑ D, (4.7)

∃R.C ⊑ D, (4.8)

C ⊑ ∃R.D, (4.9)

The bottom concept (⊥) can appear only on the right-hand side of the first three

normal forms. Thus, the normal forms can be extended to seven in order to define

the special cases where the bottom concept appears:

C ⊑ ⊥, (4.10)
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C1 ⊓ C2 ⊑ ⊥, (4.11)

∃R.C ⊑ ⊥, (4.12)

The logical axioms in the EL language can be represented in the Category The-

ory framework using the Curry-Howard-Lambek isomorphism that enables correspon-

dences between propositions in logic, types in Type Theory and categorical structures

in Category Theory. Thus, we can express conjunction and implication with their

counterparts in Category Theory using Diagrams 3.5 and 3.7, respectively. The com-

mutativity property of the diagrams in Category Theory induces semantics over the

objects on those diagrams. Therefore, diagram commutativity is a constraint that

the represented axioms must fulfill to be true.

Given that ontologies that we work with are built over Description Logic, we focus

on the links between Description Logic and Category Theory. However, we may use

the FOL representation of the Description Logic axioms as FOL syntax may help

interpret such axioms.

It is important to highlight that in the Curry-Howard-Lambek correspondence, the

logic component corresponds to intuitionistic logic, whereas DL is commonly based

on classical logic. By classical logic, we refer to the system where propositions’ proofs

might be derived indirectly, therefore non-constructive. In intuitionistic logic, proofs

are always constructive. One consequence of the constructiveness of intuitionistic

logic is that the Law of Excluded Middle (LEM) (a ∧ ¬a ≡ ⊥) is not preserved. If

LEM were preserved, then to proof a we could try to find a contradiction by assuming

¬a, which would lead to a non-constructive proof. It may be seen as a limitation of the

CHL correspondence. However, even without those rules, we can express (description)

logic axioms in the categorical framework and use its semantics to solve optimization

problems.
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4.2 First-Order Logic representation of EL language

EL is a fragment of First-Order Logic, and therefore the axioms in EL can be described

using First-Order Logic syntax. On those grounds, the FOL correspondences for the

EL language normal forms 4.6–4.9 are defined in Table 4.1

EL syntax FOL syntax
C ⊑ D ∀x(C(x) //D(x))
C1 ⊓ C2 ⊑ D ∀x((C1(x) ∧ C2(x)) //D(x))
∃R.C ⊑ D ∀x(∃y(R(x, y) ∧ C(y)) //D(x))
C ⊑ ∃R.D ∀x(C(x) // ∃y(R(x, y) ∧D(y)))

Table 4.1: Representation of the EL normal forms in FOL syntax.

As we will see later (Section 4.5), we rely on FOL syntax to construct the diagrams

for the third and fourth normal forms.

4.3 Learning embeddings in the FinVeck category

As mentioned earlier, the commutativity property of the categorical diagrams can

be used to generate constraints on the objects and morphisms between them. Such

restrictions can be used to learn embeddings of the objects (and maybe morphisms)

via minimizing a particular loss function given by those constraints. The optimization

framework is defined as a neural network. Therefore, we need a category that allows us

to perform the corresponding mathematical operations such as sum, product, matrix

product and others. We choose FinVeck category as the candidate for solving this

task.

Definition 11. Given a field k, Veck is the category with vector spaces over k as

objects and linear maps as morphisms.

We are not interested in any type of vector spaces but only in the finite ones;

therefore, we use FinVeck
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Definition 12. Given a field k, FinVeck is the category with finite-dimensional

vector spaces over k as objects and linear maps as morphisms. In this category, for

every pair of vector spaces V1 and V2 that contain a basis, a linear map T : V1 → V2

can be represented as a matrix.

Example 1. Fixing a field k = R, consider a ∈ Rm, b ∈ Rn be two instances of the of

the vector spaces Rm,Rn ∈ VecR, respectively. A morphism f : Rm → Rn is defined

as a matrix m ∈ Rm×n.

In Veck, the coproduct is defined as the direct sum of vector spaces. In finite-

dimensional vector spaces, the product and coproduct coincide [28], which implies that

in FinVeck the product is also the direct sum, which is the element-wise addition

between two vectors.

We also need to define what the exponential object is in FinVeck. From the

general definition of exponential, we already know it is the Hom-Set, the collection of

morphisms between two objects. In the case of finite vector spaces, the exponential

would be the set of linear mappings (matrices) between two objects. However, we

need the exponential object to exist within the working category; we need an Internal-

Hom-Object. At this point, we have a problem:

The exponential object is a set of linear mappings. How can we make it behave

as an object in the working category?

To solve this issue, we need to use category enrichment over some closed com-

mutative monoidal preorder [35]. A good candidate is the interval [0, 1], which is an

approach followed in [35]. In Definition 8 and Diagram 3.7, we indicated that the

exponential object between two objects C and D in a particular category is denoted

as DC and, for any object X and morphism g : (X×C)→ D, there is an isomorphism

between the following Hom-Sets:

Hom(X × C,D) ∼= Hom(X,DC) (4.13)
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According to definition 5, the interval [0, 1] (the enriching category) must fulfill

the property that for pair of elements e1, e2 ∈ [0, 1], there exists another object [e1, e2]

such that

e1 ⊗ e2 ≤ e3 if and only if e1 ≤ [e2, e3] (4.14)

for e3 ∈ [0, 1]

Notice that Equations 4.13 and 4.14 have similar structure where the categorical

product (×) correspond to the operator ⊗ and the Hom operator corresponds to the

≤ operator.

Thus, the only thing missing is the definition of an operation in [0, 1] that fulfills

Equation 4.14. We use truncated division as in [35]. That is:

[e1, e2] :=


e2/e1 if e2 < e1

1 otherwise

(4.15)

Since our objects are vectors with dimension n, we apply the Equation 4.15 in

an element-wise manner, which is the same procedure to compute the product and

coproduct of a pair of vectors.

4.4 Subsumption as implication

In description logic, there exists the subsumption operator⊑ that defines the subClassOf

axiom. That is, for two ontology classes C and D, the axiom C ⊑ D means “C is a

subclass of D”, from which we can say that every individual c that is an instance of

C, is also an instance of D. Indeed, it can be said that being an instance of C is a

sufficient condition for being an instance of D. On the other way around, being an

instance of D is a necessary condition for being an instance of C [7]. The situation

about the necessary and sufficient conditions makes the subsumption suitable to be

interpreted as implication (Table 4.1), which can be interpreted as an exponential ob-
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ject in a category. Based on the definition of the exponential object, the subsumption

C ⊑ D will be denoted as DC generate a diagram similar to Diagram 3.7.

However, Diagram 3.7 can be extended if we notice that there are two products.

Then, the extended diagram is depicted as follows:

DC × C Deval //

X × C

DC × C

g̃×idC

��

X × C

D

g

''
DC × C

DC

π1

��

DC × C

C

π2

��

X × C

DC

p1

��

X × C

C

p2

��

(4.16)

which gives us more constraints to consider for our optimization problem.

Diagram 4.16 contains three triangles that must commute: those are (X×C,DC×

C,DC), (X × C,DC × C,C) and (X × C,DC × C,D). The morphisms therein are

all linear transformations with learnable parameters. The objects C and D are both

randomly initialized embedding vectors, X ×C is a learnable function parameterized

on C and D, DC is the corresponding exponential object as defined in 8 and DC ×C

is (categorical) product of DC and C.

4.5 Existentials and dependent sums

In the EL++ description logic we can also find existential quantification (∃). Particu-

larly, after applying the normalization described in [22], we find existential quantifiers

in third (Equation 4.8) and fourth (Equation 4.9) normal forms.

The basic structure of an existential concept description in DL is ∃R.D, which in

FOL corresponds to the formula

∃y(R(x, y) ∧D(y)) (4.17)
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The internal part of Equation 4.17 is an intersection, which we can already rep-

resent following Definition 6 and Diagram 3.5. What is missing is how to represent

the formula

∃y(Φ(y)) (4.18)

where Φ is a formula with a single free variable y.

From the viewpoint of category theory, the existential quantification definition

starts by transforming the working category into another that is under the context

of the variable over which the the quantification is performed. This transformation is

defined as slice categories (Definition 9), where having a category C and an object X

will produce a slice category C/X whose objects are all the morphisms f : A→ X ∈ C

and morphisms g : A→ B exists when f ′ : A→ X and f ′′ : B → X exist in C.

The transformation between two slice categories is called base change. Definition

10 states that a morphism f : A→ B induces a base change functor f ∗ : C/B → C/A.

For the case of existential quantification, we choose the projection morphism p :

X × B → B. The base change functor will be p∗ : C/B → C/(X×B). The existential

quantification is defined as the dependent sum Σp over p, which is the left adjoint

functor to the base change functor p∗

C/(X×B) C/B
Σf
//C/(X×B) C/Boo

f∗
(4.19)

However, there is another way to represent the formulas that contain existential

quantification. In the case of EL language, existential quantification can be found in

the third and fourth normal forms. (Equations 4.8 and 4.9).

For the case of the third normal form

∃R.C ⊑ D
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the procedure starts by representing the DL formula as a FOL formula. Thus we

have:

∀x(∃y(R(x, y) ∧ C(y))→ D(x))

To continue, we apply a transformation called Skolemization[36]. Skolemization

is a step taken when in a formula there is an existential quantifier within the scope

of a universal quantifier. For example, to Skolemize the formula ∀x∃yP (x, y) we

understand that the choice of y will depend on the choice of x. So we can write

y = f(x) and the formula becomes ∀xP (x, f(x)). In our example with the third

normal form the formula becomes:

∀x((R(x, f(x)) ∧ C(f(x)))→ D(x))

And consequently

(R(x, f(x)) ∧ C(f(x)))→ D(x) (4.20)

It must be noticed that the Skolemization step is not an equivalent transforma-

tion. However, it preserves satisfiability. The resulting formula (Equation 4.20) is

very similar to the second normal form and contains operations (conjunction and

implication) for which we have already defined the representation in diagrams.

The fourth normal form follows a similar process. We start with:

C ⊑ ∃R.D

Rewriting in FOL syntax we have:

∀x(C(x)→ ∃y(R(x, y) ∧D(y)))

Applying Skolemization:
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∀x(C(x)→ (R(x, f(x)) ∧D(f(x))))

And finally:

C(x)→ (R(x, f(x)) ∧D(f(x))) (4.21)

4.6 Optimization over Categorical Diagrams

In previous sections, we have defined how to construct categorical diagrams for logical

constructs such as conjunction, implication and existential quantifier.

The main advantage of categorical diagrams is that they allow us to define equiv-

alences between paths between different objects [5]. In Diagram 4.22 we can see two

different paths between objects A and C:

B Cg
//

A

B

f

��

A

C

h

��

(4.22)

According to Category Theory, the diagram induces an isomorphism of the form

h ∼= g ◦ f (4.23)

such that h(A) = g(f(A)).

Furthermore, we have introduced FinVeck as the category to work with because

the objects and morphisms therein fit properly in the optimization framework (neural

networks), where the objects can be represented as vectors with dimensionality n and

objects can be linear transformations with learnable parameters with dimension n×n.

Applying a morphism corresponds to applying a linear transformation; for example,

B = f(A) = fTA.
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The loss functions are defined in terms of the constraints in the diagrams. In

Diagram 4.22, there are constraints given by each morphism, and also there is an

extra constraint given by the isomorphism

hT ∼= gT ◦ fT (4.24)

such that hTA = gTfTA.

The whole diagram rises the following equalities:

f(A) = B (4.25)

g(B) = C (4.26)

h(A) = C (4.27)

g(f(A)) = h(A) (4.28)

(4.29)

We can enforce these equalities (a.k.a the commutativity of the diagram) by rewrit-

ing them as loss functions:

l1 = ||f(A)−B|| (4.30)

l2 = ||g(B)− C|| (4.31)

l3 = ||h(A)− C|| (4.32)

l4 = ||g(f(A))− h(A)|| (4.33)

(4.34)
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where || · || is a particular norm. The total loss for Diagram 4.22 is:

L = l1 + l2 + l3 + l4 (4.35)

The loss L constitutes the building block for the defining the loss function of more

complex diagrams such as the product or the exponential, which can be divided into

triangle diagrams.

Minimizing the loss function would reflect the truth value of the axiom. Thus, we

would expect low loss values for true axioms and high loss values for false ones. For

generating the desired representations, we rely on neural networks with backpropa-

gation. In this setting, the entities are represented by embedding vectors, and the

morphisms are represented by linear, fully connected layers. Both embedding vectors

and linear layers contain learnable parameters that will be adjusted to perform the

desired task.

4.7 Generating diagrams from axioms: family domain

As an example for the construction of diagrams and loss functions, we use a simple

knowledge base introduced in [21]. Furthermore, we show how the objects and mor-

phisms are represented in the implementation. The knowledge base consists of 12

axioms involving family domain entities:

Male ⊑ Person (4.36)

Female ⊑ Person (4.37)

Father ⊑Male (4.38)

Mother ⊑ Female (4.39)

Father ⊑ Parent (4.40)
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Mother ⊑ Parent (4.41)

Female ⊓Male ⊑ ⊥ (4.42)

Female ⊓ Parent ⊑Mother (4.43)

Male ⊓ Parent ⊑ Father (4.44)

∃hasChild.Person ⊑ Parent (4.45)

Parent ⊑ Person (4.46)

Parent ⊑ ∃hasChild.⊤ (4.47)

4.7.1 First normal form

Diagram 4.49 shows the categorical representation of the axiom Male ⊑ Person 4.36,

which corresponds to the first normal form in the EL language. Shortnames have been

used: Fe = Female, Ma = Male, Mo = Mother, Pa = Parent, Pe = Person.

Male ⊑ Person (4.48)

PeMa ×Ma Peeval //

X ×Ma

PeMa ×Ma

g̃×idMa

��

X ×Ma

Pe

g

''
PeMa ×Ma

PeMa

π1

��

PeMa ×Ma

Ma

π2

��

X ×Ma

PeMa

p1

��

X ×Ma

Ma

p2

��

(4.49)

The objects in this diagram are represented as follows:

• Category objects (ontology classes) are Pe and Ma, which are randomly ini-

tialized as vectors in [0, 1]n where n is the embedding size.

• The object X ×Ma is a function fexp(Ma,Pe) where fexp is a fully connected

layer with input size 2n and output size n. The output of the fully connected
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layer is input to the sigmoid activation function.

• The object PeMa is a (categorical) exponential and is defined as PeMai
i =

min{1, P ei/Mai} for i = 1, ..., n following Equation 4.15.

• The object PeMa×Ma is a (category) product, therefore is defined as PeMa⊕

Ma where ⊕ is the element-wise sum of vectors.

• Morphisms p1, p2, π1, π2, eval, g, g̃ × idMa are fully connected layers with input

and output sizes equal to n.

Notice that the diagram contains three triangle subdiagrams:

∆1 = (X ×Ma,PeMa ×Ma,Pe) (4.50)

∆2 = (X ×Ma,PeMa ×Ma,Ma) (4.51)

∆3 = (X ×Ma,PeMa ×Ma,PeMa) (4.52)

for which we can define losses as in Section 4.6. Then, the total loss will be:

L = L∆1 + L∆2 + L∆3 (4.53)

4.7.2 Second normal form

An example of the second normal form can be seen in Diagram 4.55. Since the

left part of the implication contains an intersection, the diagram is divided into two

subdiagrams. The first one (left) is the product and represents the intersection. The

second diagram (right) corresponds to an exponential where the product object in

the left diagram is plugged in.

Female ⊓ Parent ⊑Mother (4.54)
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Fe Fe× Paoo
ρ1

Fe× Pa Paρ2
//

X

Fe

r1

��

X

Fe× Pa

m

��

X

Pa

r2

��

Mo(Fe×Pa) × (Fe× Pa) Mo
eval //

X × (Fe× Pa)

Mo(Fe×Pa) × (Fe× Pa)

g̃×id(Fe×Pa)

��

X × (Fe× Pa)

Mo

g

##

Mo(Fe×Pa) × (Fe× Pa)

Mo(Fe×Pa)

π1

��

Mo(Fe×Pa) × (Fe× Pa)

(Fe× Pa)

π2

��

X × (Fe× Pa)

Mo(Fe×Pa)

p1

��

X × (Fe× Pa)

(Fe× Pa)

p2

��

(4.55)

For the product diagram (left) we have the following constructions:

• Objects Fe and Pa are randomly initialized vectors in [0, 1]n.

• Object X is defined as fprod(Fe, Pa) where fprod is a fully connected layer with

input size 2n and output size n followed by a sigmoid activation function.

• Object Fe×Pa is a product and is defined as Fe⊕Pa where ⊕ is element-wise

sum of vectors.

• Morphisms r1, r2, ρ1, ρ2,m are fully connected layers with input and output sizes

equal to n.

In this diagram there are two triangle subdiagrams:

∆1 = (X,Fe× Pa, Fe) (4.56)

∆2 = (X,Fe× Pa, Pa) (4.57)

that can generate losses functions as in Section 4.6. The total loss for the left

diagram would be:
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Lleft = L∆1 + L∆2 (4.58)

In the diagram on the right-hand side, the definition of the losses is the same as

in the first normal form case. Objects must be placed accordingly.

Finally, the total loss for second normal form is:

L = Lleft + Lright (4.59)

4.7.3 Third and fourth normal forms

The third and fourth normal forms are similar because they have operands with

the same structure but are placed differently. One operand contains an existential

quantifier, and the other is a concept description. The corresponding diagrams (4.61,

4.63) are similar to the second normal form case because the existential component

of the axiom is treated as a special case of intersection. Therefore, the construction

of the losses is similar, except that the left operand of the intersection is not an

embedding. Instead, the left operand of the intersection is treated as a function

fex(hasChild, Pe) where fex is a fully connected layer with input size 2n and output

size n. Besides that, the construction of the diagrams and losses remains the same:

∃hasChild.Person ⊑ Parent (4.60)
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f(h,Pe) f(h,Pe)×Peoo
ρ1

f(h,Pe)×Pe Peρ2
//

X

f(h,Pe)

r1

��

X

f(h,Pe)×Pe

m

��

X

Pe

r2

��
Pa(f(h,Pe)×Pe)×(f(h,Pe)×Pe) Pa

eval //

X×(f(h,Pe)×Pe)

Pa(f(h,Pe)×Pe)×(f(h,Pe)×Pe)

g̃×idPa

��

X×(f(h,Pe)×Pe)

Pa

g

##
Pa(f(h,Pe)×Pe)×(f(h,Pe)×Pe)

Pa(f(h,Pe)×Pe)

π1

��

Pa(f(h,Pe)×Pe)×(f(h,Pe)×Pe)

f(h,Pe)×Pe

π2

��

X×(f(h,Pe)×Pe)

Pa(f(h,Pe)×Pe)

p1

��

X×(f(h,Pe)×Pe)

f(h,Pe)×Pe

p2

��

(4.61)

Parent ⊑ ∃hasChild.⊤ (4.62)

f f(h,⊤)×⊤oo
ρ1

f(h,⊤)×⊤ ⊤ρ2
//

X

f

r1

��

X

f(h,⊤)×⊤

m

��

X

⊤

r2

��

(f(h,⊤)×⊤)Pa×Pa f(h,⊤)×⊤
eval //

X×Pa

(f(h,⊤)×⊤)Pa×Pa

g̃×idPa

��

X×Pa

f(h,⊤)×⊤

g

##

(f(h,⊤)×⊤)Pa×Pa

(f(h,⊤)×⊤)Pa

π1

��

(f(h,⊤)×⊤)Pa×Pa

Pa

π2

��

X×Pa

(f(h,⊤)×⊤)Pa

p1

��

X×Pa

Pa

p2

��

(4.63)

4.8 Algorithms

To this point, we have defined how to translate EL language axioms into categor-

ical diagrams and choose a proper category to generate loss functions that will be

optimized in a neural network. Algorithm 1, describes the procedure in a general way

Algorithm 1 shows how the computation of loss for the fourth normal form will
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Algorithm 1: Algorithm used to train the categorical embeddings method.

Input: O: An ontology O = (C,R, I, ax) in OWL format
ep: number of epochs
γ: margin
n: dimension of embeddings

Output: c, r,m: Embeddings of ontology classes, roles and the morphisms of
the corresponding diagrams

//eliminate ABox

1 C ← C ∪ {a} for each a ∈ I
2 ax← ax ∪ ({a} ⊑ ∃r.{b}) for each r(a, b) ∈ ax
3 ax← ax ∪ ({a} ⊑ C) for each C(a) ∈ ax
//apply EL normalization rules

4 (axnf1 , axnf2 , axnf3 , axnf4)← normalize(ax)
//generate negatives for axioms in normal form 4

5 negnf4 ← negatives(axnf4)
//initialize embeddings

6 cemb ← uniform(0, 1)n for each c ∈ C remb ← uniform(0, 1)n for each r ∈ R
7 for epoch ∈ ep do
8 for ax ∈ axnf1 do
9 l1 = loss nf1(ax)

10 end
11 for ax ∈ axnf2 do
12 l2 = loss nf2(ax)
13 end
14 for ax ∈ axnf3 do
15 l3 = loss nf3(ax)
16 end
17 for ax ∈ axnf4 do
18 axneg ← negative(ax)
19 lneg4 = loss nf4(axneg)
20 lpos4 = loss nf4(ax)
21 l4 = max(0, lpos4 − lneg4 + γ)

22 end
23 total loss = l1 + l2 + l3 + l4

//update embeddings with respect to

24 ∆total loss

25 end
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Dataset Number of axioms
GO Slim Yeast 161

GO 77177

Table 4.2: Number of subsumption axioms

enforce bigger values for axioms that are false than for true axioms.

4.9 Experiments and Results

To test the performance of our proposed model, we have designed two different ex-

periments. The first one consists of testing the capability of the model to predict

whether particular axioms hold true or not. The axioms that we have tested are of

the form C ⊑ D, which means that C is a subclass of D. We have used OWL on-

tologies as datasets obtained from the Gene Ontology Resource[1, 2]. In this kind of

ontologies, the entities C,D represent biological concepts such as functions of genes.

We have compared against EL-Embeddings, which is another semantic method where

the embedding space is geometric. In Table 4.9 we show the number of axioms in the

ontology for the two datasets we use. Those axioms are part of the training data,

whereas the testing data is composed of axioms inferred from existing ones using a

reasoner. We have generated negatives samples of two types. The first type of neg-

ative corresponds to the form D ⊑ C whenever a positive sample C ⊑ D is found.

The second type of negative corresponds to corrupting the entity D in the positive

sample C ⊑ D such that the corrupted new sample has not been used before in any

positive or negative set already generated.

Dataset Method AUC

GO Slim Yeast
EL Embeddings 0.995
CatEmbeddings 0.984

GO
EL Embeddings 0.997
CatEmbeddings 0.988

Table 4.3: Results on subsumption prediction
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The results in Table 4.9 show the capability of our method to predict whether

subsumption axioms hold true or not. For the first dataset, we can see that there is a

considerable improvement with respect to the EL-Embeddings method. For the sec-

ond dataset, where the number of data points is much higher, both methods perform

pretty well, slightly different. These results show that the categorical representation

can capture the meaning of the subsumption operation and can predict subsumption

between two classes.

The second task corresponds to testing for protein-protein interaction (PPI) pre-

diction. PPIs can be encoded using the fourth normal form (Equation 4.9). In this

case, we only have positive samples. Therefore, we report how the positive testing

data points are ranked among all the possible predictions. Table 4.4 show that the

performance of our method is comparable to the performance of EL-Embeddings,

which is, in general, the best one among all the methods shown.

Method
Hits10 Hits@100 Mean Rank AUC

R F R F R F R F
TransE (RDF) 0.03 0.05 0.22 0.27 855 809 0.84 0.85
TransE (plain) 0.06 0.13 0.41 0.54 378 330 0.93 0.94
SimResnik 0.08 0.18 0.38 0.49 713 663 0.87 0.88
SimLin 0.08 0.17 0.34 0.45 807 756 0.85 0.86
EmEL ++ 0.07 0.17 0.48 0.65 336 291 0.94 0.95
EL Embeddings 0.10 0.23 0.50 0.75 247 187 0.96 0.97

CatEmbeddings
(n=50)

0.06 0.14 0.48 0.68 246 198 0.96 0.96

CatEmbeddings
(=1024)

0.09 0.17 0.52 0.71 231 185 0.96 0.97

Table 4.4: Prediction performance for yeast protein-protein interactions. (R=Raw,
F=Filtered)
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Chapter 5

mOWL: Machine Learning Library With Ontologies

The development of deep learning methods in bioinformatics has increased as they

have shown good performance for predictive tasks. Furthermore, some reasons for

this increase are the advances in computational power and data availability. [37].

Moreover, the development of software tools and libraries has eased the implemen-

tation of the different phases involved in designing methods, designing datasets, and

performing evaluation on the trained models. In the life sciences, the use of ontologies

plays an important role across different methods [3] because ontologies include rich

and structured knowledge about the domain in discourse. To date, there exist plenty

of applications that are ontology-related. Those applications include the OWLAPI

[23] that provides different functionalities such as creation, management or reasoning

over ontologies. For reasoning over ontologies, applications called “reasoners” exist

such as Hermit [24], Elk [25], Pellet [26]. Additionally, we can find in the state of the

art methods that aim to embed ontologies, which can be divided into graph-based,

syntactic and semantic methods [3]. Even though those methods might work well by

themselves, when it comes to integrating them for building more complex models,

comparing between them, or any other related task, there is not a standard software

tool that fulfills that requirement. To solve that issue, we present mOWL, a Machine

Learning Library with Ontologies. The purpose of mOWL is to serve as a standard

tool for working with ontologies and methods around them, which are usually based

on machine learning. mOWL incorporates many of the state-of-the-art methods for

embedding ontologies and structures them to make their use and potential combina-
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tion easier and more efficient.

5.1 Design details

5.1.1 Python and the JVM

mOWL is about ontologies because most of the algorithms provided in the library

require the creation or manipulation of them. On these grounds, we have considered

it suitable to include the OWL API library as part of mOWL. The OWL API is

a software library written in Java that includes a wide range of functionalities for

creating and managing OWL ontologies[23]. Since mOWL is primarily written in

the Python language, it is required to have a way to connect both Python and Java

environments, which is achieved by using the JPype software[38]. JPype is a Python

library that binds Python and the Java Virtual Machine (JVM), enabling accessing

Java classes and methods from Python scripts. Furthermore, JPype does not allow

access to only Java, but also other languages that run on the JVM such as Scala or

Groovy (Figure 5.1).

Java Virtual
Machine (JVM)

JPype
Python

OWLAPI

Groovy

Scala

Java

Figure 5.1: General overview of the architecture of mOWL.

For use cases that require intense use of Java instances and methods, we use

the JVM for most of the workflows and Python serves as an interface to the final

results. We have found that working in this way increases time performance because

embedding Java code in Python scripts can lead to data moving back and forth to

the JVM, which creates unnecessary bottlenecks.
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5.1.2 Workflows

A typical workflow of a model in mOWL starts with loading, creating, managing

or reasoning over an ontology. After that, many methods can extract information

from ontology axioms and annotations into other data structures. In Section 2 we

described different approaches to embed ontologies such as graph-based, syntactic

and semantic models. We have followed that categorization for the design of methods

(Figure 5.2). Ontologies are, in the form of datasets, the main entry points to the

methods of the library, and mOWL supports different ways of creating and using

built-in datasets (Section 5.1.3). Implementing the library in this way allows us to

define a level of abstraction for manipulating data. We can think of data points

as axioms or annotations in an ontology. For example, protein-protein interaction

network information can be encoded in an ontology and extracted back with no loss

of information.
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OWL

Reasoning

Information Extraction / Model

Graph-based Syntactic Semantic

OPA2Vec

Onto2Vec

ELEmbeddings

CatEmbeddings

Word2Vec

Taxonomy

DL2Vec

OWL2Vec*

Embeddings

Random WalksTranslational

(a)

(b)

(c)

(d)

Figure 5.2: Different workflows existing in mOWL. (a) includes the ontology creation,
modification and reasoning. (b) represent the graph-based and syntactic extraction
information as well as the semantic models. (c) incorporates the post processing
that can be done with either graph-based or syntactic methods. (d) represents the
resulting embeddings.

5.1.3 Datasets

The standard form of data in mOWL is ontologies. Every dataset instance has three

sub-datasets: training, validation, and testing, all of which are ontologies. For exam-

ple, for the task of protein-protein interaction prediction there are built-in dataset

classes PPIYeastSlimDataset and PPIYeastDataset. Training, validation, and test-
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ing protein interaction data have been constructed and saved as ontology files for

building those datasets. For the training data, the information has been added to

the original goslim yeast.owl and go.owl ontology files from the GeneOntology,

respectively.

5.2 Parallelization

There are algorithms such as projecting ontologies into graphs or performing ran-

dom walks over a graph suitable for parallelizing across multiple threads and thus

decreasing running time. However, multithreading is not one of Python’s biggest

strengths due to the Global Interpreter Lock (GIL). The GIL prevents CPU-bound

tasks from being executed in parallel across different threads [39], which means that

even though different tasks are distributed among different threads, only one thread

is allowed to run. The other threads will remain to wait until the GIL unlocks for

them. Libraries such as [40, 41, 42] use languages like C or C++ as a back-end where

high performance can be ensured and Python as an interface for those methods. We

already have access to JVM languages, so we rely on them (Java or Scala) for tasks

that require optimization via multithreading, such as the random walk methods.

5.3 Results

One advantage of mOWL is that it provides direct access to the OWLAPI, where there

are various functionalities to manage ontologies. We have compared the ontology

projection method found in [10] against the corresponding mOWL implementation. In

[10], the axioms to construct the graph are extracted via a series of SPARQL queries.

In contrast, in mOWL, we have extracted the axioms by querying the ontology using

the OWL API. In Table 5.1 we can find the comparison of time performance under

different parameters of OWL2Vec*. We can see that the mOWL implementation can

generate the graph out of an ontology in a shorter time. We used the GO Slim Yeast
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and GO ontologies downloaded from the Gene Ontology website for this test.

Parameters GO Slim Yeast GO
OT BT IL Time OWL2Vec* (s) Time mOWL (s) Time OWL2Vec* (s) Time mOWL (s)
Yes Yes Yes 1.6863 0.0423 210.69 8.49
Yes Yes No 1.2552 0.1254 125.58 2.45
Yes No Yes 1.6972 0.0690 211.88 6.89
Yes No No 1.2011 0.0048 107.98 1.67
No Yes Yes 2.6052 0.0276 667.12 11.14
No Yes No 1.9127 0.0174 569.51 4.53
No No Yes 2.6041 0.0246 645.77 10.48
No No No 1.9418 0.0067 549.69 3.53

Table 5.1: Time comparison between mOWL and OWL2Vec* implementations of the
ontology projection into graph following the projection rules of OWL2Vec*. Some
of the parameters from the original implementation are: only taxonomy (OT), bidi-
rectional taxonomy (BT), and include literals (IL). Tests were done with the Gene
Ontology (GO) and a subset (GO Slim Yeast) of GO.

Furthermore, we have tested the performance of different graph-based methods in

the task of protein-protein interactions. We started by generating graphs using two

different sets of projection rules found in [9] (DL2Vec) and [10] (OWL2Vec*). We

performed different random walk methods for each of the two generated graphs. The

first is DeepWalk, which consists of jumping randomly from one node to one of its

neighbors. The second one is Node2Vec, which incorporates two parameters p (in-

out) and q (return) that define whether along the walk we explore the neighborhood

of the starting node or nodes further away in the graph. The third method is found

in RDF2Vec, similar to DeepWalk but includes the edge labels as part of the walk.

The resulting walks form a corpus that is input to the Word2Vec model that will

compute the final embeddings of the nodes. In Table 5.3, we can appreciate how the

different criteria for generating graphs and performing random walks can impact the

protein-protein interaction prediction task.
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Parsing method Walking method Type of metric Hits@1 Hits@10 Hits@100 Mean rank Rank AUC

DL2Vec

DeepWalk
Normal 0.00 0.0292 0.2943 468.57 0.9224
Filtered 0.00 0.0478 0.3756 403.83 0.9332

Node2Vec
Normal 0.00 0.0204 0.3674 396.14 0.9344
Filtered 0.00 0.0316 0.4716 336.25 0.9444

WalkRDFAndOWL
Normal 0.00 0.0485 0.4138 320.58 0.9470
Filtered 0.00 0.1159 0.6069 256.68 0.9576

OWL2Vec*

DeepWalk
Normal 0.00 0.0391 0.2811 595.93 0.9300
Filtered 0.00 0.0702 0.3268 531.45 0.9376

Node2Vec
Normal 0.00 0.0396 0.2833 576.80 0.9323
Filtered 0.00 0.0688 0.3306 517.51 0.9392

WalkRDFAndOWL
Normal 0.00 0.0460 0.3300 492.19 0.9423
Filtered 0.00 0.1108 0.3949 429.15 0.9497

Table 5.2: Protein-protein interaction prediction using different combination of the
different methods involved in graph-based embeddings models. The test was done
using the built-in PPIYeastSlim dataset
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Chapter 6

Conclusion and Future Work

The use of ontologies as background knowledge is present in different applications and

various methods have been developed to extract useful information from ontologies.

Following the same objective, in this project, we have explored how the connections

between logical axioms in ontologies and categories in Category Theory can be used

to encode the axioms under the categorical framework and use the properties of

categories to impose constraints on the axioms and the entities on them. We rely

on these constraints to generate a set of loss functions that will be optimized in

a model based on Neural Networks. We have tested this model in two different

tasks and found that it can perform at least as well as existing models in the state

of the art, showing that the constraints given by Category Theory can be used to

generate embeddings that preserve the interpretation or semantics of the axioms.

One advantage of using Category Theory is that we can define loss functions for

complex formulas in a constructive way by working first on the smaller parts and

then processing the bigger parts. This was the case for the formula C ⊓ D ⊑ E in

which we can first find a representation of the inner intersection (⊓) and then use that

representation to encode the subsumption operator (⊑). This fact might be useful

for future attempts using more complex Description Logic languages. However, in

terms of logic, the categorical representation of axioms only works in the intuitionistic

logic setting. That has limiting consequences such as an impossibility to encode the

negation operator and the axioms containing it properly.

Indeed, there are still some problems to solve, such as a direct representation of
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the existential quantifier using the categorical concept of Dependent Sum. So far, we

have used an intermediate step by relying on the First Order representation of the

formulas containing existential quantifiers and applying a Skolemization step, which

only preserves satisfiability but is not an equivalent transformation. Solving the

problem for the existential quantifier would return a representation for the universal

quantifier as both concepts are dual in the categorical framework.

We have used a combination of two simple systems: EL language and the FinV eck

category. Future work can explore more complex languages as long as they can be

represented in the categorical framework. There is also the possibility of exploring

other categories from which we can use other kinds of properties.

Our proposed method is part of the mOWL library in the group of semantic

methods. The mOWL is available as source code in GitHub1 and also as a package

(testing version) is Test PyPi2.

1https://github.com/bio-ontology-research-group/mowl
2https://test.pypi.org/project/mowl-borg/
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APPENDICES

A Generation of categorical diagrams of the axioms in the

family domain example

The family domain knowledge base is a simple example introduced in [21] in order

to provide a visualization of the representation of the axioms therein. We have taken

such a simple example to show the categorical representation of the same axioms.

Some axioms were presented in Section 4.7. Here we show the full representation

• Male ⊑ Person

PeMa ×Ma Peeval //

X ×Ma

PeMa ×Ma

g̃×idMa

��

X ×Ma

Pe

g

''
PeMa ×Ma

PeMa

π1

��

PeMa ×Ma

Ma

π2

��

X ×Ma

PeMa

p1

��

X ×Ma

Ma

p2

��

• Female ⊑ Person
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PeFe × Fe Pe
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X × Fe
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• Father ⊑Male
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• Mother ⊑ Female

FeMo ×Mo Fe
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X ×Mo

FeMo ×Mo
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X ×Mo
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FeMo ×Mo
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• Father ⊑ Parent
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PaFa × Fa Pa
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X × Fa

PaFa × Fa

g̃×idFa

��

X × Fa

Pa

g

''
PaFa × Fa

PaFa

π1

��

PaFa × Fa

Fa

π2

��

X × Fa

PaFa

p1

��

X × Fa

Fa

p2

��

• Mother ⊑ Parent
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• Female ⊓Male ⊑ ⊥
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X
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Fe×Ma
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• Female ⊓ Parent ⊑Mother
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Fe Fe× Paoo
ρ1

Fe× Pa Paρ2
//

X

Fe

r1

��

X

Fe× Pa

m

��

X

Pa

r2

��

Mo(Fe×Pa) × (Fe× Pa) Mo
eval //

X × (Fe× Pa)

Mo(Fe×Pa) × (Fe× Pa)

g̃×id(Fe×Pa)

��

X × (Fe× Pa)

Mo

g

##

Mo(Fe×Pa) × (Fe× Pa)

Mo(Fe×Pa)

π1

��

Mo(Fe×Pa) × (Fe× Pa)

(Fe× Pa)

π2

��

X × (Fe× Pa)

Mo(Fe×Pa)

p1

��

X × (Fe× Pa)

(Fe× Pa)

p2

��

• Male ⊓ Parent ⊑ Father
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• ∃hasChild.Person ⊑ Parent
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• Parent ⊑ Person
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