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Abstract

Approximate inference methods like the Laplace method, Laplace approximations and variational
methods, amongst others, are popular methods when exact inference is not feasible due to the complex-
ity of the model or the abundance of data. In this paper we propose a hybrid approximate method
namely Low-Rank Variational Bayes correction (VBC), that uses the Laplace method and subsequently
a Variational Bayes correction to the posterior mean. The cost is essentially that of the Laplace method
which ensures scalability of the method. We illustrate the method and its advantages with simulated
and real data, on small and large scale.

1 Introduction

1.1 Bayesian methods and statistical machine learning

Bayesian methods involve a prior belief about a model and learning from the data to arrive at a new belief,
which is termed the posterior belief. Mathematically, the posterior belief can be derived from the prior
belief and the empirical evidence presented by the data using Bayes’ rule. In this way Bayesian analysis is
a natural statistical machine learning method (see [42, 9, 33, 34, 40, 46, 30, 35] amongst many others), and
especially powerful for small datasets, missing data or complex models.

From a computational viewpoint, various approaches have been proposed to perform Bayesian analysis,
mainly exact (analytical or sampling-based) or approximate inferential approaches.
Sampling-based methods like Markov Chain Monte Carlo (MCMC) sampling with its extensions (see [28, 12,
8, 1], amongst others) gained popularity in the 1990’s but suffers from slow speed and convergence issues ex-
acerbated by large data and/or complicated models. Partly motivated by these cases, approximate methods
were developed to approximate the posterior density. Some approximate methods are essentially sampling-
based like the Monte Carlo Adjusted Langevin Algorithm (MALA) ([37, 36]), pseudo- marginal MCMC
([2]) and Approximate Bayesian Computation (ABC) ([6, 41]). Asymptotic approximate methods are not
sampling-based and propose a specific form of the posterior like the Laplace method ([44, 22, 43] )and the
Integrated Nested Laplace Approximation (INLA) ([39, 4, 45]) for Latent Gaussian models. Optimization-
based approximate methods like Variational Bayes (VB) ([3, 16, 7, 14]), Expectation Propagation (EP)
([32, 29, 10]) and discrete distributions approximations by [25] and [31] are also popular.

Even though the Laplace method is very efficient, it can be quite inaccurate since the Gaussian is fit at
the mode of the intractable posterior density. With Variational Bayes methods, one main disadvantage is
the assumption of a simple factorization of the joint posterior, usually into independent marginal posteriors
thereby ignoring the posterior dependence of the parameter space, or the necessity of a low-rank decomposi-
tion of the covariance matrix if dependence in the parameter space is allowed. Expectation Propagation (EP)
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on the other hand is known to overestimate the posterior variances while VB underestimates these variances
(for more details see the Appendix of [39]). Both VB and EP can be implemented efficiently for specific
cases, where the optimization algorithm can be optimally constructed for each set of model assumptions.

An advancement in approximate Bayesian inference (asymptotic methods) was the use of a series of
deterministic Gaussian approximations with the Laplace method to form an integrated nested Laplace ap-
proximation to the intractable posterior density function as developed by [39]. INLA is developed to perform
approximate inference for the entire class of Latent Gaussian models (LGMs). INLA has been shown to be
accurate and efficient but does not offer similar scalability as the simple Laplace method.

Returning to the superior scalability of the Laplace method, the question arises if we can use the Laplace
method as a basis for a new approximate inference framework where the additional cost is practically negli-
gible. This is indeed possible as we show in this paper, by using the Laplace method and Variational Bayes
in sequence and unison.

1.2 Laplace method

The Laplace method fits an m-variate Gaussian density at the mode θθθ0 of a function q(θθθ), θθθ ∈ <m to
approximate the integral

∫
q(θθθ)dθθθ with the volume under this fitted Gaussian as follows:∫

q(θθθ)dθθθ ' q(θθθ0)(2π)
m
2 | − ∇2 log q(θθθ)|θθθ=θθθ0 |−

1
2 .

In approximate Bayesian inference it is often used to find a Gaussian approximation to a target posterior
density based on information (data and prior) D, q(θθθ|D), by matching the mode and the curvature around
the mode, by doing a second-order Taylor series expansion of the target log-density around the mode as
follows

ln q(θθθ|D) ' ln q(θθθ0|D)− 1

2
(θθθ − θθθ0)>HHH|θθθ=θθθ0(θθθ − θθθ0),

where HHH is the Hessian (matrix of second-order derivatives) of ln q(θθθ|D). Hence the posterior density q(θθθ|D)
is approximated by the unnormalized density,

q(θθθ|D) ≡ q(θθθ0|D) exp

(
−1

2
(θθθ − θθθ0)>HHH|θθθ=θθθ0(θθθ − θθθ0)

)
,

where the normalizing constant is then approximated as

q(θθθ0|D)(2π)
m
2 |HHH|−

1
2

θθθ=θθθ0

In this case we can approximate the posterior with a Gaussian density

q(θθθ|D) ' πLM (θθθ|D) = (2π)−
m
2 |HHH|

1
2

θθθ=θθθ0
exp

(
−1

2
(θθθ − θθθ0)>HHH|θθθ=θθθ0(θθθ − θθθ0)

)
(1)

i.e. θθθ|D∼̇Nm
(
θθθ0,HHH|−1θθθ=θθθ0

)
. For more details see MacKay [27] or [44].

Even though this Gaussian approximation is often sub-optimal (although under certain regularity condi-
tions and for particular parametric models the approximation is quite accurate), the Laplace method is
computationally efficient and it scales well for models represented with sparse precision matrices like Gaus-
sian Markov Random field (GMRF) models. As an example, for an auto-regressive order one model, the
cost of the Laplace approximation to approximate the posterior with a Gaussian is O(m) while for a spatial

model it is O
(
m

3
2

)
.
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1.3 Variational Gaussian approximation (VGA)

Another way to find a Gaussian approximation to the posterior density function is through a Variational
framework. Variational Gaussian approximation (VGA) or Variational Gaussian inference (VGI) is where
the intractable posterior density function is approximated by a Gaussian that minimizes the variational free
energy or equivalently maximizes the evidence lower bound (ELBO). This will result in a Gaussian density
with a mean different from the MAP estimator (the mean of the Laplace method) and a different precision
matrix. Various specialized algorithms have been developed to find the optimal (in some sense) Gaussian
approximation using Variational Bayes such as Gaussian flow or Gaussian particle flow ([11]), Stein Varia-
tional Gradient Descent ([48, 18, 26]), recursive VGI ([21]) and exactly sparse VGA ([5]), amongst others.

Ongoing research leads to more efficient optimization algorithms based on certain assumptions like a diag-
onal or low-rank posterior covariance matrix, or an inducing variables framework but nonetheless VB scales
with the data size and hence does not scale well for large data, under the assumption of posterior dependence.

In this work we do not use or expand on the algorithmic viewpoint or optimization strategy of VB, but
rather use the fundamental idea as proposed by [47], similar to the Bayesian learning rule (BLR) by [17].

[47] showed that the learned post-data model, q(θθθ|D) of θθθ based on information D (comprised of prior
information I encoded in π(θθθ|I) and information from the data yyy, encoded in l(θθθ|yyy)), by using an optimal and
efficient information processing rule is the posterior model as defined through Bayes’ theorem. This result
implies that Bayes’ theorem is a 100% efficient information processing rule and the posterior distribution
can be obtained through a variational framework by minimizing

Eq(θθθ|D) [− log l(θθθ|yyy)] + KLD [q(θθθ|D)||π(θθθ|I)] , (2)

if the form of q is assumed to be the true posterior model. For more details see the Appendix. We use this
definition of a variational Bayes framework as a basis for the method proposed in this paper.

1.4 Paper outline and notation

The work we propose is for generalized linear mixed model-type models where the data is linked to the
covariates through one linear predictor, summarized in the following way.

Suppose we have response data yyyn×1 with density function π(y|X , θθθ) and link function h(.), that is linked
to some covariates ZZZ = {XXX,UUU} through linear predictors

ηηηn×1 = β0111 + βββXXX +

K∑
k=1

fk(uuuk) (3)

such that {fff} are unknown functions of UUU and βββ is the coefficients for the linear effects of XXX on ηηη. The
inferential aim is to estimate Xm∗×1 = {β0,βββ,fff}, which is the set of unobserved latent variables, or the
latent field. This can be done from a Bayesian or Frequentist viewpoint. In the case where a Gaussian prior
is assumed for X , the hierarchical statistical model in (3) is a latent Gaussian model (LGM). Some examples
of statistical LGM’s are spatial, temporal, spline, spatio-temporal, survival, count data, measurement error
and joint models, to name a few.

Generally, we are also interested to quantify the uncertainty of the linear predictors themselves and
therefore we define an augmented latent field

Xm×1 = {ηηη, β0,βββ,fff},

that includes the linear predictors as the first n elements of X . For our purpose here, we assume this
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augmented latent field. The latent Gaussian model is the hierarchical Bayesian model defined as follows,

yyy|X , θθθ1 ∼
n∏
i=1

π(yi|Xi, θθθ1)

X|θθθ2 ∼ N(000,QQQ−1π (θθθ2))

θθθ = {θθθ1, θθθ2} ∼ π(θθθ), (4)

where θθθ contains the hyperparameters from the likelihood (like shape or precision parameters) and the latent
prior (like precision or weight parameters), and θθθ is allowed to assume any (reasonable) prior. For inference
we then need

π(θj |yyy) =

∫
π(θθθ|yyy)dθθθ−j (5)

π(Xj |yyy) =

∫
π(Xj |θθθ,yyy)π(θθθ|yyy)dθθθ. (6)

In this paper we focus on approximating (6) and in Section 2 we present the Laplace method and INLA to
(6). The new hybrid approach based on the Laplace method to (6), with a variational Bayes correction is
proposed in Section 3. We illuminate the details with a simple Poisson regression model in Section 4 before
we show the true finesse of the proposal with small and large scale real data in Section 5. We conclude the
paper with some further thoughts and a discussion in Sections 6 and 7, respectively.

2 Preliminaries

Here we give the details of the Laplace method and the integrated nested Laplace approximation to the
posterior of the latent field of a Latent Gaussian model, as defined in Section 1.4.

2.1 Gaussian approximation of the joint posterior of X

Suppose we have a data generating process E(yyy|X , θθθ) = h(ηηη) = h
(
β0111 + βββXXX +

∑K
k=1 f

k(uuuk)
)

as in (3), for

a sample of size n and density function f(y|η,θθθ1) of y.
Then the log-likelihood function of yyy can be written as

log l(yyy|ηηη,θθθ) =
∑
i

log f(yi|ηi, θθθ1)

=
∑
i

(
log f(yi|ηi,0, θθθ1) +

∂ log f(yi|ηi, θθθ1)

∂ηi
|ηi=ηi,0(ηi − ηi,0)+

∂2 log f(yi|ηi, θθθ1)

2∂η2i
|ηi=ηi,0(ηi − ηi,0)2 + ...

)
(7)

from the Taylor series expansion around the mode ηηη0 = {ηi,0}. Using the terms up to second order and
setting {ηi,0} to be the respective modes, we have

log l(yyy|ηηη,θθθ) '
∑
i

log f(yi|ηi,0, θθθ1) +
∂2 log f(yi|ηi, θθθ1)

2∂η2i
|ηi=ηi,0(ηi − ηi,0)2 (8)

=
∑
i

log f(yi|ηi,0, θθθ1) +
∂2 log f(yi|ηi, θθθ1)

2∂η2i
|ηi=ηi,0(η2i − 2ηiηi,0 + η2i,0)

=
∑
i

(
g(ηi,0) +

1

2
g′′(ηi,0)η2i − g′′(ηi,0)ηi,0ηi +

1

2
g′′(ηi,0)η2i,0

)
(9)

where g(ηi,0) = log f(yi|ηi,0, θθθ1), since the gradient ∂ log f(yi|ηi,θθθ1)
∂ηi

|ηi=ηi,0 = 0. Now we collect the terms into

a =
∑
i

(
g(ηi,0) + 1

2g
′′(ηi,0)η2i,0

)
, bbb = {−g′′(ηi,0)ηi,0} and ccc = {−g′′(ηi,0)} such that

log l(yyy|ηηη,θθθ) ' a+ bbb>ηηη − 1

2
ηηη>diag(ccc)ηηη.
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Now if a centered Gaussian prior is assumed for the (augmented) latent field X = {ηηη, β0,βββ,fff} with precision
matrix QQQπ = QQQπ(θθθ2) (this model is then an LGM) and we augment bbb and ccc with m∗ zeros so that the
dimension is m = n+m∗, then the log posterior of the latent field is

log q(X|yyy,θθθ) ∝ bbb>ηηη − 1

2
ηηη>(QQQπ + diag(ccc))ηηη

which is the kernel of an m-variate Gaussian density with precision matrix QQQ = QQQπ + diag(ccc) and mean µµµ
such that

QQQµµµ = bbb, (10)

hence X|yyy,θθθ ∼ Nm(µµµ,QQQ−1), such that π(X|yyy,θθθ) ' πLM (X|yyy,θθθ) from (1).
Now we can approximate the marginals (6) as Xj |yyy,θθθ ∼ N(µj , Q

jj), where µj is the jth element of µµµ and
Qjj is the (j, j)th element of QQQ−1.

2.2 Integrated Nested Laplace Approximation (INLA) to the posterior of X
INLA as introduced by [39] uses essentially a series of Laplace approximations. Instead of approximating
the joint posterior of the latent field X as a Gaussian (as in Section 2.1), the conditional joint posterior the
latent field is approximated with a Gaussian as follows,

π(X , θθθ,yyy) = π(θθθ)π(X|θθθ)
n∏
i=1

π(yi|Xi, θθθ)

π̃(θθθ|yyy) ∝ π(X , θθθ,yyy)

πLM (X|θθθ,yyy)
|X=µµµ(θθθ)

π̃(θj |yyy) =

∫
π̃(θθθ|yyy)dθθθ−j

π̃(Xj |yyy) =

∫
π̃(Xj |θθθ,yyy)π̃(θθθ|yyy)dθθθ,

where πLM (X|θθθ,yyy) is from the Laplace method as in Section 2.1, evaluated at the conditional mode µµµ(θθθ).

The INLA results in skewed marginals while keeping a Gaussian copula, hence being more accurate than
the Laplace method but with increased computational cost, for example INLA for a spatial model is at

least O
(
m2 logm

)
, compared to O

(
m

3
2

)
from the Laplace method. When compared with MCMC, INLA

is accurate and much more efficient.

Considering the cost of the Laplace method, we endeavored to develop a new approximation framework
which scales as well as the Laplace method, while achieving the accuracy of INLA. This hybrid approxima-
tion framework is presented next.

3 Variational Bayes mean correction to X
Suppose from (10) we calculate µµµ = {η̂ηη, β̂0, β̂ββ, f̂ff} and QQQ, where QQQ is the Laplace method precision matrix.
Note that the dimension of X is m. Now we postulate a Gaussian posterior distribution for X with corrected
mean µµµ+ δδδ, such that

X|θθθ,yyy ∼ N(µµµ+ δδδ,QQQ−1). (11)

The obvious target would be to directly optimize for δδδ in (11) to correct the posterior mean of the latent
field. As we show in Section 3.2, this is very costly since the dimension of δδδ is the same as X . Considering
(10), we see that a change in one node of bbb would affect all m elements of µµµ, and hence we chose to implicitly
correct µµµ.
We condition on the hyperparameters, θθθ, for the rest of the section and as such we use X|yyy to imply that
the hyperparameters are conditioned on (fixed).
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3.1 Implicit correction of the posterior mean of X
Instead of formulating an explicit correction to µµµ through an optimization framework for δδδ, we use (10) and
correct the linear term of the Taylor series expansion (bbb) by adding a correction λj , as follows

b∗j = bj + λj ,

where j = 1, 2, ...,m. For small {λj}, the correction then propagates to the posterior mean of the augmented
latent field X through the Gaussian copula from (10) since

∂µi
∂λj

=
∂µi
∂b∗j

∂b∗j
∂λj

= Qijλj . (12)

The change from bbb to bbb∗ also propagates an additive correction to the marginal variances of X , but we found
that this change is very small, and as such we do not account for it. Now we can express the correction to
the posterior mean as follows

δδδ = QQQ−1λλλ. (13)

3.2 Full-rank Variational Bayes mean correction

We propose a variational estimation framework for λλλ from (13) as presented in Section 1.3 by assuming a
centered multivariate Gaussian prior for X with precision matrix QQQπ, i.e. X ∼ N(000,QQQ−1π ).

We can then implicitly estimate δδδ using the following information:

• The prior for the latent field X ∼ N(000,QQQ−1π )

• The likelihood of the correction from the data l(X|yyy)

• The posterior of the latent field that we formulate as X|yyy ∼ N(µµµ+ δδδ,QQQ−1), δδδ = QQQ−1λλλ.

From Section 1.3 and (2), we can estimate λλλ as follows:

λλλ∗ = argλλλ min
(
EX|yyy∼N(µµµ+δδδ,QQQ−1) [− log l(X|yyy)] + KLD

[
pN(µµµ+δδδ,QQQ−1)||pN(000,QQQ−1

π )

])
= argλλλ min

(
EX|yyy∼N(µµµ+δδδ,QQQ−1) [− log l(X|yyy)]

+
1

2

(
tr(QQQπQQQ

−1) + (µµµ+ δδδ)>QQQπ(µµµ+ δδδ)−m− ln(det(QQQπ)) + ln(det(QQQ))
))

.

(14)

Now the challenge remains to calculate EX|yyy∼N(µµµ+δδδ,QQQ−1) [− log l(X|yyy)] efficiently.
Since X|yyy ∼ N(µµµ+ δδδ,QQQ−1), then

EX|yyy∼N(µµµ+δδδ,QQQ−1) [− log l(X|yyy)] =

∫
<m
− log l(X|yyy)pN(µµµ+δδδ,QQQ−1)dX .

We can approximate this expected values using Gauss-Hermite quadrature. That is, we chose mg (like
mg = 15) quadrature weights www and roots xxxw, and then

EX|yyy∼N(µµµ+δδδ,QQQ−1) [− log l(X|yyy)] ≈ −1√
π

mg∑
r=1

wr log l
(√

2xwr SSS +µµµ+ δδδ|yyy
)
,

where the ith entry of SSS is Si =
√
Qii. We then expand this function of δδδ to second order around δδδ = 000,

such that

EX|yyy∼N(µµµ+δδδ,QQQ−1) [− log l(X|yyy)] ≈ AAA(yyy) +BBB(yyy)>δδδ +
1

2
δδδ>diag(CCC(yyy))δδδ, (15)

6



where the ith entry of BBB and CCC are,

Bi =

mg∑
r=1

wrx
w
r

Si
log l (xwr Si + µi|yi)

and

Ci =

mg∑
r=1

wr[(x
w
r )2 − 1]

S2
i

log l (xwr Si + µi|yi) ,

respectively, for i = 1, 2, ..., n and zero otherwise. Using these together with (14) and (15), we can calculate
λλλ∗, iteratively (very few iterations are required), such that

λλλ∗ = argλλλ min

[
BBB>QQQ−1J λλλ+

1

2
(QQQ−1J λλλ)>diag(CCC)QQQ−1J λλλ+

1

2
(µµµ+QQQ−1J λλλ)>QQQπ(µµµ+QQQ−1J λλλ)

]
, (16)

so the corrected posterior mean is
µµµ∗ = µµµ+QQQ−1J λλλ∗,

such that
QQQµµµ∗ = bbb+ λλλ∗, (17)

holds.
Note that λλλ∗ in (16) is of dimension m, the same as X . For complex models and/or large data this

correction will be inefficient and as such this procedure is not similarly scalable as the Laplace method in
Section 2.1. The cost of doing an m dimensional correction after the Laplace method would entail a total
cost of around O

(
m3
)
, which is nugatory.

From the Gaussian copula of the posterior approximation (10) we can calculate how a change in bi
propagate to the mean of X as in (12), through QQQ. This enables us to develop a low-rank formulation that
still results in m corrections, even though the optimization is done in a dimension much lower than m. We
propose this approach in the next section.

3.3 Low-rank (low-cost) Variational Bayes mean correction (VBC)

In the case of latent Gaussian models or generalized linear mixed models, the latent field can consist of
fixed effects and random effects. In our experience, the fixed effects are closely connected to most or all
of the data, and as such a correction to these would be more beneficial than a correction to the random
effects (especially those with large dimension like independent and identically distributed random effects,
since each are connected to one datapoint only). We explored this idea and found it to hold empirically,
and thus propose a low-rank VB correction to the latent field posterior means by explicitly correcting only
p of the Taylor expansion points and propagating the effect of these corrections to the latent field posterior
means.

From Section 3.1 we can again correct the linear part of the Taylor series expansion (bbb) by adding a
correction λk to only p� m nodes indexed by the set J , as follows

b∗j = bj + λk,

where j ∈ J and k = 1, 2, ..., p and the propagation to the other nodes is

∂µi
∂λk

=
∂µi
∂b∗j

∂b∗j
∂λk

= Qijλk.

Now, define the m×p matrixQQQ−1J , that contains the columnsQQQ·j , j ∈ J . Then the correction to the posterior
mean is given as follows

δδδ∗ = QQQ−1J λλλ∗, (18)

7



where

λλλ∗ = argλλλ min

[
BBB>QQQ−1J λλλ+

1

2
(QQQ−1J λλλ)>diag(CCC)QQQ−1J λλλ+

1

2
(µµµ+QQQ−1J λλλ)>QQQπ(µµµ+QQQ−1J λλλ)

]
, (19)

is calculated from (16) iteratively, so the corrected posterior mean is

µµµ∗ = µµµ+QQQ−1J λλλ∗.

The cost of this correction to a Gaussian approximation is O(mp2) instead of at least O(m2 logm) for
the INLA. This framework scales well as model complexity or the data size increases (increase in m) since
the cost is linear in m, because the value of p can be kept low.
We illustrate this low-rank Variational Bayes correction to the Laplace method using simulated and real
data in the next sections.

4 Simple example - low-count Poisson regression model

Here we provide the details for a generalized linear model for count data where we use a Poisson response
model.

Suppose we have data yyy, of size n with covariates XXX and random effects uuu, then

Yi|β0,βββ,fff ∼ Poisson(exp(ηi))

ηi = β0 + βββXXXi +

K∑
k=1

fk(uuuk).

We assume a centered Gaussian prior for the (augmented) latent field with precision matrix QQQπ.
Following Section 3.3, define the corrected posterior mean

µµµ∗ = µµµ+ δδδ∗,

where δδδ∗ = QQQ−1J λλλ∗ using (18). In this example we want to mainly correct the posterior means of β0 and βββ
and then propagate the effect of these correction to the linear predictor’s posterior mean.

4.1 Exact expected log-likelihood

For the Poisson likelihood, we can obtain a closed-form expression of the expected log-likelihood instead of
the second-order approximation in (15). Note that

EX|yyy∼N(µµµ+δδδ,QQQ−1) [− log l(X|yyy)] =

∫
<m
− log l(X|yyy)pN(µµµ+δδδ,QQQ−1)dX

=

∫
<m

n∑
i=1

(exp(Xi)−Xiyi + log(yi!)) pN(µµµ+δδδ,QQQ−1)dX

=

n∑
i=1

∫
<m

(exp(Xi)−Xiyi + log(yi!)) pN(µµµ+δδδ,QQQ−1)dX

=

n∑
i=1

∫
<

(exp(Xi)−Xiyi + log(yi!)) pN(µi+δi,Qii)dXi

=

n∑
i=1

(
exp

(
µi + δi +

Qii

2

)
− yi(µi + δi) + log(yi!)

)

8



where δi =
∑
j∈J QQQ

ijλj . Now, from (14), we find λ∗, iteratively, where

λλλ∗ = argλλλ min

 n∑
i=1

exp

µi +
∑
j∈J

Qijλj +
1

2QQQii

− yi(µi +
∑
j∈J

Qijλj) + log(yi!)


+

1

2
(µµµ+QQQ−1J λλλ)>QQQπ(µµµ+QQQ−1J λλλ)

]
.

The closed-form expression of the expected log-likelihood for the Poisson case enables us to find the correc-
tion using the exact expression for the optimization.

However, in most cases we approximate the expected log-likelihood up to second-order as in (15). For
this model we have

bbb =


exp(η1,0)η1,0
exp(η2,0)η2,0

...
exp(ηn,0)ηn,0

000m∗

 and ccc =


exp(η1,0)
exp(η2,0)

...
exp(ηn,0)

000m∗


such that

QQQµµµ = bbb. (20)

Now from (15) with weights www and roots xxxw, with this Poisson log-likelihood we have,

Bi =

mg∑
r=1

wrx
w
r

Si
(− exp(xwr Si + µi) + (xwr Si + µi)yi − log(yi!))

and

Ci =

mg∑
r=1

wr[(x
w
r )2 − 1]

S2
i

(− exp(xwr Si + µi) + (xwr Si + µi)yi − log(yi!)) .

Using this BBB and CCC, we can then alternatively solve for λλλ∗ using (19).

4.2 Simulation results

In this section we present an example of the proposed correction. We focus on count data with low counts
since this is usually a challenging case as well as low dimension random effects like the second order random
walk model. Throughout we use MCMC as the gold standard and compare VBC to the Laplace method and
INLA ([39]) in terms of computational efficiency and accuracy.

4.2.1 Small scale

We simulate a sample of n = 50 counts from the following model

y ∼ Poisson(exp(η)), η = β0 + β1x. (21)

We use β0 = −1, β1 = −0.5 and a scaled continuous covariate x. The data is presented in Figure 1 (left).
We design the study with the intent of having mostly low counts.

These low counts poses a challenge in estimating the parameters since the log likelihood tends to a
constant for zero counts. The posterior means for the Gaussian approximation, INLA, MCMC and the VBC
methods are presented in Table 1. We can see clearly the improved accuracy of the low-rank VB correction
to the Gaussian approximation, from Table 1 and Figure 1 (center and right).

Note that in this example the computational time is approximately the same for all the methods, as
expected due to the small dimension of the augmented latent field X = {η1, ..., η50, β0, β1}.
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Figure 1: Poisson counts simulated from (21) (left) and the marginal posterior of β0 (center) and β1 (right)
from the Laplace method (points), the VBC (solid line) and the INLA (broken line)

GA INLA VBC MCMC

β0 −0.667 −0.688 −0.688 −0.687
β1 −0.421 −0.431 −0.432 −0.431

Table 1: Posterior means from the Laplace method, INLA, VBC and MCMC

4.2.2 Large scale

Now we simulate a sample of n = 10000 counts from (21) and present the data in Figure 2 (left). Again,
we mostly have low counts. In Table 2 we give the posterior means for the Gaussian approximation, INLA,
MCMC and the VBC methods. Again, we can see the improved accuracy of the low-rank VB correction to
the Gaussian approximation even though it is not as pronounced as before.

In this large scale example the scalability of the VBC method is clear from the computation times in
Table 2. The computational cost is similar for the VBC and Laplace methods for this larger data when
compared to the smaller dataset, but the increase in cost for INLA and the huge increase for MCMC is
clear. In this illustrative example we can see computational benefit (necessity) and accuracy of the low-rank
approach, embedded in the VBC method.

Figure 2: Poisson counts simulated from (21) (left) and the marginal posterior of β0 (center) and β1 (right)
from the Laplace method (points), VBC (solid line) and INLA (broken line) approximations
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GA INLA VBC MCMC

β0 −1.004 −1.005 −1.005 −1.005
β1 −0.491 −0.492 −0.492 −0.492
Time (s) 6.346 37.168 7.344 5779.42

Table 2: Posterior means from the Laplace method, INLA, VBC and MCMC

Figure 3: Posterior mean of ααα (left) (zoomed for the first two months (center)) and the marginal posterior
of α339 (right) from the Laplace method (points), VBC (solid line) and INLA (broken line)

5 Real data examples

We consider three real data examples of different sized datasets. The benefit of the low-rank correction is
more clear within a big data framework as in the second and third examples.

5.1 Cyclic second order random walk - small scale

The Tokyo dataset ([38]) in the R INLA library contains information on the number of times the daily
rainfall measurements in Tokyo was more than 1mm on a specific day t for two consecutive years. In order
to model the annual rainfall pattern, a stochastic spline model with fixed precision is used to smooth the
data. In this example we use a cyclic random walk order two model defined as follows:

yi|X ∼ Bin

(
ni, pi =

exp(αi)

1 + exp(αi)

)
(αi+1 − 2αi + αi−1)|τ iid∼ N(0, τ−1),

where i = 1, 2, ..., 366 on a torus, and n60 = 1 else ni = 2. The posterior mean of the latent field X = {α}
is estimated with the Laplace method and then corrected with the correction from Section 3.3 . In Figure 1
we present the posterior mean of the spline, estimated as aforementioned and also the posterior marginal of
one of the components of the spline. We can see clearly that the approximate posterior mean of the spline
with VBC is a significant improvement from the Laplace method, while it is very close to the posterior mean
from INLA.

As a measure of error consolidation, we note that the mean of the absolute errors produced between the
Laplace method and INLA is 0.0358 while for VBC it is 0.0009, underpinning the findings as illustrated in
Figure 1.

5.2 Leukemia dataset - large scale

Consider the R dataset Leuk that features the survival times of 1043 patients with acute myeloid leukemia
(AML) in Northwest England between 1982 to 1998, for more details see [13]. Exact residential locations
and districts of the patients are known and indicated by the dots in Figure 4. The aim is to model the
survival time based on various covariates XXX and space sss, with a Cox proportional hazards model,
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Figure 4: Exact residential locations of patients with AML

h(t, sss) = h0(t) exp(βββXXX + uuu(sss)),

where the baseline hazard function h0(t) is modeled with a random walk order two model as in Section 5.1.
The baseline hazard is modeled using 100 time intervals and we use the data augmented Poisson regression
technique as proposed by [15] and [20]. This then implies an augmented data set of size 11738.

As fixed effects we use scaled age (Age), scaled white blood cell count at diagnosis (WBC ) and the scaled
Townsend score (TPI ) as prognostic factors. Then to account for spatial variation we use a Gaussian effect
uuu with a Matérn covariance structure with marginal variance σ2

u and nominal range r = 2/κ ([24]). The
model for the linear predictor is

ηi(s) = β0 + β1Agei + β2WBCi + β3TPIi + u(s). (22)

The model for uuu is continuously indexed in space and we use the finite element method and the mesh
presented in Figure 4 to estimate this model (for more details regarding the SPDE approach to continuous
spatial modeling see [23] and [19]).

The mesh contains 2032 triangles, and through the mapping of the data to the mesh, we get an augmented
latent field of size m∗ = 39158.

We present the fixed effects posterior means for this example in Table 3. It is clear that we can achieve
the accuracy from the series of Laplace approximations at a fraction of the computational cost.

GA INLA VBC

β0 −5.935 −6.312 −6.312
β1 1.050 1.079 1.079
β2 0.313 0.319 0.319
β3 0.198 0.200 0.200
Time(s) 25.9 1276 26.3

Table 3: Posterior means from the Laplace method, INLA and VBC - all fixed effects are significant (see
Figure 5)

The marginal posteriors of β0, β1, β2 and β3 are presented in Figure 5 and the accuracy of the correction
is clear. Note that for β2 and β3, the posterior means from the Laplace method are already very close to
those from INLA. In this case we see that the correction is stable.
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Figure 5: Marginal posteriors from the Laplace method (points), VBC (solid line) and INLA (broken line)
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6 Some extensions

6.1 Low-rank VB correction for maximum likelihood estimators (MLE)

We can use the methodology from Section 3 to do a VB (Bayesian) correction to the MLE. This results in
an approximate Bayesian inference framework, starting from a Frequentist basis.

6.1.1 Maximum likelihood estimation of X

The maximum likelihood estimate, µµµ, of X = {β0,βββ,fff} is calculated as

µµµ = argX max

n∑
i=1

log f(yi|X , θθθ1),

where X = {β0,βββ,fff}. We can also calculate the precision matrix QQQ, for X from the Hessian of the log-
likelihood at µµµ. Asymptotically, X ∼ N(µµµ,QQQ−1).

6.1.2 VBC of µµµ

Similar to Section 3 we impose a low-rank implicit correction to µµµ. We postulate a Gaussian posterior of X
with the corrected mean

µµµ∗ = µµµ+ δδδ∗,

with δδδ∗ = QQQ−1λλλ∗ from (19). This corrected posterior mean then provides the scientist with a Bayesian
estimator adapted from MLE, without performing a complete Bayesian analysis.

6.2 VB correction for the variance of the estimator

As mentioned in Section 3, changing the linear part of the Taylor expansion bbb will propagate a change in the
marginal variances of the elements of the latent field. In our experience, these changes are minuscule and
can be noted through Sections 4 and 5 where we can see that the marginal variance of the posteriors from
the Laplace method are quite close to those from INLA.

We explored the avenue of implicitly correcting the variances (and the means) by introducing an explicit
correction to the point of the Taylor series expansion through bbb and ccc, similarly to Section 3 but the correction
to the variances were, as expected, very small.

We concur that the variances from the Laplace method is already acceptably accurate and thus the
Variational Bayes correction to the variances is thriftless.

7 Discussion and future directions

In this paper we proposed a method to essentially arrive at the inference of posterior means based on INLA
(or MCMC) in terms of accuracy, at the cost (approximately) of a single Gaussian approximation with the
Laplace method. It is possible through a low-rank implicit Variational Bayes correction to the posterior
means of the entire latent field, by explicitly correcting specific points of the Taylor series expansion of the
log-density. The computational cost for the new VBC method is O(mp2) while the computational cost of
INLA is at least O(m2), nonetheless having the same accuracy in the posterior mean (and empirically the
marginal variance) for a latent field (linear predictors and model components) of size m and explicit correc-
tion set of size p, p� m.

We show the expediency of the VBC through simulation and real examples, and also show how the
proposal can be adapted to a model estimated with maximum likelihood estimation instead of the Laplace
method as a basis.

One key component that we have not dealt with here is the skewness in the marginal posteriors from
the INLA. VBC postulates a multivariate Gaussian posterior and as such cannot capture skewness in the
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marginals. As seen in Sections 4 and 5, the posterior marginals for the components in the latent field that
we explicitly correct does not depart substantially from symmetry, but we know that certain cases like low
counts in Poisson regression or imbalance in binary regression will cause skewness in the posterior marginals
of the latent field.
We are in the process of developing a VB-based correction for the skewness as well, so that one could imitate
the posterior marginal from INLA in terms of the first three moments, with a very small cost added to the
cost of the initial Laplace method. Initial work in this area is promising, although the task at hand is more
demanding.

The work we present herein is based on using the variational concept in an interesting and promis-
ing fashion, and we believe that it contributes to the field of approximate Bayesian inference for a large
class of models as well as to approximate methods in general by producing accurate results with superior
computational efficiency and scalability.

8 Appendix

The variational Bayes framework as proposed by [47] can be summarized as follows.

Based on prior information I, data yyy and parameters θθθ, define the following:

1. π(θθθ|I) is the prior model assumed for θθθ before observing the data

2. q(θθθ|D) is the learned model from the prior information and the data where D = {I, yyy}

3. l(θθθ|yyy) = f(yyy|θθθ) is the likelihood of state θθθ based on the data yyy

4. p(yyy|I) is the model for the data where p(yyy|I) =
∫
f(yyy|θθθ)π(θθθ|I)dθθθ

The input information in the learning of θθθ is given by π(θθθ|I) and l(θθθ|yyy). An information processing rule
(IPR) then delivers q(θθθ|D) and p(yyy|I) as output information. A stable and efficient IPR would provide the
same amount of output information than received through the input information, thus being information
conservative. Thus, we learn q(θθθ|D) such that it minimizes

−
∫

[log π(θθθ|I) + log l(θθθ|yyy)] q(θθθ|D)dθθθ +

∫
[log q(θθθ|D) + log p(yyy|I)] q(θθθ|D)dθθθ

= −
∫

log π(θθθ|I)q(θθθ|D)dθθθ −
∫

log l(θθθ|yyy)q(θθθ|D)dθθθ +

∫
log q(θθθ|D)q(θθθ|D)dθθθ + log p(yyy|I)

' Eq(θθθ|D) [− log l(θθθ|yyy)] +

∫
[− log π(θθθ|I) + log q(θθθ|D)] q(θθθ|D)dθθθ

= Eq(θθθ|D) [− log l(θθθ|yyy)] + KLD [q(θθθ|D)||π(θθθ|I)] (23)

where KLD [a(x)||b(x)] =
∫

log a(x)
b(x) a(x)dx is the Kullback-Leibler divergence measure (or relative entropy).

[47] showed that the learned q(θθθ|D) corresponds to the posterior density derived from Bayes’ theorem,
and if we define q(θθθ|D) to be the true posterior distribution then the IPR in (23) is 100% efficient. It is
optimal in the sense that the amount of the input and output information is as close to each other as possible

(also the negative entropy of q(θθθ|D) is minimized relative to π(θθθ|I)l(θθθ|yyy)
p(yyy|I) ).

Here the Variational concept relates to finding the best candidate based on assumptions of the analytical
form of q(θθθ|D), that minimizes (23). This view on variational Bayesian inference is beneficial since we do
not have to assume that q(θθθ|D) is decoupled for θθθ, like the mean field assumption.
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