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Optimizing Dyadic Nets

ABDALLA G. M. AHMED, KAUST, KSA
PETER WONKA, KAUST, KSA

νeff = 0.365 νeff = 0.715 νeff = 0.610 νeff = 0.730 νeff = 0.855

(a) Netshuffle, using random flags (b) Poisson Disk, average 𝑟
f
= 0.74 (c) Blue Noise, 𝜎 = 1.0 (d) Blue Noise, 𝜎 = 0.75 (e) Blue Noise, 𝜎 = 0.5

Fig. 1. Various (0,𝑚, 2)-nets with different spectral profiles produced by our (a) Netshuffle and (b-e) Netoptimize algorithms. In each of the five columns, the
top plot shows a 1024-point set. The middle-right image shows the corresponding frequency power spectrum, and the bottom plot shows its radial average,
both obtained by averaging 100 periodograms of 4096-point sets, using the standard PSA tool [Schlömer and Deussen 2011] with the default settings. The
eight subplots show a 64-point net of the same profile, demonstrating the dyadic net property that the points are stratified over all the elementary intervals.
The set in the top subplot is similarly stratified over all 11 possible stratifications. The Netshuffle version in (a) is close to Owen’s scrambling, but is free of the
grid-like artifacts typically seen in its power spectrum. The blue-noise profiles are obtained by adjusting the 𝜎 parameter of a Gaussian optimization process.

We explore the space of (0,𝑚, 2)-nets in base 2 commonly used for sampling.

We present a novel constructive algorithm that can exhaustively generate

all nets — up to𝑚-bit resolution — and thereby compute the exact number

of distinct nets. We observe that the construction algorithm holds the key to

defining a transformation operation that lets us transform one valid net into

another one. This enables the optimization of digital nets using arbitrary
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objective functions. For example, we define an analytic energy function

for blue noise, and use it to generate nets with high-quality blue-noise

frequency power spectra. We also show that the space of (0, 2)-sequences
is significantly smaller than nets with the same number of points, which

drastically limits the optimizability of sequences.
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1 INTRODUCTION
Sample generation is ubiquitous in computer graphics and used

extensively in halftoning, stippling, geometry processing, machine

learning, and Monte Carlo–based rendering. In computer graphics,

we can identify two interesting lines of work in the uniform distri-

bution of samples: (A) blue-noise sampling and (B) low-discrepancy

(LD) sets and sequences.

Blue-noise [Ulichney 1987, 1988], or Poisson-disk [Dippé and

Wold 1985], sampling generates visually pleasing patterns in 2D.

The main advantages of blue-noise sampling are that the point

distribution has a low-energy, low-frequency band in its frequency

power spectrum and a large Poisson-disk radius, which refers to the

minimal spacing between the points. Both features are desirable

for many applications [Durand 2011; Öztireli 2016; Ulichney 1987,

1988]. Based on insights from the classic sampling theory [Shannon

1948], the patterns are generally considered the best for many 2D

applications, including halftoning, stippling, and reconstruction.

Following a technical report by Durand [2011], there is also growing

interest in using blue-noise sampling for Monte Carlo integration

[Öztireli 2016; Pilleboue et al. 2015; Ramamoorthi et al. 2012; Subr

and Kautz 2013]. This, however, remains only a theoretical interest,

as no end-to-end industrial-quality rendering samplers have been

presented.

As an alternative to blue noise, Shirley [1991] and Mitchell [1992]

introduced LD sampling patterns in computer graphics. Of special in-

terest are so-called nets, mainly Sobol sequences, that are well-suited

to processing by computers. Indeed, the cost of generating Sobol

sequences is comparable to that of pseudo-random numbers. One

downside is that these patterns are more structured than blue noise,

with their energy concentrated at scattered frequency spikes. While

this may lead to some aliasing artifacts, the very low computational

cost of LD sequences like Sobol’s and Halton’s, their impressive

convergence rates, and their extensibility to higher dimensions,

make them an attractive choice for Monte Carlo integration, e.g.,

in production rendering. Therefore, research interest has shifted to

LD constructions with the main goal of improving their quality. For

example, the famous rendering textbook, PBRT, gradually adopted

LD and dropped blue-noise samplers [Pharr and Humphreys 2010;

Pharr et al. 2016, Chapter 7].

While we believe that both research directions are important in

their own right, here we aim to improve the quality of LD construc-

tions. One way to improve LD sets and sequences is to combine

the blue-noise property, defined in the frequency domain, and the

low-discrepancy property, defined in the spatial domain. Although

the possibility of combining the large Poisson-disk radius with the

low discrepancy was pointed out early by Keller [2006], it was not

until ten years later that Ahmed et al. [2016] presented a practical

algorithm for imposing spectral control over LD sets. Their proof of

concept showed that the two properties can coexist, inspiring other

works that tried to combine these two sampling-pattern extremes,

as we will review in the following section.

In this paper, we ask a more general question about what the

design space for digital nets looks like. Is it feasible to incorporate

additional quality criteria, such as a blue-noise frequency pattern?

Specifically, we analyze (0,𝑚, 2)-nets in base 2, hereinafter called

dyadic nets1 (DN), which deliver the lowest order of discrepancy.

To this effect, we describe a novel construction algorithm that com-

pletely spans the design space and explicitly reveals the possible

design choices. With this understanding, we can easily transform

between DNs, optimize them to have particular properties, partition

them, and upsample them. Our characterization also explains the

limitations and degrees of freedom of the DNs. While the focus

of our work is the analysis of nets and their construction, we also

present some example applications, e.g., optimizing DNs to have

blue-noise properties and generating multi-class DNs.

1.1 Contributions
In this paper, we present a comprehensive study of DNs that begins

with their intuitive definition as multi-stratified sets and derives

important properties, with the following outcomes:

(1) A hierarchical construction algorithm that spans all the pos-

sible DNs.

(2) A parameterization of the complete space of DNs. Each dis-

tinct DN can be mapped to a binary string, with each bit

encoding a decision in the hierarchical construction algo-

rithm, and bearing a geometric interpretation in the rendered

net.

(3) An efficient algorithm for constructing a DN that tries to

match a given stratified point set.

(4) An identification of the available degrees of freedom for

transforming between nets that we exploit to design an ef-

ficient algorithm for generating optimized nets obeying a

user-specified criterion.

(5) A derivation of an energy function for blue noise that we use

to produce nets with high-quality blue noise.

(6) A theorem for upsampling nets that we use to show that the

space of dyadic sequences is significantly smaller than that

of nets, reducing the possibility of optimizing sequences.

2 RELATED WORK
In this section, we highlight the literature most relevant to our work,

which may be grouped into three categories.

2.1 Low-Discrepancy Nets and Sequences
An LD point set is a point distribution that minimizes a measure

called discrepancy [Zaremba 1968]. There are many variants of

discrepancy. The most famous one is arguably the star discrepancy,
𝐷∗, which measures the maximum error in estimating the area of

the rectangular region between the origin and an arbitrary point

by calculating the ratio of points falling inside the rectangle. An

LD sequence is a sequence of sample points that maintains a low

discrepancy for all of its prefixes. Established discrepancy orders

are O
(
log

𝑠−1 (𝑁 )/𝑁
)
and O (log

𝑠 (𝑁 )/𝑁 ) for 𝑠-dimensional point

sets and sequences, respectively [Niederreiter 1992, Chapter 3].

Most LD sampling concepts and techniques were developed out-

side of computer graphics. Using bit reversal for generating well-

distributed samples was introduced by van der Corput [1935] and

1
Dyadic nets exist up to three dimensions [Dick and Pillichshammer 2010, Corollary

4.18], but in this paper, we only address 2D dyadic nets.
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initiated a whole line of research about LD sequences for quasi–

Monte Carlo sampling. Digital nets were introduced by Sobol [1967]

for base-2 and generalized by Niederreiter [1987], who introduced

the (𝑡,𝑚, 𝑠)-net and (𝑡, 𝑠)-sequence notations. Thorough discussions
about nets and sequences may be found in Niederreiter [1992] and

Dick and Pillichshammer [2010]. We need to clarify here that the

term digital nets refers to the subset of nets that are generated using
linear matrix operations applied to the sample index [Niederreiter

2005]. In this paper, we address a more general set of nets that we

define in Section 3.4.

In computer graphics, LD sampling was introduced by Shirley

[1991] to the best of our knowledge, followed by Mitchell [1992],

and greatly advocated by Keller and colleagues [Grünschloß et al.

2008; Grünschloß and Keller 2009; Grünschloß et al. 2012; Keller

2006, 2013; Kollig and Keller 2002]. An excellent introduction to

LD sequences and their application to rendering is found in [Keller

2013].

2.2 Blue Noise
A blue-noise distribution is an isotropic, visually pleasing 2D distri-

bution of points, characterized by a frequency power spectrum that

has low energy in low frequencies, and a flat high-frequency “blue-

noise” region [Ulichney 1988]. In contrast to LD sampling patterns,

blue noise is an in-house product of the graphics community, which

explains its popularity. The loose definition of blue noise in terms of

its frequency power spectrum led to many algorithms for producing

distributions that target that spectrum, including [Bridson 2007;

Dunbar and Humphreys 2006; Ebeida et al. 2014, 2011, 2012; Eldar

et al. 1997; Gamito and Maddock 2009; Jones 2006; Kensler 2013;

McCool and Fiume 1992; Mitchell et al. 2018], and an equally long

list of algorithms for optimizing a given set towards a blue-noise

spectrum [Ahmed et al. 2017a; Balzer et al. 2009; Chen et al. 2012;

Fattal 2011; de Goes et al. 2012; Heck et al. 2013; Jiang et al. 2015;

McCool and Fiume 1992; Mitchell 1991; Öztireli and Gross 2012;

Reinert et al. 2016; Schlömer et al. 2011; Zhou et al. 2012]. Many of

these algorithms are energy-based, and therefore, may be adapted to

work with our technique for optimizing dyadic nets. However, we

note that our model is more suited to point-by-point energy func-

tions, e.g., KDM [Fattal 2011], not global optimization, e.g., BNOT

[de Goes et al. 2012].

As of this writing, we are unaware of an agreed-on mathematical

theory on blue noise or a clear model for obtaining it. There are

recent attempts, however, to fill this gap, e.g., [Heck et al. 2013;

Öztireli 2020]. We will follow the works of [Fattal 2011; Hanson

2003, 2005; Öztireli et al. 2010; Ulichney 1993] and derive an energy

expression for defining blue noise based on a Gaussian kernel.

2.3 Low-Discrepancy Blue Noise
A recent research trend was devoted to bridging the gap between

the blue-noise and LD distributions [Keller et al. 2019]. Ahmed et al.

[2016] presented the first algorithm for imposing spectral control

over LD sets, using an original construction of the input sets. They

showed that the LD quality of a set can be traded for a blue-noise

spectrum at user-selected ratios. Perrier et al. [2018] extended the

idea to sequences, though the generated sequences attained full

optimization properties only at powers of 16 (typically) instead of 2.

Christensen et al. [2018] took a different path, using a back-tracking

algorithm to search for good sequences, similar to an earlier work

with nets by Grünschloß et al. [2008]. Pharr [2019] presented a more

efficient search algorithm. These works are the most relevant to

ours in the literature. We make the following step of showing that,

at least for nets, a blue-noise spectrum can be incorporated without
compromising the LD quality, thus realizing earlier speculation

by Keller [2006]. We also lay a theoretical foundation for future

research in this direction.

More recently, another trend appeared for producing a blue-noise

distribution of the rendering error, rather than the input samples,

using LD sampling patterns [Ahmed and Wonka 2020; Heitz and

Belcour 2019; Heitz et al. 2019]. These techniques are orthogonal

to our work, and we will point out how they may benefit from our

method.

3 ESSENTIAL BACKGROUND: DYADIC NETS AND
SEQUENCES

A stratified point set is obtained by partitioning the sampled domain

regularly into non-overlapping small cells, called strata, and placing
one or more sample points inside each stratum. In 2D, for example, a

stratified point set of 𝑁 = 𝑛2
is obtained by partitioning the sampled

domain into 𝑛×𝑛 strata. If 𝑁 is factorable in different ways, then we

may also use different numbers of rows and columns. For example,

if 𝑁 = 𝑏𝑚 for some base 𝑏, then the domain may be partitioned

into 𝑏𝑚 × 1, 𝑏𝑚−1 × 𝑏, · · · , or 1 × 𝑏𝑚 strata. Such partitions are

referred to as elementary intervals [Niederreiter 1992]. A net is a

point distribution that maintains the stratification property over all

such possible stratifications. Specifically, a so-called (𝑡,𝑚, 𝑠)-net in
base 𝑏 is an 𝑠-dimensional point set of 𝑏𝑚 points that has exactly

𝑏𝑡 points inside each elementary interval of volume 𝑏𝑡−𝑚 , in every

possible partitioning of the unit hypercube. Fig. 1 illustrates a few

examples of (0, 6, 2)-nets in base 2. A (𝑡, 𝑠)-sequence in base 𝑏 is a

sequence of sample points that is a (𝑡,𝑚, 𝑠)-net for all its 𝑏𝑚 prefixes.

The 𝑡 parameter indicates the quality of the distribution, with a

smaller number corresponding to a higher quality. When 𝑡 = 0, we

have only one sample point per stratum. Such (0,𝑚, 𝑠)-nets are only
possible for 𝑠 ≤ 𝑏 + 1 [Dick and Pillichshammer 2010, Corollary

4.18], and (0, 𝑠)-sequences are available only for 𝑠 ≤ 𝑏 [Dick and

Pillichshammer 2010, Corollary 4.36]. In this paper, we are interested

in the 2D binary case, that is, (0,𝑚, 2)-nets and (0, 2)-sequences in
base 2, which attain very low discrepancies.

3.1 Generating Nets and Sequences
Unlike its rival blue-noise distribution, the concept of nets and se-

quences have been primarily developed by mathematicians using

algebraic equations rather than iterative processes. Specifically, a

set of so-called generator matrices, one per axis, is employed to

compute the components of a sample point from its sequence (in-

dex) number. In the binary case, the binary matrix is multiplied by

a binary vector that holds the bits of the sample index in reverse

order, i.e., least significant bit first. This digit reversal operation is

fundamental in LD construction [Kuipers and Niederreiter 1974].

The resulting integer is divided by the number of points to obtain the
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coordinates. These matrices are carefully crafted and coordinated so

as to enforce the desired partitioning properties. Different combina-

tions of matrices can be used to obtain different distributions. Nets

generated thus from matrices are called digital nets [Niederreiter

2005]. The simplest digital net is arguably the Hammersley point

set, which employs two diagonal matrices:

𝐶𝑥 =

©«

0 0 · · · 1

0

... 1

.

.

.

.

.

.
...

... 0

1 · · · 0 0

ª®®®®®®¬
, 𝐶𝑦 =

©«

1 0 · · · 0

0 1

. . .
.
.
.

.

.

.
. . .

. . . 0

0 · · · 0 1

ª®®®®®®¬
. (1)

Since the index bits are fed in reverse order, the inverse-diagonal

matrix 𝐶𝑥 restores the points order, while the identity matrix 𝐶𝑦

generates a bit-reversed sequence.

The advantage of matrices is that they make it possible to deduce

and tune the properties of the net by studying the generating ma-

trices. For example, a (0,𝑚, 2)-net property is guaranteed if all the

hybrid matrices, obtained by appending the first𝑚−𝑘 rows of𝐶𝑥 to

the first 𝑘 rows of𝐶𝑦 , are full rank. This idea extends to constructing

sequences. Specifically, Sobol’s (0, 2)-sequence is obtained using

an infinite identity matrix for x, and the infinite Pascal triangular

matrix (2) for y:

𝐶1 =

©«

1 1 1 1 1 1 1 1 · · ·
0 1 0 1 0 1 0 1 · · ·
0 0 1 1 0 0 1 1 · · ·
0 0 0 1 0 0 0 1 · · ·
0 0 0 0 1 1 1 1 · · ·
.
.
.

.

.

.
.
.
.

.

.

.
. . .

ª®®®®®®®®¬
. (2)

3.2 Scrambling Nets and Sequences
Owen [1995] introduced a hierarchical axis-wise scrambling scheme

that preserves the multi-stratification of nets. The idea is simple: The

halves of the domain along each axis are arbitrarily swapped, and

the swapping is applied recursively to these halves. The original

goal of Owen’s scrambling was to facilitate variance estimation

in quasi–Monte Carlo integration, but it proved advantageous in

improving both the convergence rate and the frequency spectrum,

which is important in graphics applications.

A few variants of Owen’s scrambling were proposed, primarily

to reduce its computational complexity [Owen 2003]. The most

notable is xor scrambling, which uses the same single swapping

decision for the whole level in the hierarchical scrambling [Kollig

and Keller 2002]. Applying this scrambling is as simple as xoring the

computed coordinates against a single integer, which is of negligible

cost. However, the resulting sets of xor scramblings of the same

net are strongly correlated, leading to strong inter-pixel and inter-

dimension correlations.

A closely related, but semantically different, scrambling is at-

tributed to Faure and Tezuka [2002], who proposed applying an

Owen-like scrambling to the sequence numbers of the samples. This

basically alters the order of the samples in the produced sequence

without changing the sample locations, which raises a question

about the utility of such scrambling. Faure and Tezuka proposed it

as an idea worth exploring, and an actual feasible application will

be shown in Subsection 3.4 below.

3.3 Optimizing Nets and Sequences
The advantage of the aforementioned algebraic constructions is that

they scale well with dimensions, when it becomes really difficult to

visualize. One disadvantage is that the matrix-based constructions,

even with Owen’s scrambling, still do not encompass all possible

nets, as we will see in the following section. There are more possibil-

ities to explore, especially in the 2D case, that might have favorable

properties, such as a blue-noise spectrum and/or a large Poisson-disk

radius. As a proof of concept, Grünschloß et al. [2008] performed

exhaustive search for matrix-based DNs with small point counts and

exhibited nets with considerably large Poisson-disk radii. However,

given the description above of dyadic nets, such a search is infeasible

for large point sets, as the search space grows super-exponentially.

In a follow-up paper, Grünschloß and Keller [2009] also presented

non-matrix-based heuristic constructions that exhibit even larger

Poisson-disk radii. Ahmed et al. [2016] presented an algorithm that

starts with valid dyadic nets, but then compromises them to impose

desirable spectral properties. Perrier et al. [2018] extended the idea

to sequences, but with significantly degraded blue-noise quality.

In Section 4, we reveal possible justifications for this difference

between nets and sequences.

3.4 Nets from Sequences
A principle that goes back to Roth [Niederreiter 1988] may be used

to construct 2D LD sets from 1D LD sequences, by pairing the

coordinates from the sequence in one axis with a linearly ordered

list {𝑖/𝑁 }𝑁−1

𝑖=0
of coordinates on the other axis. Ahmed et al. [2016]

presented a more flexible construction that applies the sequences to

point offsets along all rows and columns of a stratified set. In both

constructions, the sequence(s) can be any LD sequence, but when

the input is (0, 1)-sequence(s) in base-2, the resulting set is a dyadic

net. Our construction in the following section exploits this property.

One of the main advantages of Roth’s or Ahmed’s constructions

is that, in addition to Owen’s scrambling, they can employ Faure-

Tezuka scrambling [2002], which reorders the input sequences, lead-

ing to a wider variety of nets. Our current research began when we

rediscovered Faure-Tezuka scrambling while experimenting with

Ahmed’s construction. We also accidentally discovered an inter-

esting net construction, obtained by using a Gray-code-ordered

van der Corput (bit-reversed) sequence [Antonov and Saleev 1979]

to provide point offsets along all rows and columns of a stratified

set; see Fig. 2. This family of nets is characterized by large mini-

mal spacing between the samples, and is superior in this aspect to

the celebrated Larcher-Pillichshammer family of nets [Grünschloß

et al. 2008; Grünschloß and Keller 2009; Larcher and Pillichshammer

2003]. The resulting nets are visually similar to those obtained by

Grünschloß et al. [2008] via an exhaustive search over small nets

(𝑚 ≤ 6), but are freely scalable and extremely fast to generate, since

bit-reversal in Gray code is fast [Pharr et al. 2016]. Our generating

code is provided in the supplementary materials. The Poisson-disk

radius in these nets is provably
4
√

3/2 ≃ 0.658 of the hexagonal pack-

ing radius because 1) the same sequence of offsets is used along
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Optimizing Dyadic Nets • 141:5

(a) (b) (c)

Fig. 2. A net construction obtained by using a bit-reversed sequence in
a Gray-code ordering for the horizontal offsets along columns and the
vertical offsets along rows of a stratified set. (a) A 16-point set, illustrating
the (0, 4, 2)-net property. (b) A 1024-point set. (c) A periodogram of the
1024-point set.

all rows and columns (cf. CMJ [Kensler 2013]), hence points in the

adjacent square strata are at least a stratum-width apart; and 2)

the Gray-code ordering enforces diagonal neighbors to be at least

a half-stratum apart along each axis. Discovering this net greatly

encouraged our research, since it strongly suggested the existence

of nets that approximate a blue-noise spectrum.

4 OUR METHOD
In this section, we present efficient algorithms for creating ran-

dom and targeted nets, and for optimizing existing nets towards a

prescribed energy-based configuration. Towards that end, we enu-

merate all possible nets up to a prescribed bit resolution 𝑚, and

describe how to transform between them. This is made possible

through a deep understanding of the structure of 2D nets and se-

quences that is difficult to derive starting from matrices. Therefore,

we present an intuitive understanding of dyadic nets and sequences

from first principles.

4.1 Algebraic Formulation
A (0,𝑚, 2)-net in base 2 is basically a 2D set of 𝑁 = 2

𝑚
points. The

domain can be stratified into 𝑁 strata in𝑚 + 1 ways:

2
𝑚 × 2

0, 2𝑚−1 × 2
1, . . . , 2𝑚−𝑘 × 2

𝑘 , . . . , 20 × 2
𝑚 , (3)

and these stratifications can be indexed by 𝑘 , the bit resolution

along the 𝑦-axis. Every stratum in each stratification must contain

exactly one point to make a (0,𝑚, 2)-net. This implies that each of

the coordinates of points must have (at least) an𝑚-bit resolution,

encoded in binary as

𝑥𝑖 =2 0.𝑥𝑖,0𝑥𝑖,1 · · · 𝑥𝑖,𝑚−1 · · · , (4)

𝑦𝑖 =2 0.𝑦𝑖,0𝑦𝑖,1 · · ·𝑦𝑖,𝑚−1 · · · . (5)

We drop the point index suffix 𝑖 when implicitly understood and

represent these coordinates as integers running from 0 to𝑁 −1, with

an implicit denominator 𝑁 . An example of a (0, 4, 2)-net containing
16 points is shown in Fig. 3.

The stratum index of a given point in the 𝑘th stratification can

be obtained from its (𝑥,𝑦) coordinates by concatenating the most

(a) 𝑘 = 0 (b) 𝑘 = 1 (c) 𝑘 = 2 (d) 𝑘 = 3 (e) 𝑘 = 4

Fig. 3. A (0, 4, 2)-net in base 2, having one point per stratum in all possible
16-strata regular partitionings of a square.

Table 1. Point coordinates and strata indices in binary for the set in Fig. 3,
highlighting how they are related.

Coordinates Stratum Index 𝑞(𝑥,𝑦, 𝑘)
x y 𝑘 = 0 𝑘 = 1 𝑘 = 2 𝑘 = 3 𝑘 = 4

0000 1010 0000 1000 1000 1010 1010
0001 0100 0001 0000 0100 0100 0100
0010 0000 0010 0001 0000 0000 0000
0011 1100 0011 1001 1100 1100 1100
0100 0111 0100 0010 0101 0110 0111
0101 1111 0101 1010 1101 1110 1111
0110 0011 0110 0011 0001 0010 0011
0111 1000 0111 1011 1001 1000 1000
1000 1011 1000 1100 1010 1011 1011
1001 0101 1001 0100 0110 0101 0101
1010 1110 1010 1101 1110 1111 1110
1011 0010 1011 0101 0010 0011 0010
1100 1001 1100 1110 1011 1001 1001
1101 0110 1101 0110 0111 0111 0110
1110 1101 1110 1111 1111 1101 1101
1111 0001 1111 0111 0011 0001 0001

significant𝑚 − 𝑘 bits of 𝑥 to the most significant 𝑘 bits of 𝑦. Our

convention is to use a row-major ordering. Algebraically, we define

a function

𝑞(𝑥,𝑦, 𝑘) = 𝑦0 · · ·𝑦𝑘−1
𝑥0 · · · 𝑥𝑚−𝑘−1

(6)

to return the stratum index of a point (𝑥,𝑦) in the 𝑘th stratification.

For example, Table 1 shows the strata indices for the set in Fig. 3.

Given this function 𝑞, we have the following definition of dyadic

2D nets:

Definition 4.1. A (0,𝑚, 2)-net is a point set such that, for each 𝑘
in {0, . . . ,𝑚}, the set {𝑞(𝑥𝑖 , 𝑦𝑖 , 𝑘)}𝑁−1

𝑖=0
of the point-associated strata

is a full-rank permutation of the set {0, . . . , 𝑁 − 1}.

4.2 Generating Nets
Rather than using matrices, we devise an efficient algorithm, Net-
shuffle, which directly populates the strata with points as outlined

in Algorithm 1. Fig. 4 shows a visual illustration of the Netshuffle

algorithm generating a (0, 4, 2)-net, Fig. 5 illustrates how it works,

and Fig. 1(a) shows example nets produced by this algorithm.

The key to understanding the operation of the Netshuffle algo-

rithm is that, as we move from the 𝑘th to the 𝑘 + 1st stratification,

each pair of consecutive strata is merged vertically and split horizon-

tally. To have one point in each stratum in the 𝑘 + 1st stratification,

we have to decide which of the two 𝑥 ’s in the 𝑘’s stratification is

ACM Trans. Graph., Vol. 40, No. 4, Article 141. Publication date: August 2021.



141:6 • Ahmed and Wonka

    :1011

0   :1011

00  :1011

000 :1011

0000:1011

    :0101

0   :0101

00  :0101

000 :0101

0001:0101

    :1100

0   :1100

00  :1100 001 :1100

0010:1100

    :0011

0   :0011

00  :0011

001 :0011

0011:0011

    :0110

0   :0110

01  :0110

010 :0110 0100:0110

    :1111

0   :1111 01  :1111

010 :1111 0101:1111

    :1000

0   :1000

01  :1000

011 :1000

0110:1000

    :0000 0   :0000

01  :0000

011 :0000

0111:0000    :0111

1   :0111

10  :0111

100 :0111 1000:0111

    :1001

1   :1001

10  :1001

100 :1001 1001:1001

    :0010

1   :0010

10  :0010

101 :0010 1010:0010

    :1110

1   :1110

10  :1110 101 :1110 1011:1110

    :1010

1   :1010

11  :1010

110 :1010

1100:1010

    :0100

1   :0100

11  :0100

110 :0100

1101:0100

    :0001

1   :0001

11  :0001

111 :0001 1110:0001

    :1101

1   :1101

11  :1101 111 :1101 1111:1101

0

1

1

0

0

1

0

1

1

0

1

0

1

1

0

1

1

0

1

1

1

0

1

0

1

1

0

1

0

0

1

0

Fig. 4. A visual illustration of Algorithm 1 with𝑚 = 4, which requires four steps of partitioning. The coloring is meant as a visual aid to see the flow. At the
beginning, the 𝑥 ’s are listed in their natural order, and as we move down the steps, the list is sorted by the paired 𝑦’s, which are obtained by the step-wise
reversal of the bits of 𝑥 , optionally toggled for each pair of consecutive 𝑥 ’s in the current list, as indicated by the large black digits. These toggle flags uniquely
identify a net in the designated resolution. The position of the 𝑥-coordinate in each stage determines the index of the associated stratum in the respective
stratification.

Fig. 5. A visual illustration of how Algorithm 1 gradually generates infor-
mation about the paired 𝑦’s of the given 𝑥 ’s. It shows the same net as Fig. 4,
with corresponding stages. At the beginning, we know nothing about the
𝑦’s, and in each step, one more bit is decided on.

ALGORITHM 1: Netshuffle: Generates a (0,𝑚, 2)-net in base 2.

Input :An ordered list {0..2𝑚 − 1} of 𝑥 ’s.
Output :A rearranged list of 𝑥 ’s that makes a (0,𝑚, 2)-net when

paired with an ordered list of 𝑦’s.

1 repeat
2 Partition the list into two halves as follows;

3 foreach pair of subsequent entries in the list do
4 Insert one entry in the lower half and one in the upper half;

which entry in the pair goes to which half-list is a binary

design parameter;

5 Apply the same partitioning process recursively to each half;

6 until each list contains only one entry;

associated with the upper half and which with the lower half of

the merged strata. This translates into a decision on the 𝑘th bit of 𝑦

based on the𝑚 − 𝑘 − 1st bit of the concerned 𝑥 ’s. It does not matter

which 𝑥 goes to which half; hence, the concerned bit may be xored

with an optional binary bit, which we call a flag. The geometric

implication of this flag is that a line connecting the two points may

ALGORITHM 2: Retrieve 𝑦 for a single point, given its 𝑥 .

Input :The 𝑥 of a point, and an𝑚 × 𝑁 /2 table T of binary flags

that defines a (0,𝑚, 2)-net.
Output :The corresponding 𝑦 in this net.

1 Initialize 𝑦 ← 𝑥 ;

2 for 𝑘 ← 0 to𝑚 − 1 do
3 𝑦 ← 𝑦 xor T[𝑘 ] [𝑦/2];
4 Rotate the𝑚 − 𝑘 lower bits of 𝑦 one position to the right;

5 return 𝑦.

lean (0) forward or (1) backward because the smaller 𝑦 is paired

with the (0) smaller or (1) larger 𝑥 . This diagonal allocation of points

is beneficial for integration, as noted by Öztireli [2016], because it

poses negative correlations between the samples.

A second important insight into the Netshuffle algorithm is that

the ordering of the strata changes as we move from the 𝑘th to

the 𝑘 + 1st stratification. Therefore, the segregated 𝑥 ’s have to be

inserted 2
𝑚−𝑘−1

slots apart.

The Netshuffle algorithm can be adapted to retrieve individual

points, as outlined in Algorithm 2, for retrieving𝑦 given 𝑥 . A similar

algorithm may be written for the reverse. However, the full table of

flags must be known in order to retrieve an arbitrary point, since it

is not known a priori how the coordinates are linked.

For a while, we mistakenly identified our new algorithm as a

union between Owen’s scrambling of the 𝑥 ’s and Faure-Tezuka

scrambling of the paired𝑦’s. After comparing the degrees of freedom,

however, we realized that it is indeed a distinct novel algorithm.

The Netshuffle algorithm offers𝑚 · 𝑁 /2 bits that lead to distinct

nets. We believe that these are all the available degrees of freedom
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ALGORITHM 3: Netmatch: Create a net that approximates a strati-

fied reference set.

Input :An 𝑛 ×𝑛 stratified point set, where 𝑛 = 2
𝑚/2

is a power of

two.

Output :A (0,𝑚, 2)-net that approximates the given set.

1 foreach row or column do
2 Retrieve the length-𝑛 list 𝑧 of offsets from the reference edge of

the row or column;

3 Populate a list 𝑙 of integers with the numbers {0..𝑛 − 1}, in a

natural order;

4 repeat
5 Partition the list into two halves as follows;

6 foreach pair {𝑎,𝑏 } of subsequent entries in the list do
7 if 𝑧 [𝑎] > 𝑧 [𝑏 ] then
8 Swap 𝑎 and 𝑏;

9 Insert 𝑎 in the bottom half, and 𝑏 in the top half;

10 Apply the same partitioning process recursively to each

half;

11 until each list contains only one entry;
12 for 𝑖 ← 0 to 𝑛 − 1 do
13 Insert 𝑖/𝑛 as an offset in the 𝑙 [𝑖 ]th stratum in the

corresponding row or column of the output;

for constructing dyadic nets in 2D. Hence, the number of distinct

2D dyadic nets, using𝑚 significant bits, is 2
𝑚 ·𝑁 /2

. In contrast, the

Owen’s and Faure-Tezuka scramblings each offer 𝑁 − 1 bits for

𝑁 -point nets, and these bits are inter-dependent. However, in all

cases the sum is still below the capacity of Netshuffle. Thus, the

number of settable bits is O (𝑁 log(𝑁 )) for Netshuffle, compared

to only O (𝑁 ) for combined Owen’s and Faure-Tezuka scrambling.

Besides spanning the full set of nets, another advantage of the

Netshuffle algorithm is that it enumerates (orders) the nets by con-

catenating all the bits for each binary design choice. An exhaustive

search of nets, like in [Christensen et al. 2018; Grünschloß et al.

2008; Pharr 2019], for example, is now straightforward, although

intractable for𝑚 = 5 (1.2 septillion nets) or larger. Of special interest

are (0, 4, 2)-nets made up of 16 points, since they might be encoded

in exactly one 32-bit unsigned integer, making it easy to manipulate

and study these nets.

4.3 Targeted Net Construction
Instead of generating random nets, it may be desirable to generate

nets that approximate a given reference distribution, as in LDBN

[Ahmed et al. 2016]. Indeed, Algorithm 1 presents a way to gen-

erate (0, 1)-sequences in one axis, and assign them to a linear list

on the other axis, as per Roth’s construction in Section 3.4. This

immediately suggests adapting the algorithm for Ahmed’s alterna-

tive construction, gaining more flexibility. Then, the algorithm can

be further adapted to match a reference stratified set, as in LDBN,

by producing a (0, 1)-sequence that tries to match the sequence of

offsets along rows and columns. Algorithm 3 outlines the steps. We

see that the heart of the algorithm, lines 4–11, is identical to the

Netshuffle Algorithm 1, except that the swap decision is performed

by comparing two values from the reference set.

In Fig. 6, two examples of matched references are presented and

compared to LDBN [Ahmed et al. 2016]. As expected, LDBN is more

faithful in matching the reference because it can permute over a

16-step resolution. On the other hand, our matched nets attain lower

discrepancies. In the following subsection, we show that our model

can attain better-quality targets than LDBN via direct optimization.

4.4 Optimizing Nets
Based on the insights from the construction algorithm, we can also

derive the permissible operations that transform a valid DN into

another valid DN. These transformations can then be used in an

optimization framework that iteratively performs transformations in

order to improve an objective function. First, we need the following

definition:

Definition 4.2 (siblings). We call two strata in the same stratifi-
cation siblings if their indices (Eq. (6)) share all but the least significant
bit.

Then, we claim the following:

Theorem 4.1. In any stratification of a dyadic net, the points in
sibling strata can exchange their 𝑦-coordinates without destroying the
net property.

That is, if the 𝑥-coordinate of each point in a pair of sibling strata

is paired with the 𝑦-coordinate of the other point, the net property

is preserved. While this key property of digital nets is very simple,

it significantly contributes to the understanding of digital nets and

their construction.

Proof. Let (𝑥𝑖 , 𝑦𝑖 ) and (𝑥 𝑗 , 𝑦 𝑗 ) be two points that reside in a pair

of sibling strata in the 𝑘th stratification, and let 𝑘 < 𝑚. The strata

indices can be obtained using Eq. (6):

𝑞(𝑥𝑖 , 𝑦𝑖 , 𝑘) = 𝑦𝑖,0 · · ·𝑦𝑖,𝑘−1
𝑥𝑖,0 · · · 𝑥𝑖,𝑚−𝑘−1

, (7)

𝑞(𝑥 𝑗 , 𝑦 𝑗 , 𝑘) = 𝑦 𝑗,0 · · ·𝑦 𝑗,𝑘−1
𝑥 𝑗,0 · · · 𝑥 𝑗,𝑚−𝑘−1

. (8)

Given that the strata are siblings and 𝑘 < 𝑚, Eqs. (7, 8) imply

𝑦𝑖,0 · · ·𝑦𝑖,𝑘−1
= 𝑦 𝑗,0 · · ·𝑦 𝑗,𝑘−1

, (9)

𝑥𝑖,0 · · · 𝑥𝑖,𝑚−𝑘−2
= 𝑥 𝑗,0 · · · 𝑥 𝑗,𝑚−𝑘−2

. (10)

After swapping the 𝑦’s, the new points become (𝑥𝑖 , 𝑦 𝑗 ) and (𝑥 𝑗 , 𝑦𝑖 ).
Their associated strata in an arbitrary stratification 𝑘 ′ read:

𝑞(𝑥𝑖 , 𝑦 𝑗 , 𝑘 ′) = 𝑦 𝑗,0 · · ·𝑦 𝑗,𝑘′−1
𝑥𝑖,0 · · · 𝑥𝑖,𝑚−𝑘′−1

, (11)

𝑞(𝑥 𝑗 , 𝑦𝑖 , 𝑘 ′) = 𝑦𝑖,0 · · ·𝑦𝑖,𝑘′−1
𝑥 𝑗,0 · · · 𝑥 𝑗,𝑚−𝑘′−1

. (12)

If 𝑘 ′ ≤ 𝑘 , then Eq. (9) implies that all the leading 𝑦-bits in Eqs. (11,

12) are identical; hence,

𝑞(𝑥𝑖 , 𝑦 𝑗 , 𝑘 ′) = 𝑞(𝑥𝑖 , 𝑦𝑖 , 𝑘 ′) , (13)

𝑞(𝑥 𝑗 , 𝑦𝑖 , 𝑘 ′) = 𝑞(𝑥 𝑗 , 𝑦 𝑗 , 𝑘 ′) . (14)

When 𝑘 ′ > 𝑘 , Eq. (10) implies that all the trailing 𝑥-bits in Eqs. (11,

12) are identical; hence,

𝑞(𝑥𝑖 , 𝑦 𝑗 , 𝑘 ′) = 𝑞(𝑥 𝑗 , 𝑦 𝑗 , 𝑘 ′) , (15)

𝑞(𝑥 𝑗 , 𝑦𝑖 , 𝑘 ′) = 𝑞(𝑥𝑖 , 𝑦𝑖 , 𝑘 ′) . (16)
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(a) Stratified Reference (b) LDBN [Ahmed et al. 2016] (c) Netmatch (Ours)

Fig. 6. Output of our Netmatch Algorithm 3 using (top) a stratified BNOT and (bottom) a Latinized and stratified step set. LDBN [Ahmed et al. 2016] is
shown for comparison. The reference points are shown in red in (b) and (c). Note that Netmatched sets are less faithful in matching the target, but exhibit the
characteristic spectrum of dyadic nets along the axes.
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Fig. 7. Swap candidates of a point in a (0, 4, 2)-net, based on (rows) different
stratifications, and their effect shown for (columns) all the stratifications.
The reference point is shown in red, and the new positions of the swapped
points are shown in gray. The green outline indicates the stratification in
which the swapping decision is made. Note that for all swaps, the moved
points remain inside their strata in all stratifications. Note also that the
swaps in the fourth stratification are identical to the third because every
pair of sibling strata contains the same points as a corresponding pair there.

ALGORITHM 4: Netoptimize: Optimize a net towards a prescribed

target.

Input :A (0,𝑚, 2)-net and an energy-evaluation function.

Output :A (0,𝑚, 2)-net with minimal energy.

1 repeat
2 foreach point, in a random order do
3 foreach stratification, from middle ones to ends do
4 Locate the point in the sibling stratum;

5 Evaluate the current energy;

6 Swap the 𝑦-coordinates of the two points;

7 Reevaluate the energy;

8 if the swap reduces the energy then accept it;

9 else reject it;

10 until no more swaps are accepted;

Thus, following the swap, the two points remain inside their strata

in all stratifications, only slid vertically for 𝑘 ′ ≤ 𝑘 and horizontally

for 𝑘 ′ > 𝑘 , as illustrated in Fig. 7.

Finally, when 𝑘 = 𝑚, the strata are indexed by 𝑦. If the strata

are siblings, then 𝑦𝑖 differs from 𝑦 𝑗 only in the least significant

bit, which makes the points associated with sibling strata in the

𝑚 − 1st stratification as well; otherwise, we would have the two

points sharing the same stratum. Therefore, all the possible swaps

in the𝑚th stratification are covered in the𝑚− 1st stratification. □

Converting the preceding observation to an optimization algo-

rithm is straightforward, as outlined in Algorithm 4 and illustrated

in Fig. 8. We iterate through the points and stratifications, starting

from the stratifications with more compact strata (𝑘 ≃𝑚/2) and
moving towards ones with narrower strata. For each stratification,

we identify the swap-candidate point, which resides in a sibling

stratum, and apply a swap if it is beneficial towards an optimization

criterion. The process is repeated until no more swaps can be carried
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Fig. 8. A demonstration of our net optimization Algorithm 4, starting from random (0, 4, 2)-nets and optimizing towards (top) wider spacing and (bottom)
denser clustering of the points. The leftmost plot is the initial net, the middle plots show the swapping steps, and the final net is shown with a green outline in
the rightmost plot.

Fig. 9. Examples of complement nets of (top) a Hammersley net, and (bot-
tom) a random net. Points of the reference 16-point net are shown in black,
and the complement net is shown in red.

out. There is more than one way to locate the candidates. The most

straightforward way is to maintain lists of pointers from all strata

to points, and update them whenever a swap takes place. According

to actual execution times, however, we found it more efficient to

scan the whole row or column and identify the matching points.

Possibly, the most obvious optimization criterion is maximizing

the Poisson-disk radius. Fig. 1(b) shows examples of nets optimized

towards this target. Starting from a random net, the resulting point

sets and their frequency power spectra are pretty similar to the

Poisson-disk distributions obtained by dart throwing [Cook 1986;

Dippé and Wold 1985]. Their average Poisson-disk radius (0.74) is

in the typical range [Lagae and Dutré 2008], but our sets enjoy the

very low discrepancy of (0, m, 2)-nets. In Section 5, we present a

more sophisticated energy function for inducing better blue-noise

frequency spectra.

4.5 Upsampling and Factoring
Having a net that can be factored into smaller nets or incremented to

a larger net is quite desirable and a main motivation behind recent

literature on this topic [Christensen et al. 2018; Pharr 2019]. One of

the most important results of our research is the identification of

the possibilities and limitations of this idea. Specifically, we have

the following theorem:

Theorem 4.2. For any given (0,𝑚, 2)-net 𝐴 in base 2, there ex-
ists one and only one (0,𝑚, 2)-net, 𝐴, that complements it into a
(0,𝑚 + 1, 2)-net, obtained by complementing all the flags.

Fig. 9 shows examples of complement nets. A sketch of a proof of

Theorem 4.2 starts by noting that, for any pair of sibling strata in a

stratification 𝑘 < 𝑚, the associated points reside in diagonally oppo-

site quadrants of the shared space because they must be on different

sides of both the vertical splitting line of the 𝑘th stratification and

the horizontal splitting line of the 𝑘 + 1st stratification. The corre-

sponding points in a net with complement flags, by definition, have

to occupy the quadrants on the opposite diagonal. We note that such

quadrants in the 𝑘th stratification of a (0,𝑚, 2)-net make the strata

in the 𝑘 + 1st stratification of a (0,𝑚 + 1, 2)-net. This proves that all
strata contain one and only one point in the (0,𝑚 + 1, 2)-net. Finally,
the first and last stratifications are handled separately by sharing

the complementing least-significant bits between corresponding

points of the complementing nets.

Theorem 4.2 is somewhat disappointing with respect to recent

research efforts looking for good sequences [Christensen et al. 2018;

Pharr 2019]. It tells us that, once 𝑁 = 2
𝑚

points are fully decided,

the locations of the subsequent 𝑁 points are also fully determined

up to the𝑚th bit. Since we distinguish a (0,𝑚, 2)-net by the most

significant𝑚 bits of the point coordinates, the degrees of freedom in

upsampling a given distinct net are only in the least significant bits

beyond the𝑚− 1st. Thus, out of the (𝑚 + 1) × 𝑁 binary dimensions

of distinct (0,𝑚 + 1, 2)-nets, only 𝑁 correspond to nets that can

be factored into two dyadic nets. The majority of dyadic nets are

prime, meaning that they cannot be factored into two dyadic nets.

In other words, the space of (0, 2)-sequences is significantly lower

dimensional than that of nets. Nevertheless, there is still an expo-

nentially growing number of distinct sequences. We also note that

useful sequences do not necessarily have to adhere to the definition

and start with one point.

When it comes to optimization, to preserve the factors we can only

swap the points in the first and last stratifications of a composite
net. This coincides with the leaf level of an Owen’s scrambling

tree. By induction from a (0, 0, 2)-net (one point), we conclude that
Owen-scrambled Sobol sequences are the one and only set of dyadic

(0, 2)-sequences, though we do not have a formal proof of this

insight.

We were hoping that optimizing a net would automatically op-

timize its complement, but that is not the case, as illustrated in

Fig. 10(a). It is possible, however, to jointly optimize the two nets to-

gether by adapting Algorithm 4 to evaluate the energy gain and loss

in both nets. Fig. 10(b) shows an example of joint optimization. It is
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(a) Only top net optimized (b) Both optimized jointly

Fig. 10. Optimizing complement nets for blue noise. (a) The net in the
top row is optimized independently to acquire high-quality blue noise. The
complement net looks random. (b) Both nets are optimized jointly, acquiring
modest blue-noise quality.

also possible to optimize the union net as well, thus creating amulti-
class net [Wei 2010]. In theory, it is also possible to optimize across

two or more generations to create an optimized sequence. Apart

from the growing coding complexity, however, we also point out that

joint optimization poses more constraints that reduce the chance of

finding beneficial swaps, which is another way to see the difficulty

of having an optimized sequence. Indeed, the unconstrained opti-

mization of the single net in Fig. 10(a) leads to significantly better

quality than the jointly optimized complementing nets in Fig. 10(b).

5 BLUE-NOISE OPTIMIZATION
Most of the algorithms that produce blue-noise distributions were

presented in their original papers as approximating or close to the
blue-noise distribution, but no specific method claims to be the ref-

erence blue noise that is being approximated. More specifically, we

could not identify a specific criterion to use as an energy function

for evaluating the blue-noise quality of a distribution. Indeed, the

Poisson-disk radius, centroidal Voronoi energy, and equal Voronoi-

or power-cell capacities, among others, were all proposed as mea-

sures, but we are unaware of an agreed-on measure. In this section,

we derive from first principles what we think is a good mathemat-

ical definition of blue noise, and highlight its relation to common

measures and distributions.

We start from the basic description of blue noise as an even, fea-

tureless, eye-pleasing distribution of points [Ulichney 1987, 1988].

Looking from a distance at a blue-noise distribution of black dots,

one should see nothing but a constant level of grey because dis-

playing the sample points is equivalent to sampling a DC function.

Approximating the eye function by Gaussian filtering, as noted

in [Stoppel and Bruckner 2019], a blue-noise distribution may be

modeled as a distribution that minimizes the variance of a field of

Gaussian kernels placed at the points. A similar model was first

presented by Hanson [2003; 2005] — to the best of our knowledge —

and generalized by Fattal [2011]. Both authors, however, continued

with numerical solutions. Here, we proceed to give an analytical

solution.

5.1 Derivation
Let

P = {x𝑖 }𝑁𝑖=1
(17)

be a set of 𝑁 2D points,

x𝑖 = (𝑥𝑖 , 𝑦𝑖 ) , (18)

approximating a uniform density in a toroidal domain 𝐷 . For sim-

plicity, we assume that each point accounts for a unit area. Thus,

the domain area is 𝑁 , and its length is

√
𝑁 along each dimension.

By placing a Gaussian at each point, we have the density function

𝐴 (x) =
𝑁∑
𝑖=1

exp

(
− ∥x − x𝑖 ∥

2

2𝜎2

)
, (19)

which should closely approximate the average gray level every-

where. Therefore, we want to minimize the variance

Var (𝐴(x)) = 𝐸
(
(𝐴(x))2

)
− (𝐸 (𝐴(x)))2 . (20)

Up to this point, the model is identical to [Fattal 2011], but we pro-

ceed differently. The second term is fixed, so our goal is to minimize

the average square

𝐸

(
(𝐴(x))2

)
=

1

𝑁

∫
𝐷

𝐴2 (x)𝑑x (21)

of 𝐴(x). We proceed by expanding the integrand

𝐴2 (x) =
(
𝑁∑
𝑖=1

exp

(
− ∥x − x𝑖 ∥

2

2𝜎2

))2

(22)

=

𝑁∑
𝑖=1

𝑁∑
𝑗=1

exp

(
− ∥x − x𝑖 ∥

2

2𝜎2

)
exp

(
−

x − x𝑗 2

2𝜎2

)
(23)

=

𝑁∑
𝑖=1

𝑁∑
𝑗=1

exp

(
−
∥x − x𝑖 ∥2 +

x − x𝑗 2

2𝜎2

)
︸                                  ︷︷                                  ︸

𝑔𝑖,𝑗 (x)

. (24)

With some algebraic manipulation, shown in Appendix A, we arrive

at

𝐴2 (x) =
𝑁∑
𝑖=1

𝑁∑
𝑗=1

exp

(
−

x𝑖 − x𝑗 2

4𝜎2

)
exp

©«−
x − x𝑖+x𝑗

2

2

𝜎2

ª®®¬ . (25)

Substituting this in Eq. (21) gives

𝐸

(
(𝐴(x))2

)
=

1

𝑁

𝑁∑
𝑖=1

𝑁∑
𝑗=1

exp

(
−

x𝑖 − x𝑗 2

4𝜎2

)

·
∫
𝐷

exp

©«−
x − x𝑖+x𝑗

2

2

𝜎2

ª®®¬𝑑x . (26)

Assuming a sufficiently large number of samples to make the kernel

support much smaller than the domain length, i.e.,

𝜎 ≪
√
𝑁 , (27)
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or, alternatively, assuming an infinite periodic set, then the Gaussian

integral evaluates to∫
𝐷

exp

©«−
x − x𝑖+x𝑗

2

2

𝜎2

ª®®¬ 𝑑x =

∫ ∞

−∞

∫ ∞

−∞
exp

©«−
x − x𝑖+x𝑗

2

2

2

(
𝜎/
√

2

)
2

ª®®¬ 𝑑x
(28)

= 2𝜋
𝜎2

2

(29)

= 𝜋𝜎2 . (30)

Therefore,

𝐸

(
(𝐴(x))2

)
=
𝜋𝜎2

𝑁

𝑁∑
𝑖=1

𝑁∑
𝑗=1

exp

(
−

x𝑖 − x𝑗 2

4𝜎2

)
. (31)

Similarly,

𝐸 (𝐴(x)) = 1

𝑁

𝑁∑
𝑖=1

∫
𝐷

exp

(
− ∥x − x𝑖 ∥

2

2𝜎2

)
𝑑x = 2𝜋𝜎2 . (32)

Substituting Eqs. (31, 32) in Eq. (20) gives

Var (𝐴(x)) = 𝜋𝜎2

𝑁

𝑁∑
𝑖=1

𝑁∑
𝑗=1

exp

(
−

x𝑖 − x𝑗 2

4𝜎2

)
−

(
2𝜋𝜎2

)
2

. (33)

The normalized standard deviation of the filtered set is

SD (𝐴(x)) =

√√√√
1

𝑁

𝑁∑
𝑖=1

𝑁∑
𝑗=1

1

𝜋 · 4𝜎2
exp

(
−

x𝑖 − x𝑗 2

4𝜎2

)
− 1 . (34)

We note that the summand is a normalized Gaussian whose variance

(𝜎2
) is twice the one used for filtering.

A geometric interpretation of Eq. (34) is that the normalized

variance is the average sampling error of a normalized Gaussian

with doubled variance, centered at each sample point, and sampled

by the others.We note that by the definition of variance, this average

has to be positive, irrespective of how the samples are distributed.

It is maximized when all the samples are at one point. There are

important insights we gain from this formulation. First, since the

Gaussian function is radially symmetric, the variance of the filtered

samples depends only on the absolute distances between pairs of

samples. Secondly, due to the exponential decay of the Gaussian

function, only points close to each point contribute significantly to

the variance, and it is desirable to push the points away from the

peak of the curve. This gives a justification for the classical wisdom

of Poisson-disk sampling. By combining these two observations, we

see that the dependence of variance on the area coverage is only

indirect, via the need for maximizing the spacing of the samples.

This formulation also explains the wide range of distributions that

approximate blue noise. For example, instead of maximizing the

mutual distance among all the points, it is also possible to push the

points further apart, at the cost of having one close neighbor of each

point.

Placing Gaussians at the points may be seen as a convolution

with a Gaussian filter, which transforms into a multiplication by a

corresponding Gaussian in the frequency domain. Reducing the vari-

ance in the spatial domain is equivalent to leaving only a DC peak

and a low level of noise in the frequency domain. Since the energy

of the Gaussian filter is concentrated in the low-frequency range,

the frequency spectrum of a variance-reducing distribution has to

be low in this range, which explains the characteristic frequency

power spectrum of blue noise.

5.2 Optimization
Translating Eq. (34) into an energy-based optimization algorithm is

straightforward. First, we isolate the contribution of an individual

point to the variance term in Eq. (33):

Var (x𝑖 ) ∝
𝑁∑
𝑗=1

exp

(
−

x𝑖 − x𝑗 2

4𝜎2

)
. (35)

Then, we simply need to move the points in the direction that

reduces this sum. Applying this idea to net optimization is straight-

forward. We iterate through the sibling strata, evaluating the sum of

the energy of the associated points before and after a swap, and ac-

cepting the swap if the sum is reduced. Such an algorithm is strictly

descending. The global minimum is reached when each point re-

sides in the trough of the field of Gaussians placed at the other

points, which is exactly the target of Ulichney’s void-and-cluster

algorithm [1993]. Remarkably, Öztireli et al. [2010] also suggested a

gradient-descent algorithm with a Gaussian kernel similar to this,

but they derived it differently. Thus, Eq. (34) underlies many of the

blue-noise algorithms, including dart throwing [Cook 1986; Dippé

and Wold 1985], Hanson [2003; 2005], and Fattal’s Kernel Density

Model (KDM) [2011].

As we noted earlier, the standard deviation of the Gaussian used

for optimization is different from that used for filtering. Since we

are interested in the former, we redefine

𝜎 ← 2𝜎
Filtering

, (36)

so that the summands in the energy terms are similar to normalized

Gaussians. It is worthwhile having a look at the influence of this 𝜎

parameter. We note that the narrower the filter in the spatial domain,

the wider its image in the frequency domain, and vice versa. Hence,

narrow kernels produce a wider-band blue noise with more residual

noise in low frequency, while wider filters enforce lower energy in

the low frequencies, that is, global uniformity, at the cost of having

a smaller low-energy band, as can be seen in Fig. 1(c, d, e).

6 RESULTS
In this section, we discuss the practical aspects of our modeling

and algorithms, and compare them to the most relevant alternatives

in each aspect. In the following discussion, Blue Nets refer to blue-

noise-optimized nets, as described in Section 5.2, using 𝜎 = 0.5.

6.1 Blue-Noise Properties
Fig. 11 compares Blue Nets to state-of-the-art randomized/optimized

LD constructions, includingOwen-scrambled Sobol sequence [Owen

1995, 1998], low-discrepancy blue-noise (LDBN) sets [Ahmed et al.

2016], blue-noise low-discrepancy sequence (BNLD), [Perrier et al.

2018], and progressive multi-jittered (0, 2) blue-noise sequences

(PMJ02BN). Among these four, Owen-scrambled Sobol and PMJ02BN

are proper dyadic nets. LDBN is not a dyadic net. It starts with a
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Fig. 11. Comparing our Blue Nets to state-of-the-art randomized/optimized low-discrepancy distributions, showing different aspects. The point set in the top
shows 1024 points, the other plots use 4096 points. The a

eff
value in the radial power plots is the effective Nyquist rate, as defined in [Heck et al. 2013], which

measures the effective bandwidth of recoverable frequency contents. This is visually reflected in the zoneplate plots.

dyadic net, namely the Hammersley set, and compromises the qual-

ity factor 𝑡 of the net to incorporate blue-noise properties. BNLD,

according to authors [Coeurjolly and Perrier 2019], attains its blue

noise and dyadic properties only with 𝐾2𝑛
samples. So for 𝐾 = 4,

1024 is not a multiple of 4
2𝑛
, whereas 4096 = 4

6
is.

Thanks to the direct optimization capability, our Blue Nets are

superior in blue-noise quality, surpassing LDBN, while still retain-

ing their dyadic stratification. Indeed, our point sets exhibit the

largest Poisson-disk radius, and the widest low-energy zone, which

is reflected in the low-noise range of the zoneplate plot.

6.2 Discrepancy
Since our Netshuffle algorithm spans all possible dyadic nets, there

is not much point in comparing the discrepancy of nets generated

by this algorithm to other generation methods. It is interesting,

however, to see the effect of blue-noise optimization on discrepancy,

if any. In Fig. 12, we compare the star discrepancy [Zaremba 1968]

of Blue Nets to some well-known nets. For each size of net in this

test, we generated many realizations and selected the one with the

largest Poisson-disk radius.

Hammersley sets are known to have the worst star discrepancy

among nets [Larcher and Pillichshammer 2003], while Larcher-

Pillichshammer nets are the best — to our knowledge. We note

in Fig. 12 that Blue Nets seem to be in the middle, possibly closer

to the lower bound, and notably superior to an unscrambled Sobol

sequence. While this is not yet sufficient evidence to conclude a

negative correlation between blue noise and discrepancy, it is ap-

parent that the two properties are not positively correlated. That

is, if blue-noise optimization does not improve the uniformity, as

measured by discrepancy, it does not worsen it.

6.3 Time and Space Complexity
The time complexity of the Netshuffle Algorithm 1 is O (𝑁 log(𝑁 )),
which is optimal in the sense that this is the actual dimensionality
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Fig. 12. Discrepancy comparison of blue-noise-optimized nets to well-
known dyadic distributions.

of the net space. The time complexity of the point-by-point Algo-

rithm 2 is O (log(𝑁 )), the same order as, say, computing a Sobol

or a van der Corput sequence, though the partial bit rotation adds

a few more operations. This means that, if the flags are already

cached, random nets can be generated very quickly with our Net-

shuffle algorithm; possibly faster than computing a Sobol set and

applying Owen’s scrambling. The actual implementation speed is

highly dependent on the machine architecture (CPU/GPU), the envi-

ronment settings, e.g., fixed or variable net sizes, and also the actual

optimization tweaks in bit-level coding. For a quantitative example,

we implemented Netshuffle as a class that returns a 16-point net

of samples at once, parameterized by a 32-bit word of flags. Our

implementation is available in the supplementary materials and

may be adapted for other fixed-size nets. It delivers around 120M

points per second, compared to around only 45M for unscrambled

Sobol on the same machine, using PBRT’s implementation of 2D

Sobol [Pharr et al. 2016]. Thus, even with an O(1) implementation

of Owen’s scrambling like Burley’s [2020], Netshuffle still wins by

outperforming the underlying Sobol sample generation.

The time complexity of Algorithm 4 is O (𝑁 log(𝑁 ) ·𝑇 ) per itera-
tion, where𝑇 is the time complexity of energy evaluation at a point.

The first term is for iterating through the points, the second is for

iterating through the stratifications, and the third is for evaluating

the energy. This last term is the real bottleneck. Many blue-noise

optimization algorithms consider a fixed neighborhood around each

point; hence𝑇 is constant. But some algorithms, e.g., BNOT [de Goes

et al. 2012], use a global energy term, and therefore, are not really

feasible for optimizing nets. We observed that the required num-

ber of iterations seems to be a reasonable O (log(𝑁 )) or less. To
give actual numbers, blue-noise optimization in a single core of a

contemporary machine takes between 2 seconds (8 iterations) for

a (0, 10, 2)-net with 1K points and 6:47 hours (45 iterations) for a

(0, 20, 2)-net with 1M points. Poisson-disk optimization is orders of

magnitudes faster, since it only considers the immediate neighbors

of a point. Thus, the throughput of Netoptimize is very competent

compared to native blue-noise optimization algorithms. Notably,

Netoptimize saves the effort of preparing stratified reference sets as

in LDBN [Ahmed et al. 2016].

The space required to store the flags of a net is exactly one quarter

of the space needed to store the points, which gives an idea about

the actual dimension of dyadic nets. This cannot be compressed

further. If the goal is to produce random nets, however, then a cyclic

buffer of 𝑛 random flags may effectively store 𝑛 distinct nets, and

may be well-suited for GPU applications.

6.4 Integration
In this section, we compare the integration performance of Blue

Nets to various state-of-the-art LD alternatives. Following [Chris-

tensen et al. 2018], we also include Ahmed’s Adaptive Regular Tiles

(ART) [2017b] in this comparison. We use analytic functions similar

to [Christensen et al. 2018], but with a few modifications. First, we

report the variance, rather than the average error, which we find

more appropriate. Secondly, we dropped the step function, since

it depends on only one point and is exclusively dependent on the

least significant bits beyond the𝑚-bits that identify the net in our

convention. Finally, we added a complex, smooth integrand by plac-

ing Gaussian kernels at 64 random points of a toroidal domain. We

set the 𝜎 of these kernels to

√
1/(8 · 24 · ln(2)), so that their density

almost vanishes at a distance of 0.5 with floating-point precision.

This should give an idea about the integration performance of the

point sets on a smooth texture.

Fig. 13 shows the integration results from the different sampling

sets. Overall, our Blue Nets exhibit a superior and consistent perfor-

mance. The separable nature of the bi-linear and the single Gaussian

integrands discriminate between dyadic and non-dyadic distribu-

tions. The sudden jump in Owen-scrambled Sobol in the bilinear

integrand and its gradual drift in the Gaussian are unexpected and

warrant further investigation. The behavior of the different samplers

is interesting with respect to the sum-of-Gaussians integrand. It is

also interesting to note that both BNLD and PMJ02BN eventually

overtake Blue Nets. This implies that these distributions contain less

energy near zero. In contrast, our Blue Nets maintain a wider band

of low energy, as evident in Fig. 11. While this is not yet conclusive,

it strongly suggests that optimizing the dyadic nets and sequences

matters.

6.5 Actual Rendering
Rendering is arguably the most important application of sampling

patterns. We recall that the sampler in a rendering pipeline does

two jobs: producing sets of samples, and allocating different sets

for different pixels. Our current work is confined to the first func-

tion. Our nets may readily be used with Georgiev and Fajardo’s

dithering strategy [2016], or adopted (with some effort) for use with

the sampler model of Heitz et al. [2019]. They may be padded into

higher-dimensional orthogonal arrays, as described by Jarosz et al.
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Fig. 13. Integration variance of different sample sets using different analytic functions: (a) a triangular function that returns 1 where 𝑦 > 𝑥 , 0 otherwise, (b) a
disk function that returns 1 for 𝑥2 + 𝑦2 < 2/𝜋 , 0 otherwise, (c) a bilinear function that returns 𝑥 · 𝑦, (d) a single Gaussian function that returns exp(𝑥2 + 𝑦2) ,
and (e) a smooth, toroidal sum of 64 Gaussian kernels placed at random points. The integrand is shown in each plot, where a darker color indicates larger
values. We averaged over 100 point sets for all samplers except PMJ02BN, where we used the 64 sets shipped with Andrew Helmer’s implementation [2020].
For Owen’s scrambling, we used the code in Coeurjolly and Perrier’s Uni(corn|form) Tool Kit [2019]. For LDBN and BNLD, the published code generates
deterministic sets, so we applied Cranley-Patterson [1976] toroidal-shifting to vary the samples. Such shifts slightly degrade the low-discrepancy quality of
the point sets, but have no negative effect on the sum-of-Gaussians integrand that we designed to be toroidal.

[2019], or just used as a drop-in replacement in [Kollig and Keller

2002].

To compare the performance of the underlying sampling sets,

however, we only compare our optimized nets to baseline samplers

shipped with PBRT, namely the (0, 2)-sequence, global Sobol, and
global Halton. To that end, we implement a very basic sampler

that uses a single blue-noise-optimized net for each point count

up to 4096, applying Cranley-Patterson [1976] toroidal shifts to

decorrelate the samples across pixels, and shuffling the order of the

samples to decorrelate them across dimensions. For each size, we

generate a large number (400) of nets by combining energy and

conflict optimization, then pick the one with largest Poisson-disk

radius. We treat the image plane differently. We tile the 4k/2k net for

an even/odd-power-of-two samples per pixel, so that the samples

can be shared between adjacent pixels.

Fig. 14 shows the rendering results in two fundamentally different

sampling scenarios. We encourage the reader to view the full-scale

images in the supplementary materials. In Fig. 14(a), we show the

application of optimized nets for anti-aliasing in image-plane sam-

pling, using a 3-pixel Gaussian filter to demonstrate the advantage

of sharing the samples between pixels. The optimized nets clearly

lead the competition, both in the visual quality and the measured

error, with the Sobol sampler exhibiting aliasing patterns, the (0, 2)-
sequence showing excessive noise (independent pixel sampling),

and the Halton sampler showing both.

The second scene, in Fig. 14(b), is a typical Monte Carlo integra-

tion scenario, simulating a depth-of-field effect by sampling the

camera lens. Again, Sobol is aliased, (0, 2)-sequence is noisy, Halton
shows both aliasing and noise, while our optimized nets deliver

a good balance between noise and aliasing, as well as the small-

est error. Even though the renderings of Sobol and Halton global

samplers have larger errors in terms of RMSE, they still arguably

look more eye-pleasing than our Blue Nets. This is related to the

way the samples are distributed among the pixels. Indeed, we have

already seen in Section 6.4 that Blue Nets are advantageous for inte-

gration. However, as of this writing, we have not yet implemented a

state-of-the-art integration into the rendering system. Hence, global

samplers have an inherent advantage due to their error-diffusion

capability; cf. [Ahmed and Wonka 2020]. Analyzing this requires

additional future work. The conclusion we draw here is that study-

ing the manifestation of the Monte Carlo sampling error, not only

its amount, must be emphasized more [Ahmed and Wonka 2020;

Georgiev and Fajardo 2016; Heitz and Belcour 2019; Heitz et al.

2019].

7 CONCLUSION
In this paper, we made several contributions to the construction and

analysis of dyadic nets (DNs). We proposed a hierarchical construc-

tion algorithm that spans all possible DNs. From this construction

algorithm, we derived a parameterization of the complete space of

DNs and enumerated all distinct nets. We identified the available

degrees of freedom for transforming between nets, and explained

how to apply these transformations to design an efficient algorithm

for generating optimized nets obeying a user-specified criterion. As

the most important example, we optimized for nets that have a blue-

noise frequency spectrum. In addition, we proposed an algorithm

for constructing a DN to match a target distribution, and gave an ex-

planation of why the lack of degrees of freedom makes upsampling

DNs and constructing optimized sequences very difficult.

One of the most important conclusions of our work is that blue-

noise and low-discrepancy are quite compatible. Indeed, we man-

aged to combine the best known discrepancy bounds with the finest-

quality blue-noise properties. Our basic rendering test strongly sug-

gests that blue-noise optimization of dyadic nets is worthwhile. The

application and performance of blue-noise sets in integration is

not sufficiently studied yet. Indeed, theoretical analyses, like Du-

rand’s technical report [2011] and some follow-up papers [Öztireli

2016; Pilleboue et al. 2015; Ramamoorthi et al. 2012; Subr and Kautz

2013] suggest that blue noise is advantageous for integration, yet

there is no sufficient empirical evidence. The results in Section 6.4

are enlightening, suggesting that, at least for some functions, com-

bined low-discrepancy and blue-noise sample sets, e.g., Blue Nets,

PMJ02BN, or BNLD, are superior to sets with only one property, e.g.,

Owen-scrambled Sobol or ART. It is too early to draw conclusions
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Fig. 14. Comparison of renderings using Blue Nets and state-of-the-art samplers in scenes emphasizing two different sampling applications: (a) reconstruction
in the image plane, and (b) integration targeting the lens.

though, and we hope these insights encourage future research on

this topic. We hope the tools and models contributed in this paper

will facilitate such research.

We believe that our core construction algorithm provides the

essential missing ingredient for understanding the generation and

design space of dyadic nets. Therefore, it opens the door to many

new research questions and directions that have not been explored in

this initial work. First, we did not explore complementary questions

that might arise in applications. We can identify three challenges

in this context. Point sets can be extended to higher dimensions by

padding, they can be extended to a larger spatial extent by tiling,

and they can be assigned to pixels, e.g., Ahmed and Wonka [2020].

The configuration of each of these steps needs to be coordinated,

and their interplay should be analyzed. We leave a study of these

issues to future work. Second, besides the extension to higher di-

mensions using padding, one could wish for a direct extension, e.g.,

by analyzing the design space of 3D, 4D, or higher dimensional nets.

We do believe that this will also require a significant separate effort

in the future. Third, we are interested in studying how different

parameterizations of DNs can facilitate a combination with machine

learning algorithms. Is it possible to design a network architecture

and training strategy that can learn to construct DNs and then adapt

them to given design criteria? It would be interesting to see a solu-

tion for style transfer to point sets, without destroying the digital

net property. Finally, we would like to expand our work to more

directly tackle sequence construction under arbitrary user-provided

objective functions. Our work indicates that this will be challenging

due to the greatly reduced design space, but we consider this to be

a worthwhile challenge to take on.
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A ALGEBRAIC DERIVATION
In this appendix, we derive an expression for𝑔𝑖, 𝑗 (x) in Eq. (24). Each
point can be broken down axis-wise and aggregated back later, so

looking only at the 𝑥-axis, for example,
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