
A Resource-Aware Federated Learning Simulation Platform 

 

Thesis by 

Fellipe Augusto Araújo Leandro 

 

 

 

 

 

 

In Partial Fulfillment of the Requirements  

For the Degree of 

Master of Science 

 

 

 

 

 

King Abdullah University of Science and Technology 

Thuwal, Kingdom of Saudi Arabia 

 

 

 

 

 

 

 

© June 2021 

Fellipe Augusto Araújo Leandro  

All Rights Reserved



2 

 

EXAMINATION COMMITTE PAGE 

The thesis of Fellipe Augusto Araújo Leandro is approved  by the examination 

committee.  

 

 

Committee Chairperson: Prof. Khaled Salama 

Committee Members: Prof. Ahmed Eltawil, Prof. Xiangliang Zhang 

  



3 

 

ABSTRACT 

A Resource-Aware Federated Learning Simulation Platform 

Fellipe Augusto Araújo Leandro 

 

The increasing concerns regarding users‘ data privacy leads to the infeasibility of 

distributed Machine Learning applications, which are usually data-hungry. Federated 

Learning has emerged as a privacy-preserving distributed machine learning paradigm, 

in which the client dataset is kept locally, and only the local model parameters are 

transmitted to the central server. 

However, adoption of the Federated Learning paradigm leads to new edge computing 

challenges, since it assumes computationally intensive tasks can be executed locally 

by each device. The diverse hardware resources in a population of edge devices (e.g., 

smartphone models) can negatively impact the performance of Federated Learning, at 

both the global and local levels. 

This thesis contributes to this context with the implementation of a hardware-aware 

Federated Learning platform, which provides comprehensive support regarding the 

impacts of hardware heterogeneity on Federated Learning performance metrics by 

modeling the costs associated with training tasks on aspects of computation and 

communication. 
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Chapter 1 – Introduction 

For decades, humankind has been pursuing the dream to coexist with ―machines that 

think‖ and are able to learn by themselves. In 2016, AlphaGo [1] defeated a 

professional human player of the Go game, showing that AI can evolve beyond 

simple pattern recognition solutions and actually develop strategic reasoning and be 

creative. However, a major requirement to achieve such ambitious goals is rarely 

encountered in real-world scenarios: the availability of large amounts of data. Only 

limited or poor-quality data is available for most fields in which big data solutions can 

be deployed, and privacy concerns make data sharing between companies or countries 

an unfeasible solution. Even inside a company, data integration between departments 

is not a straightforward action.  

One known example of how privacy failures can lead to harmful consequences 

occurred in 2016, when a breach of Facebook [2] led to a scandal concerning the 

obtainment of personal data without the users' consent, to be mainly used in political 

advertising [3]. Facebook estimated that 87 million users were affected by this breach. 

To avoid similar personal data privacy issues, regulations are being created and 

enforced by nations across the world. One example was the creation of the General 

Data Protection Regulation (GDPR) [4] that is applied across the European Union. 

Following the mandatory rules established by GDPR and its principles of data 

collection and storage, organizations and companies must use personal data in a 

transparent way and with well-defined, open objectives. The obligations are divided 

between the data controller agent — the party that collects and uses the personal data 

— and the data processor agent — the party the processes the personal data on behalf 

of a controller. Other examples of regulation mechanisms in different regions of the 
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world are the California Consumer Privacy Act (CCPA) [5], created in 2018, and the 

Cybersecurity Law of the People's Republic of China [6], implemented in 2017. 

These rigid and diverse data privacy settings across the world present a challenge to 

deployment of the standard Distributed Machine Learning methodology [7] — in 

which clients send their data to a cloud-based server running a Machine Learning 

model and receive back the task objective (e.g., image prediction, recognition, 

classification, recommendation).  

In recent years, Google [8] proposed a new Distributed Machine Learning (DML) 

paradigm that tries to solve those privacy issues, called Federated Learning [9]. The 

main idea of this novel methodology is to locally train each client ML model with its 

local dataset and share only the training parameters (e.g., the synaptic weights of a 

neural network model) to a central server that will collect the data from all clients, 

aggregate this data and then update a global ML model with this aggregated 

parameter. This procedure enables the development of a Machine Learning (ML) 

model with a higher capability of generalization than the initial local models trained 

with a small quantity of data. The new global model parameters are sent back to the 

clients to perform another round of training.  

In summary, the Federated Learning model combines the security and privacy of local 

edge computing with the generalization capability of learning from the diversity of 

data sources provided by the distributed training paradigm.  

1.1 Federated Learning Formulation 

Similarly to any Machine Learning algorithm, Federated Learning tries to optimize a 

global objective function, , such that the problem formulation is expressed as: 
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  (Equation 1) 

and typically  is the loss of the prediction on example  

[10],[11].  

In Federated Learning settings, we assume a population of  clients with  

representing the set of indexes of the data points on client  and , the total number 

of examples on client k. Thus, the objective function can be rewritten as [9]: 

  (Equation 2) 

with  being the number of examples of the whole population. 

At the implementation level, the optimization strategy adopted by deep learning 

models relies almost exclusively on the Stochastic Gradient Descent (SGD) method. 

In the federated setting, the baseline SGD algorithm is called FederatedSGD (or 

FedSGD), in which each client computes the average gradient on its local data 

 for the current model . Then, the central server aggregates these 

gradients and applies the update rule , since 

.  

An alternative update rule is given by , and thus  

  (Equation 3) 
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The local update  can be iterated multiple times on the clients 

before the average step (Equation 3). This approach is classified as Federated 

Averaging (FedAvg). 

1.2 Heterogeneity in Edge Computing Networks 

Adoption of the Federated Learning methodology as a new distributed machine 

learning strategy is enormously dependent on the development of new architectures in 

Edge computing, since FL assumes that the clients‘ devices can train ML models, 

which is usually a computing-intensive task, especially for Deep Learning models. 

The development of edge computing is leveraged mainly by the emerging streaming 

applications that have strict latency constraints or must operate in a real-time fashion. 

The latency of data communication in such applications is crucial, and a poorly 

designed communication strategy between clients and the cloud would create a 

prohibitive delay in the system [12]. Although some applications require small 

amounts of data to be transmitted by edge devices, an increasing number of solutions 

require vast amounts of data to be processed. For example, in 2016, Intel projected 

that autonomous vehicles would generate 4 TB of data per day [13]. 

Another source of massive data that is present in everyone‘s daily lives is 

smartphones. The use of mobile devices to perform ML tasks led to the development 

of the Mobile Edge Computing (MEC) paradigm [14]. One of the main aspects to 

consider when executing FL training in MEC networks is the heterogeneity that 

originates from different data resources, computational capabilities, and wireless 

channel conditions [15]. Therefore, the deployment of FL tasks in such networks must 

consider the impacts of resource heterogeneity on the performance of the applications. 
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Despite this issue, the existing mainstream FL simulation platforms [16]–[19] do not 

consider any impacts of resource heterogeneity in their functionalities. Furthermore, 

they have limited ability to support the diversity of design aspects, such as network 

topology, information exchange or training procedures [20]. Some hardware 

awareness support was recently proposed by [21], and exposed the existence of real 

impacts of heterogeneity on FL performance. However, the platform does not include 

a comprehensive analysis of heterogeneity impacts at the device hardware level, with 

a lack of information regarding local power consumption or the impacts of different 

protocols (3G, LTE, WIFI), which are critical parameters for MEC network design. 

1.3 Contributions 

The main goals of this thesis are to propose, investigate, and implement a software 

platform that allows the simulation of hardware-heterogeneity-aware FL algorithms. 

The simulator is aware of three main resource costs that are crucial in the context of 

the deployment of edge computing applications: (i) computation costs, which 

encompass the latency in the processing of ML model training, (ii) communication 

costs, that consider the time and energy demands of the communication process 

between the clients and server during the exchange of parameters; and (iii) the power 

and energy costs, that are crucial constraints in the execution of ML tasks on the edge. 

Furthermore, the simulator is designed in such a manner that it is flexible to 

researchers and developers of FL: it is easily reconfigurable due to its text-based input 

configuration and, at the same time, generates comprehensive information regarding 

training metrics for both global aspects and local device aspects. 

This thesis brings two main contributions to the field of Federated Learning research: 
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I. We consider the impacts of hardware heterogeneity in a comprehensive set of 

domains: latency and energy aspects are computed for the computation and 

communication costs. Since those costs are computed in an analytical fashion, 

the platform is flexible to a wide range of hardware device specifications and 

thus is not dependent on pre-existing benchmark information on the desired 

device; 

II. The platform provides detailed information at the global level and local level. 

Standard ML training metrics and quantitative heterogeneity-related 

information are generated and made accessible to the developers to analyze 

the impacts of heterogeneity on their FL task design. 

In summary, we believe that the developed platform will enable more effective 

deployment strategies for FL solutions. Due to its heterogeneity-awareness, the 

platform provides the developer with information evaluated in more realistic 

scenarios. 
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Chapter 2 – Federated Learning Research Scenario 

Federated Learning is an active field of research, and the last five years have 

witnessed a rapid increase in the number of publications on the topic, which reached 

at least 4,400 papers in 2020 [22]. Although some software frameworks exist for FL 

simulation, they have inadequate support to consider hardware heterogeneity in their 

functionalities, which is crucial when deploying FL in real-world solutions. This 

chapter will discuss the main areas of FL research and how they are affected by 

heterogeneity. 

2.1 Federated Learning Categorization 

Based on the distribution profile of the data to be processed, Federated Learning is 

categorized in three different classes [23],[24]: 

2.1.1 Horizontal Federated Learning 

This FL class exists in scenarios where the distributed datasets share the same feature 

space, but the samples are different. Companies can apply this FL setting from the 

same field of service, such that in a cooperative ML task, although each company has 

its own personal samples, the features of each sample are very similar. This is the 

standard FL architecture applied in real-world scenarios, especially for mobile 

applications [25]. 

2.1.2 Vertical Federated Learning 

Also known as feature-based FL, this architecture class is applied to scenarios where 

the datasets share the same samples (or ID space), but the clients are interested in 

analyzing different features. For example, in a small city, a bank and an e-commerce 

company will probably hold information about the same person, but each company 
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will be interested in very different features. FL aggregates these different features and 

generates a global model that considers the data from both parties collaboratively. 

2.1.3 Federated Transfer Learning 

This FL class is applied in the most complex scenarios of distributed data, in which 

the datasets differ both in feature space and samples. FL can be used on such datasets 

to establish a common representation by training on the small intersection between the 

datasets, which is later transferred to the target domain.  

2.2  General Federated Learning Flow 

The Federated protocol defined by Google [26] is built around a rendezvous called 

Round between the FL Server and the FL clients, as shown in Figure 2.1. The 

following phases characterize each round: 

2.2.1 Selection 

Among the potentially thousands of devices that announce their availability to 

participate in the federated round, the server selects a subset to work on a FL task. To 

be chosen, those devices must meet some eligibility criteria [26] (e.g., charging, 

connected to an unmetered network, and with their screen off) and then check in to 

the server. 
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2.2.2 Configuration 

The FL scheme is configured by parameters like the reporting deadline, the maximum 

counting sample, and the aggregation mechanism. 

2.2.3 Reporting 

In this phase, the server waits for the client devices to transmit their training 

parameter updates (e.g., the gradients generated by the Neural Network 

backpropagation training process). After receiving the available data (some of the 

clients do not meet the deadline, and then no weight is transmitted), the server 

performs the aggregation mechanism. 

2.2.3.1 Aggregation Mechanism 

The first aggregation mechanism proposed in the literature was the Federated 

Averaging (FedAvg) algorithm [9], in which the clients perform the model training 

 

Figure 2.1: Federated Learning Protocol. Reprinted from [26] with permission. Note the existence of 

a reporting time window and some failures during the training. 
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independently of each other and transmit their training parameters at the end of each 

round to the server. 

On the server-side, this algorithm performs a weighted average of the gradients sent 

by each client, where the weights are the number of samples in each local dataset. 

When starting multiple models with the same random initialization and training those 

models independently on different datasets, "this naïve parameter aggregation works 

surprisingly well" [9]. 

2.3 Synchronicity in Federated Learning      

The application of Federated Averaging as the aggregation mechanism implies a 

synchronization process, in which the server waits for all clients in the round to report 

back their training parameters. Some FL architectures adopt a reporting deadline to 

avoid long-time responses from possible straggler devices [26]. If a device does not 

report in that time, the device will be simply ignored in the aggregation step. 

Considering real-world deployment scenarios where device heterogeneity and 

unreliable network connections are inevitable, the synchronization step can be a costly 

procedure. To address this challenge, Asynchronous FL has been proposed [27], [28] 

in which the central server does not wait to collect and aggregate all of the local 

parameters, but updates the global model as soon as it receives an update from a 

client. 

One of the main challenges of Asynchronous FL is the existence of stale data, since 

straggler devices can send data when the model in the server is already updated and 

ready for the next iteration. Such inconsistency can severely decrease the learning 

convergence. A number of strategies have been developed to alleviate the influence of 
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staleness [27], [28]. One approach is to use a weighted average of the most recent 

global model parameters and the stale data in the local client [27]. The weights of this 

average are based on a mixing hyperparameter that can adaptively control the trade-

off between the convergence rate and variance reduction according to the staleness. 

This weighted average can be expressed by: 

  (Equation 4)  

 

where  is the mixing hyperparameter, and its value can be adaptively tuned 

depending on the magnitude of the staleness   through a function  . Some 

examples of  parameterized with ,  are: 

Linear rule:  

Polynomial rule:  

Hinge rule:  

The value of  at iteration t is given by: 

  (Equation 5) 

With  being the initial value of  . 

2.4 Aggregation Schemes 

Aggregation schemes are a sensitive component in the FL process. In addition to 

FedAvg, new algorithms have been proposed to improve metrics related to 
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performance on heterogeneous datasets [29], efficiency [30], fairness [31], and 

privacy [32], [33] . 

One of those proposed aggregation mechanisms is the q-FedAvg algorithm; its main 

objective is to ensure fairness among the clients. Although FedAvg can generate high-

accuracy global models, it does not guarantee individual accuracy values for the 

devices in the network. This can lead to disproportional performance among the local 

clients, with some of those clients having models with high-performance metrics and 

others suffering from poor model performance. 

Inspired by developments in the field of fair resource allocation for wireless networks 

[34]–[36], q-FedAvg tries to minimize an aggregate reweighed loss parameterized by 

a factor  such that the devices with higher loss are given a higher relative weight 

[31]. 

Given a non-negative local cost function  in a network with  devices, q-FedAvg 

tries to solve the optimization problem: 

  (Equation 6)   

Where pK is a scalar weight value that can be set to n/nk (see Equation 2). At the 

implementation level, the aggregation of the weights is given by: 

  (Equation 7)   

where  and  are local parameters computed by each client and their values are 

expressed as: 

  (Equation 8)   

with  and  being the learning rate; 



23 

 

 

and   (Equation 9)   

where  is the euclidean norm of all weight matrices concatenated and 

flattened. 

2.5 Centralization in Federated Learning 

As shown in the previous subsections, the conventional FL scheme relies on a central 

processing server that is mainly responsible for coordinating the learning and final 

aggregation to generate the updates on a global model at the end of each round. 

In this architecture, it is necessary to consider that when the number of nodes in the 

network increases or the model to train is larger, there will be considerable pressure 

on the network bandwidth. 

Furthermore, cloud-based servers have a high dependence on the stability of cloud 

service providers. Therefore, the security aspects of the central server should also be 

considered, especially because the conventional FL architecture cannot distinguish 

between updates from malicious nodes or trusted nodes. When the central processing 

element is affected, the entire federated process will suffer consequences ranging 

from model non-convergence to termination of the whole process. 

To overcome this topology weakness, decentralized federated learning algorithms 

have been proposed [37], [38], in which the central server is eliminated and the 

synchronization of the updates occurs among the clients. To ensure security and 

resource optimization, the blockchain paradigm is being used as a building block for 

new decentralized propositions [39], [40]. 
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2.6 Federated Learning on the Edge 

Considering real-world Internet of Things (IoT) scenarios/applications, it is necessary 

to consider that edge device clients are affected by a great amount of different aspects 

of heterogeneity [21], [41]: 

2.6.1 Hardware Heterogeneity  

Hardware Heterogeneity is characterized by the diversity of device performance in 

terms of aspects such as memory availability and CPU frequency. Furthermore, the 

different power budgets of mobile device models also contributes to hardware 

heterogeneity in the environment. 

2.6.2 Data Heterogeneity 

Data heterogeneity is related to the data distribution in Federated Learning settings, 

where the datasets are local and generally have a small number of samples. 

Furthermore, those samples may be non-independent and identically distributed (Non-

IID) [42]. 

 

Figure 2.2: The challenges associated with the 

adoption of FL in resource-constrained devices. 

Reprinted from [41] with permission. 
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2.6.3 Behavior Heterogeneity 

Behavior Heterogeneity [21] is especially present in mobile phone-based clients and 

is characterized by meta-information generated by external interactions, such as a 

change in the screen status, charging status, or network connection status. Those 

metadata are essential in the selection phase of the Federated Learning protocol to 

determine if a device is eligible for selection. 

2.6.4 Challenges for Federated Learning Deployment 

This heterogeneity creates several challenges to the implementation of Federated 

Learning on Resource-Constrained Devices in terms of the computation, 

communication, and energy domains [41], as summarized in Figure 2.2. 

Regarding the computation costs, limited processing and storage capacity increase the 

time required to perform the training process and even have more dangerous 

consequences, like memory over-flooding. 

Regarding the communication cost in resource-constrained devices, it is necessary to 

assess their bandwidth limitation in the interaction between clients and server. 

The energy cost aspect is a very delicate aspect of IoT edge devices, especially those 

that are battery-powered [43]. Considering the computation, communication, and 

energy costs, there is a need to propose efficient Deep Learning models that fit all of 

the constraints presented by edge devices. 

Simulator platforms that consider the heterogeneity in several FL training scenarios 

are being proposed and implemented [21] to analyze the impacts of those classes of 

heterogeneity on performance metrics, such as accuracy and convergence time. The 

same authors also analyzed how heterogeneous edge environments affect the 
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Federated Training parameters, specifically the report deadline setting and the number 

of clients participating in each round. Lastly, they observed that heterogeneity 

attenuates the improvements provided by the state-of-the-art aggregation algorithms.  

However, the conclusions presented in that work only focused on the timing costs 

imposed by heterogeneous scenarios on Federated Learning. There was no type of 

analysis of the impacts of power or energy costs. Also, the authors did not consider 

the communication configuration of the clients; for example, when switching network 

protocol (Wifi, LTE, 3G), which may impact the training metrics and power cost. 

2.7 Summary 

In this chapter, we explored the current trends in the Federated Learning research 

ecosystem. We show that the adoption of FL as a new distributed ML paradigm is 

associated with several challenges, especially for deployment scenarios. Considering 

a population of resource-constrained edge devices, efficient training of ML and Deep 

ML models is crucial, and the heterogeneity brought by those devices must be 

considered. In the next chapter, we will present the methodology adopted to develop a 

flexible simulator platform that considers the impacts of hardware heterogeneity on 

the training performance of FL algorithms. 
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Chapter 3 - Simulator platform Design 

To propose a user-friendly software platform, a set of design principles must be 

adopted and followed thoroughly during implementation. This chapter covers the 

design principles that guided the implementation of the platform and the three-layer 

architecture of the simulator, as shown in Figure 3.1. 

 

Figure 3.1: The three-layer software architecture adopted for implementing the simulator platform. 

3.1 Design Principles 

Inspired by existing edge-cloud computing simulators [44]–[46], the platform 

implementation followed two design principles to guarantee its usefulness in different 

scenarios of FL algorithm development: 

3.1.1 Flexibility 

This design principle guarantees that the platform is generic enough to simulate the 

desired edge device network. Some FL platforms [21] only have hardware-related 

cost information for a few models of devices. If the developer wishes to analyze an 

edge network formed by non-standard models, the platform maps the costs from an 

Input Layer 

•Reads configuration file (.xml)  

•Sets general federated parameters  

 

Simulation Layer 

•Local dataset assignment 

•Training costs computation 

•Training and metrics storage 

Output Layer 

•Creation of readable metrics through .csv file  

•Creation of .npz file with the stored training and testing 
metrics (global and local levels)  
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online hardware performance benchmark. Instead of following this approach, the 

implemented platform takes the hardware specification information of the desired 

edge device model and then performs the simulation based on those hardware 

constraints. To achieve the desired flexibility, all hardware cost functions are based on 

analytical models that are a function of the hardware specifications and return the cost 

values in terms of latency, power, and energy for both the computation and 

communication domains. 

3.1.2 Usability 

In order to be user-friendly, reusable, and easy to configure, the platform input 

structure is based on a single configuration file containing all of the information 

concerning the general FL configuration and the clients' hardware specifications. The 

developer must only configure this file and input it to the platform responsible for 

performing the simulation. Finally, output information on pertinent metrics of 

federated training is available for further analysis. 

3.2 Software Framework 

The platform uses the building blocks provided by the Tensorflow Federated (TFF) 

open-source framework, which provides two different API layers: the FL API [47] 

and the Federated Core (FC API) [48]. The FL API provides high-level interfaces to 

implement the general FL environment: the ML models, the federated datasets, and 

the standard aggregation algorithm. The FC API is the provider of the low-level 

interface, by which the developer can build their own federated computations through 

Python [49] and standard Tensorflow [50] functions. The deployment of TFF-based 

designs occurs in a single machine, and the framework is in charge of serializing the 

federated computation among the simulated clients.  
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3.3 Input Layer 

The platform input layer is responsible for acquiring the federated training parameters 

and the hardware constraints of all clients. That information is obtained from a .xml 

file, where the developer must insert each parameter's values according to the desired 

simulation scenario. 

3.3.1 Federated Training Parameters  

Federated training parameters are related to the general FL settings, and include the 

total population size, maximum number of participants per round, maximum number 

of dataset examples per device, total number of communication rounds, number of 

devices classes, number of local epochs, local batch size, and report deadline time. 

3.3.2 Device Constraints Parameters  

Device constraints are informed for each model of device contained in the network. 

For each model, the following information must be expressed: class type, percentage 

of total population, memory bandwidth (Mbps), computation performance 

(GLOP/second), performance per Watt (GFLOPs/ Watt), and network protocol 

(LTE, 3G, WiFi). 

With those parameters, the simulator creates a population of devices to represent the 

proportion of models defined in the configuration file, assigns a local dataset to each 

of them, and computes all the hardware costs related to the computation and 

communication tasks. 

3.4 Simulation Layer 

The first task of the simulation layer is to compute the training costs for each client in 

the population. 
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3.4.1 Profiling Stage 

Following the design principles shown in subsection 3.1, the analytical models used to 

determine the local training costs should be chosen so that their parameters can be 

easily found for the majority of edge device models, especially the mobile type. 

One example of such a source of mobile hardware parameters is [51], where the 

developer can easily find the value of the parameters required to compute the costs, 

and then plug them into the input configuration for the simulator. 

3.4.1.1 Computation Cost Formulation 

The computation cost determines the latency and power costs brought by computation 

of the ML training by the edge device. Therefore, the computation cost can be divided 

into two aspects: 

a) Computation Cost Latency 

The major source of computation latency for neural-network machine learning 

models are the processes of forward-propagation for loss evaluation and 

backpropagation for local weight updates [52]. In forward propagation, the 

latency cost is introduced by the number of Multiply-and-Accumulate (MACs) 

operations performed by inputs and weights (e.g., feature maps and kernels for 

CNN models). In the backpropagation step, latency is also introduced by the 

MACs performed between the gradient maps with weight matrices, which 

have the same computation cost as the forward pass. Therefore, we merely 

need to double the number of forward propagation MACs to approximate the 

overall latency cost. We also consider that the number of MACs in a 

computation is roughly twice the number of Floating Operations (FLOPs). 
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Considering a training process performed with input data based on 

minibatches with size  and a total number of  batches in the training 

dataset, the number of FLOPS required for training a CNN layer can be 

approximated by [52]: 

  (Equation 10) 

Where  are the kernel width and length,  is the number of kernels, and 

 are the height, width, and number of channels of the feature map. 

Thus, the total number of FLOPs for the entire CNN model with  layers is 

 

  (Equation 11) 

In addition to the delay brought by the required algebraic operations, some 

computation latency is also introduced by the memory data transfer of 

weights, gradients, and the input feature maps. Moreover, since the gradient 

matrices have the same size of weight matrices, we simply double the number 

of weights in the memory latency computation. Considering that Ba and Bf   are 

the byte widths of the input data and the model parameters, respectively 

(usually both are equal to eight), the memory usage (in bytes) for layer  is 

defined [52] as : 

  (Equation 12) 

and the total memory usage is 
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Therefore, the total computation latency, introduced by both MAC operations 

and memory usage, is  

  (Equation 13)  

where  is the computing bandwidth (measured in GFLOPs/second) and 

 is the transmitting speed between the main memory and the processor 

(measured in GB/second). 

b) Power Computation Cost 

 Energy is a limited resource in edge devices and its usage must be carefully

 planned when considering the performance of intensive tasks like ML training.  

 The power cost brought by the computation task is a function of the edge 

 efficiency in performing Floating Operations, and is measured by the 

 Performance Per Watt (PPW) metric [53]. Therefore, the computational power 

 cost is expressed by: 

  (Equation 14)  

Memory power consumption is not considered, since the figure of merit value 

related to memory power consumption is not easily found for commercial 

edge devices. 

3.4.1.2 Communication Cost Formulation 

Similarly to computation cost, modeling the communication cost can be divided into 

two aspects: 
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a) Communication Latency 

The total communication latency is compounded by the download time — during 

which the client downloads the updated model parameters from the server to start the 

training round — and the upload time — during which the client sends the parameters 

after training the model to the central server to perform aggregation [54]. These 

latency values can be expressed respectively as  

  (Equation 15) 

  (Equation 16) 

Where: 

   is the round-trip network latency, which depends on the network protocol 

in use by the client device; 

  is the data size to be transferred from/to the server; 

  and  are the network uplink and downlink bandwidths, respectively, 

which are also dependent on the network protocol in use by the client device. 

Real-world values for  , , and  can be obtained from mobile experience reports; 

such as [55], [56]. 

 

b) Communication Power  

The cost functions for data-transfer power and energy consumption [57] are expressed 

by : 
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  (Equation 17) 

  (Equation 18) 

And the total power: 

  (Equation 19) 

Where , ,  and  are constants for each network protocol, as shown in Table 3-1. 

 αu (mW/Mbps) αd (mW/Mbps) β (mW) 

LTE 438.39 51.97 1288.04 

3G 868.98 122.12 817.88 

WiFi 283.17 137.01 132.86 

Table 3-1: Power model parameters. Values obtained from [55]. 

3.4.2 Total Costs 

With the computation and communication latency and power cost models defined, it 

is straight-forward to express the total latency and energy costs as: 

  (Equation 20) 

  (Equation 21) 

3.4.3 Training Stage 

This stage executes a sequence of procedures iteratively through  rounds of training. 

A Federated Controller orchestrates the simulation at the level of interaction between 

the server and clients.  

I. Selection of Clients: Random selection of  from a population with size  

( ). 
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II. Local Training: The server broadcasts the most recent model to all 

participants, and they start the local training on their local datasets. After the 

completion of training, the client may send its model parameters to the server 

if the reporting deadline is met. If not, a client failure is reported. 

III. Aggregation: Clients that successfully trained their model and met the 

reporting deadline send their ML parameters to the server, and then the server 

performs the aggregation computation for those parameters to generate an 

updated version of the global model. 

IV. Server reports to the Federated Controller: The server transmits the main 

metrics of the round, including global model parameters, failure report, and 

local training metrics for each client. 

V. Federated Controller computes more metrics, for example, accuracy, and 

loss values, on a centralized dataset. 

The next round starts with the server broadcasting the aggregated parameters to a new 

set of selected clients. 

3.5 Output Layer 

When the simulation reaches the total number of rounds specified in the input 

configuration file, the simulator enters the final execution layer, or output layer. In 

this layer, the metrics from training are processed and formatted into files to be read 

by external software. 

A comma-separated-value (CSV) file is generated, with the objective of informing the 

values of latency and power of each client in the network.   
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Other files are generated in .npz format [58]. These files contain the meta-information 

about each round of training and can be used to perform analysis regarding the 

convergence of the federated training over the rounds. The .npz files store data from 

each client and from the global model, and include metrics such as the global and 

local training accuracy and loss values, client failure identification per round, 

computation and communication latency, and power consumption per device. 

3.6 Summary 

In this chapter, we discussed the design principles that guided the objectives and 

implementation of the platform. Considering the principles of flexibility and usability, 

we believe that the platform will contribute to future research on the field of 

heterogeneous FL settings. We described the three main layers that constitute the 

platform, and the analytical models used to compute the costs associated with the ML 

training performed by an edge device. The next chapter presents the data that can be 

extracted from this simulator to enable comprehensive analysis of the impacts of 

hardware heterogeneity on FL performance. 
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Chapter 4 – Simulations 

4.1  Simulation settings 

We performed simulations to analyze the behavior of the platform and validate its 

functionalities. Using the results generated by the platform, we can make observations 

regarding the impacts of heterogeneity on FL performance. The general FL 

environment has the following settings: 

i. ML model: a modified Lenet-5 CNN [59] model with a ReLu activation 

function and 3 × 3 kernel size (see full details in the appendix). 

ii. Dataset: Federated EMNIST, derived from the standard EMNIST dataset [60], 

[61] and pre-processed using the LEAF tool [18] by partitioning the examples 

based on the writer of the digit/character. The statistics of the federated 

datasets are presented in Table 4-1. We only selected the digit classes, with 

labels from ‗0‘ to ‗9‘, and divide the dataset into the following groups: 

Federated Training dataset (distributed among the clients), Federated Testing 

dataset (distributed among the clients), and Central Testing dataset (stored in 

the central server). The central testing dataset has the purpose of generating 

the ML performance metrics of a centralized global model. 

iii. Local training was performed with the following hyperparameters: 

a. Local Learning Rate: 0.01; 

b. Number of local epochs: 5; 

c. Local Batch Size: 20 
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Dataset Partition Average number of Samples  Standard Deviation 

Training 101.06 14.73 

Testing 12.07 1.68 

Central-Testing 1000 - 

Table 4-1: Federated datasets statistics. The Central testing dataset refers to the dataset stored in the 

central server. 

 

4.2 Impacts of reporting deadline thresholds on participation of the 

clients 

Setting the report deadline time is crucial for determining how many clients will 

participate in the FL round if hardware heterogeneity exists. A too-tight deadline can 

restrict participation to only a few of the most hardware-capable devices in the 

population. Without a minimum number of clients participating in each round, it is 

possible that the model would not achieve training convergence [21].  

On the other hand, a deadline that is too loose can create a substantial delay in the 

training progress, meaning time wasting, especially for the most capable devices that 

will be idle while waiting for the next training task. 

 

Figure 4.1: LeNet-5 architecture 
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To analyze the impacts of the report deadline value on client training success or 

failure, we simulated different scenarios for a population of 100 clients where the 

Type 0 model represents 20% of the population and the other 80% is formed by the 

Type 1 model (see Table 4-2). Note that it is not necessary to perform a complete 

Federated Training simulation. Note that a complete Federated Training simulation is 

unnecessary. Using only the hardware specifications, the developer can quickly run 

such analysis to determine the most suitable deadline value for their application. 

We set the report deadline value as a percentage of the time interval between the 

latency value of the fastest device in the population and the slowest device, which 

represent the lower and upper boundaries of the deadline values interval, as shown in 

Figure 4.2. If the reporting deadlines are set below the lower bound, no clients will 

train; thus, there will no improvement in the training metrics. Above the upper bound, 

the simulation can be considered merely homogeneous training, where heterogeneity 

does not impact the global federated training metrics. Also, the final convergence time 

will be considerably large, and the majority of devices will be idle. 

We performed simulations to quantify the number of clients participating for different 

report deadline values (represented by percentages of the acceptable interval of 

deadlines, as shown in Figure 4.2) in four communication protocol-usage scenarios: 

Figure 4.2: Representation of the admissible 

interval of reporting deadlines. The fastest device 

in the network determines the lower bound and 

the slowest device, the upper bound. 
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both Types using LTE; Type 0 using WiFi and Type 1 LTE; both Types using WiFi; 

and Type 0 using LTE, and Type 1 using WiFi. Type 0 specifications are inspired by 

the Google Pixel 5 [62] hardware and Type 1 by the LG K40 device [63]. 

Model Type Type 0 Type 1 

Memory BW (GB/sec) 17.06 11.92 

GLOPS 70.56 10.1 

PPW (GFLOPS/Watt) 8.82 2.02 

Table 4-2: Hardware specifications of the Types of Devices used to define the clients‘ capabilities in 

the simulations. 

 

Figure 4.3 shows the influence of both the deadline threshold value and choice of 

communication protocol on the success or failure in the training of a client 

participating in a FL round. If the network protocol is uniform among the population, 

the latency gap between the device type clusters is smaller, and a larger deadline 

threshold range can accommodate the clients. When there is communication protocol 

heterogeneity in the population, the latency gap between the clients is more 

prominent, and only a small number of deadline thresholds can accommodate more 

clients to participate in the round. Furthermore, the choice of protocol can highly 

affect the latency of a device. Notice that in Figure 4.3b, there is a swapping of client 

Type clusters in the latency cost plot, such that the clients with the weaker hardware 

now train faster than the clients with the strongest computation hardware, and are 

more able to successfully participate in a round.  

Different types of clustering were also observed. Type 0 clients usually have a more 

dense cluster than Type 1 clients, because the Type 1 model has a low rate of 

computation processing, and slight differences in the local dataset sizes cause higher 
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diversity in the latency cost values. Since the Type 1 model has a higher processing 

capability, the differences in the dataset sizes do not visibly impact the processing 

time at the plot scale. 

However, it is important to note that different results will be generated for different 

models and datasets. For a state-of-the-art Deep Learning model, where the number of 

floating operations is in the order of billions, the computation cost will probably have 

more weight in the total latency cost. 

 

Figure 4.3: Estimation of client participation for different deadline thresholds on four scenarios: (a) 

Type 0 adopting WiFi and Type 1, LTE. (b) Both types adopting WiFi usage. (c) Type 0 adopting LTE 

and Type 1 WiFi. Note the swapping of the clusters. (d) Both Types adopting LTE. 
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4.3 Impacts of heterogeneity on global ML performance 

It is intuitive that in real-world applications, hardware heterogeneity will cause the 

training failure of some clients participating in a round due to a computation failure – 

as the device was not able to finish the training before the reporting deadline – or due 

to a communication failure caused by an unreliable communication channel or low 

bandwidth for data transfer. Such training failures will harm accuracy and loss 

convergence. 

To quantify these impacts, we simulated a scenario with a population of 100 clients; 

20% of the population is formed by Type 0 clients and 80%, by Type 1 clients. It was 

possible to observe the impacts of different report deadline thresholds on the final 

values of accuracy and loss of the global model. 

Figure 4.4: Global testing metrics of a scenario with client proportions of 80% Type 1 and 20% 

Type 0. 
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Deadline Configuration Accuracy Loss 

5% 10.1 - 

10% 75.8 1.030 

15% 75.6 1.051 

65% 78.4 0.921 

80% 82.7 0.626 

95% 85 0.545 

Homogeneous 85 0.549 

Table 4-3: Global Model Testing Metrics. The values are averaged for the last ten rounds. 

 

Figure 4.4 shows the impact of the report deadline setting on convergence of the 

model. For a threshold value that equals 5% of the admissible interval, the global 

model does not converge at all, as indicated by the horizontal blue line in Figure 4.4 

(a). The deadline is so tight that only a few devices can transmit their local parameters 

to the server, not at the minimum level required to improve the model accuracy. 

As the deadline threshold increases, more clients can fully participate in each round, 

which improves both accuracy and loss global values. Notice in Figure 4.4(b) that 

even for higher threshold values, the loss function stays at ―plateau‖ levels. The 

global model only achieves similar performance as the homogeneous hardware 

scenarios when the deadline value is above 90% of the admissible deadline interval. 

Table 4-3 shows the final levels of accuracy and loss for the global model, averaged 

over the last ten rounds of simulation. Depending on the deadline, the level of 

accuracy can drop from 85% (homogeneous scenario) to 75.6% (15% threshold). We 
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also observe a considerable difference in the final loss values, which increased from 

0.549 for a homogeneous scenario to 1.051 for a 15% deadline threshold scenario. 

 

Figure 4.5: Global testing metrics for a population with an equal proportion of client types. 

 

The same simulation was performed for a scenario with an equal proportion of client 

types. The global model testing performance is shown in Figure 4.5, where we can see 

that the metrics become more similar to each other than in the 20%/80% scenario. 

With a 50%/50% distribution of device models in the population, more clients will 

participate, even for tight deadlines, and the critical minimum number of participating 

clients is easier to meet. Therefore, convergence of the model is achieved, even if the 

reporting deadline is very strict. 

4.4 Impacts of Heterogeneity on Local Metrics 

One approach to observe the impacts of hardware heterogeneity on FL is to analyze 

the distribution of the training metric values among the clients in the population.  

The assumption is that heterogeneity biases the distribution of metrics for the capable 

devices, which tend to participate more in training. One way to quantify this tendency 

is to compute the proportion of failure and participation for each device class. Figure 
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4.6 shows the failure distribution for a simulation with 20% Type 0 and 80% Type 1 

clients. For very tight deadlines, the majority of clients participating are the most 

capable in the population.  

 

This configuration introduces a bias on the training metrics, as shown in Figure 4.7(c), 

as the average accuracy and median are visibly higher for Type 0 clients than Type 1 

clients. When the deadline threshold becomes more flexible, the stragglers start to 

participate in the rounds; as shown in Figure 4.6 , the average participation of Type 1 

clients jumps from 0.56 clients to 10.19 clients for a threshold equal to 80%. For this 

level of threshold, the distribution of accuracy is similar for both types, as shown in 

Figure 4.7 (e-f).  

  

Figure 4.6: Participation/Failure of clients in different simulation scenarios. The numbers on the bars 

are their length values and represent the average of clients that participated or failed during the 

simulations. 
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This observation introduces the importance of new aggregation algorithms for 

heterogeneous federated learning. If it is not possible to loosen the reporting deadline 

too much — as in the case of real-time applications — an alternative solution is to 

implement aggregation schemes that enable a fairer distribution of training metrics 

and avoid the discrepancy in the accuracy values between the clients, as shown in 

Table 4-4. 

Deadline threshold 

(%  of interval) 

Best 10%     

(%) 

Worst 10%  

(%) 

Average       

(%) 

Variance            

(x 10
-4

) 

15 100 51.9 82.4 227 

65 100 46.2 81.4 254 

80 100 56.8 85.2 193 

95 100 51.7 85.7 237 

Table 4-4: Testing metrics among clients in a population of 100 devices. 

  

Figure 4.7: Testing accuracy distribution among client Types. (a): threshold equal to 5% of the 

admissible deadline interval. (b): 10%. (c): 15%. (d): 65%. (e): 80%. (f):  95%. In each bar, the orange 

line represents the median and the green triangle, the average. 
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4.5 Impacts of Staleness on Learning 

As shown in the previous section, the combination of heterogeneity and strict 

deadlines can cause failures in the training stage for straggler devices. This is 

considered a waste of valuable resources, especially in terms of energy: each straggler 

device consumes significant time and power to train and send its local parameters to 

the server, but since it did not meet the deadline, the data is not received by the server. 

Figure 4.8 shows the profile of wasted energy for different deadline threshold settings 

in a heterogeneous scenario with a device proportion of 20% Type 0 and 80% Type 1.  

 

As expected, tight deadlines lead to more energy wastage, since the proportion of 

failing clients is higher than when more flexible deadlines are used. As we increase 

the deadline, the energy wastage reduces by a rate that depends on how many clients 

Figure 4.8: Energy usage profile for Heterogeneous FL simulation 

scenarios with different deadline thresholds. The energy values 

represent the aggregated energy of the clients. 
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are able to train for that deadline threshold. Note that when the threshold increases 

from 10% to 65%, there is no considerable reduction in the energy wastage, because 

there is no significant change in the number of participating clients (see Figure 4.3). 

However, when we set the deadline thresholds above 65% of the admissible interval, 

the level of energy wastage is reduced enormously, due to the large number of clients 

able to participate under this threshold configuration.  

One possible solution to solve the issue of resource wastage is to enable local storage 

of training parameters. Thus, in the next round when straggler devices are selected, 

there is no need to re-train the model. The data transmitted will be the data that is 

locally stored, thus saving computation energy. Although this solution optimizes the 

energy usage, it brings a phenomenon of staleness to the federated environment: 

insertion of obsolete local parameters in the aggregation stage can lead to degradation 

of the global training metrics. A mixed-weight computation, as proposed in [27] can 

be used to reduce the impact of staleness, although this was initially designed for 

asynchronous FL. The implementation of such strategy for synchronous FL is 

summarized below: 

 The federated controller stores a failure history for each device in the 

population; 

 Based on their failure history, clients who did not have a computation or 

communication failure in their last participation are selected to train. The 

stragglers that train but cannot send their weight because they did not meet the 

deadline store their updated parameters for future transmission. Thus, the 

server will not consider their computed weights for aggregation in the current 
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round. Capable devices train normally and then send their locally updated 

parameters to the server; 

 Clients who failed in their last participation at round  send their stored 

parameters to the server, which performs some mixed-weighting computation 

to decrease the impact of staleness. 

 The server now possesses the weights sent from the capable devices that 

trained and the mixed weights computed using the straggler devices weights, 

then performs weight aggregation. 

 The updated failure history to be analyzed in the next round is computed as 

follows: 

◦ If a client trained and sent their model parameters to the server or 

transmitted their stored stale parameters, the client is considered as an 

active participant in the round (participated in the aggregation); 

◦ If a client trained but could not meet the deadline due to a computation or 

communication failure, the client is considered an inactive participant in 

the round (did not participate in the aggregation). 

We simulated different mixing-weight strategies to deal with staleness for a 

population with 80% Type 0 clients and 20% Type 1 clients. We performed each 

simulation for 300 rounds. 

We summarize the results in Table 4-5. We considered four different strategies: Hinge 

adaptive function; Polynomial adaptive function; Binary function, where the server 

drops the parameters with high staleness; and the "W/o" strategy, in which the server 
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will aggregate the stale data without any mixing strategy, which is the same as 

considering .  

Mixing 

Strategy 

Deadline threshold 

(%  of interval) 

Best 10%      

(%) 

Worst 10% 

(%) 

Average  

(%) 

Variance 

(x 10-4) 

W/o 

15 

100 35.8 71.8 327 

Hinge 90.8 29.8 63.9 301 

Poly 100 38.9 72.4 328 

Binary 99.2 33.2 70.3 368 

W/o 

80 

100 52 84.9 220 

Hinge 100 51.6 82.7 247 

Poly. 100 48.9 82.6 267 

Binary 100 46.8 80.7 275 

Table 4-5: Accuracy test for different mixing-weight strategies. Variance represents the accuracy 

variance across clients. 

 

We notice that different adaptive functions have better performance, depending on the 

level of participation/failure. 

For critical scenarios with tight deadlines, the polynomial adaptive function generally 

has better performance. However, when the deadline is more flexible, the Hinge 

function starts to generate better results in the training metrics. When the simulation is 

configured such that almost every client selected does not fail, there is no benefit in 

adopting a mixing weighting strategy, which is represented by the metric values of the 

―W/o‖ strategy when the deadline is equal to 80% of the admissible interval.  
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4.6 Impacts of Heterogeneity on Aggregation Algorithms 

In previous sections, we consider the impacts of hardware heterogeneity in the 

training and testing performance for a FL scheme using the FedAvg aggregation 

algorithm. However, since the proposal of new aggregation schemes is an active topic 

in the research community, it is worth investigating how heterogeneity can impact 

their actual effectiveness. q-FedAvg (section 2.4) is one aggregation scheme that 

searches for better fairness in ML training and is intrinsically related to heterogeneity. 

Figure 4.9 shows different accuracy convergence curves for three clients sampled 

from a population on a single homogeneous hardware simulation scenario. 

While Figure 4.9(a) presents ―a well-behaved‖ curve converging to 1.0, Figure 4.9(b) 

and Figure 4.9(c) exhibit curves with high levels of fluctuation and poor accuracy 

performance. 

q Best 10% (%) Worst 10% (%) Average (%) Variance (x10
-4

) 

0 (FedAvg) 100 70.8 92.8 102 

0.0008 100 72.3 93.5 93  

0.001 100 72.3 93.4 94 

0.01 100 71.6 92.8 92 

2.0 100 47.6 81.2 271 

Table 4-6: Results for tuning simulations 
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This performance difference can also be observed in the individual loss functions of 

such clients. Client 27 presents a decreasing loss function, as shown in Figure 4.9(d), 

but the losses in Clients 33 and 85 do not converge towards 0 and present a high level 

of noise. 

The source for this performance discrepancy may be the data heterogeneity caused by 

the non-IID configuration of the federated dataset. In search of a fair distribution of 

the metrics, we ran some tuning simulations with q-FedAvg to identify a value for q 

from the set q={0.0008,0.001,0.01,2.0} that would generate the best distributions. 

Table 4-6 shows the testing metrics obtained for each value of q. Small values of q led 

to small changes in the accuracy and small reductions in the variance, as expected. 

For large values of q, however, there is a dramatic drop in the accuracy and the 

variance increases, instead of decreasing. Figure 4.10 shows the algorithm is not able 

to ―push‖ the accuracy of the outliers towards higher levels. 

Figure 4.9: Individual testing performance metrics for some clients. (a)-(c): individual accuracy 

convergence; (d) loss function convergence among the clients. 
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Figure 4.11: Individual performance metrics from three clients for training with the q-FedAvg 

aggregation algorithm (q=2). 

 

Running a simulation scenario with q-FedAvg, we notice that the algorithm tries to 

make the metrics more uniform among the clients. As shown in Figure 4.11, the client 

33 and 85 accuracy convergence curves are more stable. Notice, however, that the 

convergence is slower for client 27, which is expected for this aggregation algorithm. 

Although the metrics present lower levels of noise, there are still considerable 

differences among them, as shown in Figure 4.11(d), where the final values of the loss 

function on the clients remains distinct. 

Figure 4.10: Accuracy distribution among clients for different q-parameters of q-FedAvg. 
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Table 4-7 shows the effectiveness of q-FedAvg for different heterogeneous scenarios, 

compared with a standard homogeneous scenario. We set a simulation environment 

with a population size of 100 clients, with 20% Type 0 and 80% Type 1 clients. The 

training took 1000 rounds, a considerably higher number than in the previous 

simulations because q-FedAvg has slower convergence than FedAvg for some cases 

[31]. Then, we considered the final testing values to compare the performance of the 

different deadline thresholds scenarios. Based on the tuning simulations for 

homogeneous hardware settings, q=0.0008 was chosen as it simultaneously decreased 

the variance and increased the average accuracy. 

Scenario 

Best 10%        

(%) 

Worst 10%    

(%) 

Average         

(%) 

Variance        

(x10
-4

) 

Homog. FedAvg 100 70.8 92.8 102 

Homog. q-FedAvg 100 72.3 93.5 93 (↓8.82 %) 

FedAvg 15% th 100 59.7 88.5 163 

q-FedAvg 15% th 100 60.3 87.2 169 

FedAvg 65% th. 100 61.7 88.5 143 

q-FedAvg 65% th. 100 62.8 88.6 140 (↓2.09 %) 

Table 4-7: Testing performance metrics for q-FedAvg under different heterogeneity scenarios 

(q=0.0008). 

 

The effectiveness of q-FedAvg degrades for heterogeneous hardware scenarios where 

not all clients are able to participate. When the deadline threshold is 65%, the variance 

reduction drops to 2.09% and for more tight deadlines, the variance increases rather 

than reducing. 
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The claims that q-FedAvg achieves a variance reduction in the order of 45% [31] 

were not observed in any simulated scenario. Two factors may contribute to this 

observation: first, the main results of q-FedAvg were originally obtained from training 

on IID datasets. Thus, no data heterogeneity is considered under non-IID data; 

furthermore, q-FedAvg was not tested on hardware-heterogeneous scenarios. All of 

the results obtained with this algorithm were achieved under the consideration of 

homogeneous hardware devices on the client-side. 

4.7 Summary 

In this chapter, we explored different ways to analyze the impact of heterogeneity on 

the performance of FL tasks. The results obtained show how the developed platform 

can help to observe the effects of heterogeneity on the effectiveness of FL algorithms.  

Hardware heterogeneity can impact the performance of FL models at both the global 

and local level. Generally, there is an accuracy drop when we consider heterogeneity 

in the federated environment. Also, the metrics are found to be biased towards the 

most capable devices, since they are more likely to participate in the training than the 

straggler devices. We also observed that the level of bias is dependent on the 

reporting deadline setting. If we set a more flexible deadline, this bias is decreased, 

but the global convergence time will increase due to server-waiting. 

It is important to notice that heterogeneity can degrade the effectiveness of state-of-

the-art strategies to optimize FL performance. When considering stale data in the 

aggregation stage, we applied mixing-weight strategies to mitigate the effects of 

staleness on the learning convergence. We observed that the effectiveness of the 

mixing strategies is dependent on the level of client participation in the training 

rounds. Different strategies have the best performance depending on the report 
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deadline setting. Furthermore, new aggregation schemes that aim to promote more 

fairness in FL, like q-FedAvg, suffer performance degradation due to heterogeneity at 

the data and hardware levels.  

These observations suggest that the proposal of new FL algorithms must consider the 

diverse impacts of heterogeneity to prove their effectiveness. Otherwise, the 

deployment of FL algorithms in real-world solutions will be unfeasible. 
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Chapter 5 - Conclusion  

5.1 Summary 

In this thesis, we focused on developing a tool that observes how heterogeneity can 

impact the performance of Federated Learning tasks. We were able quantify those 

impacts through the implementation of a simulator platform that is aware of the 

hardware resources of the devices participating in the FL.  

The platform was designed following implementation principles that provide the level 

of flexibility required by the developers who would use it. Based on analytical models 

to compute the costs associated with training on the edge, rather than directly relying 

on ML execution benchmarks, the platform can quantify the costs associated with any 

device, given that the hardware specifications are informed. 

Supporting Aspect This Work Previous Work [21] 

Reporting Deadline     

Computation Latency     

Communication Latency     

Computation Power            X 

Communication Power            X 

Communication Protocols    X 

Table 5-1: Summary of the aspects supported by the platform. 
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The data generated by the platform can quantitatively indicate the impacts of 

heterogeneity on crucial ML performance metrics, at both the global level (that 

considers a ML model running on the server) and client-level perspective. Those 

metrics can be further integrated with the training costs associated with latency and 

power consumption, to provide the building blocks for comprehensive analysis of the 

effectiveness of FL algorithms on scenarios where heterogeneity exists — which is 

the standard configuration of real-world deployment scenarios. 

5.2 Future Research Work 

Federated Learning is a broad research topic and still in development. New algorithms 

are being proposed to improve privacy, performance, and resource optimization, so 

that deployment of FL will become feasible. This thesis makes contributions in the 

field of software tools to facilitate the design of new FL algorithms in more realistic 

scenarios. The results obtained with the developed platform highlight the importance 

of resource-awareness in distributed ML paradigms designed to be executed in edge 

devices, and confirm the need for continued further development in this direction. In 

particular, we can consider the following research paths: 

1. Inspired by the orchestration mechanism that exists in Edge/Fog/Cloud 

computing simulators, the Federated Controller can be an active agent in the 

FL training process. Optimization strategies based on Game Theory and AI 

can be adopted, so that the Federated Controller dynamically changes the 

training configurations to find the optimum trade-off points between target 

metrics. One example is to dynamically modify the reporting deadline value 

during training, so that the learning process achieves a balance between 

accuracy and global convergence time, or accuracy and energy usage. 
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2. The success of FL as a deployment paradigm for distributed ML highly relies 

on the development of efficient ML training strategies on the edge. Novel 

paradigms such TinyML [64], [65] and ML models designed for mobile 

hardware e.g., MobileNET [66]) are attracting attention to the importance of 

ML execution on the edge. However, in the literature, the specific topic of 

training on the edge still lacks objective methods to execute the deployment of 

this task. 
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APPENDIX 

A. Lenet-5 Model 

The original LeNet model proposed in [59] has the layer configuration shown in 

Table 7-1 

 

Layer 

Feature Map 

depth 

Size 

Kernel 

Size 

Stride Activation 

Image input 1 32x32 - - - 

Convolution 6 28x28 5x5 1 tanh 

Average 

Pooling 
6 14x14 2x2 2 - 

Convolution 16 10x10 5x5 - tahn 

Average 

Pooling 
16 5x5 2x2 2  

Dense 120  - - - tahn 

Dense 84 - - - tahn 

Output 10 - - - Softmax 

Table 7-1: LeNet layer specifications 
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Notice that after the last pooling layer, a flattening process converts the 3D feature 

maps to a 1D vector that is connected to the 120-neuron layer. 

The modified version used in the simulation is configured as shown in Table 7-2. 

Layer 

Feature Map 

depth 
Size 

Kernel 

Size 
Stride Activation 

Image input 1 32x32 - - - 

Convolution 6 30x30 3x3 1 ReLu 

Average 

Pooling 

6 15x15 2x2 2 - 

Convolution 16 13x13 3x3 - ReLu 

Average 

Pooling 

16 6x6 2x2 2  

Dense 120  - - - ReLu 

Dense 84 - - - ReLu 

Output 10 - - - Softmax 

Table 7-2: Modified LeNet layer specifications 
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