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Hatem Ltaief, David E. Keyes, and Marc G. Genton∗
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Abstract

As spatial datasets are becoming increasingly large and unwieldy, exact infer-
ence on spatial models becomes computationally prohibitive. Various approximation
methods have been proposed to reduce the computational burden. Although compre-
hensive reviews on these approximation methods exist, comparisons of their perfor-
mances are limited to small and medium sizes of datasets for a few selected methods.
To achieve a comprehensive comparison comprising as many methods as possible, we
organized the Competition on Spatial Statistics for Large Datasets. This competi-
tion had the following novel features: 1) we generated synthetic datasets with the
ExaGeoStat software so that the number of generated realizations ranged from 100
thousand to 1 million; 2) we systematically designed the data-generating models to
represent spatial processes with a wide range of statistical properties for both Gaus-
sian and non-Gaussian cases; 3) the competition tasks included both estimation and
prediction, and the results were assessed by multiple criteria; and 4) we have made all
the datasets and competition results publicly available to serve as a benchmark for
other approximation methods. In this paper, we disclose all the competition details
and results along with some analysis of the competition outcomes.

Keywords: Gaussian processes, Matérn covariance function, parameter estimation, pre-

diction, Tukey g-and-h random fields

1 Introduction

With the development of better observing techniques and advanced computing devices, it

has become easier and more common to obtain large spatial datasets. Therefore, statistical
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inference in spatial statistics has become computationally challenging. For decades, various

approximation methods have been proposed to model and analyze large-scale spatial data

when the exact computation is infeasible. However, in the literature, the performance of

the statistical inference using those proposed approximation methods has generally been

assessed with small and medium datasets only, for which the exact solution can be obtained.

However, for large real-world datasets, the exact computation is no longer feasible. The

inference with approximation methods is typically validated empirically or via prediction

accuracy with the fitted model.

Motivated by the challenge to compare the statistical and computational efficiency of

different approximation methods, several pioneering works were triggered. Englund (1990)

performed a very early research investigating the inference performance from different spa-

tial models. The study used the Walker Lake dataset (Srivastava, 1987) in two areas with

tens of thousands of data points, and they observed considerable variability in the inter-

polation results from the different spatial models. Bradley et al. (2016) reviewed various

spatial predictors, including both deterministic and stochastic approaches, and applied

them to satellite measurements of CO2. Datasets of three different sizes were studied (the

largest one comprised tens of thousands of observations), and the assessment of the dif-

ferent methods relied on the prediction error. Heaton et al. (2019) mainly focused on the

Gaussian Process (GP) and proposed a competition in which research groups used their

selected approximation methods of GP or other model-free algorithmic approaches to make

predictions for both a simulated and real-world dataset. Both datasets consisted of 150,000

realizations. The covariance of the simulated data from GP was known and disclosed to

the competition participants; the real-world data consisted of land surface temperatures

measured by satellites for which the true underlying covariance was unknown. The perfor-

mance was examined based on the prediction error or the predictive distribution. Wikle

et al. (2017) discussed the design of a common task framework to compare different meth-

ods. In addition, they developed a website so that researchers could upload their prediction

scripts to the website server for the NASA OCO-2 data, and then the associated prediction

performance would be published on the website leaderboard.
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Inspired by these works, we organized a competition, the Competition on Spatial Statis-

tics for Large Datasets (https://cemse.kaust.edu.sa/stsds/2021-kaust-competition-

spatial-statistics-large-datasets), to involve more recent methodologies and over-

come weaknesses existing in previous studies. Compared to previous competitions or com-

parison works, our competition has the following key features:

• We were able to generate synthetic spatial datasets where we know the true process

with size on a much larger scale, ranging from 100 thousand to 1 million realizations,

thanks to the ExaGeoStat (Abdulah et al., 2018a) software (https://github.com/

ecrc/exageostat). With the simulated large dataset, we could better understand

the statistical efficiency of different methods.

• The datasets were simulated from various spatial models, including both Gaussian

and non-Gaussian process models. For GP models, the datasets were simulated with

Matérn covariance functions for a selected set of parameters, representing a wide

range of statistical properties of the spatial random field. The non-Gaussian spatial

datasets were generated by Tukey g-and-h random fields (Xu and Genton, 2017),

which generalize GP to account for skewness and heavy tails.

• The competition tasks included both estimation and prediction. It is insightful to

examine the extent of departure of a model inferred by GP approximation methods

from the truth. One sub-competition focused on assessing the model misspecification,

where we used as criteria the Mean Loss of Efficiency (MLOE) and Mean Misspeci-

fication of the Mean Square Error (MMOM), both proposed by Hong et al. (2021).

For sub-competitions focusing on predictions, the Root Mean Square Error (RMSE)

was used to evaluate the prediction accuracy.

• We shared all the prepared datasets and competition results in a public repository.

Future approximation methods for large spatial datasets can use these datasets as

benchmark data and compare their performance with existing methods. In addi-

tion, we also posted the model parameter estimate results and predictions with exact

computation by ExaGeoStat, which can be referenced as exact inference results.
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The competition was launched on November 23, 2020, and attracted 29 research teams

worldwide to register. These registered teams included active researchers in the spatial

statistics community. The competition ended on February 1, 2021, and 21 teams success-

fully submitted their results; see Table S1 in the Supplementary Material for details about

the teams that submitted their results.

The rest of the paper is organized as follows: In Section 2, we provide an overview of

the competition. In Section 3, we briefly discuss the methods used in the competition by

the participating teams. In Section 4, we show details of the competition results with some

analysis. In Section 5, we conclude and give final remarks.

2 Overview of the Competition

In this section, we give a brief overview of the ExaGeoStat software framework and how it

was used to generate the datasets in this competition as well as a detailed description of

the four sub-competitions, which focused on either the model inference of a zero-mean GP

or the spatial prediction.

2.1 ExaGeoStat Software in the Competition Preparation

The heart of this competition was ExaGeoStat, a C-based high-performance software for

geospatial statistics in climate and environment modeling (Abdulah et al., 2018a). Exa-

GeoStat provides a High-Performance Computing (HPC)-tailored framework that is able

to maximize the utilization of cutting-edge parallel hardware architectures with the aid

of state-of-the-art high-performance dense linear algebra libraries. Thus, this software is

able to tackle the scaling limitations of the Maximum Likelihood Estimation (MLE) and

prediction operations, i.e., O(n2) memory complexity and O(n3) computation complexity,

where n represents the number of spatial locations.

Figure 1 illustrates the set of software libraries that ExaGeoStat relies upon to enable

its HPC capabilities. The MLE optimization is performed using the NLOPT optimization

library (Johnson, 2014), which aims to maximize the likelihood function by using different
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Figure 1: ExaGeoStat software layers for geostatistics applications: NLOPT optimization

library, parallel linear solvers libraries, dynamic runtime systems, programming drivers on

shared and distributed memory architectures.

sets of statistical model parameters based on the given covariance function. Furthermore,

to perform the underlying linear matrix operations, ExaGeoStat relies on state-of-the-art

high-performance linear algebra libraries, specifically, Chameleon (CHAMELEON, 2021)

and HiCMA (HICMA, 2021). These are tile-based high-performance linear algebra libraries

that rely on task-parallel programming models instead of the less efficient block-based

algorithms. The HiCMA library is the hierarchical approximation version of the Chameleon

dense library.

Generally, the tile-based algorithms split a given matrix into a set of tiles to perform the

required matrix operations and maximize utilization of the underlying hardware resources.

The numerical algorithm is translated into a Directed Acyclic Graph (DAG), where the

nodes represent tasks and the edges represent data dependencies (e.g., read, write, and

read-write) where runtime systems, e.g., StarPU and PaRSEC, can be used to schedule

the DAG tasks across different hardware resources, ensuring that the data dependencies

rules predefined by the user are not violated. More detail about task-based MLE operations

and ExaGeoStat can be found in Abdulah et al. (2018a,b) and Abdulah et al. (2019).

The ExaGeoStat software has three main components: a synthetic data generator, a

modeling tool, and a predictor. The synthetic data generator provides a reference set
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of synthetic measurements and locations, which generates test cases of prescribed size for

standardized comparisons with other methods. This tool facilities the quality assessment of

any proposed approximation method across a wide range of datasets with different features.

The modeling tool can compute the MLE function through computation methods that vary

from exact to approximate (see Figure 1). The ExaGeoStat predictor aims to predict a set of

unknown measurements at new spatial locations. In Abdulah et al. (2019), the capabilities

of ExaGeoStat were exported to the R environment (R Core Team, 2019) through the

ExaGeoStatR package. With ExaGeoStatR, large-scale Gaussian calculations in R are now

possible by mitigating its memory and computing limitations. The ExaGeoStatR package

provides the same functionality of the ExaGeoStat software through a set of R functions

that abstract the underlying hardware architecture to a set of input-parameters.

In the following sections, we elaborate on the set of synthetic datasets that were used in

this competition and generated using the ExaGeoStat data generator. The datasets were

generated with different true parameters and dataset sizes. We also used the ExaGeoStat

modeling and predictor tools to provide exact estimations and predictions of the given

Gaussian datasets as benchmarks for the solutions submitted by the participants.

2.2 Datasets Used in the Competition

First, we generated 16 datasets, denoted by Dataset G1 – G16, from different zero-mean

stationary isotropic GP Z(s) at one million locations in the unit square [0, 1]× [0, 1] with

ExaGeoStat. The Matérn covariance was used:

cov
{
Z(si), Z(sj)

}
= σ2 21−ν

Γ(ν)

(‖si − sj‖
β

)ν
Kν

(‖si − sj‖
β

)
+ τ 2

1{i=j}, (1)

where cov
{
Z(si), Z(sj)

}
is the Matérn covariance between realizations of Z(·) at locations

si and sj, Kν(·) is the modified Bessel function of the second kind of order ν, Γ(·) is the

Gamma function, and 1 is the indicator function. The four parameters determining the

covariance structure are: the partial sill σ2, the range β > 0, the smoothness ν > 0, and

the nugget τ 2.

The covariance setup of Datasets G1 – G8 is given in Table 1, which also shows the

effective range (the distance beyond which the covariance drops below 5%) for each dataset
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covariance. The partial sill parameter controls the common variability and can be easily

scaled. Therefore, we did not vary it but fixed it as σ2 = 1.5. We chose three values, 2.3,

1.5, and 0.6, to consider different smoothness scenarios from smooth to rough. With the

selected smoothness parameter, we also varied the range parameter such that the resulting

effective range matched 0.1, 0.3, and 0.8 for weak, medium, and strong dependence. We did

not include the long-range and smoothest case because we found that it leads to numerical

instability issues due to the covariance matrix near-singularity problem. Datasets G9 –

G16 have the same covariance structures as Dataset G1 – G8, respectively, except that all

the nugget parameters are 0.27, indicating a 18% noise-to-signal ratio (see Table 1). Thus,

Datasets G1 – G16 cover a broad variety of covariance properties.

Table 1: Covariance setup for Datasets G1 – G16.

Dataset σ2 β ν τ 2 Effective range

G1/G9 1.5 0.017526 2.3 0 (for G1), 0.27 (for G9) 0.1

G2/G10 1.5 0.021080 1.5 0 (for G2), 0.27 (for G10) 0.1

G3/G11 1.5 0.030933 0.6 0 (for G3), 0.27 (for G11) 0.1

G4/G12 1.5 0.052579 2.3 0 (for G4), 0.27 (for G12) 0.3

G5/G13 1.5 0.063240 1.5 0 (for G5), 0.27 (for G13) 0.3

G6/G14 1.5 0.092798 0.6 0 (for G6), 0.27 (for G14) 0.3

G7/G15 1.5 0.168639 1.5 0 (for G7), 0.27 (for G15) 0.8

G8/G16 1.5 0.247462 0.6 0 (for G8), 0.27 (for G16) 0.8

To account for non-Gaussian datasets, we used the Tukey g-and-h random fields (Xu

and Genton, 2017), which generalize GP to account for skewness and heavy tails. More

precisely, for the generated GP Z(s), the Tukey g-and-h random process T (s) was defined

by marginal transformation at each location s as follows:

T (s) = ξ + ω ×
exp

(
gZ(s)

)
− 1

g
× exp

(
hZ2(s)

2

)
,

where ξ and ω are the location and scale parameters, respectively, g controls the skew-

ness, and h ≥ 0 determines the tail-heaviness. We chose two sets of values g and h to
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consider random processes with medium and strong departure from GP. The parameters

used to generate the two non-Gaussian datasets, denoted by Datasets NG1 and NG2, are

summarized in Table 2.

Table 2: Parameters used to generate Datasets NG1 and NG2.

Dataset ξ ω g h σ2 β ν τ 2

NG1 1 2 0.2 0.2 1 0.1 1 0

NG2 1 2 0.5 0.3 1 0.1 1 0

2.3 Details of Sub-Competitions

The first sub-competition (Sub-competition 1a) was about examining the ability of different

methods to infer the correct GP model on a moderately large dataset. We chose 90,000

realizations in each of Datasets G1 – G16 and asked the participating teams to estimate the

four parameters σ2, β > 0, ν > 0, and τ 2. The metrics used to evaluate the performances

are MLOE and MMOM (Hong et al., 2021) across different datasets. MLOE characterizes

the average loss of prediction efficiency when the approximated model is used for predictions

instead of the true model. MMOM characterizes the average misspecification of the mean

square error when calculated under the approximated model. Details of MLOE and MMOM

are given in Section S3 in the Supplementary Material.

The second sub-competition (Sub-competition 1b) was about assessing spatial predic-

tion performance on a moderately large dataset generated from a GP model. For each

of Datasets G1 – G16, we gave 10,000 new locations to participating teams and asked

them to predict over these locations conditional on the 90,000 realizations provided in

Sub-competition 1a. RMSE was used to evaluate the prediction accuracy.

The third sub-competition (Sub-competition 2a) focused on prediction for non-Gaussian

data, where we asked participating teams to predict over 10,000 new locations conditional

on 90,000 realizations for each of Datasets NG1 and NG2.

The fourth sub-competition (Sub-competition 2b) was about modeling much larger

datasets. One Gaussian dataset (Dataset G5) and one non-Gaussian dataset (Dataset
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NG1) were chosen. We increased the conditional data size to a very large number, 900,000,

and the participating teams needed to predict over 100,000 new locations.

A summary of the four sub-competitions is given in Table 3. The teams could choose

to participate in one or more sub-competitions, and we used separate rankings for each of

the four sub-competitions because each sub-competition had its own emphasis. We also

allowed and encouraged participating teams to have more than one submission if they used

different methods to solve the given problems. The participating teams were not informed

whether the data were Gaussian or not in Sub-competitions 2a and 2b.

Table 3: Summary of the four sub-competitions.

Sub-

competition
Task True data model Metric Data size

1a
GP

estimation
GP

MLOE &

MMOM
90,000

1b prediction GP RMSE
predict 10,000

conditional on 90,000

2a prediction
non-GP

(Tukey g-and-h)
RMSE

predict 10,000

conditional on 90,000

2b prediction
GP & non-GP

(Tukey g-and-h)
RMSE

predict 100,000

conditional on 900,000

Ideally, we would have replicates of the datasets for each setting to better assess the

methods. However, the problems proposed here in this competition were of very big size;

therefore, replications of the model inference and prediction would require too many com-

putational resources for the participating teams. For this practical reason, we used only

one dataset for each setting.

It is also noteworthy that the final ranks were computed based on the determined rule

in the competition, which was that we applied equal weights to the rank rather than the

assessing metric in each dataset (discussed in detail in Section 2.4). This means that if one

team had an extremely poor estimation or prediction for one dataset, a good performance
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in another dataset would still be able to compensate. However, had the submissions been

assessed using a different rule, such as the mean of all metrics across different datasets,

then the final ranking of submissions may be different.

2.4 Assessment

We assessed and assigned the rank for each team in each sub-competition as follows.

In Sub-competition 1a, we let K(1a) denote the total number of different submissions

for Sub-competition 1a, and Pki1, Pki2, k = 1, . . . , K(1a), i = 1, . . . , 16, denote the absolute

MLOE and absolute MMOM from submission k for dataset i, respectively. Then, for each

dataset i and metric j = 1, 2, we sorted Pkij, k = 1, . . . , K(1a) in ascending order and

assigned rank R
(1a)
kij to each submission (the averaged rank was used for ties). The final

score for submission k in Sub-competition 1a was calculated as S
(1a)
k =

16∑
i=1

(
R

(1a)
ki1 +R

(1a)
ki2

)
,

and the final rank was assigned by sorting S
(1a)
k in ascending order (the averaged rank was

used for ties).

For Sub-competitions 1b, 2a, 2b, we let K(cmp) denote the total number of different

submissions for Sub-competition cmp (i.e., cmp = 1b, 2a, or 2b) and let the RMSE from

submission k for dataset i be denoted by RMSE
(cmp)
ki , k = 1, . . . , K(cmp), i = 1, . . . , 16 when

cmp = 1b and i = 1, 2 when cmp = 2a or 2b. For each dataset i, we sorted RMSE
(cmp)
ki , k =

1, . . . , K(cmp) in ascending order and assigned rank R
(cmp)
ki to each submission (the averaged

rank was used for ties). The final score for submission k in Sub-competition cmp was

calculated as S
(cmp)
k =

16∑
i=1

R
(cmp)
ki , and the final rank was assigned by sorting S

(cmp)
k in

ascending order (the averaged rank was used for ties).

2.5 Results

The full competition results for each submission are given in Table S2 in the Supplementary

Material. Many approximation methods were used, and we provide a brief summary of

them in Section 3. To highlight the top performers, the top three submissions in each

sub-competition (four submissions in Sub-competition 2a due to a tie among three teams
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for the second place) are as follows, with the best scoring team listed first:

• Sub-competition 1a: [1] SpatStat-Fans, [2] GpGp, [3] RESSTE(CL/krig)

• Sub-competition 1b: [1] RESSTE(CL/krig), [2] HCHISS, [3] Chile-Team

• Sub-competition 2a: [1] RESSTE(Tukey-g-h-trans-GPGP), [3] GpGp(quick), [3] HMa-

trix, [3] RESSTE (nonpara-trans-GPGP)

• Sub-competition 2b: [2] RESSTE(nonpara-trans-GPGP), [2] RESSTE(Tukey-g-h-

trans-GPGP), [2] Tohoku-University

Besides the competition submissions, we also used ExaGeoStat to see the rank of the

exact computations in Sub-competitions 1a and 1b. The augmented top lists for Sub-

competitions 1a and 1b are show in Table 4, where “ExaGeoStat(estimated-model)” in

Sub-competition 1a means that we used ExaGeoStat to estimate the Matérn covariance

parameters by maximizing the full likelihood with exact computation; in Sub-competition

1b, it means that we used the associated estimated model to make predictions with exact

computation. “ExaGeoStat(true-model)” in Sub-competition 1b means that the prediction

was made using the true model with exact computation by ExaGeoStat.

Table 4: Results for Sub-competitions 1a and 1b with submissions from ExaGeoStat.

Sub-competition Submission Score Rank

1a

ExaGeoStat(estimated-model) 154 1

SpatStat-Fans 156 2

GpGp 186 3

RESSTE(CL/krig) 229 4

1b

ExaGeoStat(true-model) 72 1

RESSTE(CL/krig) 78 2

ExaGeoStat(estimated-model) 79 3

HCHISS 93 4

Chile-Team 113 5

11



We observe that ExaGeoStat(estimated-model) managed to find the closest model to

the truth in Sub-competition 1a, but the prediction performance is slightly worse than

RESSTE(CL/krig) in Sub-competition 1b. This suggests that using a model closer to

the truth does not guarantee a more accurate point-prediction performance for a given

realization. However, ExaGeoStat(estimated-model) should yield the best predictions on

average among other approximation methods over multiple realizations of a spatial process.

When the true parameter values were used for prediction (ExaGeoStat(true-model)), the

score reduced from 79 to 72, the best achieved in Sub-competition 1b.

3 Overview of Methods Used in the Competition

In this section, we do not intend to provide an exhaustive literature review of existing

approximation methods. Instead, we briefly discuss the methods used by participants in

the competition. A detailed literature review can be found in Sun et al. (2012) and Heaton

et al. (2019).

• Composite likelihood methods approximate the joint likelihood as a weighted

product of a collection of component likelihoods (Varin et al., 2011). For example,

Vecchia’s approximation framework uses a series of conditional likelihoods where the

conditioning sets are chosen sparsely (Vecchia, 1988). Pairwise likelihood methods

take the likelihoods of each pair of observations as the component likelihoods (Varin,

2008). Therefore, each component in the composite likelihood can be obtained with

fewer computations. Teams Among-Stats, Chile-Team, ExtStat, GpGp, HCHISS,

RESSTE, etc., submitted results with composite likelihood approximation methods.

• Low-rank approximation methods generally project the entire random process to

a certain low-dimensional space and use the low-rank representation as a surrogate to

approximate the original process. For example, predictive processes (Banerjee et al.,

2008) place knots in the spatial domain, and the expectation of the original process

conditional on the realizations on the knots is used as the substitute. Fixed rank

kriging (Cressie and Johannesson, 2008) uses a small number of basis functions to
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represent the process so that the precision matrix can be obtained by inversion of

a matrix with a much smaller dimension. Teams utilizing low-rank approximation

methods in the competition are ExtStat, UOW, etc.

• Another direction is approximating the covariance or the precision matrix

with sparse structure so that the computation becomes feasible. Covariance ta-

pering (Furrer et al., 2006; Kaufman et al., 2008) multiplies a correlation function

with compact support to the original covariance function so that the correlation of

distant locations is shrunk to zero, and sparsity is induced in the covariance matrix.

For the precision matrix, the Gaussian Markov random fields naturally yield a sparse

structure in the precision matrix (Rue et al., 2009). Team ExtStat submitted results

using this technique.

• Combinations or extensions of different approaches are also possible. Hi-

erarchical matrix methods (Litvinenko et al., 2019) apply the hierarchical matrix

approximation format to the covariance matrix. Then, the off-diagonal blocks of the

covariance matrix are represented with low ranks so that the covariance matrix can

be inverted with a lower computational cost. Team HMatrix submitted results by

this approach. A full-scale approximation of covariance functions (Sang and Huang,

2012) combines covariance tapering and predictive process models to account for

small- and large-scale spatial dependence at the same time. Team SpatStat-Fans

used this method. Multiresolution approximation (Katzfuss, 2017) is an extension

of predictive processes or the full-scale approximation, where basis functions with

a hierarchical structure are used to capture spatial dependence at different scales.

Teams Colorado-School-of-Mines and GPvecchia had submissions with this method.

Nearest-Neighbor Gaussian Processes (Datta et al., 2016) extend the Vecchia approx-

imation to a process-based model so that the parameters are estimated and predic-

tions are made with a unifying framework. Teams ExtStat and NNGP applied this

approach in their submissions.

Here, we provide brief descriptions and settings for the top teams in the competition.
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For the GP model inference problem in Sub-competition 1a, SpatStat-Fans applied

the smoothed full-scale approximation method where the entire domain is partitioned into

10 × 10 regular rectangular blocks, and the knot set is on a 20 × 20 grid. GpGp sub-

sampled 30, 000 observations and then used Vecchia’s approximation conditional on 30

nearest neighbors by the R package GpGp (Guinness et al., 2021). RESSTE(CL/krig) used

composite likelihoods to find the optimal covariance parameter estimates.

For the GP prediction problem in Sub-competition 1b, RESSTE(CL/krig) used plug-in

kriging predictors with the inferred parameters by composite likelihoods. HCHISS used

kriging conditional on 1, 000 nearest neighbors with covariance parameters estimated by

Vecchia’s approximation. Chile-Team used kriging conditional on 800 nearest neighbors

with covariance parameters estimated by Gaussian conditional pairwise likelihood.

For the non-Gaussian or very large prediction problem, RESSTE(Tukey-g-h-trans-GPGP)

and RESSTE(nonpara-trans-GPGP) in Sub-competitions 2a and 2b applied the Tukey g-

and-h transformation and a non-parametric transformation so that the transformed data

are approximately Gaussian, respectively, and then used the R package GpGp for Gaussian

predictions. HMatrix in Sub-competition 2a used hierarchical matrix approximation for

the covariance matrix with accuracy 10−6. GpGp(quick) in Sub-competition 2a used the

“matern nonstat var” covariance function in the R package GpGp, where 50 basis functions

were used to represent the spatially varying covariance function and the covariance param-

eters were estimated by 10, 000 random samples with 20 conditional neighbors; then, the

prediction was carried out by kriging with 30 conditional neighbors. Tohoku-University in

Sub-competition 2b used covariance tapering in which the Matérn covariance function of

the GP was applied with parameters estimated by cross-validation.

More details of the methods used by the top teams in each sub-competition will be

provided by the discussants of the paper.

4 Competition Result Analysis

In this section, we provide more details about the competition results. Figure 2 illus-

trates the parameter estimates submitted by all the teams in Sub-competition 1a as well
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as ExaGeoStat with exact computation for comparison. We highlight the results of Ex-

aGeoStat and the top three performers in Sub-competitions 1a (SpatStat-Fans, GpGp,

RESSTE(CL/krig)) and 1b (RESSTE(CL/krig), HCHISS, Chile-Team). Note that the

submission RESSTE(CL/krig) was among the top three in both sub-competitions. All

submissions except HCHISS succeeded in estimating the nugget parameters very precisely.

We observe that the parameter estimation was generally more difficult when the process

was smoother (larger smoothness parameter) and had stronger dependence (larger effec-

tive range). In such cases, the partial sill and range parameter estimates from different

submissions differed the most. For comparison purposes, we also show the model infer-

ence results of submissions HCHISS and Chile-Team, which ranked the 2nd and 3rd in

Sub-competition 1b, respectively. However, we notice that their model estimates were not

as good as SpatStat-Fans, GpGp, and RESSTE(CL/krig). Even though ExaGeoStat had

the most accurate estimate overall, we note that for datasets G15 and G16, ExaGeoStat

with exact computation tended to overestimate the partial sill and range. SpatStat-Fans

and RESSTE(CL/krig) showed patterns similar to the exact computation results, but the

estimates obtained by GpGp were more accurate and closer to the truth. Figure S1 in

the Supplementary Material illustrates the absolute MLOE and MMOM, where we observe

that GpGp indeed had smaller absolute MLOE and MMOM for datasets G15 and G16.

The likelihood values at the estimated parameters can also be used for comparison. We

used ExaGeoStat to calculate the exact loglikelihood when the parameter estimates from

the submissions were plugged in. Figure S2 in the Supplementary Material depicts the

loglikelihood from the submissions minus the loglikelihood with the true parameters. For

those methods that had a smaller loglikelihood, such as Chile-Team and HCHISS, it means

that they failed to find the maximizers of the likelihood due to approximation. Those

with higher values, such as ExaGeoStat and SpatStat-Fans, may have obtained the optimal

estimates for the given dataset.

Figure 3 shows the RMSE from different submissions for each dataset in Sub-competition

1b. We highlight the same submissions as we discussed before for Sub-competition 1a, in-

cluding the top three submissions in Sub-competitions 1b and 1a. In addition, we used
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Figure 2: Boxplots of parameter estimates from all teams in Sub-competition 1a (outliers

are not shown for clarity). The true values and estimates by ExaGeoStat, SpatStat-Fans,

GpGp, RESSTE(CL/krig), Chile-Team, and HCHISS are highlighted. The legend order of

the highlighted submissions (except the truth) follows their ranks in Sub-competition 1a.

Datasets G9 – G16 share the same covariance structure as G1 – G8, respectively, except

with a nugget.

ExaGeoStat to make predictions with exact computation using the true parameters and

the estimates by ExaGeoStat in Sub-competition 1a, and the corresponding RMSEs are

also given and highlighted. In the top panel of Figure 3, we use boxplots to summarize

the overall prediction performance for different datasets. Because the RMSE from the top

teams in Sub-competitions 1a and 1b cannot be differentiated well using the boxplot scale,

we also show their RMSE with bar charts in the bottom panels of Figure 3 for better com-

parisons among these top teams. We observe that the RMSE was generally larger when the

nugget existed because the data had a higher level of noise. It is noteworthy that the top

performers in Sub-competition 1a, SpatStat-Fans and GpGp, succeeded in finding excellent

parameter estimates. However, their better-inferred models did not lead to better overall
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Figure 3: Boxplots of RMSE from all submissions in each dataset in Sub-competition 1b.

ExaGeoStat predictions with the true parameters and estimated parameters by ExaGeoStat

in Sub-competition 1a are also given. In the legend, the highlighted submissions are listed in

order of their rank in Sub-competition 1b. RMSE from the top teams in Sub-competitions

1a and 1b is highlighted and shown in the bar charts. Datasets G9 – G16 share the same

covariance structure as G1 – G8, respectively, except with a nugget.
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predictions compared to the other highlighted submissions. One possible reason is that

their approximation was inadequate in kriging, even though the underlying model they

used was more accurate. In fact, GpGp only used 50 nearest neighbors as the conditional

set for each prediction, whereas HCHISS used 1000 nearest points. This demonstrates that

both the model inference and the number of neighbors considered are important for local

kriging predictions; it is difficult to tell to what extent the number of neighbors matters.

The RMSE summary in Sub-competitions 2a and 2b is given in Figures S3 and S4 in

the Supplementary Material, respectively, where we highlight the top teams in both sub-

competitions. The top performers include the application of the Tukey g-and-h transfor-

mation and nonparametric transformations to GPs as well as other local kriging predictions

based on inferred (nonstationary) GP models.

5 Discussion

In this competition, we created and released a set of benchmark data with different de-

signs. We knew the true parameters used to generate the datasets as well as the exact

maximum likelihood estimates by ExaGeoStat, which can be used to investigate future pro-

posed methods. For practical reasons, we only selected and used subsets of the generated

GP datasets in this competition. The full datasets with one million spatial locations are

publicly available on https://doi.org/10.25781/KAUST-8VP2V for ease of use in future

research. Future approximation methods can use this repository as a tool to assess their

performance against the submissions from the different participating teams and the exact

inference using ExaGeoStat in this competition (a detailed summary of the exact maximum

likelihood estimates by ExaGeoStat in Sub-competition 1a is also given in Table S3 in the

Supplementary Material).

We did not compare the computational time in this competition because the participat-

ing teams modeled the data on their own machines, and the execution time is not directly

comparable. However, we summarize the execution time from all submissions for making

predictions in Sub-competitions 1b, 2a, and 2b in Figure S5 in the Supplementary Mate-

rial. The median time for making 10,000 predictions conditional on 90,000 observations
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was around 60 seconds for Gaussian data (in Sub-competition 1b) and 430 seconds for

non-Gaussian data (in Sub-competition 2a). For a larger dataset in Sub-competition 2b,

the median time for making 100,000 predictions conditional on 900,000 observations was

around 2,700 seconds.

We also note that replicates of the datasets with the same setting were ideally needed

to better assess different methods from a statistical point of view. However, the datasets

used in this competition were already quite large, making it infeasible for many teams to

perform inference and prediction with many replicates. To make the competition workable

for most participating teams, we only used one replicate in each setup. Nevertheless, the

wide variety of covariance setups we considered provided a fair comparison for large spatial

data modeling.

For decades, the big spatial data problem has been an active research area due to the

challenges caused by the ubiquity of large spatial datasets, which often contain millions of

observations, such as remote sensing climate data or numerical model outputs. The “big

data” research field has been advanced by the size of the spatial data in real applications.

In addition to developing efficient and accurate methods for larger spatial datasets, recent

research has been focused on multivariate spatial and spatio-temporal data, where the data

size can be magnified significantly. The prediction problem will then include both spatial

interpolation and temporal forecasting for single or multiple variables. Providing a unified

framework for understanding the performance of existing approximation methods is much

more challenging in simulation and assessment but crucial for suggesting future research

directions.
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Supplementary Material

S1 Supplementary Tables

Table S1: List of teams who have submitted their results.
Team Name Team Members Affiliation

Among Stats

Suman Majumder Harvard T.H. Chan School of Public Health

Indranil Sahoo Virginia Commonwealth University

AppStatUZH

Roman Flury

University of Zurich

Federico Blasi

Michael Hediger

Stephan Hemri

Reinhard Furrer

Chile-Team

Moreno Bevilacqua Universidad Adolfo Ibañez

Christian Caamaño Universidad del Bio-Bio

Victor Morales Universidad San Francisco de Quito

Emilio Porcu Khalifa University

Colorado-School-of-Mines

Maggie Bailey

Colorado School of Mines

Olga Khaliukova

Alexander Pinard

Sweta Rai

Ross Ring-Jarvi

Florian Gerber

Douglas Nychka

Soutir Bandyopadhyay

Dorit Hammerling

Lewis Blake
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ExtStat

Arnab Hazra

King Abdullah University of Science and

Technology (Prof. Raphaël Huser’s group)

Rishikesh Yadav

Daniela P. Cisneros Arce

Yan Gong

Peng Zhong

Noura Alotaibi

Matheus B. Guerrero

Zhongwei Zhang

GAIA

Gregoire Mariethoz

University of LausanneMathieu Gravey

Stylianos Hadjipetrou

GpGp

Joe Guinness
Cornell University

Youssef Fahmy

Matthias Katzfuss Texas A&M University

GPvecchia
Marcin Jurek University of Texas at Austin

Matthias Katzfuss Texas A&M University

HCHISS

Bo-Yu Chen

Academia Sinica
Chien-Chung Wang

Hao-Yun Huang

Yu-Wen Wang

HMatrix

Alexander Litvinenko RWTH Aachen University

Ronald Kriemann
Max Planck Institute for Mathematics in the

Sciences in Leipzig

Vladimir Berikov Sobolev instiute of Mathematics

k-nearest-neighbors

Alexander Litvinenko RWTH Aachen University

Ronald Kriemann
Max Planck Institute for Mathematics in the

Sciences in Leipzig

Vladimir Berikov Sobolev instiute of Mathematics

MeshedGP

Michele Peruzzi Duke University

Andrew Finley Michigan State University

Sudipto Banerjee University of California, Los Angeles

neo Md Didarul Islam Central Michigan University
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NNGP

Lu Zhang Columbia University

Arkajyoti Saha
Johns Hopkins University

Abhirup Datta

Andrew Finley Michigan State University

Sudipto Banerjee University of California, Los Angeles

RESSTE

Denis Allard
INRAE

Thomas Opitz

Lucia Clarotto
Mines ParisTech

Thomas Romary

SpatStat-Fans

Ganggang Xu University of Miami

Bohai Zhang Nankai University

Jiahao Cao
Renmin University of China

Shiyuan He

Team-MS

Martin Schlather

University of MannheimMoritz Kern

Alexander Freudenberg

Tohoku-University

Yasumasa Matsuda
Tohoku University

Takaki Sato

Toshihiro Hirano Kanto Gakuin University

UCCU

Yu-Ting Fang National Yang Ming Chiao Tung University

Chi-Wei Lai
National Tsing Hua University

Yan-Shuo Pan

UNL-Stats

Zeinab Mohamed

University of Nebraska Lincoln
Gayara Demini Fernando

Muthunama Gonnage

Ved Piyush

Yawen Guan

UOW

Yi Cao

University of Wollongong

Josh Jacobson

Alan Pearse

Matthew Sainsbury-Dale

Quan Vu

Andrew Zammit-Mangion
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Table S2: Ranks of each submission in each sub-competitions. “S1a”, “S1b”, “S2a”, and

“S2b” in the table mean Sub-competitions 1a, 1b, 2a, and 2b, respectively. Bold values

indicate the winner(s) in each sub-competition.

Submission
Rank in sub-competitions

S1a S1b S2a S2b

Among-Stats(smart-variogram) 22 22 NA NA

Among-Stats(variogram/Kryging) 23 23 15 21

Among-Stats(Vecchia) 15 18 6.5 5

AppStatUZH 21 4 21 13

Chile-Team 9 3 6.5 4

Colorado-School-of-Mines(1) 14 28 17 18

Colorado-School-of-Mines(2) NA 21 14 12

Colorado-School-of-Mines(3) NA 24 NA NA

ExtStat(block-CL) 7 5.5 NA NA

ExtStat(fixed-rank-krig) NA 30 22 NA

ExtStat(INLA) 26 13 NA NA

ExtStat(L2-norm-minimization) 27 26 NA NA

ExtStat(nearest-neighbor-IDW) NA 25 18 19.5

ExtStat(NNGP) 16 17 NA NA

ExtStat(randomized-block-CL) 25 29 NA NA

ExtStat(subset) 7 5.5 NA NA

ExtStat(Vecchia) 17 15 NA NA

GAIA 28 NA 16 15

GpGp 2 10 9 8

GpGp(quick) 4 12 3 11

GPvecchia(incomplete-Cholesky) 8 7 12 7

GPvecchia(MRA) 11 20 19 16.5

HCHISS 12 2 NA NA

HMatrix 18 16 3 16.5

k-nearest-neighbors NA NA 20 19.5

MeshedGP 13 19 13 14

neo NA 31 23 23

NNGP 10 27 NA NA

RESSTE(CL/krig) 3 1 NA NA

RESSTE(nonpara-trans-GPGP) NA NA 3 2

RESSTE(Tukey-g-h-trans-bootstrap) NA NA 5 6

RESSTE(Tukey-g-h-trans-GPGP) NA NA 1 2

SpatStat-Fans 1 11 10 9.5

Team-MS 20 9 11 22

Tohoku-University NA NA NA 2

UCCU 24 NA NA NA

UNL-Stats 5 8 NA NA

UOW 19 15 8 9.5
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Table S3: The exact maximum likelihood estimates by ExaGeoStat for each dataset in

Sub-competition 1a and their corresponding MLOE, MMOM, and loglikelihood.

Dataset σ2 β ν τ 2 MLOE MMOM loglikelihood

1 1.799 0.018371 2.293 0.000 2.380× 10−4 1.042× 10−1 3.050× 105

2 1.516 0.020934 1.507 0.000 5.000× 10−6 2.794× 10−3 1.622× 105

3 1.477 0.030543 0.600 0.000 2.000× 10−6 −8.327× 10−3 −1.517× 104

4 1.605 0.053303 2.300 0.000 6.900× 10−5 3.241× 10−2 5.299× 105

5 1.094 0.056162 1.506 0.000 2.059× 10−3 −1.229× 10−1 3.090× 105

6 1.353 0.083844 0.603 0.000 3.890× 10−4 −4.249× 10−2 4.351× 104

7 1.235 0.156176 1.504 0.000 1.634× 10−3 −4.836× 10−2 4.413× 105

8 1.311 0.219907 0.601 0.000 1.030× 10−3 −3.749× 10−2 9.665× 104

9 1.505 0.017955 2.264 0.272 6.000× 10−5 1.842× 10−3 −7.405× 104

10 1.494 0.021320 1.498 0.268 3.400× 10−5 −1.049× 10−2 −7.573× 104

11 1.457 0.030775 0.595 0.271 1.100× 10−5 −1.418× 10−2 −9.015× 104

12 1.717 0.052882 2.429 0.270 3.473× 10−3 1.490× 10−2 −7.005× 104

13 1.682 0.067083 1.491 0.271 4.650× 10−4 4.628× 10−2 −7.112× 104

14 1.527 0.097486 0.597 0.271 1.240× 10−4 −2.003× 10−3 −7.873× 104

15 2.524 0.217305 1.453 0.271 1.359× 10−2 1.156× 10−1 −6.963× 104

16 2.427 0.409375 0.581 0.271 1.373× 10−2 1.042× 10−1 −7.392× 104
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S2 Supplementary Figures

Figure S1: Absolute MLOE and MMOM from all teams in Sub-competition 1a. The results

by ExaGeoStat, SpatStat-Fans, GpGp, RESSTE(CL/krig), Chile-Team, and HCHISS are

highlighted. Gray points are the metrics from other submissions. In the legend, the high-

lighted submissions are listed in order of their rank in Sub-competition 1a. Datasets G9 –

G16 share the same covariance structure as G1 – G8, respectively, except with a nugget.
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Figure S2: Loglikelihood from ExaGeoStat, SpatStat-Fans, GpGp, RESSTE(CL/krig),

Chile-Team, and HCHISS minus the loglikelihood with the true parameters in Sub-

competition 1a. In the legend, the highlighted submissions are listed in order of their

rank in Sub-competition 1a. Datasets G9 – G16 share the same covariance structure as G1

– G8, respectively, except with a nugget.

Figure S3: Boxplots of RMSE from all submissions in each dataset in Sub-competition

2a. In the legend, the highlighted submissions are listed in order of their rank in Sub-

competition 2a. RMSE from the top teams in all sub-competitions is highlighted and

shown in the bar charts.
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Figure S4: Boxplots of RMSE from all submissions in each dataset in Sub-competition

2b. In the legend, the highlighted submissions are listed in order of their rank in Sub-

competition 2b. RMSE from the top teams in all sub-competitions is highlighted and

shown in the bar charts.

Figure S5: Boxplots of execution time from all submissions for making predictions in each

dataset in Sub-competitions 1b, 2a, and 2b.
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S3 MLOE and MMOM

Let s̃1, . . . , s̃100 denote 100 predetermined, randomly-chosen locations in the unit square.

The MLOE and MMOM are calculated as follows,

MLOE =
1

100

100∑
j=1

LOE(s̃j), MMOM =
1

100

100∑
j=1

MOM(s̃j),

and

LOE(s̃j) =
Et[{Ẑa(s̃j)− Z(s̃j)}2]

Et[{Ẑt(s̃j)− Z(s̃j)}2]
− 1,

MOM(s̃i) =
Ea[{Ẑa(s̃j)− Z(s̃j)}2]

Et[{Ẑa(s̃j)− Z(s̃j)}2]
− 1,

where Ẑt(s̃j) and Ẑa(s̃j) are respectively kriging prediction at s̃j using the true and approx-

imated model (plugging in the true parameters and estimated parameters in the covariance

function), and Et and Ea are respectively the expectation using the true and approximated

model.

More specifically, let z denote the 90, 000-dimensional vector for the values in the train-

ing dataset; kt(s̃j) = covt
{
z, Z(s̃j)

}
, kt(s̃j) = covt

{
Z(s̃j), Z(s̃j)

}
, and Kt = covt(z, z)

using the true model; ka(s̃j) = cova
{
z, Z(s̃j)

}
, ka(s̃j) = cova

{
Z(s̃j), Z(s̃j)

}
, and Ka =

cova(z, z) using the approximated model. Then,

Et[{Ẑt(s̃j)− Z(s̃j)}2] = kt(s̃j)− kt(s̃j)
>K−1

t kt(s̃j),

Ea[{Ẑa(s̃j)− Z(s̃j)}2] = ka(s̃j)− ka(s̃j)
>K−1

a ka(s̃j),

Et[{Ẑa(s̃j)− Z(s̃j)}2] = kt(s̃j)− 2kt(s̃j)
>K−1

a ka(s̃j) + ka(s̃j)
>K−1

a KtK
−1
a ka(s̃j).
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