
Outsmarting the Atmospheric Turbulence for
Ground-Based Telescopes Using the Stochastic

Levenberg-Marquardt Method

Y. Hong1, E. H. Bergou1, N. Doucet2, H. Zhang2, J. Cranney2, H. Ltaief1,
D. Gratadour2, F. Rigaut2, and D. Keyes1

1 King Abdullah University of Science and Technology, KSA
2 Australian National University, Australia

Abstract. One of the main challenges for ground-based optical astron-
omy is to compensate for atmospheric turbulence in near real-time. The
goal is to obtain images as close as possible to the diffraction limit of the
telescope. This challenge is addressed on the latest generation of giant
optical telescopes by deploying multi-conjugate adaptive optics (MCAO)
systems performing predictive tomography of the turbulence and multi-
layer compensation. Such complex systems require a high fidelity esti-
mate of the turbulence profile above the telescope, to be updated reg-
ularly during operations as turbulence conditions evolve. In this paper,
we modify the traditional Levenberg-Marquardt (LM) algorithm by con-
sidering stochastically chosen subsystems of the full problem to identify
the required parameters efficiently, while coping with the real-time chal-
lenge. While LM operates on the full set data samples, the resulting
Stochastic LM (SLM) method randomly selects subsamples to compute
corresponding approximate gradients and Hessians. Hence, SLM reduces
the algorithmic complexity per iteration and shortens the overall time
to solution, while maintaining LM’s numerical robustness. We present a
new convergence analysis for SLM, implement the algorithm with opti-
mized GPU kernels, and deploy it on shared-memory systems with mul-
tiple GPU accelerators. We assess SLM in the adaptive optics system
configurations in the context of the MCAO-Assisted Visible Imager &
Spectrograph (MAVIS) instrument for the Very Large Telescope (VLT).
We demonstrate performance superiority of SLM over the traditional LM
algorithm and the classical stochastic first-order methods. At the scale of
VLT AO, SLM finishes the optimization process and accurately retrieves
the parameters (e.g., turbulence strength and wind speed profiles) in less
than a second using up to eight NVIDIA A100 GPUs, which permits high
acuity real-time throughput over a night of observations.

Keywords: Non-linear Optimization Problems · Stochastic Levenberg-
Marquardt · GPU Computing · Adaptive Optics · Computational As-
tronomy · Real-Time Processing

1 Introduction
Outsmarting the Atmospheric Turbulence. A Multi-Conjugate Adaptive
Optics (MCAO) system is an essential component for the current and next gener-
ation of telescopes, i.e., the Very Large Telescope (VLT) and the Extremely Large
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Telescopes (ELTs). MCAO is responsible for real-time compensation of the effect
of atmospheric turbulence, which would otherwise significantly degrade image
quality. MCAO operates by controlling one or several Deformable Mirrors (DM)
based on one or several Wave-front Sensor (WFS) measurements in real-time. In
order to obtain the best performance, MCAO controllers require knowledge of
time-varying parameters, such as the atmospheric turbulence strength and the
wind velocity (bi-dimensional). All three variables vary with altitude. Due to the
system dimensions of VLTs/ELTs, it remains a challenge to identify these pa-
rameters under real-time constraints. The Learn and Apply (L&A) [13] method
is a promising technique to meet this demand. The Learn phase performs the
identification of the three atmospheric turbulence parameters for each altitude
layer. The Apply phase uses these parameters to activate the control system that
drives the DM actuators in real-time, typically at the kHz rate.

The performance of an MCAO system is limited by the accuracy of the at-
mospheric parameters available to the MCAO controller. It is critical to identify
these parameters faster than they are expected to evolve. The typical time over
which these parameters evolve significantly varies between two to twenty min-
utes (with some exceptional cases) [16]. Therefore, the whole cyclic process of
acquiring profiling data and executing the L&A pipeline must fit within a to-
tal time budget of a few seconds. This is significantly smaller than the period
of validity of these parameters, which are essential to drive the MCAO system.
While the duration of the acquisition process cannot be compressed in time since
one needs to accumulate enough data from the underlying stochastic process to
reach a minimum level of convergence, the time-to-solution for both L&A steps
have to be shortened as much as possible to comply with this stringent time
envelope constraint. In fact, within the L&A method, the Learn phase is the
major bottleneck, thus improving its time-to-solution is a crucial step towards
the real-time identification of atmospheric turbulence parameters. The current
state-of-the-art implementation [11] allows for a time-to-solution in the order of
minutes for VLT scale systems with a reduced set of system parameters.

Leveraging Stochastic Method for Computational Astronomy. Our
goal of real-time performance for MCAO system in VLTs/ELTs is met by using a
minibatch version of the Levenberg-Marquardt method – Stochastic Levenberg-
Marquardt (SLM). This is an example of an active theme in scientific computing
with a practical value: the convergence of big data optimization and high per-
formance computing, which is driven by expanding problem sizes. The hardware
architectural trend of packing more compute power in devices, whose memory
capacity and memory bandwidth per processing unit cannot keep up, puts an
algorithmic premium on shrinking the working datasets. The reduced datasets
may then reside higher in the memory hierarchy and closer to the processing
units, thus increasing the arithmetic intensity and shrinking the time overhead
(and possibly energy consumption) due to data movement. The traditional LM
method has proven useful in existing MCAO schemes, however, its relevance to
the controller turns out to be limited due to its burdensome execution time rel-
ative to the temporal evolution of the parameters identified. The SLM method
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further improves performance and is able to finish the Learn phase in less than
a second using 8 NVIDIA A100 GPUs, while maintaining LM robustness in pa-
rameter identification, in the context of the MCAO-Assisted Visible Imager &
Spectrograph (MAVIS) instrument [25] for the Very Large Telescope (VLT). This
performance achieved by using SLM method enables astronomers to effectively
overcome the prohibitive dimensionality found when identifying atmosphere tur-
bulence at the scale of MCAO systems for VLTs/ELTs.

The contributions of the paper are as follows. We design the SLM method
and present its convergence analysis. We deploy a new GPU-based SLM imple-
mentation and measure the performance on various NVIDIA GPU generations.
We highlight the performance superiority of SLM over traditional LM as well as
existing first-order methods using different sizes of samples. Last but not least,
we assess the quality of the optical image formation obtained by SLM under
MAVIS specifications.

The remainder of the paper is as follows. Section 2 states the problem and
presents related works. Section 3 describes the MCAO challenges and MAVIS
dataset features. Section 4 presents a convergence theory for SLM. Section 5
discusses the GPU-based SLM implementation. Section 6 provides a detailed
performance analysis of SLM, assesses its numerical convergence and highlights
its robustness. Section 7 concludes with a pointer to future work.

2 Problem Statement and Related Work
The identification of turbulence parameters from adaptive optics (AO) teleme-
try data is a non-linear optimization problem. We first introduce related work in
stochastic second-order optimization and then the Levenberg-Marquardt (LM)
method application in an AO system. Stochastic sub-sampling variants of New-
ton method [2,9,10,4,12,27,5] present principled use of second-order information
(i.e., the Hessian) to accelerate the convergence while typically using line search
techniques to compute the learning rate and ensure global convergence. In gen-
eral stochastic optimization algorithms using second-order information, a variety
of algorithms have been extended to handle access to sub-sampled derivatives:
of particular interest to us are the Stochastic LM (SLM) algorithms. The au-
thors in [18,20,24] suggest to use a sub-sampled version of LM for least squares
problems. However, they do not provide a complexity analysis for such methods.
We consider the following least squares problem:

min
x∈Rd

f(x) :=
1

2
‖F (x)‖2 =

1

2

N∑
i=1

Fi(x)2, (1)

where f : Rd → R and Fi : Rd → R, for i = 1, . . . , N are assumed twice
continuously differentiable. The variable N corresponds to the umber of sam-
ples. The Gauss-Newton method and its globally convergent variants are often
the methods of choice to tackle non-linear least-squares problems. The Gauss-
Newton method minimizes the problem defined in Eq (1) by iteratively solving
a linearized least squares subproblem of the following form:

min
s∈Rd

1

2
‖F (x) + Js‖2, (2)
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where J = ∇F (x) with J ∈ RN×d. In the case of a full rank Jacobian J , the
subproblem (2) has a unique local solution. However, when J is rank deficient
the subproblem is ill-posed. Furthermore, the Gauss-Newton method may not
be globally convergent, in the sense that its solution depends on the starting
point for the minimization. The LM method [19,21,8] was developed to address
the Jacobian deficiency and the sensitivity to starting point. At each iteration,
it adds a regularization term to Subproblem (2), which becomes

min
s∈Rd

1

2
‖F (x) + Js‖2 +

1

2
µ2‖s‖2, (3)

where µ > 0 is an appropriately chosen regularization parameter. The regular-
ization parameter is updated at every iteration and indirectly controls the size
of the step, making Gauss–Newton globally convergent. Several strategies have
been developed to update this parameter.

Indeed, this added regularization determines when the Gauss-Newton step
is applicable. When it is set to a small value (or even to zero in some LM
variants), the update of algorithm corresponds to Gauss-Newton step. When it
is set to a large value, the update of the algorithm corresponds to a gradient step.
Other variants of the LM algorithm replace the Gauss-Newton subproblem with
a random model that is accurate only with a given probability [6,7]. They have
also been applied to problems where the objective value is subject to noise [22,3].

In the case of the tomographic AO, the application of LM is first assessed in
the Learn & Apply (L&A) method [13]. It is then tested on real telescopes [15]
to identify the necessary parameters. The experimental results highlight how
LM method is a good optimizer for the atmosphere turbulence identification
problem. In the Learn phase, the N elements summed in Eq (1) depend on the
AO system configuration and refers to all entries of a covariance matrix (CMM)
of the wavefront sensors (WFS) measurements. The matrix involved can be quite
large (up to 100K × 100K), requiring 80 GB to store it in double precision.

In this paper, we consider an SLM variant and provide its complexity anal-
ysis. Our SLM method uses a random subset of the classical model [18]. This
leads to a reduction of the arithmetic complexity and memory footprint, while
addressing performance issues encountered for large-scale AO systems.

3 Model and Challenges in Adaptive Optics

When considering the telemetry data of a tomographic AO system (such as the
MCAO setting), the relevant atmospheric parameters are embedded into the
observed covariance matrix of recent WFS measurements. Since an analytical
approximation of this covariance matrix is also available, it is possible to form a
least-squares optimization problem to identify a valid set of atmospheric param-
eters which minimizes the difference between the observed covariance matrix
and the analytical one. Details of the actual functions involved can be found
throughout the AO literature, e.g., in [14,28]. For simplicity, it is sufficient to
consider the analytical model of the measurement covariance matrix as having
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elements equal to some function M of the atmospheric parameters x:

Canai,j =

Nl∑
l=1

Mi,j(xl) := Mi,j(x), (4)

where Canai,j is the (i, j)th entry of the analytical covariance matrix Cana. xl
is the atmospheric parameters of each layer. xl contains three parameters: tur-
bulence strength and the bi-dimensional wind velocity. From recently obtained
measurement data, we can determine the numerical covariance matrix as:

Cnum =
1

Nk

Nk∑
k=1

(sk − s)(sk − s)T , (5)

where sk is the measurement vector obtained at time k, Nk is the number of
consecutive time samples from which measurements have been obtained, and s
is the expected value of the measurement vector (typically a zero-vector).

The atmospheric parameters are identified by solving the minimization prob-
lem from Eq (1), where F is defined as the difference between the analytical and
numerical covariance matrices:

F (x) = vec

(
Canai,j (x)− Cnumi,j

)
. (6)

The sizes of the matrices involved depend on the AO system dimensioning. In the
following, the parameter set for our numerical simulation is based on MAVIS [25]
and leads to covariance matrices of size (19584 × 19584). It is challenging to
compute such high dimensional finite-sum problems while enforcing the near real-
time constraint. Currently, the standard LM algorithm computes all the samples
in this finite-sum problem to determine the gradient and Jacobian. Conversely,
the SLM algorithm selects part of the data samples in each iteration to perform
the computations, reducing the algorithmic complexity of the standard LM.

4 Complexity Analysis of our SLM Algorithm

We describe here our proposed SLM method and its complexity analysis using
the notation of Eq (1). Algorithm 1 describes the considered variant, which can
be shown to be globally convergent with the classical complexity bound known
in the literature for stochastic algorithms (e.g., SGD) and their variants.

We use the following notation in the remainder of the paper fk = f(xk), F k =
F (xk), Jk = Sk∇F (xk), gk = ∇f(xk) = ∇F (xk)TF k, g̃k = ∇F (xk)TSkF k,
where Sk ∈ RN,N is a diagonal matrix with ones and zeros randomly distributed
over the diagonal scaled by the number of nonzero elements divided by N . We
note that the scaling used in the definition of the stochastic matrix Sk makes
its expectation equal to the Identity matrix I.

Remark 1. Our analysis can be easily generalized to cover more distributions
from which to choose Sk. However, for the sake of simplicity and ease of read-
ability of our proofs we limit ourselves to the above-mentioned distribution.
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Algorithm 1 SLM algorithm with fixed regularization.

Initialization: : Choose initial x0. Choose a constant µ. Generate a random index
sequence Randseq. Choose a data fraction df to decide the samples size used per
iteration. Record initial ‖g̃0‖∞. Choose stopping criteria ε.

1: for k = 1, 2, ...,K do
2: Get random indices from Randseq

3: Calculate Jk>Jk and g̃k using GPU
4: If ‖g̃k‖∞ / ‖g̃0‖∞ ≤ ε, exit algorithm

5: Solve linear system: (Jk>Jk + µI)δx = g̃k

6: Update xk+1: xk+1 = xk − (Jk>Jk + µI)−1g̃k = xk − δx
7: end for

In Algorithm 1, the data fraction (df) is the ratio between the amount of
selected data and the total data. We first state the general assumptions (several
of which are classical) that we use for the convergence analysis of Algorithm 1.

Assumption 1. (L-smoothness) The function f is L smooth if its gradient is
L-Lipschitz continuous, that is, for all x, y ∈ Rd,

f(x) ≤ f(y) +∇f(y)>(x− y) + L
2 ‖x− y‖

2.

Assumption 2. (Boundness of stochastic gradient) The stochastic gradient is

bounded by G > 0, that is, E
[
‖g̃k‖

]2 ≤ G2.

The latter inequality implies E
[
‖g̃k‖

]
≤ G (using Jensen’s inequality).

Assumption 3. The function F Jacobian is bounded by κJ > 0, that is,

E
[
‖∇F (xk)‖

]
≤ κJ .

The latter Assumption implies E
[
‖Jk‖

]
≤ κJ , independently from Sk.

Lemma 1. (Unbiasedness of stochastic gradient) The stochastic gradient is un-
biased. That is, E

[
g̃k|xk

]
= gk = ∇f(xk).

Proof. Directly from the fact that E
[
Sk
]

= I.

Lemma 2.(
Jk
>
Jk + µId

)−1
=
Id
µ
− 1

µ2
Jk
>
(

1

µ
JkJk

>
+ Ip

)−1
Jk

Proof. Direct by application of the Sherman-Morrison-Woodbury formula.

Note that Jk ∈ Rp×d, p is minibatch size, d is parameter size, Id ∈ Rd×d,Ip ∈
Rp×p, Id and Ip are Identity matrices.

Lemma 3. Let Assumptions 3 and 2 hold, and

A :=

∥∥∥∥∇fk> 1
µ2 J

k>
(

1
µJ

kJk
>

+ I
)−1

Jkg̃k
∥∥∥∥, then E

[
A|xk

]
≤ 1

µ2κ
2
JG

2.
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Proof.

A ≤ 1

µ2

∥∥∇fk∥∥∥∥Jk∥∥2 ∥∥∥∥∥
(

1

µ
JkJk

>
+ I

)−1∥∥∥∥∥∥∥g̃k∥∥ ≤ 1

µ2
κ2JG

∥∥g̃k∥∥ .
Notation A is introduced due to page width limit. Now, by taking the conditional
expectation and using Assumption 2, we get the desired result.

Lemma 4. Let Assumption 2 hold, then E
[∥∥∥(Jk

>
Jk + µI)−1g̃k

∥∥∥2 |xk] ≤ G2

µ2 .

Proof. ∥∥∥(Jk
>
Jk + µI)−1g̃k

∥∥∥2 ≤ ∥∥∥(Jk
>
Jk + µI)−1

∥∥∥2 ∥∥g̃k∥∥2 ≤ ∥∥g̃k∥∥2
µ2

.

Now, by taking the conditional expectation and using Assumption 2 we get the
desired result.

Theorem 1. Let Assumptions 1, 2 and 3 hold. Let K > 0, µ0 > 0 and µ =
µ0

√
K + 1, then∑K

k=0 E‖∇fk‖2

K + 1
≤ D√

K + 1
, D := µ0f

0 +
2κ2JG

2 + LG2

2µ0
.

Proof. From the L-smoothness of the function f we have

fk+1 ≤ fk −∇fk>(xk+1 − xk) +
L
2
‖xk+1 − xk‖2

By Algo 1 line (6)
= fk −∇fk>

(
Jk
>
Jk + µI

)−1
g̃k +

L
2

∥∥∥(Jk
>
Jk + µI)−1g̃k

∥∥∥2
By Lemma 2

= fk − 1

µ
∇fk>g̃k +

1

µ2
∇fk>Jk>

(
1

µ
JkJk

>
+ I

)−1
Jkg̃k

+
L
2

∥∥∥(Jk
>
Jk + µI)−1g̃k

∥∥∥2 ,
which after taking the conditional expectation and by using Lemmas 1, 3 and

4, we get E[fk+1|xk] ≤ fk − 1
µ‖∇f

k‖2 +
κ2
JG

2

µ2 + LG2

2µ2 , which after taking the

expectation (by using tower property [1]) we get E[fk+1] ≤ E[fk]− 1
µE[‖∇fk‖2]+

2κ2
JG

2+LG2

2µ2 . By rearranging the terms and multiplying by µ we get E[‖∇fk‖2] ≤

µ
(
E[fk]− E[fk+1]

)
+

2κ2
JG

2+LG2

2µ . By summing the latter inequality over k from
0 to K and dividing by K + 1 we get

∑K
k=0 E‖∇fk‖2
K+1 ≤

µ
(
f0 − E[fK+1]

)
K + 1

+
2κ2JG

2 + LG2

2µ
.

By replacing µ in the last inequality by µ0

√
K + 1 and by using that E[fK+1]

is lower-bounded by 0, we get the desired result.
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Corollary 1. Let Assumptions 1, 2 and 3 hold. Let K > 0, µ0 > 0 and µ =
µ0

√
K + 1, then

mink∈{0,...,K} E[‖∇fk‖2] ≤ O
(

1√
K+1

)
.

Proof. Directly from Theorem 1.

This corollary guarantees the convergence trend, i.e., the minimum square of

the gradient norm decreases by O
(

1√
K+1

)
over K iterations. This is the classical

complexity bound known in the literature for the stochastic methods, like SGD
and its variants.

5 Implementation Details and Performance Optimizations

We implement the SLM method, as described in Algorithm 1, and deploy it on
a shared-memory system equipped with multiple GPUs using C++ and CUDA
programming models. This densely populated GPU computer system is typical
of hardware configurations deployed in remote telescope locations, where power
is a scarce resource. We generate ahead the random index sequences used by
SLM during the iterative process. We can decompose SLM into four parts: the

computation of the stochastic approximated Hessian and Gradient (i.e., Jk
>
Jk

and g̃k), the local and global reduction step, the linear system solve, and the
parameter update. The time of solving the linear system and updating the pa-
rameters is negligible given the small parameter vector length seen in the MAVIS
configuration. These two parts may become a bottleneck for other AO settings,
which can be addressed with standard vendor optimized numerical libraries. The
time for the local and global reduction step may increase with the number of
GPUs. The local reduction is first performed on each GPU in an embarrassingly
parallel fashion. The global reduction is done on the host side, which requires
data movement across the slow PCIe interconnect. The most time-consuming
part is the execution of the stochastic approximated Hessian and Gradient (HG)
kernel on multiple GPUs. We develop a new GPU-based HG implementation as
follows. The HG kernel first fetches the random index and calculates the Jaco-
bian by adding a small perturbation on different parameters every time. Then,
HG performs reduction on gradient and approximated Hessian–JTJ .

We use two following optimizations to improve the HG kernel performance.
Block Random Index. If we randomly select the index of all entries, non-

coalesced memory access will immediately become a performance bottleneck. In
order to achieve coalesced memory access, we group contiguous indices of the
covariance matrix CMM into a set of blocks. We set the block size to 1024 so
that we ensure high occupancy on the GPU. We save the first index of each
block. We randomly select the start index of these blocks and map each index
block to a physical CUDA block on the GPU.

Reduction Optimization. Atomic operations are used to perform the re-
ductions [11]. The performance can be further improved by using reduction on
shared-memory first. We split the reduction stage into two substages. We rely
on the NVIDIA collective primitive library CUB for reduction inside the block
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and then fall back to only a single thread to access the global memory for reduc-
tion. This reduction takes advantage of the GPU memory hierarchy to maximize
bandwidth.

We expose the minibatch size as an additional parameter to tune performance
and accuracy. This minibatch size is determined by the product of the data
fraction (df) and the total dataset size.

6 Performance Results and Numerical Assessment

Experimental Settings. In order to assess performance scalability and porta-
bility, we use three NVIDIA DGX systems densely populated with GPUs, each
with two-socket 20-core Intel(R) Xeon(R) Broadwell CPU E5-2698 v4 @ 2.20GHz.
Each DGX system is equipped with eight P100, V100 and A100 NVIDIA GPUs
connected to the host via PCIe. The DGX systems with V100 and A100 GPUs
have their respective GPUs interconnected via NVLINK while the P100 DGX
system relies on PCIe device-to-device communications. We use double precision
arithmetic with CUDA 11.0 and the MAVIS configuration in all experiments. The
CMM matrix size is 19584×19584. There are therefore approximately 200M sam-
ples and 200K index blocks all in all. We discretize the altitudinal direction into
ten layers for the atmosphere turbulence model, which is able to meet the typical
demand of the AO system on VLTs. This 10-layer model is generally accepted
by the astronomy community and recommended by the European Southern Ob-
servatory (ESO) for the design study of VLT instruments. It also delivers a good
trade-off between computational efficiency and model complexity for the MAVIS
instrument, as currently observed during its preliminary design phase. For each
layer, we are interested in the three parameters, i.e., the atmospheric turbulence
strength and the bi-dimensional wind velocity, making a total of 30 parameters
to retrieve.

HG Kernel and SLM Benchmarks. We first benchmark the two opti-
mization techniques introduced in Section 5.

3.6x

1.27x

Fig. 1. Performance im-
pact of the optimization
techniques on HG using
single A100 GPU with
df = 0.1.

Figure 1 highlights a 3.6X and an additional 1.27X
performance improvement acceleration on single A100
GPU using data fraction df = 0.1 with Block Ran-
dom Index and Block Reduction, respectively. We then
assess the performance scalability of our optimized
stochastic HG kernel using three data fractions (i.e.,
three minibatch sizes) on all GPU systems. Figure 2
shows strong scaling (top row), speedup and paral-
lel efficiency (middle row), and weak scaling (bottom
row). The kernel shows close to ideal speedup when
data fraction is large, e.g., df = 0.1. We observe a
decent speedup in large data fraction and across the
architectures. The parallel efficiency decreases as the
data fraction becomes smaller, since GPUs are run-
ning out of work and cannot maintain high occupancy.
We also observe how HG weak scales as we increase the number of GPUs. More-
over, the HG kernel is able to capture the computational power trend across
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Fig. 2. Strong scaling (top row), speedup (middle row) and weak scaling (bottom row)
of HG kernel on different NVIDIA GPU architectures.

NVIDIA GPU generations. The parallel efficiency is relatively the lowest on 8
A100 GPUs, given the high theoretical throughput achieved by this generation
over the previous ones.

Figure 3 shows the overall SLM time breakdown (top row) and strong scaling
results with speedup and parallel efficiency (bottom row) using a single SLM
iteration on different DGX systems. The local and global reduction time slightly
increases with the number of GPUs but the stochastic HG kernel timing accounts
for most of the elapsed time.

End-to-End AO simulation results. We use an end-to-end simulation of
the turbulence + telescope + AO system to validate the qualitative performance
on MAVIS system configuration, in terms of Strehl Ratio (SR), obtained with
the estimated turbulence profile under a realistic operational scenario. The SR
is widely used in the ground-based astronomy community as an image quality
indicator of the AO performance. We compare the SLM method against the LM
method used in [11] and other first-order stochastic methods such as SGD [26],
Adam [17], and MomentumSGD [23]. We use one A100 GPU with µ = 10−6

and ε = 10−5. For the stochastic methods, we set a maximum execution time
of 10 seconds. For the LM method, we let it run until it reaches ε. We choose a
learning rate of 0.5 for the first-order methods to ensure that they all converge.
All methods start from the same initial point, where all other parameters are
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Fig. 3. SLM time breakdown (top row) and strong scaling results (bottom row) using
a single iteration on different NVIDIA GPU architectures.

zero except the atmosphere turbulence of the ground altitude layer. It is set to
1.0 given the fact that the first layer is usually the main contributor (typically
more than half of the total turbulence strength).

We are interested in the normalized gradient norm ‖g̃‖∞ and the convergence
result of SLM. We set the data fraction to df = 0.001 because this is the smallest
one we have seen in our experiments that does not sacrifice the image quality in
terms of SR. Figure 4 (left) first recalls the main results of the complexity anal-
ysis, as seen in Section 4. It demonstrates how our experiments are aligned with

the theory by showing the same convergence trend O
(

1√
K+1

)
in the gradient

norm over K iterations. Figure 4 (middle) shows then the normalized gradient
norm ‖g̃‖∞ versus time when df = 0.001. The normalized gradient norm ‖g̃‖∞
of our SLM method drops the fastest among all other methods. The table in
Fig. 4 summarizes the SR and time to solution of all data fraction we use. The

df SLM Time SGD Time

0.001 25.57% 2.67 14.96% 10.0

0.01 25.57% 9.93 21.61% 10.0

0.1 25.56% 5.93 22.43% 10.0

df Adam Time MSGD Time

0.001 25.55% 10.0 23.7% 10.0

0.01 25.58% 10.0 22.96% 10.0

0.1 25.51% 10.0 23.16% 10.0

Fig. 4. Theory convergence and SLM df = 0.001 vs Iteration. (left); Normalized ‖g̃‖∞
when df = 0.001. (middle); Strehl Ratio in percentage (the higher the better) and time
to solution. (right); Time unit: seconds. MSGD: MomentumSGD. True parameters SR:
25.57%. LM result SR: 25.6%.
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SR using the true atmosphere turbulence is 25.57%. A difference of the SR that
is larger than 1% is considered significant enough to perturb the image quality.
Although the SR of LM result is 25.60%, it takes LM more than a minute to get
the results. We can also see that Adam and SLM are close to the SR using a true
atmosphere profile, while SGD and MomentumSGD fall behind. In fact, none of
the three first-order methods are able to reach ε. We stop their executions after
10 seconds and check their respective SRs. It is also worth pointing out that
even if Adam fails to reach ε, it still gets a good SR. However, in a real mode
of operation, we can only monitor the normalized gradient norm ‖g̃‖∞ as the
ultimate indicator for a good SR since it is impossible to conduct slow End-to-
End simulations with the real-time SLM operation. Furthermore, although the
SLM time per iteration is faster with df = 0.01 than df = 0.1, the overall SLM
procedure performs more iterations with the latter than the former. All in all,
SLM is able to achieve the best time to solution df = 0.001, while reaching a
decent SR.

Figure 5 compares the LM method with the SLM method in reaching the
plateau of optimal SR using 8 A100 GPUs. The SLM method reaches optimal
SR plateau in 3-4 iterations, in less than a second. On the other hand, the LM
method needs around 10s and 25 iterations to reach the plateau. The reason that
the SR does not change in the first few iterations of LM is it may not update the
parameters in every iteration. We only plot the partial timeline of each method
to reach the steady state for SR. The total time to solution of SLM using 8
A100 GPUs with each data fraction is 0.227s (df = 0.001), 1.814s (df = 0.01)
and 0.683s (df = 0.1). LM is 11.89s.

Fig. 5. SR of LM and SLM methods vs time and iteration using 8 A100 GPUs.

Performance Impact of Data Fraction. To better understand the limits
of SLM method, we present here the impact of data fraction on SR. We test
SLM on data fraction 10−3 (191776 samples), 10−4 (19177 samples), 10−5 (1917
samples). The SR of each data fraction is 25.56%, 22.8%, and 15.8%. The re-
sults show when we decrease data fraction from 10−3, it will weaken the AO
performance. A small data fraction implies a larger variance of stochastic gra-
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dient, which may lead to deviate far from the optimal solution. We find that
df=10−3 balances both performance and quality of the atmosphere profile for
this application.

7 Conclusion

We develop a Stochastic Levenberg-Marquardt (SLM) method for solving a
large-scale optimization problem that is critical for identifying in real-time the
atmospheric turbulence parameters used for the control of AO on ground-based
telescopes. Our SLM method utilizes a subset of the dataset to estimate the
gradient vector and Jacobian in order to reduce per-iteration cost. We introduce
a complexity and convergence analysis for the SLM method. We create an op-
timized stochastic HG kernel for SLM methods that permits to accelerate the
computation on systems equipped with GPUs. We compare the SLM method
against the LM method and several state-of-the-art first-order methods. We are
able to finish the Learn phase in seconds using the MAVIS [25] system configura-
tion. We assess the obtained Strehl Ratio using end-to-end numerical simulations
and observe no notable loss in quality of the optimization results. These results
correspond to a significant improvement that overcomes the typical performance
limitations in tomographic AO systems. With the advent of new generations of
optical telescopes, such as the Extremely Large Telescopes, we believe our SLM
approach stands as a software technology enabler to ensure real-time operations
without compromising the Strehl Ratio metric. In future work, we intend to
study other AO system configurations and further assess the SLM limitations.
While this paper focuses on NVIDIA GPUs, we are also interested in porting
our SLM framework to AMD and the forthcoming Intel GPUs for broadening
the support of hardware solutions.
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