
Imaginative Walks: Generative Random Walk Deviation
Loss for Improved Unseen Learning Representation

Item Type Preprint

Authors Elhoseiny, Mohamed; Jha, Divyansh; Yi, Kai; Skorokhodov, Ivan

Eprint version Pre-print

Publisher arXiv

Rights Archived with thanks to arXiv. Licensed at https://arxiv.org/
abs/2104.09757 under CC-BY.

Download date 23/05/2023 19:56:51

Item License http://creativecommons.org/licenses/by/4.0/

Link to Item http://hdl.handle.net/10754/668893

http://creativecommons.org/licenses/by/4.0/
http://hdl.handle.net/10754/668893


Imaginative Walks: Generative Random Walk Deviation Loss for Improved
Unseen Learning Representation

Mohamed Elhoseiny, Divyansh Jha, Kai Yi, Ivan Skorokhodov
King Abdullah University of Science and Technology (KAUST)

Thuwal, Saudi Arabia
{mohamed.elhoseiny, divyansh.jha, kai.yi, ivan.skorokhodov}@kaust.edu.sa

Abstract

We propose a novel loss for generative models, dubbed
as GRaWD (Generative Random Walk Deviation), to im-
prove learning representations of unexplored visual spaces.
Quality learning representation of unseen classes (or styles)
is crucial to facilitate novel image generation and better
generative understanding of unseen visual classes (a.k.a.
Zero-Shot Learning, ZSL). By generating representations
of unseen classes from their semantic descriptions, such as
attributes or text, Generative ZSL aims at identifying un-
seen categories discriminatively from seen ones. We define
GRaWD by constructing a dynamic graph, including the
seen class/style centers and generated samples in the cur-
rent mini-batch. Our loss starts a random walk probability
from each center through visual generations produced from
hallucinated unseen classes. As a deviation signal, we en-
courage the random walk to eventually land after t steps in
a feature representation that is hard to classify to any of the
seen classes. We show that our loss can improve unseen
class representation quality on four text-based ZSL bench-
marks on CUB and NABirds datasets and three attribute-
based ZSL benchmarks on AWA2, SUN, and aPY datasets.
We also study our loss’s ability to produce meaningful novel
visual art generations on WikiArt dataset. Our experiments
and human studies show that our loss can improve Style-
GAN1 and StyleGAN2 generation quality, creating novel
art that is significantly more preferred. Code will be made
available.

1. Introduction

Generative models like GANs [22] and VAEs [36] are
outstanding tools for generating realistic-looking images
due to their ability representing high-dimensional probabil-
ity distributions. However, they are not explicitly trained to
go beyond distribution seen during training to improve its
out-of-distribution representation quality. In recent years,

Figure 1: Generative Random Walk Deviation loss encour-
ages generatively visiting the orange realistic space aiming
to deviate from seen classes avoiding the less real red space.
Our loss starts from each seen class ( in green) performing
a random walk though generated examples of hallucinated
unseen classes (in orange) for T steps. We then encour-
age the landing representation to be far/distinguishable from
seen classes. With this property, our loss help improve gen-
eralized zero-shot learning performance.

generative models have been adopted to go beyond training
data distributions and improve unseen class understanding
(also known as zero-shot learning.) [24, 45, 25, 38, 77]. The
key idea of these approaches is to train a conditional gen-
erative model G(z, sk) (e.g, [47, 52]), where sk is the se-
mantic description of class k (attributes or text descriptions)
and z represents within class variation (e.g., z ∈ N (0, I)).
After training, G(z, sk) is used to generate imaginary data
for unseen classes transforming ZSL into a traditional clas-
sification trained on the generated data. Understanding un-
seen classes is mainly leveraged by the generative model
improved capability to produce discriminative visual fea-
tures/representations of unseen classes using G(z, su) from
their corresponding semantic description su.

In the context of generating novel visual content gen-
erations that are likeable, GANs training was augmented
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Figure 2: Our generated art images shown on top with or-
ange borders are generated also using our loss when con-
sidering known art movements like cubism and high renais-
sance as seen classes. The bottom part of this figure shows
the Nearest Neighbors (NN) in the training set (with green
borders) which are different.

with a loss that encourages careful deviation from existing
classes [12, 61, 29]. These models were shown to have
some capability to produce unseen aesthetic art [12] and
fashion [61]. In a generalized ZSL context, CIZSL [14]
showed an improved performance by modeling a similar de-
viation to encourage discrimination explicitly between seen
and unseen classes. The main idea of these losses is to cor-
rect unseen representation by encouraging the produced vi-
sual generations to be distinguishable from seen classes in
ZSL in [14], known painting styles in art generation [12],
and known texture and shape categories for fashion [61].

We propose Generative Random Walk Deviation Loss (
GRaWD) as a parameter-free graph-based loss to improve
learning representation of unseen classes; see Fig. 1. Our
loss starts from each seen class (in green) performing a
random walk through generated examples of hallucinated
unseen classes (in orange) for T steps. We then encour-
age the landing representation to be far and distinguishable
from seen class centers. GRaWD loss is computed over a
similarity graph involving seen class centers and generated
examples in the current minibatch of hallucinated unseen
classes. Hence, it takes a global view of the data man-
ifold compared to existing deviation losses which are lo-
cal/per example (e.g., [61, 12, 14]). In contrast to trans-
ductive methods(e.g., [65]), our loss is inductive and hence
does not require real descriptions of unseen classes. We
is connected to recent advances in semi-supervised learn-
ing (e.g., [74, 4, 59, 27, 44]) in leveraging unlabeled data
within training classes. In these methods, unlabeled data
are encouraged to be attracted to existing classes. Our goal
is the opposite, deviating from seen classes. Also, our loss

operates on generated data of hallucinated unseen classes
instead of provided unlabeled data.

Contribution. (1). We propose a generative random
walk loss that leverages generated data by exploring the
unseen embedding space discriminatively against the seen
classes; see Fig. 1. Our loss is unsupervised on the genera-
tive space can be applied to any GAN architecture (e.g., DC-
GAN [22], StyleGAN [33] and StyleGAN2 [35]). (2). We
show that semantically guided discriminator can improve
the performance in most datasets. (3). We show that our
GRaWD loss helps understand unseen visual classes bet-
ter, improving generalized zero-shot learning tasks on seven
challenging benchmarks. We also showed that our GRaWD,
compared to existing deviation losses, improves the gener-
ative capability to unseen space of liked art; see Fig. 2.

2. Related Work
Zero-Shot Learning Methods. Classical ZSL methods

directly predicts attribute confidence from images to facili-
tate zero-shot recognition (e.g., seminal works by Lampert
et.al. [39, 41] and Farhardi et.al., [18]). The vast majority
of more recent methods cast the task as a visual-semantic
embedding problem [20, 16, 62]. Akata et al. proposed
Attribute Label Embedding(ALE) [3, 2] to model visual-
semantic embedding as a bilinear compatibility function be-
tween the image space and the attribute space. A simple
yet effective joint embedding for ZSL was proposed in ES-
ZSL [60] based on better regularization of activations from
images to attributes and vice versa. LAtEm [68] learns a
piece-wise linear model by the selection of learned multi-
ple linear mapping to address the multimodal nature of this
task. In [73], deep ZSL methods were presented to model
the non-linear mapping between vision and class descrip-
tions. In the context of zero-shot learning from noisy tex-
tual descriptions, an early linear approach for Wikipedia-
based zero-shot learning was proposed in [16]. Later, non-
linear [43] and noise suppression [55] approaches was pro-
posed to ZSL performance from Noisy text.Orthogonal to
these improvements, generative models like GANs [22] and
VAEs [36] has been recently adopted to formulate multi-
modality in zero shot recognition by synthesizing visual
features of unseen classes given its semantic description.
(e.g., [24, 45, 25, 38, 77]).

Generative Models with Deviation losses. In the con-
text of computational creativity, several approaches have
been proposed to produce original items with aesthetic and
meaningful characteristics [46, 49, 10, 63]. A variety
of works in this area have been explored making early
progress on writing pop songs [6], transferring styles of
great painters [21, 9, 11, 31, 30] to other images or doo-
dling sketches [26]. The creative space of the style trans-
fer images is limited by the content image and the trans-
fer image which could be an artistic image by Van Gogh.
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Figure 3: Generative Random Walk Deviation loss starts from each seen class center (i.e., ci). It then performs a random walk
through generated examples of hallucinated unseen classes using G(su, z) for T steps. The landing probability distribution
of the random walk is encouraged to be uniform over the seen classes. For careful deviation from seen classes, the generated
images are encouraged to be classified as real by the Discriminator D; see Eq. 5.

GANs [22, 57, 26, 58, 71, 32, 33] have a capability to
learn visual distributions and produce images from a la-
tent z vector. However, it is not trained explicitly to pro-
duce novel content beyond the training data. More recent
work explored an early capability to produce novel art with
CAN [13] and fashion designs with a holistic CAN (an im-
proved version of CAN) [61], which are based on augment-
ing DCGAN [57] with a loss encouraging deviation from
existing styles. The difference between CAN and holistic-
CAN is that the deviation signal is Binary Cross Entropy
over individual styles for CAN [13] and Multi Class Cross
Entropy (MCE) loss over all styles in Holistic-CAN [61].
Similar deviation losses were proposed in CIZSL [14] for
zero-shot learning. In contrast to these deviation losses, our
loss is more global as it establishes dynamic messages be-
tween generations that produced every mini-batch iteration
and seen visual spaces. These generations should deviate
from seen class spaces represented by class centers. In our
experiments, we applied our loss on unseen class recogni-
tion and producing novel visual generations, showing su-
perior performance compared to existing losses. We also
note that random walks have been explored in the literature
in the context of semi-supervised and few-shot learning for
attracting unlabeled data points to its corresponding class
(e.g. [4, 27]). In contrast, we develop a random walk-based
method to deviate from seen classes, which is an opposite
objective, and use generated data instead of unlabeled data
that are not available in generalized ZSL setup; see Fig. 1.

3. Approach

We start by defining our loss for Generative Zero-Shot
Learning. We will show in section 4.2 how it can be inte-
grated with state-of-the-art GAN models to encourage novel
generations. Let’s denote the set of seen and unseen class
labels as S and U , where S ∩ U = ∅. We denote the se-
mantic representations of unseen classes and seen classes
as su = ψ(Tu) ∈ T and si = ψ(Ti) ∈ T respectively,
where T is the semantic space and ψ(·) is the semantic
description function that extract features from text article
or attribute description of class k. Let’s denote the seen
data as Ds = {(xsi , ysi , si)}, where xsi ∈ X denotes the vi-
sual features of the ith image, ysi ∈ S is the corresponding
seen category label. For unseen classes, we are given only
their semantic representations, one per class, su. We define
Ku as the number of unseen classes. In Generalized ZSL
(GZSL), we aim to predict the label y ∈ U ∪ S at test time
given x that may belong to seen or unseen classes.

We denote the generator as G: RZ × RT θG−−→ RX and
the discriminator as D : RX θD−−→ {0, 1} × {1 · · ·Ks},
where θG and θD are parameters of the generator and the
discriminator as respectively, {1 · · ·Ks} is the set of seen
class labels; see Fig. 3. For the Generator G and as in
[70, 77, 14, 19], the semantic representation is concatenated
with a random vector z ∈ RZ sampled from a Gaussian dis-
tribution pz = N (0, 1). The discriminatorD is trained with
two objectives: (1) predict real for images from the training
images and fake for generated ones. (2) identify the cat-
egory of the input image. The discriminator then has two
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heads. The first head is for binary real/fake classification;
{0, 1} classifier. The second head is a Ks-way classifier
over the seen classes. We denote the real/fake probability
produced by D for an input image as Dr(·), and the clas-
sification score of a seen class k ∈ S given the image as
Ds,k(·). Hence, G(z, sk) are the generated features from
the semantic description sk of class k.

3.1. Generative Random Walk Deviation Loss

We generate Nu representations in the current current
minibatch that we aim to deviate from the seen classes. We
denote these hallucinated feature representations as Xu =
{xu1 · · ·xuNu

}, which are is sampled by φ(G(z, su)) where
z ∼ pz = N (0, I), su ∼ pu is a semantic description of a
hallucinated unseen class; pu is defined in the next section.
φ(·) is a feature extraction function that we used as the fea-
tures from the last layer of the Discriminator D followed
by scaled L2 normalization L2(v, β) = β v

‖v‖ ; the scaled
factor is mainly to amplifying the norm of the vectors to
avoid the vanishing gradient problem inspired from [5]. We
used β = 3 in our experiments guided by [5, 72]. We repre-
sent seen classes as C = {c1 · · · cKs}, where ci represents
center of class i that we defined as

ci = φ(G(z = 0, si)) (1)

where si is the attribute or text description of seen class i.
Let B ∈ RNu×Ks

be the similarity matrix between each of
the features of the generations (xu ∈ Xu ) and the cluster
centers (c ∈ C ). Similarly, let A ∈ RNu×Nu compute the
similarity matrix between the generated points. In partic-
ular, we use the negative Euclidean distances between the
embeddings as a similarity measure as follows:

Bij = −‖xi − cj‖2, Ai,j = −‖xui − xuj ‖2 (2)

where xui and xuj are ith and jth features in the set Xu; see
Fig. 3. To avoid self-cycle, The diagonal entries Ai,i are
set to a small number ε. Hence, we defined three transition
probability matrices:

PC→Xu = σ(BT), PXu→C = σ(B), PXu→Xu = σ(A)
(3)

where σ is the softmax operator is applied over each row
of the input matrix, PC→Xu and PXu→C are the transi-
tion probability matrices from each seen class over the Nu
generated points and vice-versa respectively. PXu→Xu is
the transition probability matrix from each generated point
over other generated points. We hence define our generative
random walker probability matrix as:

PC→C(t,Xu) = σ(BT) · (σ(A))t · σ(B) (4)

where PC→C
i,j (t,Xu) denotes the probability of ending a

random walk of a length t at a seen class j given that we

have started at seen class i; t denotes the number of steps
taken between the generated points, before stepping back to
land on a seen class.

Loss: We construct a random walk loss that encourages
unseen visual spaces to deviate from seen classes. Hence
we defined our loss by encouraging each row in PC→C(t)
to be hard to classify to seen classes as follows

LGRW (Xu) =−
T∑
t=0

γt ·
Ks∑
i=1

Ks∑
j=1

Uc(j)log(P
C→C
i,j (t,Xu))

−
Nu∑
j=1

Ux(j)log(Pv(j))

(5)
where first term minimizes cross entropy loss between ev-
ery row in PC→C(t,Xu)∀t = 1 → T and uniform distri-
bution over seen classesUc(j) = 1

Ks ,∀j = 1 · · ·Ks, where
T is a hyperparameter and γ is exponential decay set to 0.7
in our experiments. In the second term, we maximizes the
probability of all the generations xui ∈ Xu to be equality
visited by the random walk. Note that, if we replaced Uc by
an identity matrix to encourage landing to the starting seen
class, the loss becomes an attraction signal similar to [27],
which defines its conceptual difference to GRaWD. We call
this version GRaWT, T for aTraction.

The second term is called ’visit loss’ was proposed
in [27] to encourage random walker to visit a large set of
unlabeled points. We compute the overall probability that
each generated point would be visited by any of the seen
class Pv = 1

Nu

∑Nc

i=0 P
C→Xu
i , where PC→Xu

i represents
the ith row of the PC→Xu matrix; see Fig. 3. The visit loss
is then defined as the cross-entropy between Pv and the uni-
form distribution Ux(j) = 1

Nu ,∀j = 1 · · ·Nu. Hence, visit
loss encourages to visit as many examples as possible from
Xu and hence improves learning representation.

3.2. GRaWD Integration with Generative ZSL

We explicitly explore the unseen/creative space of the
generator G with a hallucinated semantic representation
su ∼ pu, where pu is a probability distribution over unseen
classes, aimed to be likely hard negatives to seen classes. To
sample su ∼ pu, we follow the sampling strategy proposed
in [14] due to its simplicity and effectiveness which picks
two seen semantic descriptions at random sa, sb ∈ S. Then
we sample su = αsa + (1 − α)sb, where α is uniformly
sampled between 0.2 and 0.8. The values of α near 0 or 1
are discarded to avoid sampling semantic descriptions very
close to seen classes.
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Generator G loss.

LG =λEXu∼φ(G(su,z))),z∼pz ,su∼pu [LGRW (Xu)]

− Ez∼pz ,su∼pu [D
r(G(su, z))]

− Ez∼pz ,(sk,ys)∼ps [D
r(G(sk, z))

+

Ks∑
k=1

ysklog(D
s,k(G(sk, z)))]

(6)

where first term is our GRaWD loss. The second and the
third terms trick the generator to classify, visual generations
from both seen semantic descriptions sk and unseen seman-
tic descriptions su, as real. The fourth term encourages the
generator to discriminatively generate visual features con-
ditioned on a given seen class description.
Discriminator D loss.

LD = Ez∼pz ,su∼pu [D
r(G(su, z))]

+Ez∼pz ,(sk,ys)∼ps [D
r(G(sk, z))]− Ex∼pd [D

r(x)]

+LLip −
1

2
Ex,y∼pd [

Ks∑
k=1

yklog(D
s,k(x))]

−1

2
Ez∼pz ,(sk,ys)∼ps [

Ks∑
k=1

ysklog(D
s,k(G(sk, z)))]

(7)

where image x and corresponding class one-hot label y are
sampled from the data distribution pd. sk and ys are fea-
tures of a semantic description and the corresponding one-
hot label sampled from seen classes ps. The first three terms
approximate Wasserstein distance of the distribution of real
features and fake features. The fourth term is the gradi-
ent penalty to enforce the Lipschitz constraint: LLip =
(||5x̃Dr(x̃)||2− 1)2, where x̃ is the linear interpolation of
the real feature x and the fake feature x̂; see [23]. The last
two terms are classification losses of the real data and gen-
erated features from semantic descriptions of seen classes.
Test Time. We use G to hallucinate generations for un-
seen classes given their semantic description, where NN-
classification can be applied.

3.3. Semantically Guided Discriminator (SeGD)

We show how classification head of the∑Ks

k=1 y
s
klog(D

s,k(·)) in Eqn. 6 can be semantically
guided to improve representation quality of the generated
features. SeGD is computed using the final output feature
x̃ of the discriminator and the reduced dim text feature
s̃ = FC(s), where FC is the fully connected layer from the
generator to reduce text dimensionality of class description
s. We choose the reduced dim text feature instead of the
original text feature to suppress noise similar to [55].

We first compute the extracted visual features to the se-
mantic space to get an affinity score am of the processed

image feature x̃ and semantic text feature s̃m as follows:

LSeGD = −Ex̃

[
log

exp (am)∑
j∈Ys exp (aj)

]
, am =< x̃W, s̃m >

(8)
where W is the semantic weight learned by the discrimina-
tor. We then input these affine scores am,m ∈ {1 · · ·Ks}
as logits to softmax loss to define LSeGD shown in Eq. 8.

4. Experiments
4.1. Zero-shot Learning Experiments

We performed our experiments on existing zero-shot
learning benchmarks with text descriptions and attributes
as semantic class descriptions. The text-description setting
is more challenging since it comes at the class level and
is extracted from Wikipedia, which is noisier. We found
random walk steps T easy to tune based on the validation
set and use discounting factor γ = 0.7 in all our experi-
ments. We showed that GRaWD could improve on multiple
methods for most text-based and attribute-based datasets.
More implementation details can be found in the supple-
mentary [48].

Text-based Zero-shot Learning. We performed our
text-based ZSL experiments on Caltech UCSD Birds-2011
(CUB) [66] containing 200 classes with 11, 788 images
and North America Birds (NAB) [64] which has 1011
classes with 48, 562 images. We use two metrics widely
used in evaluating ZSL recognition performance: standard
zero-shot recognition with the Top-1 unseen class accuracy
and Seen-Unseen Generalized Zero-shot performance with
Area under Seen-Unseen curve [8]. The Top-1 accuracy is
the average percentage of images from unseen classes clas-
sifying correctly to one of the unseen class labels. How-
ever, this might be an incomplete measure since it is more
realistic at inference time to encounter also seen classes.
Therefore, We also report a generalized zero-shot recog-
nition metric concerning the seen-unseen curve, proposed
by Chao et al. [8]. This metric classifies images of both
seen S and unseen classes U at test time. Then, the per-
formance of a ZSL model is assessed by classifying these
images to the label space that covers both seen classes and
unseen labels T = S ∪ U . A balancing parameter is used
to sample seen and unseen class test accuracy-pair. This
pair is plotted as the (x, y) co-ordinate to form the Seen-
Unseen Curve(SUC). We follow [8, 77, 14] in using the
Area Under SUC to evaluate the generalization capability
of class-level text zero-shot recognition on four splits (CUB
Easy, CUB Hard, NAB Easy, and NAB Hard). The hard
splits are constructed such that unseen bird classes from
super-categories do not overlap with seen classes. Our pro-
posed loss function improves over older methods on all
datasets on both Easy and SCE(hard) splits, as shown in
Table 2. We show improvements in the range of 0.8-1.8%
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Table 1: Ablation studies on CUB Dataset(text).

Setting CUB-Easy CUB-Hard

Top-1 Acc (%) SU-AUC (%) Top1-Acc (%) SU-AUC (%)

Deviation losses + GRaWT (T=0)∼ [27] 44.0 39.5 13.7 11.8
+ GRaWT (T = 3) 43.4 38.8 13.2 11.4

on GAZSL [77] + Classify G(su, z) as class Ks+1 43.2 38.3 11.31 9.5
+ CIZSL[14] 44.6 39.2 14.4 11.9

Walk length + GRaWD (T=1) 45.41 39.62 13.79 12.58
+ GRaWD (T=3) 45.11 39.25 14.21 13.22

on GAZSL [77] + GRaWD (T=5) 45.45 40.51 14.00 13.07
+ GRaWD (T=10) 45.55 40.68 15.52 13.66

Table 2: Zero-Shot Recognition from textual description on CUB and
NAB datasets (Easy and Hard Splits) showing that adding GRaWD loss
can improve the performance. tr means the transductive setting.
Metric Top-1 Accuracy (%) Seen-Unseen AUC (%)

Dataset CUB NAB CUB NAB
Split-Mode Easy Hard Easy Hard Easy Hard Easy Hard

WAC-Linear [16] 27.0 5.0 – – 23.9 4.9 23.5 –
WAC-Kernel [15] 33.5 7.7 11.4 6.0 14.7 4.4 9.3 2.3
ESZSL [60] 28.5 7.4 24.3 6.3 18.5 4.5 9.2 2.9
ZSLNS [55] 29.1 7.3 24.5 6.8 14.7 4.4 9.3 2.3
SynCfast [7] 28.0 8.6 18.4 3.8 13.1 4.0 2.7 3.5
ZSLPP [17] 37.2 9.7 30.3 8.1 30.4 6.1 12.6 3.5
FeatGen [70] 43.9 9.8 36.2 8.7 34.1 7.4 21.3 5.6

LsrGAN (tr) [65] 45.2 14.2 36.4 9.0 39.5 12.1 23.2 6.4
+GRaWD 45.6+0.4 14.4+0.2 37.8+1.4 9.7+0.7 39.9+0.4 12.4+0.3 24.0+0.8 6.7+0.3

+SeGD 45.3+0.1 13.6−0.6 38.2+1.8 9.5+0.5 39.6+0.1 12.8+0.7 24.3+1.1 6.4+0.0

GAZSL [77] 43.7 10.3 35.6 8.6 35.4 8.7 20.4 5.8
+CIZSL [14] 44.6 14.4 36.6 9.3 39.2 11.9 24.5 6.4
+ GRaWD 45.6+1.7 15.5 +5.2 38.4 +2.8 10.1 +1.5 40.7 +5.3 13.7+5.0 25.8+5.4 7.4 +1.6

+SeGD 45.6+1.9 14.9+4.6 39.7+4.1 10.2+1.6 40.7+5.3 13.7+5.0 25.9+5.5 7.2+1.4

Table 3: Attribute based ZSL on AwA2, aPY and
SUN. Compared with [27].

AwA2 aPY SUN

H S U H S U H S U

GRaWT (T=0) [27] 32.3 80.5 20.2 23.0 78.9 13.4 26.0 31.6 22.2
GRaWT (T=3) 31.6 80.7 19.7 22.4 75.8 13.1 25.8 31.1 22.1
GRaWD 39.0 88.3 25.0 27.2 83.2 16.3 27.9 37.3 22.3

Table 4: Zero-Shot Recognition on class-level at-
tributes of AwA2, aPY and SUN datasets, show-
ing that GRaWD loss can improve the perfor-
mance on attribute-based datasets. tr means the
transductive setting.

Top-1 Accuracy(%) Seen-Unseen H

AwA2 aPY SUN AwA2 aPY SUN

DAP [42] 46.1 33.8 39.9 – 9.0 7.2
SSE [75] 61.0 34.0 51.5 14.8 0.4 4.0
SJE [3] 61.9 35.2 53.7 14.4 6.9 19.8
LATEM [68] 55.8 35.2 55.3 20.0 0.2 19.5
ESZSL [60] 58.6 38.3 54.5 11.0 4.6 15.8
ALE [2] 62.5 39.7 58.1 23.9 8.7 26.3
CONSE [51] 44.5 26.9 38.8 1.0 – 11.6
SYNC [7] 46.6 23.9 56.3 18.0 13.3 13.4
SAE [37] 54.1 8.3 40.3 2.2 0.9 11.8
DEM [73] 67.1 35.0 61.9 25.1 19.4 25.6
DEVISE [20] 59.7 39.8 56.5 27.8 9.2 20.9
FeatGen [70] 54.3 42.6 60.8 17.6 21.4 24.9
cycle-(U)WGAN [19] 56.2 44.6 60.3 19.2 23.6 24.4

LsrGAN (tr) [65] 60.1∗ 34.6∗ 62.5 48.7∗ 31.5∗ 44.8
+ GRaWD 63.7+3.6 35.5+0.9 64.2+1.7 48.3−0.4 32.7+1.2 46.1+1.3

tf-VAEGAN [50] 72.2 38.4* 66.0 66.6 32.1* 43.0
+ GRaWD 71.8−0.4 39.6+1.2 66.5+0.5 67.4 +0.8 32.9 +0.8 43.0 +0.0

GAZSL [77] 58.9 41.1 61.3 15.4 24.0 26.7
+ CIZSL 67.8 42.1 63.7 24.6 25.7 27.8
+ GRaWD 68.4+9.5 43.3+2.2 62.1+0.8 39.0+23.6 27.2+3.2 27.9+1.2

+ SeGD 68.7+9.8 42.8+1.7 62.9+1.6 40.1+24.7 27.7+3.7 28.9+2.2

Top-1 accuracy. We also show improvements in AUC, rang-
ing from 1-1.8%. We attach the AUC curves for the four
benchmarks in the supplementary. From Table 2, we show
that GAZSL [77]+GRaWD has an average relative Seen-
Uneen AUC improvement over GAZSL [77]+CIZSL [14]
and GAZSL [77] only of 9.29% and 30.89%. We achieved
SOTA results for text datasets. In Table 1, we performed
an ablation study where we show that longer random walks
performed better hence giving higher accuracies and AUC
scores for both easy and hard split for CUB Dataset. With
longer walks, the model was able to have a more holistic
view of the generated visual representation in a way that en-
ables better deviation of unseen classes from unseen classes.
Therefore we used T=10 for all of our experiments.
Attribute based zero-shot learning: For attribute-based
zero-shot learning, we performed experiments on the
widely GBU [69] setup, where we use class attributes as
semantic descriptors. We performed our experiments on
AwA2 [40], aPY [18], and SUN [54] datasets. In Table 4,
we see that GRaWD outperforms all of the existing meth-
ods on seen-unseen harmonic mean for AwA2, aPY, and
SUN datasets. In the case of the AwA2 dataset, it outper-
formed the compared method by a significant margin, i.e.,
15.1%. It is also competent with existing methods in Top-1
accuracy while improving on AwA2 4.8%. From Table 4,
GAZSL [77]+GRaWD has an average relative improvement
over GAZSL [77]+CIZSL [14] and GAZSL [77] of 24.92%

and 61.35% in harmonic mean.
Table 1 and 3 show that deviation signal in GRaWD is

critical to achieve better performance since the calculated
metrics are much better for GRaWD compared to GRaWT
for both text-based and attribute based ZSL. The perfor-
mance can severely degrade without the deviation signal.
Bottom section of table 1 shows that longer walk lengths
benefits the training as model is able to explore larger sec-
tion of unseen representations.

GRaWD loss for transductive zero-shot learning. We
also apply our GRaWD loss to transductive zero-shot learn-
ing. We choose LsrGAN [65] as the baseline model. Our
loss can also improve LsrGAN on both text-based datasets
and attribute-based datasets for most matrices ranging from
0.2%-3.6%. We observe that adding GRaWD loss is more
helpful on inductive setting. Despite that our loss does not
use unseen class descriptors, it can still improve on average
on [65] (transductive) by 1.96% on attribute datasets and
2.91% on text-based datasets.

Semantically guided discriminator. We present our se-
mantically guided discriminator (SeGD) ablations in table 2
and table 4. We applied SeGD in both inductive and trans-
ductive ZSL settings. For inductive ZSL, we can not access
semantic descriptions of unseen categories during training.
For transductive ZSL, unseen class descriptions (but not the
images) are given during training. Specifically, we choose
GAZSL for inductive ZSL and LsrGAN for transductive
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Table 5: Human experiments on generated art from Vanilla
GAN, GRaWD and CAN losses. Models trained on our
loss has the highest mean likeability in all the groups. More
people believed the generated art to be real for art work gen-
erated from model trained on our loss.

Likeability Mean Turing Test

Loss Architecture Q1-mean(std) NN ↑ NN ↓ Entropy ↑ Random Q2(% Artist)

CAN [13] DCGAN 3.20(1.50) - - - - 53

GAN (Vanilla) StyleGAN 3.12(0.58) 3.07 3.36 3.00 3.06 55.33
CAN StyleGAN 3.20(0.62) 3.01 3.61 3.05 3.11 56.55
RW-T3 (Ours) StyleGAN 3.29(0.59) 3.05 3.58 3.13 3.38 54.08
RW-T10 (Ours) StyleGAN 3.29(0.63) 3.15 3.67 3.15 3.17 58.63

GAN (Vanilla) StyleGAN2 3.02(1.15) 2.89 3.30 2.79 3.09 54.01
CAN StyleGAN2 3.23(1.16) 3.27 3.34 3.11 3.21 57.9
RW-T3 (Ours) StyleGAN2 3.4(1.1) 3.30 3.61 3.33 3.35 64

ZSL. We use SeGD on top of GRaWD to improve the per-
formance. For attribute-based ZSL, performance improved
from 39.0% to 40.1% on AwA2 and 27.9% to 28.9% on
SUN. For text-based ZSL, we observe that SeGD can im-
prove more in the easy split than the hard split. Comparing
transductive and inductive ZSL, we find SeGD a little more
more helpful in the inductive setting which is more realistic.

4.2. Novel Art Generation Experiments.

We integrated our loss with DCGAN [56], StyleGAN
[33] and StyleGAN2 [35] by simply adding LGRW in Eq. 5
to the generator loss. We assume to have Ns as seen
classes that we aim to deviate from. Here, we define
C = {c1 · · · cKs} by sampling a small episodic memory of
size m for every class and computing ci as the mean repre-
sentation per class from ResNet18 features [28]. We sample
m = 10 examples per class using random sampling. More
training details can be found in the supplementary [48]. We
aim to achieve the highest likeability scores on novel art
generations from human subject experiments while achiev-
ing competitive automated scores. We show that our loss
can generate novel visual art that is more likeable than com-
peting SOTA deviation losses [12, 61].

Dataset: We use the WikiArt dataset, containing 81k
images of 27 different art styles [1, 12].

Baselines: We performed comparisons with two base-
lines (1) the vanilla GAN for the chosen architecture. (2)

Table 6: Normalized mean ranking (lower the better) cal-
culated from the likeability experiment. We take the mean
rating of each art work on both CAN and GRaWD losses.
We then stack, sort, normalize them to compute the normal-
ized mean rank. The numbers are corresponding normal-
ized ranks from the models in the row above them.

Normalized Mean Ranks

CAN/RW-T10 CAN/RW-T3 CAN/RW-T10/RW-T3

StyleGAN1 0.53/0.47 0.53/0.47 0.52/0.48/0.50

CAN/RW-T3 GAN/RW-T3 CAN/GAN/RW-T3

StyleGAN2 0.54/0.46 0.59/0.41 0.49/0.59/0.42

Figure 4: Most liked and disliked art generated with Style-
GAN trained on GRaWD for the different groups.

adding Holistic-CAN loss [61] (an improved version of
CAN [13]). For simplicity, we refer to it as CAN.

Nomenclature: The value of the loss coefficient, λ is 10.
The models are named as RW-T(value), where RW means
GRaWD loss, and T is the number of steps. We name our
models according to this specific method throughout. We
perform human subject experiments to evaluate generated
art. We divide the generations from these models into four
groups, each containing 100 images.
NN↑. Images with high nearest neighbor (NN) distance
from the training dataset.
NN↓. Images with low NN distance from training dataset.
Entropy ↑. Images which have high entropy of the proba-
bilites from an style classifier.
Random (R). A set of random images.
We use this nomenclature to refer to these groups, e.g.,
we specify generations from the GRaWD loss, walk length
T=10, and high NN group, we denote it as RW-T10 NN↑.

Human Subject Experiments. We performed our hu-
man subject MTurk experiments based on StyleGAN1[34]

Figure 5: Percentage of each rating from human subject ex-
periments on generated images. Compared to CAN, images
from our loss are rated (5,4) by a larger share of people, and
are rated (1,2) by fewer people.
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Figure 6: Empirical approximation of Wundt Curve [53]
[67]. It shows that novelty will be likeable if the deviation
from current is limited; if this deviation is large, people tend
to dislike. The color of the data point represents a specific
model and its label specifies the group named according to
nomenclature. In this figure, the art from the NN ↑ group
has low likeability than the NN ↓ group. Examples of a high
and low likeability art work and its novelty is shown.

& StyleGAN2 [35] architecture’s vanilla, CAN and
GRaWD variants. We divide the generations into four
groups described above. We collect 5 responses for each
art piece (400 images), totaling 2000 responses per model
by 341 unique workers. We asked people to rate generations
from 1 (extremely dislike) to 5 (extremely like), which was
the first question (Q1). In Q2, we asked if a computer or an
artist generates the images (Turing Test). The setup details
of the experiment are in the supplementary [48].
We found that art from the trained StyleGAN1 and Style-
GAN2 on our loss are more likeable and more people be-
lieved them to be real art, as shown in Table 5. For Style-
GAN1, adding GRaWD loss resulted in having 38% and
18% more people giving a full rating of 5 over vanilla Style-
GAN1 and StyleGAN1 + CAN loss, respectively, computed
from Figure 5. For StyleGAN2, these improvements are
65% and 15%; shown in Figure 5.
Table 6 indicates that our generated images from the Style-
GAN model on our loss have a better rank when combined
with other sets. We compared generated art of the trained
StyleGAN 1 and 2 model on GRaWD and CAN losses. For
a pair of images, people submitted their preference. We col-
lected 5 responses each for 600 pairs of art by 300 unique
workers. Table 7 shows that our loss is preferred more.

We approximate the Wundt Curve [53] [67] in Figure 6.
We plot the curve by fitting a degree 3 polynomial on the
normalized likeability vs. mean NN distance scatter plot.

Emotion Experiments: Evaluators selected the emotion
they felt after looking at each art and justifed their cho-
sen emotion in text. We collected 5 responses each for
a set of 600 generated artwork from 260 unique workers.
Figure 7 shows the distribution over the opted emotions,

Figure 7: Distribution of emotional responses for Style-
GAN generated art trained on GRAWD loss. An example
image for fear, awe, and contentment is shown. The box be-
neath for each emotion shows the most frequent words used
by evaluators to describe their feeling. These responses
were collected from a survey on Mechanical Turk.

which are diverse but mostly positive. However, some gen-
erations construct negative emotions like fear. Figure 7
also shows the most frequent words for each emotion af-
ter removing stop words. Notable positive words include
”funny”, ”beautiful”, ”attractive”, and negative words in-
clude ”dark”, ”ghostly” which are associated with feelings
like fear and disgust.

Automated Evaluation Metrics. We performed abla-
tions for loss efficient, λ, and random walk length T , and
bench-marked them on automated metrics (attached in sup-
plementary [48]). Following the literature [61], we used
three metrics. a) the style score, in which we compute the
confusion of a trained classifier. We use the same classifier
to compute b) Activation Maximization (AM) score [76].
We compute c) the mean NN distance in ResNet18 [28] fea-
ture space. AM score provides a more accurate estimation
of the sample quality, and the mean NN distance indicates
how far generations are from the training data. We found
that StyleGAN1 [33] and StyleGAN2 [35] quality mea-
sures are significantly better than DCGAN [56]. We tried
λ=[1,5,10] and T=[3,6,10,30] and found λ=10 and T=10
having the best performance. For StyleGAN 1 and 2 archi-
tectures, we trained the model both on CAN and GRaWD

Table 7: Evaluator preference percentage for generated im-
ages for both GRaWD and CAN loss on the StyleGAN ar-
chitecture. We split the preferred images into two groups
based on their NN distance, and then the preference per-
centage is calculated for these groups.

Architecture Low NN distance split High NN distance split

CAN StyleGAN1 0.46 0.48
RW-T10 StyleGAN1 0.54 0.52

CAN StyleGAN2 0.46 0.43
RW-T10 StyleGAN2 0.54 0.56
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losses. Using our loss, we achieved the highest likeability
while achieving competitive metrics scores.

5. Conclusion
We propose Generative Random Walk Deviation

(GRaWD) loss and showed that it improves generative mod-
els’ capability to better understand unseen classes on sev-
eral zero-shot learning benchmarks and generate novel vi-
sual content trained on WikiArt dataset. We think the im-
provement is due to our learning mechanism’s global na-
ture, which operates at the minibatch level producing gen-
erations that are message-passing to each other to facilitate
better deviation of unseen classes/styles from seen ones.
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