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IMCA: An Efficient In-memory Convolution
Accelerator

Hasan Erdem Yantır, Ahmed M. Eltawil, Senior Member, IEEE, and Khaled N. Salama, Senior Member, IEEE

Abstract—Traditional convolutional neural network (CNN) ar-
chitectures suffer from two bottlenecks; computational complex-
ity and memory access cost. In this study, an efficient in-memory
convolution accelerator (IMCA) is proposed based on associative
in-memory processing to alleviate these two problems directly.
In the IMCA, the convolution operations are directly performed
inside the memory as in-place operations. The proposed memory
computational structure allows for a significant improvement in
computational metrics, namely, TOPS/W. Furthermore, due to its
unconventional computation style, the IMCA can take advantage
of many potential opportunities such as constant multiplication,
bit-level sparsity, and dynamic approximate computing, which,
while supported by traditional architectures, require extra over-
head to exploit, thus reducing any potential gains. The proposed
accelerator architecture exhibits a significant efficiency in terms
of area and performance, achieving around 0.65 GOPS and 1.64
TOPS/W at 16-bit fixed-point precision with an area less than
0.25 mm2.

Index Terms—Artificial intelligence, convolutional neural net-
works, in-memory computing, associative processors, non-von
Neumann architectures, convolution accelerator

I. INTRODUCTION

THE human brain is the most efficient processor known
until now; therefore, researchers want to mimic the brain

in performing computations for tasks that mimic human intelli-
gence such as reasoning, planning, learning, etc. Collectively,
these tasks are studied in the field of Artificial Intelligence
(AI), where computations are performed using brain-inspired
approaches. An adult brain has an average of 8.6 billion
neurons, and 500 trillion synapses [1]. Considering a case-in-
point where a study to simulate one second of the human brain
activity requires 82,944 processors running for 40 minutes and
dissipating 9.89 MW in total [2]. This is especially intriguing
since the real human brain consumes approximately around
10-20 W [3]. Even though AI systems achieve great success
in performing complex intelligence tasks, this achievement
comes with an overwhelming cost. The existing architectures
for AI focus on utilizing massive parallelism to address the
computational needs; however, the issue of memory access
is still largely not addressed. This fact forces researchers to
find a much more efficient representation of the AI systems
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in the computation domain as well as efficient processing
architectures [4]. This study aims to address these challeng-
ing issues, namely, computational complexity and off-chip
memory access in traditional AI architectures specifically for
convolution neural networks (CNN).

One successful specific type of AI systems is CNNs, which
can outperform humans in many visual perception tasks [5]. As
an example case, the preliminary results show that CNN-based
AI systems can outperform pathologists in diagnosing some
cancer types both in terms of throughput and accuracy [6].
Regarding these promising applications and their outcomes,
it is highly expected that the demand for AI is projected
to increase tremendously to span every major industry from
medicine to security. On the other hand, modern CNN archi-
tectures require hundreds of convolution layers stacked to each
other, performing billions of operations for specific input data.
Furthermore, AI systems need more capable hardware as the
complexity of the required tasks increases (from classification
to segmentation, detection, and localization). From the imple-
mentation perspective, shrinking in the transistor dimensions
has approached its limits [7], so it is difficult to shrink the
transistor dimensions further to obtain more performance.
This reality makes the efficient implementation of AI-based
systems on traditional processors limited. In order to meet
the unique needs of AI-based systems, various architectures
were proposed as possible contenders such as GPUs [8], or
application-specific processors like Google TPU [9], and Intel
Movidius [10] to accelerate AI tasks. These architectures focus
on utilizing massive parallelism to address the computational
needs; however, the issue of memory access is still largely not
addressed. As the CNN complexity increases, the architecture
becomes more memory dominant since the total number of
weights and operations increases proportionally, leading to an
increase in data access and an associated increase in energy
consumption, ultimately limiting performance. As an example
case from [11], reading two 32-bit numbers from 8 KB, on-
chip SRAM consumes 100x more energy than performing
32-bit addition on these numbers in 45 nm technology. The
memory bottleneck is also an issue for more advanced tech-
nologies (e.g., FinFET) since most of the energy is spent
on communication. The ratio becomes much higher when
the data access is from DRAM. Considering the enormous
amount of calculations required on huge amounts of data for
AI tasks, these conventional accelerator architectures are still
challenged by the memory bottleneck problem. This is caused
due to the processor-centric design principles applied since the
prevalence of von Neumann architectures. However, current
requirements of AI computation needs memory-centric design
principles to address the memory bottleneck.
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In summary, this study proposes an In-Memory Convolution
Accelerator (IMCA) for CNN-based AI systems. The IMCA
combines processing and storage in the same location by
following the principles of associative computing [12]. Pro-
cessing on the data is performed without moving the data,
i.e., truly in-place. This methodology seems very plausible
since the brain similarly performs both processing and storage
in the same place and at the same time. Additionally, the
proposed architecture maximizes the computational density by
exploiting memory rows as simple processors.

The rest of the paper is organized as follows: In the
following section, the background information on CNNs and
associative in-memory computing are presented together with
related works. Section III introduces the proposed accelerator
architecture in detail, together with architectural novelties
and capabilities. Experimentation and evaluation results are
discussed in Section IV. The final section concludes the work.
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Fig. 1: Associative processor architecture

II. BACKGROUND

A. Associative Processors

The research on in-memory computing aims to cope with
the barrier of memory bottleneck by processing the data
inside the memory without moving it between the memory
and the processor. The paradigm proposes replacing the logic
with memory structures to virtually eliminate the need for
memory load/store operations during computation. At this
point, Associative Processing (AP) [12] seems as a very
promising computational paradigm. The overall architecture
of an associative processor is presented in Figure 1, which
consists of content addressable memory (CAM), controller,
and interconnection. To perform the operations in the memory,
APs exploit the associativity feature of CAMs. CAM keeps
the data on which operations are performed. CAM has some
special registers to manage the data, such as key, mask, and
tag. These registers are used to search specific content in
the selected (masked) columns of the CAM. The key register
stores the value that is compared against or written to the
CAM. Mask register indicates the columns that are activated

during comparison or write. The rows matched by a compare
operation are marked in the tag register. The rows tagged
with logic-1 means that the corresponding CAM row has been
matched with the given key and mask value. For example, if
we use key 010 and mask 110 to the CAM, the tag bits of the
corresponding rows whose third and second bits are logic-0
and logic-1 respectively become logic-1. The data movement
to the CAM can be performed in two ways; column-parallel,
row-serial, or column-serial, row-parallel. For the first way,
the data that need to be placed inside a CAM row are stored
in the key register. When the corresponding row’s tag register
becomes logic-1 together with the write enable signal, the key
data is written to the corresponding row. This method is used
while moving the data inside the CAM from the sensor or
main memory. In the column-serial, row-parallel method, a
single column of the CAM array can be written at once. This
communication is used while transferring the data column-
wise between the APs. In the same manner, the CAM cells can
be read column-wise by using the tag register. Furthermore, it
can be read in the same way for SRAM memories.

In traditional processor architectures, operands are read
from memory and transferred to the processor. On the contrary,
AP performs the required operations over data via consec-
utive compare and write operations on CAM. During these
operations, the corresponding look-up table (LUT) of the
performed operation is referenced [12]. In order to visualize
the associative computing more comprehensively, Figure 2
illustrates the complete flow for in-place addition of two 4-
element, 2-bit signed vectors stored in a memory, A and B, i.e.,
B[i]=B[i]+A[i], i=0...3. The tables in the first row correspond
to the LUT for addition required for the compare and write,
and the others show the change in the memory (i.e., CAM)
content together with the key/mask values and the tag status.
The LUT entries show the required data for compare and
write operations (if the compare matches) in order. At the
start, A contains (i.e., columns 1-0) the values of [1; -2; 1;
-1] and B (i.e., columns 3-2) contains the values of [1; -2;
0; -2] in binary two’s complement. Cr (carry) column (i.e.,
column 4) is all 0s. The highlighted LUT entry points to the
applied key on the masked columns. Each entry corresponds
to a combination of Cr, B, A bits. Even though there are
eight (23) combinations, only four are used since others do
not affect the operation. In each memory of the figure, the
key value from the LUT’s compare column is searched in the
masked columns of the memory. The arrows specify the flow
of the operation. In the first row of the figure showing the
CAM, a partial addition operation is performed on the first
bits of A and B while Cr stores the carry bit. Therefore, the
mask register is set as logic-1 for Cr and the first A and B
columns. The second row of the figure similarly corresponds
to the addition on the second bits. After each compare, the
matched rows are tagged with logic-1, as indicated in its
tag register. Then, the corresponding LUT entry (shown in
the write column) is written only to the masked cells of
the matched rows. For example, in the first table, ”011” is
searched for in Cr, B, and A columns, respectively. The first-
row matches by indicating a logic-1 in its tag register. As
a result, logic-0 is written for the B column, and logic-1 is
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Fig. 2: An example vector addition operation (B=B+A) in the AP using associative computing principles

written to the Cr column. Normally, this operation represents
a full adder for the combination of 0+1+1, where the carry is
logic-1, and the result is logic-0 (i.e., ”10” as together). By
applying all the LUT entries on each bit location, column-wise
full addition is performed. The process is repeated for all the
passes in the prescribed order shown in the figure. Finally, the
value stored in Cr and B becomes [2; -4; 1; -3], equals to
B+A (i.e., [1+1; -2+-2; 0+1; -2+-1]). Even though the figure
shows an operation on a 4-element vector, this operation can
be applied to hundreds of AP rows as concurrent. In general,
adding two vectors that are m-bit wide takes 8m cycles (4m-
compare and 4m-write), independently of the vector size as
long as the vector fits into the memory. All other arithmetic
and logical operations, such as subtraction, multiplication, etc.,
can also be performed in the memory as parallel by utilizing
their corresponding LUTs [13], [14]. In short, these operations
are performed by applying the corresponding operation’s LUT
on CAM consecutively. The controller part of an AP in Figure
1 is responsible for driving the CAM regarding the performed
instruction. For vector operations on massive data, in-memory
processing eliminates the memory access costs and provides a
great performance advantage by its SIMD-like processing on
each memory row.

In terms of performance, APs require a large amount of
data to outperform traditional processors [14]. For this reason,
their best usage is in applications that have an inherent SIMD
(single-instruction multiple-data) computational pattern. Fast
Fourier transform (FFT) [15], DNA sequence alignment [16],
stencil [17], and matrix multiplication [18], [19] are some
example applications that can benefit from AP. In an analogy,
APs can be considered as a next step on the path of the CPU
(central processing unit) to GPU (graphical processing unit)
transformation. Compared with CPUs, GPUs have simpler
processing cores; however, they are throughput optimized

on the contrary to CPUs, which are latency optimized [20].
Figure 3 illustrates the architectural comparison of these three
processors. Compared to GPUs, APs have much simpler cores
(i.e., a single memory row), yielding a higher throughput since
more cores can be placed in a chip. Additionally, its overall
controller is smaller and simpler, which only includes the
LUTs for the operations, and basic logic to apply these LUTs
to the key and mask registers in order [13].
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B. Convolutional Neural Networks (CNN)

Figure 4 shows the general architecture of a convolu-
tional neural network. A typical CNN architecture consists
of interleaved stages of convolution (conv) and activation
layers followed by fully connected and classification layers.
Normalization and pooling layers can also be used optionally.
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Fig. 4: Architecture of a convolutional neural network (CNN)

In the convolution, a 2D filter (kernel) is applied to the 2D
data (i.e., activations) to extract the features. At each level,
the convolution layer extracts higher-level features than the
previous ones. These filters generally consist of hundreds of
channels. After convolution, a nonlinear activation function
is applied. The most widely used one is ReLU, which is
the most computationally efficient [21]. The recent trend in
CNN models is going deeper with more convolution layers,
and the ratio between the number of convolution and fully
connected layers gets larger. Convolution layers become the
dominant part of overall performance and energy consump-
tion. According to published statistics, 80% of the energy
is spent on convolution layers versus fully-connected layers,
and convolution operation in CNNs consumes more than 90%
of the overall computation cycles [4], [22]. For CNNs, the
bottleneck for processing is in the memory access since each
multiply-accumulate (MAC) operation requires three memory
reads and one memory write. Considering the fact that memory
access consumes several orders of magnitude higher energy
than computation [11], a memory-centric implementation of
CNN architectures becomes vital.

Over the years, CNN architectures have become more and
more complex. As a consequence, efficient hardware archi-
tectures are required to manage this complexity. In many ap-
plications, CNN inference should be carried near the sensors,
which is referred to as edge computing [23], where low power
operation is critical, especially in battery-operated scenarios.
For critical approaches such as autonomous vehicle and drone
navigation, local processing is essential since sending the
data to the cloud is not feasible due to latency and possible
reliability problems in the communication channels [24]. In
the literature, there are many studies on CNN hardware
architectures apart from the traditional CPU or GPU based
solutions. All these architectures aim to accelerate convo-
lution operations by optimizing memory usage and MAC
operations. According to the literature survey study in [4],
these architectures are classified into four groups as weight
stationary, output stationary, no local reuse, and row stationary
based on their data handling characteristics. The weight and
output stationary architectures aim to optimize the energy
consumption due to reading weights or partial sums of MAC
operations, respectively [25]–[27]. On the other hand, row sta-
tionary architectures aim for more comprehensive optimization
of weights, activations, and partial sums all together [28]. No
local reuse (NLR) approaches aim to maximize global memory
since it is more area efficient than local memories. In addition
to these digital architectures, convolution operation can also
be implemented by using SRAM or resistive memories (e.g.,

memristor, STT-RAM) to perform the MAC operation as
analog [29], [30]. Even though analog computation is more
energy-efficient, it is hard to program analog circuits, and
they show lower accuracy due to electrical noise and inherent
variability. Additionally, the fabrication process of emerging
semiconductor devices is not mature yet. Therefore, most of
the studies focus on small networks or only simulations [31]–
[33].

This study proposes a traditional CMOS-based hardware
architecture for the convolution accelerator to put effort into
solving the aforementioned problems of convolution proces-
sors. The contribution of the study to the research community
can be summarized as follows:

• For the first time, a novel AP-based in-memory convolu-
tion accelerator (IMCA) is proposed, which can achieve
high energy efficiency and optimal computational density
by bringing the computation inside the storage.

• Unlike the other accelerators, which generally take the
absolute value sparsity into account, the IMCA is capable
of regarding bit-level sparsity, which facilitates the fine-
grain optimization for performance and power.

• The cost of some AP operations such as multiplication,
absolute value is reduced by proposing more efficient
alternatives. The new operations both consume less area,
power as well as show better performance.

• It is shown that the proposed architecture supports ap-
proximate computing inherently and dynamically without
any extra cost, which shows the superiority over other
CNN architectures.

III. ACCELERATOR ARCHITECTURE

The proposed accelerator (IMCA) is based on associative
in-memory processing. The overall architecture consists of
multiply-accumulate units aligned in a pipelined way. Fur-
thermore, the architecture includes some additional novel
mechanisms such as constant multiplication, bit-level sparsity,
and dynamic approximate computing introduced in this study.
The following subsections detail the overall architecture.

A. In-memory Convolution

Convolution operation on the IMCA is performed through
associative processing principles. The architecture uses fixed-
point arithmetic. Figure 5 shows the overall pipelined IMCA
architecture where the activations are stored on the CAM rows,
and the kernel weight for the corresponding MAC operation
is stored in a register inside the controller. Each stage of the
IMCA performs a MAC operation on these activations with
its corresponding filter weight. In a k × k filter, there are k2

filter weights. Since each stage of the IMCA performs a MAC
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Fig. 5: Architecture of in-memory convolution accelerator (IMCA)

operation on a kernel weight, the total number of the required
stages equals to k2. Additionally, an extra stage can be added
for buffering the computed activations if the number of stages
is not enough for the filter weights (i.e., filter size > k2). While
first k2 stages are responsible for MAC operation for each
filter weight, the optional last stage stores the output values
either to be read by an outer processor or for partial sums
with the results of other activations. The figure also shows
the placement of kernel weights through the pipeline stages.
The placement starts from the bottom of the first column
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Fig. 6: Convolution through the IMCA stages

and follows an s-shape pattern through the last column. This
placement is required to optimize the data flow between the
CAMs. This placement is also effective on the communication
pattern between the stages (i.e., forward, up, or down). Each
column of the filter has alternating up and down communi-
cation patterns, and only the first element of the column has
the forward pattern for the partial sums (PS). The weights are
loaded only once at the beginning of the convolution operation
on 2D input activations. While input activation is fed to the
IMCA column by column, the same filter weights are reused
until the next convolution operation with a different filter. The
first stage gets the input data from the outside processor or
another data source (e.g., sensor) as sequential. During this
stage, the IMCA is initialized with a column of the 2D input
data (e.g., an image column). This sequential initialization
operation is done by using a shift register, which activates
a row of the CAM at a time, in order. Whenever a row is
activated (i.e., write enable signal is asserted), the incoming
data is written. This methodology eliminates the need for area-
inefficient address decoder and encoder circuits. In order to
obtain an area-efficient implementation, the tag registers in
traditional AP architecture are modified to function as a shift
register as well. Figure 1 shows this detail also where each
tag register is connected to the next one to form a chain. The
outer processor sends the data as synchronized with the tag
register so that the tag register shifts by one bit at each clock
cycle whenever new data comes. In the first stage, there is no
accumulate operation, only multiplication. Starting from the
second stage, both multiplication and accumulation (MAC)
operations are carried on the data coming from the previous
stage. Even though the initialization of the IMCA is performed
row-wise, the communication between the stages is carried
out column-wise. After performing a MAC operation in an
IMCA stage, the partial summation results and input column
are sent to the next stage. An interconnection switch handles
communication between the IMCA stages. A general-purpose
interconnection switch between two CAM stages [34] requires
n2 configuration cells and supports n! different communication
patterns. This constitutes an interconnection switch which is
more complex than the CAM itself, where CAM size is n×m
and m (i.e., number of columns) is generally much smaller
than n (i.e., number of rows). Additionally, the required
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control unit to manage such a huge number of combinations
becomes very complex and intractable. On the other hand,
the proposed IMCA processor requires only three different
communication patterns, which are directly forward, one row
up, and one row below due to the optimized placement of
the kernel weights as illustrated in Figure 6. The three-state
buffers handle this communication, as shown in the detailed
circuit diagram in Figure 13a. This scheme facilitates the usage
of limited reconfigurable communication interconnect between
the stages that provides enough flexibility for convolution
operation and low implementation cost.

X0(t-s)

X1(t-s)

Xn(t-s)

PSst  = wS  + PS(s-1)x    ,where x =  

t-2, if s%k==0

t-1, otherwise
(1)

Figure 6 explains convolution operation on the IMCA
explicitly. In the figure, the filter has a kernel size of two for
simplicity. The figure follows a convention where PSst shows
the partial summation result of MAC operation on stage s at
time step t. The computed partial sum in a stage is forwarded
through the last stage to obtain the resulted activation at the
last stage. The figure shows the partial sums generated in a
stage at a specific time in the same color. For example, PS22

is generated in stage #2 at the time step of 2. This partial
sum moves to the next stage at time step 3 to generate the
partial sum in the following stage (i.e., PS33). X represents
the column vector of input activations and always moves
forward between the stages. Equation 1 shows the performed
computation for the partial sum in an IMCA stage, where a
MAC operation is performed with the same filter weight of
the corresponding stage (i.e., ws). In all the stages except the
ones corresponding to the first column weights of a kernel
matrix, the accumulate operation is performed between the
product and partial sums from the previous stage and time
step. For the first column weights of a kernel matrix (e.g., the
third stage), the accumulate operation is performed with the
partial sums coming from the previous stage and two previous
time steps. The figure also shows data movements between the
stages. For example, while the result of stage #0 (PS0t) shifts
one row up, X moves forward between stage #0 and stage
#1. X (i.e., an image column) always moves forward through
all pipeline stages. Equation 2 formalizes the communication
pattern for partial sums between the stages.

PSst

PSst      if (s+1)%k==0

else if shift==

ps1

ps2

ps(n-1)

---

else if shift==

---

ps0

ps1

ps(n-1)

st

st

(2)

The latency of the processor is k2 steps, where a step
consists of a MAC operation and data movement to/from

that stage. After the latency, the system outputs a computed
convolution results across a column at each time step.

B. CAM Optimization

The IMCA relies on in-memory computing based on a
CAM. The operands on which the in-memory operations
are performed are stored in SRAM-based CAM cells. The
overall memory size must be enough to store all the operands
and perform the necessary operations. On the other hand,
one of the biggest problems of volatile memory technologies
such as SRAM is the static power consumption where the
transistors in the cells leak the current while keeping the data.
The leakage power constitutes a big portion of the overall
energy consumption of an SRAM memory [35], [36]. The total
amount of leakage is directly proportional to the CAM size.
Therefore, the proposed IMCA architecture should perform
convolution operation by using a minimum number of CAM
columns within the shortest time to reduce the overall leakage.
For this reason, an effort has been made to optimize some
operations by both decreasing their area usage and latency.
The constant multiplication operation introduced in the next
subsection (Section III-C) positively improves the leakage
energy by decreasing the latency of multiplication operation.
Furthermore, it decreases the CAM size since there is no
need to store the kernel weights inside the CAM. For further
reduction both in the static power consumption as well as the
area, some operations can be performed as in-place instead
of traditional out-of-place execution [14], [37]. In in-place
operations, the results of the operations are overwritten to one
of the operands (e.g., B=B+A). Out-of-place operations require
additional columns to store the result (e.g., R=B+A). As seen
in Figure 10, the addition operation is already performed
as in-place. A possible instruction to be performed as in-
place is absolute value operation, which is needed for signed-
multiplication. The operation is used two times to get the ab-
solute value of input activation and convert the multiplication
result to its original sign. Instead of using traditional absolute
value operation where the result is written to another place,
the in-place absolute value operation is proposed by utilizing
the hardware optimization in [38] where the result is written
in the same place as the operand. Table I shows these two
LUTs for absolute value operations performed as bit-wise.
As shown in Table Ia, traditional LUT for absolute value
operation (R = |A|) requires a special ordering as indicated
in the comment column. The table simply copies A to R if
it is positive (S = 0). Otherwise, it performs 2’s complement
on A for its absolute value. In the table, F stands for the
flag bit, which becomes logic-1 whenever a logic-1 is seen in
A’s corresponding column. When it becomes logic-1, the LUT

TABLE I: LUTs for absolute value operations in APs

(a) AbsoluteValue

F S A F R Comment

0 0 1 0 1 1stPass
0 1 1 1 1 4thPass
1 1 0 1 1 2ndPass
1 1 1 1 0 3rdPass

(b) AbsoluteValueIP

F S A F A

0 1 1 1 1
1 1 0 1 1
1 1 1 1 0
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Fig. 7: Percentage of logic-0 in unsigned binary representation of the filter weights for 18 pre-trained CNNs (i.e., 1-k/m where
m is the total bitwidth and k is the number of logic-1s)

sets the R as the reverse of A for the remaining bits. The
approach in [38] provides a mechanism which excludes the
matched rows in the next compare cycle within a LUT pass,
therefore releases the requirement for LUT ordering as well
as it avoids the miswrites during a LUT pass. Table II shows
the comparison of the proposed operation with the previous
version. According to the table, the proposed new operation
(AbsoluteValueIP) provides an average of 48% improvement
in the area. Furthermore, it increases the performance of the
operation by an average of 36.5%.

TABLE II: Comparison of the proposed absolute value oper-
ation with the traditional one

AbsoluteValue [14] AbsoluteValueIP Improvement %
(16-bit)

Area Requirement 2m+2 m+1 48%
# of compare cycles/bit 4 3 40%

# of write cycles/bit 4 3 33%

C. Constant Multiplication and Bit-level Sparsity

In APs, the theoretical complexity of multiplication oper-
ation is O(m2), where m is bitwidth of the multiplier, and
multiplicand [34]. This is because a partial addition operation
is performed for every bit of the multiplier operand [13].
Basically, this operation adds the partial result to multiplicand
if the corresponding multiplier bit is logic-1. On the other
hand, if the bit is logic-0, it simply skips all the write
cycles since there will be no match at the end of a compare
operation. This operation is crucial for many applications
such as FFT, Fast Walsh–Hadamard transform, etc., when the
multiplier is variable through the CAM rows [13], [15]. On
the other hand, in CNNs, the same weights are applied to a
frame during a convolution operation by performing constant
multiplication. Convolution operations on the IMCA require
vectorial multiplication where data through the CAM rows are
multiplied with the same constant (i.e., the kernel weight) as
shown in Figure 6. If a binary factor (2n) exists for the inputs
or weights, the shifting operation can be applied to find the
exact value. This operation takes a single cycle since only
fixed-point representation is changed [14].

Figure 7 shows the logic-0 percentage of the all convolution
weights of 18 different pre-trained CNN models where the
bitwidth representing the weights varies between 8-16 bits.
The figure shows the statistics of around 390 million unsigned
weights used by the popular CNNs, where the average 71.0%
of the binary representation of the weights consists of logic-0s
in their 16-bit representations, resulting in a sparse multipli-
cation operation. In an 8-bit representation, which is more
commonly used by the inference engines, this ratio goes up
to 89.7%. These findings create a perfect opportunity for the
associative in-memory convolution engine where the engine
simply skips logic-0 bits of the multiplicand (i.e., weight)
during the costly multiplication operation. Regarding this need,
the architecture of the APs is modified to support faster and
more energy-efficient in-memory multiplication operation.

During the convolution operation, the controller unit checks
the bit of the constant (i.e., kernel weight) and performs
the partial addition operation if it is logic-1. The approach
requires an additional comparator inside the controller, which
has a negligible cost compared to the overall architecture.
The approach resembles loop unrolling in traditional compiler
designs [39]. In this way, a considerable area and static power
savings become possible since there is no need to store the
same kernel weights across the rows in the CAM. On the other
hand, traditional CNN architectures require to multicast the
same kernel weight to multiple processing elements. Figure
8b shows an example case for bit-level sparsity during the
traditional multiplication operation, where the activation x is
multiplied by the weight w. The weight includes two logic-0s

x

w

m
-b
it

m
-b
it

X +

m
-b
it

m
-b
it

s

m
-b
it

==0

==0
bypass

(a) Traditional MAC operation

x

(x=0.8750)
(w=0.6250)

(1)
(0)
(1)
(0)

0 1 1 1
0 1 0 1

+
0 1 0 0 0 1 1 (y=0.5469)

0 1 1 1

0 1 1 1

s
k

ip
 if 0

No 
computation

(b) Bit-level sparsity

Fig. 8: Traditional MAC operation and bit-level sparsity in the
IMCA
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in its representation (2nd and 4th bit); therefore, whenever the
w’s corresponding bit is logic-0, the partial addition operation
is skipped for the sake of both performance and energy.
Since multiplication is a quadratic operation in the AP, the
complexity of multiplication decreases to O(k · m) where k
is the number of logic-1s in the weight and m is the bitwidth
of the feature and weight. If the binary digit distribution is
accepted as uniform (2k = m), this modification provides a
2x speedup. Further to that, Figure 7 also implicitly exhibits
speedup and energy saving since they are directly propor-
tional to the logic-0 percentage (i.e., 1-k/m). As presented
in the figure, the ratio of m-k (i.e., logic-0 percentage) over
m changes between 65.3% and 98.4% with an average of
78.8%. This corresponds to an energy-saving proportional to
this rate due to the faster processing. Figure 9 shows the
required number of cycles (compare and write) to perform the
multiplication operation between the input activation and the
kernel weights ranging from 8-bit to 16-bit. The figure shows
the results of traditional multiplication on the AP and the
proposed constant multiplication on different pre-trained CNN
weights. The average speedup that the proposed multiplication
for IMCA achieves varies between 3.5x and 15.5x. On the
other hand, a traditional CMOS-based multiplier (Figure 8a)
used in other convolution engines cannot get benefit from this
feature and functions the same for all weights whether it is all
logic zeros except the LSB (i.e., 0.00000001) or all logic-
1s (i.e., 0.11111111). However, some architectures include
the energy reduction technique to bypass the multiplication
operation if the weight or activation is 0 (i.e., all bits are 0)
[28], [40].

Fig. 9: Number of cycles required for the multiplication

Figure 10 shows MAC operation on the CAM rows of
IMCA step by step in a total of five steps when the proposed
CAM optimizations and constant multiplication are employed.
The figure details the operations performed in a single stage
of Figure 6. Through the CAM rows, all MAC operations are
performed simultaneously, resulting in a run-time that depends
on the bitwidth rather than the length of the processed vector
as long as it fits into the memory. In the figure, xi,j and
si,j represent the input activation and the result of MAC
operation in row j of ith stage. The sb indicates the sign
bit of the multiplication result. Since multiplication operation
is performed on unsigned numbers, firstly, the absolute value

operation (AbsIP) is performed on input activation. Constant
multiplication operation (MultConst) is performed with the
same filter weight (wi). After the multiplication operation,
another absolute value operation is carried over to obtain the
signed result. Lastly, in-place addition operation (AddIP) is
performed to obtain the final result si,j .

D. Dynamic Approximate Computing

Training of DNNs requires computation at high precision
since gradient operations must be performed precisely to
optimize the overall architecture weights. For this reason, the
training phase is generally performed at high precision by
representing numbers in floating-point in GPUs [41], even
though there are some studies performing training with little to
no loss in accuracy at 16-bit fixed-point [42]. On the contrary,
the inference step of DNNs does not require such amount of
accuracy, so can be performed by fixed-point numbers with
fewer bits ranging from 8-16 bit [43], and even in binary
[44]. The study in [24] shows that the number of integer
bits required for MAC operations during CNN is 8 bits for
99.12% weights and 16 bits for 0.01%. On the other hand,
some architectures may require better precision, especially if
it is mission-critic (e.g., healthcare). Therefore, the recent GPU
architectures provide reconfigurable precision for training and
inference and support mixed-precision computing [45], [46].

In the IMCA, operations are performed bit-wise, starting
from the least significant bit (LSB) towards the most signif-
icant bit (MSB). The locations of the LSBs represents the
accuracy (bitwidth) of the numbers, and it can be inherently
changed by modifying the instruction on the controller. While
operations are performed over 16-bit, at any time, the preci-
sion can be decreased to 8-bit and later increased to 12-bit.
Furthermore, each stage in the IMCA can perform operations
on different bitwidth. In this way, while low-level features
are obtained in high precision, higher-level features can be
obtained in a lower precision as a preferred methodology in
CNNs. The architecture naturally provides a mechanism of
dynamic approximate computing, which is very useful for
DNN architectures. Figure 11 shows results for approximate
computing in the IMCA. The figure presents the GOPS and
accuracy results when the bitwidth of the IMCA is changed for
MAC or only unsigned multiplication operations. For accuracy
results, the reference is 16-bit computation. For the MAC op-
eration, the system changes the output precision to a specified
bitwidth. For example, two 8-bit numbers are multiplied, and a

x0,i
s0,i |x0,i|

x1,i|x1,i|

xn,i|xn,i|

AbsIP

|wi|×|x0,i|

|wi|×|x1,i|

|wi|×|xn,i|

MultConst

wi × x0,i

wi × x1,i

wi × xn

sb0,i

sb1,i

sbn,i

[s0,(i-1)]

XORConst

s1,i
[s1,(i-1)]

sn,i
[sn,(i-1)]

AddIP 13

2

5

Row #0

Row #1

Row #n

AbsIP4

Fig. 10: MAC operation on the ith stage of the IMCA
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16-bit number is obtained. Then, this number is trimmed back
to 8-bit during accumulation. On the other hand, the results
belong to the multiplication corresponds to the case where
the output is always 16-bit. However, the input numbers are
trimmed to the specified bitwidth only during multiplication.
For example, two 12-bit numbers are multiplied, and a 24-
bit number is obtained. This number is trimmed back to
16-bit, and accumulation operation is performed over 16-bit.
According to the figure, performing approximate computing
only during multiplication operation results in an advantage
in GOPS with better accuracy compared to overall computing
(MAC). Moreover, this method keeps the output at full pre-
cision. For example, at the full 16-bit precision output with
99.6% accuracy, 2.70x GOPS improvement can be obtained
when the multiplication operation is performed over 8-bit.

Fig. 11: Average GOPS and accuracy metrics of multiply-
accumulate (MAC) and multiply operations in a single IMCA
stage (256-row) with respect to variable bitwidth

E. System-level Architecture

Even though the most costly operation in CNNs is convo-
lution, CNNs also include more various units like activation,
pooling, fully connected layers, etc. Thus, IMCA can be used
as an accelerator more usefully whenever an efficient/parallel
convolution operation is required during the overall flow of a
CNN benchmark. Figure 12 shows an illustrative processing
system architecture where the IMCA is directly coupled to
processor and memory to be used as an accelerator near
a processor. In this way, whenever the CPU encounters a
convolution operation (e.g., nn.Conv2D() in PyTorch), it can
offload this operation to the IMCA. In the figure, the top
diagram shows the 2D convolution operation between the
m, c-channel filters (W), and c-channel input activation (I).
During the convolution, each filter is convolved through the
input feature’s channels and generates a single 2D output
activation. Each m filter generates a separate output activation
with a total of m output activations. At the beginning of the
operation, input activations of the convolution to be filtered can
be copied to the AP from the main memory or CPU through
the dedicated buses. The CPU can initiate the operations on
the IMCA. The accelerator itself can consist of multiple IMCA
units, which are organized in a two-dimensional space. The
figure shows the overall architecture, which consists of c tiles,
and each tile has m IMCA units. The data (activation, filter
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Fig. 12: Convolution operation on the IMCA and overall
system architecture where the corresponding data for the
convolution operation (filters and activations) shown in the
same color

weights, and output) placement are shown in the same color as
in the convolution diagram at the top for better understanding.
In a tile, the same data are transferred to all IMCA units.
However, a different filter is applied to each input activation
through the pipelines (i.e., IMCA unit). In this way, input
activation reuse is achieved. The total number of tiles depends
on the number of channels. At the end of the convolution, the
corresponding output activations across the tiles are summed
to compute the final activation. The most important benefit
of IMCA here is that since all the activations and weights
are stored inside the processor, no memory access is required
outside compared to the traditional architectures. In this way,
the reuse of input activations, weights, and output activations
is achieved. In the end, the results can be copied back to the
memory or directly used by the processor. Even though the
figure shows the perfect placement of a convolution operation
on the IMCA where the number of channels and activations is
the same as the processor dimensions, the perfect placement
might generally not be possible since the sizes change through
the CNN layers. In this case, a time-division multiplexing
approach can be used to perform the convolutions in multiple
runs. For instance, the maximum filter size depends on the
number of MAC stages in an IMCA unit. Supposing the
filter size is larger than the number of IMCA stages, in that
case, an additional stage can be used for buffering, and the
filter weights are replaced in the controller to perform the
computations with the remaining filter weights.

IMCA can also be employed by tightly coupling it with the
CPU in the same chip as in [47], or replacing the last level
cache of a CPU by IMCA [34]. It can also be combined in the
same chip with a memory to facilitate faster communication
to eliminate the DRAM bottleneck. Furthermore, the proposed
accelerator can be used as a subcomponent in the ASIC
design of AI chips. Since the main target of this study is
introducing a convolution accelerator on its own, the system-
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level architecture solutions are postponed to further studies for
the sake of content constraints.

IV. EVALUATION

For the evaluation of the IMCA, an in-house simulation
framework is developed, which consists of both system-level
and circuit-level simulators. The system-level simulator takes
the input (2D image, kernel weights, etc.) together with
the architecture features (bitwidth, approximate computing
parameters, number of layers, etc.) and drives the SPICE-
based circuit simulator iteratively as cycle accurate to obtain
the accurate results. For the transistor models, 65-nm TSMC
transistor models at TT (typical-typical) process corner are
referenced. A low-power, sub-ns sense amplifier design in
[48] is employed in the matching circuit of CAM. For energy
reduction, the proposed techniques in [38] are exploited. The
controller is implemented by Verilog. The CAM architecture is
designed and verified on Synopsys Custom Compiler. CAM ar-
chitecture is specifically optimized for associative computing,
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Fig. 13: Circuit block diagram and simulation waveforms of
the AP circuit

where a compare operation is done at most four columns. For
this reason, the general-purpose memory models like CACTI
[49] are not used. Figure 13a shows the circuit block diagram
of the AP architecture taken as a base in the evaluations.
Even though the implemented circuit is much more complex
(e.g., there are buffer trees to drive the signals, the sense
amplifier also has BIT- output, etc.), the figure shows the
essential circuit diagram in the abstract. The parasitic line
resistances and capacitances are also included in the circuit
description to obtain more realistic results. Figure 13b shows
the simulation waveforms obtained from Synopsys Custom
WaveView after the simulation. Overall system operates at 1
GHz clock frequency, where the compare operation takes 2 ns
(1 ns for compare and 1 ns for sense amplifier). The waveform
shows the six compare operations done consecutively between
the 5 ns and 17 ns during a MAC operation. The waveforms
in the figure correspond to the labeled locations in Figure
13a. In the first compare cycle (precharge & evaluate), there
is a match in row#0, so the corresponding sense amplifier
(SA R0 BIT ) results in logic-1. The write operation can
be done during the precharge to hide the write time cost.
Therefore in the following precharge cycle, the data of the
cell R0C0 is changed as logic-1. The same operation is done
for R1C0 also as a result of the compare operation between
13 ns - 15 ns where the sense amplifier at the second row
(SA R1 BIT ) outputs logic-1. Since the computation is per-
formed directly inside the memory rows, unlike the traditional
logic, a low-power operation is aimed at setting the voltage
to 0.5 V without violating the functional integrity of AP
operations. On the other hand, a low-voltage decreases the read
speed of SRAM cells considerably. At this voltage, an SRAM
can operate up to 150 Mhz frequency [50]. Since convolution
operation through the AP units does not require SRAM read
operation except in the last stage to get the convolution result
back, this low voltage does not constitute an impediment for
the IMCA. On the other hand, an attainable frequency of 150
MHz is enough to read all the 256-row convolution results
back in a pipelined system since an IMCA layer requires an
average of 1184 compare cycles where each cycle takes 2
ns. Alternatively, the first and last stage CAMs can be driven
at a higher voltage for a faster write/read operation if the
number of required rows is higher. The results presented here
reflect the overall performance of convolution, which is the
most costly operation for AI accelerators. The results also
include the data initialization cost to the accelerator. On the
other hand, the cost of DRAM is not taken into account
since it is an out of chip component and not considered in
the other studies as well [51]. The study aims to present an
accelerator architecture focusing on the convolution operation.
Since the study proposes the convolution architecture, the
system-wide evaluations are postponed for the future studies,
rather presented the performance metric for single convolution
operation on 2D data. The proposed accelerator can be used
as a sub-component in any general processor architecture
by combining with other units such as pooling, nonlinear
activation, and normalization as indicated in Section III-E.

For the architecture configuration, the CAM size is set
enough to perform convolutions on a maximum of 16-bit
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Fig. 14: Average GOPS of a single IMCA stage with respect
to variable number of rows (size of the image) and bitwidth

features and filters. On the other hand, the architecture sup-
ports computation between 1-16 bits variable precision since it
supports dynamic approximate computing. If the convolution
is done on m-bit numbers, the number of required columns
is 4m; therefore, it is set as 64. The number of rows is
selected as 256 to perform the convolutions on the biggest
feature sizes [52]. Therefore, each CAM has a size of 64×256
bits. The survey in [4] shows that the most modern CNN
applications require a filter size of at most seven. Moreover, the
trend tends towards decreasing the filter size by decomposition
for computational efficiency and increasing the number of
layers to extract better features [4]. Therefore, for the results
provided, the filter size is fixed to 7x7, which requires 49
MAC stages for the proposed in-memory implementation. On
the other hand, the effective throughput does not depend on the
number of data rows as well as on the number of MAC stages.
In other words, the other filter sizes also give almost identical
results except for the area and the total energy consumption.
In the results, each MAC is assumed as a combination of two
operations (multiplication and addition).

Fig. 15: The performance (GOPS), power (GOPS/W), and
quality metrics (PSNR) of IMCA during run time when
dynamic approximate computing is enabled

Figure 14 shows the average GOPS of a single IMCA
stage with respect to the variable bit widths and number of
rows. In 16-bit precision, a single CAM row can achieve 2.5
MOPS. Such a row consists of 64 CAM cells together with
the corresponding peripherals (i.e., matching circuit and sense
amplifier) and occupies an area less than 100 µm2. A MAC
unit inside the IMCA (i.e., a single CAM row) is 12.83x
more area efficient than traditional arithmetic MAC unit in
terms of transistor count. Therefore, a high operational density
is provided by in-memory processing. Since the operational
complexity in APs depends on the number of bits, not the
number of vectors, average GOPS increases as the IMCA
size increases as long as the vector fits inside the memory.
However, the latency of IMCA is high compared to GPUs and
CPUs since a bitwise MAC operation requires many cycles. In
addition to providing a superior GOPS rate, the IMCA archi-
tecture naturally provides the approximate dynamic computing
as introduced in Section III-D. Figure 15 shows results of the
IMCA over 7000 convolution operations on 256×256 images
where the bitwidth of the operations are changed dynamically
during runtime after every 1000 convolutions. Each step in the
figure shows the averaged results for every 100 convolution
operations; therefore, there is a total of 70 steps. The bit
widths of the processor are set as 16, 12, 8, 10, 16, 14,
10 bits sequentially and change at every 10 steps (i.e., 1000
convolutions). Figure 15 shows the change of bitwidth and
corresponding TOPS/W metric of the processor. The figure
shows the peak signal to noise ratio (PSNR) and GOPS metrics
also for the same corresponding bitwidth.

Figure 16 shows the energy efficiency comparison of various
CNN accelerator architectures [40], [53], [51], [24], [54], [55],
[56], [57], including the IMCA. For a fair comparison, the
IMCA is compared against the architectures, which perform
operations over 16-bit fixed-point data with the reported max-
imum efficiency results. According to the results, the IMCA
shows the best energy efficiency, which is 15.49% better than
the state of the art [24]. On the other hand, there are other
architectures implemented in more advanced technology and
exploiting different techniques such as sparse, analog, or time-
domain computing. The sparse architectures are specialized
to get benefit from the sparsity of data caused due to the
zero weights and activation functions. For example, the SNAP
accelerator in [58] performs 1.67 TOPS/W at 16-bit precision
and 16 nm technology for dense sparsity. It shows a significant
advantage in sparse networks performing 21.55 TOPS/W at
10% density benchmarks. In the time-domain approach [59],
the data is represented in a time-domain signal with variable
pulses. The architecture performs well for fewer bitwidths,
achieving 12.08 TOPS/W on 4-bit inputs and 1-bit weights
at 40 nm technology. In [60], a near-memory computing
approach is employed through the inductive coupling between
SRAM and processor. The architecture achieves 0.88 TOPS/W
at 4-bit precision and 40 nm technology.

As stated in the introduction section, the two bottlenecks
which AI systems struggle with are memory bottleneck and
computational complexity since billions of MAC operations
are performed on activations iteratively, and each MAC re-
quires at least three memory accesses in the worst case.
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Fig. 16: Energy efficiency (GOPS/W) comparison of convolution accelerators, where S and E indicate the simulation-based
and experimentation-based results respectively

The IMCA alleviates these two problems by moving the
convolution operation directly inside the memory as well as
performing the operations on very dense memory structures.
The SRAM memory architectures are also resilient to work
on low supply voltages [61] and the IMCA benefit from this
opportunity by using a 0.5V supply voltage for the CAM
cells. The architecture also optimizes the input activation flow
between the stages; thus, in-chip bandwidth is maximized.
IMCA loads the weigh once for every 2D activation. On
the other hand, other accelerator architectures require weight
loading more frequently. Also, the weights are not broadcasted
through the processing elements, which are the CAM rows
in here. A single weight stored in the controller can be
reused for MAC operations through a 2D image. The proposed
accelerator minimizes the size of the processing element to 64-
bit CAM cells. Considering the traditional implementation of
MAC operation (Figure 3d), which requires at least a 4x16-
bit register as well as the arithmetic logic, IMCA uses only
4x16-bit CAM cells to perform the storage together with the
computation. A single CAM cell area approximately equals to
single register area, i.e., both 12 transistors. Furthermore, the
constant multiplier unit of the IMCA provides a significant
advantage over other traditional architectures. It simply skips
the logic-0 components of the kernel weights, thus provides
an advantage both in performance and power. It also takes the
sparsity of kernel weights into account by simply skipping
it if it is zero. Considering the statistics of kernel weights
of 18 CNN models (Figure 7), 41.4% of the weights is zero
for 8-bit fixed-point representation. This number goes down
to 1.3% for 16-bit representation. Contrary to other tile-based
accelerator architectures, the complexity of the controller stays
the same if the number of core increases. The maximum input
width of a CNN architecture (NASNet-Large) is 331x331
reported by Google Brain [62]. Another key feature of the
IMCA is that contrary to current CNN architectures that are
limited to small input size images (331x331 in NASNet Large
[52]), IMCA alleviates this issue and allows for larger size
images. Considering the reported area results of the fabricated
SRAM memories in 65 nm [63], the proposed single IMCA

unit occupies an area less than 0.25mm2 for CAM depth of
331 and a maximum filter size of 3x3 (i.e., pipelined CAM
memories with a total size of around 23.3 KB). At that vector
size, an IMCA stage running at 8-bit precision can support
around 2.50 GOPS at 0.54 mW (i.e., 4.63 TOPS/W) with a
power density of 1.95 W/cm2. The MAC requirements of some
popular CNNs like GoogLeNet, ResNet, MobileNet for real-
time operations (i.e., 30 frames per second) changes between
9 and 112 GMACs/s [64]. For a die size around 16 mm2, the
IMCA can support a theoretical performance of around 180
GMACs/s. However, a detailed system-wise study is required
for a more accurate evaluation.

Compared with Nvidia Tesla P40 [65], whose GPU sup-
ports 47 TOPS for INT8 at 250W maximum power (i.e.,
188 GOPS/W), the proposed architecture can achieve higher
power efficiency in terms of GOPS/W (i.e., 4.63 TOPS/W).
Even though the GPU on Tesla P40 provides much more
general-purpose usage than the proposed in-memory com-
putation architecture, including the hierarchical caches and
specific rendering systems, so the comparison is not on the
same baseline, the results show the importance of domain-
specific architectures [66]. At the same precision, Google TPU
(i.e., a domain-specific architecture) achieves 92 TOPS peak
throughput performance while consuming 40W, resulting in
the maximum attainable energy efficiency of 2.3 TOPS/W
[67]. Google TPU Edge also reports a theoretical performance
of 4 TOPS at 2 W power consumption (i.e., 2 TOPS/W)
at the 8-bit integer precision [68]. Another domain-specific
accelerator from Intel, Movidius Myriad 2, can achieve a
theoretical performance of 1 TOPS/W efficiency and supports
integer operations between 8-64 bits [69].

V. CONCLUSION

In this study, an in-memory convolution engine (IMCA) is
proposed, which is based on associative in-memory process-
ing. The proposed accelerator achieves around 1.64 TOPS/W
average efficiency at 16-bit fixed-point accuracy, which makes
it superior compared with other state of the art accelerators.
The architecture supports the fine-grain sparsity-aware compu-
tation for more performance and energy gains. Furthermore,
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the architecture provides dynamic approximate computing
inherently, a preferred feature for commercial AI accelerators
since accuracy requirement changes by CNN architecture and
even the depth of layers within the same architecture. Future
work aims to provide an accelerator solution at the system
level by integrating the IMCA into a RISC-V based computa-
tional system and including solutions for other computational
layers such as pooling and normalization layer.
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