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ABSTRACT

Modeling Human Learning in Games
Norah Alghamdi
Human-robot interaction is an important and broad area of study. To achieve successful interaction, we have to study human decision making rules. This work investigates
human learning rules in games with the presence of intelligent decision makers. Particularly, we analyze human behavior in a congestion game. The game models traffic
in a simple scenario where multiple vehicles share two roads. Ten vehicles are controlled by the human player, where they decide on how to distribute their vehicles
on the two roads. There are hundred simulated players each controlling one vehicle.
The game is repeated for many rounds, allowing the players to adapt and formulate
a strategy, and after each round, the cost of the roads and visual assistance is shown
to the human player. The goal of all players is to minimize the total congestion
experienced by the vehicles they control.
In order to demonstrate our results, we first built a human player simulator using
Fictitious play and Regret Matching algorithms. Then, we showed the passivity
property of these algorithms after adjusting the passivity condition to suit discrete
time formulation. Next, we conducted the experiment online to allow players to
participate. A similar analysis was done on the data collected, to study the passivity
of the human decision making rule. We observe different performances with different
types of virtual players. However, in all cases, the human decision rule satisfied
the passivity condition. This result implies that human behavior can be modeled as
passive, and systems can be designed to use these results to influence human behavior
and reach desirable outcomes.
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Chapter 1
Introduction

Human-robot interaction is an important and broad area of study. Much work has
been done to delegate complete missions or some tasks to robotics, which have to consider the human aspect in the process. However, unlike software and hardware, there
is no model that can capture human behavior completely and perfectly. Therefore to
entrust some tasks and responsibilities to robots we have to study human behavior
and gain some understanding of how choices and actions are made.

Recently much emphasis has been placed on collaborative robots and task distribution between robots and humans. This comes with its challenges because of the
complexity of human behavior. The challenges include predicting what humans will
do in response to specific scenarios and how the information available are being perceived. By understanding human behavior, robotics can be programmed to be better
teammates with humans.

In this framework, we use a Game Theoretical approach to gain some insight into
human behavior. Game theory is a study of strategies and what happens when independent, self-interested agents interact. These interactions might be in cooperative
or non-cooperative environments where the overall outcome depends on the decisions
of all autonomous agents. Therefore, no single decision maker can fully control the
outcome [1][2]. To be able to take advantage of game theory we must define the problem in a game form, that is, to define a set of n-players (agents), allowable actions
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(action profile), and the utility (or payoff) functions. More details about games and
their definitions are in the next chapter.

Although in this work we take advantage of game theory concepts, there are
different ways to approach human modeling. Much works have been done with the
intention of learning from humans. These projects’ goals are usually along the lines
of making robotics that either work as well as a human or work with humans. In the
next section, we will explore some of these projects.

1.1

Literature Review

Due to the rising interest in having robotics asset human workers in a various range
of applications, it become important to understand how humans learn and make
their decisions. An example of learning how humans learn in a game is done in [3].
They conduct an experiment where players play a routing game online. Using the
assumption that players’ learning dynamic is an entropic mirror descent, the problem
they try to solve is estimating the learning rates of each player. Also, to estimate the
learning rate parameter of a player they use the player decisions and the resulting
outcome. They developed an online routing game as a web application. The players
log in and get assigned a starting point and a destination. Every player chooses a
distribution over their available routes. Then, the collective decision of all players
determines the cost of each path. In this game, the player’s objective is to minimize
their own cost. The estimated model parameter in this experiment was used to predict
the flow distribution over routes. They show that the online learning model can be
used as a predictive model over a short horizon by comparing their prediction and
the actual distribution. Their results show that the estimated distribution closely fit
the actual distribution for one of the players. This suggests that the mirror descent
model is a good approximation of the human learning model in this game, but not
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necessarily the best.
Another work that involves the human element, is the work done by the authors in
[4]. The goal of their work was to determine how a dynamical system should act to
match human preferences. However, it is a difficult task for the user to provide a
demonstration or a description of what the reward function should be. Therefore,
they propose a preference-based approach with the intention of learning the desired
reward function in the dynamical system. The preference-based learning of the reword
function algorithm works as follow:
• The first step is to synthesize queries. In this part of the algorithm two trajectories (hypothetical situations) get generated through Active Volume Removal.
• Then, these trajectories are shown to the participants for them to provide their
preference for the specific pair of trajectories.
• The last step is to update the reward function of the humans. The reward
function is a linear combination of a set of features, So, using the inputs from
the participant acquired in the previous step, the weight for the features get
updated.
These steps are repeated for N -iterations. They tested their algorithm, and the reward function they learned outperformed reward functions obtained using non-active
and non-synthesis learning. Moreover, they conducted a usability study with human
subjects in an autonomous driving car application. These subjects were asked for
ten query inputs to have unique reward functions (weights for the features) for every
participant. Finally, to evaluate the learned reward function, they asked the participants to rate the behavior produced. Their usability study suggests that the reward
functions obtained by the algorithm are useful.
Another project was done on autonomous cars by the same group in [5]. In their
paper, they approach the problem of controlling an autonomous car differently. In-
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stead of only predicting other drivers’ behaviors and dealing with them as a moving
obstacle, they control the autonomous car to affect human actions and take advantage
of that. In this project, they use Inverse Reinforcement learning to learn the reward
function that approximates a human as an optimal planner. Then they considered
the interaction between the human and the robot as a dynamical system, that is,
the robot action has a direct impact on the human actions. By using this model,
the robot starts taking actions to change the human state. An example of such a
situation is increasing its speed to merge in front of the human driver and make the
driver slow down. In their study, they also consider the different drivers’ behaviors.
For example, when increasing the speed to merge in front of a human driver, if the
driver was not influenced (did not slow down), the autonomous car will choose to
back up (slow down), wait for the human to pass, then continue. The user study in
this paper showed that the robot is capable of effecting the human state by using this
dynamical system when planning.

1.2

Objectives and Contributions

In this work, we are interested in learning more about human learning. In particular,
we consider the congestion game where multiple players share a finite set of resources.
Specifically, the game considers the situation where multiple vehicles share two roads.
The player controls ten vehicles and the game asks the player to choose how many
vehicles to assign on each road.
In this framework, we do not have assumptions or approximations to what the
human learning rule is. The goal is not to model human behavior, rather it is to
take in the data from the participants and get some insight into how humans make
decisions,that is, the same analysis done with different type of learning rules is implemented on these data acquired through the experiment. The contributions of this
thesis are:
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• Build a routing game (congestion game).
• Implement different decision making rules for the game’s virtual players.
• Develop an online interface for game play with humans.
• Convert the passivity condition to suit a discrete time formulation.
• Use the data collected to test the passivity of the human players.

1.3

Thesis Outline

The remainder of this thesis is organized as follows: In Chapter 2, we present the
background and preliminary concepts and information necessary to understand the
problem. In Chapter 3, we introduce the problem of the congestion game and how it is
implemented in this work. Moreover, we formally define all the algorithms as well as
describing the settings of the experiment and the data collected. After that, Chapter
4 will discuss all the results and insights we obtain after analyzing the data from the
experiments and simulations. And finally, we conclude in Chapter 5 by summarizing
the results obtained in this thesis and give some ideas about future research.
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Chapter 2
Background and Preliminaries

In this chapter, we go through the background and preliminary concepts and information necessary to understand the problem and results discussed later. We start by
defining three types of games from game theory. Then, we give a brief introduction
to passivity and how it is related to games. The presentation in this chapter is taken
from reference [6].

2.1

Population Games

Population games are a very powerful aspect of game theory, usually referred to as
evolutionary game theory. In population games, we are not interested in individual
players, but rather in the different strategies’ players can adopt. These games can
be either single population or multi-population games. To simplify the notation, we
consider the definition of a single population game as in [6]:
We denote the set of available strategies in a single population as S = {1, 2, . . . , n}.
The set of strategy distributions that describe the behavior of the population is X =

P
x ∈ Rn+ : i∈S xi = 1 . X is also referred to as population vectors, where each
element xi is the fraction of population choosing strategy i. With all the strategies
being inside a simplex, the allowable changes in strategy are restricted to the tangent

P
space T X = z ∈ Rn : i∈S zi = 0 .
Having the population vectors and strategies set, we identify the game by the
payoff function. The payoff function for a game F : X → Rn is a continuous map
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associating each strategy distribution x to a vector of payoff, one for each strategy in
the population. Fi : X → Rn denotes the payoff function for strategy i ∈ S.
The payoff function provides the best outcome for the population when a state
(population vector) x ∈ X is a Nash equilibrium x ∈ N E(F ). A Nash equilibrium is
when each strategy in x obtain the maximum payoff available to the population.

x ∈ N E(F ) ⇔ [xi > 0 ⇒ Fi (x) ≥ Fj (x)] ,

∀i, j ∈ S

(2.1)

Although we considered single population games in this definition, all the results
are applicable to the multi-population games described in [7]. In the next section, we
define stable games which are a special case of population games.

2.2

Stable Games

Stable games are a class of games in game theory. Stable games have the property
of granting global convergence to equilibria with many learning dynamics. These
games are characterized by self-defeating externalities, which means that the payoff
improvements to strategies being switched to are less than the payoff improvements
to strategies being abandoned. [6][7]
A population game F : X → Rn is a stable game if

(y − x)T (F (y) − F (x)) ≤ 0 for all x, y ∈ X

(2.2)

In the case of a continuously differentiable population game, F is a stable game if

z T DF (x)z ≤ 0 for all z ∈ T X and x ∈ X

(2.3)

where T X is the tangent space of x and DF (x) is the Jacobian matrix.
Many games are known to be stable games, and congestion game are one example.

15

2.3

Congestion Games

Congestion games are an example of stable games. They are used to model resource
sharing with uncoordinated self-interested agents. Congestion games are strategic
games with a set of N players, a set of strategies, and a cost function [8]. We can
define the congestion model (N, R, A, c) as follows:
• N = {1, ..., n} denotes the set of players.
• R = {1, ..., r} denotes the set of resources (strategies).
• A = A1 × · · · × An , where Ai is the set of actions (resources) player i can take
and i ∈ N .
• c = (c1 , . . . , cr ), where cj is the cost function for the j-th resource and j ∈ R.
Then the overall cost function for player i can be defined as follows:

ui (a) =

X

cj (k(j, a))

(2.4)

j∈ai

where,
• ai is the strategy selected by player i.
• a = (ai , a−i ) is an action profile, where a−i is the action taken by all players
except player i.
• k(j, a) is the number of players using resource j under the action profile a.
In this setup, it does not matter which player is using a resource. The only
factor affecting the cost cj (k(j, a)) is the number of its users. Therefore, the players’
optimization problems are coupled through the resources’ cost functions.

16
We have now introduced the main types of games in evolutionary game theory
which are related to this work. The upcoming sections are dedicated to giving a
primer on passivity and its connection to evolutionary game theory.

2.4

A Primer on Passivity

Passivity characterizes energy consumption of a dynamical system, and energy dissipation is a fundamental concept in dynamic systems. Since this work uses the notion
of passivity in the context of evolutionary games and dynamics, this section briefly
covers passivity analysis for feedback systems.

Passivity means that the changes in the stored energy of the network with no power
generating components is less than the supplied energy. This is because the energy
may have dissipated. This concept works for a single network, but is also applicable
to feedback interconnections as well. In the following sections, we consider systems
as input-output operators and describe the passivity condition of these operators as
well as the passivity conditions for feedback interconnection.

2.4.1

Input-Output Operators and Feedback Interconnection

A dynamical system can be defined as an input-output operator, which is a mapping
S : U → Y. Where U, Y are square integrable functions over finite intervals. Figure
2.1 shows a feedback interconnection where the output of the first system is an input
to the second. Moreover, the sum of the negative output of the second and the external input r is an input to the first system.
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Figure 2.1: Feedback interconnection with negative feedback.

In this feedback interconnection we have:
u1 = r − y 2
y1 = S1 u1

(2.5)

u2 = y1 = S1 u1
y2 = S2 u2 = S2 y1 = S2 S1 u1
that means,
u1 = r − S2 S1 u1

2.4.2

(2.6)

Passivity with Input-Output Operators

Now that we covered what a feedback interconnection is, we can define passivity with
input-output operators.
If there exists a constant α such that

hSu, uiT ≥ α,

for all u ∈ U, T ∈ R+

(2.7)

then, the input-output operator S : U → Y is passive.
Moreover, if there exists β > 0 and α such that

hSu, uiT ≥ α + βhu, uiT ,

for all u ∈ U, T ∈ R+

(2.8)
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then, the system is input strictly passive.
In these conditions h., .iT is a truncated inner product, i.e., for square integrable
functions f and g,
Z
hf, giT =

T

f (t)T g(t)dt

(2.9)

0

Considering the feedback interconnection described by equations 2.5 in figure 2.1,
if S1 is passive and S2 is input strictly passive, then the closed loop system from r to
y1 is stable [9].
Having the definition of passivity with input output interconnection system, we
relate it to evolutionary games.

2.5
2.5.1

Passivity for Stable Games and Evolutionary Dynamics
Evolutionary Games Feedback Interconnection

The key idea is that we can view evolutionary games as a positive feedback interconnection. The first system in the interconnection is the game, which maps the strategy
trajectories x(.) to payoff trajectories π(.). While the second part is the evolutionary dynamic, and it maps the payoff trajectories to strategy trajectories. The only
difference in this case is here we work on positive feedback. Figure 2.2 below shows
the diagram of the evolutionary games with the external input r = 0. S1 and S2 are
associated with the evolutionary dynamics process and the game respectively.

Figure 2.2: Feedback interconnection with positive feedback.
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By thinking of a continuously differentiable passive game as an input-output operator mapping the strategy trajectories x(.) to payoff trajectories π(.), we have

π(·) = F (x(·))

(2.10)

π̇(t) = DF (x(t))ẋ(t)

(2.11)

Then, by using the definition of stable games in 2.2, we get the following for a point
in time
ẋ(t)T π̇(t) = ẋ(t)T DF (x(t))ẋ(t) ≤ 0

(2.12)

while for an interval, we get
Z

T

ẋ(t)T π̇(t)dt = hπ̇, ẋiT ≤ 0

(2.13)

0

In this equation, the inequality is reversed compared with equation 2.7. This is
because the feedback interconnection is positive. This flip in the inequality is known
as anti-passivity.

2.5.2

δ-Passivity and δ-Anti-Passivity

As mentioned earlier, we define an input-output operator as a mapping S : U → Y.
Where we assume U, Y are square integrable functions over finite intervals.
The input-output operator S : U → Y is
• δ-passive if there exists a constant α such that

h(Ṡu), u̇iT ≥ α,

for all u ∈ U, T ∈ R+

(2.14)
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• input strictly δ-passive if there exists β > 0 and α such that

h(Ṡu), u̇iT ≥ α + βhu̇, u̇iT , for all u ∈ U, T ∈ R+

(2.15)

• δ-anti-passive if S is passive.
• input strictly δ-anti-passive if S is input strictly δ-passive
For the positive feedback interconnection in figure 2.2, which is described by the
following equations:
u1 = r + y2
y1 = S1 u1

(2.16)

u2 = y1 = S1 u1
y2 = S2 u2 = S2 y1 = S2 S1 u1
the passivity condition states that for the feedback interconnection with positive
feedback to be stable, the first system S1 must be δ-passive while the second system
S2 is input strictly δ-anti-passive.

2.5.3

Stable Games and Passive Evolutionary Dynamics

As mentioned above, in a positive feedback interconnection, a system that is δ-passive
complements a δ-anti-passive system and makes the interconnection stable.
Moreover, from the inequalities in section 2.5 we conclude that a continuously
differentiable stable game mapping strategy trajectory to payoff trajectory F : X → P
is δ-anti-passive, i.e.,
˙
h(F (x)),
ẋiT ≤ 0,

for all x(·) ∈ X, T ∈ R+

(2.17)

Therefore, using the connection between stable games and passive evolutionary
dynamics we get a long run correlation between the flow of the population state with
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the flow of payoff, i.e.,
1
lim inf
T →∞ T

Z

T

ẋ(t)T ṗ(t)dt ≥ 0

(2.18)

0

Finally, the takeaway of this chapter is that combining stable games with passive
evolutionary dynamics results in stable behavior. Specifically, it results in convergence
to the Nash equilibrium. Furthermore, to conclude about the stability of a stable
game and evolutionary dynamic pair, we can examine the long run behavior of player
strategies (equation 2.18).
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Chapter 3
Congestion Game Experiment Formulation and
Implementation

In this chapter, we discuss the implementation details of the experiment. We start
with the problem formulation for the game. Then, we examine the specifics of creating
the game experiment. This includes all the blocks that build up the game, such as the
initialization, algorithms, utility functions, game flow, and the web page interface.

3.1

Problem Formulation

The goal of this work is to investigate how humans adapt with the presence of intelligent decision makers. To achieve this, we develop a simple congestion game
experiment online. The game presents the participants with a challenge called the
Truck Routing Challenge. More comprehensively, the game poses a situation where
multiple vehicles share two roads. The players control the distribution of multiple
vehicles on the available roads. The roads are shared with other simulated players,
each controlling one vehicle. The game is repeated for many rounds, allowing the
players to adapt and formulate a strategy, and after each round, the cost of the roads
and a visual assistance is shown to the player. The player’s goal is to minimize the
total congestion experienced by the vehicles they control. In this work, the game is
repeated for 50 rounds with the players controlling the distribution of 10 vehicles.
There are 100 simulated players who are randomly assigned a decision-making rule
in the beginning of the game.
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The Truck Routing Challenge is a congestion game and as stated in 2.3, a congestion model (N, R, A, c) is setup as follows:
• First we define the set of players N = {1, ..., n}. Where n = 101, one human
player and 100 simulated players.
• Then, the set of resources R = {1, ..., r}. Where r = 2, for the two roads.
• For the i-th player action set Ai :
– The simulated players control one vehicle and have two resources to choose
from (road A or road B).
– The human players control 10 vehicles. Their action is a distribution of
their vehicles between the two roads. That is, they can choose to send
(10-0, 9-1,8-2,. . . ,0-10) to A-B respectively, So they have eleven choices.
• Finally, the cost vector c ∈ Rr which contains the cost for all of resources.
As mentioned above, the game simulates 100 players. Each player has control over
one vehicle. These simulated players take actions using the following different decision
making rules:1) Random choice between the available resources 2) Best Response
algorithm 3) Fictitious Play algorithm 4) Regret Matching algorithm
The following sections describe each element of the game in details including each
of the decision making rules. Then, we explain the flow of the game with all of its
elements as well as some of the online implementation specifics.

3.2

Utility Design

As previously mentioned, we consider a repeated game involving many players. The
outcome (cost) of each repetition depends on the actions taken by all players. This
section, focuses on the roads’ cost functions, and the utility function for the players.
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3.2.1

Roads Congestion Functions

The cost (congestion) on each road is a function of the total number of vehicles using
it. The choice of which exact function to use is arbitrary, and the specific cost function
we use is









2
 cA (kA )   (kA ) / (10 ) + 10 
c(k(a)) = 
=
 


cB (kB )
(kB )3 / (104.5 ) + 10
2

(3.1)

Where k(a) is a function that takes in an action profile a and counts the total number
of vehicles kA and kB using roads A and B respectively. An important remark is that,
it does not matter which player is using a road, only the number of its users matter.
This means no specific vehicle has more impact on the road cost than the others. That
being said, because of the difference between the human player and virtual players
actions sets, they end up experiencing the congestion on the roads differently. The
next two subsections will discuss the utility functions of both.

3.2.2

Human Player Utility Function

The action available to the human player is the distributions of their vehicles on the
two roads. This gives the human the following eleven choices in their action set AH :
(
aH (t) ∈ AH =



 

 





 



 1   0 
 10   9   8 

, , ,..., ,

10
9
2
1
0

)
(3.2)

and the overall utility function for the human player is:

uH (a) = aH (t)> c(k(a))

(3.3)

The utility function 3.3 implies, the total congestion experienced by a player in a
round is the sum of the cost each of their vehicles experience in that round.
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3.2.3

Virtual Users Utility Function

The action available to a virtual player is a choice of which road to take (road A or
road B). Therefore, the actions player i can take at a given time are
(
ai (t) ∈ Ai =



 



 1   0 
 , 
0
1

)
(3.4)

Then, the overall cost (utility function) player i experiences is:

ui (a) = a>
i c(k(a))

(3.5)

Unlike a human player, a virtual player will experience the cost of one road only.

3.3

Virtual Player Decision Making Rules

The purpose of the game is to study the human learning rule when playing in the
present of intelligent players. To accomplish this goal, the game simulated players
use different strategic learning rules. However, to keep the game non deterministic,
some players are not strategic. Since the game is repeated multiple times, all learning
rules used require storing minimal amount of information. Similar to the humans, the
objective for each of these virtual players is to minimize their own utility functions
ui . This section discusses in detail the game’s simulated players decision making
rules which are assigned to the 100 virtual players in the beginning of the game, and
they continue using them throughout each round. section 3.4 discuss the assignment
process.

3.3.1

Random

The first and most naive way players could take their decisions is by making random
choices. This method is oblivious to previous outcomes and its purpose is to introduce
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some randomness to the game. However, the game outcome must be responsive to
the strategy of the human player. Therefore, the number of players making their
decisions randomly are kept to a minimal. More details about the number of players
using the random choice decision making rule are given in section 3.4.

3.3.2

Best Response

Best response is one of the most basic algorithms in game theory. The best response
algorithm selects the strategy that produces the best outcome for a player, assuming
that other players’ strategies are fixed. Although the implementation of the algorithm
may vary, in this work it is implemented such that the algorithm choice depends only
on the outcome of the previous game’s round. This implementation has the advantage
of requiring minimal information.

The game starts with no prior information, this is why the first action is randomly
chosen. Then, in all other rounds, the outcome of the previous game is used to decide
on the best action. This step is simply choosing the resource with the lowest cost.
However, if all players keep converting to the previous game best outcome, the player
will keep alternating between resources and all players will receive the worst outcome.
To avoid this situation, this work implements a best response algorithm with inertia.
In particular, the action ai (t) is taken such that


 ai (t − 1)
p
ai (t) =

 arg min(ui (t)) (1 − p)

(3.6)

Using equation 3.6, only (1 − p) of the players will keep oscillating while p of them
will stop changing their actions. This is helpful because, if all players are using Best
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Response method, it results in a gradual equalization of the resources cost and only
(1 − p) percent of the players will keep fluctuating between the resources.

In summary, this is how Best response algorithms work:
Algorithm 1: Best Response Algorithm
Input: t, ai (t − 1), c(t − 1), p
Output: ai (t)
if t == 1 then
Choose random ai (t);
else
choose new action ai (t) using 3.6;
end

3.3.3

Fictitious Play

The third decision making rule is the Fictitious Play. Unlike the previous ones, the
outcomes of using the Fictitious Play algorithm takes into account what happens in
all game stages. The basic idea is that at each round, Fictitious Play rule will play a
best response to their beliefs about their hypothetical cumulative utility, formulated
by past plays experiences [10], [11].

In the first round of the game, the action is taken randomly. Then, for all other
rounds, the implementation of Fictitious Play starts. At each round, there are three
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main steps. The first step is to get a vector of hypothetical costs hi (t)

 c1 (k1 + (1 − ai (1, (t − 1))))

..
hi (t) = c (k(a) + (1 − ai (t − 1))) = 
.


cm (kr + (1 − ai (r, (t − 1))))








(3.7)

In 3.7, the hypothetical cost is equal to the actual cost for the resource that was
chosen by the player in the previous round. While for all other resources it would be
the cost as if the number of users increased by one.
The second step, is to use the hypothetical cost to get a running average of the
hypothetical cost qih

qih (t) = qih (t − 1) + α hi (t) − qih (t)

(3.8)

Where, α is the step size and can be either a fixed or diminishing (α = 1/(t + 1))
step size. In this work, we use a fixed α.

The last step, is to use the running average of the hypothetical costs in 3.8 to take
next the action, using the following rule:


 ai (t − 1)
p
ai (t) =

 arg min(qih (t)) (1 − p)

(3.9)

With this, the action will change to the best response action in the next round
with probability (1−p). However, with probability p there will be no change in action.

These three steps, shows how Fictitious Play algorithm uses the utilities that
would have been received if a specific resource (strategy) was used for all preceding
rounds, to decide on which resource to use next. In summary, this is how Fictitious
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Play algorithm is executed:
Algorithm 2: Fictitious Play Algorithm
Input: t, ai (t − 1), c(t − 1), qih (t − 1), p, α
Output: ai (t)
if t == 1 then
Choose random ai (t);
else
get hypothetical cost vector hi (t) using 3.7 ;
update the hypothetical cost running average qih (t) using 3.8 ;
choose new action ai (t) using 3.9;
end

3.3.4

Regret Matching

The fourth and final decision making rule is the Regret Matching learning algorithm.
The Regret Matching algorithm uses all cumulative information from previous outcomes, and it is suited for minimizing the cost in a non-deterministic setting.

In the first round of the game, there is no past information to use, so the action is
taken randomly. For all other rounds, the Regret Matching algorithm starts off with
the same steps as the fictitious play algorithm, that is, getting a vector of hypothetical
costs hi (t) as in 3.7. Then, the hypothetical cost is used to update a running average
of the hypothetical cost qih as in 3.8.

The next step for implementing the Regret Matching algorithm, is to get the actual experienced cost (utility) ui (t−1) resulting from the actions taken in the previous
rounds of the game. This utility is calculated as explained in section 3.2.3 equation
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3.5.

Then, the actual cost is used to update a running average of actual costs qi

qi (t) = qi (t − 1) + α (ui (t) − qi (t))

(3.10)

The last vector to construct is the regret vector ri (t). Which is constructed using
the actual and the hypothetical cost averages in equation 3.8 and 3.10. This vector
quantifies how much regret a player has for not using a specific resource in the past.

ri (t) = min




qih (t) − qi (t) , 0

(3.11)

The last step, is to use the regret vector in 3.11 to take the next action, using the
following rule


 ai (t) = ai (t − 1)

p

(3.12)


 ai (t) ∼ ( ri (t) ) (1 − p)
sum(ri (t))
With this, the action will change with probability (1 − p), such that, the higher
the regret of an action, the higher the probability of using it next. However, with
probability p there will be no change in the next round.

In summary, this is how Regret Matching algorithm is executed:
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Algorithm 3: Regret Matching Algorithm
Input: t, ai (t − 1), c(t − 1), qih (t − 1), qi (t − 1), p, α
Output: ai (t)
if t == 1 then
Choose random ai (t);
else
get hypothetical cost vector hi (t) using 3.7 ;
update the hypothetical cost running average qih (t) using 3.8 ;
get actual cost vector ui (t) using 3.5;
update the actual cost running average qi (t) using 3.10 ;
compute regret vector ri (t) using 3.11;
choose new action ai (t) using 3.12;
end

3.4

Experiment Setup and Game Flow

The Truck Routing challenge models traffic in a very simple scenario. The game
presents a situation in which 110 vehicles share two roads. Ten vehicles are controlled by human players and they decide on how to distribute their vehicles on the
two roads. While the other hundred are controlled by simulated players and each
decide on which road to take. We discussed the utility functions and the virtual
player’s decision making rules in previous sections of this chapter. In this section,
we go through the overall game and how the previously discussed components come
together.

The first step to conduct the experiment is the initialization step. This step sets
up the game before the player starts, by initializing all the variables and virtual
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players state vectors. To initialize the state vectors, we assign decision making rules
(discussed in 3.3) to each of the virtual players, by randomly choosing one of the four
game modes. The game mode decides on the distribution of the decision making rules
to the virtual players. The four game modes with the inertia p and the number of
pregame rounds Tp used are:
• All players use Best Response rule (p = 0.95 and Tp = 50).
• 95% Fictitious Play and 5% Random (p = 0.9 and Tp = 50).
• All players use Regret Matching rule (p = 0.9 and Tp = 100).
• 50% Fictitious Play, 45% Regret Matching , and 5% Random (p = 0.9 and
Tp = 100).
The distributions are chosen such that, the player gets to play against either a
specific learning algorithm or a mix of them. Tp is the number of pre-game rounds
used to initialize the players’ state vectors. The idea is to run the game simulation
with no user input for multiple rounds, because the algorithms in section 3.3 all start
the first iteration with random actions and require multiple rounds before making
more informed decisions. This reduces the randomness and keeps the game responsive to the player choices.

The virtual player simulator works as follow:
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Algorithm 4: Virtual Players simulator
Input: t, a(t − 1), c(t − 1), q h (t − 1), q(t − 1), p, α, players rule
Output: a−H (t)
for i = 1, 2, . . . , (n − 1) do
if player rule == 1 then
ai (t) ∼ Random
else if player rule == 2 then
ai (t) ← algorithm 1
else if player rule == 3 then
ai (t) ← algorithm 5
else if player rule == 4 then
ai (t) ← algorithm 6
end
After initializing the virtual players sate vector by conducting the pregame, the
actual game experiment starts. At this point, users can adjust their actions and each
round is executed after they make an action submission. At every round, users submit
their actions and virtual players act according to their assigned decision making rules
(taking advantage of what they learned in the pregame stage). Lastly, the outcome
of each round is calculated using the cost function discussed in section 3.2.1 and the
results are shown to the player. The flowchart in the figure 3.1 below shows the whole
flow of the game including both stages (the pregame and the experiment)
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Figure 3.1: Flowchart of the Truck Routing Challenge game experiment
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The next section explains the last part of implanting the experiment, which is the
web page design.

3.5

Web Interface

In order to conduct the experiment and accomplish the objectives of this work, we
implemented the game online, which enabled a wide range of players to participate.
The game was deployed at https://feedbackcontrol.com/trucks/ using HTML, CSS,
and JavaScript programming language. After considering all the components and
implementation details in the previous section, this section examines the web page
interface.

The experiment target adults from different backgrounds, hence, the game title
and description are designed as a challenge and a story to avoid misunderstanding.
The game description is: ”You work at a delivery company and there are daily shipments for 50 days. You work as a manager and your job is to choose how to distribute
10 trucks on two roads going to the same destination. These two roads (Road A &
Road B) are used by you as well as 100 other trucks. After each day, the time needed
to cross the roads will be shown. Avoid the traffic by strategically assigning your
trucks to the two roads using the slider. ”

The second part of the game is the slider which is meant to make the player action
set clear and easy to choose from. This also prevents the insertion non-feasible inputs.
The last part of the web page is the output of each round. The game outputs are
illustrated using a chart to visually assist the player, this gives the player an overview
on the past outcomes and the game flow. Moreover, the exact past plays are also
given to the player in a table. The figure 3.2 shows a screen shot of the web page
interface.
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Figure 3.2: Screenshot of the web page interface
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Chapter 4
Results and Analysis

The results of this thesis were obtained by conducting the game experiment online
as well as using simulator. In this chapter, we explain the human player simulator
algorithms. After analyzing the simulator data, we compare the simulation results
with the data collected from the online experiment.

4.1

Human Player Simulator

In this section, we simulate the human players with Fictitious Play and Regret Matching algorithms, which helps in testing the game. Due to the differences between the
human player and virtual player action sets (explained in 3.2), the implementation
of the algorithms must be modified. The following sections discuss the algorithm
implementations.

4.1.1

Fictitious Play Virtual User

The Fictitious Play for the human player simulator has the same concept and steps
in 3.3.3. Here we go through the steps with their modifications: The first step is to
compute the hypothetical cost

hH (t) = M ◦ c (k(a) + (M − aH (t − 1)))

(4.1)
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Where M is a matrix containing in its columns the actions the player has




 10 9 8 7 6 5 4 3 2 1 0 
M =

0 1 2 3 4 5 6 7 8 9 10

(4.2)

The next step is to update the running average of the hypothetical cost

h
h
h
qH
(t) = qH
(t − 1) + α hH (t) − qH
(t)



(4.3)

The last step is to use the running average of the hypothetical costs in 4.3 to take
next the action, using the following rule:


 aH (t − 1)
p
aH (t) =

h
 arg min(sum(qH
(t))) (1 − p)
In summary, this is how the modified Fictitious Play algorithm is execute
Algorithm 5: Modified Fictitious Play Algorithm
h
Input: t, aH (t − 1), c(t − 1), qH
(t − 1), p, α
Output: aH (t)
if t == 1 then
Choose random ai (t);
else
get hypothetical cost vector hH (t) using 4.1 ;
h
update the hypothetical cost running average qH
(t) using 4.3 ;

choose new action aH (t) using 4.4;
end

(4.4)
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4.1.2

Regret Matching Virtual User

Similar to the Fictitious Play algorithm, the Regret Matching algorithm implementation for the human simulator follows the same steps discussed in section 3.3.4, and
similar changes must be made. In this section we go through the modified steps.

First, we compute the hypothetical average hH (t) using 4.1. Second, we update
h
the hypothetical cost running average qH
(t) using 4.3 Then, we use the human player

utility function to update the actual cost running average

qH (t) = qH (t − 1) + α (uH (t) − qH (t))

(4.5)

Then, the regret vector is formed


h
qH
(t) − qH (t) , 0

(4.6)



 aH (t) = aH (t − 1) p

 aH (t) ∼ ( rH (t) ) (1 − p)
sum(rH (t))

(4.7)

rH (t) = min



finally, the new actions are chosen using

In summary, this is how the modified Regret Matching algorithm is execute
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Algorithm 6: Modified Regret Matching Algorithm
h
Input: t, aH (t − 1), c(t − 1), qH
(t − 1), qH (t − 1), p, α
Output: aH (t)
if t == 1 then
Choose random aH (t);
else
get hypothetical cost vector hH (t) using 4.1 ;
h
update the hypothetical cost running average qH
(t) using 4.3 ;

get actual cost vector uH (t) using 3.3;
update the actual cost running average qH (t) using 4.5 ;
compute regret vector rH (t) using 4.6;
choose new action aH (t) using 4.7;
end

4.2

The Truck Routing Challenge Analysis

In this section, we test the Truck Routing Challenge when paired with the simulators.
From chapter 2, the positive feedback interconnection is stable if the first system is
passive while the second system is input strictly anti-passive. Stable games by definition (equation 2.2) are an anti-passive mapping of the players’ strategies to their
payoffs, so combining stable games with passive evolutionary dynamics results in stable convergence to Nash equilibrium.

As previously stated, congestion games are an example of stable games. Therefore,
to draw conclusions about the stability of the game and the evolutionary dynamic
pair, we check the passivity property of the evolutionary dynamics, where evolutionary dynamics is the mapping of the games’ payoffs to the strategies.
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The equations in chapter 2, consider the continuous case where the players try
to maximize their rewards. However, in this work, we consider a discrete case and
players minimize their costs. Therefore, in the analysis below, we convert the costs to
payoffs, to stay consistent with the definitions in chapter 2. We modify the equation
2.2 to
T X
r
X

(aj (t) − aj (t − 1)) (pj (t) − pj (t − 1)) ≥ 0

(4.8)

t=2 j=1

where,
pj (t) = −cj (t)

(4.9)

Using equation 4.8 with the concepts from chapter 2, we examine the congestion
on both roads to check if the games reached their Nash equilibrium state. Also, we
check the correlation between the player’s actions and the rounds’ payoffs. All the
simulations use the following parameter values (unless specified otherwise): inertia
p = 0.9, step size α = 0.01, and number of rounds T = 150.

In the first case, all virtual players and the human player simulator use either
Fictitious Play or Regret Matching algorithms. The plots below show the congestion
on road A and road B.
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Figure 4.1: Congestion plot when all players use Fictitious play

Figure 4.2: Congestion plot when all players use Regret Matching

The figures show that the players reach the Nash equilibrium state of the game,
where no individual player gains a better outcome by changing their actions. Thus,

43
they complement stable games and reach the stable Nash equilibrium. We also test
passivity using the equation 4.8. The figures below show the resulting correlation
between the change in actions and the change in payoffs.

Figure 4.3: Passivity test using equation 4.8 when all players use Fictitious Play
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Figure 4.4: Passivity test using equation 4.8 when all players use Regret Matching

Fictitious Play and Regret Matching algorithms are passive dynamics; however,
the figures above contradict this since the long run correlation in both figures turned
out negative and the curves are not lower bounded by a constant number. The concept behind the equation in 2.18, is to test the long run correlations between the flow
of the population and the flow of payoffs. Although the discretized version we use 4.8
considers the flow change in population (actions) and payoffs, the actions and payoffs
it tests are not related because the action at time t does not depend on the payoff at
time t or t−1. In the discrete time example, the players make their first decision with
no prior information. Afterward, their decisions at a given time t are influenced by
the round’s payoff at t − 1. Therefore, we modify the equation for the discrete time
to test the correlation between the relevant actions and payoffs. The equation becomes

T X
r
X
t=2 j=1

(aj (t + 1) − aj (t)) (pj (t) − pj (t − 1)) ≥ 0

(4.10)
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Figure 4.5: Passivity test using equation 4.10 when all players use Fictitious Play

Figure 4.6: Passivity test using equation 4.10 when all players use Regret Matching

In these figures, we reach the expected results which match the literature. Moreover, because the action at time t does not depend on the game outcome at time
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t, the shift compares the change in payoffs with the affected actions. Hence, using
equation 4.10 to test the passivity of the dynamics makes more sense.

Furthermore, one of the properties of Fictitious Play and Regret Matching algorithms is that the overall utility is either better or equal to the utility that would
be received if a fixed strategy was used. The figure below shows the utility of the
simulator using Fictitious Play and Regret Matching algorithms compared with the
utility of the fixed actions. We can see that the red curves belonging to the Fictitious
Play and Regret Matching rules are lower on average than the curves for all other
fixed strategies.

Figure 4.7: Utility Comparison between the Fictitious Play rule and the fixed strategy
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Figure 4.8: Utility Comparison between the Regret Matching rule and the fixed
strategy

The plots 4.1 - 4.8, all test the situation where only Fictitious Play or Regret
Matching algorithms are used. The rest of this section tests different situations where
we change the virtual players’ decision making rules. Specifically, we test Fictitious
Play and Regret Matching simulators in these two cases:
• Case 1: Best Response virtual players.
• Case 2: Mixed virtual players.
In the first case, all the virtual players use the Best Response rule. In this case,
the virtual players’ inertia is equal to 0.95 while the inertia of the human simulator
is equal to 0.9. The figures below show the congestion of the roads, the correlation
between actions and payoffs, and a comparison between the simulator’s congestion
and the fixed strategy congestion. All figures on the left represent the Fictitious Play
simulator while the ones on the right are represent Regret Matching simulator.
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Form the first set of figures 4.9, we observe that the congestion oscillating around
the equilibrium but never stays there. This is because the roads have different congestion values and 5% of the virtual players will keep converting to the road with
the minimum cost. Next, in 4.10 we show the plot of the population flow multiplied
by payoff flow, as described by equation 4.10. The Regret Matching with the Best
Response resulted in a positive correlation, so it is passive. However, the Fictitious
Play combined with Best Response results in a negative correlation. Nevertheless, we
observe that as time goes on the correlation curve is bounded by α = −273, thus, satisfying the equation 2.7 and as time goes to infinity the cumulative sum will approach
zero. Lastly, figures 4.11 show that Fictitious play and Regret Matching algorithms
perform very well compared to fixed strategies.

In the second case, we simulate the situation where virtual players are using a
mix of decision making rules. 50% of the virtual players use Fictitious Play, 45%
use Regret Matching, while the last 5% perform their action randomly. Unlike the
previous case, more rounds are needed to get close to the equilibrium T = 200. The
figures follow the same presentation in the previous case.

The figures 4.12 show a reduction in congestion as rounds go on. However, compared to previous cases, the convergence is slower, which is a result of introducing
randomness. Second, the correlation in figures 4.13 is a positive plot for the correlation. It shows similar results to previous cases, as the correlation is positive. Finally,
the plots in figure 4.14 show the congestion experienced by the simulator and the
congestion that would have been received if a fixed strategy had been used instead.
The figures show that the congestion experienced by the simulators is improving as
the number of rounds increases.
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Fictitious Play simulator

Regret Matching simulator

Figure 4.9: Congestion plots with Best Response virtual players

Figure 4.10: Passivity tests with Best Response virtual players

Figure 4.11: Simulators utility comparison with Best Response virtual players
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Fictitious Play simulator

Regret Matching simulator

Figure 4.12: Congestion plots with mixed virtual players

Figure 4.13: Passivity tests with mixed virtual players

Figure 4.14: Simulators utility comparison with mixed virtual players
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All figures in this section either reach the stable Nash equilibrium or fluctuate
closely around it. They also show a positive correlation, which means that the Fictitious Play and Regret Matching decision making rules are passive and complements
the stable games. The last pairs of figures in each case showed a comparison between
Fictitious Play, Regret Matching, and fixed strategies. These figures demonstrate the
no regret property of the Fictitious Play and Regret Matching algorithms, that is, in
the long run, these algorithms reach the best outcome of the game.

4.3

Human Players Data Analysis

In this section, we consider the Truck Routing challenge with human players. Using
the modified long run correlation between the change in actions and the change of
payoff in equation 4.10 we draw conclusions about the passivity of the human decision
making rule.

The results of this section were obtained using the data collected from the online
experiment, where 83 participants played a total of 147 complete games (50 rounds).
We tested the different game modes explained in 3.4. Particularly, we show the plots
of the correlation, the congestion on the roads, and some analytics regarding each of
the following four cases:
• Case 1: Best Response virtual players.
• Case 2: 95% Fictitious Play and 5% Random virtual players.
• Case 3: Regret Matching virtual players.
• Case 4: 50% Fictitious Play, 45% Regret Matching, and 5% Random virtual
players.
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Here we test the passivity of the human decision rule when playing with each of
these types of virtual players. Table 4.1 shows the exact number of games played in
each case. The figures below show the plot of the cumulative correlation between the
change in actions and the change in payoffs for the four cases respectively.
Table 4.1: Number of games Played in each case
Case 1 Case 2 Case 3 Case 4
number of games 40
33
42
32

Figure 4.15: The long run correlation between the flow of actions and flow of payoffs
for case 1 participants
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Figure 4.16: The long run correlation between the flow of actions and flow of payoffs
for case 2 participants

Figure 4.17: The long run correlation between the flow of actions and flow of payoffs
for case 3 participants
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Figure 4.18: The long run correlation between the flow of actions and flow of payoffs
for case 4 participants

The figures 4.15 - 4.18 show the long run correlation. The colored curves are the
individual players correlation while the black curve is the average of all results. The
average long run correlation in the figures above for each case respectively is:
• Case 1:

PT Pr

(aj (t + 1) − aj (t)) (pj (t) − pj (t − 1)) ≈ 3979 ≥ 0

• Case 2:

PT Pr

(aj (t + 1) − aj (t)) (pj (t) − pj (t − 1)) ≈ 1607 ≥ 0

• Case 3:

PT Pr

(aj (t + 1) − aj (t)) (pj (t) − pj (t − 1)) ≈ 1035 ≥ 0

• Case 4:

PT Pr

(aj (t + 1) − aj (t)) (pj (t) − pj (t − 1)) ≈ 5156 ≥ 0

t=2

t=2

t=2

t=2

j=1

j=1

j=1

j=1

The results showed that the correlation between the players’ actions and their
payoffs is positive under all the four different cases, that is, the human players rule
conforms with the passivity condition 4.10. Therefore, the human decision making
rule is passive.
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These results indicate that human decision making rules paired with the stable
games leads to reaching the stable state of Nash equilibrium. However, our main interest is not reaching the Nash equilibrium. The main advantage of this result is that,
regardless of the game, we can model humans better as passive decision makers instead of using general model that does not conforms to the passivity condition. More
importantly, as a system planner you can use the passivity of the human decision
making rule to reach, not necessarily a Nash equilibrium but, a desirable outcome.
This can come in various situations where we want people to adopt certain incentives
or design tools to steer the system to a certain state.

Moreover, we show plots of the congestion on the roads for all cases. In the figures,
the dotted curves are for individuals players while the lines are the average congestion
on the roads.

Figure 4.19: Roads congestion for case 1 participants
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Figure 4.20: Roads congestion for case 2 participants

Figure 4.21: Roads congestion for case 3 participants
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Figure 4.22: Roads congestion for case 4 participants

The average congestion in each of the four cases seems to fluctuate around the
Nash equilibrium. However, we can see some expected differences. In case 1, where
the virtual players use Best Response are the furthest from the Nash equilibrium.
This is due to the 5% percent of virtual players who keep oscillating. For cases 2
and 4 the players are closer to equilibrium but can not maintain it because of the
randomness introduce in these cases. On the other hand, in case 3 where all players
use the Regret Matching rule the congestion reaches the equilibrium.

After analyzing the performance of all players in each case, here we analyze the
performance of one player who played all four modes. The figures below show the
player performance in different cases. Case 1 is top left, case 2 top right, case 3
bottom left, and case 4 bottom right. The plots in figure 4.23 show the congestion
on road A and road B. The idea is to see how an individual player performed in each
of the games mode
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Figure 4.23: Comparison of the roads congestion for one of the players. Each subplot
correspond to a game mode

From the figures, we see that the player reaches the Nash equilibrium in the
third case where all players use Regret Matching. Similarly, case 3 reaches the Nash
equilibrium. However, because of the randomness, it does not stay there. Cases 1 and
4 congestion keep oscillating. Even though the congestion of the roads for each case
shows different behavior. The correlation between the actions and payoffs for this
player is positive, meaning the player decision making rule is passive. Specifically,
the correlation in each case is
• Case 1:

PT Pr

(aj (t + 1) − aj (t)) (pj (t) − pj (t − 1)) ≈ 661 ≥ 0

• Case 2:

PT Pr

(aj (t + 1) − aj (t)) (pj (t) − pj (t − 1)) ≈ 1307 ≥ 0

t=2

t=2

j=1

j=1
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• Case 3:

PT Pr

(aj (t + 1) − aj (t)) (pj (t) − pj (t − 1)) ≈ 156 ≥ 0

• Case 4:

PT Pr

(aj (t + 1) − aj (t)) (pj (t) − pj (t − 1)) ≈ 1047 ≥ 0

t=2

t=2

j=1

j=1

Although the figures above are all for one player. they show that a player change
their strategy depending on what they observe as an outcome. The player in each
case tried to minimize their cost by observing the environment (the history of actions
and payoffs) and reacting differently. The next set of figures show the utility of the
player described in equation 3.3 alongside the player’s actions.

Figure 4.24: The player experienced costs (utility) and actions in the first case

Figure 4.25: The player experienced costs (utility) and actions in the second case
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Figure 4.26: The player experienced costs (utility) and actions in the third case

Figure 4.27: The player experienced costs (utility) and actions in the fourth case

These figures shows that the player is starting with distributing their vehicles
equally between the two roads most of the time. Then we can see some changes in
their behaviors depending on the type of virtual players. In the first case, where all
virtual players are using Best Response rule, the player changed the distribution of
their vehicles multiple times because the virtual players are following the road with
the lower cost. In other cases, where virtual players used either Fictitious Play or
Regret Matching rules or a mixed between them, we can observe that the player did
not need to change the flow of their vehicles all the time. Rather they started by
changing their actions but settled on one action for the remaining of the rounds.
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Chapter 5
Concluding Remarks

5.1

Summary

This work investigated human learning rules in a congestion game with the presence
of intelligent decision makers. In particular, we studied the passivity property in
equation 4.10 of human decision making rules.
To achieve the objectives of this work, we developed the Truck Routing Challenge.
The challenge models traffic in a simple scenario where multiple vehicles share two
roads. The human player controls ten vehicles, and they decide on how to distribute
their vehicles on the two roads. There are also one hundred simulated players, each
controlling one vehicle. The game is repeated for many rounds, allowing all players to
adapt and formulate a strategy. After each round, the cost of the roads and a visual
assistance is shown to the human player. The goal of all the players is to minimize
the total congestion experienced by the vehicles they control.

Before analyzing the data collected from the experiment, we built a simulator
using Fictitious Play and Regret Matching algorithms. The simulator was used to
test the game convergence to Nash equilibrium as well as test the passivity of the
Fictitious play and Regret Matching. We converted the continuous equation for testing the passivity in [6], to suit our work in discrete time formulation. First, we used
equation 4.8. We then, modified the equation to take into account the step shift in
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the discrete time 4.10. This equation is better because it measures the correlation
between the change in payoffs and the effected change in actions.

The experiment was then deployed at https://feedbackcontrol.com/trucks/ and a
total of 83 participants played 147 complete games (50 rounds). The main question,
in this case, was whether the human players are passive or not. Using the data and
equation 4.10, the results show that human players satisfy the passivity property
condition. This result gives a great insight into the human decision making process.
Because it gives us a way to model human behavior. Furthermore, as systems planners, we can use the passivity of human behavior to influence their actions and steer
systems to desirable outcomes. This also implies that human players will reach a
stable Nash equilibrium when they play stable games, although this is not the goal.
Moreover, for more results, we showed a human player performance when playing
different game modes. The player adjusted the strategies depending on the case, yet,
all the cases satisfied the passivity condition.

5.2

Future Research Work

The work presented in this thesis can be extended in the following directions. The
first one is doing more experiments to test human behaviors in different or more
complected settings. More experiments are needed because predicting how human
make their decisions depend on the problem and their perception of the information
available, so exploring different situations can help us understand humans better. Examples for different situations include changing the difficulty of the congestion game
by either adding more routes or changing the scenario to simulate a bigger map (create
a directed graph with more nodes). Another possible experiment is to study human
learning in a different class of games. In our work, we used a congestion game which

63
as we explained is anti-passive, so using a different game with different properties
might give us more insight into human learning. Moreover, another change can be
to create an experiment where multiple players play together instead of playing with
virtual players. This will help investigate if humans behave differently when playing
with other humans.

The second direction for future work is to use the result from this thesis in different problems. The passivity of humans decision making rule can be used to influence
people and design tools that help reach desirable outcomes. Examples of problems
that try to influence people to adopt certain incentives are problems related to routing management, crowd management, energy bidding, and energy consumption and
distributions. Moreover, these results can help in projects where we have interaction
between humans and robots, by modeling humans as passive.
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