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ABSTRACT

Spatio-Temporal Prediction and Stochastic Simulation for Large-Scale

Nonstationary Processes

Yuxiao Li

There has been an increasing demand for describing, predicting, and drawing

inferences for various environmental processes, such as air pollution and precipita-

tion. Environmental statistics plays an important role in many related applications,

such as weather-related risk assessment for urban design and crop growth. However,

modeling the spatio-temporal dynamics of environmental data is challenging due to

their inherent high variability and nonstationarity. This dissertation is composed of

four significant contributions to the modeling, simulation, and prediction of spatio-

temporal processes using statistical techniques and machine learning algorithms.

This dissertation firstly focuses on the Gaussian process emulators of the numerical

climate models over a large spatial region, where the spatial process exhibits nonsta-

tionarity. The proposed method allows for estimating a rich class of nonstationary

Matérn covariance functions with spatially varying parameters. The efficient estima-

tion is achieved by local-polynomial fitting of the covariance parameters. To extend

the applicability of this method to large-scale computations, the proposed method

is implemented by developing software with high-performance computing architec-

tures for nonstationary Gaussian process estimation and simulation. The developed

software outperforms existing ones in both computational time and accuracy by a

large margin. The method and software are applied to the statistical emulation of

high-resolution climate models.

The second focus of this dissertation is the development of spatio-temporal stochas-

tic weather generators for non-Gaussian and nonstationary processes. The proposed
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multi-site generator uses a left-censored non-Gaussian vector autoregression model,

where the random error follows a skew-symmetric distribution. It not only drives the

occurrence and intensity simultaneously but also possesses nice interpretations both

physically and statistically. The generator is applied to 30-second precipitation data

collected at the University of Lausanne.

Finally, this dissertation investigates the spatial prediction with scalable deep

learning algorithms to overcome the limitations of the classical Kriging predictor in

geostatistics. A novel neural network structure is proposed for spatial prediction by

adding an embedding layer of spatial coordinates with basis functions. The proposed

method, called DeepKriging, has multiple advantages over Kriging and classical neural

networks with spatial coordinates as features. The method is applied to the prediction

of fine particulate matter (PM2.5) concentrations in the United States.
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Chapter 1

Introduction

1.1. Research background and motivations

Environmental statistics is widely used in research institutes, governments, and tech-

nological industries. It focuses on describing, predicting and drawing inferences for

a variety of environmental data, such as pollution, temperature, precipitation, wind

speed, and solar radiation. The applications of environmental statistics are numerous

including urban design, water and river management, meteorology, fishery, pollution,

and risk regulation (Rong, 2011). This dissertation tackles two major challenges

of environmental statistics: stochastic simulation and spatio-temporal prediction for

nonstationary processes.

Stochastic simulations are widely used in weather and climate studies. Stochastic

generators use mathematical, statistical or machine learning models that intend to

produce synthetic data of the atmospheric variables (Wilks and Wilby, 1999). A

successful model should be able to realistically and efficiently reproduce the spatio-

temporal dynamics, natural variability, and weather persistence in a distributional

sense (Ailliot et al., 2015). A stochastic simulation should be distinguished from the

numerical simulations, such as numerical climate models (Randall et al., 2007) for the

study of climate system dynamics. Numerical simulations typically model the climate

system deterministically by numerically solving the partial differential equations for

the atmospheric motions, which are time-consuming and can only be implemented

on supercomputers. In contrast, stochastic models generate multiple runs efficiently
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and account for the inherent uncertainty of the weather and climate processes.

Stochastic simulations can be further divided into two categories based on the

domain of interest: stochastic weather generators (SWGs) that focus on small spatial

scales typically at a few sites, and climate model emulations (CMEs) that reproduce

the behavior of the whole atmosphere at the inter-continental and even global scale

(De Marsily et al., 2005; Emery and Lantuéjoul, 2006; Castruccio et al., 2014). For real

applications, SWGs are widely adopted in impact studies to generate synthetic time

series of atmospheric variables at local sites and further used in electricity demand

models and crop models (Kolokotroni et al., 2012; Launay et al., 2009), while CMEs

usually serve as a surrogate of numerical climate models to study the interactions

between atmospheric variables of the earth system, and to obtain the future climate

projection.

Spatio-temporal prediction focuses on predicting a response variable at unob-

served time points and spatial locations by exploiting spatio-temporal dependence.

Kriging, originally developed in geostatistics (Matheron, 1963), is the primary and

fundamental technique in spatio-temporal prediction. Kriging is also known as the

best linear unbiased prediction (BLUP, Cressie 1990), for which the predicted value

is a weighted average of observed values, where the weights are determined by spatio-

temporal covariances or variograms. The spatio-temporal covariances are typically

modeled by a parametric covariance function with unknown parameters that need

to be estimated from data. However, Kriging has limitations in many aspects. For

instance, the computation is extremely expensive for large datasets, and it is not suit-

able for non-Gaussian data, such as skewed and categorical data. Besides Kriging,

other techniques exist for spatial and spatio-temporal prediction. For example, thin-

plate spline (Wood, 2003) and kernel method (Biau and Cadre, 2004) are popular

nonparametric methods for spatial interpolation and prediction. More recently, Tang

et al. (2019) proposed a spatial copula model together with an autoregressive time
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series model for non-Gaussian spatio-temporal prediction.

In recent years, machine learning, especially deep learning, has become a powerful

tool in a wide range of prediction problems as a competitor of Kriging. Many machine

learning algorithms such as deep neural networks (DNNs, Zhang et al. 2016), convo-

lutional neural networks (CNNs, Das and Ghosh 2016; Shi et al. 2015), and random

forests (Zhan et al., 2018), are introduced for spatio-temporal prediction. Machine

learning algorithms typically solve a regression problem, where the covariates, or the

so-called features, are assumed mutually independent. The inherent dependence of

spatio-temporal data is often neglected. Classical machine learning algorithms are

mainly designed for applications with a large feature space, and often require a large

number of training labels as the ground truth. These existing algorithms cannot be di-

rectly applied to typical spatio-temporal prediction problems, where only in-situ and

sparse observations are available. Moreover, the uncertainty quantification, which

is critical in statistical analysis, is often ignored in deep learning methods. Making

use of deep learning for spatio-temporal prediction requires not only developing novel

algorithms, but also the deep understanding of the underlying statistical theory and

methods.

Both stochastic simulation and spatio-temporal prediction can be connected by

spatio-temporal statistical models. For example, Cressie and Wikle (2015) provides

dynamic spatio-temporal modeling (DSTM) framework so that we can model spatio-

temporal processes dynamically. It typically assume a hierarchical structure of the

processes as well as their spatial and temporal dependent structure. Generally, we can

consider both Gaussian or non-Gaussian models. However, Gaussian random fields

(GRFs) or Gaussian processes (GPs) have commonly been assumed as valuable tools.

For convenience, GRFs are typically assumed to be stationary, and the commonly used

stationary covariance functions include exponential and Matérn covariance functions

(Cressie, 2015). However, the assumptions made in the classical GRF models are
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often not realistic and the traditional stationary GRFs need to be extended for real

applications, as illustrated below.

First, spatial non-stationarity often exists in spatio-temporal processes especially

in a large spatial domain, such as the land-ocean nonstationarity. Multiple method-

ologies are proposed for nonstationary GPs and reviewed by Risser (2016). In par-

ticular, Paciorek and Schervish (2006) proposed a parametric form of nonstationary

Matérn covariance function, which can replace the stationary covariance function in

a GP model and adopt the same inference procedure. However, no computationally

efficient method is available for large-scale spatial simulation and prediction. Second,

for real applications, the data distribution is often non-Gaussion. For instance, the

wind speed data are typically positive and right-skewed (Zhu and Genton, 2012), and

the precipitation data are zero-inflated, skewed, and heavy-tailed (Ailliot et al., 2015).

For these applications, non-Gaussian random field models are appropriate, such as

the transformed Gaussian random fields (De Oliveira et al., 1997; Kleiber et al., 2012;

Xu and Genton, 2017) and skew-Gaussian random fields (Allard and Naveau, 2007;

Rimstad and Omre, 2014).

Furthermore, although Gaussian processes and their extensions are convenient

for measuring the spatio-temporal dependence and uncertainties of the data, they

are usually computationally prohibitive for large datasets. The reason is that the

likelihood function of a multivariate Gaussian distribution involves the inverse of the

covariance matrix of size NT×NT , where N and T are the number of spatial locations

and time points, respectively, and the total data size will increase dramatically when

data are acquired spatio-temporally. Nevertheless, big-data applications in spatio-

temporal statistics draw much attention nowadays due to two facts. First, abundant

high-resolution data are available from improved measuring instruments and photo-

graphic technologies. Second, the recently developed computation techniques (e.g.,

deep learning) and architectures (e.g., GPU computing and distributed system) make
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the high performance computing (HPC) of complex environmental data possible. For

instance, deep learning is compatible with GPUs using Tensorflow (Abadi et al.,

2016), and ExaGeoStat (Abdulah et al., 2018a, 2019) incorporates several HPC tools

in the large-scale geostatistics for C and R users. Therefore, there have been increasing

demands and supplied algorithms in big-data applications, but they followed indepen-

dent paths and have not thoroughly been employed and evaluated in spatio-temporal

statistics.

This dissertation is motivated by the challenges arising from stochastic simulation

and prediction for large-scale spatial and spatio-temporal datasets in environmental

applications. I first consider CMEs for seasonal precipitation over North America.

At the large scale, spatial nonstationarity is observed and nonstationary Matérn co-

variance functions are often used. However, the computation of nonstationary GRF

estimation and simulation is extremely expensive when the dataset is large. Therefore,

I aim at providing an efficient and flexible method for the large-scale nonstationary

estimation and simulation, and further to develop a stable and handy software for

the use of more researchers, especially when it is compatible with HPC tools.

Next, for high-frequency precipitation data, classical methodologies either model

the occurrence and intensity independently, or assume that the precipitation amount

has a transformed Gaussian distribution, which may not be appropriate. Motivated

by these limitations, I aim at providing a new type of spatio-temporal SWG that

accounts for the non-Gaussian, zero-inflated, skewed, and heavy-tailed features of

precipitation for both simulation and prediction.

Lastly, I investigate the inherent relationship between deep learning and Kriging

in predictions, and the possibility to apply the deep learning method in the spatial

prediction of PM2.5 concentration. Although neural networks are powerful in many

types of prediction and classification problems, they are unable to quantify the spatial

dependence and uncertainties. Bayesian learning (Neal, 2012) and deep Gaussian
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processes (Damianou and Lawrence, 2013) have been proposed to overcome this issue,

but they are typically complicated and hard to implement in practice. Therefore, I

aim at proposing an effective and simple neural network that directly links with

Kriging for the purpose of spatial prediction.

1.2. Contributions and outline of the thesis

In general, this dissertation is a multidisciplinary research of developing novel statis-

tical methodologies while making use of modern tools in machine learning and HPC,

with emphasis on stochastic simulation and spatio-temporal prediction of large-scale

nonstationary processes.

Chapter 2 proposes a new estimation procedure to approximate a rich class of non-

stationary Matérn covariance functions and develops a fast high-resolution emulation

procedure with nonstationary features on the small scale. The proposed methods are

suitable for parallel computing. Simulation studies of fitting various nonstationary

Matérn covariance functions are designed to show the efficiency of the estimation

procedure. The emulation approach is also applied to seasonal precipitation data

products from general circulation models (GCMs).

Chapter 3 extends the method in Chapter 2 to large-scale nonstationary GPs by

incorporating the recently developed ExaGeoStatR package (Abdulah et al., 2019), so

as to make use of the HPC architectures. The designed algorithms can dramatically

reduce the computational burden in nonstationary covariance estimation and make

nonstationary high-resolution emulation possible. The algorithms are compared to

the existing convoSPAT package, simulation studies are conducted to test the co-

variance estimation for nonstationary GPs. The algorithms are also applied to GP

emulation of large-scale seasonal precipitation data products from regional climate

models (RCM).

Chapter 4 develops an efficient SWG for high-frequency (sub-minutely) precipi-
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tation measured by a new measuring instrument. The proposed SWG uses a left-

censored non-Gaussian vector autoregression model, where the random errors follow

skew-symmetric distributions, which is advantageous in modeling skewed and heavy-

tailed data. The proposed model also has direct physical and statistical interpreta-

tions. The inference procedure is validated by simulation studies, and its performance

is compared with other competitors. Finally, the new SWG is applied to a real 30-

second rainfall dataset, collected on eight Pluvimate acoustic rain gauges set up across

the University of Lausanne campus in Switzerland.

Chapter 5 proposes a novel neural network structure, called DeepKriging, for spa-

tial prediction, where an embedding layer of spatial coordinates with basis functions

is added. I show in theory a direct relationship between classical spatial prediction

and deep learning. Then I show that the proposed DeepKriging method has several

advantages over Kriging and classical neural networks with spatial coordinates as fea-

tures. I also provide the density prediction for uncertainty quantification. Simulation

studies are presented to show the performance of DeepKriging compared to Kriging

and classical DNNs. I also apply the DeepKriging method in predicting the PM2.5

concentration in the United States.

In Chapter 6, I summarize the outcomes, contributions and limitations of this

dissertation, and also discuss the possible research directions for future investigation.
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Chapter 2

Efficient Estimation of Nonstationary Spatial Covariance

Functions with Application to High-Resolution Climate

Model Emulation

2.1. Chapter overview

Gaussian random fields (GRFs) or Gaussian processes (GPs) for spatial data have

been called “the most valuable tools in the toolkit for geo-statistical modeling”

(Gelfand and Schliep, 2016). These tools are important because the probabilistic

distribution of a GRF can be fully determined by its first and second moments. For

convenience, GRFs are typically assumed to be stationary or isotropic, which implies

that the second moment is finite, the mean function is constant and certain property

of the covariance function is invariant. Nevertheless, nonstationarity often exists in

spatial processes, such as between the land and the ocean, or between mountains and

plains. Generally, the nonstationarity exists in the mean and the covariance function.

In this chapter, we assume that the mean function is constant in order to focus on

nonstationarity in the covariance function.

The existing literature has provided various approaches to modeling nonstationary

covariance functions. We classify approaches into six groups: 1) basis function expan-

sions (Nychka et al., 2002); 2) deformation approaches (Sampson and Guttorp, 1992;

Anderes and Stein, 2008); 3) differential operator approaches (Jun and Stein, 2008;

Lindgren et al., 2011); 4) process convolution approaches (Higdon, 1998; Paciorek

and Schervish, 2006); 5) predictive processes (Gramacy and Lee, 2008); and 6) treed
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Gaussian processes (Banerjee et al., 2008a). Risser (2016) reviewed most of these

methodologies with emphasis on convolution-based methods. The convolution-based

model has become one of the most popular methods in spatial nonstationary mod-

eling due to its high flexibility. In particular, Paciorek and Schervish (2006) derived

a class of valid nonstationary Matérn covariance functions with convolution models.

They characterized nonstationarity by spatially varying parameters, which could be

viewed as a function over space.

However, if we specify a nonstationary type using spatially varying parameters,

the number of parameters to be estimated will be proportional to the size of the

locations. Accuracy and efficiency in such an estimation are extremely difficult to

achieve. To address this problem, state-of-art methods assume that the covariance

function is local stationary (Paciorek and Schervish, 2006; Anderes and Stein, 2011) or

weighted local stationary (Risser and Calder, 2017; Fouedjio et al., 2016). Although

these approximations simplified the model fitting in many applications, all of them

rely on the assumption that the spatially varying parameters are locally constant, or

the process is stationary in each subregion. Therefore, the approximation quality is

largely affected by the choice of region partition, which is not an easy task. In general,

an accurate local fitting requires a reasonably large size of observations which are often

collected over a large, and thus, possibly nonstationary spatial region. A smaller size

of the subregion tends to be more stationary, however, there might not be enough

data to fit the model locally.

To avoid this dilemma, we propose a local estimation approach for nonstationary

covariance functions by higher-order polynomial approximation of the spatially vary-

ing parameters. Compared to the local stationary model, our higher-order polyno-

mial approximation allows for local nonstationarity and incorporates local stationary

and weighted local stationary models as special cases. we also develop an efficient

likelihood-based estimation method for model fitting. Additionally, we show that
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each polynomial parameter measures the degree of a certain type of nonstationarity.

Fitted nonstationary models have many potential applications. We apply the pro-

posed method to precipitation data in North America from relatively coarse-resolution

climate model runs. With the fitted model, we perform high-resolution simulations

and generate nonstationary precipitation fields. High-resolution nonstationary sim-

ulation is also challenging. Kleiber (2016) proposed to combine the approaches of

circular embedding and deformation for exact simulation. We propose a different ap-

proach using sequentially conditional simulation. Using a personal computer, it takes

approximately 15 minutes in total to fit our model using 5 runs of the general circu-

lation models (GCM) data from 13× 30 = 390 locations and perform one simulation

at the scale of a regional climate model (RCM) at 62× 210 = 13, 020 locations.

The remainder of this chapter is organized as follows. Section 2.2 introduces the

convolution-based nonstationary spatial covariance modeling and reviews existing es-

timation methods. Section 2.3 proposes our new estimation approaches. Section 2.4

describes the interpretations, computational issues and implied simulation algorithms.

Section 2.5 presents simulation studies to fit nonstationary Matérn covariance func-

tions. Section 2.6 applies our estimation and high-resolution emulation approaches

to precipitation data from climate model runs.

2.2. Nonstationary covariance function and its estimation

2.2.1 Nonstationary spatial covariance function

A univariate Gaussian random field (GRF), {Z(s), s ∈ D}, defined on D ⊂ Rd, can

be specified as

Z(s) = m(s) + Y (s) + ε(s), s ∈ D, (2.1)

where m(·) is the mean function, Y (·) is a spatially dependent and zero-mean GRF

with covariance function C(·, ·), and ε(·) ∼ N (0, τ 2(·)) is the nugget effect caused by
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measurement inaccuracy and environmental variability. Moreover, m(·) is assumed

to be a constant for simplicity, C(·, ·) = C(·, ·;θ0) has a parametric form with θ0 in

Rd, and ε(·) and Y (·) are independent.

Equation (2.1) is a general representation that allows for nonstationarity. Let

θ = {θ0, τ} be the vector of all unknown parameters to be estimated and C(·, ·;θ)

be the covariance function that incorporates the nugget effect. When assuming an

isotropic covariance function, CI(·;θ), various classes (exponential, Gaussian, Matérn,

Cauchy, etc) of covariance models are available in spatial statistics (Cressie, 2015).

The Matérn covariance function is the most popular among these covariance functions.

However, C(·, ·;θ), as a valid nonstationary covariance function, may not have a closed

form in general and may involve many spatially varying parameters that require

estimation. Based on kernel convolution (Higdon, 1998), Paciorek and Schervish

(2004), Stein (2005) and Paciorek and Schervish (2006) provided a rich class of valid

parametric nonstationary Matérn covariance functions on Rd:

CNS(si, sj;θ) = τ(si)1[i=j](si, sj) + σ(si)σ(sj)|Σ(si)|
1
4 |Σ(sj)|

1
4×∣∣∣Σ(si)+Σ(sj)

2

∣∣∣− 1
2 (

2
√
νQij

)ν
Kν

(
2
√
νQij

)
,

(2.2)

where θ is the vector of unknown parameters, σ(si) is the spatially varying standard

deviation (squared root of the partial sill), Σ(si) is the d×d kernel matrix at si, which

controls the spatially varying local anisotropy (including the spatial range and the

direction of anisotropy), Kν(·) is the modified Bessel function of the second kind, ν is

the smoothness parameter, and Qij = (si−sj)
T
(

Σi+Σj

2

)−1

(si−sj) is the Mahalanobis

distance between si and sj. The smoothness parameter can be spatially varying as

well. For example, the model proposed by Stein (2005) allows for nonstationarity in

the smoothness by letting νij =
ν(si)+ν(sj)

2
. The covariance functions in Equation (2.2)

were derived from kernel convolution models (Higdon, 1998). The nonstationarity is

controlled by the spatially varying parameters, θ(si) = {Σ(si),Σ(si), τ(si), ν(si)}.
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Usually, kernel matrices are obtained through spectral decomposition. For example,

in the case of d = 2,

Σ(si) = Σi =

 cos(φi) − sin(φi)

sin(φi) cos(φi)

 λ1i 0

0 λ2i

 cos(φi) sin(φi)

− sin(φi) cos(φi)

 , (2.3)

where λ1i, λ2i > 0 are the eigenvalues that represent spatial ranges and φi ∈ (0, π/2)

represents the angle of rotation.

Specifically, a GRF is stationary if and only if all of the spatially varying param-

eters in Equation (2.2) are constant, and the isotropic assumption holds if further

the kernel matrix is a scalar matrix. In principle, all of the parameters could vary

spatially, suggesting that there are different types of nonstationarity. However, al-

lowing too many types of nonstationarity is not feasible in practice due to possible

optimization and model identifiability issues (Anderes and Stein, 2011).

2.2.2 Likelihood based covariance estimation

The maximum likelihood method is appropriate for estimation of a GRF model

with a specified parametric nonstationary covariance function. Let Z(s) be a GRF

with mean m(s) and covariance function CNS(·, ·;θ) and assume that m(s) = 0

for simplicity. Suppose that we observe z(s) at N locations, s1, . . . , sn (the loca-

tions could be regularly or irregularly spaced). The corresponding random vector

Z = {Z(s1), . . . , Z(sN)}T follows an N -variate Gaussian distribution, i.e. Z ∼

NN(0,ΣNS
N×N), where the (i, j)-th element of the nonstationary covariance matrix,

ΣNS, is CNS(si, sj;θ(i, j)), i, j = 1, . . . , N . As a result, the corresponding log-likelihood

function is

`(θ; z) = −1

2
log |ΣNS| − 1

2
zT (ΣNS)−1z− N

2
log(2π). (2.4)

By maximizing the likelihood function in Equation (5.7), we can get the maximum

likelihood estimates (MLEs), θ̂. Note that the mean function is assumed to be zero.

If not, a restricted maximum likelihood (REML) method is needed (Patterson and
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Thompson, 1975; Risser and Calder, 2017). In most of environmental studies, only one

replicate is available. When independent replicates are obtained, Equation (5.7) can

be simply modified by summing the likelihoods for the replicates. However, the main

difficulty is that the parameter vector is spatially varying. Paciorek and Schervish

(2006) first provided a solution by assuming that each nonstationary parameter varies

slowly and regularly over space, i.e., θi ≈ θR(i), where R(i) indicates that the location

si falls into the subregion R(i), and θi = θ(si), where θ(si) indicates any nonstationary

parameter. By fitting a stationary model in each of m subregions, typically m� N ,

they obtain θ̂R(1)
, . . . , θ̂R(m)

. Although the computational burden of this estimation is

significantly reduced, this result is not desirable, since both θ(·) and the fitted surface

are discontinuous when they fit spatial models to each subregion.

To overcome this problem, several groups recently proposed methods (Risser and

Calder, 2017; Fouedjio et al., 2016; Li and Zhu, 2016) to smooth the local stationary

estimates. For instance, Risser and Calder (2017) and Fouedjio et al. (2016) made θ(·)

a discrete mixture of the parameters at representative locations, or anchor locations

as Fouedjio et al. (2016) called them, and the final estimate of θ(si) is a smoothly

weighted estimate. That is,

θ̂(si) =
m∑
k=1

w(si, sk)θ̂k, w(si, sk) =
K(si, sk)∑m
k=1K(si, sk)

, (2.5)

where m is the number of subregions, θ̂k is the local stationary estimator in the k-th

subregion with anchor location sk, w(si, sk) is the weight function, K(·) denotes a

d-variate kernel function. The Gaussian kernel, K(si, sk) = exp
(
−‖si−sk‖2

2h

)
, is the

most commonly used kernel function, where h > 0 is the bandwidth parameter.

Another popular approach to estimate θi is by moving-window: fit a stationary

model locally in a small neighborhood of one location, si, and then move to the next

location in a new neighborhood. In this approach, only locations in the neighborhood
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of si are used to estimate θi, whereas the information from locations far away from si

is ignored. Anderes and Stein (2011) then improved the moving-window method by

maximizing a weighted local likelihood function that smoothly down-weights faraway

locations. Although moving-window methods improve the estimation in some sense,

they are extremely difficult to fit when the dataset is large.

These approaches are all based on a local stationary or weighted local stationary

assumption, implying that parameter estimates are constant in predefined subregions

or neighborhoods. For the sake of both model flexibility and inference efficiency, we

therefore extend the local stationary approach and propose a model that allows for

local nonstationarity, by approximating the spatially varying parameters with a local

polynomial.

2.3. New covariance estimation approaches

2.3.1 Local polynomial approximation of covariance param-

eters

Suppose that θ(s) is continuously differentiable with the α-th differentiation denoted

by Dαθ. For a given location, s0 = (s01, . . . , s0d) ∈ D, Taylor expansion allows θ(s)

to be expanded at s0 as follows (Königsberger, 2013):

θ(s) =
∑
|α|≤k

Dαθ(s0)

α!
(s− s0)α +

∑
|α|=k

hα(s)(s− s0)α, (2.6)

where lim
s→s0

hα(s) = 0. In particular, for any location s = (s1, s2) ∈ R2, the first-order

Taylor approximation of θ(·) at s0 = (s01, s02) is

θ(s1, s2) ≈ β0 + β1(s1 − s01) + β2(s2 − s02), (2.7)
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where β0 = θ(s01, s02), β1 = ∂
∂s1
θ(s01, s02), β2 = ∂

∂s2
θ(s01, s02), and the remainder is

bounded by M
2

(|s1−s01|+ |s2−s02|)2, where M is the upper bound of all second-order

partial derivatives of θ(·).

Equation (2.7) includes local stationarity as a special case. If β1 = β2 = 0, then

θ(s1, s2) ≈ θ(s01, s02) = β0 is a constant in a small neighborhood centered at s0,

which implies local stationarity and the estimates of β0 can be obtained by using

the information in the neighborhood of s0. This type of estimator defined in (2.5) is

called a locally constant estimator or a Nadaraya-Watson estimator for nonparametric

fitting. It can be viewed as an estimator associated with order α = 0 in Equation

(2.6). If we assume that α = 1, the local linear approximation implies that θ(·)

varies linearly. Therefore, by choosing a higher-order, we can model more complex

nonstationarity in θ(·).

Therefore, based on Equation (2.7), we propose a natural nonstationary estimator

of θ(si) at a location, si = (si1 , . . . , sid), as an extension of Equation (2.5). For θ(si)

of the form

θ(si) =
m∑
k=1

w(si, sk)

{
β0k +

d∑
q=1

βqk(siq − skq)

}
, (2.8)

we estimate it by plugging in the MLEs of all the βqk’s, q = 0, . . . , d, k = 1, . . . ,m.

The final estimation of θ(si) is approximated by kernel smoothing, in order to

smooth the estimations with m different linear trends. The smoothing method is not

restricted, thus many common approaches are viable, such as smoothing spline and

Kriging.

In principle, this model can be fitted to any order polynomial approximation with

other covariates included. However, for many real-world environmental applications,

the first-order model is usually sufficient since it generally requires a large amount of

local data to make inference on more complicated nonstationarity. Consequently, we

consider only the first-order nonstationarity and develop statistical inference methods.
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2.3.2 Estimation procedures for nonstationary kernel matrix

In this subsection, we describe an algorithm for estimating the two dimensional (2D)

spatially varying kernel matrix, Σ(si), characterized by three parameters, θns(s) =

{λ1(s), λ2(s), φ(s)}, as in Equation (4.2.4). Other parameters are set to be stationary

(constant) and denoted by θs.

To estimate θns(s), we need to maximize the full likelihood as in Equation (5.7)

with ΣNS specified via Equations (2.2) and (2.8). To improve the computational

efficiency, we propose an independent likelihood estimation method by assuming sub-

regions are independent with each other, where βk, k = 1, . . . ,m, for each subregion

is estimated independently. The independent log-likelihood is of the form

˜̀(β1, . . . ,βm; z) = −1

2

m∑
k=1

log |ΣNS
k | −

1

2

m∑
k=1

zTk (ΣNS
k )−1zk −

N

2
log(2π), (2.9)

where ΣNS
k parameterized by βk is the covariance matrix and zk is the data vector

corresponding to the locations in the k-th subregion, respectively.

The independent likelihood method significantly improves the computational effi-

ciency, because the local fitting involve fewer parameters and the computation can be

easily parallelized. However, the independent likelihood method may be less accurate

at boundary locations.

For comparisons with other methods, we call the local stationary and weighted

local stationary estimators S0 and WS0 estimators, respectively, since they correspond

to constant (zero-order) approximations, and we call our estimator the first-order

nonstationary (NS1) estimator. The estimation procedure is as follows:

1) Divide the region into m overlapping or non-overlapping subregions. Denote

the partial observations including all locations in the k-th subregion to be zk, k =

1, . . . ,m.

2) Select the anchor locations, s1, . . . , sm, corresponding to the m subregions,

and fit a local stationary model to obtain the stationary and local stationary (S0)
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estimators θs and β0k = (βλ10k , βλ20k , βφ0k), k = 1, . . . ,m, by maximizing the independent

likelihood ˜̀(β01, . . . ,β0m,θs; z).

3) Plug the local stationary (S0) estimators into Equation (2.8) for each spatially

varying parameter. For example, denote λ1k(si) = β̂λ10k +
∑2

q=1 β
λ1
qk (siq − skq). Then

estimate the slope parameters, β1k = (βλ11k , β
λ2
1k , β

φ
1k) and β2k = (βλ12k , β

λ2
2k , β

φ
2k), k =

1, . . . ,m, by maximizing the independent likelihood ˜̀(β11, . . . ,β1m,β21, . . . ,β2m

; z, β̂01, . . . , β̂0m, θ̂s).

4) Smooth the estimators in steps 2 and 3 based on Equation (2.8). For ex-

ample, λ̂1(si) =
∑m

k=1w(si, sk){β̂λ10k +
∑2

q=1 β̂
λ1
qk (siq − skq)}. Finally, the first order

nonstationary (NS1) estimator of kernel matrix is the approximate estimations of all

nonstationary parameters θ̂ns(si) at each location si.

2.4. Interpretations and computations

2.4.1 Computational issues

With 2D data, six parameters can exhibit nonstationarity at a given anchor location:

three in the kernel matrix, one in the partial sill, one in the smoothness, and one in

the nugget effect. For both full likelihood and independent likelihood methods, if we

allow all of the six parameters to have first-order nonstationarity, then the number of

parameters to be estimated is 3×6×m. Usually, m� N . The number of parameters

to be estimated therefore increases with the size of anchor locations m and is less than

N .

Obviously, the full likelihood method has better accuracy than independent likeli-

hood method, especially near the boundary between subregions. However, this could

lead to optimization issues since too many parameters need to be simultaneously op-

timized. Using independent likelihood approach, the parameters can be optimized in

parallel and locally. Instead of solving a high-dimensional problem, we solve several

lower-dimensional problems. Although our method may not reach the global maxima,
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the optimization is more stable.

Step 2 involves the estimation of both stationary and nonstationary parameters.

The maximization is not trivial when the stationary parameters are unknown, but

it can be well fitted by NSconvofit function in the R package convoSPAT, and the

details of their algorithms can be found in Risser and Calder (2017).

The weight function depends on the bandwidth, h. As our method relies on

the NSconvofit function, we therefore choose the same default bandwidth as in the

function, which is the square of half of the distance between the two closest anchor

locations, i.e., h = {‖s1−s2‖/2}2. As a result, the local estimates depend only on the

data in the subregions with range 2
√
h, indicating the range of high density points

in a Gaussian distribution. However, more choices can be made by cross validation,

which are discussed in the next subsection.

The optimization are made by optim function in R software. With the approxi-

mated Hessian matrix, we quantify the uncertainty of our estimations by asymptotic

standard errors and corresponding confidence intervals.

2.4.2 The bandwidth selection

The weight function depends on the choice of bandwidth, h. Typically, h is selected by

cross-validation (CV) or generalized cross-validation (GCV). The options are various

and details can be found in Wand and Jones (1994). For example, we can either

leave one pair of locations or one subregion out at a time; we can also minimize the

sum of squared prediction errors (SSPE) for either spatially varying parameters or

for covariance functions. Here, we prefer the option employed by Kleiber and Nychka

(2012). They implemented a leave-one-out cross-validation (LOOCV) process for each

location pair by minimizing the SSPE for the covariance functions in the multivariate

case. The univariate SSPE is
∑N

k,l=1

{
ĈNS
l,k (sk, sl)− ĈNS

−l,−k(sk, sl)
}2

, where ĈNS
l,k (sk, sl)

is the estimated covariance function of CNS(sk, sl) and ĈNS
−l,−k(sk, sl) is the predicted
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estimate at the location pair (sk, sl) based on the remaining locations, s 6= sk, sl.

This option is preferable since it contains more location pairs and is not affected

by the choice of spatially varying parameters. However, this procedure could be quite

time consuming and tends to underestimate the bandwidth. In Gaussian kernels,

h is the variance of the Gaussian distribution. We therefore choose the bandwidth

to be the square of half of the distance between the two closest anchor locations,

i.e., h = {‖s1 − s2‖/2}2, so that the local estimates depend only on the data in the

subregions with range 2
√
h, indicating the range of high density points in a Gaussian

distribution.

2.4.3 Covariates and degree of nonstationarity

When the same kernel function, K(·), and bandwidth parameter, h, as defined in

Equation (2.5) are selected, it is easy to see that θ̂(si) in Equation (2.8) is a weighted

local stationary estimator when β1k, . . . , βdk = 0. Moreover, in the k-th subregion, β

can be viewed as the regression parameters of the covariate 1 for q = 0 and covariates

siq − skq for q = 1, . . . , d. Hence, our model can be further extended to include

more covariates in a similar fashion as in the regression-based nonstationary model

proposed by Risser and Calder (2015), with all parameters identifiable.

Compared with the local stationary model, the additional parameters in Equation

(2.8), {βqk}dq=1 for k = 1, . . . ,m, have useful interpretations as measurements of

nonstationarity. To illustrate the idea, let us first define the degree of nonstationarity.

Definition 1. Let θ(s), s = (s1, . . . , sd) ∈ Rd be a spatially varying parameter. Define

the r-th order nonstationarity index of θ(s) denoted by Dr as

Dr =
1

d

d∑
q=1

∣∣∣∣∣
∫
sq

∂rθ(s)

∂srq
dsq

∣∣∣∣∣ . (2.10)

In particular, we call D1 the trend-nonstationary index and D2 the wiggliness-nonstationary
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index.

In Definition 1, large values of Dr are associated with stronger nonstationarity.

For example, under stationarity, θ(s) is a constant at any location, s. As a result,

we obtain that Dr = 0, which indicates the smallest nonstationarity. In contrast, if

Dr is large and far from zero, then θ(s) deviates from the stationary model along at

least one direction of s. This definition gives an appropriate and convenient measure

for the degree of the r-th order nonstationarity.

Specifically, when r = 1 and d = 1, D1 is an overall measure of the slope. When

D1 increases, the spatially varying parameter, θ(s), changes at a faster rate and we

expect a larger difference between θ(s1) and θ(s2) at two given locations s1 and s2.

To avoid confusion with the trend of θ(s) in s, we call D1 the trend-nonstationarity

index. Similarly, the wiggliness-nonstationary index, D2, is associated with how far

these differences change. A related idea for time-series modeling can be found in Das

and Nason (2016).

Now, it is easy to see that the parameters of interest, {βqk}dq=1, k = 1, . . . ,m,

directly define the trend-nonstationarity index, D1. In our model, when s ∈ [0, 1] and

m = 1, we have θ(s) ≈ β01 + β11(s− s1) and D1 =
∣∣∣∫ 1

0
dθ(s)

ds
ds
∣∣∣ ≈ |β11|.

In general, in the k-th subregion and assuming that s ∈ [0, 1]d, we propose to use

an empirical estimator of D1, defined as D̂1k, to measure the nonstationarity. That

is,

D̂1k =
1

d

d∑
q=1

|β̂qk|, k = 1, . . . ,m. (2.11)

2.4.4 Implication to high-resolution emulation

Estimation and emulation (simulation) are closely linked. Using the estimated pa-

rameters, we can directly generate realizations at N∗ new locations, where N∗ � N ,

after fitting our model at N observed locations following the method in Section 2.3.2.
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In the 2D situation, let {β̂θ0k}mk=1, {β̂θ1k}mk=1, and {β̂θ2k}mk=1 be the MLEs for a spatially

varying parameter, θ(s). Then, θ(s) at an unknown location, snew = {snew
1 , snew

2 }, is

simply specified as

θ̂(snew) =
m∑
k=1

w(snew, sk)

{
β̂θ0k +

2∑
q=1

β̂θqk(s
new
q − skq)

}
, (2.12)

where sk = (sk1 , sk2) is the anchor location at the k-th subregion. Hence, the new

covariance matrix for snew
i , i = 1, . . . , N∗, formed by the nonstationary Matérn in

Equation (2.2), will be of size N∗ ×N∗.

Statistical simulation has a much lower computational burden than estimation has.

However, simulation is also challenging if we need to simulate high-resolution realiza-

tions where N∗ is very large. Early studies of high-resolution simulation (Gneiting

et al., 2006; Wood and Chan, 1994) typically focused on stationary or isotropic situa-

tions. Only a few studies considered the fast simulation of nonstationary GRFs. Ny-

chka et al. (2015) introduced an idea based on Gaussian Markov random fields (GM-

RFs) and spatial autoregressive (SAR) models, for nonstationary processes. Kleiber

(2016) proposed an efficient nonstationary simulation method based on spatial de-

formation. However, it is computationally expensive to estimate the deformation

function before performing the simulation.

We propose to use an efficient algorithm based on sequentially conditional simula-

tion. We are generating data from a multivariate Gaussian distribution with covari-

ance matrix of size N∗ × N∗. It generally requires a Cholesky decomposition of the

covariance matrix and takes two hours to simulate one spatial field with 13, 000 loca-

tions on a personal laptop. Therefore, we propose to use a more scalable method that

simulates observations from the Gaussian random fields sequentially. The sequential

Gaussian simulation has been widely used in geostatistical simulations Gotway and

Rutherford (1994); Fredericks and Newman (1998). The idea is to simulate realiza-
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tions only on a subset at a time. In our application, we simulate one dataset for a

subregion, then the next subset are simulated conditional only on all or a part of the

previous simulated one.

Specifically, we propose a computationally efficient algorithm with sequentially

conditional simulation methods. Let X be the l1× l2 data matrix observed on a grid,

where N∗ = l1×l2. First, we separate the region into J blocks of equal size by columns

such that X = (X1, . . . ,XJ) is ordered from left to right. Since X1 can be simu-

lated unconditionally, for k = 2, . . . , J , Xk|X′k−1 ∼ Nnk(ΣT
k−1,kΣ

−1
k−1,k−1X

′
k−1,Σk,k −

ΣT
k−1,kΣ

−1
k−1,k−1Σk−1,k), where X′k−1 is partial or all columns of Xk−1 closest to Xk

and Σk,l is the covariance matrix between two random matrices.

Thus, we can simulate X2 conditionally on X′1. For k > 2, to simulate Xk, instead

of conditioning on all X1, . . . ,Xk−1, we condition only on X′k−1. Here, we only need

to invert Σk−1,k−1, it indicates that the size of the conditioning set determines the

computational cost. By choosing X′k−1 with a small size, this simulation method

is nearly as fast as generating Xk unconditionally from Σkk. In Vecchia’s method

(Vecchia, 1988; Katzfuss and Guinness, 2017), the conditioning set is chosen to be the

nearest neighbors. In our application, we consider 20% (2%/10%) of the neighbors,

on the boundary. We can use a larger conditioning set, however, the computation

will become more expensive.

2.5. Simulation studies

2.5.1 Variance modulation

To investigate the performance of our estimation approach, we consider a simple

example where the nonstationarity exists only in the variance (partial sill), σ2(s). Let

W (s) be a stationary GRF with a known covariance function and σ(s) : Rd → R+ be

an unknown function. Then, Z(s) = σ(s)W (s) defines a GRF with a nonstationary

variance. For simplicity, we consider the one-dimensional (1D) case with gridded
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data, σ(s) : R → R+. A similar example was also employed by Anderes and Stein

(2011).

In our example, we set (τ, ν, λ) = (0, 1, 0.2) in Equation (2.2) and let σ(s) =

2 sin(s/0.15) + 2.8, s ∈ [0, 1]. Figure C.1 in the Appendix C shows one realization

of Z(s) and its increments. The pattern matches with the true curve of σ(s) in

Figure C.1. Using the algorithm discussed in Section 2.3.2, we evenly divide the

region into four subregions and choose the anchor location as the central point of

each subregion. We generate 200 observations at equally spaced locations with 50

observations in each subregion. Here, only one parameter, σ(s), is nonstationary.
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Figure 2.1: Estimations of σ(s) = 2 sin(s/0.015) + 2.8 with 95% confidence intervals
using (a) local stationary model (S0) and weighted local stationary (WS0) model and
(b) our first-order nonstationary (NS1) model

As expected, in Figure C.1, the estimation using our proposed model is the closest

to the truth of all models and the performance is much better than those of the S0

and WS0 models. The corresponding mean squared errors (MSEs) for S0, WS0, and

NS1 are 0.54, 0.47, and 0.12, respectively. As the cost of more accurate estimation,

the uncertainty of our method is the largest, which is especially significant at the

boundaries. In contrast, at the center of each subregion, the uncertainty reaches the

minimum.

Approximated confidence intervals give us a way to quantify the uncertainty with
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one realization. To measure the uncertainties better, we repeated the simulation 100

times. In Table 2.1, we show the the mean, standard error, and trend-nonstationary

index, D1, from 100 local stationary and slope estimators, β̂0 and β̂1. We also calculate

the MSEs of σ̂(s) from three models based on the mean of 100 β̂0’s and β̂1’s.

To visualize 100 estimated curves of σ(s), we employ functional boxplots (Sun and

Genton, 2011) as shown in Figure 2.2. Here, only WS0 and NS1 models are compared

because the S0 model performs the worst. In the functional boxplot, the black line

indicates the most representative estimate of σ(s) among the 100 simulations, and

the box (shaded area) shows the variability. We can see that the NS1 model provides

the most accurate estimates and outperforms the WS0 model.

The result can be understood in the following way. Generally, σ(s) increases in the

first subregion and decreases in the second one, but this change cannot be captured

Table 2.1: Summary of results from 1, 000 estimations. Definitions of columns: (1)-
(2) The mean (standard deviation) of the S0 estimators β̂0 and slope estimators β̂1,
respectively; (3) the empirical trend-nonstationarity index in the k-th subregion based
on the mean of β̂0s, D̂1k; (4) the mean squared error of σ̂(s), MSENS1, calculated from
the mean of β̂0s and β̂1s from the NS1 model with the corresponding ratios of MSES0

and MSEWS0 to MSENS1; (5) MSES0/MSENS1; (6) MSEWS0/MSENS1.

Subregion 1 2 3 4
σ(s) = 2 sin(s/0.015) + 2.8 (nonstationary case)

β̂0 4.19 (0.43) 3.92 (0.43) 1.38 (0.19) 2.24 (0.28)

β̂1 9.08 (6.18) -11.37 (5.49) -5.21 (1.97) 11.41 (2.98)

D̂1k 9.08 11.37 5.21 11.41
MSENS1 0.050

MSES0/MSENS1 9.397
MSEWS0/MSENS1 8.065

σ(s) = 2 (stationary case)

β̂0 2.01 (0.20) 2.01 (0.20) 1.99 (0.20) 2.00 (0.20)

β̂1 0.00 (1.96) -0.02 (1.99) -0.02 (1.42) -0.02 (1.69)

D̂1 0.00 0.02 0.02 0.02
MSENS1 6.463e−5

MSES0/MSENS1 0.942
MSEWS0/MSENS1 1.199
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Figure 2.2: Functional boxplots of the 100 estimated curves of σ(s) based on (a) WS0
model and (b) NS1 model.

by local constant estimators. If we divide the region into finer subregions, then all

the methods perform better. When estimating σ(s), both WS0 and NS1 estimate

σ(s) as a weighted average of σ̂k’s. For the central location in each subregion, the

estimate is dominated by the corresponding σ̂k, but not for the boundary locations.

For example, when s falls in subregion k but close to subregion k′, the estimation

will be dominated by both σ̂k and σ̂k′ , although the observation at s contributes to

σ̂k only.

When the true underlying GRF is stationary, we expect that β̂1 is close to 0.

Therefore, with the same setup, we simulate data from a stationary GRF with

σ(s) = 2. The estimation results in Table 2.1 clearly show that under stationar-

ity, the estimated trend-nonstationarity index, D̂1k, and MSEs from all models in

each subregion are close to zero. S0 model in this case can give the best result, but

our model provides similar mean squared error. Hence, even if our NS1 model is

designed for estimating complex nonstationary GRFs, it can also provide satisfactory

results when the true model is stationary.
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2.5.2 Computational time

In this simulation study, we compare the exact computation time between various 1)

nonstationary models, 2) numbers of subregions, and 3) numbers of nonstationary pa-

rameters. all comparisons are made based on the same scenario as the 1D simulation

study in Section 2.5.1, except for the test variable(s).

It is not easy to compare different methods if different techniques are employed.

First, few of them mention the exact time of the estimations and the data size varies.

Second, there are many different fundamental theories, it is not fair to compare them

since existing nonstationary models are not all about nonstationary Matérn and all

the methods require the choice of certain tuning parameters.

However, it is possible to make comparisons among the approaches based on non-

stationary Matérn covariance function (Paciorek and Schervish, 2006). Our model is

compared with two rough approximation methods (S0 and WS0) and conventional

moving window method (moving window S0), which is mentioned in the last two

paragraphs of Section 2.2.2. The following table shows the running time of those

methods. The comparison is relatively fair since the region division and the number

of nonstationary parameters are the same. As we can see, for the same number of

subregions, since our model has more parameters to estimate, it requires more com-

putational time than the other two rough approximation methods, but much faster

than the conventional moving window method when the window size is the same as

the size of the subregion. Since the smoothing step is very fast, the total computation

Model S0 WS0 NS1 Moving-window S0
Running time (sec) 1.122517 1.1969 2.054463 51.42817

time is nearly equal to T =
∑m

i=1 ti, where m is the number of subregions and ti is

the computational time for each subregion. When m increases, ti will decrease since

the sample size or the number of locations gets smaller in each subregion. Typically,
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more subregions result in shorter computational time T , as the reduced sample size in

each subregion saves the computational cost more significantly. However, the estima-

tion will become less accurate. Based on the same setting in the 1D simulation, The

following table shows the running time for m = 2, 4, 8, 10, and the results support our

argument.

# of subregions 2 4 8 10
Running time (sec) 3.571554 2.054463 1.656103 1.629547

Increasing the number of nonstationary parameters implies that more parameters

need to be estimated, which will affect both the accuracy and efficiency. Again,

using the same setting as in the 1D simulation, the following table shows the running

time when we also consider different numbers of nonstationary parameters: 1) σ

only, 2) σ and λ, 3) σ, λ and η. It can be seen that when the number of spatially

varying parameters increases, the estimation becomes slower. Besides, when too many

parameters are required to be estimated, the optimization often fails to achieve the

global maximum.

# of nonstationary parameter 1 2 3
Running time (sec) 3.571554 7.516602 9.151497

Similarly, the degree of nonstationarity refers to the order. Higher order of the

nonstationarity increases the number of parameters dramatically, and thus increases

both the computation and uncertainty. Actually, the comparisons between WS0 (zero-

order) and NS1 (first-order) can be viewed as the comparisons for different degrees

of nonstationarity.

2.5.3 Sensitivity to region division

Then, using the same setting as Section 2.5.1, we show the estimation results for

m = 2, 4, 8, 10, and compare with WS0 and S0 models. From the results shown in
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Figures 2.3-2.5, our model is less sensitive than WS0 and S0 models. However, a good

estimation still heavily depends on the correct division. When m = 2, indicating an

inappropriate division, all of three methods are not well fitted. When m = 4, 8, 10,

the true curve always situates inside the 95% CI of our estimation, whereas WS0 and

S0 models can obtain a good estimation only after m = 8. However, WS0 and S0

have smaller uncertainties than NS1 model, especially when m is large. The reason is

that our NS1 model has more parameters, so that our estimation requires more data

in the local fitting.

In general, too few subregions lead to a poor estimation while too many will in-

crease the estimation uncertainty. For example, in the 1D simulation, two subregions

(m = 2) are not enough, while m = 4, 8, 10 are helpful. However, the uncertainty

increases too much when m = 8, 10, since there are not enough data in local fitting.
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Figure 2.3: Estimations of σ(s) with 95% confidence intervals for m = 2 using (a)
local stationary model (S0) and weighted local stationary (WS0) model and (b) our
first-order nonstationary (NS1) model

The problem of sensitivity to region division is still an open problem. In practice,

the decision should be made by some exploratory analyses. However, it is hard to

visualize the covariance behavior from the raw data, since it measures the second-order

property and there are different types of stationarity. Therefore, other exogenous

information regarding the heterogeneity of the spatial might be helpful for determining
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Figure 2.4: Estimations of σ(s) = 2 sin(s/0.015) + 2.8 with 95% confidence intervals
for m = 8 using (a) local stationary model (S0) and weighted local stationary (WS0)
model and (b) our first-order nonstationary (NS1) model

0

2

4

6

0.00 0.25 0.50 0.75 1.00
s

σ

type
1:Truth
2:S0
3:WS0

(a) Local Stationary Estimations, m=10

0

2

4

6

0.00 0.25 0.50 0.75 1.00
s

σ

type
1:Truth
2:NS1

(b) Our Estimation, m=10

Figure 2.5: Estimations of σ(s) = 2 sin(s/0.015) + 2.8 with 95% confidence intervals
for m = 10 using (a) local stationary model (S0) and weighted local stationary (WS0)
model and (b) our first-order nonstationary (NS1) model

the partition. In principle, each subregion should be small enough to be homogeneous

but large enough to have enough data for estimation.

In fact, based on the Taylor theorem, the spatially varying parameter as a function

over space can be expanded as a polynomial function up to an infinitely small error. If

we can correctly estimate the coefficients for all polynomial terms, the region division

does not matter. However, we only recommend use linear approximation without
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going for higher order polynomials but with a reasonable number of subregions, be-

cause there are computational issues in estimating parameters, and the uncertainty

also increases dramatically when considering higher order polynomials.

2.5.4 Estimation of nonstationary kernel matrix

Our next example is to estimate the nonstationary kernel matrix Σ(s), characterized

by {λ1(s), λ2(s), φ(s)}, s ∈ [0, 1]2. Here, s is gridded and the true spatially varying

parameters are chosen to be the transformed quadratic functions, where the trans-

formations depend on the constraints of the parameters. Other parameters are set to

be constant, i.e., (σ2, τ 2, ν) = (1, 0.1, 2). Figure 2.6 shows the contour-image plots of

the spatially varying parameters and the corresponding covariance matrix.
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Figure 2.6: Left: The contour-image plots of three parameters, (λ1, λ2, φ), of the
kernel matrix and the corresponding covariance matrix. Right: The contour-image
plots of the corresponding estimations based on three models.

Specifically, λ1(s) = exp{−3 − 6(s1 − 0.5)2 − 7(s2 − 0.5)2}, λ2(s) = exp{−5 +

6(s1 − 0.5)2 − 4(s2 − 0.5)2}, φ(s) = π
2

[
exp{(s1−0.5)−2(s2−0.5)+(s2−0.5)2}

1+exp{(s1−0.5)−2(s2−0.5)+(s2−0.5)2}

]
. Since λ1 and

λ2 represent the squared spatial ranges, we choose λ1(s0) = −3 and λ2(s0) = −5

at the center, s0 = (0.5, 0.5), to allow the effective range (the distance at which the

correlation reduce to 0.05) to be reasonable.
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Figure 2.7 shows how these parameters bring nonstationarity to the corresponding

covariance function. We select five reference locations on the four sides and the center.

For each chosen location, we calculate the covariance between the location with all

others, and the contour-image plots show the covariances. If a covariance function

is stationary, the contours at reference locations will present a homogeneous pattern,

where the four contours on the sides are able to combine into the one in the center.

In our example, however, the contours are apparently non-homogeneous and thus the

generated random process is nonstationary.
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Figure 2.7: Contour-image plots of the covariance between the contour center and
the other points, where the contour center is selected at five reference locations.

We simulate 8000 observations from zero-mean GRFs at 400 locations with 20

independent replicates. Our NS1 estimates are obtained following the algorithm in

Section 2.3.2, whereas the S0 and WS0 estimates are implemented using the con-

voSPAT package. With four subregions, i.e. m = 4, we have 3 × 3 × 4 + 3 = 39

parameters to estimate in our model. However, since we separate the optimization as

mentioned in Section 2.4.1, at most six parameters are optimized simultaneously.
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Table 2.2: Summary of results from 100 estimations. Definitions of columns: (1)-(2)
the mean (standard deviation) of the S0 estimators β̂0 and slope estimators β̂1 and β̂2,
respectively; (3) the empirical trend-nonstationarity index in the k-th subregion D̂1k;
(4) the mean squared error MSENS1 of λ̂1(s),λ̂2(s), and φ̂(s), calculated from the mean
of β̂0s, β̂1s, and β̂2s from the NS1 model; (5) MSES0/MSENS1; (6) MSEWS0/MSENS1.

Subregion 1 2 3 4
log{λ1(s)}

β̂0 -3.59 (0.31) -3.82 (0.44) -3.70 (0.35) -4.01 (0.35)

β̂1 1.95 (0.64) -0.16 (0.65) 0.36 (0.50) -2.47 (0.85)

β̂2 2.53 (0.73) 0.16 (0.64) -0.38 (0.53) -2.68 (0.76)

D̂1 2.24 0.16 0.37 2.57
MSENS1 0.360

MSES0/MSENS1 1.585
MSEWS0/MSENS1 1.570

log{λ2(s)}
β̂0 -4.57 (0.32) -4.58 (0.43) -4.63 (0.35) -4.64 (0.33)

β̂1 -2.06 (0.71) 0.29 (0.69) -0.09 (0.54) 2.37 (0.61)

β̂2 1.75 (0.70) -0.15 (0.68) -0.02 (0.56) -1.85 (0.71)

D̂1 1.91 0.22 0.05 2.11
MSENS1 0.148

MSES0/MSENS1 2.331
MSEWS0/MSENS1 2.900

logit{φ(s)}
β̂0 0.46 (0.17) 0.73 (0.25) -0.52 (0.21) -0.30 (0.35)

β̂1 0.40 (0.96) 0.50 (0.52) 0.03 (0.30) 0.05 (1.43)

β̂2 -2.20 (0.84) -0.52 (0.47) -0.10 (0.26) -1.43 (1.31)

D̂1 1.30 0.51 0.06 0.74
MSENS1 0.042

MSES0/MSENS1 529.105
MSEWS0/MSENS1 11.363

Similarly, we repeat the estimation 100 times. In Table 2.2, we show the the

mean, standard error, and the nonstationarity index, D1, of 100 estimations for each

nonstationary parameter. In addition, we also calculate the MSEs based on the mean

of 100 estimations. To visualize it, Figure 2.6 shows the mean estimates of each

spatially varying parameter for the three methods. It can be seen that, similar to the

1D simulation study, our method gives more accurate estimation in terms of MSEs
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but with larger uncertainty for the estimators. The difference is less significant than

1D case since more parameters are estimated together.

Furthermore, to validate the estimations of the corresponding kernel matrices of

size 2×2, we choose five reference locations and draw the contour ellipses as shown in

Figure 2.8. In general, our model has a better fit with the kernel matrix corresponding

to the location at the center, whereas the borders are more difficult to estimate. Even

so, wherever the location is, our NS1 model never performs worse than the WS0 model

with regard to the contour ellipses. Therefore, for spatial problem with overall or local

trend-nonstationarity, our model is a better solution.
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Figure 2.8: The ellipse-contour plots of the true and estimated kernel matrix at five
reference locations.



50

2.6. Application to climate model emulation

Our application focuses on estimating and simulating data products obtained from

general circulation model (GCM) outputs. GCMs are useful in forecasting weather

and climate changes, but their resolutions are too coarse to characterize local pat-

terns. The famous technique to produce high resolution realizations is downscaling

(Wilby and Wigley, 1997), such as regional climate model (RCM). Driven by GCM,

RCM simulations can involve more physical dynamics using local information, such

as local humidity, wind speed, and other atmospheric variables. However, the local

information is not always available. In addition, the process to produce the down-

scaling data is based on physical approaches. They often involve solving complicated

partial differential equations, and thus are time consuming and cannot be completed

on personal computers.

Different from RCM, we are aiming at using our efficient simulation methods to

generate high-resolution outputs at RCM scale, in the hope that some of the fine-scale

statistical properties we observed from the RCM output, the local nonstationarity

in particular, can be reproduced. We call the downscaling outputs runs and our

simulated outputs emulations. Without knowing the additional local information, we

cannot easily reproduce the complicated local and regional features from RCM runs.

However, we are able to reproduce some types of covariance nonstationarity, such as

spatial range and variance.

In this chapter, we fit third-generation coupled global climate model runs from the

Canadian Centre for Climate Modeling and Analysis (CCCma CGCM3 T47, Scinocca

and McFarlane 2004) and consider the corresponding RCM it drives: Canadian RCM

(CRCM Version 4.2.3, Shrestha et al. 2014). The spatial resolution for the GCM runs

is about 3.75° for both latitude and longitude, whereas the RCM runs have much finer

resolutions with a 45km horizontal mesh (less than 1°).

The data of interest are seasonal average precipitation rates for the time period
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from 1971 to 2000 in a rectangular region in which the longitude ranges from 157.71°W

to 35.72°W and the latitude ranges from 19.45°N to 70.26°N (see Figure C.2 in the

Appendix C). Spatially, there are 390 locations (longitude × latitude = 30× 13) for

each GCM run. We first transform the data using square-root transformations to

reduce the non-Gaussianity. Then, we detrend the transformed data by removing

the 30-year average. Here, to look at the different non-stationarities along time, we

choose four reference periods including two years, a non El NiÑo year 1971 and an El

NiÑo year 1998, with two seasons, summer (JJA) and winter (DJF), for each year.

Figure C.3 in the Appendix C shows the preprocessed precipitation rate residuals

in summer 1971 from five GCM runs as our observations and one RCM run as our

benchmark. Figure 2.9 shows the preprocessed precipitation rate residuals from the

RCM runs in four percoids.

Figure 2.9: Preprocessed precipitation rate residuals (mm/day): four RCM runs in
four reference periods.

In this estimation procedure, we scale the coordinates down to [0, 1]2 and equally

divide the region into four subregions, as shown in Figure reffig:geo in the Appendix C,

with four anchor locations chosen at the center of each subregion. We model (λ1, λ2, φ)

in the kernel matrix as spatially varying parameters and estimate these parameters
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along with others in the Matérn covariance function treating the five GCM runs as

independent replicates. The estimation results of the two spatial ranges (λ1, λ2) from

the WS0 and NS1 models for the four periods of interest are shown in Figure 2.10. To

see similarities with the RCM runs, we interpolate the spatially varying parameters

to the RCM scale using Equation (2.12).

Visually, a larger spatial range is associated with a more homogenous spatial

pattern of the observations. We observe that in the RCM run (Summer 1971), as

shown in Figure 2.9, the north and southeast regions are more homogenous. This

agrees with our estimation in Figure 2.10 where both regions show larger estimated

spatial range parameters.

By looking at the nonstationarity along time from the NS1 results in Figure 2.10,

we see clear non-homogeneity among seasons. In general, the spatial range is greater

during winter, indicating fewer rapid fluctuations over space, which is comparable

with the RCM runs. However, the nonstationarity of spatial ranges is less sensitive

among different years for a given season. We can only see the larger spatial ranges out

to sea along the Pacific Ocean in the US and in Greenland in Figure 2.10, indicating

that there is nonstationarity in the land-ocean areas. Although the WS0 model also

captures some of these characteristics, the estimation is too rough to observe changes

in the spatial range at a finer scale.

We also estimate the trend-nonstationarity index, D1, defined in (2.11). Table

2.3 shows the values of D1k, k = 1, . . . , 4, which describe the changes in the spatially

varying parameters for each subregion in a given season. In terms of both spatial

ranges, λ1 and λ2, D̂11 tends to be higher in the summers and D̂14 is higher in the

winters.

We then implement the high-resolution simulation method to simulate the pre-

cipitation data at the RCM scale with a total of 13,020 locations (longitude ×

latitude=210×62) during summer and 11, 484 locations (longitude× latitude=198×58)
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Figure 2.10: Plots of the estimated spatial ranges, λ1, λ2, based on two models, WS0
and NS1, at four reference periods, 1971 summer, 1971 winter, 1998 summer, and
1998 winter.

during winter. From west to east, we sequentially simulate a subset including around

10% of the locations for each step conditioning on around 20% of the simulated data
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in the previous step on the eastern boundary. Our six independent emulations for

the residuals of the winter precipitation rate in 1998 are displayed in Figure 2.11.

Table 2.3: Estimated trend-nonstationarity index, D̂1k, k = 1, . . . , 4

Season 1971 Summer 1998 Summer

D̂λ1
1k (4.598, 0.855, 0.258, 1.156) (11.232, 1.570, 0.148, 1.185)

D̂λ2
1k (4.122, 0.332, 1.622, 2.525 ) (3.616, 0.056, 1.322, 3.382)

Season 1971 Winter 1998 Winter

D̂λ1
1k (0.696 , 0.647, 2.658, 1.891) (1.037, 0.155, 2.493, 4.156)

D̂λ2
1k (0.813 , 0.048, 2.601, 6.221) (0.777, 0.262, 2.279, 4.164)

Visually, from the Figure 2.11, we can see that our emulations share common

variance and spatial ranges with the RCM run for winter 1998. For instance, we see

similar variabilities overall and clusters in the coastal areas along the Pacific Ocean

and Greenland. Furthermore, we select four local regions in the corners and show

the empirical variograms based on the RCM runs and our emulations in Figure 2.12.

As we can see, the variograms are significantly different in the local regions, which is

evidence of spatial nonstationarity. In addition, the variograms of the RCM run can

be viewed as one of the realization from our emulated ones. These results suggest

that our model can provide similar statistical properties to RCM, although the RCM

run exhibits more local and regional features.
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Figure 2.11: Six independent emulations of the residuals of winter precipitation rate
in 1998 from our high-resolution simulation method.
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Figure 2.12: Empirical variograms of four local regions of RCM runs and our em-
ulations. The ranges of the four local regions are (a) from (19.45°N,130.00°W)
to (43.00°N, 157.71°W), (b) from (62.00°N,130.00°W) to (70.26°N, 157.71°W), (c)
from (19.45°N, 35.72°W) to (43.00°N, 53.00°W), and (d) from (62.00°N, 53.00°W) to
(35.72°W, 70.26°N).
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Chapter 3

Large-Scale Spatial Nonstationary Covariance Estimation

and Simulation Using ExaGeoStatR

3.1. Chapter overview

In spatial and spatio-temporal data analysis, Gaussian processes (GRFs) for spatial

data or Gaussian random fields (GRFs) are the most fundamental models by charac-

terizing a spatial process by the mean and covariance function (Cressie, 2015). Tra-

ditionally, GRFs are assumed to be stationary, so that the mean function is constant

and the covariance function only depends on the spatial lag between two locations.

However, the stationary assumption can be violated for many real-world applications,

especially when the spatial domain is large (Guinness and Fuentes, 2015). When the

data show diverse geography, the spatial nonstationarity is not negligible and a non-

stationary covariance function should be considered.

Various types of nonstationary covariance functions are proposed in the literature

since 1990s (Haas, 1990; Sampson and Guttorp, 1992; Barry et al., 1996; Nychka et al.,

2002; Anderes and Stein, 2008; Higdon, 1998; Paciorek and Schervish, 2006; Gramacy

and Lee, 2008). Risser (2016) provides a thoroughly review of these methodologies

with emphasis on convolution-based methods. The convolution-based models are

popular due to its high flexibility. In particular, Paciorek and Schervish (2006) pro-

posed a family of valid nonstationary Matérn covariance functions with convolution

models that allows for different types of nonstationrity.

Gramacy (2020) summarized the computation and optimization of Gaussian pro-
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cesses modeling. The likelihood-based inference methods for the GRF models are

computationally expensive for large-scale spatial datasets, because the Gaussian like-

lihood requires computing the inverse of covariance matrix inside the likelihood func-

tion. It is typically performed by the Cholesky factorization, which requires O(N3)

operations and O(N2) memory, where N is the number of locations. The problem

becomes more challenging for the models using nonstationary Matérn covariance func-

tions since they characterize nonstationarity by spatially varying parameters, so that

the number of parameters to be estimated is proportional to the size of the loca-

tions. Hence, nonstationary models are hard to fit even for datasets of moderate size,

and the computation becomes extremely expensive for large datasets. On the other

hand, technological advances such as the sensor networks provide massive available

spatial datasets over a large domain (Finley et al., 2015). A model for large-scale

nonstationary GRFs draws more attentions and is of great use.

Due to the intriguing challenge and increasing demands in the computation of

nonstationary covariance parameters, Paciorek and Schervish (2006) and Anderes

and Stein (2011) proposed to use a local stationary model that divides the region

into several subregions and fit the data in each subregion independently with sta-

tionary covariance functions. By doing so, the number of covariance parameters are

significantly reduced and only a small size of locations are used in fitting a subregion,

so that both steps can decrease the computational burden.

Nonetheless, the fitted surface is discontinuous when they independently fit the

spatial models to each subregion. To overcome the discontinuous problem, Risser

and Calder (2017), Fouedjio et al. (2016), and Li and Zhu (2016) proposed to smooth

the local stationary estimates by kernel smoothing. Li and Sun (2019) further noted

that the local stationary models are equivalent to the local constant estimation of co-

variance parameters, so they extend the models by the local-polynomial fitting of the

covariance parameters, in order to capture more complex features from nonstationary
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GRFs.

Although the aforementioned methods provide more efficient ways in the com-

putation of nonstationary GRF estimation, there are some limitations. All of the

methods are based on the approximation of the nonstationary Matérn covariance

function. First, the approximation quality is largely affected by the choice of region

partition, which is not an easy task. In general, an accurate local fitting requires

a reasonably large size of observations, and thus the computations are still expen-

sive. In addition, those approximations of GRFs have a propensity to oversmooth

the data, which is mentioned in Simpson et al. (2012). The upper limit on the data

size only through the approximation side cannot fulfill many of the real application

in large-scale geostatistics.

Therefore, recent studies focused on developing efficient algorithms that are par-

allelizable and aggregating computing power through high performance computing

(HPC) to handle the exponential growth of datasets generated in these fields (Vetter,

2013). For stationary GRFs, Heaton et al. (2018) provided a review for the progress

on this direction and showed a case study. Typically, they either model a GRF with

an alternative representation that is able to lend to distributed computing (Datta

et al., 2016; Katzfuss and Hammerling, 2017), or consider the structure of covariance

matrix and manipulate the matrix in parallel (Paciorek et al., 2015; Abdulah et al.,

2018a).

For nonstationary GRFs, however, we are lack of fast computational tools and off-

the-shelf packages to fit nonstationary GRF models to large-scale spatial datasets. R

(R Core Team, 2013) language is the most popular software in statistics with an inter-

active interface, but R is relatively weak for high-performance computing compared

to lower-level languages, such as C, C++. Classically, scaling statistical software and

bridging HPC with R require enough background in HPC to be able to use the pro-

vided interfaces to scale his/her codes. To overcome the problem, Abdulah et al.
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(2019) developed an R package called ExaGeoStatR designed for large-scale GRFs

inference. The package can directly be used inside the R environment without the

need of understanding the underlying HPC architectures or the development envi-

ronment. Current version of ExaGeoStatR only supports the inference of stationary

GRF. This chapter aims at extending its applicability to nonstationary GRFs with

the nonstationary Matérn covariance function proposed in Paciorek and Schervish

(2006) and with extension in Risser and Calder (2017) and Li and Sun (2019).

In terms of existing R packages for nonstationary GRFs inference, Risser and

Calder (2017) developed a convoSPAT package to implement a weighted local station-

ary model. Risser and Turek (2019) further developed a BayesNSGP package based

on Bayesian statistics. Compared to these packages, ExaGeoStatR is the only pack-

age that supports large-scale spatial datasets even with 106 locations and provides

a unified application programming interface (API) for multicore systems, graphics

processing units (GPUs), clusters, and supercomputers. The package also supports

the use of the great circle distance in constructing the covariance matrix and builds

with the optimization library NLopt (Johnson, 2014) that is significantly more stable

than the built-in optimization functions (optim or nlm) in R.

The remainder of this chapter is organized as follows. Section 3.2 introduces

the background of nonstationary GRFs modeling. Section 3.3 presents the basics

of ExaGeoStatR and its extension to nonstationary GRFs. Section 3.4 validates

the package by comparing the estimation accuracy and time of ExaGeoStatR with

convoSPAT via different scenarios of simulated data. Section 3.5 applies the package

to temperature data product collected from regional climate model (RCM) outputs.

3.2. Nonstationary Gaussian processes

Suppose that Z(s) is a nonstationary GRF with mean function m(s) and covariance

function CNS(·, ·), and we observe data on a domainD ⊂ Rd atN locations, s1, . . . , sN .
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Then, the random vector {Z(s1), . . . , Z(sN)}T follows a multivariate Gaussian distri-

bution:

∀{s1, . . . , sn} ⊂ D, {Z(s1), . . . , Z(sn)}T ∼ NN(µ,Σ), (3.1)

where µ = {m(s1), . . . ,m(sn)}T and Σ are the mean vector and the covariance matrix

of the N -dimensional multivariate normal distribution. Given µ and Σ, the likelihood

of observing z = {z(s1), . . . , z(sN)}T at the N locations is

L(µ,Σ) =
1

(2π)N/2|Σ|1/2
exp

{
−1

2
(z− µ)TΣ−1(z− µ)

}
. (3.2)

The (i, j)-th element of Σ is Σij = C(si, sj), where the covariance function

CNS(si, sj) is assumed to have a parametric form with unknown vector of param-

eters. For simplicity, in this chapter, we assume the mean vector µ to be zero to

focus on estimating the covariance parameters.

Various nonstationary covariance functions are proposed in this fields. However,

many of them do not have a closed form and thus the likelihood-based estimations

are not tractable. Therefore, Paciorek and Schervish (2006) provided a family of valid

and closed-form nonstationary Matérn covariance functions on Rd:

CNS(si, sj;θ) = τ(si)1[i=j](si, sj) + σ(si)σ(sj)|Σ(si)|
1
4 |Σ(sj)|

1
4×∣∣∣Σ(si)+Σ(sj)

2

∣∣∣− 1
2 (

2
√
νijQij

)νij
Kνij

(
2
√
νijQij

)
,

(3.3)

where θ represents the vector of unknown parameters, τ(si) and σ(si) are the spatially

varying standard deviation of the partial sill and nugget effect, respectively. Kν(·)

is the modified Bessel function of the second kind and νij is the spatially varying

smoothness parameter, where νij =
ν(si)+ν(sj)

2
. Σ(si) represents the d × d kernel

matrix at si, which controls the spatially varying the spatial range and the direction

of anisotropy, and Qij = (si − sj)
T
(

Σi+Σj

2

)−1

(si − sj) is the Mahalanobis distance

between si and sj.
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Typically, the kernel matrix are obtained through spectral decomposition. For

example, in the case of d = 2,

Σ(si) = Σi =

 cos(φi) − sin(φi)

sin(φi) cos(φi)


 λ1i 0

0 λ2i


 cos(φi) sin(φi)

− sin(φi) cos(φi)

 , (3.4)

where λ1i, λ2i > 0 are the eigenvalues that represent spatial ranges and φi ∈ (0, π/2)

represents the angle of rotation.

The spatial varying parameters in τ(si), σ(si), ν(si), and Σ(si) include six different

spatially varying parameters in d = 2 and imply six different types of nonstationarity.

Although the structure is highly flexible, allowing too many types of nonstationar-

ity is not feasible in practice due to possible optimization and model identifiability

issues (Anderes and Stein, 2011). Therefore, in this chapter, we only consider the

nonstationarity in the spatial range λ(si), standard deviation of partial sill σ(si), and

smoothness ν(si) by specifying τ(si) = 0, φi = 0, and λ1i = λ2i = λ(si)

Once the covariance structure in (3.3) is specified, the inference of GRFs can

be made including parameter estimation, stochastic simulation, and Kriging (spatial

prediction). Parameter estimation, or model fitting, is the primary and the most

time-consuming one, since we need to optimize the likelihood function in (3.2) over

the covariance parameters and update the likelihood iteratively. Once the parameters

are estimated, one can easily simulate multiple realizations of the GRF and obtain

the prediction at unobserved locations. The likelihood function of GRFs requires

computing the inverse of covariance matrix Σ inside the likelihood function. It is

performed by the Cholesky factorization of Σ, which requires O(N3) operations and

O(N2) memory. In addition, the size of spatially varying parameters in the non-

stationary Matérn covariance function is proportion to the the sample size N . This

implies that the standard methods and traditional algorithms for nonstationary GRFs

are computationally infeasible for large datasets.
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Three strategies are proposed to overcome the estimation problem for large datasets.

Paciorek and Schervish (2006) considered a local stationary covariance model. In

estimation, they divided the locations into subregions and simply fit a stationary

model on each subregion. This method was called “hard thresholding” local likeli-

hood estimates by Anderes and Stein (2011).Risser and Calder (2017) extended the

“hard thresholding” model by adding smooth weights to local estimates in order

to reconstruct the spatially-varying parameters. The strategy can avoid the overall

non-smoothness pattern of the fitted map since the local parameters are estimated

independently. Li and Sun (2019) further extended the local stationary model by a

local linear fitting of spatially varying parameters and incorporate the smooth weights

in Risser and Calder (2017). Therefore, the model in Li and Sun (2019) can include

more complex features locally with smooth fitted maps. The detailed estimation

procedure can be found in Section 2.3.

3.3. ExaGeoStatR: A package for large-scale geostatistics in

R

The strategies in Section 3.2 can reduce the number of parameters and sample sizes

by dividing the region and fitting data in subregions. However, they neglect the

computation in the local fitting, which can be further accelerated and challenging. For

example, Risser and Calder (2017) developed a ConvoSPAT package to implement the

local and weighted local stationary model, where the local fitting is performed by geoR

(Ribeiro Jr and Diggle, 2016), a classical R package for geostatistics. Furthermore,

the likelihood optimization of geoR is achieved by the optim function, which is not

numerically stable for many objective functions (Mullen et al., 2014; Nash et al.,

2014), not designed for multivariate Gaussian likelihood, and not scalable for large

datasets.

Therefore, Abdulah et al. (2019) developed a high-performance software called
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ExaGeoStatR to deal with the scaling limitation of the Gaussian likelihood estima-

tion. ExaGeoStatR originally comes from a C-based software, ExaGeoStat (Abdu-

lah et al., 2018a), since it is more compatible with the softwares that can utilize

the emerging hardware architectures, e.g., Intel Xeon, Intel Knights Landing chip

(KNL), NVIDIA GPU accelerators, and distributed-memory homogeneous systems.

Later, the R wrapper was developed to increase the software applicability for the

major users in geostatistics. In addition, ExaGeoStat only supports univariate and

stationary GRFs, but ExaGeoStatR includes more functions that allow for multivari-

ate and nonstationary GRFs.

3.3.1 The features of ExaGeoStatR and software infrastruc-

ture

Specifically, the matrix operation of ExaGeoStatR internally relies on two C-based

parallel linear algebra libraries: Chameleon library (Chameleon, 2019) that provides

high-performance matrix solvers and HiCMA (HiCMA, 2019), a hierarchical linear al-

gebra library on manycore architectures, that provides parallel approximation solvers.

Both Chameleon and HiCMA libraries provide linear algebra operations through a

set of sequential task-based algorithms. Furthermore, the hardware portability of

ExaGeoStatR makes use of the StarPU dynamic runtime system, which supports a

wide range of hardware architectures (Intel manycore, NVIDIA GPU, and distributed-

memory systems) (Augonnet et al., 2011).

The optimization of ExaGeoStatR also relies on a C-based nonlinear optimiza-

tion library, NLopt (Johnson, 2014), to perform the likelihood optimization. Since

we are aiming at finding the global maxima with a nonlinear objective function and

constricted parameters, we select the Bound Optimization BY Quadratic Approxima-

tion (BOBYQA), which is a numeric, global, derivative-free and bound-constrained

optimization algorithm, among 20 NLopt-supported optimization algorithms. In our
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likelihold estimation only the upper and lower bound constraints are used. Though

BOBYQA does not require the evaluation of the derivatives of the cost function,

it employs an iteratively updated quadratic model of the objective, so there is an

implicit assumption of smoothness.

Figure 3.1 shows the ExaGeoStatR infrastructure with three important depen-

dences: a upper-level library, NLopt, for optimization purpose, the Chameleon/HiCMA

libraries, which provide exact and approximate matrix solvers; and the StarPU run-

time, that can translate the software to execute on the proper hardware.

Figure 3.1: The infrastructure of ExaGeoStatR

Due to the state-of-the-art libraries , ExaGeoStatR can support more hardware

architectures for HPC and with more stable optimization algorithms. Hence, Exa-

GeoStatR is more suitable for large-scale GRFs. Table 3.1 summarizes the difference

between classical libraries for geostatistics and ExaGeoStatR in the GRF estimation.

For stationary GRFs, Figures 4 and 5 of Abdulah et al. (2019) have shown that Exa-

GeoStatR can provide more accurate estimation of covariance parameters and about

100 times faster than geoR when the data size is large (N > 5, 000). For nonsta-

tionary GRFs, since the local fitting of both Risser and Calder (2017) and Li and

Sun (2019) is performed by geoR, incorporating ExaGeoStatR in the local fitting can

dramatically reduce the computation burden for global fitting.



66

Table 3.1: Differences of the GRF estimation between classical libraries for geostatis-
tics and ExaGeoStatR.

Package geoR fields ExaGeoStatR
Function name likfit MLESpatialProcess exact mle

Multiple CPUs support No No Yes
Multiple GPUs support No No Yes

Distributed system support No No Yes
Default optimization library optim optim NLopt

Default optimization method Nelder-Mead BFGS1 BOBYQA2

1.BFGS: Broyden-Fletcher-Goldfarb-Shanno. 2. BOBYQA: bound optimization by quadratic approximation

3.3.2 The inference of nonstationary GRFs by ExaGeoStatR

More specifically, ExaGeoStatR provides four steps for the inference of nonstationary

GRFs, and each step is associated with certain functions. Review the model in 3.2, we

consider three types of nonstationarity quantified by the spatially varying parameters,

the spatial range λ(s), the standard deviation of partial sill σ(s), and the smoothness

ν(s).

Assume that we are interested in a spatial region D ⊂ R2 and collected N ob-

servations as a vector z = {z(s1), . . . , z(sN)}T . First, we divide the region D into m

overlapping or non-overlapping subregions, D1, . . . , Dm, where D1∪D2∪· · ·∪Dm = D.

Then we have the m subsets of z called z1, . . . , zm that include N1, N2, . . . , Nm ob-

servations, where N1 +N2 + · · ·+Nm ≥ N , respectively.

Second, ExaGeoStatR offers four functions to obtain the local estimates of the

spatial varying parameters at each subregion. exact mle non stat is a function based

on Li and Sun (2019) that provides local linear estimates for covariance parameters.

Each spatially varying parameters are associated with an intercept and two slopes.

Therefore, for i-th subregion, the input is zi and the output includes 3 × 3 = 9

parameters since three spatially varying parameters are considered. exact mle is a

function of stationary estimation for covariance parameters and is associated with

the local stationary models in Paciorek and Schervish (2006) and Risser and Calder
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(2017). Hence, the output includes 3 parameters since a constant is produced for

each spatially varying parameter. To further accelerate the computation, dst mle

and tlr mle are provided based on the diagonal super tile (DST) and tile low-rank

(TLR) approximation of covariance matrix. The performance of DST and TLR ap-

proximation in the likelihood estimation can be found in Abdulah et al. (2018b).

After the local fitting, m sets of parameters, θ1, . . . ,θm, are obtained for the next

step.

Third, ExaGeoStatR provides a local smooth function using kernel smoothing

to reconstruct the local estimate in the previous step. Users can choose the preferred

method among Paciorek and Schervish (2006), Risser and Calder (2017), and Li and

Sun (2019). If the model in Paciorek and Schervish (2006) is selected, the fitted map

is simply the combination of local fitting and may have obvious boundary between

subregions. In contrast, both Risser and Calder (2017) and Li and Sun (2019) pro-

vide a smooth fitted map based on the equation (2.5) or (2.8). As a result, we can

obtain the estimates of three spatially varying parameters, λ(s), σ(s), and ν(s) at

any location s ∈ D.

Last, ExaGeoStatR includes many functions for the inference. non stat cov

function calculates the covariance matrix based on Equation (3.3) given the locations

of interest and calculated spatially varying parameters. simulate GP function can

generate multiple realizations for stochastic simulation given the estimated covariance

matrix.

The four steps summarize how a spatial dataset can be analyzed. Note that

both estimation and simulation functions here can be run in parallel on multi-CPUs,

multi-GPUs, and distributed systems. Therefore, by combining both the efficient

models and modern HPC software, ExaGeoStatR package offers a useful toolbox for

nonstationary GRF.
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3.4. Simulation studies

In this section, we provide a set of simulated examples for better evaluating the Exa-

GeoStatR package for nonstationary GRF inference. First, we assess the performance

and accuracy of the proposed exact computation compared to an existing R package

convoSPAT, and then we assess the computation performance of the ExaGeoStatR

based on different hardware architectures.

The performance of ExaGeoStatR is evaluated on various systems: the experi-

ments on CPUs are implemented on a workstation with a dual-socket 8-core Intel

Sandy Bridge Intel Xeon E5-2650; the experiments on GPUs are assessed on a dual-

socket 14-core Intel Broadwell Intel Xeon CPU E5-2680 v3 running at 2.40 GHz and

equipped with 8 NVIDIA K80s (2 GPUs per board), and the experiments on the

distributed systems are tested on KAUST’s Shaheen II with 6174 nodes, each node

is dual-socket 16-core Intel Haswell processor running at 2.30 GHz and 128 GB of

DDR4 memory.

The first simulated study investigate the estimation accuracy of ExaGeoStatR

compared to convoSPAT. To ensure these two packages are comparable, we generate

data with moderate sample sizes (400 ≤ N ≤ 3, 600) regularly from [0, 1]2, in order to

obtain enough results with different scenarios and iterations even with convoSPAT.

The data simulated from GPs with the nonstationary Matérn covariance function and

given spatially varying parameters, where λ(s) = 0.04 exp{sin(0.5πsx)+sin(0.5πsy)},

σ(s) = 0.33 exp{−(sx + sy)} + 0.8, and σ(s) = 0.1 exp{−0.5(sx + sy)} + 0.3, where

s = (sx, sy)
T . The map of true parameters are shown in Figures 3.2(a)-(c). The choice

of parameters are based on the effective range, the distance at which the correlation

reduce to 0.05, in order to make sure that the whole region include high (top-right

area), median (top-left and bottom-right area), and low (bottom-left area) spatial de-

pendence, respectively. The simulated data in Figure 3.2(d) also shows a consistent

result that the observations in top-right area are smoother than those in bottom-left
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area. Figure 3.2(d) also provides the region partition as we equally divide the whole

region to four subregions and fit the model to each subregion. Note that ExaGeoStatR

Figure 3.2: The map of true spatially varying parameters: (a)λ(s) =
0.04 exp{sin(0.5πsx) + sin(0.5πsy)}, (b) σ(s) = 0.33 exp{−(sx + sy)} + 0.8, and (c)
σ(s) = 0.1 exp{−0.5(sx + sy)}+ 0.3, where s = (sx, sy)

T , and (d) a simulated replica-
tion based on the nonstationary Matérn covariance function with the spatially varying
parameters.

is not a new algorithm but a fast computation tool. We only provide the inference for

N = 40× 40 = 1, 600 but show the computational performance for N ∈ [400, 3, 600].

The estimation of spatially varying parameters is based on 20 independent simu-

lated samples, where each set of the estimates are obtained independently with only

one simulated sample. When comparing the ExaGeoStatR with convoSPAT, we no-

tice some differences between the two packages that can hardly be reconciled. It

also reveals some advantages of ExaGeoStatR even with moderate sample sizes. For
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example, in the local estimation, convoSPAT largely depends on geoR, but the opti-

mization and parameter settings of geoR differs from ExaGeoStatR in many aspects.

Table 3 and Figure 4 of Abdulah et al. (2019) shows the difference and comparison

between geoR and ExaGeoStatR in location estimation, respectively. The differences

affect the convoSPAT in the global estimation. Specifically, convoSPAT relies on the

Broyden-Fletcher-Goldfarb-Shanno (BFGS) optimization algorithm. However, BFGS

is fast but not stable in many cases, since the optimization jumps out after only a

few steps and reports a totally incorrect results with a bad guess of initial values.

Even worse, a bad update of parameters leads to an error in computing the inverse of

the covariance matrix and a shutdown of the whole estimation process. As a result,

among 20 sets of samples of our simulations, only 5 sets of estimations are success-

fully obtained by convoSPAT, but all of them can be optimized successfully using

ExaGeoStatR.

After fitting the data locally, we use the mean of successful local estimates and

reconstruct the fitted map of spatially varying parameters using three models. Model

1 is the local-stationary-based estimates of convoSPAT, Model 2 is local-stationary-

based estimates of ExaGeoStatR, and Model 3 is local-linear-based estimates of Ex-

aGeoStatR. The results are shown in Figure 3.3. By comparing the results between

Figure 3.3 and Figure 3.2, we can see that Model 3 performs the best due to its more

flexible model setups. Model 2 also outperforms Model 1 although they are based

on the same frameworks. It shows that the optimization of ExaGeoStatR has ad-

vantages over the convoSPAT. In addition, we note that the smoothness parameters

of convoSPAT has the worst results among three parameters, because the numerical

optimization of smoothness has difficulties for many optimization algorithms as it in-

volves estimating the non-explicit Bessel function in the Matérn covariance functions.

Hence, the results also show the bonus of ExaGeoStatR in optimizing of smoothness

parameter.
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Figure 3.3: The map of estimated spatially varying parameters from three models.
Model1: The estimated (a) λ(s), (b) σ(s), and (c) ν(s) from local-stationary-based
model of convoSPAT. Model2: The estimated (d) λ(s), (e) σ(s), and (f) ν(s) from
local-stationary-based model of ExaGeoStatR. Model3: The estimated (g) λ(s), (h)
σ(s), and (i) ν(s) from local-linear-based model of ExaGeoStatR.

The second simulation investigates the computational time for convoSPAT and

ExaGeoStatR based on moderate sample sizes. From N ∈ [400, 3, 600], we picked five

sample sizes and run the same estimation procedure as the previous example. Figure

3.4 shows the result in the execution time in seconds for different scenarios. We can

see that Model 3 always performs the best as it uses a simpler model and multi-

CPUs. When the sample size is small (N < 1, 000), Model 1 is faster than Model 3.

It indicates that the increased complexity in the parameters size is more significant

than the acceleration from the parallel computing using multi-CPUs. However, when
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the sample size is large, Model 3 becomes faster since the time complexity increases

linearly for adding parameters but in cubic for the covariance matrix operation.
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Figure 3.4: The execution time in seconds as N increases of Models 1-3 running with
convoSPAT and ExaGeoStatR using 8 CPU cores.

The last simulation shows the computational performance of ExaGeoStatR for

large datasets. As a main advantage of ExaGeoStatR, we can run the simulation on

multi-architecture with minimum modifications. We implement the same simulation

on multiple sample sizes of data from N ∈ [3, 600, 102, 400]. As the convoSPAT

already takes about two hours when N = 3, 600, we only include the results for

Model 2, and the computational time for Model 2 is nearly 2x faster than Model 3

based on our configuration. We consider different numbers of GPUs (2 and 4 GPUs)

and distributed systems with different numbers of nodes on Shaheen II Cray XC40.

The computational results are shown in Figure 3.5. We can see that with GPU and

distributed systems, ExaGeoStatR can handle the estimation at 100, 000 scale, which

is not feasible for traditional software such as convoSPAT.
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Figure 3.5: The execution time per iteration in seconds as N increases of Model 2
running with ExaGeoStatR using different hardware architectures.

3.5. Statistical emulation of regional climate models

In climatology, it is important to predict the atmospherical variables at some local

geographical scale in order to investigate the impact of the climate change. It is

also important to quantify the uncertainties of the climate evolution, such as the the

natural variability and the uncertainties about the future human emissions (Doury

et al., 2020). Nowadays, regional climate models (RCMs) are the primary tools to

produce future simulations at the local scale. They correspond to high resolution cli-

mate models and dynamically downscaling over a specific region based on the output

from general circulation models (GCMs) at global scale with certain scenario.

RCMs are typically the numerical simulations by numerically solving the partial

differential equations for the atmospheric motions. However, the procedure is ex-

tremely time-consuming and becomes infeasible for some studies if a large number of

climate models and high resolution simulation is needed. Therefore, many researchers

call for stochastic models that can run the simulation efficiently and account for the

uncertainty of the climate processes as surrogates of dynamical approaches. The
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stochastic models are often called climate model emulations (CMEs) (De Marsily

et al., 2005; Emery and Lantuéjoul, 2006; Castruccio et al., 2014).

Among the emulations, GP emulations have been primarily used over atmospheri-

cal variables (Holden and Edwards, 2010; Williamson et al., 2012). GPs are attractive

to emulate computer models mainly because they do not require the prior assump-

tion for the relationship between inputs and outputs and could provide a consistent

approach to estimating the uncertainties of the emulator based on covariance models

(Oakley and O’Hagan, 2002). Although the Gaussian processes can generate multiple

runs more efficiently than dynamic models, their estimation or training is computa-

tionally expensive, especially when multiple RCMs and GCMs are considered (Giorgi

et al., 2008). Therefore, existing methods mainly focus on the estimation of GCMs

as its resolution is relative low. Castruccio et al. (2014) emulate the climate model

projections based on precomputed GCM runs. Both Chadwick et al. (2011) and Li

and Sun (2019) consider a downscaling problem that simulates data to the scale of

RCMs based on the training data collected from GCMs.

However, the models that neglect RCM outputs in the model training tend to

underestimate the inherent variability of RCMs, and the corresponding GP emulations

typically miss some local features. Therefore, we consider to a GP emulation of

RCMs and include RCMs in the model training using ExaGeoStatR, and show that

the estimation and simulation of high-resolution data is also feasible with the fast

computation tool.

The data in this application are collected from CRCM V4.2.3 (Shrestha et al.,

2014). We pick the summer precipitation rates from 1971 to 2000 and a rectangu-

lar region over (157.71°W, 35.72°W )× (19.45°N, 70.26°N). The spatial resolution the

RCM runs is a 45km horizontal mesh, which is less than 1°. In total, 390,600 ob-

servations are collected for our analysis (lon × lat × T = 210 × 62 × 30). Figure

3.6 shows the preprocessed precipitation rate residuals from all four RCM runs. C.3
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in the Appendix shows the output of GCMs at this region. We can see that RCM

outputs has much higher resolution than GCMs with more complex local features.
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Figure 3.6: The CRCM Summer (JJA) precipitation rates (mm/day) at four years
of reference.

To analyze the data using ExaGeoStatR, we first detrended the data by linear

regression and transformed the data using square-root transformations, so that the

pre-processed data are nearly Gaussian with zero mean. Then we fit each year of

the data to the R package and divide the region equally to 9 subregions for model

fitting. The estimation is accelerated by eight CPUs and two GPUs implemented on

the same hardwares as Section 3.4. The estimation takes 5 to 15 minutes for each

year of data based on the number of iterations in the optimization. After we obtained

the estimation, we emulated several runs at the same scale based on the estimated

parameters, and transformed the simulated data back to the original scale. The
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simulated data residues at the same years of reference are shown in Figure 3.7. We

can see that ExaGeoStatR can fit and reproduce the data at RCM scale efficiently,

so that more local patterns can be produced for further researches.
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Figure 3.7: The residues of Summer (JJA) precipitation rates (mm/day) generate
with ExaGeoStatR at the same four years of reference between the statistical emu-
lation and RCM output.
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Chapter 4

A Multi-Site Stochastic Weather Generator for

High-Frequency Precipitation Using Censored

Skew-Symmetric Distribution

4.1. Chapter overview

Tremendous efforts have been made to model, forecast, and reproduce local and global

precipitation patterns. Among these efforts, the stochastic weather generator (SWG)

makes use of statistical tools to simulate random sequences and reproduce atmo-

spherical variables efficiently (Wilks and Wilby, 1999). Typically, an ideal stochastic

precipitation generator (SPG) should be able to reproduce the statistical properties

of occurrence, intensity, and dry spell length of precipitation. The idea of reproducing

physical processes with a virtual replica applied in other areas, such as “digital twin”

(Boschert and Rosen, 2016; Söderberg et al., 2017; El Saddik, 2018). A Digital twin

integrates many modern techniques such as internet of things and artificial intelli-

gence. It is also the critical sector of smart city (Falconer and Mitchell, 2012) and

industry 4.0 (Gilchrist, 2016).

SPGs have proven to be important in water resources research. As an example

of digital twins, SPGs provide valuable information for water resource management

for a smart city (Parra et al., 2015). In hydrologic and agricultural science, SPGs

can serve as an input in further simulations of erosion, flood and crop growth (Mary

et al., 2009). Moreover, as the primary atmospheric variable in SWGs, precipitation

is typically used to generate other variables, such as wind and solar irradiance, due
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to their close association with rainfall occurrence (Richardson, 1981). Techniques in

modeling precipitation data can be also beneficial to other fields of study, such as

sociology (Heckman, 1976) and economics (McDonald and Moffitt, 1980), where the

data properties are often similar to those of precipitation, e.g., they are zero-inflated,

nonnegative, right-skewed, heavy-tailed, and correlated in space and time.

Due to their wide applicability and the intriguing challenges, studies of SPGs

have drawn attentions since 1960s (Gabriel and Neumann, 1962) and been systematic

reviewed in Wilks and Wilby (1999), Srikanthan and McMahon (2001), and Ailliot

et al. (2015). Traditional studies mainly focus on the SPGs with a low temporal

resolution, usually on a daily scale, due to the data available. For instance, the most

popular chain-dependent model (Katz, 1977; Richardson, 1981) assumes that the

occurrence processes can be modeled independently of intensity by Markov chains,

and the intensity processes can be estimated conditionally on wet events using Gamma

or exponential distributions. However, their assumption of independent occurrence

is not appropriate for high-frequency precipitation, since greater quantities of rainfall

in the past may lead to a significantly higher probability of occurrence (Koch and

Naveau, 2015).

Recently, acoustic rain gauges are able to provide precise and high-frequency data

which are undetectable by the classical measurement devices, such as tipping-bucket

rain gauge, satellite-based radar, and terrestrial radar. The high-frequency dataset is

valuable to many rainfall-related phenomena, such as rapid surface water runoff, flash

flooding, and small river catchments (Chan et al., 2016). However, the rainfall model

at this scale has been rarely developed and assessed. To our knowledge, only Benoit

et al. (2018) has performed an investigation of the minutely and sub-kilometer SPGs

with the same device; in their study, the spatial dependence was the major concern.

Even though broad literatures exist on the development of hourly and daily SPGs,

we cannot assume that their results can extend to our timescales. In this chapter,
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our objective is to use this single model to reproduce precipitation on a very fine

scale both spatially (within one radar pixel, 10 − 100m) and temporally (less than

a minute). The data of our interest contain 30-second rainfall that were collected

on eight acoustic rain gauges located within a radius of 1 km in the University of

Lausanne campus in Switzerland (see Figure 4.1).
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Figure 4.1: The eight time series of rain rate (mm/hr) collected by Dryptich Pluvi-
mate acoustic rain gauges every 30 seconds from April 4th to April 14th, 2016.

To handle the high-frequency data, the common practice is to make use of censored

models to drive both the occurrence and the intensity processes. The models are also

called truncated models by Allard (2012), and the Tobit models (McDonald and

Moffitt, 1980) from econometrics. In the censored models, both the occurrence and

intensity are driven by uncensored processes, where the dry events are zero values

left-censored at a certain threshold, and the wet events are modeled by the process

with a positive support.

Meta-Gaussian processes are the most popular way for the spatio-temporal depen-
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dence and non-Gaussian features of rainfall data (Ailliot et al., 2009; Kleiber et al.,

2012; Baxevani and Lennartsson, 2015). Although the methodologies provide high

flexibility with regard to the spatio-temporal dependence, several limitations remain.

First, the transformation of Gaussian processes is ad-hoc, ranging from simple power

or logarithm transformations (Bell, 1987; Glasbey and Nevison, 1997; Durbán and

Glasbey, 2001) to complex Tukey g-and-h or hybrid Gamma transformations (Baxe-

vani and Lennartsson, 2015; Xu and Genton, 2017). The efforts to achieve normality

can be tedious. Second, the latent Gaussian processes make the interpretation dif-

ficult, especially when different transformations are suggested (Ailliot et al., 2015).

Third, Gaussian processes are more suitable for denser spatial data rather than spa-

tially sparse data, such as the multi-site high frequency time series.

Another popular way to quantify the spatio-temporal dependence in SPG is the

vector autoregressive (VAR) processes (Hamilton, 1994; Sigrist et al., 2012; Ras-

mussen, 2013; Koch and Naveau, 2015). The VAR framework has been widely used in

a set of high-frequency data such as stock returns and brain signals. For precipitation,

the state-of-arts censored VAR model is proposed by Koch and Naveau (2015), for

which the interpretation is easy and its likelihood-based inference is straightforward.

However, this model only considers heteroscedastic Gaussian and meta-Gaussian er-

ror, which may not be adequate for data with skewed or heavy tailed distributions.

Therefore, we propose to use the skew-symmetric families (Azzalini, 1985) in the

censored VAR model. The skew-symmetric distributions have been generalized and

applied in many fields of study (Azzalini and Capitanio, 1999; Genton, 2004; Azzalini,

2013) in modeling the obviously non-Gaussian features, but rarely used in the SWG.

The only application to SWG was investigated by Flecher et al. (2010), where the

multivariate skew-normal distribution was adopted to model multiple atmospheric

variables.

As an example, the density function of a univariate skew-t random variable is
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specified as

fST (x; ξ, ω, α, ν) = 2t(u; ν)T (αu
√

(ν + 1)(ν + u2); ν + 1), u =
x− ξ
ω

, (4.1)

where ξ and ω are the location and scale parameters, α is the skewness parameter,

ν, is the degree of freedom, t(·) is the standard t density function, and T (·) is the

standard t distribution function.

The skew-normal distribution is a special case of the skew-t distribution when

ν = ∞. Similar to the normal or student-t distributions, x can take any real value.

In contrast, two extra parameters in the skew-t distribution control the skewness and

tail behavior. Another attractive feature of the skew-t distribution is the stochastic

representation (Azzalini and Regoli, 2012). A skew-t random variable X can be

expressed by hidden selective mechanism such that X = (X1|X2 > 0), where X1, X2

are correlated t random variables with the same degree of freedom.

Since the generation mechanism behind the precipitation can be viewed as a

hidden selection process, using a skew-symmetric distribution in modeling precipi-

tation data produces nice physical interpretations, as will be further explained in

Section 4.2.3. By incorporating skew-symmetric distributions and a censored VAR

framework, we propose a new stochastic precipitation generator that

1) uses a single spatio-temporal model to simultaneously drive the precipitation

occurrence and its intensity;

2) has direct interpretation to the precipitation process;

3) allows for flexible and tractable tail behaviors, which is crucial in modeling

high-frequency precipitation data;

4) implies parsimonious parametrization and efficient data generation.

For the application to high-frequency precipitation data, recent studies also pro-

pose to use deep learning methods such as long short-term memory (LSTM) or other
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recurrent neural networks (RNN) (Shi et al., 2015, 2017). Although SPG focuses on

reproducing the precipitation in the functional perspective, it is also important to

show the results of prediction, especially comparing to these deep learning methods.

We choose the multivariate LSTM networks as our competing methods to show the

difference between our stochastic generators and the deep learning forecasters.

The rest of this chapter is organized as follows. In Section 4.2, we introduce the

new class of SPGs, provide model properties, and describe the inference procedure.

In Section 4.3, we present simulation studies to validate our inference method and

compare its performance to other models. In Section 4.4, we show the performance of

the proposed SPGs on the high-frequency rainfall dataset collected at the University

of Lausanne campus.

4.2. Censored skew-symmetric VAR models

4.2.1 Censored VAR models

Let Yt(s) be a random variable describing the precipitation rate at a site s and time

t, s = 1, . . . , N, t = 1, 2, 3, . . . . Collect Yt(s) as an N × 1 random vector Yt. Then we

specify the multi-site precipitation generator based on censored VAR as

Yt(s) =


β′sYt−1 + εt(s),

0,

β′sYt−1 + εt(s) > ut(s),

β′sYt−1 + εt(s) ≤ ut(s),

(4.2)

where βs is an N ×1 vector of autoregression coefficients for site s, ut(s) is the space-

time varying cutoff vector representing the censoring threshold associated with the

rain probability, and εt(s) is the random error.

The censored VAR generator in (4.2) is originally proposed by Koch and Naveau

(2015). The model (4.2) differs from other SPGs since it avoids applying any ad-hoc

transformation to the rainfall intensity when Yt(s) > 0. Therefore, the likelihood of
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Yt(s) has an explicit form and parameters in the model have direct interpretation to

Yt(s).

The model (4.2) also differs from classical VAR model (Sims, 1980; Hamilton,

1994), where Yt(s) is not censored and the error term εt(s) is assumed to be white

noise with zero mean and constant variance. Here, a more general case by spliting

εt(s) as εt(s) = σtZt(s), where σt is stochastic and represents the conditional standard

deviation of positive Yt(s) given that Yt−1 = yt−1 and Zt(s) are independent random

variables both in space and time.

4.2.2 Censored VAR models with skew-symmetric errors

The independent random variables Zt(s) in Koch and Naveau (2015) is assumed

to follow a standard normal distribution and the standard deviations are modeled

with other atmospheric explanatory variables by a linear regression. However, these

explanatory variables are often either unavailable or hard to choose in practice. This

issue becomes more problematic when they assume that Zt(s) is normally distributed

because the right-skewed and heavy-tailed features of the rainfall data can be only

explained by σt. Then the entire dynamics of the SPG will be heavily influenced by

the selected explanatory variables.

Therefore, we consider another random error that is flexible with the skewness and

tail behavior so that the explanatory variables are not required. Instead of a normal

distribution, we assume that Zt(s) follows a family of skew-symmetric distributions

(Azzalini, 2013) with zero mean and unit variance. As we mentioned in (4.1), Zt(s)

itself already describes the skewed and heavy-tailed features, rather than relying on

the other explanatory variables.

For the conditional standard deviations σt, we allow for heteroscedasticity with

a temporally varying standard deviation. The idea of heteroscedasticity is widely

used to predict high-frequency data such as wind power and stock-returns (Engle,
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1982; Bollerslev, 1986; Taylor et al., 2009), such as the (generalized) autoregressive

conditionally heteroscedastic (ARCH/GARCH) models. Specifically, when Yt−1(s) =

yt−1(s) is observed, we assume that σt = b0 + b1ȳt−1, where ȳt−1 =
N∑
s=1

yt−1(s)/N and

b0, b1 ≥ 0 to avoid a negative variance.

To describe the distribution of Zt(s), three candidates in the skew-symmetric

family are commonly used: the skew-normal distribution (Azzalini, 1985), the skew-t

distribution (Branco and Dey, 2001; Azzalini and Capitanio, 2003), and the skew-

Cauchy distribution (Behboodian et al., 2006). Since the skew-t distribution with

the degree of freedom ν includes the skew-normal and the skew-Cauchy distribution

as special cases, hereafter we mainly discuss the properties of the skew-t distribu-

tion. The results from the skew-normal and skew-Cauchy distributions can be simply

obtained by replacing ν with ∞ and 1, respectively.

We assume that Zt(s)
iid∼ ST (ξ, ω, α, ν) with density function (4.1). For the skew-

t distribution, ξ is not the mean and ω is not the standard deviation. Instead,

E{Zt(s)} = ξ+ωbνδ and var{Zt(s)} = ω2
{

ν
ν−2
− (bνδ)

2
}

, where bν =
√
νΓ( 1

2
(ν−1))

√
πΓ( 1

2
ν)

and

δ = α√
1+α2 . To obtain zero mean and unit variance, we set ω = 1√

ν
ν−2
−(bνδ)2

and ξ =

− bνδ√
ν
ν−2
−(bνδ)2

. Therefore, the scaled skew-t distribution only depends on the skewness

parameter α and the degree of freedom ν. The corresponding density function and

distribution are denoted by fSST (·) = fSST (x;α, ν) and FSST (·) = FSST (x;α, ν),

respectively.

4.2.3 Model implications and interpretations

The proposed model is flexible and all the parameters in model (4.2) have natural in-

terpretations. For example, a higher ν ∈ R+ and α ∈ R imply a lighter tail and larger

right-skewness, respectively; σt introduces the heteroscedasticity; the autoregression

matrix B = (βs)
N
s=1 = (βij)N×N controls the spatio-temporal dependence, and ut(s)

is the threshold that determines the wet or dry probability.
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We can derive several important precipitation probabilities conditional on previous

observations. First, the conditional dry probability at site s and time t is

P{Yt(s) = 0|Yt−1 = yt−1} = P{εt(s) ≤ ut(s)− β′syt−1}

= P{Zt(s) ≤
ut(s)−β′syt−1

b0+b1ȳt−1
} = FSST

(
ut(s)−β′syt−1

b0+b1ȳt−1

)
.

(4.3)

Hence, a higher dry probability can be reached by either decreasing b0, b1 or α, or by

increasing ut(s) or ν. In particular, if Yt−1 = 0, then the consecutive dry probability

can be written as P(Yt(s) = 0|Yt−1 = 0) = FSST

(
ut(s)
b0

)
.

Since the random variables Zt(s) are independent, conditional on Yt−1 = yt−1,

we can obtain the simultaneous dry probability at multiple sites to be the product of

marginal conditional dry probabilities using Equation (4.3). Therefore, once we plug

in the estimated parameters for those probabilities, which are conditional on previ-

ous events, we can immediately obtain the dry/wet probability (rainfall occurrence),

consecutive dry/wet probability (distribution of the dry/wet spell length), and the

simultaneous dry/wet probability for multiple sites (rainfall spatial pattern).

The unconditional dry probability can be calculated using the law of total prob-

ability, i.e., P{Yt(s) = 0} =
∫
· · ·
∫

y
P{Yt(s) = 0|Yt−1 = y}P{Yt−1 = y}dy1 · · · dyN ,

which cannot be solved explicitly but can be obtained recursively.

The SPG in model (4.2) possesses both flexible statistical properties and nice

physical interpretations. We illustrate these by representing model (4.2) as a state-

space model, i.e., a two-layer model where the transition from zero to positive values

is driven by the selection mechanism of the skew-t distribution. The equivalent model

can be specified as:

Yt(s) =


Xt(s),

0,

Xt(s) > ut(s),

Xt(s) ≤ ut(s),
(4.4) Xt(s) = g(Xt−1) +


Zt(s),

−Zt(s),

Wt(s) > 0,

Wt(s) ≤ 0,

(4.5)

where the threshold ut(s) is deterministic, the latent autoregressive process Xt(s)
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depends on a function of Xt−1 called g(Xt−1), and the random errors are controlled

by two processes, Zt(s) and Wt(s). The proof for the equivalence between Equation

(4.2) and Equations (4.4) and (4.5) is given in Appendix A.1.1.

In meteorology, it is well known that the precipitation comes from condensed

atmospheric water vapor, which is formed at certain temperatures and moisture con-

ditions, and then falls as observable rainfall due to gravity. Our equations (4.4) and

(4.5) describe this physical process.

Equation (4.4) is the measurement equation, which we call the ground layer model.

It describes the amount of condensed atmospheric water vapor Xt(s) that becomes

precipitation Yt(s) at time t and location s. The wet-dry threshold ut(s) represents

the necessary conditions for rainfall, defined as the minimum condensed water vapor

required for observable rainfall, i.e., to reach the detection limit of the measuring

instrument. Equation (4.5) is the transition equation, which we call the atmospheric

layer model. It describes the formation of condensed water vapor in the atmosphere.

The current condensed water vapor Xt(s) is modeled using past observations at all lo-

cations g(Xt−1), with random fluctuations Zt(s) that represent the new formation and

dissolution of condensed water vapor. The fluctuation Zt(s) is not just the symmet-

ric random noise, but is driven by a hidden selection process Wt(s), which represents

certain meteorological conditions, known as weather fronts such as temperature and

moisture. Although the distributions of their elements, Zt(s) and Wt(s), are both

symmetric, when they are correlated, the distribution of Xt(s) becomes skewed. This

representation explains that our model is suitable for data that are censored and

skewed. Therefore, the proposed SPG can potentially simulate realistic precipitation

observations.
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4.2.4 Inference and computational issues

The inference of model (4.2) is straightforward as it belongs to the generalized Tobit

model (McDonald and Moffitt, 1980). We show in the Appendix A.1.2 that the

log-likelihood, `(θ|y1, . . . ,yT ), can be written as

`(θ|y1, . . . ,yT ) =∑T
t=2

∑N
s=1 1{yt(s)>0}

[
log
{
fSST

(
yt(s)−β′syt−1

b0+b1ȳt−1

)}
− log {b0 + b1ȳt−1}

]
+
∑T

t=2

∑N
s=1 1{yt(s)=0} log

{
FSST

(
ut(s)−β′syt−1

b0+b1ȳt−1

)}
,

(4.6)

where θ is the vector of parameters to be estimated, 1{yt(s)>0} is an indicator function

that takes a value of 1 when yt(s) > 0 and 0 otherwise, fSST (·;α, ν) is the scaled

skew-t density function, and FSST (·;α, ν) is the distribution function.

To achieve a robust estimation of the unknown parameters with some meaningful

interpretations, some of the values in (5.7) are further parameterized. First, we

estimate the cutoffs, i.e., the censoring thresholds, by taking the seasonality into

account. Similar to Sun and Stein (2015), the estimated cutoff ût(s) is chosen to

be the quantile qt(s) , corresponding to the probabilities 1 − Ot(s), where Ot(s) is

the precipitation occurrence that takes a zero or one value and is fitted by logistic

regression at each site s with the binary time series data. The estimated occurrence

is denoted by Ôt(s). Then, the cutoff is estimated as q̂t(s), the marginal sample

quantile of Yt(s) corresponding to the probability 1 − Ôt(s). Since Yt(s) is always

larger than the real precision limit ur, the cutoffs are not supposed to be smaller

than ur. Therefore, we have ût(s) = max{q̂t(s), ur}. The covariates include harmonic

terms for day-of-year seasonality. Here, we assume that

logit[P{Ot(s) = 1}] = γ0(s) +
∑H

j=1

{
γ1j(s) sin

(
2πj d(t)

365

)
+ γ2j(s) cos

(
2πj d(t)

365

)}
,

(4.7)

where d(t) ∈ {1, . . . , 365} denotes the day within each year, and the value of H is
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chosen by Akaike information criterion (AIC, Akaike 1998).

To quantify the spatial dependence and make the estimation of the autoregressive

parameters computationally feasible, we further parameterize the N × N matrix B

using the idea in Sigrist et al. (2012). Since the external wind vector in their models

is not available in our study, we assume B to be a anisotropic covariance matrix and

independent of t. For our application, there are only 8 locations within small flat area

of 1km2, it is reasonable to assume spatial stationarity. Specifically, we assume that

βij = φ exp{−(si − sj)
TΣ−1(si − sj)} and

Σ−1 =
1

ρ

 cos(ω) sin(ω)

−c sin(ω) c cos(ω)


T  cos(ω) sin(ω)

−c sin(ω) c cos(ω)

 ,
where c > 0 controls the degree of anisotropy, ω ∈ [0, π/2] is the angle of rotation,

φ > 0 represents the variance, and ρ > 0 is a scaling parameter representing the

spatial range. Based on the structure, we can account for the spatial dependence and

assume that faraway sites are less correlated. Furthermore, to make sure the process

is temporally stationary, the largest eigenvalue of matrix B should be less than 1.

Here, we use a sufficient condition for B by constraining φ/ρ < 1
N maxij(dij)

. Note that

the condition only holds if B is a valid covariance matrix.

The final unknown parameters in Equation (5.7) are θ = (φ, ρ, c, ω, b0, b1, α, ν)T .

Although we reduce the number of unknown parameters to eight, the optimization

of the likelihood that can only be achieved numerically is still potentially unstable.

Thus, we consider several different numerical optimization methods: two derivative-

free algorithms (COBYLA and Nelder-Mead) and two derivative-based algorithms

(BFGS and CG). Many literatures point out that the optim function in R is not

numerically stable, especially when a re-parameterization exists (Mullen et al., 2014;

Nash et al., 2011, 2014). Therefore, we employ the functions in two recently developed

R packages, nloptr (Johnson, 2014) and Rcgmin (Nash, 2014), as a substitution of
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optim. To make sure that the optimization reaches the global maximum, we use

different optimization algorithms with multiple sets of initial values until we get the

same optimized values. The sn package (Azzalini, 2011) was used to evaluate fSST (·)

and FSST (·). We also notice that the estimation of the degree of freedom ν is typically

not numerically stable as in other similar problems, especially when ν is not integers.

Here, we suggest to evaluate the likelihood over a sequence of values of ν. In our

simulation study, we choose ν = 3 to represent heavy tail, ν = 7 to represent moderate

tail, and ν = 20 to represent light tail, because a value of ν smaller than 3 leads to

an infinite mean or variance, and a very large ν is too close to the Gaussian case

and significantly increases the computational burden. In the application, we tried

different ν starting from 3 and the best ν can be selected according to the maximized

likelihood function.

4.3. Simulation studies

We designed a simulation study to validate the inference procedure introduced in

Section 4.2.4 and compare to the original censored VAR models proposed by Koch

and Naveau (2015) using the Gaussian dynamics. We generate multiple synthetic

datasets from the censored VAR model (4.2) at the eight locations shown in Figure 4.1,

where Zt(s) follows a skew-t distribution. By choosing different skewness parameter

α and degree of freedom ν, the generated data can approximate the model in Koch

and Naveau (2015) as a special case by letting α = 0 and ν be a large value. In the

simulation, we set ν = 20 to be large and the two models with ν = 3, 7 for comparison.

In addition, we set the skewness parameter, α = 5 to represent the skewed data and

set (T,N, φ, ρ, c, ω, b1, b2) = (10, 000, 3, 1/3, 1, 1.5, 1.5, 0.5, 0.5). The sample sizes, T

and N , are the same as the application in Koch and Naveau (2015) for comparison

reason and the threshold ut(s) are the same as the estimated values with adjustment

of temporal length T from the Lausanne precipitation data in order to mimic a real



90

application.

We fit the models with skew-t and Gaussian dynamics to the synthetic datasets.

The summary of estimated values based on 50 independent realizations are shown in

Table C.1 of Appendix C. With different dynamics, the optimized common factors,

such as b0 and b1, are different as well. The results show that Gaussian dynamics

tends to overestimate the b0 and b1 so that the overestimated variance will compensate

the light tail of Gaussian distribution.

Based on the estimated model parameters, we can calculate and visualize some key

statistics of two SWGs and compare their differences statistically. We draw quantile-

quantile (QQ) plots between the synthetic data and 50 parametric bootstrap samples

for two scenarios, (ν, α) = (20, 0) and (ν, α) = (3, 5). The results are shown in Figure

4.2. Not surprisingly, the Gaussian model cannot reproduce the heavy-tailed and

right-skewed behavior that results from a large skewness parameter and a small degree

of freedom. In both cases, our model with the skew-t errors successfully reproduces

these statistical properties.

Incorrectly assuming a Gaussian model for the data also affects the estimation of

other important statistical properties of rainfall. As we mentioned, Gaussian model

typically overestimates b0 and b1 of heavy-tailed data in order to produce a high

rainfall intensity. However, as we explained in Section 4.2.3, a large b0 and b1 also leads

to a low dry probability. Therefore, failing to correctly specify the degree of freedom

will underestimate the dry probability as well, as shown in Figure 4.3, where the

distribution of the dry probability is obtained from the bootstrap samples. Therefore,

only relying on the heteroscedastic standard deviations, without considering a right-

skewed and heavy-tailed error term, is not enough to capture the statistical properties

of high-frequency rainfall patterns and the stochastic simulations will not be realistic.

Although the main point of a SWG is to reproduce key statistics of the weather as

we have shown, we also include some comparisons related to prediction performance.
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Figure 4.2: Quantile-quantile (QQ) plots between the synthetic data (purple curve)
and 50 parametric bootstrap samples using a skew-t error (orange region) and a
Gaussian error (green region) based on two scenarios: (a) (ν, α) = (3, 5), (b)(ν, α) =
(20, 0). The solid lines are the median curves and the shaded areas are the 95%
confidence intervals.
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Figure 4.3: The dry probabilities from the synthetic dataset and 50 parametric boot-
strap samples using skew-t and Gaussian models. The black line represents the truth
from the synthetic data; the red dashed and blue dotted curves are the empirical
density of the dry probability from 50 parametric bootstrap samples using Gaussian
and skew-t models, respectively.

We generate 50 parametric bootstrap samples from the estimated model parameters

and calculate the mean of the root-mean-squared errors (MRMSE) for the six scenar-

ios. Specifically, the MRMSE is defined as 1
50

∑50
k=1

√
1
NT

∑T
t=1

∑N
s=1 {Yt(s)− Y B

kt (s)}
2
,

where Yt(s) and Y B
kt (s) denote the synthetic data and the k-th bootstrap sample at

time t and location s, respectively. The results are shown in Table 4.1.
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Table 4.1: Summary of the simulation study results. The first row lists the parameter
setups for (ν, α). The second and third rows list MRMSE of the censored VAR
generators with the skew-t and Gaussian dynamics, respectively. The last row shows
the MRMSE ratio of the Gaussian to skew-t models.

Scenarios (ν, α) (3, 0) (3, 5) (7, 0) (7, 5) (20, 0) (20, 5)

Skew-t 32.91 54.85 26.01 49.27 24.23 38.55
Gaussian 35.41 59.32 27.03 52.30 24.58 39.70

Ratio 1.076 1.082 1.039 1.061 1.014 1.030

The results show that when ν is large and α = 0, two models produce similar

results. In contrast, when α is positive and ν is small, the root mean square error

of our SWG outperforms the Gaussian model, which indicates that Gaussian model

becomes less reliable in the prediction of highly skewed and heavy-tailed precipitation

data.

4.4. Application to Lausanne precipitation data

The motivating data, as shown in Figure 4.1, were collected by GAIA Lab, Institute

of Earth Surface Dynamics (IDYST), the University of Lausanne in 2016 using eight

Pluvimate acoustic rain gauges (Collister and Mattey, 2008). The detailed description

of the Pluvimate rain gauges can be found in Benoit et al. (2018). This new instrument

can measure precipitations at a 0.01mm and 30 second resolution with the standard

rain rate unit, mm/hr. From April 4th to April 14th, 2016, a total number of 230,400

observations were recorded by the network of eight rain gauges located within a radius

of 1km, as shown in Figure C.4 of Appendix C.

Table 4.2 and Figure C.5 of Appendix C show the distribution of the collected

rainfall data. Most of the observations (92.4%) were zeros, corresponding to no rain

or dry events. Most of the rain intensities are below 5mm/hr, while at some periods

there are heavy rainfall with the rain rate around 10mm/hr. We also observe that

the highest rain rate reached more than 30mm/hr. The QQ-plot also shows that
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these rainfall data are zero-inflated, right-skewed, and heavy-tailed and completely

deviate from Gaussian distribution.

Table 4.2: Distribution of the collected rainfall data.

Rain rate (mm/hr) = 0 (0, 1.2] (1.2, 5] (5, 10] (10, 33.6]

Percentage 92.40% 5.55% 1.84% .19% .02%

We fitted the time-varying cutoffs as described in Section 4.2.4 with the lowest

positive rate rate ur = 1.2 using the glm package in R and fitted the other parameters

by the methods mentioned in the Section 4.2.4. The fitted results are shown in Table

5.3, along with the results of the Gaussian model for comparison purposes. We can

see that the maximum likelihood estimators (MLEs) of both the degree of freedom ν

and the skewness parameter α are small. Similar to the simulation study, the values

of b0 and b1 estimated from the Gaussian model are larger than those estimated from

the skew-t model.

4.4.1 Conditional rainfall generation

From the fitted model, we can generate 50 parametric bootstrap samples of the high-

frequency rainfall. Each sample can be viewed as a synthetic realization of the 30-

second rainfall data. To examine the similarity of the simulated samples to the real

data, we use a one-step-ahead conditional simulation, which generates data condi-

tional on observations one step in the past. The main goal here is to reproduce the

statistical properties of the real data, we use a QQ plot shown in Figure 4.4, to com-

pare the real data with the bootstrap samples from the two models. From the results,

both models can reproduce the low-intensity rainfall well statistically. However, in

terms of the heavy rainfall (defined as having an intensity larger than 10mm/hr), the

95% confidence band of the Gaussian model significantly underestimates the precipi-

tation, whereas the skew-t model captures the heavy tail very well.
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Table 4.3: Maximum likelihood estimators (MLEs) from the censored VAR model
with skew-t and Gaussian errors.

Parameters Skew-t Errors Gaussian Errors
Est 95%CI Est 95%CI

φ 36.499 (3.276, 69.722) 30.327 (3.158, 57.496)
ρ 1.287 (1.277, 1.298) 1.364 (1.355, 1.373)
c 1.504 (0.543, 2.465) 1.671 (0.712, 2.640)
ω 1.748 (0.723, 2.773) 1.323 (0.483, 2.163)
b0 .487 (.480, .493) .504 (.500, .508)
b1 .315 (.305, .325) .381 (.373, .390)
α .034 (.022, .053)
ν 4
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Figure 4.4: Quantile-quantile (QQ) plot between the observed rainfall (purple curve)
and 50 parametric bootstrap samples using a skew-t error (orange region) and a
Gaussian error (green region). The solid lines are the median curves and the shaded
areas are the 95% confidence intervals.

The spatio-temporal patterns of rainfall occurrence are assessed by the rain con-

currences and dry probability. Figure 4.5 shows the histogram of simultaneously rainy

locations for both the observed and simulated rainfall data, from which we can see the
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spatial dependences among multisite rainfall occurrences. The simulated histograms

combines all of the 50 parametric bootstrap samples. The eight locations are usually

all dry. In this case, the simulated data slightly overestimate the counts. In contrast,

when at least one location is rainy, the simulated data have fewer counts than real

observations, which means the spatial correlation is slightly underestimated. Overall,

the rain concurrences are reproduced reasonably well by our model. The temporal
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Figure 4.5: Histogram showing the simultaneously rainy locations. Each bar repre-
sents how many corresponding events happen in time. The y-axis is shown in the
square root scale.

dependence of rainfall occurrence can be reflected by the dry/wet spell length and

conditional dry/wet probability. The dry/wet spell length is less important for the

high-frequency data of only ten days and thus we only show the conditional proba-

bilities. Table 4.4 displays the four different conditional probabilities. Overall, the

simulated data can reproduce the conditional dry/wet probability well. However,

the simulated data tend to underestimate the probability of transition between wet

and dry. This is an expected result of the hard thresholding effect. Nevertheless, it
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Table 4.4: Conditional probabilities from the observed rainfall data and the mean
(±1.96×standard deviation) of the conditional probabilities from 50 parametric boot-
strap samples generated using a skew-t and Gaussian model.

Wet|Wet Dry|Wet Wet|Dry Dry|Dry
Skew-t Dynamics .976(±.0045) .024(±.0045) .024(±.0045) .976(±.0045)

Gaussian Dynamics .974(±.0062) .026(±.0062) .026(±.0062) .974(±.0062)
Observation .971 .029 .029 .971

does not affect much on the overall distribution of the rainfall intensity. If it is cru-

cial to accurately reproduce the dry or wet probability, a separate model for rainfall

occurrences might be a better choice.

Compared to the Gaussian model, the major advantage of the skew-t model is that

it can reproduce both dry events and heavy rainfall. However, since the Gaussian

and skew-t models we considered use the same spatio-temporal modeling strategy,

i.e., the VAR model with a time-varying threshold, the spatio-temporal properties of

the rainfall occurrences do not show much difference.

4.4.2 Short-term rainfall prediction

A SWG is not meant for prediction but generate multiple realizations with similar

statistical properties of the real data. However, we can provide some predictive results

by the mean or quantiles of multiple realizations based on the conditional distribution

of our SWG. We give an example here to illustrate the performance of our model in

one-step-ahead prediction, compared to a multivariate LSTM model as a popular deep

learning-based model for time series prediction. We use the last day of rainfall (5, 760

points) at each location as the testing set and other data as the training set. We re-fit

our model using the training data and fit the LTSM model using one hidden layer

of 100 LSTM units with rectified linear unit (ReLU) activation, Adam optimization

algorithm, and mean squared error (MSE) as the loss function. The LSTM model is

run on Keras functional API with 100 epoch in Python.
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As a precipitation generator, our model can simultaneously generate 50 one-stead-

ahead realizations based on the conditional distribution we assume, then we use the

mean of 50 realizations as our predictor in the comparison. We also compute the

95% prediction band by the quantiles of the 50 realizations to show the uncertainties.

In terms of the MSE, the result of our model (MSE= 0.099) outperforms the LSTM

(MSE= 0.126). To visualize the results, in Figure 4.6, we show one heavy rain event

in the evening of April 13 and 95% prediction band from our model as there is almost

no rain at other time. The results show that the 95% prediction band covers the

observed rainfalls. Also, the prediction of LSTM is more variable with a few obvious

peaks far from the observed values. Instead, our predictor is more stable since it

collects the mean of 50 realizations.
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Figure 4.6: The performance of predicted rain rate (mm/hr) with uncertainties during
a heavy rainfall period on April 13, 2016. The blue line and blue band are the mean
prediction and 95% prediction band from our model, respectively. The red line is the
prediction from LSTM model. The green line is the last day of rainfall observation
as the truth.
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From the results, two main differences between LSTM predictor and our stochastic

precipitation generator are noticed, even though both of the models provide good pre-

diction. Firstly, a SWG can serve as a predictor via generating multiple independent

realizations from the conditional distribution, which can be also used to quantify the

uncertainties. But LSTM provides a deterministic result when the model parameter

is fixed. Secondly, as many other deep learning methods, the prediction of LSTM is

done via optimizing certain loss function, e.g. MSE, thus the results are harder to

interpret than our model-based prediction. For example, the predicted values from

LSTM model can be negative values. Although we can treat the negative value as

zero by the ReLU activation function in the output layer, we lose some meaningful

interpretations of the rainfall properties.
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Chapter 5

DeepKriging: Spatially Dependent Deep Neural Networks

for Spatial Prediction

5.1. Chapter overview

Spatial prediction is at the heart of spatial and spatio-temporal statistics. Common

objectives are to predict a spatial process at unobserved locations and to study the

spatial dependence in the region of interest. An ideal spatial prediction not only

provides point prediction, but also distributional information such as quantiles or the

density function to quantify uncertainties, risks and extreme values (Diggle et al.,

2007). Traditional applications of spatial prediction are in the fields of geological and

environmental science (Cressie, 2015), but they have been extended to other fields,

such as biological sciences, computer vision, economics and public health (Anselin,

2001; Austin, 2002; Waller and Gotway, 2004; Franchi et al., 2018).

The primary collection of spatial prediction methods are based on best linear

unbiased prediction (BLUP), also referred to as Kriging (Matheron, 1963). Kriging

prediction is a weighted average of observed data points, where the weights are de-

termined by the spatial covariance or variogram of the random process. Under the

Gaussian assumption, Kriging also provides the full predictive distribution. Applying

Kriging requires estimating the spatial covariance function. To make the estimation

problem tractable, it is common to assume the covariance function is stationary, i.e.,

is the same throughout the entire spatial domain.

However, physical processes tend to be non-Gaussian and nonstationary. For in-
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stance, the data on wind speed and fine particles (PM2.5) exposures are positive,

right-skewed, and sometimes heavy-tailed (Hennessey Jr, 1977; Adgate et al., 2002)

and likely the spatial covariance varies across space, e.g., in urban versus rural areas

(Sampson et al., 2013). It is possible to derive the best linear prediction for cer-

tain parametric non-Gaussian processes (Xu and Genton, 2017; Rimstad and Omre,

2014) and certain nonstationary covariance structures (Fuentes, 2002; Paciorek and

Schervish, 2004; Li and Sun, 2019). However, spatial prediction for more general

spatial processes remains an open problem.

Another drawback of the Kriging prediction is the computational cost, which

is prohibitive for large spatial datasets because the Kriging prediction involves the

inversion of an N × N positive definite covariance matrix, where N is the number

of observed locations (Heaton et al., 2018). The calculation is typically done by the

Cholesky decomposition which requires O(N3) time and O(N2) memory complexity.

Recently, deep learning or deep neural networks (DNNs) have become the most

powerful prediction tools for a wide range of applications, especially in computer vi-

sion and natural language processing (LeCun et al., 2015). DNNs are effective for

predicting with complex features such as non-linearity and non-stationarity, and com-

putationally efficient in analyzing massive datasets using GPUs (Najafabadi et al.,

2015). However, there are two major obstacles encountered when applying deep

learning to spatial predictions. First, classical deep neural networks (DNNs) can-

not incorporate spatial dependence directly. Applications in spatial prediction with

neural networks usually simply include spatial coordinates as features (Cracknell and

Reading, 2014), which may not be sufficient. Recently, convolutional neural networks

(CNNs, Krizhevsky et al. 2012) have been stated to successfully capture the spatial

and temporal dependencies in image processing through the relevant filters. How-

ever, the framework is designed for applications with a large feature space, and often

requires large training labels as the ground truth, which does not fit for many spatial
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prediction problems, where only in-situ and sparse observations are available. Com-

pared to CNNs, the goal of spatial prediction is to account for spatial correlations in

the response variable with limited observed features and spatially sparse observations.

Second, traditional DNNs cannot provide the uncertainty information at the pre-

dicted spatial locations. Recently, several methods have been proposed to overcome

this problem by predicting the entire probabilistic distribution. For example, Li et al.

(2019) discretized the density function of the response conditional on covariates as a

histogram in a regression model, and estimated the density by using neural networks

to classify predicted values into different bins. Neal (2012), Gal and Ghahramani

(2016) and Posch et al. (2019) applied Bayesian inference methodologies to neural

networks to predict uncertainties via the posterior distribution. However, these meth-

ods cannot be applied directly to spatial data. In recent years, some studies try to

combine deep learning and Gaussian processes (GPs) which can be potentially in spa-

tial prediction (Damianou and Lawrence, 2013; Lee et al., 2017; Kumar et al., 2018;

Zammit-Mangion et al., 2019; Blomqvist et al., 2019). They methods are often called

deep Gaussian process that characterize deep learning in the framework of Gaussian

processes via Bayesian learning Neal (2012). However, these models typically focus

on the uncertainty of neural networks but not the spatial dependence. In addition,

these methods are usually sophisticated in model training and hard to be extended.

Therefore, motivated by the Karhunen–Loève theorem (Adler, 2010) and deep

distribution regression (Li et al., 2019), we propose an effective and handy neural

network by adding an embedding layer of spatial coordinates using basis functions.

The proposed method contributes to the spatial prediction in at least five aspects:

1) it builds a direct link between neural networks and Kriging in the spatial pre-

diction;

2) it models spatial dependence through a set of basis functions rather than co-

variance functions and allows for non-stationarity;
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3) it does not require the covariance matrix operations and is scalable for large

datasets;

4) it provides a non-linear predictor in covariates and generally in observations;

5) it measures the uncertainty through predictive density functions without as-

suming any data distribution.

We call our method “DeepKriging” with the aim of achieving the optimal spatial

prediction, similarly to the original use of Kriging (Cressie, 1990), but by deep neural

networks. The proposed framework also include a Gaussian process representation via

Bayesian learning, although we do not use GPs and their covariance models directly

as in Kriging and deep Gaussian processes. Compared to other deep learning models

in image processing or spatial statistics, we treat each pixels or locations as our inputs

so that no replicated training images are needed. Hence, our model is more suitable

for few-shot images and spatial data without replications. We apply the approach

to PM2.5 concentration data across the continental United States, and show that

DeepKriging outperforms Kriging based on cross-validation.

The rest of this chapter is organized as follows. Section 5.2 introduces the general

framework of spatial prediction and Kriging. Section 5.3 introduces the proposed

DeepKriging methods including its uncertainty quantification. Section 5.4 provides

the properties and theoretical foundation of DeepKriging. Section 5.5 presents some

simulation studies to show the performance of DeepKriging. Section 5.6 applies our

method to predict PM2.5 concentration in the United States.

5.2. Spatial prediction and Kriging

We propose a general framework for both Kriging and neural networks to perform

spatial prediction. Consider a spatial process {Y (s) : s ∈ D}, D ⊆ Rd, to be the

real-valued spatial process of interest, and let z = {z(s1), . . . , z(sN)}T be the mea-

surements that we observed at N locations.
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The goal of spatial prediction is to find the best predictor Ŷ opt(s0, z) of the true

process at an unobserved location s0, as a function of z. In decision theory, Ŷ opt(s0, z)

is viewed as the minimizer of an expected loss function or risk function (DeGroot,

2005). That is,

Ŷ opt(s0, z) = argmin
Ŷ

E{L(Ŷ (s0), Y (s0))} = argmin
Ŷ
R(Ŷ (s0), Y (s0)), (5.1)

where L(·, ·) is a loss function and R(·, ·) is a risk function. The loss function is chosen

by the type of observations and the class of targeted predictors. For continuous data,

if we are interested in the mean, median, and quantile prediction, then the mean

squared loss, mean absolute loss, and check loss could be used, respectively. For

other types of data such as categorical or count data, related loss functions are also

available and have been reviewed by Zhao et al. (2015). Take the most widely used

loss function, the mean squared error (MSE) as an example. Under the MSE loss,

if the mean and variance of the error is finite, then the minimum mean square error

(MMSE) predictor is Ŷ opt(s0, z) = E{Y (s0)|z}. The MMSE predictor has multiple

good properties such as unbiasedness and asymptotic normality under the regularity

assumptions (Lehmann and Casella, 2006). In particular, if Y (s0) and z are jointly

Gaussian, the conditional mean has a closed form, and the MMSE predictor is linear in

observations z. If Y (s0) and z are not jointly Gaussian, the conditional mean obtained

by Gaussian assumption remains the best linear unbiased prediction (BLUP).

Kriging (Matheron, 1963) is the method to find the BLUP in spatial prediction

and often referred to as Gaussian process regression under the Gaussian assumption.

Consider a generalized additive model, where we observe z from a spatial process de-

fined as Z(s). It assumes that Z(s) = Y (s)+ε(s), where ε(s) is a white noise process,

called the nugget effect, with zero mean and variance σ(s)2, caused by measurement

inaccuracy and fine-scale variability. The spatial process Y (s) is typically assumed to
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be Y (s) = x(s)Tβ+ ν(s), where x(s) ∈ RP is a vector process of P known covariates,

β is a vector of coefficients, ν(s) is a spatially dependent and zero-mean random pro-

cess with a generally nonstationary covariance function, Cov(ν(si), ν(sj)) = C(si, sj).

Let δ(s) = ν(s) + ε(s), then for δ = {δ(s1), . . . , δ(sN)}T , we have E(δ) = 0 and

Cov(δ) = Σ, where the (i, j)-th element is Σi,j = C(si, sj) + σ(si)
2
1{i = j}.

Under this model, the (universal) Kriging prediction is

Ŷ UK(s0) = x(s0)T β̂ + c(s0)TΣ−1(z−Xβ̂), (5.2)

where X = (x(s1), . . . ,x(sN))T is anN×P matrix, c(s0) = (C(s0, s1), . . . , C(s0, sN))T ,

and β̂ = (XTΣ−1X)−1XTΣ−1z. The Kriging variance is the MSE of Ŷ (s0), which is

σ2
UK(s0) = C(s0, s0)− c(s0)TΣc(s0) + (x(s0)−XTc(s0))T (XTΣ−1X)−1(x(s0)−XTc(s0)).

(5.3)

In practice, the covariance matrix Σ in (5.2) and (5.3) is unknown and needs to be

estimated from data. Typically, the covariance function C(si, sj) is assumed to have

a parametric form, e.g., exponential or Matérn covariance function (Cressie, 2015),

with unknown parameters θ. Then we can fit the parametric model to the empirical

covariance/variogram by least square estimation or to the data by a likelihood-based

method with certain distribution assumption (Cressie, 2015).

Although Kriging can provide the BLUP and gives the MMSE predictor under the

Gaussian assumption, it has several limitations. First, data in many real applications

are non-Gaussian and even non-continuous. Hence, minimizing the MSE is not rea-

sonable and the prediction of Kriging will be sub-optimal. Second, even for Gaussian

processes, maximum likelihood estimation (MLE) of θ is computationally expensive.

The multivariate Gaussian likelihood involves the inverse of an N ×N positive defi-

nite covariance matrix, Σ(θ). The calculation of Σ−1(θ) generally requires Cholesky

decomposition with O(N3) time and O(N2) memory complexity which makes Krig-
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ing computational infeasible for massive datasets. Therefore, real applications call

for more accurate and computationally efficient methods for spatial prediction and

uncertainty quantification.

5.3. DeepKriging

5.3.1 Deep learning in spatial prediction

We propose to use deep learning for the spatial prediction. The idea is to ap-

proximate the optimal predictor Ŷ opt(s0, z) in (5.1) by the output with the struc-

ture of neural networks. Then the optimal neural network predictor is f opt
NN(s0) =

argminfNN
R{fNN(s0), Y (s0)}, where fNN(·) ∈ F can be any function in the function

space F expressible by a family of neural networks and f opt
NN(·) is the best function in

F in terms of minimizing a certain risk R(·, ·). The inputs of fNN(·) can be covariates

x(s0), coordinates s0, and other variables available at s0 such as the basis functions

proposed in the following section. Typically, we write fNN(·,θ) as a parametric model

with unknown parameters θ, including the weights and biases in the neural networks.

Note that the optimal neural network predictor f opt
NN(x(s0)) is practically unreach-

able since Y (s0) is unknown. Thus, we approximate the predictor by minimizing the

empirical loss function over the training set z (Goodfellow et al., 2016). That is, the

final predictor of a neural network is ŶNN(s0, z) = fNN(s0, θ̂) and

θ̂ = argmin
θ

1

N

N∑
n=1

L{fNN(sn,θ), z(sn)}, (5.4)

where 1
N

∑N
n=1 L{fNN(sn,θ), z(sn)} is the empirical version of the riskR{fNN(s0), Y (s0)}.

However, spatial prediction differs from the classical neural network prediction at least

in two aspects. First, spatial prediction typically has limited observed features rather

than excessive features in common applications of neural networks, such as computer

vision. Therefore, the advantage of neural networks in auto feature selection is less
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relevant. Second, spatial prediction Y (s) typically possesses certain spatial depen-

dence. For example, in geostatistics, we usually follow Tobler’s first law of geography

(Tobler, 1970): “near things are more related than distant things”. Then, rather than

simply considering the relationship between Y (s) and x(s), we are also interested in

the spatial dependence in Y (s).

These problems can be further explained by the spatial models. To apply neural

networks or other machine learning models, we apply the assumption that Y (s)|x(s)

are mutually independent conditional on features. However, this assumption is not

reasonable in spatial prediction because we typically assume that Y (s) = x(s)Tβ +

ν(s), where the covariates x(s) only contribute to the mean structure of Y (s) and

ν(s) remains a spatially correlated process. Here, more features apart from x(s) are

needed to model the spatial dependence in applying the neural networks.

To account for the spatial information, the most natural way is to add d coor-

dinates (e.g., longitude and latitude) to the features, in the hope that the neural

networks can learn the dependent term ν(s) as a function of s. By doing that, the

adjusted features become xadj(s) = (x(s)T , s)T . However, it may not be efficient with

the finite width and depth of a neural network. Although neural networks can po-

tentially approximate any function, it is a composite function of linear functions and

simple activation functions. It may take huge effort to achieve the a good approxi-

mation if the true function is far from linear. For example, the Kriging predictor is

linear in x(s) but obviously non-linear in coordinates s0. A more detailed illustration

is provided in Section 5.5.3.

By reviewing the Kriging predictor in (5.2), we can see that the spatial dependence

is typically incorporated via the covariance vector c(s0), i.e., Ŷ UK(s0) is a linear

function of c(s0), where c(s0) consists of N covariances at s0. Motivated by the

covariance vector c(s0) in the Kriging predictor, we propose to use a set of known

nonlinear functions as the embedding of (s) in the features. In this way, the final
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predictor has a simpler relationship with features than adding coordinates directly to

the features.

The proposal of embedding (s) in the features by spatial basis functions can be

further justified by the Karhunen–Loève (KL) theorem (Adler, 2010) applied to the

zero-mean spatial process ν(s). The theorem establishes that ν(s) admits a decompo-

sition ν(s) =
∑∞

k=1 wkφk(s), where wk’s are pairwise uncorrelated random variables

and φk(s)’s are pairwise orthogonal basis functions in the domain of ν(s). Hence, ν(s)

can be linearly quantified by the orthogonal basis functions and uncorrelated random

variables.

As its empirical version, the prediction of ν(s) is typically the truncated KL ex-

pansion. As one of its properties, given any orthonormal basis functions φk(s), we

can find some integer K, so that ν(s) can be approximated by the finite weighted

sum of basis functions, i.e., ν̂(s) =
∑K

k=1wkφk(s), in the sense of minimizing the total

mean square error. Several choices of basis functions have been proposed, such as

smoothing spline basis functions (Wahba, 1990), wavelet basis functions (Vidakovic,

2009), and radial basis functions (Friedman et al., 2001).

Therefore, rather than only including the spatial coordinates s in the features, we

transform the d coordinates to K basis functions. More precisely, we consider the d

to K embedding layer in the network before we pass the data to the hidden layers.

5.3.2 DeepKriging: a spatially dependent neural network

We use a simple DNN to illustrate our DeepKriging framework. The key contribution

of Deep Kriging is the novel way of embedding spatial coordinates in the features.

Thus, using similar idea, our model can be potentially used in other deep learning

frameworks such as convolutional neural networks (CNNs) and recurrent neural net-

works (RNNs).

First, for any coordinates s, we compute the K basis functions to get the em-
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bedded vectors φ(s) = (φ1(s), . . . , φK(s))T . The basis functions are not neces-

sary but recommended to be orthogonal to follow the K-L expansion. Then let

xφ(s) = (x(s)T ,φ(s)T )T be the embedded input of length P + K, we can specify

a L-layer DNN as

u1(s) = W1xφ(s) + b1, a1(s) = ψ1(u1(s));

u2(s) = W2a1(s) + b2, a2(s) = ψ2(u2(s));

. . .

uL(s) = WLaL−1(s) + bL, f
DK(s) = ψL(uL(s)).

(5.5)

For the l-th layer with Ll neurons, Wl is the Ll × Ll−1 weight matrix, bl is the bias

vector of length Ll, al is the neuron vector of length Ll, ψl(·) is the activation function,

and fDK(s) is the output of the DeepKriging model.

Let θ be those unknown weights and biases and θ̂ be the estimates by training

samples and minimizing the loss function of the neural network as defined in (5.4).

Then the DeepKriging predictor for an unobserved location s0 is defined as ŶDK(s0) =

fDK(s0, θ̂)

One major advantage of DeepKriging is that we can adjust the number of neurons,

activation functions, and loss functions to fit for different data types and model

interpretations. For example, for predicting continuous variables as in a regression

problem, we choose LL = 1, ψL(·) to be an identity function, and the loss to be

mean squared error. Figure 5.1 provides the visualization of DeepKriging in two

dimensional prediction for continuous data. For predicting categorical variables as

in a classification problem, we choose LL to be the number of categories, ψL(·) to

be a softmax function, and the loss to be the cross entropy loss. For the activation

functions in the hidden layers, we choose the rectified linear unit (ReLU) as the

default setting, which allows us to keep the linear relationship in the KL expansion

but add some deactivated neurons to select the best number of basis functions.
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Figure 5.1: Visualization of the DeepKriging structure in 2D spatial prediction based
on a three-layer DNN

5.3.3 Distribution prediction and uncertainty quantification

Classical deep learning models typically do not provide uncertainty quantification.

To tackle this challenge, we propose to quantify the uncertainty of the DeepKriging

prediction by the conditional distribution of Y (s0)|z,xφ(s0) at an unobserved location

s0. We denote the probability density function (PDF) as fUQ(y|x). Unlike in the

Kriging, the conditional distribution is assumed to be Gaussian, and we estimate the

entire conditional distribution non-parametrically.

Several deep learning methods are available to estimate the density function. The

Bayesian framework (Gal and Ghahramani, 2016; Posch et al., 2019) is the most

commonly used for this task. It usually assumes a certain prior distribution of each

parameter, and then obtains the density by the posterior predictive distribution. Mix-

ture density networks (Bishop, 1994) are another tool that assume a parametric form

of the density and estimates the unknown parameters by neural networks. However,

both of the methods require an assumption of data distribution. Recently, Li et al.

(2019) proposed a completely distribution-free method for density estimation called
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deep distribution regression (DDR), where the density was approximated using his-

tograms with discrete bins, and the discretized density was estimated by multi-class

classification. Although the method was designed for regression, we extend the idea

to the framework of DeepKirging for predictive distribution estimation and call the

method deep distribution spatial prediction (DDSP).

Specifically, we denote the support of fUQ(y|x) by [l, u], where l and u are the

proposed lower and upper bound of domain of the density. The interval can be

partitioned into M + 1 bins, Tm = [cm−1, cm), by M cut-points such that c0 < c1 <

· · · < cM < cM+1, where c0 = l and cM+1 = u. Let |Tm| be the length of the m-th

bin and pm(s0) = P{Y (s0) ∈ Tm|z,xφ(s0)} be the conditional probability that Y (s0)

falls into the m-th bin. Then fUQ(y|x) is approximated by M + 1 constant functions,

pm(s0)/|Tm|,m = 1, . . . ,M + 1.

The density prediction is specified as:

f̂UQ(y|x) =
M+1∑
m=1

p̂m(s0)

|Tm|
1{y ∈ Tm}. (5.6)

The crucial step in Equation (5.6) is to estimate the bin probability {p̂1(s0), . . . , p̂M+1(s0)}

using a classification model, so that neural networks can be applied. Li et al. (2019)

suggested different ways for loss functions and bin partitioning. The most natu-

ral way is to use multi-class classification with fixed bins. In the output layer,

a softmax function is applied to ensure that {p̂1(s0), . . . , p̂M+1(s0)} constitutes a

valid probability vector. The loss function for this case is the negative multino-

mial log-likelihood function, which is equivalent to the multi-class cross entropy loss:∑N
n=1

∑M+1
m=1 1{z(sn) ∈ Tm} log{pm(sn)}.

As an extension of Wasserman (2006) regarding the consistency of histogram, Li

et al. (2019) shows that in the logistic regression case, the density predictors from

DDR with multi-class loss function and equally spaced fixed bins is consistent. That
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is,
∫ u
l

[f̂UQ(y|x)− fUQ(y|x)]2dy
N→∞−→ 0.

In practice, however, the estimation of a continuous density function by the multi-

class fixed classification is sensitive to the choice of bins. Therefore, in the DeepKrig-

ing, we use the improved option with joint binary cross entropy loss function (JBCE)

and ensembles. The JBCE function is specified as

JBCE =
N∑
n=1

M∑
m=1

[1{z(sn) ≤ cm} log{F (cm; sn)}+ 1{z(sn) > cm} log{1− F (cm; sn)}] ,

(5.7)

where F (cm; sn) =
∑m

i=1 pi(sn) and cm,m = 1, . . . ,M are the M cut-points.

The DDSP may provide a non-smooth density. Thus, an ensemble method can be

applied for further adjustment by fitting I independent classifications and computing

the average of classifiers. Algorithm 1 provides the procedure of obtaining density

prediction of DeepKriging with the ensemble of random partitioning:

Algorithm 1: The algorithm of density prediction of DeepKriging with ensem-
ble random partitioning. We ensemble I independent classifications, for each of
which M bins are chosen randomly.

for i =1:I do
Draw M cut-points from Uniform(0,1);
Sort the cut-points as ci1, . . . , ciM ;
Assign Y (s0) to M bins, where Tim = [ci,m−1, cim);
Train the classifier to estimate the probabilities p̂i1(s0), . . . , p̂i,M+1(s0);

end

Result: f̂UQ(y|x) =
∑I

i=1

∑M+1
m=1

p̂im(s0)
|Tim| 1{y ∈ Tim}

Note that although our density regression provides an uncertainty quantification

of the response variable without any distribution assumption, it may bring new un-

certainties from the neural networks. Therefore, the GP process representation may

be a better way for uncertainties if it is quantified by the standard deviation, even

though the computational burden will increase.

In addition, the density prediction requires further computations if we apply en-

semble, where each step in the ensemble will implement classification separately with
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a new choice of random cut-points. However, the main objective of the ensemble

in the density prediction is to obtain a smooth density. If the research goal is to

get uncertainties using quantiles without the density curve, then the ensemble is not

always needed. Another hyperparameter we need to specify in the density prediction

is the bin size M + 1. Typically, large M will provide a more complex pattern of the

density, and small M will give a more stable estimation. In practice, we can follow

the Freedman–Diaconis rule (Freedman and Diaconis, 1981) as a robust estimation

in the histogram approximation such that M =
⌊
{max(z)−min(z)}

3√N
2×IQR(z)

⌋
, where

IQR(z) is the interquartile range of the observations.

5.3.4 Computational details of DeepKriging

The computation of DeepKriging depends on two aspects: choice of basis functions

and network structure. We use the multi-resolution radial basis functions proposed

in (Nychka et al., 2015), which provides a good choice of knots and bandwidth.

They consider a multi-resolution compactly supported Wendland radial basis function

(RBF) with the form w(d) = (1−d)6

3
(35d2+18d+3)1{0 ≤ d ≤ 1}, where d = ‖s−u‖/θ.

Here, we choose Kθ bandwidth and Kuθ knots for each bandwidth, indexed by kθ

and kuθ, then the number of RBFs is K =
∑Kθ

kθ=1 Kuθ and each RBF is φkuθ,kθ(s) =

w(dkuθ,kθ(s)), where dkuθ,kθ(s) = ‖s − ukuθ‖/θkθ . The scale factor or bandwidth, θkθ ,

is set to be 2.5 times of the associated knots spacing. The level of resolution is

determined by Kθ so that each θkθ defines a lattice network of knots built in the spatial

domain. In the kθ-th level, Ku is chosen to be Ku = (9 × 2kθ−1 + 1)d to have non-

overlapped knots with good coverage, where d is the spatial dimension. Nychka et al.

(2015) proposes to use a four-level model so that there are K = 10+19+37+73 = 139

RBFs in one dimension and K = 102+192+372+732 = 7159 RBFs in two dimensions.

As we have shown in Theorem 1, it is more favorable to have a large number of basis

functions K. The choice of K is generally large enough, but for a massive dataset
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and to obtain K ≥ N , we need Kθ = 1 + dlog2( d
√
N/10)e levels.

The time complexity of DeepKriging is about O(Nneuron), where Nneuron is the

number of neurons. The computational cost of DeepKriging depends on the width

and depth of the associated neural network. Recall that the time complexity of

Kriging is O(N3). DeepKriging with fair complexity is more efficient than Kriging

for large N . Moreover, the computation of neural networks is highly parallelizable

and can be largely accelerated by GPU. The details of the acceleration are discussed

in Bergstra et al. (2011) and implemented in Keras (Gulli and Pal, 2017), as a Python

and R library in which our method is implemented. An illustration can be found in

Section 5.5.4.

5.3.5 The network structure of DeepKriging

After the simulation on different types of datasets, we can summarize some of the

findings of neural network structures. First, the dropout layer is the most useful

regularization for DeepKriging when the overfitting occurs, typically when the data

includes the outliers or the sample size is small. For a large dataset with almost a

Gaussian distribution, dropout and other types of regularization are not very helpful.

Batch-normalization is another useful strategy for DeepKriging since the covariates

may have different units and the the scales of basis function may vary too much for

irregularly spaced spatial data. Furthermore, we suggest to normalize the covariates

first before we run the automated batch-normalization since the covariates and basis

functions required different types of normalization. Last, if the data are irregularly

spaced, the value of basis functions for some knots will be zero for all locations, since

the basis function we choose is compactly supported and the knots may be far from

any location. In this case, it is required to remove these knots and related columns

in the basis matrix. To summarize, the default setting of DeepKriging network is as

follows:
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1) Normalize (Min-max normalization) the observed covariates (features) x(s); 2)

Build the embedding layer using a multi-resolution radial basis functions φ(s) with

the corresponding basis matrix Φ; 3) Remove the all-zero columns of the basis matrix

Φ; 4) Add the first dense layer with 100 hidden neurons and ReLu activations; 5) Add

the first dropout layer with 0.5 dropout rate; 6) Add the first batch-normalization

layer; 7) Add the second dense layer with 100 hidden neurons and ReLu activations; 8)

Add the second dropout layer with 0.5 dropout rate; 9) Add the third dense layer with

100 hidden neurons and ReLu activations; 10) Add the second batch-normalization

layer; 11) Add the output layer.

5.4. Properties and theoretical foundation of DeepKriging

DeepKriging provides a novel spatial prediction framework using deep learning. It

differs from classical Kriging methods in several aspects. First, DeepKriging does

not directly model its prediction as a linear combination of observations in Krig-

ing. In contrast, DeepKriging prediction is linked to the observations via its weights

and biases through the model training and will be typically nonlinear in observa-

tions (see the example in Section 5.5.3). Second, DeepKriging does not assume a

Gaussian process with a certain covariance function but models spatial dependence

by basis functions. Last, unlike Kriging which predicts the random process Y (s) at

an unobserved location, DeepKriging approximates the process using a deterministic

continuous function.

However, Kriging can provide an optimal prediction under Gaussian assumption

and the BLUP in general, and it also provides a tractable way to account for the

spatial dependence of random processes by covariance functions. Therefore, several

questions are theoretically important to answer about DeepKriging: 1) What is the

underlying relationship between DeepKriging and Kriging; 2) How accurate can Deep-

kriging be in terms of the prediction error compared to Kriging; 3) How to measure
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the spatial dependence and model the spatial process Y (s) from the DeepKriging

framework? The three questions are critical for understanding DeepKriging and we

will answer them in the following subsections, respectively.

5.4.1 The link between DeepKriging and Kriging-based meth-

ods

First, DeepKriging is closely related to Kriging and the associated variants. The most

direct example is fixed rank Kriging (FRK) proposed by Cressie and Johannesson

(2008), which uses one of the low-rank approximations of the covariance matrix in

order to speed up the computation of universal Kriging. Similar to DeepKriging, they

represent the spatial process by K basis functions, i.e., ν(s) = φ(s)Tη, where η is a

K dimensional Gaussian random vector with Cov(η) = ΣK . They call the model for

ν(s) a spatial random effects model and the model for Y (s) = x(s)Tβ + φ(s)Tη a

spatial mixed-effects model.

They assume the covariance matrix Σ = V +ΦΣKΦT , where Φ = {φ(s1), . . . ,φ(sN)}

is an N × K basis matrix and V = diag{σ(s1)2, . . . , σ(sN)2} is an N × N diagonal

matrix. As a result, the FRK prediction is

Ŷ FRK(s0) = x(s0)T β̂ + φ(s0)TΣKΦTΣ−1(z−Xβ̂) = x(s0)T β̂ + φ(s0)T α̂, (5.8)

where X = (x(s1)T , · · · ,x(s1)T )T is an N ×P matrix. Equation (5.8) shows that the

FRK prediction Ŷ FRK(s0) is not only a linear function of observations, z, but also a

linear function of P covariates x(s0) and K basis functions φ(s0) at the new location

s0, which become a special case of DeepKriging when we set all of the activation

functions to be linear.

However, FRK usually chooses K to be much smaller than N as a computationally

efficient method for large datasets. Since the covariance ΦΣKΦT has at most rank K,
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such a low-rank approximation of the covariance matrix may fail to capture the high-

frequency variation or small-scale spatial dependence in the spatial process (Stein,

2014).

Other methods with similar ideas are available under either spatial random effects

models or K-L expansions. Generally, they can be classified into two classes: multi-

resolution processes (Nychka et al., 2015; Kleiber and Nychka, 2015; Katzfuss, 2017)

and Gaussian predictive processes (Banerjee et al., 2008b, 2010). Although these

methods mainly focus on covariance approximations and the estimation is typically

based on the likelihood, it is easy to show that the prediction is in fact a linear

function of embedded features xφ(s0), and thus can be potentially approximated by

DeepKriging.

Returning focus to the Kriging itself, although it is less obvious from Equation

(5.2), the Kriging predictor is also related to basis functions. Given that the basis

functions at all observed locations form an N ×K basis matrix Φ, Lemma 1 shows

that the Kriging predictor with any covariance function can be also expressed by the

basis functions when Φ has rank N .

Lemma 1. Given that Φ has rank N and ν(s) is a zero-mean spatial process with

a covariance function C(·, ·). The Kriging predictor in (5.2) is a linear function in

xφ(s0).

The detailed proof is provided in the Appendix A.2.1. It implies that as long as

the basis matrix has rank N , a Kriging predictor with any covariance function can

be linearly expressed by the embedding layers xφ(s0). Therefore, both Kriging and

DeepKriging predictions are functions of xφ(s0), but DeepKriging generalizes Kriging

by allowing for non-linear function of xφ(s0).

DeepKriging is also related to a set of non-linear Kriging models, such as indica-

tor Kriging (Journel, 1983; Carr and Mao, 1993) and disjunctive Kriging (Matheron,

1976), in which they model the indicator and a nonlinear transformation of the re-
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sponse as spatial processes. The traditional methods for indicator Kriging rely on

tedious inference and modeling of multiple indicator semivariograms, as well as the

post-processing of the results. In contrast, DeepKriging can adjust the output layer

to fit for different data types without changing the network structure in the input

and hidden layers. Thus, it can be compatible with indictor Kriging and potentially

many other tasks with little effort.

5.4.2 DeepKriging in decision theory

Reviewing the spatial prediction framework in Section 5.2, both Kriging and Deep-

Kriging aim at achieving the optimal predictor. The prediction procedure conven-

tionally follows an approximation-estimation decomposition as described in Fan et al.

(2019). Let F be the function space expressible by a particular model and ŶN(s0) be

the final predictor from the model based on N locations. Then we have three types

of errors in the prediction.

The first type is the approximation error determined by the function class F

and relates to the capacity of a model. It is defined as the risk between the true

process Y (s0) and the optimal predictor as a function in F , where the optimal pre-

dictor in F is Ŷ opt
F (s0) = argmin

Ŷ (s0)∈F
R(Ŷ (s0), Y (s0)). The second type is the estima-

tion error affected by the complexity of F and relates to the generalization power

of the model, defined as the risk between Ŷ opt
N (s0) and Ŷ opt

F (s0), where Ŷ opt
N (s0) =

argmin
ŶN (·)∈F

1
N

∑N
n=1 L{ŶN(sn), z(sn)}. The third error is the optimization error, which is

the empirical risk between Ŷ opt
N (·) and ŶN(·) over the training data.

The function class of Kriging, FUK , is the space of linear functions of both x(s0)

and z taking the form x(s0)Tβ+ zTα, while the function class of DeepKriging, FDK ,

is the function space generated by the DNN described in (5.5). In fact, with infinite

hidden neurons, the space FDK can be the space of continuous functions on the fea-

tures Xφ(s0) defined as C(Xφ), where Xφ(s0) is the embedded feature space generated
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by xφ(s0). In Lemma 2, we show that the optimal DeepKriging predictor defined

in (5.5) with a sufficient number of hidden neurons and finite loss has the largest

capacity in C(X (s0)). The detailed proof is provided in the Appendix A.2.2.

Lemma 2 (Universal approximation theorem in spatial prediction). With an arbi-

trary activation function, the DeepKriging predictor defined in (5.5) with sufficiently

many hidden neurons and finite loss satisfies that Ŷ opt
FDK (s0) = Ŷ opt

C(Xφ)(s0).

Theorem 1 follows immediately from Lemmas 1 and 2. It shows DeepKriging has

larger capacity than Kriging.

Theorem 1. Given a set of basis functions and the corresponding basis matrix Φ

has rank N (K ≥ N), the DeepKriging prediction with a sufficient number of hid-

den neurons has larger capacity than the Kriging prediction with any covariance

function in terms of minimizing the approximation error under certain loss, i.e.,

E{L(Ŷ opt
FDK (s0), Y (s0))} ≤ E{L(Ŷ opt

FUK (s0), Y (s0))}.

Proof: From Lemma 1, when Φ has rank N , FUK ⊂ C(Xφ). Thus from Lemma 2,

it shows that E{L(Ŷ opt
FDK (s0), Y (s0))} = E{L(Ŷ opt

C(Xφ)(s0), Y (s0))} ≤ E{L(Ŷ opt
FUK (s0), Y (s0))}.

To better understand the link between Kriging and DeepKriging, we have the

following remarks.

Remark 1. If Y (s) is a Gaussian process, the DeepKriging predictor with sufficient

hidden neurons and rank N basis matrix satisfies that Ŷ opt
FDK (s0) = E{Y (s0)|z} under

MSE.

Therefore, DeepKriging is more advantageous for model capacity or approxima-

tion error than Kriging, when both the number of hidden neurons and the rank of

basis matrix are large. However, this does not mean that DeepKriging is superior

to Kriging because the estimation error exists. The prediction from finite training
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samples or observations z may not be generalized on the unobserved locations. The

generalization issue is considered as the oracle and asymptotic property of the maxi-

mum likelihood estimation (MLE) (Fan and Li, 2001) in the fields of Kriging, and as

over-fitting in the DeepKriging framework. Generally speaking, the model complexity

of DeepKriging is much larger than Kriging, which can lead to larger estimation error.

However, when the sample size is large, the difference can be significant reduced. The

optimization error comes from the numerical optimization in the model training. We

do not discuss this part in theory but it can significantly affect the model performance

in practice.

In summary, assuming the number of basis functions and hidden layers are suffi-

ciently large, then DeepKriging has a larger model capacity than Kriging, but may

be less stable, especially when the size of training data is small.

5.4.3 DeepKriging as a Gaussian process

Although DeepKriging does not require the distributional assumption of Y (s), it

can induce a Gaussian process (GP) representation similar to Kriging. We follow

the Bayesian learning framework proposed by Neal (2012) and Lee et al. (2017)

to illustrate the property. As a special case of (5.5), consider the three-layer and

regression-type DeepKriging model with Y (s) = b2 +
∑L1

j=1 w2ja1j(s), where a1j(s) =

ψ1(b1j +
∑K

k=1w1kxφk(s)). In Bayesian learning, the bias and weights are typi-

cally assumed to be b2, b11, . . . , b1,L−1
iid∼ (0, σ2

b ), w21, . . . , w2,L1

iid∼ (0, σ2
w/L1), and

w11, . . . , w1K
iid∼ (0, σ2

w). Note that Y (s1), . . . , Y (sN) is a sum of identically indepen-

dent random vectors. From the multidimensional central limit theorem, any combi-

nation of Y (s1), . . . , Y (sN) follows a multivariate Gaussian distribution as L1 goes

to infinity. Therefore, Y (s) is a Gaussian process with zero mean and covariance

function C(si, sj) = E{Y (si)Y (sj)} = σ2
b + σ2

wE{a11(si)a11(sj)}.

For a DNN with more hidden layers, Lee et al. (2017) provides the covariance func-
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tion in a recursive way, C l(si, sj) = σ2
b + σ2

wFψ(C l−1(si, sj), C
l−1(si, si), C

l−1(sj, sj)),

where Fψ(·) is a deterministic function that depends only on the activation function ψ.

For the base case, C0(si, sj) = σ2
b + σ2

w{xφ(si)xφ(sj)/(P +K)}. The aforementioned

results require the assumption of infinite hidden neurons in each layer. However,

when the prior distribution of weights and biases is Gaussian, the limit is not needed.

We start from the most trivial case by letting the activation function in the hidden

layers to be an identity function ψl(x) = x and x(s) to be a constant. Then Y (s)

becomes a linear function of the basis functions φ(s), i.e., Y (s) = bc+wT
c φ(s), where

bc and wc are combined bias and weights. In this case, the covariance function is

C(si, sj) = σ2
bc

+σ2
wcφ(si)

Tφ(sj), which is the basis approximation of spatial covariance

function. In this sense, DeepKriging can be centered on a parametric spatial process

model with the basis functions selected to approximate the spatial covariance function.

When the activation function is not an identity function but ReLU used in the

DeepKriging in the hidden layers, we can still have a basis approximation since ψ(b+

x) ≈ b + x for large b. It also has an explicit form in general proposed by Cho and

Saul (2009), which is also the corresponding covariance function of DeepKriging:

C l(si, sj) = σ2
b +

σ2
w

2π

√
C l−1(si, si)C l−1(sj, sj)

{
sin θl−1

i,j + (π − θl−1
i,j ) cos θl−1

i,j

}
, (5.9)

where θli,j = arccos
(
C l(si, sj)/

√
C l(si, si)C l(sj, sj)

)
.

From the results, we can find that DeepKriging also considers the spatial de-

pendence of x(s) in the covariance function, which is called the covariate-dependent

covariance function in the Kriging framework (Reich et al., 2011a; Ingebrigtsen et al.,

2014). However, common Kriging methods only assume that the covariance function

only depends on s.

The induced covariance function of DeepKriging can also possess favorably physi-

cal interpretations. For example, the Matérn covariance function is the most popular
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choice in Kriging because it relates a stochastic partial differential equation (SPDE)

of Laplace type (Whittle, 1954). Likewise, Neal (2012) provided an example of DNN

induced GP that can approximate a fractional Brownian motion. The GP representa-

tion also implies that the embedding layer in the DeepKriging can bring more flexible

spatial covariance structures than simply using the coordinates, which is shown in

the Theorem 2.

Theorem 2. Consider a three-layer and regression-type DeepKriging model without

the covariates x(s). The covariance function of Y (s) for any two nearby locations

has the form C(si, sj) = v(si) + v(sj) − c‖φ(si) − φ(sj)‖2, where φ(s) is the basis

vector at location s, v(s) > 0 related to the variance when si = sj, and c is the scaling

parameter.

The proof is shown in the Appendix A. As its special case, if only the coordinates

are used in the features, then ‖φ(si) − φ(sj)‖2 = ‖si − sj‖2, v(si) = v(sj) = v and

C(si, sj) = v − c‖si − sj‖2.

As an implication of Theorem 2, we can see how the DeepKriging induced covari-

ance function can approximate the common stationary covariance functions in spatial

statistics. Let the basis functions be φl(s) = k(s,ul) from some kernel function k and

knot ul. If the ul forms a fine grid of knots covering the spatial domain, then

||φ(si)− φ(sj)||2 =
L∑
l=1

{k(si,ul)− k(sj,ul)}2 ≈
∫
{k(si,u)− k(sj,u)}2du

=

∫
k(si,u)2 + k(sj,u)2 − 2k(si,u)k(sj,u)du.

Note that the third term is the kernel convolution approximation to the covariance

function. (Higdon, 2002) shows that by selecting the appropriate kernel function, you

can approximate any stationary spatial covariance function. Therefore, the associated

covariance function of DeepKriging is also connected to the common spatial covariance

functions.
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5.5. Simulation studies

5.5.1 DeepKriging prediction on a Gaussian process

We start from a simple one-dimensional stationary Gaussian process (GP) as our ex-

ample, where the Kriging prediction is optimal, to validate the DeepKriging method,

and to compare to the common practice that only includes the coordinates in DNNs

for capturing the spatial dependence for the spatial prediction. The simulated data

are generated from a GP with a constant mean, Z(s) = µ+ ν(s) + ε(s), where µ = 1,

ν(s) is zero mean GP with an exponential covariance function C(si, sj) with variance

σ2 = 1 and range parameter ρ = 0.1, i.e. C(si, sj) = σ2 exp{−‖si − sj‖/ρ}, and

ε(s) is Gaussian white noise with the nugget variance, τ 2 = 0.01. We generate 100

replicates from the Gaussian process with 1, 000 equally spaced locations over [0, 1],

among which 800 locations are randomly selected as training data.

In this example, there is no observed covariates except for the intercept, i.e.,

x(s) = 1 for any s ∈ R. Three different scenarios are considered in the simulation:

DNN with x(s) = 1 only, DNN with x(s) and coordinate s, and DeepKriging with

x(s) and embedding layer. We also compare to a Kriging prediction with the true

exponential covariance function and the Kriging prediction with an estimated Matérn

covariance function with the smoothness parameter set to 1.5. The predictions related

to Gaussian processes and deep learning are implemented using GPy library (GPy,

2012) and Keras library (Ketkar et al., 2017), respectively.

Figure 5.2 shows the prediction for whole datasets of one sample using the five

predictors. It can be seen that DNN with the intercept only predicts the mean of the

process. Although including the coordinate s in DNN can provide better results, it

fails to capture the high-frequency variability and cannot reflect the spatial correla-

tions of the true process. On the other hand, DeepKriging and Kriging predictors are

almost overlapped on both training and testing sets.
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To further validate the performance, Table 5.1 shows the root mean squared error

(RMSE) and mean absolute percentage error (MAPE) on the testing set over 100

replicates, where MAPE is defined as 1
Ntest

∑Ntest

n=1
Ypred−Ytrue

Ytrue
, Ntest is the number of

testing samples, Ypred is the predicted value and Ytrue is the true value. As the MMSE

predictor, the Kriging prediction with the true covariance function has the smallest

RMSE. However, we can see that the performance of DeepKriging is comparable

to the two Kriging predictors for Gaussian processes and significantly outperforms

the classical DNN models. Besides, the MAPE of DeepKriging is smaller than the

Kriging with an estimated covariance function. This simulation study shows that even

for Gaussian processes, DeepKriging may provide a prediction as good as Kriging.
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Figure 5.2: The prediction results for one dataset generated from a Gaussian Process.
The blue dots are the simulated samples from the GP simulation. The solid lines are
the prediction results from five different models: DNN with intercept only (blue
line), DNN with both intercept and coordinates (magenta line), DeepKriging (red
line), Kriging with the true exponential covariance function (grey line), and Kriging
with an estimated Matérn covariance function (black line).
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Table 5.1: Root mean squared error (RMSE) and mean absolute percentage error
(MAPE) from the five predictions of a Gaussian process. Standard deviations across
100 datasets are given in parentheses. Kriging I and II are the Kriging prediction from
a true exponential covariance function and an estimated Matérn covariance function,
respectively. DeepKriging is the DeepKriging prediction based on the mean square
loss. DNN I and DNN II are the DNN prediction with intercept and with both
intercept and coordinates, respectively.

Models Kriging I Kriging II DeepKriging DNN I DNN II
Mean SD Mean SD Mean SD Mean SD Mean SD

RMSE .160 .010 .166 .009 .171 .010 .845 .176 .294 .025
MAPE .521 .337 .556 .407 .548 .390 2.955 1.354 .903 .730

5.5.2 DeepKriging prediction on a function with nonstation-

ary feature

The second example focuses on two-dimensional data with nonstationary feature so

that the procedure is designed to resemble the real data in Section 5.6. The goal is

to approximate a computationally expensive simulation with the true function:

f(s) = sin{30(s̄− 0.9)4} cos{2 ∗ (s̄− 0.9)}+ (s̄− 0.9)/2,

where s̄ = (sx+sy)/2, and s = (sx, sy)
T ∈ R2. A similar example is evaluated in many

computer experiments (Ba et al., 2012; Xiong et al., 2007), where both Kriging and

neural networks are popularly applied. In our simulation, N = 900 observations are

sampled on a 30× 30 square grid of locations spanning [0, 1]2 (Figure 5.3a). The func-

tion shows obvious nonstationary features in space since the smoothness in the region

of [0, 0.4]2 is significantly smaller than that of [0.4, 1]2. To examine the prediction, we

use the 10-fold cross-validation to show the performance of DeepKriging, Kriging and

the baseline DNN only with coordinates s. We calculate the mean squared error and

mean absolute error, which are shown in the first two rows of Table 5.2 and Figure

5.3(b).

DeepKriging significantly outperforms Kriging in the simulation, because the Krig-
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ing prediction that assumes a stationary covariance function. In contrast, due to the

universal approximation theorem, DeepKriging is expected to approximate any func-

tion in 2D, even if it is nonstationarity. On the other hand, a baseline DNN is also

better than Kriging in this example because it also satisfies the universal approxima-

tion theorem. However, it is worse than DeepKriging for a relatively small depth of

neural networks as we have explained in the Section 5.3.
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Figure 5.3: (a) Visualization of the simulated data as an image. The data are gener-
ated from f(s) = sin{30(s̄−0.9)4} cos{2(s̄−0.9)}+(s̄−0.9)/2, where s̄ = (sx+sy)/2,
and s = (sx, sy)

T ∈ [0, 1]2. (b) The boxplots of the 10 mean squared errors based
on the 10-fold cross-validations from DeepKriging (blue), baseline DNN (green), and
Kriging (yellow).

Table 5.2: The model performance based on the 10-fold cross-validation. We choose
the mean squared error (MSE) and mean absolutely error (MAE) as the validation
criteria. The results are the mean and standard deviation (SD) of the 10 sets of
validation errors.

Parameters DeepKriging Baseline DNN Kriging
Mean SD Mean SD Mean SD

MSE (×10−4) 0.43 .0.68 0.94 1.32 2.90 3.50
MAE (×10−3) 3.66 2.80 5.14 2.82 6.25 1.58

5.5.3 DeepKriging is non-linear in observation

Although the DeepKriging predictor is not assumed to be linear in observations

in Kriging, it is important to investigate how the predictor is linked with the ob-
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servations. We designed a simulation with 100 observations generated by Z(s) =

Y (s)1{Y (s)>0} + ε(s), where Y (s) = 10 cos(20s) and s ∈ [0, 1], the coordinates s are

regularly located in [0, 1], and ε(s)
iid∼ N(0, 1). The simulated data Z(s) and signal

Y (s) are shown in Figure 5.4(a). The figure also shows the prediction results from

both Kriging and DeepKriging, which are almost identical.

To examine the non-linear relationship between a training observation and the

prediction, we replace the observation z(s) at s = 50 by m = 50 different values and

drop the observation z(s+1) in the model training, in order to get the prediction Ŷ (s+

1). By doing so, we are able to test the relationship and sensitivity of z(50) on Ŷ (51)

for both methods. The results in Figure 5.4(b) show that the Kriging predictor is

linear in observation, while the DeepKriging provides an obviously nonlinear predictor

in observation. This simulation study shows that although the prediction values of

Kriging and DeepKriging are almost identical, the underlying relationship between

predictor and observations is totally different.
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Figure 5.4: (a) The visualization of the simulated data and prediction. The observa-
tions (blue dots) z(s) are generated by the the signal (green line) Y (s)1{Y (s)>0}+ε(s),
where Y (s) = 10 cos(20s), with standard Gaussian noise. The prediction of Kriging
(purple line) and DeepKriging (red line) are almost identical. (b) The relationship
and sensitivity of z(50) on Ŷ (51) from Kriging (red line) and DeepKriging (blue line)
prediction. The x-axis shows 50 different values of z(50) in the model training and
the y-axis shows 50 predicted values of Y (51) provided that z(51) is not used.
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5.5.4 Computational time of DeepKriging

Based on the same simulation setting in Section 5.5.3, we investigate the computa-

tional time of DeepKriging compared to Kriging with different sample size N . Both

the number of epochs for DeepKriging and maximum number of iterations for Kriging

are set to 200. Figure 5.5 shows the comparison results. Although Kriging is faster

for small sample sizes (N < 1, 500), DeepKriging is much more scalable when the

sample size increases. For example, when N = 12, 800, which is the largest sample

size we have considered, it takes more than 1.5 hours (5, 663 seconds) to train a Krig-

ing model, which makes Kriging computational infeasible for larger N . However, for

the same data size, DeepKriging only costs 3.5 minutes (214 seconds) without GPU

acceleration and 1.5 (94 seconds) minutes with a Tesla P100 GPU. Note that the GPU

we use is freely accessed in Kaggle. For a more powerful GPU, the computational

cost will be further reduced.
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Figure 5.5: The computational time in seconds (log10 scale) of DeepKriging and
Kriging for different number of observations N . The green line is the computational
time of Kriging. The blue and green lines are the computational time of DeepKriging
based on a Tesla P100 GPU and a 2.5 GHz Intel Core i7 CPU, respectively.
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5.5.5 The uncertainty quantification of DeepKriging

The simulated data is generated by a Gaussian mixture model:

Z(s) = {sin(5s) + 0.7 + τ1(s)}π(s) + {2 sin(8s) + τ2(s))}(1− π(s)),

where τ1(s)
iid∼ N(0, 0.22), τ2(s)

iid∼ N(0, 0.32), π(s)
iid∼ Bernoulli(0.5), and τ2(s), τ2(s),

and π(s) are mutually independent. Observations are drawn from 2, 500 regularly

spaced locations in [0, 1], where 2, 000 are training samples and 500 are testing sam-

ples.

Figure 5.6 shows the prediction results on both training and testing samples. The

advantage of DeepKriging is obvious for the uncertainty quantification. The process

is heteroscedastic with an obviously large variance when s is larger than 0.8. The

heteroscedasticity is well captured by the DeepKriging but missed by the Kriging. As

a result, the prediction band of the Kriging is too narrow for large s and two large

for small s.

In addition, numerical evaluations on testing samples are used for the comparison

based on the root mean squared error (RMSE) and average quantile loss (AQTL).

AQTL is defined by AQTL =
∑99

t=1

∑N
n=1({z(sn) − Q̂(t/100)}[t/100 − 1{z(sn) ≤

Q̂(t/100)}]), where Q̂(t/100) is the estimated t-th percentile. The results show that

the RMSE of the Kriging (0.490) is comparable to DeepKriging (0.485). But, in terms

of the quantile loss, the AQTL of the Kriging (60.47) is much larger than that in the

DeepKriging (0.12), which further shows that Kriging is a only a good estimation in

terms of the mean squared error including the mean and variance, but cannot reflect

other important properties such as quantiles.
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Figure 5.6: The prediction results of a Gaussian mixture model. The blue dots are
the observations simulated from the Gaussian mixture model. The solid lines are
the true process (yellow) and its prediction from the DeepKriging (red) and Kriging
(blue) . The dashed lines are 95% prediction band from the DeepKriging (red) and
Kriging (blue).

5.6. Application to PM2.5 exposure across the continental

U.S.

PM2.5, fine particulate matter of less than 2.5 µm, is a harmful air pollutant. Its

adverse effects are associated with many diseases such as respiratory disease (Peng

et al., 2009) and myocardial infarction (Peters et al., 2001) and thoroughly reviewed

by Organization et al. (2013). Therefore, it is essential to obtain a high-resolution

map of PM2.5 exposure in order to investigate and assess its impact.

The Air Quality System (AQS) database provides ambient air monitoring data

collected by U.S. Environmental Protection Agency (EPA) and other air pollution

control agencies. The measurements of pollution concentrations from monitoring

networks are the best characterization of the concentration of PM2.5 at a given time
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and location. However, there are less than a thousand monitoring locations sparsely

distributed over the U.S. so that the monitoring data are out of spatial and temporal

alignment with health outcomes. On the other hand, it is known that PM2.5 concen-

tration is associated with meteorological conditions such as temperature and relative

humidity (Jacob and Winner, 2009), where the meteorological data or data products

are often easy to access have good spatial coverage and resolution. Therefore, the

interpolation of PM2.5 concentration by making use of from monitoring networks and

other meteorological data has been a common and promising field research (Di et al.,

2016).

The modeling and prediction of PM2.5 concentration is challenging. First, PM2.5

concentration data are obviously non-Gaussian, and thus the classical Kriging meth-

ods have some shortcomings. Second, the data from monitoring locations are irregular

and sparse, but many interpolation methods require lattice data. Third, it is more

important to understand the risk of high pollution and predict pollution levels, such

as low, medium and high. Statistically, these two questions are related to estimating

the probability over a threshold and classification problem, respectively. Quantile re-

gression and convolutional neural networks have been employed recently to overcome

some of the above issues (Reich et al., 2011b; Porter et al., 2015; Di et al., 2016).

However, a method for all of the aforementioned tasks has not yet been sufficiently

developed.

Therefore, we use the proposed DeepKriging method for spatial prediction of

PM2.5 concentrations using meteorological variables. Meteorological data were ob-

tained from NCEP North American Regional Reanalysis (NARR) data, with a spatial

resolution of about 32 × 32 km. A total of six meteorological variables are used in

this study: 1) air temperature at 2 m, 2) relative humidity at 2 m, 3) accumulated

total precipitation, 4) surface pressure, 5) u-component of wind, and 6) v-component

of wind at 10 m. Since the units of the variables are different, we use min-max
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normalization to rescale the data.

As an example, we use the daily averaged data on June 05, 2019 of PM2.5 con-

centration (µg/m3) from 841 stations and six meteorological variables observed from

7, 706 locations. Since the coordinates from NARR and station data are not identical

and some of stations are too close to each other, we match the data at the spatial res-

olution of NARR by averaging the PM measurements from the monitoring stations.

After this matching, 604 stations remain available for the model training. We use the

10-fold cross-validation to verify the performance of DeepKriging. For comparison

purposes, we also show the results from Kriging and the baseline DNN only with

the six covariates and coordinates s. We calculate the mean squared error and mean

absolute error, which are shown in the first two rows of Table 5.3.

Since DeepKriging is suitable for spatial data classification, we threshold the PM2.5

concentrations by 12.0µg/m3, which is the standard for the annual mean and the

threshold between “good” and “moderate” levels for the daily mean of EPA national

ambient air quality standards (NAAQS) (EPA, 2012). We do not use the daily stan-

dard because too few observations are above the standard. Based on the classified

data, we can implement a binary classification by assuming the actual values of PM2.5

concentration to be unknown. Since Kriging is not feasible for binary data predic-

tion, we predict the continuous PM2.5 concentrations and then threshold the Kriging

predictions. We use 10-fold cross-validation to show the performance in the last row

of Table 5.3. It can be seen that DeepKriging significantly outperforms the Kriging

and baseline DNN in terms of both MSE and classification accuracy.

Once our model is fitted, we predict the PM2.5 concentration, the level of pollution

and the risk of high pollution level with the threshold 12µg/m3 at the unobserved

locations using the NARR data. Figure 5.7(a) is the raw PM2.5 station data from the

AQS database. Figure 5.7(b) shows a smooth map of predicted PM2.5 concentration

from DeepKriging. The predicted distribution information can be used to obtain
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Table 5.3: The model performance based on the 10-fold cross-validation. We choose
the mean squared error (MSE), mean absolute error (MAE), and the classification
accuracy (ACC) for predicting observation above 12.0µg/m3 as the validation criteria.
The results are the mean and standard deviation (SD) of the 10 sets of validation
errors.

Parameters DeepKriging Baseline DNN Kriging
Mean SD Mean SD Mean SD

MSE 1.632 .572 3.632 .925 3.361 .773
MAE .892 .103 1.448 .162 1.365 .178
ACC 95.2% 2.6% 89.6% 4.8% 88.5% 4.6%

the predicted risk (shown in Figure 5.7(c)), defined as P{PM2.5 > 12µg/m3}, where

12µg/m3 is a breakpoint of the AQI category from EPA. To further visualize the

difference between DeepKriging and Kriging, we also show the results with the Kriging

prediction in Figure 5.7(d). The results show that DeepKriging provides more local

features/patterns than Kriging.
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Figure 5.7: (a) The PM2.5 concentration (µg/m3) collected from monitoring stations.
(b) The predicted PM2.5 concentration using DeepKriging at 0.3 grid cells. (c) The
predicted risk, P{PM2.5 > 12µg/m3} of high pollution. (d) The predicted PM2.5

concentration using Kriging at 0.3 grid cells.
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Chapter 6

Concluding Remarks

6.1. Summary

In Chapter 2, a flexible method was proposed to model the spatially nonstation-

ary covariance function, including the local stationary and weighted local stationary

models as special cases. This model allows more complex nonstationary features with

interpretable parameterization that characterizes the degree of nonstationarity. An

efficient estimation approach was also developed and its performance was validated by

simulation studies. Motivated by the computational issue of climate model downscal-

ing, a fast high-resolution simulation method was developed. Compared with RCM

runs from traditional downscaling methods as the benchmark, the proposed model

can capture similar spatial nonstationarity in a more efficient way.

Different from the full likelihood method that estimates parameters directly, the

methodology in Chapter 2 approximates globally nonstationary covariance param-

eters by smoothing independently-estimated local covariance parameters, using the

fundamental theory of Taylor approximation. Similar to nonparametric function esti-

mation, a local polynomial representation was used for the spatially varying parame-

ter. This is also different from the usual local polynomial estimator in a nonparametric

regression model, where the approximation is about the mean function itself. After

all the unknown coefficients are estimated, the estimated spatially varying parameter

can be plotted and visualized as a smooth function in space.

The methodology in Chapter 2 can be also embedded into the Bayesian hierarchi-
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cal framework, where the polynomial terms can be viewed as hyper-parameters of the

spatially varying parameters. However, these parameters, which are in the covariance

function, are usually very sensitive to the priors, and sampling from a multi-layer

hierarchical model is computationally expensive.

In terms of high-resolution simulation, the method in Kleiber (2016) is more ef-

ficient by using the circulate embedding technique. For example, in Section 3.3 of

Kleiber (2016), simulating a realization at a grid of 120 × 98 = 11, 760 locations

only needs approximately 1 second, whereas around 15 minutes are required for the

proposed method in Chapter 2. However, this technique needs to estimate a spatial

deformation function and then simulate data at regularly spaced locations. Therefore,

it only works for regularly spaced spatial data, while the proposed method is suitable

for both regularly and irregularly spaced data.

In Chapter 3, the estimation of nonstationary covariance models was extended

to large-scale spatial process, where the model in Chapter 2 was also included. Use-

ful functions were developed into an R package called ExaGeoStatR. The package is

compatible with multiple hardware architectures such as multi-CPUs, multi-GPUs,

and distributed systems. By making use of both the existing algorithms for non-

stationary GPs and the computation power of multi-core architectures, the package

outperforms the existing packages for nonstationary covariance estimation and GP

simulation both in accuracy and efficiency. The package also makes the large-scale

inference for nonstationary spatial data possible.

In Chapter 4, a new SWG was proposed for high frequency rainfall that is capa-

ble of reproducing large quantities of zeros and extreme values. This model utilizes

skew-t random variables with a censoring mechanism to simultaneously drive both the

occurrence and intensity of rainfall. By applying a VAR model for spatio-temporal

dependence, the inference can be achieved simply by maximizing the likelihood func-

tion.
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The SWG in Chapter 4 was applied to a rarely assessed and fine-scale precipitation

dataset collected by an acoustic rain gauges every 30 seconds and spatially around

10− 100 meters. The results show that the SPG can generate high-intensity rainfall

better than the baseline model with Gaussian errors. The SWG can also be used

for prediction purposes, and its performance was shown to be comparable to LSTM,

a modern deep learning method. Compared to the LSTM, this SWG can provide

uncertainties and is more interpretable.

In Chapter 5, a new spatial prediction model called was proposed using neural

networks, and it incorporated the spatial dependence by a set of basis functions. This

model does not assume parametric forms of covariance functions or data distributions,

and is generally compatible with nonstationarity, non-linear relationships, and non-

Gaussian data.

Classical Kriging methods consider their prediction as a linear combination of

observations, which impedes their interaction with several machine learning frame-

works. Some evidence of the equivalence between Kriging and radial basis functions

interpolation has been shown since 1981 in Matheron (1981). However, without the

modern machine learning tools, only a linear combination and a limited number of

radial basis functions have been investigated, which are viewed as a less favorable

choice to Kriging (Dubrule, 1983, 1984). The method in Chapter 5 provides a new

perspective on deep learning and a large number of basis functions. The DeepKrig-

ing was shown to be superior to Kriging both theoretically and numerically in the

simulation and real application.

From the practical perspective, spatial prediction resembles the super-resolution

and image in-painting in computer vision, in which CNNs are the dominant tools.

Although both DeepKriging and CNNs can incorporate the spatial information, their

objectives and applicable fields are different. CNNs are designed for images with

gridded observed pixels as features and large training labels as the ground truth. They
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fill the missing pixels by filtering a patch of observed images and do not require other

values as covariates. However, DeepKriging is designed for spatial fields or images only

with sparse observations, where each observed pixel is viewed as a sample of response.

It fills the missing pixels by the embedding of their coordinates and other covariates in

DNN. Thus, DeepKriging is more suitable for environmental applications, for which

high-resolution or full maps are often unavailable.

6.2. Future research work

The nonstationarity index mentioned in Chapter 2 can be further extended to build a

nonstationarity test. The null hypothesis is that the slope parameters are zeros. This

can be achieved either by a likelihood ratio test based on the maximized likelihood

ratio between WS0 and NS1, or the Wald test based on the estimations of slope

parameters. Future research is also needed for developing automatic and adaptive

partitioning criteria. Although the models in Chapter 2 are less sensitive to region

partitioning than the weighted local stationary model, making use of some validation

tools or the information from covariates (see Risser et al. 2016) could further help

optimize the region partition. Another option would be to use the “criterion for spatial

aggregation” methodology derived by Bradley et al. (2017), where the climatological

concerns can be reflected.

The nonstationary GP inference of ExaGeoStatR in Chapter 3 can be extended to

incorporate more flexible models in spatial and spatio-temporal modeling. Currently,

ExaGeoStatR only support the estimation and simulation with nonstationary Matérn

covariance functions capturing by three spatially varying parameters. However, other

types of nonstationarity can be considered, such as the nonstationarity in nugget

effect and anisotropy. It is also worth to consider the uncertainty and prediction

using ExaGeoStatR, such as including the second-order optimization algorithms and

Kriging prediction.
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In addition, many more models can be accelerated by ExaGeoStatR, although

it has already included a rich family of covariance models. The major advantage of

ExaGeoStatR is the acceleration in the operation of covariance matrix using multi-

core systems. Therefore, if the most computationally expensive part of an algorithm is

the optimization of an objective function involving a covariance matrix, ExaGeoStatR

can contribute the computation significantly.

In Chapter 4, only the VAR framework with a linear spatio-temporal dependence

was considered, but the model can be generalized by considering other spatio-temporal

dependences. One situation was discussed in Tadayon and Khaledi (2015), where a

Bayesian hierarchical model was used with only skew-normal error and purely spatial

dependence. Another possibility is to use a censored multivariate skew-symmetric

distribution. However, the associated inference might be challenging, since likelihood

functions do not have a closed form as in Chapter 4. The main reason is that skew-

symmetric random variables do not retain all of the desired properties when they

become Gaussian or student-t random variables, e.g., they are not closed under con-

volution or conditioning. Thus, some existing results under certain assumptions, such

as additive models, or solutions derived from conditional distributions, such as the

Kriging predictor, would no longer hold in skew-symmetric cases.

Furthermore, in Chapter 4, we parameterize the autoregression matrix, which

reduces the number of parameters while taking spatial information into account. Al-

though such a parameterization fits the purpose well, some limitations exist. First,

a covariance function was selected to construct the autoregression matrix, which im-

plies that the single-site temporal correlation is homogenous across many locations.

Second, the correlation matrix only allows for a positive correlation among locations,

whereas an autoregression matrix could also have negative correlations. Last, a suffi-

cient condition was imposed on the parameters in the spatial covariance function to

achieve temporal stationarity. However, it is more favorable to have a necessary and
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sufficient condition to ensure the stationarity.

In addition, the proposed spatio-temporal model for SWG belongs to DSTM

framework in Cressie and Wikle (2015) and Wikle et al. (2019). In the dissertation,

I assume a non-Gaussian process with VAR dependence and the transition matrix

is quantified by covariance function. Howevr, more physically-based parameteriza-

tions of the transition matrix in DSTMs should be compared, as well as other DSTM

models used in modeling rainfall (Sanso and Guenni, 1999).

The proposed DeepKriging framework in Chapter 5 can be extended to at least

three directions. First, DeepKriging connects the regression-based prediction and spa-

tial prediction. Therefore, many other machine learning algorithms can be applied

such as random forests (Liaw et al., 2002) and support vector regression (Drucker

et al., 1997). Second, DeepKriging is only applied to spatial prediction based on spa-

tial basis functions. However, it can be easily extended to spatio-temporal prediction

based on the spatio-temporal basis functions (Cressie et al., 2010). Third, DeepKrig-

ing is currently based on DNNs, but a CNN-based DeepKriging can be developed to

be potentially applied in more computer-vision tasks.
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De Marsily, G., Delay, F., Gonçalvès, J., Renard, P., Teles, V., and Violette, S. (2005).

Dealing with spatial heterogeneity. Hydrogeology Journal, 13(1):161–183.

De Oliveira, V., Kedem, B., and Short, D. A. (1997). Bayesian prediction of trans-

formed gaussian random fields. Journal of the American Statistical Association,

92(440):1422–1433.



145

DeGroot, M. H. (2005). Optimal Statistical Decisions, volume 82. John Wiley &

Sons.

Di, Q., Kloog, I., Koutrakis, P., Lyapustin, A., Wang, Y., and Schwartz, J. (2016).

Assessing PM2.5 exposures with high spatiotemporal resolution across the conti-

nental United States. Environmental Science & Technology, 50(9):4712–4721.

Diggle, P. J., Thomson, M. C., Christensen, O., Rowlingson, B., Obsomer, V., Gar-

don, J., Wanji, S., Takougang, I., Enyong, P., Kamgno, J., et al. (2007). Spatial

modelling and the prediction of loa loa risk: decision making under uncertainty.

Annals of Tropical Medicine & Parasitology, 101(6):499–509.

Doury, A., Somot, S., Gadat, S., Ribes, A., and Corre, L. (2020). Statistical emulators

for regional climate models: Preliminary results. EGU General Assembly 2020.

Drucker, H., Burges, C. J., Kaufman, L., Smola, A. J., and Vapnik, V. (1997). Support

vector regression machines. In Advances in neural information processing systems,

pages 155–161.

Dubrule, O. (1983). Two methods with different objectives: splines and kriging.

Journal of the International Association for Mathematical Geology, 15(2):245–257.

Dubrule, O. (1984). Comparing splines and kriging. Computers & Geosciences, 10(2-

3):327–338.

Durbán, M. and Glasbey, C. (2001). Weather modelling using a multivariate latent

Gaussian model. Agricultural and Forest Meteorology, 109(3):187–201.

El Saddik, A. (2018). Digital twins: The convergence of multimedia technologies.

IEEE MultiMedia, 25(2):87–92.
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APPENDICES

A Proof

A.1. Proof of Chapter 4

A.1.1 The equivalence between Equation (4.2) and Equations

(4.4)- (4.5)

Equation (4.4) can be derived directly from Equation (4.2) by lettingXt(s) = β′sYt−1(s)+

εt(s). Further, denote Equation (4.4) by Yt = g(Xt), then Xt(s) = β′sYt−1 +

εt(s) = β′sg(Xt−1) + εt(s). We note that each element εt(s) follows skew-t distri-

bution with mean zero and variance σt, which is linearly associated with a stan-

dard skew-t random variable for any t and s. Therefore, using the conditioning

representation of the standard skew-t random variable (Azzalini, 2013), we have

δt(s) =


Vt(s),

−Vt(s),

Wt(s) > 0,

Wt(s) ≤ 0,

where Vt(s) and Wt(s) are correlated standard

t random variables. Since εt(s) is a linear transformation of δt(s), we have εt(s) =

ct(s) +


Zt(s),

−Zt(s),

Wt(s) > 0,

Wt(s) ≤ 0,

with a fixed value ct(s). Therefore, we can obtain

(4.5) by combining terms.

A.1.2 The likelihood function in Equation (4.6)

The proof is an extension of the related methods in Koch and Naveau (2015), as we

generalize the error term to a non-Gaussian distribution.
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Denote the density function of {Yt(s); t = 1, . . . , T, s = 1, . . . , N} by h(Yt(s); t =

1, . . . , T, s = 1, . . . , N). Due to the Markov property of the VAR(1) process, the

density can be written as h(Yt(s); t = 1, . . . , T, s = 1, . . . , N) =
T∏
t=2

h(Yt|yt−1). Since

zt(s) are mutually independent for any t and s, ut(s) is given, and σt(s) only de-

pends on Yt−1, we can conclude that, conditional on Yt−1, Yt(s) = (β′sYt−1 +

εt(s))1{β′sYt−1+εt(s)>ut(s)} as a function of zt(s) are mutually independent for any t

and s. Therefore, we have h(Yt(s); t = 1, . . . , T, s = 1, . . . , N) =
T∏
t=2

N∏
s=1

h(Yt(s)|yt−1).

Due to the censoring mechanism, the log-density of Yt(s), `, is a mixture of discrete

part `d and continuous part `c. When yt(s) > 0, Yt(s) = β′syt−1 + (b0 + b1Ȳt−1)Zt(s),

and Zt(s) follows a skew-t distribution with density fSST (x). By changing a variable,

in this case, we have

log{h(Yt(s)|yt−1)} =

[
log

{
fSST

(
yt(s)− β′sYt−1

b0 + b1Ȳt−1

)}
− log

{
b0 + b1Ȳt−1

}]
.

When yt(s) = 0, P{yt(s) = 0|yt−1} = P{yt(s) ≤ ut(s)|yt−1}. By writing Yt(s) as a

function of Zt(s), we can get that

logP{yt(s) = 0|yt−1} = log

{
FSST

(
ût(s)− β′syt−1

b0 + b1Ȳt−1

)}

Therefore, we have

log{h(Yt(s)|yt−1} =
T∑
t=2

N∑
s=1

`c1{yt(s)>0} + `d1{yt(s)=0}

=
T∑
t=2

N∑
s=1

1{yt(s)>0}

[
log

{
fSST

(
yt(s)− β′syt−1

b0 + b1Ȳt−1

)}
− log

{
b0 + b1Ȳt−1

}]

+
T∑
t=2

N∑
s=1

1{yt(s)=0} log

{
FSST

(
ût(s)− β′syt−1

b0 + b1Ȳt−1

)}
.
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A.2. Proof of Chapter 5

A.2.1 Proof of Lemma 1

Let the covariance matrix associated with the random process ν(s) be Σν , where

Σν
i,j = C(si, sj). We can build a spatial random effect process µ(s) = φ(s)Tη with

Cov(η) = Φ−1
R Σν(Φ−1

R )T , where Φ = {φ(s1), . . . ,φ(sN)} is an N × K basis matrix

with rank N , and Φ−1
R is the right inverse of Φ. From the result of Banerjee (1973),

the right inverse exists. Hence, Cov(η) is also a valid covariance matrix and Cov(µ) =

Cov(ν) = Σν , where µ = {µ(s1), . . . , µ(sN)}T and ν = {ν(s1), . . . , ν(sN)}T .

Therefore, the Kriging prediction of µ(s) is the same as that of ν(s) as shown

in the Equation (5.2), such that Ŷ UK
µ (s0) = Ŷ UK

ν (s0). On the other hand, based on

the spatial random effect representation of µ(s), we can get the equivalent fixed rank

Kriging prediction shown in the Equation (5.8), such that Ŷ UK
µ (s0) = Ŷ FRK

µ (s0) =

x(s0)T β̂ + φ(s0)T α̂. Therefore, Ŷ UK
ν (s0) = x(s0)T β̂ + φ(s0)T α̂.

A.2.2 Proof of Lemma 2

Without loss of generality, we consider the mean squared loss in the prediction. The

universal approximation theorem (Theorem 2.3.1 of Csáji (2001)) shows that ∀f ∈

C(X (s0)), ∀ε > 0: ∃n ∈ N and certain choice of weights and biases, such that

‖f(s0)−Anf(s0)‖ < ε, where Anf is the mapping from the standard multilayer feed-

forward networks with a single hidden layer that contains n hidden neurons. Then

we have

lim
n→∞

‖f(s0)− Aopt
n f(s0)‖2 = 0, (A.1)

where Aopt
n f(s0) is the optimal neural network that approximating f(s0).

In the context of spatial prediction, suppose the optimal prediction in C(X (s0))
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under, Ŷ opt
C(Xφ)(s0), minimize the mean squared loss, i.e.,

Ŷ opt
C(Xφ)(s0) = argmin

Ŷ (s0)∈C(X (s0))

E{‖Ŷ (s0)− Y (s0)‖2}.

Then, the mean squared loss of Ŷ opt
FDK (s0) satisfies

0 ≤ E{‖Ŷ opt
FDK (s0)−Y (s0)‖2}−E{‖Ŷ opt

C(Xφ)(s0)−Y (s0)‖2} ≤ E{‖Ŷ opt
FDK (s0)−Ŷ opt

C(Xφ)(s0)‖2}

Let f(s0) = Ŷ opt
C(Xφ)(s0) ∈ C(X (s0)) in (A.1), then Aopt

n f(s0) = Ŷ opt
FDK (s0) based on

the definition, hence we have lim
n→∞

‖Ŷ opt
FDK (s0)− Ŷ opt

C(Xφ)(s0)‖2 = 0. Also note that

‖Ŷ opt
FDK (s0)−Ŷ opt

C(Xφ)(s0))‖2 ≤ ‖Ŷ opt
C(Xφ)(s0)−Y (s0)‖2+‖Ŷ opt

FDK (s0)−Y (s0)‖2 ≤ 2‖Ŷ opt
FDK (s0)−Y (s0)‖2

and E{‖Ŷ opt
FDK (s0)−Y (s0)‖}2 <∞ by assumptions. Using the dominated convergence

theorem, we have

lim
n→∞

E{‖Ŷ opt
FDK (s0)− Ŷ opt

C(Xφ)(s0)‖2} = E{ lim
n→∞

‖Ŷ opt
FDK (s0)− Ŷ opt

C(Xφ)(s0)‖2} = 0.

As a result,

Ŷ opt
FDK (s0) = Ŷ opt

C(Xφ)(s0) = argmin
Y (s)∈C(Xφ)

E{‖Ŷ (s0)− Y (s0)‖2}}.

A.2.3 Proof of Theorem 2

Recall that the covariance function of Y (s) is C(si, sj) = E{Y (si)Y (sj)} = σ2
b +

σ2
wE{a11(si)a11(sj)}. Note that E{a11(si)a11(sj)} = 1

2
[Var{a11(si)}+ Var{a11(sj)}]−

1
2
E{[a11(si)− a11(sj)]

2}.

Therefore, when si is close to sj, we have ψ1(x)− ψ1(y) = α(x− y) for a smooth

activation function, where α is a scaling coefficient. When the covariates x(s) is not
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available, we have a11(s) = ψ1(b11 +
∑K

k=1W1kφk(s)). Thus E{[a11(si)− a11(sj)]
2} =

(ασw)2
∑K

k=1{φk(si)− φk(sj)}2

Then the covariance function for nearly locations is C(si, sj) = σ2
b+

σ2
w

2
[Var{a11(si)}+

Var{a11(sj)}]− (ασ2
w)2
∑K

k=1{φk(si)−φk(sj)}2 ≡ a(si)+a(sj)−c‖φ(si)−φ(sj)‖2
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B Codes and Data Sources

B.1. Codes and Data of Chapter 2

The R codes used in this study can be found on the website:

https://github.com/aleksada/Nonstationary-estimation/tree/master.

The R codes of the 1D and 2D simulation studies are stored in 1d.simulation.Rmd

and 2d.simulation.Rmd, respectively.

The R codes of the application are stored in application.Rmd.

The data used in the application can be also found on the website:

https://github.com/aleksada/Nonstationary-estimation/tree/master

The related RCM runs can be downloaded from:

http://www.cccsn.ec.gc.ca/?page=dd-gcm

The related GCM runs can be downloaded from:

http://climate-modelling.canada.ca/data/cgcm3/cgcm3.shtml

B.2. Codes and Data of Chapter 4

The source code in this work is available on the following repository:

https://github.com/aleksada/Multisite HighFreq PG.

B.3. Codes and Data of Chapter 5

• The source codes can be found in the following Github repository:

https://github.com/aleksada/DeepKriging.

• The methods are implemented in Keras, a library of both Python and R. Most

https://github.com/aleksada/DeepKriging
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of the codes of our study are written in Python. However, we also include some

simple examples of DeepKriging using Keras in R.

• The PM2.5 station data from AQS used in the application can be found in

https://aqs.epa.gov/aqsweb/airdata/download files.html.

• The meteorological data from NARR used in the application can be found in

https://psl.noaa.gov/data/gridded/data.narr.html

https://aqs.epa.gov/aqsweb/airdata/download_files.html
https://psl.noaa.gov/data/gridded/data.narr.html
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C Additional Tables and Figures

C.1. Additional Tables and Figures of Chapter 2
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Figure C.1: (a) A realization and (b) its increment of a GRF, Z(s) = σ(s)W (s), s ∈
[0, 1], where W (s) is a zero-mean stationary GRF with a Matérn covariance function
with parameters (τ, ν, λ) = (0, 1, 0.2) and σ(s) = 2 sin(s/0.15) + 2.8.

Figure C.2: The region of interest with the subregions numbered. The whole region
includes most of the North America in a rectangular area from (19.45°N, 157.71°W)
to (70.26°N, 35.72°W)
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Figure C.3: Preprocessed 1971 summer precipitation rate residuals (mm/day): five
GCM runs and one RCM run over the region shown in Figure C.2.

C.2. Additional Tables and Figures of Chapter 4

Figure C.4: Map of the University of Lausanne showing precipitation measurement
locations (red stars).
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Table C.1: Summary of the simulation study results. Every four rows list the es-
timated mean and standard deviation of a parameter from six scenarios for (ν, α).
Given a parameter, the first two rows show the results from the proposed skew-t
model, and the last two rows provide the results from Gaussian model for our com-
parison.

Parameters Scenarios (ν, α) (3, 0) (3, 5) (7, 0) (7, 5) (20, 0) (20, 5)

φ(= .25) Skew-t (mean) .260 .252 .229 .230 .234 .236
Skew-t (sd) .031 .037 .031 .039 .048 .035

Gaussian (mean) .119 .007 .160 .051 .211 .124
Gaussian (sd) .064 .016 .036 .040 .046 .036

b0(= .5) Skew-t (mean) .491 .509 .491 .507 .496 .507
Skew-t (sd) .018 .020 .010 .020 .007 .021

Gaussian (mean) .624 .825 .539 .671 .513 .620
Gaussian (sd) .049 .109 .009 .010 .006 .008

b1(= .5) Skew-t (mean) .485 .481 .530 .516 .483 .494
Skew-t (sd) .097 .069 .063 .051 .059 .054

Gaussian (mean) .387 .651 .534 .688 .480 .609
Gaussian (sd) .207 .242 .082 .099 .056 .070

α Skew-t (mean) .002 2.646 .059 4.020 .017 5.492
Skew-t (sd) .128 44.487 .188 30.631 .273 27.486
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Figure C.5: Distribution of rainfall data visualized using a normal quantile-quantile
(QQ) plot (only positive values). The figure implies a right skewness of the rain
distribution.
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