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Abstract—Reverse Time Migration (RTM) is a state-of-the-art
algorithm used in seismic depth imaging in complex geological
environments for the oil and gas exploration industry. It calculates high-resolution images by solving the three-dimensional
acoustic wave equation using seismic datasets recorded at various
receiver locations. Using a finite-difference time-domain (FDTD)
scheme, the time integration follows an adjoint-state formulation
with two successive phases, i.e., forward modeling and backward
integration. Each subsurface image is then generated during the
imaging condition that combines a forward propagated source
wavefield with a backward propagated receiver wavefield. RTM’s
computational phases are predominantly composed of stencil
computational kernels for the FDTD, applying the absorbing
boundary conditions, and I/O operations needed for the imaging
condition. In fact, RTM can be considered as an out-of-core
algorithm, which requires offloading to disk snapshots of the
domain solution at specific time intervals during the forward
modeling phase. During the backward time integration, these
snapshots are read back and synchronized at the corresponding
times. As far as optimizing the stencil computation, spatial
blocking represents the widely-adopted vendor-agnostic technique for increasing data reuse in the high-level of the memory
subsystem. In this paper, we integrate in RTM the asynchronous
Multicore Wavefront Diamond (MWD) tiling approach that
permits to further increase data reuse by leveraging spatial with
Temporal Blocking (TB) during the stencil computations. This
integration engenders new challenges with a snowball effect on
the legacy synchronous RTM workflow as it requires to deeply
rethink of how the absorbing boundary conditions, the I/O
operations, and the imaging condition operate. These disruptive
changes in cascade are necessary to maintain the performance
superiority of asynchronous stencil execution throughout the
time integration, while ensuring the quality of the subsurface
image does not deteriorate. We assess the overall performance
of the new MWD-based RTM and compare against traditional
SB-based RTM on various shared-memory systems using the
SEG Salt3D model. The MWD-based RTM is able to achieve
up to 60% performance speedup compared to SB-based RTM.
To our knowledge, this paper highlights for the first time the
applicability of asynchronous RTM executions, which results in
a higher simulation throughput and may eventually create new
research opportunities in improving the hydrocarbon extraction
for the petroleum industry.

Index Terms—Reverse Time Migration, Asynchronous image
Condition, Data Locality, Temporal blocking, High Performance
Computing, Oil and gas exploration;

I. I NTRODUCTION
Seismic depth imaging in exploration geophysics permits
to generate high-resolution subsurface images. These images
reveal Earth’s interior and provide crucial information for identifying its composition, for assessing the capacity of petroleum
deposits, for determining locations for expensive well drilling
locations, and even for improving extraction. In fact, seismic
processing is one of the key tools for reducing costs associated
with oil and gas exploration and exploitation. Migration is
the state-of-the-art underlying technology that constructs the
image from seismic data. Ray-tracing-based Kirchhoff integral
migration [1]–[3] is recognized for its flexibility and cheap
computational requirements but may suffer from low accuracy
in complex geological environments. Later, the Reverse Time
Migration (RTM) [4]–[6], based on the two-way wave equation, may address the numerical accuracy at the expense of
higher memory footprint and extensive demands on compute
capabilities [7].
The advent of massively parallel architectures with exascale
systems at the horizon represents a great opportunity for
researchers in computational science and engineering. However, to fully benefit from the hardware advances, scientific
applications have to embrace programming paradigm shifts,
e.g., communication-reducing and synchronization-reducing
optimizations. The reason is the decreasing ratio of memory
bandwidth to processing power [8] that renders data motion
as the main performance bottleneck at scale [9]. These trends
may appear disruptive for some legacy simulation codes,
including the RTM workflow, which may have slowed down
their adoptions.
In this paper, we propose to integrate asynchronous the
Multicore Wavefront Diamond (MWD) tiling technique from
GIRIH [10] into the heart of the RTM as its main stencil
computation engine. MWD has demonstrated performance
superiority against the traditional Spatial Blocking (SB) technique [11] in the context of pure stencil computation [12].
MWD leverages the bandwidth of the last level cache instead
of main memory and further increases data reuse thanks to
temporal blocking. This integration is much more than a
simple cut and paste approach. In fact, because the RTM
computational phases are fundamentally synchronous and rely

inherently on I/O operations, this translates into a seismic
redesign across the whole RTM. Indeed, MWD engenders a
snowball effect into the synchronous RTM, beyond the stencil
kernel itself, which impacts in cascade the absorbing boundary
conditions, the modeling phase, the imaging condition, and
the snapshotting stage. These comprehensive changes are
mandatory to maintain asynchrony and data locality during the
overall RTM simulation. We assess the numerical accuracy of
SB and MWD-based RTM on the final subsurface image using
the SEG Salt3D synthetic dataset. We deploy the complete
MWD-based RTM on various shared-memory systems and
show the perfromance breakdown of the RTM computational
stages on different grid sizes. The resulting MWD-based RTM
code achieves up to 60% performance speedup against SBbased RTM. To our knowledge, this is the first time the RTM
holistically experiences asynchrony. We believe this work
paves the way for the development of next-generation high
performance asynchronous RTM workflows.
The remainder of this paper is as follows. We present
related work in Section II and list our research contributions
in Section III. Section IV recalls the general computational
phases involved during the RTM simulation. We provide
detailed information on the MWD-based stencil computations
in Section V. Section VI introduces the MWD impacts on the
absorbing boundary conditions, the imaging condition and the
I/O snapshotting phase. Section VII describes implementation
details of the MWD-based RTM. Section VIII assesses the
numerical robustness of the MWD-based RTM using two
synthetic datasets. Section IX reports performance results on
various shared-memory systems and we conclude in Section X.

Our contributions are as follows. We introduce for the first
time a fully asynchronous Reverse Time Migration (RTM)
driven by the Multicore Wavefront Diamond (MWD) tiling
technique that leverages Temporal Blocking (TB) for efficient
cache reuse [31], [42]. This MWD-TB also implies, in return,
an asynchronous redesign of the snapshotting phase of the
domain solution along with the imaging condition computation. We perform a performance benchmarking campaign
on several shared-memory systems using the Salt3D synthetic
dataset. We highlight the throughput superiority achieved by
the asynchronous RTM based on MWD-TB compared to the
synchronous RTM based on the traditional Spatial Blocking
(SB) technique.

II. R ELATED W ORK

IV. T HE R EVERSE T IME M IGRATION

Maximizing performance of stencil computations on contemporary hardware architectures has received momentum in
the research community. The Spatial Blocking (SB) approach
for enhancing cache reuse appears to be the most widely
used technique for optimizing stencil kernels [13]–[16]. The
simplicity and flexibility of SB stencil kernels permits to
deploy them effortless on various cache-based architectures.
The roofline model provides insights on the occupancy of the
hardware resources and has demonstrated the memory-bound
nature of SB kernels [17]–[20]. Moreover, there are numerous
compiler-based projects developed to automate the generation
of stencil-based codes [21]–[26] or to even rely on domain
specific languages [27], [28]. While the user-productivity is the
main driver for these SB approaches, the inherent bulk synchronous parallelism may hinder performance due to limited
cache reuse. The Temporal Blocking (TB) approach further
improves data locality by adding another level of blocking
along the time dimension with a tiling mechanism [29]–[37].
TB may eventually decouple the stencil performance from
the bandwidth of the main memory, thanks to the continuous
hits on the last level cache. Some of this stencil work has
translated into software releases, e.g., [10], [27], [38], [39].
Recent works based on Multicore Wavefront Diamond (MWD)
tiling technique have further democratized TB by integrating

This section recalls the Reverse Time Migration (RTM) and
its computational phases needed to reveal Earth’s interior with
high fidelity.

challenging Convolutional Perfect Matched Layer (CPML)
as Absorbing Boundary Conditions (ABCs) [40]. CPML are
ABCs of choice in the oil and gas industry. Furthermore,
MWD-TB has powered the forward modeling phase during
a land survey [41] and has still maintained performance
superiority against its SB counterpart.
In this paper, we implement the full Reverse Time Migration (RTM) using MWD-TB stencil computations [31], [42].
The asynchrony introduced previously within the modeling
phase [41] now propagates through the remaining computational phases to complete the overall RTM. This requires not
only technical consolidations between the regular snapshotting
of the domain solution from the forward and backward time
integration phases but presents also numerical challenges due
to the imaging condition computation.
III. R ESEARCH C ONTRIBUTIONS

A. The 3D Acoustic Wave Equation
The acoustic wave propagation drives the RTM for seismic
depth imaging. During seismic acquisition, an acoustic wave is
emitted from a source, while receivers (geophones for land and
hydrophones for marine surveys) are located on the surface.
These receivers record displacement variations in time in terms
of seismic traces, which may eventually provide insights of the
underground composition. The corresponding second-order 3D
acoustic wave equation [4]–[6] is defined as follows:
∂ 2 P (x, t)
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where VP is the velocity of the P-wave that propagates in the
medium, P is the pressure, xs is the source position, s(t) is
the source time function, and δ is the Kronecker delta function
to impose a point source.
To solve Eq. 1, we set the initial conditions to 0.0 and
rely on Absorbing Boundary Conditions (ABCs) [43]. We
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discretize Eq. 1 with 3D Finite-Difference Time Domain
(FDTD) using 2nd -order in time and 8th -order in space on
regular Cartesian grids both in time and space, as follows:
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the 8th -order
where ∆t denotes the temporal sampling and Oii
spatial operator to evaluate the spatial second derivative along
index i. From Eq. 2, the 3D FDTD requires two arrays to
n
store the pressure at current and previous time steps (Pi,j,k
n−1
and Pi,j,k ) and one array for the medium velocity Vp .
Fig. 1 displays the 8th -order in space of the 3D finitedifference stencil.

C. Snapshotting of the Domain Solution
To generate the final subsurface image, the wavefield of
the domain solution needs to be dumped to a storage media
(e.g., main memory, local fast storage, or parallel file system)
at a certain frequency during the forward time integration.
Once the adjoint starts, the corresponding wavefield saved
during the forward time integration needs to be read back
from the storage media. So, both phases are connected via the
snapshotting operation performed at identical rendezvous in
time step. Depending on the RTM’s memory footprint requirements, the snapshots may not fit into main memory though.
So, the buffering technique becomes critical to mitigate the
expensive data movement, while overlapping communications
with useful computations [44]. Buffering may make the RTM
thinks that it has access to a large main memory capacity.
Once the two domain solutions are brought into memory
at corresponding time steps, the imaging condition can be
calculated, as explained in the next section.
D. Computing The Imaging Condition

Fig. 1: 3D finite-difference stencil with 8th -order in space with
constant coefficients.
Eq. 2 corresponds to the main computational kernels that
operate the forward/backward modeling phases, as explained
in the next section.
B. The Forward/Backward Modeling Phases
The modeling phase, which only corresponds to the forward
time integration of the RTM, is an important computational
phase by itself since it is used to estimate the velocity field.
The migration combines the forward modeling phase with its
adjoint backward time integration. It permits to advance the
solution in time followed by the backpropagation. From an
arithmetic complexity perspective, the two phases have the
same requirements. In particular, the stencil formulation in
Eq. 2 is typically optimized using the Spatial Blocking (SB)
technique [17]–[20] in legacy RTM codes. SB creates data
locality situations within the space dimensions that enables to
reduce data motion from/to main memory, while maximizing
bandwidth. The whole lattice grid of the domain solution is
computed at every time step before proceeding withe the next
time step. The march in time of the domain solution happens
in a global manner. While the corresponding implementation
may be straightforward, the coarse granularity and the bulk
synchronous parallelism of the stencil for both phases may
impede asynchrony and eventually hide opportunities for further data reuse. Last but not least, the two phases differ in the
snapshotting and imaging condition phases, as shown in the
next two sections.

The imaging condition phase operates during the backward
time integration at the same regular time steps of the snapshotting time step during the forward time integration. In practice,
the imaging condition works as follows. The source wavefield
travels underground until it encounters a reflector at a given
point in the three-dimensional space domain. A reflection
occurs and travels back up to the receivers (geophones for
land and hydrophones for marine surveys) located on the
surface. When the source and the receiver wavefields are in
the same place at the same time, this indicates the presence
of a reflector. This process is further amplified by the imaging
condition that sums up all these contributions from all the
seismic traces during the backward time integration at time interval of snapshotting. While the imaging condition continues
summing all the contributions, it also cancels out naturally the
unwanted contributions, which further distinguishes the shape
and location of the reflectors in the subsurface image at the
completion of the overall RTM. For the imaging condition
to work, it is essential that the various snapshotting of the
domain solution saved during the forward time integration are
read back during the backward time integration at the same
time step to ensure the amplification phenomena and ultimately
contribute in revealing the subsurface image.
Overall, the legacy RTM code naturally accommodates
coarse granularity in bulk synchronous parallelism within
the RTM computational phases as follows: computing the
whole grid solution at a given time step before moving
to the next time step (i.e., during the stencil computation
phase throughout the RTM), snapshotting the whole domain
solution at a given interval (i.e., during the forward time
integration), reading back the whole domain solution at the
same corresponding interval (i.e., during the backward time
integration), and calculating the imaging condition between
two seismic traces of the whole domain solution at the same
time step. In this paper, we propose to break the synchronous
behavior and embed fine-grained computations at the heart of

(b) Backward time integration.

(a) Forward time integration.

Fig. 2: Wave propagation based on MWD-TB.

the RTM by introducing the Multicore Wavefront Diamond
(MWD) tiling technique that leverages Temporal Blocking
(TB) for stencil computations. In return, this creates a snowball
effect engendering a mandatory redesign of all phases of
the RTM to favor asynchrony and fine-grained computations.
This paradigm shifts into the RTM presents some challenges
for the forward/backward time integrations, the snapshotting
phase and the imaging condition, which are described in the
subsequent sections.
V. A SYNCHRONOUS MWD-TB S TENCIL C OMPUTATIONS
This section recalls the asynchronous and fine-grained
design of the stencil computations based on the Multicore
Wavefront Diamond (MWD) tiling technique that leverages
Temporal Blocking (TB). The origin of MWD-TB comes from
the following observation of the hardware landscape evolution:
the ever-widening gap between the latency in clock cycles
of accessing an element of deep memory hierarchy, which
can be a thousand or more for DRAM and farther storage
media. MWD-TB focuses on data locality and reuse along the
time dimension by combining SB and TB benefits in a single
stencil kernel. As implemented in GIRIH [10], the key idea
of MWD-TB is to reuse a freshly computed lattice within a
thread group as many times as possible before evicting it from
a cache shared by multiple threads. This approach reduces
the overhead of expensive horizontal data motion between
thread groups and favor vertical data motion within the same
shared cache of a thread group. The performance of MWD-TB
is thus decoupled from main memory bandwidth, as opposed
to traditional SB schemes. However, a loop restructure of the
SB’s original nested loops is necessary, as discussed in [31],
[42]. Algorithms 1 and 2 recalls the description of the SB
and MWD-TB stencil kernels, respectively. MWD-TB has been
already deployed for the modeling phase [40] using Convolutional Perfect Matched Layer (CPML) as ABCs. While CPML
may be the most efficient ABCs for the RTM, they impact the
performance of MWD-TB due to challenging space-time data
hazards. The ABCs used in this paper are MWD-TB friendly

Algorithm 1 The modeling phase based on SB.
1:
2:
3:
4:
5:
6:

7:
8:
9:
10:
11:
12:

procedure SB(P , nt, lx, ly, lz, bsx, bsy, th)
. nt: number of time steps
. l{x, y, z}: length of X, Y and Z dimensions
. bs{x, y}: block size for X and Y dimensions
. th: number of threads
for n ← 1 to nt do
. time loop
. Iterations of the consecutive two parallel “for” loops are
processed by th threads.
parallel for x ←1 to lx step bsx do . blocking in X
parallel for y ← 1 to ly step bsy do . blocking in Y
for i ← (x − 1) bsx to x bsx do
for j ← (y − 1) bsy to y bsy do
for k ← 0 to lz − 1 do
update P [i][j][k]

since they do not slow down its time integration thanks to
space-only data hazards. Moreover, while SB operates by 3D
pencils in space of the domain solution, MWD-TB cuts the
3D domain in space and time and uses a diamond shape
domain as the monolithic computational task for the forward
and backward time integration phases of the RTM, as shown
in Fig. 2 for one-dimensional space and time. Each diamond
is then scheduled using OpenMP dynamic scheduler onto
groups of threads that share the same last level of cache
for maximizing the bandwidth. The challenges in integrating
MWD-TB into the full RTM are even greater the modeling
phase. Since the lattices are stamped with different time steps
across the whole domain solution, this violates the way the
traditional snapshotting phase and the imaging condition work,
as discussed previously in Section IV.
The next section explains how to consolidate the asynchrony
and fine-grained computation of the MWD-TB with the snapshotting phase and the imaging condition so that we can deploy
a full asynchronous RTM.

Algorithm 2 The modeling phase based on MWD-TB.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:

procedure MWD-TB-MAIN(P , nt, lx, ly, lz, th, th x,
nwf , th nwf )
. nt: number of time steps
. l{x, y, z}: length of X, Y and Z dimensions
. th: total number of threads
. th x: number of threads in x dimension
. nwf : size of wavefront block
. th nwf : size of wavefront per thread
in parallel with th/th x threads do
for each block blk in Y dimension do
if dependent blocks are finished then
Update P to setup the wavefront in X using SB
MWD-TB()
. process blk and proceed in time
Update P to complete the wavefront in X using SB
. Processes one diamond-shaped block in time and Y
dimension domain.
procedure MWD-TB(P , tb, te, xb, xe, yb, ye, zb, ze,
th x, nwf , th nwf )
. tb, te: beginning&end of time loop
. {x, y, z}{b, e}: beginning&end indices of x, y and z
. th x: number of threads in x dimension
. nwf : size of wavefront block
. th nwf : size of wavefront per thread
in parallel with th x threads do
for xi ← xb to xe by nwf do . blocking in wavefront
for n ← tb to te do
. time loop
for i ← xi to xi + nwf do
if (i/th nwf )%th x == tid x then
for j ← yb to ye do
for k ← zb to ze do
update P [i][j][k]

VI. A SYNCHRONOUS S NAPSHOTTING AND I MAGE
C ONDITION
Integrating the asynchronous MWD-TB into the RTM requires major changes in cascade of the snapshotting phase and
the imaging condition. Fig. 2 highlights the time integration
of the RTM in the context of MWD-TB using only onedimensional space and time for simplicity purposes. During
the forward time integration, the initial condition is represented
in gray with two lines due to the 2nd -order in time of Eq. 2.
The computation proceeds then in time within a diamond
shape, which allows data reuse of freshly computed lattices
(each lattice carries the pressure and the velocity field) along
the time dimension. This is accomplished by shuffling the
nested loops of SB (see Algorithm 1) and introducing another
blocking level in time (see Algorithm 2). One observes the
different time steps at which the various lattices are calculated,
thanks to the asynchronous MWD-TB execution. For the adjoint
backward time integration, the initial condition is now the
latest computed lattices from the forward time integration. The
time integration continues backward in time until completion.

When it comes to perform snapshotting during the forward
time integration, the time step of the domain solution is no
longer uniform. Moreover, since diamond computations can
dynamically progress in time in an asynchronous manner, a
snapshot of the whole domain solution is impossible. We can
regularly interrupt the MWD-TB execution flow just before
the time of snapshotting arrives but this will eliminate all
performance benefits observed against SB.
I(x, y, z) =

XX
SP

SP (x, y, z, t) ∗ RP (x, y, z, t)

(3)

t

This challenge also implies that the imaging condition,
defined in Eq 3 (summing over the shot points SP and
snapshotting times t of the source and receivers wavefields
correlation), has to interrupt the MWD-TB execution flow
during the backward time integration to match the time step
not only for reading the snapshots but also for summing all
reflector contributions.
We propose to revisit the intertwined snapshotting phase and
the imaging condition by consolidating them with the asynchrony and fine-grained computation of the MWD-TB stencil
kernel. The general theoretical rule to maintain accuracy of the
final image is that the snapshotting and the imaging condition
need to happen at the same time step. In the legacy RTM code,
this is ensured by operating on the whole domain solution at a
given time step. Herein, we further relax this rule by ensuring
instead that each pair of lattice points from the forward and
backward time integrations is manipulated at the same time
step. This means that during the imaging condition, we read
the snapshot of the diamond stored during the forward time
integration and perform the summation between two wavefield
seismic traces with the same time on a lattice-basis. With
this fine-grained approach for handling the imaging condition,
we can render the traditional RTM fully asynchronous and
maintain the performance superiority of MWD-TB over SB, as
previously reported in [31], [42].
VII. I MPLEMENTATION D ETAILS
We provide the implementation details of the synchronous
RTM based on SB and the asynchronous RTM based on
MWD-TB in Algorithms 3 and 4, respectively. We can identify from these algorithms the various computational stages
involved in the RTM, i.e., the forward/backward time integration, the snapshotting phase and the imaging condition.
The two RTM codes rely on standard OpenMP programming
model with static and dynamic scheduler for SB and MWD-TB,
respectively. We use first-touch policy to keep the benefits of
the static scheduler for SB. We bind logical threads to physical
cores for SB and MWD-TB to avoid expensive context switches
and TLB misses, or even worse, page faults. In addition to
thread binding, we dedicate per diamond computation for
MWD-TB a thread group that shares the same last level of
cache for maximizing cache bandwidth. For the snapshotting
operation, we rely on the fwrite/fread system calls. For
the synchronous SB-based RTM calls, a single fwrite and
fread call is launched at the corresponding time step during

Algorithm 3 The synchronous RTM based on SB.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

procedure SB-RTM(SP , RP , nsp, nt)
. SP : source wavefield
. SR: receiver wavefield
. nsp: number of shot points
. nt: number of time steps
for n ← 1 to nsp do
. shot points loop
for n ← 1 to nt do
. FWD time loop
inject source
update wavefield SP (t)
if t corresponds to an imaging time step then
store wavefield SP (t)
for n ← nt to 1 do
. BWD time loop
inject receivers
update receivers wavefield RP (t)
if t corresponds to an imaging time step then
load source wavefield SP (t)
accumulate in image I ← I + SP (t) ∗ RP (t)

the snapshotting phase that dumps the whole space domain
solution into a storage media. For the asynchronous RTM
based on MWD-TB, a single fwrite and fread call is
triggered only per diamond that contains lattices with nonuniform time steps. And since the domain solution is split
into diamonds, this means that concurrent I/O system calls
have to be eventually issued during the snapshotting phase.
During the imaging condition, the same mechanism applies
while reading back the global uniform snapshot for SB or
the fine-grained non-uniform diamond snapshot for MWD-TB.
This asynchronous I/O operations necessitates the system
call fseek to properly position the write and read offsets
during the snapshotting of the individual diamonds In case
the underlying hardware system has a large memory capacity,
the snapshots can be written and read to/from main memory using the memcpy system call parallelized by OpenMP
threads. The previous implementation details introduced with
fwrite/fread system calls will also apply with memcpy.
We can further optimize the snapshotting phase by relying
on the MLBS [44] framework that provides transparent data
caching in hierarchical storage for out-of-core HPC applications but this is beyond the scope of the paper.
VIII. N UMERICAL ACCURACY
This section presents numerical assessments on a 512 ×
512×512 domain size of the modeling phase and the full asynchronous RTM based on MWD-TB with Absorbing Boundary
Conditions (ABCs) [43] using the Salt3D dataset.
A. Assessing The Modeling Phase
Fig. 3 displays in 2D the wave propagation during the 3D
modeling phase at various time steps. We use twenty lattice
points in each direction for the ABCs. At t= 900, the wave
reaches the domain boundary and get smoothly absorbed by
the ABCs with relatively small reflections.

Algorithm 4 The asynchronous RTM based on MWD-TB.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:

procedure MWD-TB-RTM(SP , RP , nt, lx, ly, lz, th,
th x, nwf , th nwf )ł
. SP : source wavefield
. RP : receiver wavefield
. nsp: number of shot points
. nt: number of time steps
. th: total number of threads
. th x: number of threads in x dimension
for n ← 1 to nsp do . shot points loop . FWD phase
generate blocks to cover nt time steps
while blocks available do . FWD loop on time and
diamonds blocks
in parallel with th/th x threads do
for each block blk in Y dimension do
if dependent blocks are finished then
Update SP wavefield in diamond block
store SP wavefield
remove block
. BWD phase
generate blocks to cover nt time steps
while blocks available do . BWD loop on time and
diamonds blocks
in parallel with th/th x threads do
for each block blk in Y dimension do
if dependent blocks are finished then
inject block receivers
Update RP wavefield in diamond block
load SP wavefield
accumulate in image I ← I + SP (t) ∗ RP (t)
remove block

B. Assessing The Asynchronous RTM Based on MWD-TB
Fig. 4 shows the migration of a shot in a simple two
layer model. The placement of reflector using MWD-TB matchs
perfectly with that using SB. Fig. 5 shows the migration result
using Salt3d dataset. As shown, a salt dome is in the middle
of the model. The result of stack of 100 migrated shots is
shown. The top and bottom of the salt is well imaged with
MWD-TB. This proves the correctness of our MWD-TB-based
RTM.
IX. E XPERIMENTAL R ESULTS
A. Environment Settings
We conduct a performance benchmarking campaign evaluation of the synchronous RTM based on SB and the asynchronous RTM based on MWD-TB using Absorbing Boundary
Conditions (ABCs). We use a total of four shared-memory
systems: three Intel-based systems based on different processor
generations and one AMD-based system. The first system
has dual-socket 16-core Intel Haswell E5-2698v3 CPUs with
AVX256 support and 128GB of memory (STREAM bandwidth:
120GB/s). Each Intel Haswell CPU has three levels of cache:
L1 (32KB) and L2 (256KB) caches private to each core and a
40MB L3 cache shared per socket. The file system is mounted

(a) t= 300.

(b) t= 500.

(c) t= 700.

(d) t= 900.

Fig. 3: Wave propagation using MWD-TB with absorbing
boundary conditions.

(a) Two-layer model.

(b) Single shot with SB.

(c) Single shot with MWD-TB.

Fig. 4: Wave propagation syntactique data with two layers.

via the Lustre parallel file system. The second system has
dual-socket 28-core Intel Skylake Platinum 8176 CPUs with
AVX512 support and 196GB of memory (STREAM bandwidth:
175GB/s). Each Intel Skylake CPU has three levels of cache:
L1 (32KB) and L2 (1MB) caches private to each core and
a 38.5MB L3 cache shared per socket. The third system has
dual-socket 20-core Intel Cascade Lake Gold 8248 CPUs with
AVX512 support and 512GB of memory (STREAM bandwidth:
210GB/s). Each Intel Cascade Lake CPU has three levels
of cache: L1 (32KB) and L2 (1MB) caches private to each
core and a 27.5MB L3 cache shared per socket. The file
system is mounted via beegfs file system, which consists
of 3.6PB of storage distributed over 12 storage servers. The
fourth system has dual-socket 64-core AMD EPYC 7702
with AVX256 and 512GB of memory (STREAM bandwidth:

(a) Two-layer model.

(c) Stacked
MWD-TB

image

using

(b) Single shot with SB.

(d) Single shot with MWD-TB.

Fig. 5: Wave propagation on Salt3d syntactique data.

323GB/s). Each AMD CPU has 8 CCDs (8 cores). Each CCD
consists of 2 Compute Complex (CCX) with 4 cores. Two
four-core CCX communicate through it is own L3. A 16MB
L3 cache shared per CCX. Both RTM codes are compiled
with icc 18.0.1 using -xHost and -O3 flags and rely on the
OpenMP programming model. In addition, MWD-TB employs
an OpenMP-based dynamic runtime system to schedule the
various diamond tasks, as detailed in Section VII.
In the experiments, we use three different grid sizes: 512×
512×512, 1024×1024×512, and 2048×2048×512. The width
of ABCs is set to twenty lattice points in each direction. The
percentages of all boundary points in the six layers are 11.1%,
7.5%, and 3.8% for the aforementioned grid sizes, respectively.
The number of time steps is set to 2000. The environment variable KMP_AFFINITY=compact,granularity=fine is
set for the largest thread counts on each system. The command numactl --interleave=all is used for MWDTB since the scheduling algorithm is not yet aware of the
NUMA locality, while assigning diamond tiles to thread
groups. Single precision arithmetic is used for both codes,
as this corresponds to the standard precision arithmetic for
seismic imaging applications.
B. Performance Evaluation of the Modeling Phase
Figures 6, 7, 8, and 9 report on the performance comparisons for the modeling phase based on SB and MWD-TB. The
modeling phase is similar to the forward time integration of the
RTM and its performance is solely driven by the throughput
of the stencil kernels with ABCs. From the figures, we can
see that the ABCs do not impact performance of both RTM
implementations, as opposed to the ABCs used in [40]. This is
especially the case for the RTM based on MWD-TB, since the
ABCs considered herein do not interrupt its asynchronous execution flow of the forward modeling phase. The performance
trends on each system slightly decreases as we move from
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Fig. 6: SB Vs MWD-TB modeling phase on Haswell.
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the asynchronous RTM based on MWD-TB using in-memory
snapshotting on the Haswell/Cascade Lake and AMD systems,
respectively. We limit the number of time steps accordingly for
each experiment to ensure we have enough space in memory
on each system to store the snapshots. The asynchronous inmemory snapshotting RTM based on MWD-TB reaches up
to 60% performance improvement over its synchronous SB
counterpart. Although the memory is a scarce and expensive
resource, this in-memory snapshotting experiment is of interest
when combined with an I/O buffering framework [44].

GStencil/s

small to larger grid sizes due to exhaustion of cache resources.
The highest performance for the modeling is achieved on the
AMD Epyc Rome system with 50% performance speedup due
to higher sustained memory bandwidth.

Stencil Stencil + ABCs Modeling

(a) 512 × 512 × 512. (b) 1024×1024×512. (c) 2048×2048×512.

Fig. 9: SB Vs MWD-TB modeling phase on AMD Epyc.
C. Performance Assessment of the Asynchronous RTM
1) Performance Impact of In-Memory Snapshotting: Figures 10, 11 and 12 show the performance comparison of

2) Performance Impact of Out-of-Core Snapshotting: Figures 13 and 14 highlight the performance comparison of the
asynchronous RTM based on MWD-TB using out-of-core snapshotting on the Haswell/Cascade Lakesystems, respectively.
The asynchronous out-of-core snapshotting RTM based on
MWD-TB reaches up to 40% performance improvement over
its synchronous SB counterpart. The fwrite operation during
the forward time integration is more expensive than the fread
operation during the backward time integration because of the
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Fig. 14: SB Vs MWD-TB OOC RTM on Cascade Lake.
3) Performance Impact of Snapshotting Frequency: Figures 15 and 16 present the performance impact of varying
the out-of-core snapshotting frequency on the synchronous
and asynchronous RTM based on SB and MWD-TB using the
Haswell and Cascade Lake systems. The fwrite operation
may become a performance bottleneck for SB and MWD-TB
RTM when snapshotting too frequently (for better quality
of the subsurface image), although the overhead may be
alleviated thanks to the MLBS framework [44].
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remaining computational phases of the RTM, i.e., the regular
snapshotting of the domain solution and the imaging condition
computation, both required for eventually generating the subsurface image. The resulting MWD-TB RTM implementation
outperforms by 60% the legacy synchronous RTM code based
on Spatial Blocking (SB) technique on a variety of sharedmemory systems using the SEG Salt3D synthetic dataset.
Since shots are launched in an embarrassingly parallel fashion,
the shot throughput increases which is crucial in improving
the accuracy of the final image. For future work, we will
consider offloading the I/O snapshotting operations to the
Multi-Layer buffer System (MLBS) framework [44]. MLBS
provides transparent data caching in hierarchical storage for
out-of-core HPC applications. By adding support to MLBS, our
MWD-TB RTM may overlap the write and read I/O operations
with stencil computations while buffering the domain solution
in main memory. Moreover, we plan to port the MWD-TB RTM
on GPU hardware accelerators. In particular, we will take
advantage of the new Magnum I/O feature, which permits to
bypass the CPU and to directly write onto fast storage media.
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excessive number of fwrite system calls. This has been
reported in [44] and may also be mitigated by an I/O buffering
framework that will make the I/O operations of the RTM run
at the speed of the memory.
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