
Learning from Scholarly Attributed Graphs for Scientific

Discovery

Dissertation by

Uchenna Akujuobi

In Partial Fulfillment of the Requirements

For the Degree of

Doctor of Philosophy

King Abdullah University of Science and Technology

Thuwal, Kingdom of Saudi Arabia

September, 2020



2

EXAMINATION COMMITTEE PAGE

The dissertation of Uchenna Akujuobi is approved by the examination committee

Committee Chairperson: Xiangliang Zhang

Committee Members: Mikhail Moshkov, Robert Hoehndorf, Min Zhang



3

©September, 2020

Uchenna Akujuobi

All Rights Reserved



4

ABSTRACT

Learning from Scholarly Attributed Graphs for Scientific Discovery

Uchenna Akujuobi

Research and experimentation in various scientific fields are based on the knowl-

edge and ideas from scholarly literature. The advancement of research and develop-

ment has, thus, strengthened the importance of literary analysis and understanding.

However, in recent years, researchers have been facing massive scholarly documents

published at an exponentially increasing rate. Analyzing this vast number of publi-

cations is far beyond the capability of individual researchers.

This dissertation is motivated by the need for large scale analyses of the explod-

ing number of scholarly literature for scientific knowledge discovery. In the first part

of this dissertation, the interdependencies between scholarly literature are studied.

First, I develop Delve – a data-driven search engine supported by our designed semi-

supervised edge classification method. This system enables users to search and ana-

lyze the relationship between datasets and scholarly literature. Based on the Delve

system, I propose to study information extraction as a node classification problem

in attributed networks. Specifically, if we can learn the research topics of documents

(nodes in a network), we can aggregate documents by topics and retrieve information

specific to each topic (e.g., top-k popular datasets).

Node classification in attributed networks has several challenges: a limited number

of labeled nodes, effective fusion of topological structure and node/edge attributes,

and the co-existence of multiple labels for one node. Existing node classification

approaches can only address or partially address a few of these challenges. This dis-

sertation addresses these challenges by proposing semi-supervised multi-class/multi-
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label node classification models to integrate node/edge attributes and topological

relationships.

The second part of this dissertation examines the problem of analyzing the in-

terdependencies between terms in scholarly literature. I present two algorithms for

the automatic hypothesis generation (HG) problem, which refers to the discovery of

meaningful implicit connections between scientific terms, including but not limited to

diseases, drugs, and genes extracted from databases of biomedical publications. The

automatic hypothesis generation problem is modeled as a future connectivity predic-

tion in a dynamic attributed graph. The key is to capture the temporal evolution of

node-pair (term-pair) relations. Experiment results and case study analyses highlight

the effectiveness of the proposed algorithms compared to the baselines’ extension.



6

ACKNOWLEDGEMENTS

I would like to thank God for his grace leading me thus far. I would like to ac-

knowledge my parents, Chief and Dr Njoku whose support and prayers have kept me

going. I will also like to acknowledge my supervisor Prof. Xiangliang Zhang, whose

constant advice and corrections has kept me on the right path. Also, I acknowledge

King Abdullah University of Science and Technology for providing this research op-

portunity and resources. I would also like to thank the Computer Science department

professors who had taught or adviced me in one way or the other, bestowing knowledge

upon me, without which I wouldn’t have been able to succeed.



7

TABLE OF CONTENTS

Examination Committee Page 2

Copyright 3

Abstract 4

Acknowledgements 6

Table of Contents 7

List of Abbreviations 12

Summary of Notations 14

List of Figures 15

List of Tables 18

1 Introduction 20

1.1 Why Scholarly Data Exploration? . . . . . . . . . . . . . . . . . . . . 21

1.1.1 Network Embedding . . . . . . . . . . . . . . . . . . . . . . . 23

1.1.2 Scholarly Recommendation Systems . . . . . . . . . . . . . . . 24

1.1.3 Author Identification . . . . . . . . . . . . . . . . . . . . . . . 26

1.1.4 Classification and Information Extraction . . . . . . . . . . . . 26

1.1.5 Automatic Hypothesis Generation . . . . . . . . . . . . . . . . 27

1.2 Motivations and Contributions . . . . . . . . . . . . . . . . . . . . . . 28

1.3 Outline of Dissertation . . . . . . . . . . . . . . . . . . . . . . . . . . 32

2 Briefs of Related Background 35

2.1 Semi-supervised Learning . . . . . . . . . . . . . . . . . . . . . . . . 35

2.1.1 Positive-Negative (PN) learning (Binary classification) . . . . 36

2.1.2 Positive-Unlabeled (PU) learning . . . . . . . . . . . . . . . . 37

2.2 Reinforcement Learning . . . . . . . . . . . . . . . . . . . . . . . . . 39



8

2.3 Multi-label Learning . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

2.4 Recurrent Neural Networks . . . . . . . . . . . . . . . . . . . . . . . . 42

3 Delve: A Dataset-Driven Scholarly Search and Analysis System 45

3.1 Data Access in Science . . . . . . . . . . . . . . . . . . . . . . . . . . 47

3.1.1 Empirical Evaluations . . . . . . . . . . . . . . . . . . . . . . 48

3.1.2 Reproducibility and Data Analysis . . . . . . . . . . . . . . . 48

3.2 Related works . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

3.2.1 Scholarly Search Engines . . . . . . . . . . . . . . . . . . . . . 50

3.2.2 Dataset Repositories and Portals . . . . . . . . . . . . . . . . 51

3.3 Delve . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52

3.3.1 The Delve Database . . . . . . . . . . . . . . . . . . . . . . . 53

3.3.2 Document Parsing . . . . . . . . . . . . . . . . . . . . . . . . 54

3.3.3 Delve System Design . . . . . . . . . . . . . . . . . . . . . . . 56

3.4 How it Works . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66

3.4.1 Delve Search System . . . . . . . . . . . . . . . . . . . . . . . 66

3.4.2 On-line Document Analysis . . . . . . . . . . . . . . . . . . . 69

3.4.3 Citation Network Analysis . . . . . . . . . . . . . . . . . . . . 69

3.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70

4 Mining top-k Popular Datasets via a Deep Generative Model 72

4.1 Related Works . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

4.1.1 Attributed Graph Mining . . . . . . . . . . . . . . . . . . . . 74

4.1.2 Deep Generative Models for Semi-supervised Learning . . . . 75

4.2 Deep Generative Model for Semi-Supervised Multi-label Document

Classification in Attributed Graphs . . . . . . . . . . . . . . . . . . . 76

4.3 Evaluation on Citation Graph in Delve . . . . . . . . . . . . . . . . . 79

4.3.1 Delve Citation Graph . . . . . . . . . . . . . . . . . . . . . . . 79

4.3.2 Baseline Methods to Compare . . . . . . . . . . . . . . . . . . 82

4.3.3 Evaluation Metrics and Results . . . . . . . . . . . . . . . . . 82

4.4 Application of Extracting Top-k Popular Datasets in 20 Fields . . . . 84

4.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 87

5 Semi-supervised Node Classification with Recurrent Attention Walk 88

5.1 Previous Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

5.1.1 Attention-based Node Classification . . . . . . . . . . . . . . 93

5.1.2 Reinforcement on Graph-Structured Data . . . . . . . . . . . 94



9

5.2 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94

5.2.1 Model Description . . . . . . . . . . . . . . . . . . . . . . . . 94

5.2.2 Training . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100

5.3 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102

5.3.1 Datasets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102

5.3.2 Experimental Setup . . . . . . . . . . . . . . . . . . . . . . . . 103

5.3.3 Comparison Methods . . . . . . . . . . . . . . . . . . . . . . . 105

5.3.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

5.4 Case Study . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

5.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112

6 Semi-supervised Multi-label Node Classification in Attributed Net-

works 114

6.1 Previous Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

6.1.1 Multi-task reinforcement learning . . . . . . . . . . . . . . . . 115

6.2 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 116

6.2.1 Overview of MLGW . . . . . . . . . . . . . . . . . . . . . . . 116

6.2.2 Components of MLGW . . . . . . . . . . . . . . . . . . . . . 118

6.2.3 Collaborative Policy Learning with Centralized Policy based

Regularization . . . . . . . . . . . . . . . . . . . . . . . . . . . 122

6.3 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

6.3.1 Datasets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

6.3.2 Comparison Methods and Experimental Setup . . . . . . . . . 126

6.3.3 Node Classification Results and Analysis . . . . . . . . . . . . 129

6.3.4 Trajectory Analysis . . . . . . . . . . . . . . . . . . . . . . . . 133

6.3.5 Parameter study . . . . . . . . . . . . . . . . . . . . . . . . . 134

6.4 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 134

7 T-PAIR: Temporal Node-pair Embedding for Automatic Biomedical

Hypothesis Generation 136

7.1 Related Works . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 140

7.1.1 Hypothesis Generation . . . . . . . . . . . . . . . . . . . . . . 140

7.1.2 Network Embedding . . . . . . . . . . . . . . . . . . . . . . . 142

7.2 Methodology: T-PAIR . . . . . . . . . . . . . . . . . . . . . . . . . . 143

7.2.1 Data Preparation . . . . . . . . . . . . . . . . . . . . . . . . . 144

7.2.2 T-PAIR Overview . . . . . . . . . . . . . . . . . . . . . . . . . 146

7.2.3 Neighborhood Aggregation, fG(.; θG) . . . . . . . . . . . . . . 147



10

7.2.4 Pair Embedding Generation, fA(.; θA) . . . . . . . . . . . . . . 149

7.2.5 Parameter Learning . . . . . . . . . . . . . . . . . . . . . . . . 149

7.3 Experimental Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . 150

7.3.1 Dataset . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 151

7.3.2 Experimental Setup . . . . . . . . . . . . . . . . . . . . . . . . 152

7.3.3 Quantitative Study . . . . . . . . . . . . . . . . . . . . . . . . 153

7.3.4 Qualitative Study . . . . . . . . . . . . . . . . . . . . . . . . . 161

7.4 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 168

8 Temporal Positive-unlabeled Learning for Biomedical Hypothesis

Generation via Risk Estimation 170

8.1 Related Work of PU Learning . . . . . . . . . . . . . . . . . . . . . . 171

8.2 PU learning on Temporal Attributed Networks . . . . . . . . . . . . . 174

8.2.1 Model Design . . . . . . . . . . . . . . . . . . . . . . . . . . . 174

8.2.2 Prior Estimation . . . . . . . . . . . . . . . . . . . . . . . . . 175

8.2.3 Parameter Learning . . . . . . . . . . . . . . . . . . . . . . . . 177

8.3 Experimental Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . 177

8.3.1 Dataset and Experimental Setup . . . . . . . . . . . . . . . . 177

8.3.2 Comparison Methods and Performance Matrices . . . . . . . . 178

8.3.3 Evaluation Results . . . . . . . . . . . . . . . . . . . . . . . . 179

8.3.4 Incremental Prediction . . . . . . . . . . . . . . . . . . . . . . 180

8.3.5 Qualitative Analysis . . . . . . . . . . . . . . . . . . . . . . . 181

8.3.6 Pair Embedding Visualization . . . . . . . . . . . . . . . . . . 183

8.4 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 184

9 Conclusion and Future work 185

9.1 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 185

9.2 Future Directions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 187

9.2.1 Delve . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 187

9.2.2 Improve Learning Agent in Node Classification . . . . . . . . . 188

9.2.3 Hypothesis Generation . . . . . . . . . . . . . . . . . . . . . . 189

9.2.4 Edge Embedding . . . . . . . . . . . . . . . . . . . . . . . . . 189

References 191

Appendices 215



11

A Derivations of DGM 216

A.0.1 The Variational Bound . . . . . . . . . . . . . . . . . . . . . . 217

B Papers Published and Submitted 222



12

LIST OF ABBREVIATIONS

AUC Area Under Curve

BR Binary Relevance

CC Classifier Chain

CV Cross Validation

DaQA Dataset Query Analyzer

DBMS Database Management System

DoQA Document Query Analyzer

FAST Fast Search & Transfer

FN False Negative

FP False Positive

GF Graph Factorization

GNB Gaussian Naive Bayes

GRU Gated Recurrent Units

GUI Graphical User Interface

KDD Knowledge Discovery and Data Mining

KL-divergence Kullback–Leibler divergence

LDC Linguistic Data Consortium

LP Label Powerset

LProp Label propagation

LSI Latent Semantic Indexing

Lspread Label Spreading

LSTM Long Short-Term Memory

LSVM Linear Support Vector Machine

MDP Markov Decision Process

NLP Natural language processing

PDF Portable Document Format

PoDR Popular Dataset Retriever

POMDP Partially Observable Markov Decision Process

ReLU rectified linear Unit

RNN Recurrent Neural Networks



13

SDSS Sloan Digital Sky Survey

SVM Support Vector Machine

TP True Positive

UCI University of California, Irvine



14

SUMMARY OF NOTATIONS

a ◦ b Hadamard (element-wise) product.
p(x|y, z), q(x|y, z) Probability of x given that the event y and z is observed
KL(p||q) KL-divergence between two distributions p and q.
R Cummulative reward

∑∞
t=1 rt

X ∼ f(Y ) A random variable X is sampled from a distribution whose pa-
rameters are determined by f (Y ).

G,G′ G is a given graph and G’ is a reconstruction of G
Simij Similarity score between item i and j. In this thesis, we compute

this value using cosine similarity.
V, Vu, Vl V is a set of all nodes in a given graph, while Vu and Vl are the

set of unlabeled and labeled nodes respectively
E,Eu, El E is a set of all edges in a given graph, while Eu and El are the

set of unlabeled and labeled edges respectively
W,Q,U Weight variables
f(T,X) Funtion f conditioned on T and X
p(x, y) Joint distribution of x and y
Ber Multivariate Bernoulli distribution
Cat Categorical distribution
N(|µ,Σ) multivariate Gaussian distribution with mean µ and covariance

matrix Σ.
Eq[.] Conditional expectation given q
f(, ; theta) Function f parameterised by theta
1(.) Indicator function of an event z : 1(z) = 1 if z is satisfied,

otherwise 0.
R : S → R Reward function mapping a set of steps S to reward values R
∇ Gradient
(n,m] The set of positive integers greater than n up to and including

m .



15

LIST OF FIGURES

1.1 An example of an attributed citation network . . . . . . . . . . . . . 21
1.2 The number of publications per year at DBLP . . . . . . . . . . . . 22
1.3 An example of an attributed citation network . . . . . . . . . . . . . 23

2.1 An example of a problem in reinforcement learning . . . . . . . . . . 39
2.2 An example of multi-label classification . . . . . . . . . . . . . . . . . 41

3.1 Delve Offline and Online Process . . . . . . . . . . . . . . . . . . . . 57
3.2 Graph Reconstruction for Edge Classification . . . . . . . . . . . . . 59
3.3 A simple case of a dead-end . . . . . . . . . . . . . . . . . . . . . . . 60
3.4 Delve search schema . . . . . . . . . . . . . . . . . . . . . . . . . . . 62
3.5 Delve document analysis schema . . . . . . . . . . . . . . . . . . . . . 64
3.6 Delve search result . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66
3.7 More details about a selected item are provided on the item’s informa-

tion page . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67
3.8 The citation network produced by the document analysis system after

analyzing a given document . . . . . . . . . . . . . . . . . . . . . . . 68

4.1 The proposed probabilistic graphical model . . . . . . . . . . . . . . . 77
4.2 F1-score obtained for each class using the Naive-Bayes, Linear SVM

and DGM methods respectively . . . . . . . . . . . . . . . . . . . . . 85

5.1 Visual illustration of different graph problems on attributed networks. 91
5.2 The proposed RAW model. . . . . . . . . . . . . . . . . . . . . . . . . 95
5.3 A heatmap whose d-th column demonstrates the RAW agent starting

from nodes with label d moved to nodes with what label distribution.
The visiting frequency rate is shown in color. Brighter color indicates
more visits. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108

5.4 GPU memory usage. Missing bars indicate an out of memory error
(OOM). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

5.5 Effect of the walk length on the predictive performance and running
time. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

5.6 The mean and variance of the path label diversity defined in Eq.(5.4),
measured on ten paths starting from two randomly sampled paper, (a)
in class “Concurrency” and (b) in class “Vision and pattern recognition”110

5.7 Case study of a sampled walk trajectory, starting from the node (black
node) of a paper entitled “A Critique of Structure from motion Algo-
rithm” classified as “Vision and Pattern Recognition” on a subgraph
of the CoraIDA graph. . . . . . . . . . . . . . . . . . . . . . . . . . . 112



16

6.1 The proposed model. (a) a small attributed graph where the label-
specific agent Ai is currently at node v0 and deciding the next visit at
time t + 1, thus vt = v0. In the left beginning of block (c), the score
network f is(.; θs) takes as input the previous history ht−1, the current
node attribute xtv, and the attributes of the immediate node and edge
neighbors xtn, x

t
e. The choice at of the next node vt+1 to visit is sam-

pled from the output of the each score network. Neighboring nodes xtn
are selected and averaged to form the immediate neighborhood aggre-
gation ctn. The history network f ih(.; θt) takes as input the aggregated
neighbor embedding ctn, the previous history ht−1, and the current node
embedding xtv; then outputs the current walk history ht, as shown in
(b). At time t+ 1 when the label agent moves to v1, the same process
repeats to move the label agent to v4 at t + 2, etc. After a number of
steps, the final history vector summarizing the information obtained
from the graph walk is passed to the classification network f ic(.; θc) for
classifying the starting node (i.e., deciding if the node from where Ai
started the walk belongs to label li). . . . . . . . . . . . . . . . . . . 117

6.2 Illustration of the agent communication framework on a network with
four possible labels. Learning of the centralized policy depends on the
historical contexts of the walk path, the embedding of currently visited
nodes, the embeddings of all the neighboring nodes and edges from each
label-specific agent and the local policy model pi, as shown by Eq.6.6.
The local policy update of each agent takes the regularization enforced
by the centralized policy as defined in Eq.6.5. . . . . . . . . . . . . . 123

6.3 The average number of labels per visited node by each label agent
during the graph walk . . . . . . . . . . . . . . . . . . . . . . . . . . 130

6.4 Subgraphs showing trajectories of two label agents (for label 0 and
1) using the same settings starting from the yellow node, with labels
{0, 1, 2, 3} and terminating at the nodes with the stick figures. The
black trajectory is of the label agent 1, and the blue trajectory is
of label agent 0. Both explore nodes with labels that belong to the
starting node, indicated in green color. Label IDs are shown in the
DBLP dataset description (see section 6.3.1). . . . . . . . . . . . . . . 130

6.5 A heatmap whose d-th column demonstrates the label distribution of
nodes visited by the MLGW-REG+ label agent d starting from nodes
with label d. The visiting frequency rate is shown in color. A brighter
color indicates more frequent visits. It is worth mentioning that agents
have no information about any label when walking, neither the label
of starting node nor the label on neighboring nodes . . . . . . . . . . 132

6.6 Impact of the walk length on the predictive performance and time cost 133



17

7.1 An illustration of the set of temporal graphlets G = {G1, G2, ..., GT}
with the sequential supervision in A = {A1, A2, ..., AT} (T=4 here).
As the graph grows with more nodes and more connections, At is con-
structed from the graph Gt+1. One unit at i, j of At is labeled by
yi,jt = 1 (a positive relation) if node i and j are connected in Gt+1.
The unit is labeled by yi,jt = −1 (a negative relation) if node i and j
are NOT connected in Gt+1. During training, since we do not observe
the future, the node pairs in AT are equivalent to those in AT−1. The
difference between them is the changes in the colored units are only
observed in testing. In the training process, Gt and At (t = 1...T ) form
training samples of node pairs with positive or negative labels. When
testing, we aim to predict the unobserved pair relationships (colored
tiles), in AT . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 143

7.2 The proposed T-PAIR model. Block (a) shows the outer view of the
model framework. The inner structure of the recurrent update block
and aggregator network are shown in block (b) and (c) respectively. 145

7.3 AUC score of incremental prediction (per year) made by T-PAIR and
three other baselines. The models are incrementally trained with data
before the evaluation time period. . . . . . . . . . . . . . . . . . . . . 156

7.4 Pair embedding visualization. The blue color denotes the true positive
samples, the red points are true negative, the green points are false
positive, and the yellow points are false negative. . . . . . . . . . . . 159

7.5 Parameter sensitivity on the neighborhood sample size, analyzed on
the Neurology and Immunotherapy datasets. . . . . . . . . . . . . . . 160

8.1 Stability comparison of TRP-PN, TRP-NNPU and TRP-UPU, show-
ing the F1-S performance of the models (Y-axis) with different learning
rates (X-axis) on 10 epochs. . . . . . . . . . . . . . . . . . . . . . . . 181

8.2 F1-P per year. The models are incrementally trained with data before
the evaluation year. . . . . . . . . . . . . . . . . . . . . . . . . . . . 182

8.3 Pair embedding visualization. The blue color denotes the true positive
samples, the red points are unobserved negative, the green points are
unobserved positive. . . . . . . . . . . . . . . . . . . . . . . . . . . . 183



18

LIST OF TABLES

3.1 Performance results of edge label inference using modified PageRank
and label propagation . . . . . . . . . . . . . . . . . . . . . . . . . . 58

4.1 Graph statistics of the Delve citation network . . . . . . . . . . . . . 80
4.2 Mullti-label documents from Delve system . . . . . . . . . . . . . . . 81
4.3 Result summary of the multi-label evaluations on the Delve dataset . 84
4.4 Result summary showing the performance of different inputs to the

DGM Model. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 84
4.5 Top-10 dataset resources used in nine selected computer science fields

in the delve database . . . . . . . . . . . . . . . . . . . . . . . . . . . 86

5.1 Statistics of datasets used in the evaluations. . . . . . . . . . . . . . . 103
5.2 Accuracy results on the citation datasets. The percentage values sig-

nify the amount of training data used. . . . . . . . . . . . . . . . . . 106
5.3 Class label IDs of the CoraIDA dataset . . . . . . . . . . . . . . . . . 108

6.1 Statistics of datasets used in evaluations, showing the number of nodes
|V |, number of edges |E|, number of labels |L|, number of labeled nodes
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Chapter 1

Introduction

Networks/Graphs model interactions between entities such as humans [1], genes [2],

and publications [3]. The study and analysis of graphs have found successful applica-

tion in several research areas including social sciences [4], biology [5], ecnomics [6] ,

electrical enginering [7] , and others. Scholarly data can be well represented as citation

networks (i.e., where nodes are papers and edges indicate the citation relationship)

or as scholarly term networks (i.e., where nodes are scholarly terms and edges indi-

cate the co-occurrence relationship in documents). When nodes are attributed with

paper content or term description and edges are attributed with the citation contexts

(the sentence encompassing the citation or sentences where the terms are mentioned),

such networks are known as Attributed Networks.An Example of an attributed citation

network and of a term concurrence network are shown in Figure 1.1. Efficient graph

analysis is essential to gain a comprehensive understanding of the inter-dependences

between entities in a given graph-structured data.

Graph study can be traced back to 1736 when Euler laid the foundation of graph

theory in solving the Seven Bridges of Königsberg problem [8]. This problem involved

devising a way to walk around the city of Königsberg passing through the seven

bridges once and only once. To prove that there is no solution, Euler reformulated

the problem in abstract terms representing the landmass as nodes and the bridges

as edges connecting the different landmasses. This strategy led to the mathematical

formulation we now know as graphs. Applying some mathematical analysis on this

reformulation, he proved that there was no solution to this problem. Since then,
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Figure 1.1: (a) An example of an attributed citation network, where nodes are at-
tributed with paper main content and edges are attributed with the citation contexts
(the sentence encompassing the citation). (b) An example of a term network, where
nodes are attributed with term description.

numerous studies have enhanced the area of graph theory in several fronts, introducing

new concepts, methodologies, and applications.

The first study of social behavior using graph analysis theory is the work of

Moreno [4], which is the study of the runaway girls. In the summer of 1932, 14

girls ran away from the Hudson School for Girls. To understand the phenomenon,

the psychiatrist, Moreno and Helen Jennings modeled the social ties between the

students and found out that the position of the individual in the social network was

essential in propagating the runaway behavior among the runaway girls. Since the

prevalence of online social platform, e.g., blog, Facebook, Twitter, Instagram, modern

social-behavioral studies in friendships networks [9], terrorist network [10], and schol-

arly network [11, 12] have been focusing on node clustering (community detection),

node classification, link prediction, information propagation, anomaly detection, and

others.

1.1 Why Scholarly Data Exploration?

Academic data collection services like Google scholar, Microsoft academic, Aminer,

and semantic scholar have gained a lot of attention and momentum in recent years.
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Due to the quick and easy accessibility of the digital libraries through the internet,

researchers are facing massive scholarly documents that are published at an exponen-

tially increasing rate [13]. As shown in Figure 1.2, the number of publications per

year1 included in DBLP (https://dblp.uni-trier.de, the most popular computer

science bibliography website) increases fast, especially in the recent years.
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Figure 1.2: The number of publications per year at DBLP

Even an experienced researcher will have to spend a significant amount of time

searching several papers of interest and reading to find the information of interest

(e.g., similar models, relevant datasets, and others) or gain new knowledge on a

topic or concept of interest. This process might require exploring information on

different components of scholarly documents, such as paper content, authors, used

datasets, publication venues, terms, topics, and others; as well as understanding the

relationships between them.

The rapid rise in publication brings about new issues and challenges with respect

to knowledge discovery from the unstructured data. To address these challenges,

many researchers have proposed algorithms to extract more insights from the large

1https://dblp.uni-trier.de/statistics/publicationsperyear

https://dblp.uni-trier.de
https://dblp.uni-trier.de/statistics/publicationsperyear


23

data [11, 14–17]. Many studies on scholarly data exploration employ graph abstrac-

tion techniques, where graph nodes correspond to scholarly entities like publications,

authors, words, and others. At the same time, edges represent the relationships be-

tween scholarly entities. Graphical abstraction has led to a better understanding of

the relationship between these entities and has provided a foundation for further in-

vestigation. The entities and relationships are often enriched with attributes such as

paper text, citation context, or publication venue. Due to the rich information pos-

sessed in attributed networks, increasing attention has been paid to study the fusion

of node/edge content and node-node relations because it is essential to understand

the inter-dependence of the entities [11, 14, 18] and the graph as a whole [15]. Due

to the rapid growth of scholarly data, there has been an increase in research in five

major areas: scholarly recommendation [16,17,19–21], graph embedding [22–25], hy-

pothesis generation [26–28], classification and information extraction [11, 14, 18, 29],

and author identification [30,31]. These five major areas are discussed below.

(a) Input network (b) Learned representations

Figure 1.3: An example of network embedding on a graph. Images extracted from [32].

1.1.1 Network Embedding

Network embedding refers to the task of learning representation of network vertices in

a low dimensional vector space, aiming to capture and preserve the network structure.

Figure 1.3 shows an example of a network embedding input and output on a Karate
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graph. The exponential growth in graph-structured data has highlighted the need

for better representations to support other tasks such as classification, clustering,

recommendation, and others. There are numerous works on node embedding. The

commonly used models in network embedding are random walk, Matrix Factorization,

and deep neural networks.

The random walk models exploit the use of random walks on the graph to generate

random paths that preserve the neighborhood structure of a node. Deepwalk [32]

combined random walk and skip-gram to learn network representations. Node2vec

[33] extends the deepwalk model by introducing the use of transition probabilities

to control the random walk process. Abu-El-Haija et al. [34] also extend deepwalk

by using the attention to guide the random walk process to optimize an upstream

objective.

Graphs can often be represented as an N × N adjacent matrix where each row

and column represent a node in a network of N nodes. Matrix factorization methods

learn to represent the network nodes in a low-rank vector space instead of the N

dimensional space via matrix factorization. Examples of matrix factorization models

used are Singular value decomposition (SVD) [35] and Non-Negative factorization

(NNF) due to its additive property [36].

With the rapid popularity of deep learning technologies, Deep learning techniques

have been applied to network embedding. Deep learning methods learn non-linear

functions to map graph-structured data into low dimensional vectors [37, 38]. In the

problems where advanced information is available, deep learning methods can be

exploited for an end-to-end network embedding solution [11,14,15].

1.1.2 Scholarly Recommendation Systems

Recommendation systems have shown success in E-commerce for personalized rec-

ommendations. They suggest products based on personal history, context, and pro-
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file. Hence, due to its success, Recommendation systems have been applied outside

of E-commerce. In academia, recommender systems have been applied to different

tasks. Lee et al. [19] and Kaya [39] both propose personalized neighborhood-based

recommendation systems to recommend papers to researchers. The proposed systems

automatically detect research topics researchers are interested in and recommend the

related articles they may be interested in based on the similarity of their works. Zhang

et al. [17] build a personalized paper recommendation system by learning represen-

tations both for users and papers from a heterogeneous network. Huang et al. [20]

propose a citation recommendation system that automatically suggests candidate ci-

tations based on the input queries. The query ranges from a sentence to an entire

manuscript. The proposed system gives both topic-based global citation recommen-

dation and also citation-context based local citation recommendation.

The use of recommendation systems has also been proposed for expert finding to

aid collaboration between researchers and companies [40, 41]. These systems aim to

recommend influential researchers of a research topic or skill. The use of datasets is

essential in many research areas for analysis, learning, and evaluation. The availabil-

ity of dataset recommendation systems would reduce the time spent on dataset search

and bring about the discovery of lesser-known but suitable datasets [16,21]. Altaf et

al. [16] propose a query-based dataset recommendation, which accepts user’s research

interest as a set of research papers and outputs a list of ranked personalized recom-

mended datasets. The proposed model is based on variational graph auto-encoder

and captures the relationship between papers and datasets. Chen et al. [21] recom-

mend personalized datasets for researchers by capturing interactions and semantics

from their publications. They propose a three-layer network to capture the author,

paper, and dataset interactions.
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1.1.3 Author Identification

An author identification system task is to identify and rank potential authors to

a given paper or a set of papers. This task is mostly motivated by the need to

check the reliability of the blind review system for scientific publications. For this

task, the need for contextual and citation information is important [30, 31, 42]. Hill

et al. [42] examined how various automatic matching techniques could identify the

authors of research papers. They found out that the identification accuracy increases

proportionally to the number of previous publications. The identification accuracy

for authors with a strong publication history is high. Bradley et al. [31] show that

applying machine learning to just a citation network of papers can predict the author

of a paper that is currently outside the network. Zhang et al. [30] approach the

author identification problem via the use of network embedding methods. They jointly

optimize the semantic and network-based information to learn the correlation between

the authors and papers. Payer et al. [43] propose using statistical analysis of several

aspects of a paper (e.g., citations, writing style, and content). For each author, they

model the patterns exhibited in each feature category using several learning methods

and combine them to a single ensemble classifier.

1.1.4 Classification and Information Extraction

One of the most popular topics of text mining is the document classification. Docu-

ment classification is the task of assigning documents into one or more class labels.

Most proposed methods for document classification use only textual information.

However, most scholarly data have two main information sources: textual content

and citation relationship (in the form of a graph). To learn from both the citation

relationship and content, several researchers have proposed algorithms to learn from

both information sources [11, 14, 18, 34, 44]. These methods vary in the fusion of the

text and relationship information. Based on the learning method, scholarly docu-
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ment classification can be split into two modes: 1) the combination of unsupervised

feature learning and supervised classification, and 2) graph-based semi-supervised

learning. The first mode involves a two-step process. The first step is to jointly or

independently encode the graphical and textual information of the documents us-

ing unsupervised methods like TADW [23], CANE [45], Node2Vec [33], TFIDF, and

Doc2vec [46]. The second step involves training a supervised classifier on the joint

graph and text embedding. The idea behind the semi-supervised mode is to jointly

learn from both the graph and textual information. Based on the method of infor-

mation aggregation, graph-based semi-supervised algorithms can be further split into

three groups. The first group is composed of algorithms that utilize the full network

information [11, 18]. Learning from the full network reduces the scalability of these

algorithms and make them susceptible to noise. To scale to large graphs, algorithms

belonging to the second group use random sampling to reduce the complexity of the

models [14,44]. The final group of algorithms introduces the application of attention

mechanisms for scalability and minimal effects of noise [15,29,47].

1.1.5 Automatic Hypothesis Generation

The automatic hypothesis generation task refers to the task of discovering implicit

relationships between scientific terms in scholarly literature. Hypothesis generation

systems are often domain-specific. Swanson [48] theorized that implicit discoveries

could be discovered from the careful study of the existing body of scientific research.

Hence, with the vast explosion of scientific knowledge, many efforts try to mine the

wealth of available knowledge. Therefore, it has become a trend to build scholarly

document analysis systems that can facilitate document analysis and comprehension,

information extraction, and knowledge discovery. For example, EventMine is an

online event detector from biomedical publications [49], ChemEx extracts chemical

compounds, organisms, and assays from a large collection of publications [50]. For an
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enhanced scientific discovery, document analysis systems can be extended to analyze

the relationship between entities extracted from scholarly documents. One application

of entities analysis is the automatic hypothesis generation task. For instance, Robot

Scientist [51] was proposed to automate the scientific process of experimentation from

prior knowledge (known relationships between biomedical concepts), which can be

obtained from relevant biomedical documents in a given research area of interest. This

study of scientific concepts obtained from scholarly documents has gained attention

in recent years. Several algorithms have been proposed for inferring relationships

between scientific concepts. The first proposed method for hypothesis generation is

the ABC model [27, 52]. The ABC model can be seen as a triplet graphical model,

which presumes that if entities {a, b} are related, and {b, c} are related, there should

exist a relationship between {a, c}. However, the ABC model fails to capture the

complex relationship between entities. Hence, machine learning techniques such as

topic modeling [53–55], and text mining [28, 56] have been introduced to learn and

utilize the entity-relationship properties efficiently.

1.2 Motivations and Contributions

This dissertation is motivated by the need for large scale analyses of the exploding

number of scholarly literature for scientific knowledge discovery and information re-

trieval. First, I present the difficulties of finding suitable datasets for researchers in

data-dependent research domains, such as Artificial Intelligence, Machine Learning,

Data Mining, and Database. The research process in these fields mostly involves

exploration, analysis, and evaluation based on a set of datasets. However, scholarly

searches based on dataset usage, even when familiar with the research field, might re-

quire a significant amount of time and effort due to the fast-growing rate of scholarly

publications.

There is no existence of a data-driven search engine to the best of my knowledge.
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Dataset portals and repositories like Opendata2, UCI repository3, and Google AI

https:/ai.google/tools/datasets provide a medium where users can search for and

download datasets. However, users cannot find research papers that have been

working on the datasets. Academic web search engines and databases (e.g., Google

scholar4, Microsoft Academic5, Semantic scholar6) support the queries about the in-

formation on papers or authors in different fields and topics. However, searching for

datasets is unavailable. Recently, Google launched a dataset search engine7 in Septem-

ber 2018. Unfortunately, it enables the search of dataset only, not papers. Having

these two systems (of dataset search and paper search) independently, even though

each individually performs its respective functions, offers only a meager benefaction

in finding relevant papers working on a given dataset or finding relevant datasets for

a given problem.

The first contribution in this dissertation is the development of a data-driven

search engine, which is already publicly available at https://delve.kaust.edu.sa.

It enables users to search datasets to download by defining query words, and also find

papers published on studying these datasets. The system is supported by a designed

semi-supervised edge classification method, which is applied to over 2 million scholarly

documents in the database (organized as an attributed citation network).

Another important problem addressed in this dissertation is the problem of in-

formation extraction from scholarly literature. One common task for researchers is

finding the top-k datasets that are most popularly used by other researchers in re-

search fields of interest. This is an important question for researchers at all levels in

fields where research problems or studied systems are described/represented by data.

Based on the Delve system, I formulate this problem as a node classification problem

2https://data.opendatasoft.com
3https://archive.ics.uci.edu
4https://scholar.google.com
5https://academic.microsoft.com
6https://www.semanticscholar.org
7https://toolbox.google.com/datasetsearch

https://delve.kaust.edu.sa
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in attributed networks. Once documents (nodes in a citation network) are tagged

with research fields as labels, the documents can be aggregated by their labels. Their

employed datasets can be ranked to report the top-k popular ones.

As seen in the previous section, node classification in attributed networks has

several challenges.

• The classification model can only be learned from a limited number of labeled

nodes. Node (paper) annotation can be initiated by crowdsourcing to obtain

reliable labels. However, this process is expensive. The labeled nodes take only

a tiny portion of the whole network. Therefore, semi-supervised learning should

be considered.

• There is a need to make an effective fusion of node content, edge content, and

topological relationships among nodes in the network. The neighbors and edge

content of a node complement the information of the node itself. The effective

fusion of all such information without introducing noise can promote the node

classification accuracy.

• One paper (node) can be annotated with several labels, e.g., a paper in the

interdisciplinary area can be labeled by all its relevant domain tags. Thus, multi-

label classification should be addressed, in addition to multi-class classification.

Existing node classification approaches can only address or partially address one

or two of these challenges. For example,

• There are a family of unsupervised network embedding approaches for plain

network (without node/edge content), such as [32], [33], [57], [34], and embed-

ding approaches for attributed network, such as [23]. Node classification can be

addressed by applying classification models on the learned node embedding vec-

tors. However, the node embedding vectors are learned for universal purpose,

rather than serving the classification purpose.
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• With the guidance of available labels, semi-supervised network embedding ap-

proaches learn node embedding vectors for classification, e.g., [18], [11], [29], [47].

However, they all consider the multi-class problem setting.

This dissertation makes innovative contributions to addressing these challenges.

First, a semi-supervised dual deep generative model is proposed for multi-label node

classification. The proposed model takes as input the graph structure information

and the node attribute information, learning from both inputs end-to-end. Second,

a graph-based semi-supervised model is designed to learn from attributed networks,

where both nodes and edges have contents as attributes. By framing the task in

a reinforcement learning setting, an agent (of classification) can walk on the graph

and decide where to go to win the game (maximizing the classification gain). This

framework works for both multi-class (one agent) and multi-label cases (multiple

agents). For evaluation, the most competitive approaches are extended and compared

with the proposed methods through extensive experiments. The results show that

the methods have better accuracy on classifying nodes in multi-class or multi-label,

comparing to the extension of these baselines.

Finally, I present the automatic hypothesis generation (HG) problem, which refers

to the discovery of meaningful implicit connections between scientific terms, including

but not limited to diseases, chemicals, drugs, and genes extracted from databases of

biomedical publications. This study is essential because understanding the relation-

ship between biomedical terms like viruses, drugs, and symptoms is imperative in

the fight against diseases. Most prior studies of this problem focused on using static

information of terms and largely ignored the temporal dynamics of scientific term

relations [28, 56, 58–62]. Even when the dynamics were considered in a few recent

studies [61, 63], they learned the representations for the scientific terms, rather than

focusing on the term-pair relations. Since the HG problem is to predict term-pair

connections, it is not enough to know with whom the terms are connected. It is more
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important to know how the connections have been formed (in a dynamic process).

In this dissertation, I propose to formulate the HG problem as a future connectiv-

ity prediction in a dynamic attributed graph. The key is to capture the temporal

evolution of node-pair (term-pair) relations. I present two approaches to this task:

positive-negative (PN) learning and positive-unlabeled (PU) learning (i.e., with and

without the assumption of unobserved connections to be irrelevant). The proposed

algorithms can be used in both inductive and transductive edge (node-pair) embed-

ding settings, utilizing both the graphical structure and node attribute to encode the

temporal node-pair relationship.

The several works presented in this thesis are linked together via the use of graph

abstraction for data extraction and analysis. Graphical data representation allows for

an enriched entity-entity relationship analysis and understanding, which is essential

for enhanced information extraction. All methods presented and discussed in this

thesis are towards the goal of information retrieval from scientific literature. This

thesis presents two domains of information extraction task for scientific discovery –

paper and keyword. The paper domain of information extraction and analysis aims to

analyze and classify the papers or relationships between the papers to extract specific

knowledge of each node or edge. On the other hand, the keyword domain is focused

on learning and inferring future connectivity (study) of two keywords in an entity

pair. Through this studies, scientific discoveries can be made faster and less tedious.

1.3 Outline of Dissertation

With the goal of extensive scholarly data exploration, this dissertation studies the

incorporation of multi-source information in learning from both labeled and unlabeled

data in the exploration process. The organization of this dissertation is as follows:

Chapter 2 provides an introduction of the background of the related research areas.
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Chapter 3 presents Delve, a web-based dataset retrieval, and document analysis

system. I discuss the reasons why the scientific community needs a system like Delve.

I then introduce its internal design and explain how Delve works and how it is benefi-

cial to researchers of all levels. In this work, a simple and efficient method is proposed

to propagate the labels from the labeled edges to the unlabeled edges using the graph

structure and edge attributes.

Chapter 4 I present the problem of extracting top-k popular datasets that have

been used in data mining, machine learning, and artificial intelligence fields. A semi-

supervised dual deep generative model for multi-label node classification is proposed

after formulating the problem as a semi-supervised multi-label classification one. The

proposed model takes as input the graph structure information and the node attribute

information, learning from both inputs end-to-end. The resulting model is then used

to extract top-k datasets in different predefined research areas of data mining and

machine learning.

Chapter 5 In this chapter, graph-based semisupervised learning on attributed net-

works, where both nodes and edges have contents attributes is studied. A sequence of

steps is proposed to be learned as the optimal walk trajectory for node classification.

By framing the task in a reinforcement learning setting, an agent (of classification)

can walk on the graph and decide where to go to win the game (maximizing the

classification gain). This flexibility allows for better graph exploration.

Chapter 6 extends the idea proposed in chapter 5 to multi-label node classification

problem. Our proposed model follows a cooperative multi-agent reinforcement frame-

work, with node and edge agents making guided walks on the graph. Finally, both

agents collectively make the final prediction from a combination of their learned walk

contexts. This setting enables better graph exploration with less number of steps.
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Chapter 7 presents the study on automatic hypothesis generation (HG). The HG

problem is formulated as a future connectivity prediction in a dynamic time-evolving

attributed graph. From this problem formulation, an inductive edge(node-pair) em-

bedding method is proposed, which utilizes both the graphical structure and node

attribute to encode the temporal node-pair relationship. To capture the time-evolving

relation between terms (nodes), the proposed model incrementally learns the node-

pair embedding at each time step using a recurrent neural network structure. The

node-pair connectivity prediction (i.e., HG problem) can then be addressed by clas-

sifying the learned node-pair embeddings.

Chapter 8 extends the idea proposed in chapter 7 by removing the closed-world

assumption that all unobserved term relationships are irrelevant. The proposed model

is based on PU learning via risk estimation. In this chapter, a variational inference

model is also proposed to estimate the positive prior and incorporate it in the learning

of node pair embeddings, which are then used for link prediction.

Chapter 9 presents a concise summary of the dissertation work and discussions for

the plan of future work.
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Chapter 2

Briefs of Related Background

The work presented in this dissertation is based on a broad array of techniques de-

veloped in machine learning. In this chapter, I introduce some concepts that will be

crucial for later chapters, such as semi-supervised learning, reinforcement learning,

recurrent neural networks, and multi-label learning. This section is structured as

follows: In section 2.1, I present a general overview of semi-supervised learning as

related to the work of this dissertation. In section 2.2, I present a general overview

of reinforcement learning as related to our model presented in Chapter 5 and 6. In

section 2.3, I discuss and survey multi-label learning. In section 2.4, I present and

survey recurrent neural networks (RNN) and its variants.

2.1 Semi-supervised Learning

In learning using data with unlabeled samples, one approach could be to discard the

unlabeled entities, learning only from the labeled. This method, however, leads to loss

of information especially in graph-structured data where discarding the unlabeled en-

tities would remarkably affect the graph connectivity and thus introduce a significant

bias in the learning method, especially when the number of unlabeled entities largely

outweighs the labeled. Another approach is to learn from the labeled and unlabeled

entities, thus leading to enhanced learning of the latent dependencies existing in the

data. This method of learning from the labeled and unlabeled data entities is known

as semi-supervised learning.
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Semi-supervised learning has attracted a lot of attention, and several studies [64–

68] have shown that the addition of unlabeled samples has resulted in a performance

increase. These algorithms approach the problem using different methods such as 1)

generative methods [64, 69–71] model the joint generative distribution of the labeled

and unlabeled data samples; 2) density-based methods [65,72,73] estimate the density

of the input space using the unlabeled data based on the assumption that the decision

boundaries lie on the low-density regions; 3) co-training methods [66,74] assign labels

to the unlabeled data samples interactively to conform with the labeled data; 4)

representation based methods [67,68] learn a new representation from both the labeled

and unlabeled sets using unsupervised methods, then use the learned representation

for supervised learning; and 5) graph-based methods [11,12,18,75] construct a graph

with both labeled and unlabeled data, then apply regularization on the graph.

Semi-supervised learning has found successful application in several research fields

such as image classification [64], node classification [11], graph classification [76],

and others. The works presented in this dissertation are modeled as graph-based

semi-supervised learning problems and propose semi-supervised methods for edge

classification and node classification, where unlabeled nodes and edges are used to

enhance performance, incorporating the node and edge attributes.

2.1.1 Positive-Negative (PN) learning (Binary classification)

Positive-Negative (PN) learning, also known as binary classification refers to the

problem of training a classifier to assign one of two possible class labels to data

samples. In a semi-supervised setting, the task is to learn from both the labeled and

unlabeled data samples. Let h ∈ Rd be a sample in feature space H ∈ Rn×d, and let y

be a label in label space Y ∈ {±1}. A sample h can belong to a set of positive class P :

{y = 1}, negative class N : {y = −1}, or unknown class otherwise. A set of samples H

and the corresponding set of labels Y ∈ {±1} are defined as (H, Y ), which is termed
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a labeled set. In PN learning, the goal is to develop a binary classifier f : H → Y

based on a priori labeled set (X±, Y±) and improve its discriminative performance by

unlabeled data Xu.

PN learning has seen several applications in recent years [77–80]. To train a

classifier f : H → Y , the training data is assumed to be an independent identically

distributed (i.i.d) drawn sample from the real data distribution. Many multi-class

classifiers can be reduced to solve binary classification problems [81, 82]. Tasks in

which outcome can be continuous can also be reduced to binary classification by

defining a “cutoff”. The outcome is then termed positive or negative depending on

whether the resultant value is higher or lower than the cutoff – for instance, the

classification of students into passing or failing based on their test scores.

2.1.2 Positive-Unlabeled (PU) learning

The aim of PU learning is the same as the PN learning, as described in section

2.1.1. That is, train a binary classifier f : H → Y based on a prior labeled set

that can distinguish between positive and negative data based on their features. In

PU learning, a classifier is learned using labeled data drawn from the positive class

P+ and unlabeled data, which is a mixture of positive and negative samples with

an unknown class prior α. In other words, only the positive class is observed. PU

dataset is often represented as a set of triplets (h, y, s), where h is a sample vector of

attributes, y is the sample class label, and s is a binary variable representing whether

the tuple was selected to be labeled. In PU setting, if the sample is labeled s = 1,

then it belongs to the positive class: P (y = 1|s = 1) = 1 as only positive samples are

observed.

There are three label mechanism assumptions in PU learning. That is how the

samples with an observed positive label were selected. These label assumptions are:

• Selected Completely at Random (SCAR) [80, 83] assume that the la-
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beled sample set is a subset of the set of positive samples selected completely at

random from the positive distribution (i.e., independent from their attributes).

This assumption reduces PU learning to standard binary classification. Thereby

enabling the application of standard learners to PU problems with minor mod-

ifications to the learning algorithm or data (e.g., recursive training, applying

weights, etc.).

• Selected at Random (SAR) [84] assumes that the labeled data samples are

a biased sample from the positive distribution, and the probability of selecting

positive samples to be labeled depends on their attribute values. Additional

assumptions are needed to enable learning when the labeling mechanism of the

data is not known.

• Probabilistic Gap PU (PGPU) [85]. This can be seen as a subcase of SAR

where labeled samples are sampled from the positive distribution with a bias:

positive samples closer to negative samples in attribute space, are less likely to

be labeled. Specifically, positive samples with smaller probabilistic gap ∆P (x)

are less likely to be labeled.

PU learning has gained lots of attention in recent years and has found application

in several areas, including image classification [86], text classification [87], cloud data

management [88], and others. Several methods have been proposed to address PU

learning. These methods can be split into three groups:

• Two-Step Method [89–91]. The two-step method is an iterative method

that splits the training process into two steps: 1) identify the reliable negatives

using different distance definitions, and 2) train a classifier using the known

positives and identified reliable negatives. The main assumption of this tech-

nique is that the negative samples are dissimilar to the labeled samples, while

the positive samples are similar to the labeled samples. This two-step train-
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Agent

Exit

Fire

Figure 2.1: An example of a problem in a reinforcement learning framework. The
agent about to enter a maze needs to learn a path to pass through the maze.

ing process is repeated iteratively till convergence, or a maximum number of

iteration is reached.

• Biased Learning [92, 93]. This method considers the unknown samples as

negative samples but with some noise (positive samples). Hence to account for

the noise, several studies have proposed either to tune the hyperparameters on

evaluation metric suitable for the PU data or to assign a higher misclassification

penalty for the positive class.

• Incorporation of the Class Prior [94,95]. This method applies tricks from

SCAR assumption directly to standard learning methods, making use of the

provided or estimated class prior.

2.2 Reinforcement Learning

Reinforcement learning is an area of machine learning in which AI agents make deci-

sions within an environment, given a set of contexts to maximize performance. In this

framework, a reward is specified for actions taken in the environment. The goal of

the agents is to maximize the cumulative reward obtained after a set of actions. This

behavior can be learned once or continuously adapted with time. Specifically, rein-

forcement learning is defined by a specific problem setup where agents are required to



40

make decisions based on current contexts. When this decision step is continuously re-

peated, it is known as a Markov Decision Process (Markov Decision Process (MDP)).

Figure 2.1 shows an example of a problem where reinforcement learning could be

applied. In figure 2.1, the agent needs to find a path to escape the maze avoiding

the barriers and wrong exits. At each step, an agent needs to choose a direction

to explore. A different choice of direction might lead to different outcomes. Thus,

the agent needs to learn the best set of actions to get to a good exit point success-

fully. Reinforcement learning has found application in different research areas such as

robotics [96], graph classification [76], computer vision [97, 98], games [99, 100], and

others.

Reinforcement learning problems are typically modeled as a Markov decision prob-

lem [101]. Markov decision process is a mathematical framework used to model de-

cision problems where the outcomes are partly random and partly governed by a

decision-maker. A Markov decision process framework is typically made up of 1) a

finite set of states S; 2) a finite set of actions A; 3) a transition probability function

P ; 4) a reward function R, and 5) a discount factor γ. A state St at time t is Markov

if and only if P(St+1|St) = P(St+1|S1, ..., St). Specifically, this mathematical formula-

tion specifies that future is independent of the past given the present. The transition

probability function P from state s to state s′ and reward R for state s by action a

can be defined as follows:

P a
ss =P(St+1 = s′|St = s, At = a)

Ra
s =E(Rt+1|St = s, At = a). (2.1)

The discount factor γ = (0, 1] is used to model the present value of future rewards.

The agent action selection is dependent on a policy π(a|s) = P(At = a|St = s). The
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Binary/Multi-class

Multi-label

{ship}

{ship, sea, sky, rock}

Figure 2.2: The difference between traditional classification method and multi-label
classification. Traditional classification methods assume one label for each instance
while multi-label classification allows for multiple labels to be assigned to one instance

goal of the agent is to learn an optimal policy π to maximize a cummulative reward:

∞∑
t=0

Ra
t (St, St+1|At = a), (2.2)

where a = π(St) - the action given by the policy.

The above formulation assumes that the environment is fully observable, i.e.,

the state space is fully known by a learning agent when any action is to be made.

However, this is not generally the case as noted by several studies [102,103], in some

configurations, the agents can only observe a subset of the states. An extension

of Markov decision process known as Partially Observable Markov decision process

(Partially Observable Markov Decision Process (POMDP)) [104] was introduced for

problems with Partially Observable states. In this setting, after an agent performs

an action a ∈ A, transitioning between states s → s′, the agent also receives an

observation o ∈ Ω dependent on the new state s′ and the taken action a, with a

probability O(o|s′, a), where Ω is a set of observations and O is a set of conditional

observation probabilities.

2.3 Multi-label Learning

A classical approach in classification problems is to assign each data object instance

X to one label l ∈ L from a class L of k disjoint labels. This is a k-class problem
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and is known as binary classification problem when k = 2 or multi-class classification

problem for k > 2. However, in some cases, one instance can belong to more than

one label. For instance, as shown in figure 2.2 an image can be associated with

multiple scenes like {sky, sea, ships, rock}. Similarly, a publication might be working

on different topics such as {text-mining, semi-supervised learning, neural network}.

For classification, assigning this image or publication to only one of the labels might

lead to an impotent classification model. Multi-label classification allows for objects

to be associated with more than one label. Specifically, in multi-label [105] problems,

data object instances X are associated with a subset of labels D ∈ L from a class L

of k labels. Hence, in this setting, a k-labeled problem has 2k possible outputs, as

opposed to k possible outcomes in a k-class problem.

Multi-label classification has found successful application in several research areas

such as text [106], computer vision [107], graph and node classification [33], bioin-

formatics [108], and others. Multi-label classification problem has gathered attention

since the last decade and several approaches have been proposed. These approaches

can be classified into 5 methods : 1) transformation methods [109–111] transform the

multilabel problems such that they can be solved using classic classification methods,

2) adaptation methods [112–116] adapt exiting classification models to work with

multi-label data, 3) dimensionality reduction and subspace methods [117–119] try

to obtain a latent feature space that captures the correlation between the labels, 4)

ensemble methods [120, 121] constructs an ensemble of classifiers, selecting at each

iteration q labelset for learning; and 5) generative modeling methods [12, 122–124]

model the generative process of multi-labeled data.

2.4 Recurrent Neural Networks

Recurrent neural network is a subset of artificial neural networks with cyclic con-

nections between the node, which, when unwrapped, forms a directed graph along a
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sequence. Due to their temporal dynamic nature, recurrent neural networks have been

applied successfully to tasks involving temporal or sequential data such as Natural

language processing (NLP) [125], Speech Recognition [126], time-series [127], image

captioning [128] e.t.c. However, as shown by Bengio et al. [129], a basic limitation

of RNNs is their inability to capture long term dependencies due to the vanishing

gradient problem [130]. Long Short-Term Memory (LSTM) [131] was introduced by

Hochreiter and Schmidhuber to mitigate the vanishing gradient problem. They pro-

posed a cell state with gated units regulating information flow across the network.

LSTMs are composed of cell states ct, input gate it, forget gate ft, and output gate

ot. The original Long Short-Term Memory (LSTM) structures are formulated as

it = σg(W
ixt + U iht−1 + bi)

ft = σg(W
fxt + U fht−1 + bf )

ot = σg(W
oxt + U oht−1 + bo)

ct = ft ◦ ct−1 + it ◦ σc(W cxt + U cct − 1 + bc)

ht = otσh(ct) (2.3)

where W,U, and b are the parameter matrices and vector, σg is a sigmoid function, σc

is typically a hyperbolic tagent function but recently can be implemented as a rectified

linear Unit (ReLU) function, and σh is typically a hyperbolic tagent function but can

be implemented as σh(x) = x [132]. The forget gate ft determines which information

from the past context to forget, the input gate it decides which values to update in the

current context, the cell state ct contains information for the current context, and the

output gate ot decides which information to pass forward. Due to the gated system,

the number of parameters in LSTM is increased 4-fold compared to the simple RNN

model. These parameters are all updated at each training steps and stored. For

example, let us assume an LSTM model with a cell state of dimension d, and input
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of dimensions m. The total parameters in this LSTM are equal to 4× (d2 + dm+ d).

To reduce the complexity, Cho et al. [133] proposed Gated Recurrent Units (GRU).

GRU merges the forget and input gates into one “update” gate; it also merges the

cell state and hidden state. The GRU structure is formulated as

zt = σg(W
zxt + U zht−1 + bz)

rt = σg(W
rxt + U rht−1 + br)

h′t = σh′(Wxt + Uht−1 + b)

ht = zt ◦ h′t + (1− zt) ◦ ht−1 (2.4)

where zt is the update gate which determines the amount of past information to

overwrite, rt is the reset gate which decides the amount of past information to use

in compute a new memory content, h′t is the current memory content, and ht is

the output vector containing information from the current unit and from previous

units. Considering our previous example, the total parameters in GRU are equal to

3× (d2 + dm+ d). A minimal version has been proposed by Heck and Salem [134] to

further reduce the number of parameters to 2× (d2 + dm+ d).
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Chapter 3

Delve: A Dataset-Driven Scholarly Search and Analysis

System

The word “Data” according to the Webster’s English dictionary [135], is defined

as “a collection of facts, observations, or other information related to a particular

question or problem”. Based on the above definition, data (physical or digital) can

be attributed to being a “cornerstone” of various scientific researches which have led to

the advancement of science and technology. In various scientific fields, the research

process involves exploration, analysis and evaluation based on a set of data. For

instance, various computer science fields (machine learning, data mining, database,

computer vision, pattern recognition, etc.) usually evaluate the effectiveness of a

proposed approach based on experiments conducted on a set of benchmark datasets.

In several other scientific fields like the environmental and biological sciences, the

credibility of proposed models designed from data and available knowledge in consort

with end-users and simulations is usually critically analyzed and reviewed based on

the model’s performance on a particular range of data spectrum [136–139].

The amelioration of science and technology has made it possible not just to ap-

proach problems that could have never been solvable in the past but to also improve

upon the performance of previous methods. Data is essential to both cases. However,

scholarly search based on dataset usage even when familiar with the research field

might require a significant amount of time and effort due to the unprecedented rate

of scholarly publications [140]. For example, consider the query: “Find all papers

using the MOA datasets and working on relational learning”. Typically, a two-step



46

manual method for answering this query is to 1) query the academic search engines

for papers on relational learning, and 2) spend a lot of time reading through the

searched papers to filter out the papers using the MOA datasets. This process can

be quite tedious and becomes more complex as a paper “A” might specify it used the

same dataset as in paper “B”, in which case a researcher also needs to search and go

through paper “B” to determine what dataset was used. Another relevant query can

be: “Find popular datasets used in relational learning”. It will also require a vast

amount of time to be dedicated to reading many articles.

It is vital to have a data-driven search engine to exploit the rich semantics of

dataset information available in academic documents, which current scholarly search

engines fail to provide. With the availability of different academic web search engines

and databases (e.g., Google scholar1, Microsoft Academic2, Semantic scholar3), infor-

mation on papers or authors in different fields, topics, can be easily accessed. Also,

dataset portals and repositories like Opendata4, UCI repository [141] and Google

dataset search engine5 provide a medium where users can search for datasets. How-

ever, having these two systems independently, even though each individually performs

its respective functions, offers only a meager benefaction in finding relevant papers

working on a given dataset or finding relevant datasets for a given problem. To the

best of our knowledge, only one academic search engine3 currently integrates the use

of dataset in academic document search. It uses dataset as a filter medium to their

search results, rather than allowing datasets as a search query, i.e., not answering a

simple query like “Find all the papers using MOA dataset”.

In this chapter, we present Delve, an online dataset-driven system that provides

a medium for dataset or document search, visual analysis of the citation relations

1https://scholar.google.com
2https://academic.microsoft.com
3https://www.semanticscholar.org
4https://data.opendatasoft.com
5https://toolbox.google.com/datasetsearch
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among documents and datasets, and online document analysis. More specifically,

Delve offers users a simple and easy-to-use interface for

• Finding a set of benchmark datasets for a research topic/field interest;

• Finding a set of research papers that used the same datasets;

• Visually analyzing the citation relations of academic documents and datasets;

• Instantly online analyzing an academic document and showing its citation re-

lations w.r.t. other documents and datasets, when a PDF of the document is

provided.

With these above-mentioned features, Delve is useful for different purposes, e.g.,

finding relevant papers for literature review, finding appropriate datasets for a specific

research interest, understanding document and dataset citation relationships.

3.1 Data Access in Science

Ancient civilizations like the Egyptians, Babylonians, Indians, and Chinese; practiced

what many could refer to today as applied science and mathematics [142]. Using the

knowledge obtained from recording and studying the stars and heavenly bodies, they

were able to predict seasons and develop principles of direction that they then applied

to agriculture and navigation. The availability of the recorded data about the stars

and heavenly bodies played a significant role in the study of seasons and navigation.

Data have always been a driving force in the evolution of science and technology.

With the current progression of science, the crucial need for data becomes more and

more pronounced. In this section, we will discuss the importance of dataset access

and analysis in scientific research.
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3.1.1 Empirical Evaluations

Empirical evaluations are one of the fundamental procedures in scientific research,

for validating and analyzing the performance of different methods. Usually, the eval-

uations provide a comparison showing which method is superior in a given problem

setting [143]. As commonly noted by several authors [143–146], evaluations can some-

times be seriously misleading, and need to be made in a fair and objective way. Also,

as noted by Keogh [147], most empirical evaluations are data biased because the

choice of dataset has a substantial effect on the results reported in many scholarly

papers. For instance, let us consider a researcher with a prior research interest in

Natural Language Processing (NLP) who might be interested in developing a new

method or extending a previous method in a new research area of interest (e.g., im-

age annotation). To show the performance of her method, the researcher would need

to compare the performance of her method with that of some prior methods on the

different datasets used by the prior works. Without the availability and prior knowl-

edge of such datasets, a fair and objective comparison cannot be made. Easy access

to information about datasets and how they have been used will reduce the data bi-

ases in empirical evaluations and curtail the dilemma of choosing the wrong datasets

for this step of scientific research. This information would improve the quality and

validity of empirical evaluations and increase the efficiency of researchers.

3.1.2 Reproducibility and Data Analysis

A scientific work needs to be repeatable given the same procedure, parameters, and

data. Reproducibility makes a research work easier to understand by other researchers

both to verify the reported results or to extend the work. However, the lack of re-

producibility has continued to be a significant problem in science, and several au-

thors [147–149] have warned against it. The availability of dataset used in a scientific

work is quite crucial for the reproducibility of the work, as methods perform differ-
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ently with different datasets [143]. Providing information and easy access to datasets

used in various scientific research works would enhance the reproducibility of these

works, and thus enable an objective analysis and validation of research works, for

promoting the quality of scientific research.

Another advantage of providing access to dataset information is that the value

of data can be better explored by more researchers. This data exploration could

lead to further insights and observations, bringing about more knowledge discoveries

from the dataset by using it for different purposes, which might not be the initial

intention of gathering the dataset. A valid example of this, as mentioned by Van-

schoren et al. [150], is the Sloan Digital Sky Survey (SDSS) data. The SDSS project

commissioned to take spectra and images of about 35% of the night sky has so far

created the most comprehensive astrophysical catalog in the world [151]. This col-

lected data, which was initially confined only to the members of the project, was

opened up to the public [152] and has since been used in different research studies.

Due to the availability of the data, scientists were able to ask different questions

from the dataset [153–157], leading to a vast number of discoveries. An example

of a significant discovery from the SDSS data is the discovery of the emission light

galaxy known as “Green peas” via the Galaxy Zoo project. The Galaxy Zoo project

employs the help of astronomy enthusiasts to classify millions of galaxies in data ob-

tained from different sources including the SDSS. Volunteers studying the SDSS data

provided by the Galaxy Zoo project discovered the emission light galaxy by noting

their peculiarity which was then unresolved in Sloan Digital Sky Survey imaging [157].

3.2 Related works

Over the years, the importance of access to scholarly documents and datasets has

been increasingly recognized by researchers. There have been works directed towards
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making information to scholarly documents and datasets easily accessible. However,

these efforts have mostly been disjoint. These works can be separated into scholarly

search engines and dataset repositories.

3.2.1 Scholarly Search Engines

Citeseer6, an open-source scholarly search engine, was introduced in 1997 by Giles et

al. [158] as an automatic citation indexing system. Citeseer later became CiteseerX

in 2007, which is a scholarly search engine, digital library, and repository for scientific

and academic papers with a focus on scholarly papers in computer science [159].

Citeseer is considered to be the first academic search engine and only indexes publicly

available documents. In 2000, Scirus7 was launched as a joint work between Fast

Search & Transfer (FAST), a Norwegian search engine company, and the Elsevier

Science publishing group to address the problem of access to scholarly documents

from both authoritative sources like publishers and non-authoritative sources like

university websites. Scirus has since been retired in 2014 and replaced with Scopus8.

Two of the more recent scholarly search engines are Google Scholar9 and Microsoft

Academic10. Google scholar was initially launched in 2004 as a way to improve the

efficiency of researchers by providing access to scholarly literature information and

knowledge [160]. Over the years more features have been added to the search engine

including saving search results and organizing author citations. Microsoft Academic

was initially introduced as Windows Live Academic Search in 2006 to compete with

Google’s scholarly search engine, and then was retired after two years. In 2016,

Microsoft Academic, a relaunch of Microsoft Academic Search, was introduced as a

free public scholarly search engine, which essentially has the same function as other

6http://citeseerx.ist.psu.edu
7http://www.scirus.com
8https://www.scopus.com
9https://scholar.google.com

10https://academic.microsoft.com
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scholarly search engines.

Some systems extend the idea of academic search engines by applying machine

learning techniques on the academic documents to retrieve other information from the

scholarly materials. AMiner11 (former Arnetminer) was created in 2006 to search and

analyze researcher networks [3]. In 2015, Semantic Scholar12 was created to provide a

smart search service for journals by applying some machine learning techniques and

a layer of semantic analysis. Semantic Scholar incorporates the use of datasets as a

filter parameter in generating their results. Currently, there is a considerable amount

of scholarly search engines available on the web, each with its features. However,

none of the currently available academic search engines is dataset driven.

3.2.2 Dataset Repositories and Portals

The creation of standard collections of datasets has made the reproduction and em-

pirical evaluations of scientific work easier and fair [143]. There are a lot of dataset

repositories and data portals currently available. Some of these like the University

of California, Irvine (UCI) repository [141], Knowledge Discovery and Data Mining

(KDD) achive13, Mldata14, OpenDataSoftOpendata15, Data.Gov16, Sloan Digital Sky

Survey (SDSS)17 and Linguistic Data Consortium (LDC)18 are openly accessible to

the public. There are also the commercial dataset collections including Datamar-

ket19, Xignite20, and IEEEDataPort21. With the increasing advocacy of open data,

more and more closed datasets are being made public. Open data has been shown to

11https://aminer.org
12https://www.semanticscholar.org
13https://kdd.ics.uci.edu
14http://mldata.org
15https://data.opendatasoft.com
16https://www.data.gov
17http://www.sdss.org
18http://www.ldc.upenn.edu
19http://www.qlik.com/us/products/qlik-data-market
20http://www.xignite.com/
21https://ieee-dataport.org/
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benefit both the academic community and the data owner [143,148,150,161].

Vast number of dataset repositories and data portals mean more available datasets

to use, but also mean more difficulties for researchers to find appropriate datasets and

relevant references. It is often that researchers end up using datasets they have heard

or read about, even though there might be better datasets available and more suitable

for their research problem. Having a platform possessing information on datasets from

different dataset repository and data portals, ranking them by relevancy to a search

keyword or phrase, and providing the relevant datasets to researchers will not only

provide researchers with better dataset choices but also provide exposure to various

good dataset repositories and data portals.

3.3 Delve

Delve22 is a dataset-driven system with a focus on dataset retrieval and document

analysis [162]. The advanced features Delve has over other scholarly search engines

are

• Delve can be used to retrieve dataset-driven results. For example, in Delve

homepage (shown in Figure 3.8a), a user can give a query word, which can

be a dataset name or a research topic, e.g., image/video annotaiton. Matched

datasets will be returned and ranked by their relevance (shown in the middle

part of Figure 3.6), as well as relevant research documents (given in the right

part of Figure 3.6). This feature is very useful for finding relevant datasets and

surveying relevant research documents.

• Delve can be used to understand the relationship between papers and

dataset. This relationship can be paper-to-paper, paper-to-dataset, or dataset-

to-dataset. For example, the graph in Figure 3.7b and Figure 3.8b show the

22https://delve.kaust.edu.sa
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citation relationship among papers and datasets. The visualization of the re-

lationship among papers and datasets can help on easily getting more insights

about a paper or dataset.

• Delve can analyze PDFs of academic documents. This feature can be used in

analyzing a document even before submitting it to a journal or conference to

evaluate its relationship to other published papers. With this, a researcher will

be able to detect a paper that might be of advisable to cite or read through.

Figure 3.8 demonstrates one example of this feature.

Detailed works behind each feature will be discussed in next subsections. At the

time of writing, we have to admit some disadvantages of Delve:

• The size of the Delve database (currently including 2 million scholarly docu-

ments) is limited when compared with the database of other popularly used

academic search engines. This limitation would be less of an issue as the Delve

database will be continuously expanded with more collections.

• There are false citation relationships displayed on Delve. This issue is due to

the limited document collection size and the simple algorithm Delve currently

uses for citation relationship prediction. We expect this to be curtailed with

improvements to the applied algorithms and the addition of more document

collections.

3.3.1 The Delve Database

The Delve database was initialized by collecting papers published in 17 different

conferences and journals between 2001 to 2016, including AAAI, IJCAL, TKDD,

NIPS, CIKM, VLDB, ICML, ICDM, PKDD, WSDM, SDM, ICDE, KDD, DMKD,

KAIS, WWW, and TKDE. Using the Microsoft graph dataset23, the Delve database

23https://academicgraph.blob.core.windows.net/graph-2015-11-06/index.htm
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was extended to include references and the references of their references (up to 2 hops

away) of the papers in the initially selected conferences and journals. This extension

thus enlarged our database. At the time of writing, the Delve database includes more

than 2 million scholarly documents from more than 1000 different sources including

conferences, journals, and books.

Documents and datasets are treated as nodes in Delve. A large citation graph is

then built by linking papers and papers, papers and datasets, datasets and datasets

if there exist citation/usage relations among them. For supporting dataset-driven

search, Delve explores not only the node content (text of scholarly documents or

datasets), but also the edge labels (positive labels indicating the dataset relevance,

e.g., paper A used dataset D, or paper A citing paper B because of the common

datasets they used). The initial labeling work was conducted by crowd-sourcing on

papers and datasets cited by these papers published in ICDE, KDD, ICDM, SDM,

and TKDE from 2001 to 2014. These labels (accounting for 5% of the whole graph

edges) have been manually verified to be correct by three qualified participants. Due

to the high cost of crowd-sourcing, it is infeasible to label the remaining 95% of edges

manually. Therefore, one of the principal challenges that arise in Delve is to develop

an efficient and effective method to assign labels to a large number of unlabeled

edges. To tackle this issue, we developed a semi-supervised learning method using

ideas adopted from the label propagation algorithm [163] for edge label inference,

which will be discussed later in section 3.3.3.

3.3.2 Document Parsing

For preparing node content, we acquired publicly available PDF documents of pa-

pers in the Delve dataset when accessible. For nodes when PDFs are not accessible,

we acquired their other content information such as title, authors, abstract, publi-

cation venue, publication year, URLs, etc. The documents were collected through
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web crawling from different sources. The web crawler was designed to go through a

list of scholarly document URLs to locate and download PDF files that are openly

available. This URL list of papers was obtained from the Microsoft graph dataset

and by crawling the web. We were able to collect about 680,000 PDFs, according for

32% of the nodes in the whole graph.

The downloaded PDFs are converted into text using the Linux pdf2text tool.

Then using methods proposed in [164, 165], we sectionize the text. We extract the

following sections from each document:

Header: This is composed of the title of the paper, the author(s) information, and

the keywords when available;

Abstract: We extract the paper abstract when available;

Paper body text: This is composed of the document text excluding the header

information, abstract and references;

Citation: We extract the document references made in the paper, which is then

parsed further to separate the different parts of the citation: author, title, year

of publication, and page numbers;

Citation context: These are the sentences encompassing a citation reference in

the body of the document;

Cited links: These are the URLs cited in the paper. These URLs could be links rel-

evant to the research work, link to datasets used, or link to the implementation

codes.

Due to the variety of the documents we currently have in our database, we still

experience some of the parsing issues due to variations in formatting as noted in [158].

We expect in time for this problem to be reduced with the improvement to the parsing

algorithm.
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The citation information of the papers is extracted from the paper text, Microsoft

dataset, and the web. We proceed to identify and merge the different citations to

the same article, and then build the citation network. The apparent difficulty in

dealing with citations made in different conferences and journals is the variations in

the formatting of documents and their citation methods, such as the MLA, APA,

Chicago, Harvard, and other formats. There exist also papers that do not follow any

particular guideline citation format, even include typos in citation.

In order to split each cited paper in References into sections such as authors,

title, publication year and so on, we developed a rule-based method and combined

it with the method proposed in [164]. The heuristics in the constructed rules have

considered the variation of reference styles in different documents. For instance, the

author section normally appear first, and often separated by comma from each other.

The publication year, a double quote or a full-stop usually separates the authors and

the title sections. However, these observations do not present a generalization over

all the citation syntaxes which we incorporated in our splitting method. After the

splitting, a reference paper appearing in different styles are merged as a single one.

Then, we proceed to create the citation network of the system by building the links

between papers and datasets based on their citation relationship. Next, we discuss

the citation network building and labeling.

3.3.3 Delve System Design

The Delve system is made up of two main modes of operation. A high-level view

of the system architecture is shown in Figure 3.1. The offline processing module

includes the remote structure, framework, and design of the system to ensure its

functionality. New improvements and updates are regularly made to the system.

In online processing, Delve web interface accepts user query (search phrase or file

upload). Delve analyzes and executes the query, launching different processes that
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Figure 3.1: Delve Offline and Online Process

perform the execution, ranking, and result analysis.

We express a paper or dataset source in our system database to an entity. Each

entity is made up of a set of attributes (title, authors, papers cited, papers citing it,

its citation information, etc). From this information, a citation network G = {V,E}

is built through linking two entities if one cites the other. An edge between vi and vj

are labeled positive (dataset related) if vi cites vj because vi uses the dataset in vj,

or negative (not dataset related) otherwise. As discussed previously, the data-driven

search will explore nodes that are linked by positive edges. A significant challenge in

Delve is the edge label assignment in a large citation network with only 5% known

labels, which are crowd-sourced.

Edge Label Assignment

Based on the logical assumption that a highly cited dataset entity will most likely

gain more positive citations than negative citations in the future, we see that for

our problem, entity citations labels are interrelated. We adopted two methods (label
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Table 3.1: Performance results of edge label inference using modified PageRank and
label propagation

Pagerank Label Propagation
AUC 0.8231 0.8979
Precision 0.9933 1.0
Recall 0.6391 0.6260

propagation [166] and PageRank [167]) and modified them to infer labels for the

edges with unknown labels. They are selected due to their advantages in the amount

of priori needed, better run time, and fitness our problem, considering that we are

working with a large network with missing information.

Before using the inferred edge labels in query answering, we conducted extensive

experiments to evaluate the developed methods on a total of 101,503 labeled edges.

The results are reported in Table 3.1. The studied network is overwhelmingly un-

balanced with most of the nodes having very low in-degree. Therefore, to ease the

performance assessment, we randomly sample 10% of incoming edges to nodes with

high in-degree as test datasets. The results are obtained from running the evaluation

five times with random samples and then taking the average. We measure the perfor-

mance of these methods based on the precision, recall, and Area Under Curve (AUC)

value. The performance of both methods are comparable. However, label propagation

is a little better and more stable than RageRank w.r.t. parameter settings. Thus,

the adoption of the label propagation method as the main labeling algorithm for the

Delve system. The details of these two approaches are given next.

Label Propagation Label propagation is a popular graph-based semi-supervised

learning framework which is efficient in large graphs. The classic problem setup is

defined as follows: given a graph G = {V,E}, a set of nodes Vl have known labels,

while the remaining nodes Vul have unknown labels. Label propagation infers the

labels of Vul by progagating the known labels from Vl to Vul.
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Figure 3.2: Graph G is reconstructed into G′, where ei = v′i, L = 0.5 + Simij,
H = 1 + Simij. In G, different types of link relationship are illustrated by colors,
blue links are positive, red links are negative, while a black edge (e4) shows a link
with a missing label. In G′, these edges are represented by nodes in corresponding
colors, while the white node v′4 signifies the black edges e4 with a missing label.

We aim to label the edges, and thus restructure our graph to G′ = {V ′, E ′,W ′},

where the set of nodes V ′ is the set of edges E in graph G and E ′ is the set of

generated edges whose weight W ′ show the calculated similarities between two edges

corresponding to nodes (v′i, v
′
j),∀v′i, v′j ∈ V ′. The edges E ′ are generated by linking

each edge ei in the original G (v′i in G′) to the top 20 similar edges ej (v′j in the

original G′) that have the same target node as ei or where the target node of ei is the

source node of ej.

A simple example of this reconstruction is shown in Figure 3.2. Since this is

not an undirected graph, using the reconstructed graph G′ as described above is not

enough to ensure convergence. A general way to ensure convergence is to disregard

the directions or make the graph matrix stochastic and irreducible [167]. The problem

with these solutions w.r.t. our work is that they implicitly make a vague assumption

that all papers and dataset are somewhat related. We, therefore, opt for a different

solution and introduce a new label “unknown”. Before running the propagation

algorithm, we scan through the reconstructed graph, searching and assigning the label

“unknown” and append a self-loop to the nodes v′d ∈ V ′ with a dead-end. Figure 3.3

presents a simple example of a dead-end preprocessing.

To define the similarity between v′i and v′j (two edges ei and ej in the original graph

G), we extract the number of dataset keywords24 from each citation context (i.e., the

24We manually compiled a list of dataset related words and phrases, such as: “used dataset from”,
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Figure 3.3: A simple case of a dead-end. A preprocessing step is applied on the
reconstructed graph - assigning an “unknown” label to each node with a dead-end
(in this case nodes v′2 and v′3; shown in yellow).

sentences which encompass the citations). We then defined a Gaussian similarity

score between pairs of edges (ei and ej in G)

Simij = exp(−||di − dj||
2

2σ2
) (3.1)

where di = nd
nc

, nd is the number of dataset related words in the sentences which

encompass the citation depicted as di, and nc is the number of such sentences in the

source papers.We then assign a weight:

W ′
ij =


1 + Simij if v′i and v′j have the same target vt ∈ G,

0.5 + Simij otherwise.

(3.2)

With the constructed graph G′ = {V ′, E ′,W ′} where a small portion of V ′ have

verified labels, label propagation algorithm is run to propagate the given labels to

unlabeled V ′. After the labeling step, the graph G′ is reconstructed back to the

original graph G.

PageRank PageRank algorithm [167] determines the importance of a web page

based on the importance of other web pages with which it has in-links. A web page

that has more in-links will have higher importance (measured as PageRank score).

In-links can be considered as weighted votings, where the weight of a link depends on

“gene banks”,“copora”, etc.
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the importance of the source page and also the number of out-links the source page

has.

In our built network, there is a general observation: if a paper node or dataset

node is highly cited with positive edges, the likelihood of a new unknown citation to

this node to be also positive is high. This observation conforms to the mechanism of

PageRank: web page with many in-links are good, and in-links from a “good” web

page are better than in-links from a “bad” web page. We correspond dataset citation

links to “good” links and others to “bad” links. We then, apply PageRank to rank

the nodes, with an expectation that highly cited nodes relevant to dataset are ranked

higher than others.

To do this, we construct a Markov model M that represents the graph G as a

sparse matrix whose element Mu,v is the probability of moving from node u to node

v in one-time step. We then compute the adjustments to make our matrix stochastic

and irreducible (see [167]). The PageRank scores are then calculated using a modified

version of the quadratic extrapolation algorithm, which accelerates the convergence

of the power method [168]. In the original PageRank algorithm, the PageRank score

ru for node u ∈ V can be recursively defined as:

ru = Σv∈Lu
rv
Nv

, ∀u ∈ V. (3.3)

where Nv is the number of out-links from node v, and Lu is the set of nodes that are

connected to u.

To include the known positive labels of edges, we modified the algorithm such

that the PageRank score is recursively defined as:

ru = Σv∈Lu


ru
Nv

if edge (v, u) is 1,

− ru
Nv

otherwise,

(3.4)
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Figure 3.4: Delve search schema

Equation (3.4) is set such that incoming negative links will decrease the rank score

of a node, while incoming positive links will increase the rank score of a node. An

initial rank score of 1
N

is assigned to each node (N is the total number of nodes). After

converged ranking scores are obtained for each node, a threshold is applied to nodes,

whose incoming citations are labeled as positive if its score is above the threshold,

and negative otherwise. It is worth noting that the threshold has a high impact on

the inference accuracy. We set it be the 85th percentile after cross-validation.

Delve Search

Figure 3.4 presents a scenario where a user is searching for a dataset to use as a

benchmark dataset for her research project. She enters her research topic of interest

as a query (input). Delve analyzes this query and presents the user with results

(outputs) ranging from matched datasets to papers that used these datasets, which

all ranked by relevance. An example of the search result page is shown in Figure 3.6.

To save users’ time on filtering out unusable data sets, we separate the invalid datasets

(datasets that are no longer available) from the valid ones. Although unavailable (see

the third tab in the middle of Figure 3.6), the information of these datasets is still

presented for the literature review and survey purpose. It is worth mentioning that

a dataset node can actually be a paper if it contains direction or descriptions of the

dataset used in other papers.



63

Delve is also capable of handling queries based on snippets of the dataset name.

For example, the user might have a dataset in mind, e.g., the PTB Diagnostic ECG

Database “http://physionet.org/physiobank/database/ptbdb/”. However, the user

only knows that the dataset is from physionet and is called ptb. Entering “physionet

ptb” will return the correct result.

When a user inputs a query using the user interface, the search phrase is parsed

and sent to the dataset query analyzer and the document query analyzer for processing

and analysis the search result results. The search schema is made up of three main

layers namely: Dataset Query Analyzer, Document Query Analyzer, and Popular

Dataset Retriever.

Dataset Query Analyzer (Dataset Query Analyzer (DaQA )): Given an

input search phrase, DaQA converts the search phrase into a dataset query to search

the Delve database for dataset items that match the user search phrase. These dataset

items are the nodes associated with positive incoming edges. They can be dataset

entities, or paper entities containing dataset information. The matched entities are

validated and ranked according to their relevance scores. The result is sent both

as output to the user and as input to the Document Query Analyzer to retrieve

documents that use the returned dataset items.

Document Query Analyzer (Document Query Analyzer (DoQA)): The

document query analyzer receives as input the user search phrase and the dataset

items matching the search phrase. The DoQA converts the search phrase into a

document search query, queries the database for documents matching the query, and

returns a ranked result. Papers citing the matched datasets items are assigned a

boosted weight in the relevance ranking algorithm. The returned results are in turn

sent as output to the user and its indexes sent as input to the Popular dataset retriever

to get the prevalent datasets used by papers matching the search query.
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Figure 3.5: Delve document analysis schema

Popular Dataset Retriever (Popular Dataset Retriever (PoDR)): The work

of the popular dataset retriever is to query the database for the popular dataset items

cited by the papers returned by the DoQA. More specifically, it retrieves dataset

nodes that have incoming positive links from nodes presenting papers returned by

the document query analyzer. These datasets are then ranked according to their

citation count.

After the query processing and analysis, Delve returns to the user the result from

the different stages of analysis. Figure 3.6 presents a sample of the result returned by

the different stages. The dataset list displayed in the middle panel of Figure 3.6 shows

the results from the DaQA (matched datasets). The result from the first (DaQA) and

third stage (PoDR) can be seen under the “matched” and “popular” tabs respectively.

Results from the second stage (DoQA) are displayed on the rightmost panel having a

list of documents with their metadata including the document title, authors, venue,

and abstracts.

Document Analysis

Delve queries can range from just a keyword search, dataset search, or by uploading a

file for on-line analysis. The document analysis provides a medium where researchers

can quickly analyze a scholarly document regarding how it is relevant to other docu-
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ments, without checking the references and searching and reading each of them. This

analysis could be for different reasons, like to understand the relationship between a

given paper (published or unpublished) with other scholarly papers, to check for other

similar papers for further research, or to see the common datasets used in the citation

network community of a given paper. Delve allows users to upload the PDF file of

the paper for analysis. Delve analyzes the PDF, translates the results into a query,

processes the query, and displays the result as a visual citation graph (see Figure

3.5). The user can then use the Delve citation graph Graphical User Interface (GUI

) to analyze the paper further (see Figure 3.8). We plan to provide more information

from the document analysis. Further additions will be made to the system later.

The document analysis is organized into three sub-processes namely: document

parsing, query processing, and result validation. These sub-processes are explained

below:

Document Analyzer: When a document PDF is uploaded, Delve converts the

Portable Document Format (PDF) to text using the Linux pdf2text tool. Then

using our citation parsing algorithm, we parse and extract the reference list from the

academic document. The result is a list of tuples containing the references made in

the paper. Each reference tuple is composed of three items - authors, title, and other

information.

Query Processor: On receiving the reference list, the query processor sends a

query to the Database Management System (DBMS) for retrieving the relationship

between the document and the items in the Delve database, as well as for the relation-

ship between the references of this paper and items in Delve database. This process

is done by converting this paper and each of its references to a database query.
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Figure 3.6: Delve search result page, showing the matched datasets (middle) and
documents (right). On the left, there are different filter selections for making advanced
search and modifying the returned results.

Result Processor: The result processor validates the query result and sets the

format to the citation network syntax. The result is written to a temporary file. The

file name is returned to the user interface which then reads the file and displays the

citation network.

3.4 How it Works

As discussed before, Delve offers data-driven search and document analysis. In this

section, we demonstrate how Delve works in these two modes. For better under-

standing Delve, please try it at https://delve.kaust.edu.sa to further investigate the

interesting results and features provided by Delve.

3.4.1 Delve Search System

Delve supports two search modes: a normal search and an advanced search. The

normal search is structured to be intuitive and simple. The default output includes

all the papers in satisfying the query, ranked by relevance as explained in section 3.3.3

above. The advanced search provides an extended medium for querying the system.

A user can make use of a combination of different filter selections provided by the

Delve web interface to modify the returned results. These filters include searching
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(a) Information page of the selected item
showing the item metadata

(b) Information page of the selected item
showing the item citation network

Figure 3.7: More details about a selected item are provided on the item’s information
page

specific conferences, journals, authors, etc, as shown in the left part of Figure 3.6.

The search result page area is split into two: the dataset result (displayed in

the middle of Figure 3.6) and document search results (displayed on the right in

Figure 3.6). The dataset results panel is composed of 3 tabs: Matched, Popular and

Unavailable. The Matched tab contains the datasets matching the search query, the

Popular tab contains the list of popular dataset used by the documents returned

by the document search query, and the Unavailable tab contains the temporary or

permanently unavailable dataset (whose web links are no longer accessible).

Figure 3.6 shows the search result of the phrase “image/video annotation”. The

dataset search result is either a URL (pointing to the web page of the dataset), or a

paper (where the dataset is introduced or used). A click on the dataset result, if a

link, will take the user to the web page of the dataset. If it is a paper, a click on it

will open the information page of the paper. A click on a paper search result item

will also open the information page of the selected document, as shown in Figure 3.7.

In this case, it is a paper entitled “Enhanced Max Margin Learning On Multimodal

Data Mining In A Multimedia Database” [169]. The information page is composed

of several sections :

Document Metadata: including the document abstract, authors, publication year
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(a) Delve homepage

(b) Results shown after analyzing a PDF
file

(c) Bar chart showing the number of ci-
tations per year in the displayed citation
network

Figure 3.8: The citation network produced by the document analysis system after
analyzing a given document

and venue;

References: this shows the list of references in the paper. Selecting “see more”

will open a full list of the document references;

URL section: the section is made up of two subsections - Sources (links to docu-

ment file) and Links (web links referenced in the document);

Citation Graph: showing the citation network of the paper. More details about

this section are presented in Section 3.4.3.
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3.4.2 On-line Document Analysis

As discussed previously, Delve offers users a document analysis system, which is an

important feature of Delve. On the Delve homepage (see Figure 3.8a), a user can

click on “Analyze file”, and then select a PDF document to be analyzed, and upload

it. The PDF document is then analyzed by the system, and the result is displayed

on a new page in the form of a citation graph.

Figure 3.8b shows the result of analyzing a paper entitled “Collaborative Filtering

for Binary, Positively Data” [170], which is recently published at ACM SIGKDD

Explorations Newsletter volume 19 in 2017. It is worth noting that this paper is not

included in our system database at the moment of analysis. However, some of its

reference papers are included in Delve database. Therefore, we can analyze how this

paper and its references are relevant to other papers. The citation network in Figure

3.8b is centered at this analyzed paper and shows its 2-hop neighbors (by setting

Network Neighborhood: 2 at the top-left corner). Actually, by changing the setting

of Network Neighborhood: k Delve can display k-hop citation network centered at the

analyzed paper. More discussion about the citation network analysis is given next.

3.4.3 Citation Network Analysis

One of the aims of our system is to provide researchers with a medium to visualize

and analyze paper and dataset relationships. Delve provides a simple GUI interface of

the citation network of the scholarly documents in its database. Each node represents

a paper or a dataset. The color of a node signifies how it is cited. A darker color

shows that a node is cited mainly based on dataset. The citation relationship between

nodes is shown by a directed link. A blue edge shows a dataset based relationship

(with a positive label); a red edge shows a non-dataset based relationship (with a

negative label), or a broken edge (with an unknown label). Mouse hovering over a

node displays the node title.
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The nodes can be interacted with in 3 different ways: 1) a left click on a node

displays more information about the item - including a bar chart showing the number

of citations per year to the selected node based on the displayed citation network (see

Figure 3.8c). Clicking on a bar in the displayed bar chart shows a list of documents

citing the selected node document published in the year shown by the bar correspond-

ing to the selected paper. 2) A right-click on a node pops out a list of documents

citing or being cited by the node document. And 3) a double-click on a node opens

up the information page of the document corresponding to the node.

The tool panel located at the left of the citation network provides some additional

tool for analysis. The user can increase the size of the network neighborhood, filter

selected papers by year of publication, select the most related papers based on the

citation relationship, etc. The raw data used in constructing the citation network can

be retrieved by clicking on the “View Data” button.

Another feature of Delve is the online edge inference feature. Currently, Delve

uses a modified version of label propagation (see section 3.3.3) to predict the unknown

labels in the citation network. When a user clicks on “Infer unknown”, Delve reads

the citation file, applies the inference algorithm, updates the file with the result and

signals the web interface of completion. The web interface reads the updated file and

displays the new result.

3.5 Summary

The availability and access to dataset have been shown to be a driving factor in several

scientific research fields and the advancement of science in general. We present Delve,

a system for academic search with a focus on dataset retrieval and document analysis.

The Delve search system provides researchers with a medium for data-driven searches.

The search result includes datasets and documents ranked by relevance. Delve also

presents more information on the documents, the citation network, and useful analysis
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tools. The Delve document analysis feature allows users to upload the PDF of a

scholarly paper and then returns to users a citation graph showing how the given

document relates to other documents. Users can further take the citation analysis

tools to analyze the results. With additions to the system, we plan to retrieve and

show more information from the analyzed paper.

In contrast to prior systems, Delve provides researchers with 1) an easy-to-use

medium to locate and retrieve information on relevant documents and dataset, 2) a

medium to analyze and visualize the relationship between documents and datasets.

This system can answer questions that no scholarly search engine has been able to

answer so far. We showed how Delve is beneficial to researchers and for scientific

research in general. We believe the Delve system will not just reduce the time required

to analyze a paper or find a relevant dataset, benchmark or scholarly document,

but will improve the quality of research by providing the user with a platform to

understand these entities better and how they interrelate with each other.
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Chapter 4

Mining top-k Popular Datasets via a Deep Generative Model

In this chapter, we target on addressing a real application problem: what are the top-k

popular datasets used for evaluation in a given research field? The knowledge of the

top-k popular dataset used in any given research field provides a better understanding

of the popular datasets used in that field; which will provide more insights on the

topics and also, hints on datasets to look into when working on topics under/related

to the field. Although there has been no prior research paper on the extraction of

popular datasets for given topics given a citation network, making an internet search

for “top datasets” yields a search result page with lots of blogs and write-ups of the

top datasets used in research which is often based on personal opinion. However,

this fails to show the use or usefulness of the reported datasets in different fields

of research. Our study here is based on the analysis of academic papers and thus,

provides a narrower and more realistic report.

We formalize this practical problem as a semi-supervised multi-label learning in

attributed graph problem. We use the available resources in a data-driven search

engine called Delve1, which provides what datasets were used for evaluation in more

than 2 million papers including those published at prestigious venues in the broad

area covering data mining, machine learning, computer vision, and others [171]. To

aggregate the evaluation datasets in a given research field, we are left with the problem

to find out the published papers in this field. Due to the overlapping nature of

research areas, one academic paper usually can be labeled with multiple topic tags.

1https://delve.kaust.edu.sa
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For example, a paper can fit into both graph mining and neural networks subfield

category if it applies neural networks to graph problems. The labels are mainly

determined by the paper content and supplemented by the related papers that it

cited in the reference and those that are citing it (utilizing the additional topological

information has been observed to lead to better document classification models [11]

[172]). Therefore, we have a multi-label classification problem to address given the

paper content and its citation relations (as known as attributed citation graph). With

the help of partially available label information, a semi-supervised learning approach

is desired, to provide more accurate classification results than unsupervised ways.

To address our semi-supervised multi-label learning problem on attributed ci-

tation graph, we need effective new solutions. There exist some approaches for

semi-supervised multi-label classification that can be directly applied on paper con-

tent [106,173,174]. However, citation graph information cannot be easily adopted in

them. A potential solution is to employ attributed graph embedding that represents

each node by a low-dimensional vector [25,175], and then apply semi-supervised multi-

label classification on the embedding vectors. However, the weakness is the indepen-

dent process of embedding and semi-supervised learning, which limits classification

accuracy. One can also apply semi-supervised attributed graph embedding [11,14,172]

to use the partially available labels to guide the attributed graph embedding. How-

ever, these approaches work in multi-class scenarios, rather than multi-label cases.

Last but not least, some of these approaches (e.g., [11]) do not scale well to our

problem as it is only scalable to the number of edges.

We investigate the use of deep generative models (DGM) for solving our problem

because of its scalable and expressive nature, which allows for more complex latent

distributions to be learned. In order to learn from both the text and graph informa-

tion, the frequently used naive approach is the concatenation of both input features.

However, this limits the expressive nature of DGM especially when the inputs are
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generated by different distributions (e.g., Gaussian and Bernoulli). We increase the

flexibility of deep generative models by modeling two input layers, to better capture

the intrinsic information from the graph topology and node content information. The

unified model is trained from end to end and produces accurate labels for documents

in different domains, which allows us to aggregate the documents and their used eval-

uation datasets further, and ultimately report the top-k popular datasets in different

domains.

4.1 Related Works

4.1.1 Attributed Graph Mining

Attributed graphs are graphs in which nodes are associated with attributes (in our

case text). Many real-world network data exist in attributed form. For this reason,

there has been a rise in the demand and development of efficient algorithms that can

handle attributed graphs [176–178]. A citation network is said to be attributed if

its nodes and/or edges bear some additional information like the document texts or

citation contexts. Some recent works, including Planetoid [172] and Graph Convolu-

tional networks (GCN) [11] etc., experimented on attributed citation networks, where

each document in the citation network has text information. Based on early works

on graph embeddings (see for example [32]), Yang et al. [172] introduced node labels

to obtain a semi-supervised embedding and applied a feed-forward neural network

to extend to an inductive setting. Kipf and Welling [11] took a first-order approxi-

mation of the graph spectral convolution [179] for semi-supervised node classification

and obtained state-of-the-art performance. The proposed GCN has a computational

complexity scaling with the number of edges and is limited to transductive learning.

These limitations are tackled through sampling methods [14]. In this work, we build

a semi-supervised model that can deal with moderately dense graphs with millions

of nodes, without sophisticated graph convolutions. In contrast, our model is simple
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to implement: we first learn a traditional network embedding [33], and then utiliz-

ing both labeled and unlabeled samples to fuse this embedding with node attributes

which have text and multiple labels.

4.1.2 Deep Generative Models for Semi-supervised Learning

Deep generative models [64,69,70] are powerful deep neural network models to learn

data distributions based on prior parametric assumptions. This framework was ap-

plied to a semi-supervised setting by Kingma et al. [69]. In a simplified scenario, an

observed data sample x is assumed to be generated by p(x | z) that is parameterized

by a neural network, where z acts as a latent representation distributed according to

some simple parameter-free distribution p(z). By assuming a corresponding inference

model given by q(z |x) that approximates the posterior p(z |x) and is parameterized

by another neural network, all model parameters can be learned by variational infer-

ence. As noted by Maaloe et al. [64], the proposed model is not easy to be trained

end-to-end with more than one layer of stochastic latent variables. Recent works

such as the Ladder network [180] have improved on the performance with end-to-end

training.

The auxiliary deep generative approach [64] enriches the flexibility of the gener-

ative model by adding a latent auxiliary variables a, so that the generative model

is given by p(x, z, a) = p(x | z, a)p(z, a). By assuming a parametric inference model

q(a, z |x), the marginal q(z |x) =
∫
q(a, z |x)da can be a non-Gaussian distribution

and therefore can fit better the true posterior p(z |x). If the data is (partially) la-

beled, a discrete latent variable y can be introduced so that the generative model is

specified as p(x, y, z, a) = p(y)p(z)p(a | y, z)p(x | y, z, a). Our proposition is based on

this auxiliary approach while specifically designed for graph data sets to incorporate

both link structure information and node attribute information.
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4.2 Deep Generative Model for Semi-Supervised Multi-label

Document Classification in Attributed Graphs

We first formally define our problem. Given an attributed graph, e.g., a citation

network, G = {V,E}, node set V is a set of documents including a small subset Vl

having known labels, while the remaining documents Vu are unlabeled. Note that

we focus on the multi-label problem, where each document can belong to more than

one class, i.e., yi ∈ 2`, where ` is the number of classes. The set of edges E are

citation links between the documents. Each document in the network contains text

information such as document title, abstract, keywords, and full body text. With

the intuition that connected documents with similar text contents are likely to share

the same labels, a model f(T,X) conditioned on both the topological structure X

and the text information T is expected to capture the intrinsic correlations between

the documents better, comparing to using only the topological structure X [11]. Our

problem is then defined as: given a training set S = {(ti, xi, yi) : 1 ≤ i ≤ |Vl|},

the goal is to produce a multi-label classifier that infers labels for Vu with minimized

errors [181].

Due to the limited number of labeled samples, we model our classification prob-

lem using generative models to learn from both the labeled and unlabeled samples

efficiently. Our graphical model is shown in Figure 4.1. The variables x and t are

the graph topology and text inputs respectively, z is a latent variable, and y is the

label variable. In this work, we obtain x of a node by applying node2vec [33], due

to its superior performance on representing the graph topology information. In the

generative model, both x and t jointly depend on latent variable z and label variable

y. In the inference model, label variable y is determined by node topology x and node

content t, while the variable z captures the intrinsic relationship among x, t and y.

By assumption, the generative model has a joint distribution p(t, x, y, z) = p(y)p(z)
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(t|y, z)pθ (x|y, z)pθ

p(y)p(z)

(a) Our generative model.

(y|t, x)qϕ(z|t, x, y)qϕ

 t x

(b) Our inference model.

Figure 4.1: Probabilistic graphical model. The variables x and t are the graph topol-
ogy and text inputs respectively, z is a latent variable, and y is the label variable.
Each incoming arrow to the variables is a deep neural network with parameters θ and
φ.

pθ(x | y, z)pθ(t | y, z), with

p(y) = Ber(y | γ),

p(z) = N (z | 0, I),

pθ(x | y, z) = N
(
x |µθ1(y, z), diag(σ2

θ1
(y, z))

)
,

pθ(t | y, z) = N
(
t |µθ2(y, z), diag(σ2

θ2
(y, z))

)
, (4.1)

where y is a random binary vector of length `, Ber(.| γ) is a multivariate Bernoulli

distribution with independent random bits with activation probabilities specified by

the vector γ so that p(yi = 1) = γi (that is the probability for the i’th bit activated).

p(z) , p(x | y, z) and p(t | y, z) are all assumed to be Gaussian distributions, with

N (· |µ,Σ) denoting a multivariate Gaussian distribution with mean µ and covariance

matrix Σ.

To infer the latent parameters, the model is optimized by maximizing the lower

bound on the likelihood of both labeled and unlabeled samples. For a labeled sample
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(t, x, y), its log likelihood

log pθ(t, x, y) = log

∫
z

p(t, x, y, z)dz

has the variational lower bound

L(t, x, y) = Eqφ(z | t,x,y)

[
log

pθ(t, x, y, z)

qφ(z | t, x, y)

]
. (4.2)

For an unlabeled sample x and t, its log likelihood

log pθ(t, x) = log

∫
y

∫
z

p(t, x, y, z)dzdy

has the lower bound

U(x) = Eqφ(y,z | t,x)

[
log

pθ(t, x, y, z)

qφ(y, z | t, x)

]
, (4.3)

where qφ(y, z | t, x) = qφ(z | y, t, x)qφ(y | t, x), including

qφ(y | t, x) = Ber(y | γφ(t, x)),

qφ(z | y, t, x) = N (z |µφ(t, y, x), diag(σ2
φ(t, y, x))). (4.4)

The overall objective function is defined to maximize the lower bound and mean-

while minimize the classification error in labeled data. That is, to maximize

E =
∑
tl,xl,yl

L(tl, xl, yl) +
∑
tu,xu

U(tu, xu) + β
Nl +Nu

Nl

∑
tl,xl,yl

log q(yl | tl, xl), (4.5)

where β > 0 is a hyper-parameter for weighting the classification error. Nl and

Nu are the numbers of labeled and unlabeled samples respectively. More details

of the derivations can be found in the appendix. The Adam optimizer is applied
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to minimize the cost function. The classifier in Eq. (4.4) qφ(y | t, x) is then used to

calculate probabilities for unlabeled (tu, xu) belonging to each class. γ(t) and γ(x) are

activation vectors for multivariate Bernoulli distributions given t and x respectively.

Although we focus on multi-label problems with continuous inputs, variables x, t,

and y could be of any distribution. The computational complexity of the labeled and

unlabeled cost functions in equations 4.2 and 4.3 is O(2l), where l = dim(y). We

assume l is small enough and tackling this complexity is left as a future work.

4.3 Evaluation on Citation Graph in Delve

4.3.1 Delve Citation Graph

We first evaluate the effectiveness of the proposed model on classifying documents

in Delve system. Note that this is the only publicly available attributed graph with

nodes explicitly given in multi-label setting. The widely used datasets for attributed

academic document categorization are the Cora, Citeseer, and the Pubmed dataset

[182]. These three datasets 2 are multi-class datasets (each paper having a single class)

and compose of 2708, 3327, and 19717 papers, respectively. The full Cora3 is a multi-

label attributed graph dataset. However, the labels are organized in a hierarchical

tree structure. For example, placing a paper X under C++, in turn places it under

programming, and placed under computer science. In this case, paper X will have

labels C++, programming, and computer science. Our application problem is to

find popular evaluation datasets in given fields, which may have overlaps, but not

in hierarchical structures. In some papers [183, 184], DBLP four area dataset [185]

is used in a multi-label setting, by converting the keywords used in each author’s

publication or author’s publication venues as the labels. However, since the aim is to

extract information from papers in different topic categories, using a dataset like this

2http://linqs.umiacs.umd.edu/projects//projects/lbc/
3https://people.cs.umass.edu/∼mccallum/data.html
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Table 4.1: Graph statistics of the Delve citation network

No. of nodes 2,116,429
No. of edges 9,434,474
No. of closed triangles 6,032,686
No. of open triangles 1,201,828,844
Fraction of closed triads 0.004995
Fraction of largest connected component 0.999662
Approximate full diameter 12

might be redundant as publication venues often cut across several topic ranges.

At the moment of writing, the Delve database is composed of more than 2 million

scholarly publications from more than 1,000 different conferences and journals in

various categories/domains. These scholarly publications are linked together to form

a citation network. Table 4.1 shows the full graph statistics of the Delve citation

network. For each document (node in the citation graph), the available content

information includes title, author(s), abstract, publication venue, keywords, and full

body text when present.

A document can belong to more than one category. The initial document la-

beling in the Delve citation graph was conducted as a crowd-sourced project where

participants were asked to manually assign papers to one or more of 20 predefined

categories gathered from the fields of machine learning, data mining, computer vi-

sion, and robotics. These categories were hand-picked and agreed by domain experts

to represent trending topics in these fields. See Table 4.2 for the category list and

the number of documents in each category. Since the documents are extracted from

different conferences in these areas, they provide a diverse set of citation informa-

tion and semantics. There are 4477 labeled documents in total. Each document on

average has two labels (max/min no. of labels in these papers are six/one).

To prepare the dataset from Delve, a preprocessing step is applied in building

the text features includes removal of stop words, converting letters to lower case,

and stemming using the porter-stemming algorithm [186]. Then node text features
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Table 4.2: Mullti-label documents from Delve system

Category name Papers assigned
1 Information retrieval 922
2 Natural language processing 624
3 Clustering 301
4 Optimization methods 302
5 Gene and cancer (bioinformatics) 165
6 Tracking (computer vision) 478
7 Security and privacy 494
8 Time series 119
9 Graph mining & social network 295
10 Supervised learning 290
11 Feature selection & extraction 150
12 Rule learning 332
13 Semi-supervised & active learning 144
14 Agent systems (AI) 469
15 Recommendation 97
16 Unsupervised learning 83
17 Dimensionality reduction 58
18 Neural networks 164
19 Online learning 26
20 Multi-label classification 16

t are extracted by applying the latent semantic analysis method on the document-

term matrix features, resulting in features vectors of 300-dimension. Node topological

features x are obtained by applying Node2Vec [33], which is a recently proposed skip-

gram based graph embedding methods that map each node to a d-dimensional vector,

to the full Delve citation graph (which is composed of over 2 million nodes). The

parameters of Node2Vec are set as p = 4 and q = 1 to keep in line with the typical

values used in Node2Vec [33]. We leave the default values of the other Node2Vec

parameters of d = 128, r = 10, l = 80, k = 10, where d is the feature dimension, r

is the number of walks per source, l is the length of walk per source, and k is the

context size for optimization.

We train our model finally on 821, 976 papers after excluding papers that have

no outlink in the Delve citation graph. We use the random hyper-parameter search
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[187] to determine the best latent layers dimension to use. All implementations are

conducted in Python using Tensorflow libraries and run on GPU workstations.

4.3.2 Baseline Methods to Compare

For comparison, we evaluated the performance of several supervised and semi-supervised

algorithms on the Delve multi-label dataset, and here report the performance of two

supervised and semi-supervised algorithms that gave the best result, in the binary

relevance framework.

Supervised Methods Linear SVM (Linear Support Vector Machine (LSVM)) is

an implementation of Support Vector Machine (SVM) using a linear kernel, and

Gaussian Naive Bayes (Gaussian Naive Bayes (GNB)) is an extension of the Naive

Bayes algorithm commonly by assuming a Gaussian distribution.

Semi-Supervised Methods Label propagation (Label propagation (LProp)) [166]

and Label Spreading (Label Spreading (Lspread)) [188] are semi-supervised algo-

rithms where labels are propagated from labeled to unlabeled nodes. The main dif-

ference between the two algorithms is that Label propagation uses the graph Lapla-

cian while Label spreading uses the normalized graph Laplacian in the design of the

transition matrix.

4.3.3 Evaluation Metrics and Results

Various metrics can be used in evaluating multi-label classifier models. In our ex-

periment, we measure the classifiers using the precision, recall, F1-scores, and subset

accuracy. We show both the micro and macro averaging methods. The expressions
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of the performance metrics used in the experiments are

Precision = TruePositive(TP)/(TP + FalsePositive(FP)),

Micro-Precision =
L∑
i=1

TPi/

L∑
i=1

(TPi + FPi),

Macro-Precision =
L∑
i=1

Precisioni/L,

Recall = TP/(TP + FalseNegative(FN)),

Micro-Recall =
L∑
i=1

TPi/

L∑
i=1

(TPi + FNi),

Macro-Recall =
L∑
i=1

Recalli/L,

F1-Score = 2× Precision× Recall

Precision + Recall
,

Micro-F1 = 2× Micro-Precision×Micro-Recall

Micro-Precision + Micro-Recall
,

Macro-F1 = 2× Macro-Precision×Macro-Recall

Macro-Precision + Macro-Recall
,

Subset-Acc =
1

N

n=1∑
N

I[yn = tn],

where TP, FP, FN are the true positives, false positives, and false negatives given

a positive and negative class set respectively. TPi, FPi, FNi are the true positives,

false positives, and false negatives given a positive class i respectively. Precisioni

and Recalli are the precision and recall score for class i. N is the number of test

samples, yn and tn are the predicted and target labels respectively. I is an identity

function that outputs 1 only when the prediction matches the true subset exactly,

and 0 otherwise.

We report the average F1-score obtained after 5-fold cross-validation. We com-

pare it against several supervised methods adopted for multi-label learning; however,

we report result from Gaussian Naive-Bayes [189] and LSVM - the baseline methods
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Table 4.3: Result summary of the multi-label evaluations on the Delve dataset

Methods Recall Precision F1-score Accuracy
Macro Micro Macro Micro Macro Micro

GNB 0.61 0.68 0.42 0.44 0.48 0.53 0.26
LSVM 0.43 0.54 0.66 0.73 0.51 0.62 0.44
LProp 0.40 0.50 0.43 0.52 0.41 0.51 0.38

LSpread 0.40 0.50 0.44 0.53 0.41 0.51 0.38
DGM (BR) 0.51 0.6 0.56 0.62 0.52 0.61 0.42

DGM 0.45 0.55 0.62 0.71 0.52 0.62 0.48

Table 4.4: Result summary showing the performance of different inputs to the DGM
Model. G &T (1) show the concatenated graph and text attributes while G &T (2)
signified a model trained with dual inputs for the graph and text attributes indepen-
dently

Methods Recall Precision F1-score Accuracy
Macro Micro Macro Micro Macro Micro

Graph 0.19 0.30 0.52 0.77 0.26 0.43 0.29
Text 0.41 0.50 0.64 0.73 0.49 0.59 0.43

G &T (1) 0.41 0.51 0.67 0.75 0.49 0.61 0.44
G & T (2) 0.45 0.55 0.62 0.71 0.52 0.62 0.48

which gave the best results for the multi-label tasks. Table 4.3 shows the performance

result obtained from the multi-label evaluation. Figure 4.2 shows the classification

accuracy of each class independently when using Naive Bayes, LSVM and the pro-

posed DGM. We also show the results obtained using the only the graph, text, and a

concatenation of graph and text information as input to the model in table 4.4. It can

be observed that our proposed model has the best performance over other baselines.

4.4 Application of Extracting Top-k Popular Datasets in 20

Fields

We then apply the proposed model to classify all unlabeled papers in the real multi-

label Delve dataset, and then we extract and report top-k popular data sources from

the documents in each class. The general algorithm is provided in Algorithm 1.

For this task, we train our DGM models with the full 821, 976 papers (i.e., 4477
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Figure 4.2: F1-score obtained for each class using the Naive-Bayes, Linear SVM and
DGM methods respectively

Algorithm 1: Full algorithm for top-k extraction

Input: Citation graph, document text embeddings, and a set of datasets
used by each documents

Output: Top-k datasets mentioned in papers in each class ranked according
to number of citation

1 Initialization;
2 Feed graph and text embeddings to the DGM architecture;
3 Train DGM using learned hyper-parameters from Cross Validation (CV);
4 Predict class labels of unlabeled samples;
5 foreach class label c ∈ C do
6 Select papers assigned to class c and extract the datasets;
7 Rank extracted datasets by citation count;
8 Select top-k dataset

9 end

labeled and 817, 499 unlabeled set), using the best configurations gotten from the

multi-labeled document experiment (see section 4.3.1) for each class. Then using the

trained model, we predict the classes of the papers. From the output, we extract

the URLs mentioned in the papers assigned to each class. We manually analyze the

obtained URLs; selecting the valid dataset related resources in each class. Due to

space constraints, we picked the classes with F1-Score 0.79 or higher and show the

top ten datasets resources in table 4.5.

Analyzing the results obtained for the Agent class, we observe that the top results
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Table 4.5: Top-10 dataset resources used in nine selected computer science fields in
the delve database

Natural Language Processing Bioinformatics Recommendation Systems

1 WordNet Data Gene Ontology Consortium Flickr Data

2 Linguistic Data Consortium Gene Expression Omnibus Facebook Data

3 TREC Data UCSC Genome Browser Youtube Data

4 Wikipedia Data Ensembl Genome Browser Yahoo data

5 Unified Medical Language System Data European Bioinformatics Institute (EMBL-EBI) IMDB Data

6 NIST DUC Data Saccharomyces Genome Database (SGD) Del.icio.us Data

7 Twitter Data Basic Local Alignment Search Tool Data Twitter Data

8 NTLK Data The Arabidopsis Information Resource (TAIR) Netflixprize Data

9 NATCORP (BNC) Data UCL Statistical Parametric Mapping Data Last.fm Data

10 NML Medical Subject Headings UniProt Data Grouplens Data

Neural Networks Security & Privacy Computer Vision

1 UCL Statistical Parametric Mapping Data Network Simulator (ns-2) UCL Statistical Parametric Mapping

2 Gene Expression Omnibus PlanetLab Flickr Data

3 Gene Ontology Consortium University of Oregon Route Views TREC Video Retrieval Evaluation: TRECVID

4 UCSC Genome Browser Gnutella (wego) OpenStreetMap

5 Saccharomyces Genome Database (SGD) Ebay (Auction) Data The MNIST database

6 Ensembl Genome Browser CAIDA Data CMU Graphics Lab Motion Capture Database

7 UCI Machine Learning Repository Common Vulnerabilities and Exposures (CVE) Data Youtube Data

8 European Bioinformatics Institute (EMBL-EBI) Skype Data VICON Data

9 Arabidopsis Information Resource (TAIR) Data National Vulnerability Database BrainWeb: Simulated Brain Database

10 The DIP Database UCI Learning Repository CAVIAR project Data

Agent Systems Information Retrieval Dimensionality Reduction

1 UCL Statistical Parametric Mapping TREC Data UCSC Genome Browser

2 JAVA Agent DEvelopment Framework WordNet Data Gene Ontology Consortium

3 Open Dynamics Engine (ODE) Gene Ontology Consortium Ensembl Genome Browser

4 NetLogo GeoNames Data UCI Machine Learning Repository

5 Jess Rule Engine LinkedData Data The Arabidopsis Information Resource (TAIR)

6 The Player Project Network Simulator (ns-2) Saccharomyces Genome Database (SGD)

7 Protégé DBLP Data Kyoto Encyclopedia of Genes and Genomes (KEGG)

8 Webots Robot Simulator TREC Video Retrieval Evaluation: TRECVID David Bioinformatics Resource

9 SWARM Agent-based Modeling Simulation Package, Snowball Stemmers ArrayExpress Data

10 Robot Operating System (ROS) UCI KDD Archive European Bioinformatics Institute (EMBL-EBI)

compose of modeling and simulation tools. We attribute this to the fact that the

verification and validation of AI agent systems are more complicated than the tradi-

tional evaluation method of giving a dataset as input and testing against an expected

value [190]. Thus, we conclude that in this research area, the evaluations are scenario

based and the use of a specific dataset for evaluation is not prevalent.

Another interesting observation from our result is the high presence of biological

data in the Neural Networks and Dimensionality Reduction classes. We attribute

this to the increased demand for more advanced models to handle the increasing

data dimensionality, exploit and extract the inherent information and structure in

the vast volumes of data which have prevailed in computational biology due to the

burgeoning of modern technologies [191]. This need to handle larger data brought

about the development and application of several dimensionality reduction techniques

to better handle the data, and the introduction of neural networks and deep learning

to bioinformatics because of their ability to process and learn from large and complex
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data [192,193].

4.5 Summary

We extended and investigated the use of deep generative models on multi-label graph-

based semi-supervised document classification such that it can learn from both the

text and graph information. The ability to learn from two inputs that could be of

two different distribution means that it could be used not just for graph-based classi-

fication but also can be applied to data with additional information. We introduced

the Delve citation dataset, a new document labeled multi-label citation dataset for

graph-based document classification. We benchmark the Delve multi-labeled citation

dataset on the DGM framework, and we show that the semi-supervised DGM model

can learn better classification models compared to several supervised learning algo-

rithms. From the classification result on the Delve-ML, we extract and report the

top ten dataset resources used by studies in some selected subfields.
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Chapter 5

Semi-supervised Node Classification with Recurrent

Attention Walk

The deep generative model introduced in Chapter 4 although outperformed several

state-of-the-art methods, it suffers some limitations:

• It assumes that the node embeddings provided as input captures the topological

information of the inherent graph. This might indirectly cause the model to be

dependent on the performance of the unsupervised node embedding method;

• The generative model learns from the full network, i.e., assumes all node neigh-

bors are equally relevant. This method might be prone to noisy information as

some node neighbors might have little or no relevance to the node;

• The proposed generative model works for graphs with only node attribute. How-

ever, attributed graphs can exist with attributes on the nodes and edges.

From these limitations, we pose a question: can we learn directly from a given graph,

incorporating the use of edge attributes while focusing on relevant nodes?

In this chapter, we focus on the problem of semi-supervised node classification on

attributed graphs with both nodes and edge contents.

Definition 1. Semi-supervised Node Classification: Given an attributed graph G = {V,E,Xv, Xe},

where node set V contains a small subset of labelled nodes Vl = < vi, yi >, 1 ≤ i ≤ |Vl| and

the remaining nodes Vu = V/Vl = < vj >, 1 ≤ j ≤ |Vu| are unlabeled. xv and xe denote the

attributes of nodes and edges in the graph G, respectively. The goal is to infer the labels
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of the unlabeled nodes Vu based on the available but limited node labels. Learning from the

graph content and structure information.

The main solutions to this problem are categorized into two modes: unsupervised

embedding + classifier, and semi-supervised learning on graph. The approaches in the

first branch apply a classifier on embeddings of graph nodes learned using methods

like Node2Vec [33], DeepWalk [32], or TADW [23]. The algorithms belonging to the

second branch directly learn from the graphs, e.g., non-attributed (Label propaga-

tion [166] and label spreading [188]), and attributed graphs embedding (GCN [11],

Planetoid [18], DGM [12], and [29, 47]). The core ideas behind these approaches are

to 1) jointly learn from the graph structure and the node attributes (most of them are

not designed to include edge contents); and 2) aggregate the content of neighboring

nodes at different levels of relevance, from immediate neighbors to neighbors k-hop

away. One limitation of these approaches is the performance downgrade caused by

the noisy information from an exponentially increasing number of expanded neighbor-

hood members [194], even though considering high-order structures in graphs might

be beneficial for some graph-based problems [195–197]. Another issue is the high

computational cost, especially in memory cost, caused by the exponentially increas-

ing number of expanded neighbors.

Furthermore, most of the previously proposed semi-supervised methods are trans-

ductive, and thus cannot fit to the situations where new nodes are observed and

inserted to the graph. However, deriving embeddings and conducting classification in

an inductive way for new unseen nodes is highly demanding in real-world settings, e.g.,

classifying a new published paper/website. Inductive approaches also facilitate the

generalization across attributed graphs with similar feature spaces [14,18]. It is thus

desirable to design approaches that are flexible for both transductive and inductive

setting.

To reduce the scope of neighbors to be evaluated in the semi-supervised node classi-
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fication problem and maintain an inductive property, we propose a recurrent attention

framework to learn to explore neighborhoods. In this way we guide neighborhood ex-

ploration to better serve the goal of node classification, compared to purely random

walk. We pose the learn-to-walk task as a partially observable markov decision pro-

cess (POMDP) problem and attack it with reinforcement learning. To summarize, we

address the node classification problem by letting an agent make recurrent decisions

on next nodes to visit in its walk on the graph. This process can be considered as

a recurrent attention-based walk. Therefore, we call our proposed model, Recurrent

Attention Walk (RAW). Comparing to other popular semi-supervised graph-based

node classification approaches, RAW has the following advantages:

• RAW uses a recurrent-attention strategy, while attention-based node classifi-

cation approaches like GAT [29] and AGNN [47] are based on a self-attention

strategy, which accessing high-order neighbors by iteratively aggregating one-

hop neighbors. By contrast, our recurrent-attention strategy learns how to walk

and thus can find the walk path well tuned for classifying the target nodes, and

thereby minimizing the noisy information obtained.

• RAW thus is more efficient than GCN [11] and GAT like approaches on memory

cost, because RAW reduces the number of nodes to aggregate per hop.

• RAW is usable in both transductive and inductive settings. We perform exten-

sive experiments on real-world large datasets. The result shows that RAW has

superior performance, significantly on inductive setting.

• The walking path generated by RAW can be used to interpret the decision

making process and infer class label dependency, as shown in our case studies.
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(d) Attention-based semi-supervised
node classification

Figure 5.1: Visual illustration of different graph problems on attributed networks.
(a) classifies a graph (composed of a set of nodes) based on attention on several
regions of the graph [76]; (b) classifies unlabeled nodes in a graph through learning
from the labeled nodes (Node2Vec [33], DeepWalk [32], TADW [23].); (c) learns from
all the nodes including the labeled and unlabeled nodes (GCN [11], Planetoid [18],
DGM [12], etc); and (d) classifies each node through attention on other relevant nodes
( [29, 47,195]). The dotted shape show the graph region used in the training .

5.1 Previous Work

In general, solutions for the studied problem (as defined in the previous section)

target on minimizing the loss: E = El(f(x), y) + Er(f(x)), where El(f(x), y) is the

supervised loss function and Er(f(x)) is the regularizer. The regularizer Er(f(x))

penalizes a model for assigning different labels f(xi) 6= f(xj) to similar nodes xi and

xj, which are close on the graph and have similar content.

Zhu and Ghahramani [166] proposed a transductive label propagation model fol-

lowing the theoretical framework of Gaussian Random Fields to classify nodes in a
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nearest neighbor graph of a semi-supervised data set. Some other works follow a two-

step solution by first learning node embeddings with unsupervised methods [32,33,57],

and then building classifiers on the learned node embedding to infer the unknown la-

bels. The main idea is demonstrated in Figure 5.1 (b). Since the embedding is learned

in a unsupervised way, it is general enough to be deployed across different tasks (e.g.,

clustering and link prediction). However, it is not tailored to fit the use in node

classification1.

Recent decades have witnessed a new trend of research on node classification,

which focuses on conducting semi-supervised learning on graphs. Yang et al. [18]

proposed a node embedding method to jointly predict the neighborhood context and

labels of graph nodes. Kipf et al. [11] proposed the use of graph convolutional networks

(GCN) for graph-based semi-supervised learning. Zhuang and Ma [75] extended the

idea of GCN by considering global and local consistency. Akujuobi et al. [12] studied

the use of deep generative models for graph-based semi-supervised learning. Hamilton

et al. [14] proposed GraphSAGE, an inductive method that computes a node repre-

sentation by applying an aggregation function over a fixed sample length of node

neighbors.

In general, few of the above-discussed approaches attentively selects the relevant

neighboring nodes. As demonstrated in Figure 5.1 (c), the relevance of all neighboring

nodes may be implicitly encoded in the aggregation procedure. However, the action

on all neighboring nodes without prior preference introduces noisy information due

to the exponentially increasing of nodes as the exploration range of the neighborhood

extends. To suppress the potential impact of noisy information during aggregating

the node neighbors, we propose an attention-based reinforcement learning method

for node classification. Next, we survey the use of attention mechanisms and use of

1We are aware of a big group of related work to our study in graph embedding. In this section,
we focus on the most relevant ones solving node classification in semi-supervised learning. Compre-
hensive discussion of other unsupervised graph embedding for both plain and attributed graphs can
be found at [198].
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reinforcement learning on graph-based problems.

5.1.1 Attention-based Node Classification

We can consider selecting the relevant neighboring nodes to visit from the perspec-

tive of attention mechanism. Introducing attention mechanism allows the models to

focus on the relevant areas of graphs for a given learning task, such as node classifi-

cation [15]. Abu-El-Haija et al. [34] extends deepwalk by using the attention to guide

random walk. Thekumparampil et al. [47] introduced attention to the GCN propa-

gation layers to assign more weight to relevant neighbors of each node. Velicovic et

al. [29], extend the idea of GraphSAGE by introducing the use of attention in the node

neighbor sampling. The main idea of these approaches are shown in Figure 5.1 (d).

Note that the attention neighboorhood per node in the papers, as mentioned above,

are the nodes one-hop away from a given node. Our model removes this restriction and

thus can achieve better graph exploration. Also, most of these proposed methods do

not scale well on large graphs with non-sparse feature vectors as node attributes (i.e.,

continuous vectors). Furthermore, all these attention models share a self-attention

strategy. Specifically, hidden states of each node are computed by attending their

neighbors. Thus, by stacking more layers (i.e., k-layers), the nodes aggregate infor-

mation from neighbors up to k-hop away. We consider a recurrent-attention strategy,

where hidden states of each node are computed by enforcing attention on a recurrent

walk on the graph. This strategy reduces the number of nodes to be considered per

hop and thereby, minimizing the noisy information obtained. Also, it enables us to

evaluate which nodes are more useful based on the information it already gathered

from previous hops, and which areas of the graph to explore.
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5.1.2 Reinforcement on Graph-Structured Data

Several works have studied the application of reinforcement learning on graph-structured

data. Hoshen [199] applied soft attention on the matrix pair-wise interactions between

game agents to select information from relevant agents. Jiang et al. [200] introduced a

graph convolutional reinforcement learning method to learn multi-agent cooperation.

Xiong et al. [201] proposed a model for finding multi-hop relation paths in knowledge

graphs. None of these models are designed to select the optimal movement trajec-

tory (path) for node classification. Although with the similar motivation, our parallel

work [202] presented in the next chapter focuses on multi-label problem, rather than

multi-class problem.

The GAM (Graph Attention Model) proposed by Lee et al. [76] is an RNN model

for graph classification (not node classification), through attention on the graph struc-

tural composition. As shown in Figure 5.1 (a) and (b-d), the graph classification

differs from node classification on the prediction goal. Thus, the GAM model cannot

be applied for node classification as the embedding learned from the graph classifi-

cation is based on recurrent attention on nodes with random starting nodes. It is

not designed to encode a linear combination of the node embeddings. Secondly, the

GAM method evaluate the graph label prediction per step iteratively, which is not

feasible for node classification in large graphs. GAM also assumes that all the nodes

know node types (labels), which does not hold in the settings of semi-supervised node

classification.

5.2 Methodology

5.2.1 Model Description

We model the sequential decision making of which next node to visit by Recurrent

Neural Networks (RNN) [133] to capture the recurrent dependency in the walk path
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on the graph. Sequential decision making describes a situation where the decision

maker takes its action upon successive observations. The choice of action depends on

the expected benefit that can be potentially gained in the future. Given this setting,

Markov Decision Process (MDP) provides a coherently appropriate solution to the

sequential decision making problem. Nevertheless, exploration of the walk path in an

attributed graph violates the Markov property: the observations of the agent at each

step should be rich enough to distinguish states of the agent from one to another.

In the walk over the graph, observing only the attributes and the neighbors of the

current node is not enough to capture all topological information. Therefore, the

neighborhood exploration task reduces to a Partially Observable MDP (POMDP)

problem. To attack this issue, we encode the past histories of walk paths with RNN

to augment state representation of the agent, which facilitates the process of policy

learning.

As illustrated in Figure 5.2, the proposed RAW is composed of 3 networks: the

core network, the score network, and the classification network. With a small example

of an attributed graph in Figure 5.2 (a), the whole process can be explained as follows.

At the current time t, the agent is at node v0 and deciding the next visit at time t+1,

thus vt = v0. In the left of Figure 5.2 (b), the score network fs(.; θs) takes as input

the previous history ht−1, the current node attribute xtv, and the attributes of the

current neighborhood observation of the agent, which includes the attributes of the

immediate node neighbors and edges {xtn, xte}. The job of the score network is to

generate a score for each node neighbor. The generated score in range [0, 1] denotes

the relevance of a node neighbor to the given node. After the relevance score is

normalized, the next node vt+1 to visit is sampled from its neighbors in proportion to

their relevance. The core network takes over after relevance score is generated. By

selectively aggregating the embeddings of neighboring nodes xtn based on the score

network, an immediate neighborhood information ctn is formed (see section 8 for more
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details). The core network fh(.; θh) takes as input the neighborhood aggregation ctn

, the previous history ht−1, and the current node embedding xtv, and outputs the

current walk history ht. This process leads the agent to v1 at time t + 1, and it

repeats to make a move to v4 at t+ 2, etc. After a fixed number of steps T , the final

vector hT summarizing the information obtained from the graph walk is passed to

the classification network fc(.; θc) for the label prediction of the starting node. See

algorithm 2 for more details.

RAW is also applicable in inductive setting, where the walk policy is learned based

on the nodes available in the graph. Given a new node added to the graph, the agent

initiates a walk from the new unlabelled node guided by the learned policy based on

fs(.; θs) and fh(.; θh), and finally uses fc(.; θc) for classification.

Algorithm 2: Classifying node v1

Input: Graph G, start node v1, history vector h0 (a vector of zeros), node and
edge embeddings xv, xe

Result: label prediction for node v1

1 for t← 1· · ·T do
2 Obtain the current node embeddings xtv of the current node vt; x

t
e for edges

connecting to vt; and xtn for neighboring nodes ;
3 Assign relevance value to each neighbor observation ϕt = fs(ht−1, x

t
v, x

t
e, x

t
n; θs);

4 Sample next node vt+1 from a categorical distribution Cat(.|Pt(ϕt)) over the
neighbors ;

5 Extract the relevant neighbor information ctn ;
6 update the history vector ht = fh(ht−1, x

t
v, c

t
n; θh) ;

7 end
8 Obtain the label prediction of the start node yv1 = fc(hT ; θc)

Information Flow

The information flow in RAW has been described above as a sequential decision

process, formulated as POMDP. At the time t, the agent, which can only observe

its one-hop neighbors at the current node, cannot capture the complete topological

information in the large graph. Formulating as POMDP allows for a careful treatment

to the incomplete observation problem, which is necessary in our case.
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To address the uncertainty of observation, we augment the observation by inte-

grating the information from the previous walk path. This information is encoded

recurrently by RNN and updated as the agent traverses.

At each step, the agent takes action based on its observation, including the pre-

vious history ht−1, the current node attribute xtv, and attributes of its immediate

node and edge neighbors, xtn and xte respectively, transiting to the next node vt+1.

The history ht−1 acts as a summary of the previous observations in the graph walk,

combined with the current observation, the history is updated by the core network

ht = fh(ht−1, x
t
v, c

t
n; θh), which has GRU at its core and is formulated as:

zt = σg(W
z[xtv ++ ctn] + U zht−1 + bz),

rt = σg(W
r[xtv ++ ctn] + U rht−1 + br),

h′t = σh′(W [xtv ++ ctn] + rt ◦ Uht−1 + b),

ht = zt ◦ h′t + (1− zt) ◦ ht−1. (5.1)

where ◦ and ++ denote element-wise multiplication and vector concatenation respec-

tively. The variable zt is the update gate which determines the amount of past

information to overwrite, rt is the reset gate which decides the amount of past infor-

mation to compute a new memory content, h′t is the current memory content, and ht

is the output vector containing information from the current unit and previous units.

The variables W and U are the weights; xtv is the node attribute of the current node,

ctn is the aggregated attribute of the relevant current node neighbors (see section 8),

and bz, br, b are the bias vectors.

At the end of the walk (t = T ), the core network fh(.; θh) produces hT , the

embedding of the full trajectory started from the target node. To classify the target

node, hT is given to the classification network fc(.; θc), modeled as a 2-layer neural

network, to predict the class label.
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Action

The agent is expected to take actions to choose the most relevant nodes to visit,

and finally collect sufficient information for classifying the target node. Therefore,

we can determine the next node to select as an action at based on the output ϕt =

fs(ht−1, x
t
v, x

t
e, x

t
n; θs) of the score network. The output ϕt is a measure of relevance

between node vt and its neighbors, and thus, is useful for deciding which of the

neighboring nodes are relevant to the current node vt. ϕ
t will be used for the next

node selection, and also serve for the history aggregation update.

The score network is modeled using a sigmoid activation function. Values in ϕt are

thus between 0 and 1 for each neighboring node. For the sake of better exploration,

a stochastic policy π is adopted to make the choice of the next node vt+1 to visit

via sampling under the categorical distribution P = Cat(.|ϕt), after normalizing ϕt:

P = Cat(.|ϕt) = 1∑
vk
ϕtvk
× ϕtvk .

Then the aggregation of relevant neighboring nodes is conducted as:

ctn =
∑
vk

xtk × 1(ϕtvk − 0.5); vk ∈ Nr(vt), (5.2)

where Nr(vt) is the set of nodes in the one-hop neighborhood of the current node vt,

xtk is the node attribute of node vk in the set, and ϕtvk is the relevance score of vk.

The indicator function 1(.) outputs 1 when positive and 0 otherwise.

Reward

In our model, the performance of a graph walk path (trajectory) would be measured

at the end, like evaluating a student passing or failing a course in the final exam

after one-semester recurrent study. Specifically, the agent gets an immediate reward

rt = 1 at the last step T , if the label prediction at the end (t = T ) is correct and

rt = 0 otherwise. The goal of the agent is to take actions with large reward to go,
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R =
∑T

t=1 rt. This reward encourages the agent to explore nodes on the graph that

improve the final predictive performance.

The setting of T is application dependent. A large T allows for long-run explo-

ration but increases computational cost, while a small T limits the knowledge to

aggregate. We have a sensitivity analysis about T in the experimental section.

5.2.2 Training

The final target of our model is to classify an unknown node. Given a trained model,

the agent starts from the unknown node, follows the policy to traverse the graph

and assigns a label to the given node by the classification network at the end of the

graph walk. To fulfill the goal of the model, it is required to learn a good walk policy

and classification network. And we conduct the training process in a semi-supervised

manner integrating both labeled nodes Vl and unlabeled ones Vu efficiently.

We augmented the observation to tackle the partial observation problem. But to

indicate the property of POMDP, we adopt o1:t to represent the partial observations

along the path until time t, while in our study augmented observation {ht−1, x
t
v, x

t
e, x

t
n}

acts as o1:t. We would like to train the policy π(at|o1:t; θ) to learn the mapping from

the observation space to the action space. Since the policy will take its history

from previous transitions as one part of its input, the training of policy will in fact

result in an improved core network to provide better history embedding and a score

network for more accurate score generation. Therefore, we train the parameters

θ = {θs, θh} together for the policy. The policy objective is the reward in the future

over the expectation of the graph walk paths following the current policy, which is

J (θ) = E(π;θ)

[∑T
t=1 rt

]
.

However, computing the objective function is tough in practice. The expecta-

tion over joint probability distribution of walk paths is hard to measure. Therefore,

adopting the trick of log derivative to change the gradient of the expectation to the
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expectation of the gradient, the algorithm REINFORCE for POMDP in [203] could

take gradients of the objective as following:

∇θJ =
T∑
t=1

Ep(o1:T ;θ)[∇θ log π(at|o1:T ; θ)R]

≈ 1

M

M∑
i=1

T−1∑
t=1

∇θ log π(ait|oi1:t; θ)γ
T−tRi. (5.3)

The oi’s are the roll-out sequences obtained from running the agent πθ for i = 1, ...,M

episodes, and γ ∈ (0, 1] is a discount factor that gives more preference to actions

performed closer to the time the final prediction is made (i.e., t = T ). Ri is the

reward to go of the episode i. We only adjust the log-probabilities for steps 1· · ·T −1

since there is no choice of next node to visit at time T .

On breaking down the joint distribution of the trajectory, the gradient could be

estimated by sampling different roll-outs, each running the agent for T limited time

steps, from which obtaining the rewards of observations and actions for the estimate.

This trial-and-error method is conducted under the current policy, thus providing

feedback to the policy and guiding it towards better regions in the parameter space.

The information of policy gradients will be back propagated to update parameters of

the policy. The differentiable score network fs and core network fh, represented as

neural networks, will be updated. This intuition follows: any gradients of the policy

that correspond to high rewards are higher weighted, making roll-outs with higher

rewards more likely.

The expected reward of the roll-out only depends on the classification at the end

of the walk. Therefore, with the roll-outs starting at labeled nodes but traversing

over unlabelled nodes, the training is allowed in a semi-supervised manner to use the

unlabeled ones as the transitional nodes. It effectively integrates labeled and unla-

beled nodes to utilize their information to the maximal extent. Besides, high variance

from sampling still exists, though the estimate is an unbiased one. The reward setting
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alleviates this problem in sampled trajectories to some degree by reducing the reward

collected at the intermediate steps of roll-outs.

For the classification fc(.; θc) network, we define the loss to include the classifica-

tion error (cross-entropy) and L2 regularization. The classification network is trained

in supervised way via gradient descent by itself and provides reward signals to the

agent, while score network is trained using REINFORCE. The whole model is trained

end-to-end.

5.3 Experiments

In this section, we present and discuss the extensive experiments and results ob-

tained. We first introduce the four datasets used in the experiments and how they

were obtained. We then present the methods and discuss the implementation details

and parameters used for all the models. Finally, we present and discuss the results

obtained from the experiments and also present a case study.

5.3.1 Datasets

In this section, we present and discuss the extensive experiments and results obtained.

We first introduce the four used datasets, the comparison methods, the implementa-

tion details, and parameters used for all the models. Finally, we report the results

obtained and also present a case study.

The evaluation datasets are citation networks constructed from Cora, DBLP, and

Delve datasets. For each of the resulting paper in the citation networks, we extract the

titles (and abstract when available). We also extract the citation context (sentences

encompassing the citation) of the references from the papers when available. The

statistics of the datasets are shown in Table 5.1.

CoraL1: The Cora dataset is extracted from the original Cora data2. We ex-

2https://people.cs.umass.edu/∼mccallum/data.html
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Table 5.1: Statistics of datasets used in the evaluations.

# Nodes #Edges #labels # Labeled nodes
CoraL1 31,314 133,491 10 211,112
CoraIDA 31,314 133,491 23 9,743
DBLP 1,037,692 7,371,345 6 238,350
DELVE 1,229,280 4,322,275 7 665,495

cluded papers with missing titles and papers with no citation and references (isolated

papers). We use the top level labels provided in the dataset.

CoraIDA: The CoraIDA dataset is constructed as in the CoraL1. However,

we only train and test on the papers under Artificial Intelligence, Databases, and

Information Retrieval.

DBLP: The DBLP dataset was extracted from the DBLP dump3. This dump

is composed of the full DBLP data at the time of download. We extracted papers

published in preselected conferences and journals with a focus on predefined topics.

Thus, if a paper X is published in one of the database focused conference or journal,

paper X is assigned the label “database”. We constructed a citation network by

selecting the neighbors (1 hop away) of each paper. For each of the resulting paper,

we extract the title (and abstract when available). This dataset has no edge attribute

since the DBLP has no full-text content information.

Delve: The delve dataset is extracted from the delve website4. Just as in the

DBLP data, we extracted papers published in pre-selected conferences/journals tar-

geting some predefined topics. The citation graph and paper labeling were constructed

in the same ways as in DBLP.

5.3.2 Experimental Setup

The experiments were conducted on a Linux system using Python. Our method is im-

plemented using the Tensorflow library. Each GPU based experiment was conducted

3https://dblp.uni-trier.de/xml/
4https://delve.kaust.edu.sa
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on an Nvidia 1080TI GPU. When the abstract is available, a paper (node) attribute is

given as a concatenation of both the title and abstract else only the title is used. Each

citation relationship (edge) attribute is given as the concatenation of all its citation

contexts (i.e., sentences where the reference is mentioned in the citing paper). The

paper and citation attributes are then converted to a vector by applying the latent

semantic analysis (LSI) method on the document-term matrix features, resulting in

300-dimension features vectors. We complete the missing citation attributes with zero

vectors and assume no missing paper attribute. In all the experiments, the attribute

vector is normalized to unit norm.

For our proposed model, we performed a grid search over the length of walk

T = {5, 10, 20, 40} and the number of walks per node M = {1, 5, 10, 20}. For

each neural network based model, we performed a grid search over the learning rate

lr = {1e−2, 5e−2, 1e−3, 5e−4, 1e−4} and hidden layer dimension d = {32, 64, 128}. We

performed the parameter grid search by training on the CoraL1 dataset with 10%

labeled samples. The best parameters per model from the grid search are then used

in all experiments. The RAW models are trained for 30 epochs with a parameter

set (d = 128, T = 10, lr = 4e−4, and M = 10). The GCN and FastGCN models

are trained for 200 epochs with lr = 1e−2 and d = 64 and 128 respectively. The

GraphSAGE and GAT models are trained for 20 and 100 epochs respectively with

a parameter set of (d = 128, lr = 1e−2). The Planetoid models are trained for 5000

epochs with a parameter set of (d = 64, lr = 0.1). We used the Scikit-Learn imple-

mentation of Linear SVM with default settings for embedding based evaluations. All

experiment results reported in this study are averaged from running on each dataset

five times on random samples. For each experiment, we separate 30% of the labeled

data for testing. We then vary the number of labeled training data, with the re-

maining labeled samples assumed to be unlabeled (included in the set of unlabeled

samples). In all our experiments, we assume the graph to be undirected.
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5.3.3 Comparison Methods

To evaluate the performance of our model, we compare RAW with several state-

of-the-art semi-supervised graph-based methods using classification accuracy as the

performance metric. We selected the most competitive baselines that are also publicly

available online to avoid unfair evaluations due to faulty implementation. The baseline

methods are from different groups:

Unsupervised embedding + classifier: we generate embeddings using several

unsupervised embedding methods, which we then give as input to the Linear SVM

model for training and classification. The embedding methods include: Node2Vec

[33], DeepWalk [32], Latent Semantic Analysis [204], and TADW [23].

Semi-supervised learning on graph: we selected the most popular models

including Planetoid [18], and GCN [11].

Supervised learning on graph: in the inductive setting, we evaluate against

several variants of FastGCN [44] and GraphSAGE [14] which are supervised learning

models for inductive node classification. Note, however, that our proposed method

works in a semi-supervised manner in both the inductive and transductive settings.

Semi-supervised learning on graph with attention: like our RAW, GAT [29]

and AGNN [47] employed attention mechanism when aggregating the neighbors. Note

that we only show the results of GAT due to the poor performance of AGNN on our

datasets.

5.3.4 Results

Transductive

Table 5.2 show the classification performance of our proposed model and other state-

of-the-art models. Our proposed model exhibited similar performance compared with

GCN in the transductive settings, but it outperforms all other baseline methods in
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Table 5.2: Accuracy results on the citation datasets. The percentage values signify
the amount of training data used.

CORAL1
10% 20% 30% 40% 50%

Transductive
Random 21.1 21.1 20.6 20.5 20.8
Node2Vec 72.9 75.0 75.6 75.8 75.8
Deepwalk 71.8 74.2 75.2 75.3 75.3
TADW 71.3 73.8 74.7 75.5 75.9
Planetoid-T 48.0 54.3 55.7 63.0 63.4
GCN MLP 73.2 76.2 77.3 77.7 78.3
GCN 80.3 82.4 83.3 83.8 84.2
GCN cheb 80.4 81.9 82.9 83.6 84.2
GAT 75.5 75.9 76.6 76.1 76.4
RAW-T 80.1 81.8 82.4 83.7 84.4

Inductive
Feature 70.9 72.5 73.8 74.0 74.8
GraphSAGE-mean 73.4 77.0 77.3 78.7 79.6
GraphSAGE-GCN 73.9 77.3 77.6 78.5 79.2
GraphSAGE-maxpool 71.0 76.1 77.4 78.5 79.7
GraphSAGE-meanpool 71.4 76.3 76.6 78.3 79.5
GraphSAGE-LSTM 71.0 75.7 76.1 77.5 78.9
Planetoid-I 61.9 71.0 71.8 71.5 73.5
FastGCN-importance 76.3 78.5 79.8 80.9 81.6
FastGCN-uniform 75.7 78.1 79.1 80.2 81.3
RAW-I 80.1 81.8 82.4 83.6 84.3

CORAIDA
10% 20% 30% 40% 50%

Transductive
14.8 14.3 15.2 14.8 14.7
67.8 69.6 71.1 71.8 72.7
66.5 69.8 71.0 72.1 72.0
68.4 70.7 71.9 72.8 74.1
43.1 - - - -
69.4 72.4 74.3 74.9 75.1
76.4 78.1 79.6 80.2 80.7
76.1 78.2 79.6 80.0 80.7
68.4 69.3 70.6 70.8 70.6
76.1 78.0 79.7 79.9 80.6

Inductive
66.5 69.5 71.7 71.6 72.1
68.1 71.7 78.0 74.6 74.9
65.1 66.1 66.8 74.3 68.3
73.8 68.9 75.9 79.5 76.7
64.9 70.1 74.7 79.3 80.3
64.9 77.0 78.1 79.1 75.0
57.1 62.9 65.5 67.1 67.8
5.3 74.5 76.8 77.6 78.4
6.1 74.0 76.4 77.4 78.0

76.1 78.0 79.2 79.9 80.4

DBLP
10% 20% 30% 40% 50%

Transductive
Random 20.6 20.6 20.5 20.6 20.6
Node2Vec 78.4 78.6 78.6 78.6 78.6
Deepwalk 78.4 78.4 78.6 78.6 78.5
RAW-T 80.9 81.6 81.7 82.0 82.1

Inductive
Feature 73.6 73.9 74.1 74.1 74.2
GraphSAGE-mean 72.6 73.1 73.6 74.6 74.9
GraphSAGE-GCN 76.7 77.5 77.8 78.3 78.2
GraphSAGE-maxpool 73.8 74.9 75.9 76.6 76.7
GraphSAGE-meanpool 73.2 74.3 74.7 75.5 75.8
GraphSAGE-LSTM 72.2 73.9 74.8 75.6 75.0
Planetoid-I 73.8 74.6 74.5 74.6 74.9
FastGCN-importance 76.4 77.9 78.8 79.2 79.3
FastGCN-uniform 76.4 77.7 78.3 78.3 78.5
RAW-I 80.9 81.5 81.6 81.9 82.1

DELVE
10% 20% 30% 40% 50%

Transductive
24.8 24.8 24.8 24.8 24.7
58.7 58.8 58.8 58.8 58.8
58.6 58.8 58.8 58.8 58.8
81.6 82.9 83.5 83.6 84.2

Inductive
80.8 81.0 81 81.1 81.1
74.4 76.8 78 79.1 79.8
65.1 66.1 66.8 67.7 68.3
74.8 77.8 78.8 79.5 80.4
75.2 77.4 78.4 79.3 80.3
74.5 77.0 78.1 79.1 80.2
78.8 78.7 79.5 79.5 79.6
75.5 75.7 74.9 74.3 73.9
75.1 75.1 74.1 73.1 72.7
81.5 82.8 83.5 83.6 84.0
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all settings. For the GAT models, we use the sparse version (SpGAT) as the original

implementation gave an out of memory error (OOM) on even the CoraL1 with 10%

labeled samples. We could only evaluate the GCN and GAT on the Cora datasets as

we got out of memory error when applying them to the other large datasets due to

the dense LSI vectors. We will evaluate the scalability of these methods and show the

memory usage analysis in section 5.3.4. In summary, RAW is usable on large-scale

graphs and produce the best node classification results, with no significant difference

to GCN, but more efficient than GCN.

Inductive

Table 5.2 also show the comparison of RAW and other inductive models. RAW

outperforms all the baseline methods in all settings. In the inductive setting, the

testing nodes are removed from the training graph and thus are not seen during

training. The agent learns the optimal policy for the graph walk during training that

will be generalized to unseen nodes. The test nodes are only added to the graph

during testing. The agent (guided by the policy learned after training), starts a

walk from the added nodes to learn the embedding for the new nodes. We compare

RAW against GraphSAGE, FastGCN and Planetoid inductive model. GraphSAGE

and FastGCN are supervised learning algorithms and thus do not use the unlabeled

and test nodes during training. The superior performance of RAW shows that walks

starting from the new nodes guided by the learned policy aggregated the most useful

information for classifying the starting node (the target to classify).

Trajectory Analysis

Furthermore, we analyze the returned walk trajectory from RAW. This study is per-

formed on the CoraIDA dataset with T = 30. We extract the trajectories learned for

nodes in each class, and then get the distribution of labels for all nodes visited on
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Figure 5.3: A heatmap whose d-th column demonstrates the RAW agent starting
from nodes with label d moved to nodes with what label distribution. The visiting
frequency rate is shown in color. Brighter color indicates more visits.

these trajectories. The 23 columns in the whole heatmap plot correspond to 23 class

labels given in Table 5.3. From figure 5.3, we can see that the walk sequences for each

class mostly visit the nodes in the same class as the target class (the light squares on

diagonal). This verifies that RAW agent tends to walk to nodes in the same class for

accomplishing the classification task. It is worth mentioning that RAW agent has no

information about label when walking, neither the target label (label of the starting

node), nor the label of neighboring nodes.

Table 5.3: Class label IDs of the CoraIDA dataset

Class ID Class ID
DB/Object Oriented 0 AI/Machine Learning 11
DB/Query Evaluation 1 AI/NLP 12
DB/Relational 2 AI/Data Mining 13
DB/Temporal 3 AI/Speech 14
DB/Concurrency 4 AI/Knowledge Representation 15
DB/Performance 5 AI/Theorem Proving 16
DB/Deductive 6 AI/Games and Search 17
IR/Retrieval 7 AI/Vision and Pattern Recognition 18
IR/Filtering 8 AI/Planning 19
IR/Extraction 9 AI/Agents 20
IR/Digital Library 10 AI/Robotics 21

AI/Expert Systems 22

More importantly, we observe in Figure 5.3 the relationship between the classes

(note again RAW agent moves without any label information). For instance, we can

observe that papers under some topics in a research field tend to visit other papers in
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the same research field more often. Database papers (with label 0-6) form a block in

the left-bottom corner. The other two blocks, although not obvious but observable,

correspond to information retrial and artificial intelligence. Figure 5.3 also highlights

the important topics. We can notice the influence of the Machine Learning class on

the Artificial Intelligence and Information Retrieval community. This influence is

shown by the ratio of times the walk sequence of nodes in each class under AI visits

the machine learning nodes. It is interpretable as an individual usually needs to

read some machine learning papers/books to understand these topics better. We also

notice the versatility of the classes. We see the walk sequence of the class Theorem

Proving mostly visit nodes in its class. This result shows that the research area

is quite narrow while Machine Learning and Knowledge representation are broader

topics and therefore, more versatile.

To further analyze the performance of RAW, we compare the path made by RAW

and random walk. By setting T = 10, we obtain a set of trajectories returned by

RAW, and another set of trajectories by random walk starting from the same node.

For each trajectory, we calculate the path label diversity for each walking step t:

δt = 1− Σt
i=01(li = l0)

t
, (5.4)

where l0 is the label of the starting node, li is the label of the i-th node on the path,

and 1() is the indicator function. The value δt is low (to 0) when nodes on the path

have the same label as the starting node, indicating that the agent learned to explore

neighboring nodes with the same label as the target label. Note that the agent has

no label knowledge during the walk. Figure 5.6 shows the mean and variance of the

path label diversity when starting at two different selected nodes. We can see that

RAW agent walks with a much lower diversity than random walk.
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Parameter and Memory Analysis

We study the effect of the walk length T = {2, 5, 10, 20, 30, 40} on the performance of

the model. We train the model on the CoraL1 dataset with 10% training samples. In

Figure 5.5, it can be observed that the model already performs well after ten steps as

there is no much improvement with an increase in the number of walks. Meanwhile,

more number of walks causes higher time cost.

Figure 5.4 shows the GPU memory utilization of our proposed model and several

semi-supervised state-of-the-art transductive models. We randomly generated Erdős-

Rényi graphs in size of 100, 1K, 5K, 10K, 50K, 100K and 500K (the number of

nodes), and set the number of edges in each graph to be ten times the number of

nodes. We randomly generate 300-dimension attributes for the nodes and edges. We

then measure the GPU memory consumption using the nvidia-smi Linux command

on each graph and compare RAW with GCN, GAT and SpGAT. GCN and GAT do

not scale with the number of nodes and edges (shown with zero bars in Figure 5.4

after the graph gets larger than 50K).

5.4 Case Study

In this section, we train the RAW model on the CoraIDA dataset with a trajectory

length of T = 30 and present a case study of a sampled walk trajectory of a paper.

Figure 5.7 shows the walk sequence extracted from a paper entitled “A Critique of

Structure from motion Algorithm” classified as “Vision and Pattern Recognition” on

a subgraph of the CoraIDA graph. The thickness of the edges signifies the ratio of

times the edge was traversed during the walk. The color of the nodes signifies the

class relationship of the node to the target class. The blue color signifies that a node

has the same label as the target label, the red signifies that a node has a label different

to the target node, and the black color signifies the start node. Note that the target

class is the class of the start node.
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Figure 5.7: Case study of a sampled walk trajectory, starting from the node (black
node) of a paper entitled “A Critique of Structure from motion Algorithm” classified
as “Vision and Pattern Recognition” on a subgraph of the CoraIDA graph.

We see from Figure 5.7 that the agent can selectively make decisions to

visit nodes with the same labels as that of the start node. The agent also

visits unlabeled nodes (white nodes in the right-bottom corner). We observe that even

though the labels are unknown, the visited unlabeled nodes work on similar topics

as the start paper, e.g., entitled “new statistical models for randoms-precorrected pet

scans”, “fast monotonic algorithms for transmission tomography”, etc.

5.5 Summary

In this chapter, we propose to address the semisupervised node classification problem

in attributed networks by letting an agent choosing the most relevant nodes in a

recurrent walking manner. The decision of where to visit is determined by considering

the previous visiting history, the current node content, and the edge content between

the current node and its linked neighbors. The accumulate information from nodes

on the sequence is finally used for classification. We show by several experiments and

analysis that the proposed model outperforms several state-of-the-art methods. The
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analysis of the obtained walk sequences also confirms that our model selects the most

relevant nodes to visit and thus leads to higher classification accuracy than other

methods.



114

Chapter 6

Semi-supervised Multi-label Node Classification in

Attributed Networks

In this chapter, we present a modification of the model in Chapter 5 for multi-label

classification. Multi-label node classification in attributed networks demands par-

ticular attention. Users in social networks, papers in citation networks and researchers

in co-author networks by nature should be tagged with multiple labels. The current

multi-label node classification approaches learn node embeddings by different unsu-

pervised methods and then sending them to multi-label classifiers [33,205–208]. The

learning of node embedding is separated from the multi-label classification, and thus

cannot produce the best representation for serving the particular classification need.

Can we learn node representations with the guidance of the available

multi-labels? We propose a Multi-Label-Graph-Walk (MLGW) approach to

address semi-supervised multi-label node classification under the framework of rein-

forcement learning, which aims at integrating information from both labeled and

unlabeled nodes into the learning process of node embeddings in attributed graphs.

The learned node embeddings are used to conduct both transductive and inductive

multi-label node classification. In the proposed MLGW method, we assign an agent

for each label and let each label-specific agent walk across the graph and decide which

neighboring nodes to explore to win the game (maximizing the classification gain). At

each step, the action of each agent moving to the next node is determined by a score

network considering the current node attributes, the attributes of the neighboring

edges and nodes, and the accumulated history of the previous steps along the path.
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The resultant walk path can be considered as the agent’s recurrent decisions on the

informative nodes associated with the target label.

Our contributions are summarized as follows:

• We cast the problem of semi-supervised multi-label node classification as si-

multaneous walks of multiple label-specific agents over the attributed graphs.

Learning of walk policy for each agent is guided by not only the available but

limited class labels, but also the temporal relations between visited nodes along

the walk paths, which encodes node and neighborhood attributes of labeled and

unlabeled nodes on the paths.

• We propose to formulate the graph walk as Partially-Observed-Markov-Decision-

Processes (POMDP) and solve it within the framework of reinforcement learn-

ing. The walk policies of each label-specific agent are learned cooperatively to

decide what neighborhood information to aggregate and how to plan walk paths

across the graph in order to maximize the overall multi-label classification gain.

In this sense, the graph walks of different agents are organized as a collaborative

exploration over the multi-label attributed graphs.

• Thanks to the learned label-specific policy functions, the proposed model is

applicable for both transductive and inductive classification tasks. Extensive

experiments on real-world datasets illustrate that our proposed model outper-

forms the state-of-the-art methods. We also provide case studies to demonstrate

the meaningfulness of the guided graph walk.

6.1 Previous Work

6.1.1 Multi-task reinforcement learning

Asynchronous reinforcement learning has been introduced to solve the problem of

multi-task learning [209–215]. Most of the previous works in this area originate from
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A3C [212], where an actor is assigned as per task to sample task-specific episodes

and a central learner learns a joint policy from all the sampled episodes. The main

focus of these methods is to address the bottleneck of large data throughout between

local actors and the learner, in order to achieve scalable asynchronous policy explo-

ration [213] and [214]. However, in our study, generating trajectories with positive

rewards over the multi-label attributed networks becomes prohibitively expensive,

given the increasingly large size of the networks. Recently, a collaborative distributed

policy learning method is proposed in [215], named Distral. In this method, each

agent learns the task-specific policy locally. Furthermore, a centralized policy is in-

troduced as a global regularization term to guide local policy learning: each local

policy is constrained to stay close to the centralized policy. The centralized policy

thus improves sampling efficiency of local policy update by capturing and sharing the

common knowledge with the local agents. Nevertheless, Distral assumes that each

agent has the same state and action space. This assumption barely holds in the stud-

ied graph walk problem, as historical contexts of the walk and local neighborhoods

along the walk path usually vary a lot from one task-specific agent to another. In

our work, we borrow the spirit of Distral to organize collaborative and efficient policy

learning for multi-label node classification.

6.2 Methodology

6.2.1 Overview of MLGW

As illustrated in Figure 6.1, in the proposed MLGW model, each label-specific agent

explores the attributed networks simultaneously from a starting node. At each step t,

each agent Ai decides the next node to visit following its stochastic policies. Conse-

quently, the agents develop in parallel multiple paths and update the historical con-

texts of each walk path recursively. The final historical context information is then

used to conduct simultaneous label-specific classification. Such a graph walk process
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can be formulated as a partially observable Markov decision process (POMDP). To

tackle the partial observation at each step, we integrate the walk dependencies re-

cursively on the previous steps and encode the walk sequence by Gated Recurrent

Unit (GRU) [133]. Therefore, the policy (score) network takes inputs of the current

observable environment of the agent and all its past walk path context over the graph.

It produces a probabilistic confidence over each node neighbor (potential next nodes

to visit). Though the walks are conducted in a label-wise manner, learning of the

policies of each agent is organized as a collaborative policy update process, in order to

exploit the underlying correlation between label-specific graph walks. We introduce

a centralized policy bridging all the label-specific agents to organize collaborative pol-

icy learning of each agent, as shown in Figure 6.2. With this design, the policy of

each agent is updated based on not only the reward signals received from its walk

path but also the simultaneous walk experiences conducted by all the other agents.

The resultant policy function, thus by design, encodes the correlation between the

label-specific classification tasks.

6.2.2 Components of MLGW

Our proposed model consists of three networks for each label specific agent Ai: the

history network f ih(.; θh), the score network f is(.; θs), and the classification network

f ic(.; θc). In Figure 6.1, our framework snippet for one label-specific agent can be

explained as follows: at each step t, a label-specific agent Ai is located at node

vt = v0. The history network recursively updates the embedding of past context,

where the agent receives the historical context ht−1 to define its current status and

decide the next move. The decision of where to move at step t is made upon the

policy of Ai, which is defined with the score network f is(.; θs), taking as input the

history ht−1, the current node attribute xtv, and the attributes of the immediate edge

and node neighbors {xte, xtn}. This relevance score, ranging from 0 to 1, denotes the
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relevance of node neighbors to the current node, with 1 signifying a high relevant

node neighbor. The choice of the next node to visit is sampled in proportion to

their relevance score produced by the score network (see Equation 6.2). Besides, to

incorporate the current context, an immediate neighborhood information ctn is formed

by selectively aggregating the embeddings of neighboring nodes xtn based on their

relevance. The history network f ih(.; θh) updates to get history ht as the summary

over the past walk path, given as input the previous history ht−1, the current node

attribute xtv, and the neighborhood aggregation ctn. At step t + 1, the label agent

moves to node vt+1 and repeats the whole process. After limited walk steps, the final

history vector hT , summarizing the walk path of the label agent is passed to the

classification network f ic(.; θc) to classify the starting node. For a label agent Ai, it

performs a binary classification for the label li (i.e., belongs to the class or not). The

classification process of a given node is described in Algorithm 3.

The proposed MLGW model is also applicable in inductive setting, where the

walk policy is learned based on the nodes available in the graph. Given a new node

added to the graph, multiple label agents initiate the walks from the new unlabeled

node guided by the learned policies based on their f is(.; θs) and f ih(.; θh), and finally

use f ic(.; θc) for classification.

Algorithm 3: Classify node v1 by agent Ai in MLGW

Initialization: Graph G, start node v1, history vector h0 (a vector of zeros)
Result: label prediction for node v1

1 for t← 1· · ·T do
2 Obtain the embedding xtv of the current node vt; x

t
e for edges connected to vt;

and xtn for neighboring nodes ;
3 Assign relevance value to each neighbor node ϕt = f is(ht−1, x

t
v, x

t
e, x

t
n; θs);

4 Sample next node vt+1 from the output of the label specific policy
πi = Cat(.|ϕt) over the neighbors ;

5 Extract the relevant neighbor information ctn ;
6 update the history vector ht = f ih(ht−1, x

t
v, c

t
n; θh) ;

7 end
8 Obtain the label prediction of the starting node yiv1 = f ic(hT ; θc)
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Information Propagation

Walking over attributed networks is intrinsically a POMDP problem [216]. Observing

only attributes of the neighborhood of a given node is insufficient to differentiate states

of a given agent from one to another. It is thus necessary to integrate recurrently

the historical information of the graph walk conducted by the agent as an augmented

state representation, in order to decide what action to take. The history network

computes a history vector ht over time, which acts as a summary of the walk path.

At step t, the network updates the history vector based on the current observation

via ht = f ih(ht−1, x
t
v, c

t
n; θh), which has GRU at its core and is formulated as:

zt = σg(W
z[xtv ++ ctn] + U zht−1 + bz)

rt = σg(W
r[xtv ++ ctn] + U rht−1 + br)

h′t = σh′(W [xtv ++ ctn] + rt ◦ Uht−1 + b)

ht = zt ◦ h′t + (1− zt) ◦ ht−1, (6.1)

where ◦ and ++ denote element-wise multiplication and vector concatenation respec-

tively. The variable zt is the update gate which determines the amount of past

information to overwrite, rt is the reset gate which decides the amount of past infor-

mation to compute a new memory content, h′t is the current memory content, and ht

is the output vector containing information from the current unit and previous units.

The variables W and U are the weights; xtv is the node attribute of the current node,

ctn is the aggregated attribute of the relevant current node neighbors, and bz, br, b are

the bias vectors.

At the end of the walk (t = T ), the history network f ih(.; θh) produces hT , the

embedding of the full graph walk started from the target node. To classify the target

node, hT is given to the classification network f ic(.; θc), modeled as a single-layer

neural network, to predict the class label.
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Action

At each step, the label-specific agents make decisions on which node to visit next. This

choice is based on the output of the score network ϕt = f is(ht−1, x
t
v, x

t
e, x

t
n; θs). The

output ϕt of the score network is a measure of relevance of the neighboring nodes

to the current node vt. The score network f is(.; θs) is modeled using a single-layer

perceptron network with a sigmoid activation function. For better graph exploration,

the decision of the next node (vt+1) to explore is made via a stochastic policy πi by

sampling under the categorical distribution πi = Cat(.|ϕt), after a normalization of

the score values:

πi = Cat(.|ϕt) =
1∑
vk
ϕtvk
× ϕtvk ; vk ∈ Nr(vt), (6.2)

where Nr(vt) is the set of nodes in the one-hop neighborhood of the current node vt,

and ϕtvk is the relevance score of vk.

In our work, we encourage each agent to select the target of the move from the

neighbors with the relevance score greater than 0.5. The aggregation of neighboring

information is conducted as:

ctn =
∑
vk

xk × 1(ϕtvk − 0.5), (6.3)

where xk is the node attribute of node vk. The indicator function 1(.) outputs 1 when

positive and 0 otherwise.

Reward

We adopt a delayed reward mechanism. Each label-specific agent receives a reward

until it reaches to the final classification step at the end of its walk. A label agent

receives a reward of rt = 1 at step T for a correct final node classification and rt = −1
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otherwise.

6.2.3 Collaborative Policy Learning with Centralized Policy

based Regularization

As unveiled in [217], the key to successful multi-label classification is to capture

the underlying correlation between simultaneous label-specific classification tasks.

Following this spirit, we impose a centralized policy as a global constraint in the

policy learning process of each agent. This design is inspired by [215], which is

designated to capture correlation among task-specific knowledge. As we will discuss

later in this section, the centralized policy modifies the policy update steps, so that

policy learning of each label-specific agent is conducted by considering policies of all

the other agents. We denote the label-specific policy as πi and the distilled policy as

πd. The joint policy learning objective gives as in Eq. (6.4):

J ({θni=1}, θd) =
∑
i

Eπi [
∑
t≥0

(γT−tri

− αγT−t log
πi(a

i
t|si1:t, θi)

πd(ai1:t|si1:t, θi)
− βγT−t log πi(a

i
t|si1:t, θi))],

(6.4)

where si1:t is the historical summary of the walk path conducted by the agent of the

label li following its policy πi. a
i
t denotes the walk decision (e.g., move to the next

neighboring nodes) taken by the agent of the label li at a given step t in the interaction

sequence. ri is the delayed reward that the agent i receive at the end of each walk path.

γ ∈ (0, 1] is a discount factor to emphasize the decisions made near the classification.

T is the length of the walk path. α and β are weight parameters determining the

strengths of KL-divergence and entropy-based regularization terms. {θi=1,2,...,L}

and θd denotes the parameters of the label-specific policy and the global distilled

policy function. On one hand, the KL-divergence-divergence term regularizes the

output of each πi towards the distilled policy πd. On the other hand, the entropy
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Figure 6.2: Illustration of the agent communication framework on a network with four
possible labels. Learning of the centralized policy depends on the historical contexts
of the walk path, the embedding of currently visited nodes, the embeddings of all the
neighboring nodes and edges from each label-specific agent and the local policy model
pi, as shown by Eq.6.6. The local policy update of each agent takes the regularization
enforced by the centralized policy as defined in Eq.6.5.
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regularization is employed to encourage policy exploration and avoid to be trapped

in local optimum of policy exploration.

It is, however, non-trivial to optimize Eq. (6.4) directly with respect to the joint

distribution of all possible interaction experiences. We thus adopt REINFORCE

[203], a policy gradient method, to address the optimization problem in Eq. (6.4).

Proposed initially to solve MDPs, policy gradient has also been widely known as an

attractive and scalable approach for controlling POMDP [203]. We discretize the

learning objective with sampled interaction sequences and derive the gradient with

respect to the parameters θi and θd in each label-specific policy function, given as

follows:

∇θiJ =

1

N

N∑
m=1

T∑
t=1

∇θi log πi(a
i
m,t|θi, sim,1:T )

∑
u≥t

γT−uR̂i(a
i
m,u, s

i
m,1:u)


R̂i(a

i
m,u, s

i
m,1:u) = ri +

α̃

β̃
log πd(a

i
m,u|θd, sim,1:u)

− 1

β̃
log πi(a

i
m,u|θi, sim,1:u)

(6.5)

∇θdJ =
1

N

L∑
i=1

N∑
m=1

{

T∑
t=1

∇θd log πi(a
i
m,t|θi, sim,1:T )

∑
u≥t

γT−uR̂i(a
i
m,u, s

i
m,1:u)


+
α̃

β̃

T∑
t=1

γT−t(πi(a
i
m,t)− πd(aim,t))∇θd log πd(a

i
m,t|θd, sim,1:t)},

(6.6)

where α̃ = α
α+β

and β̃ = 1
α+β

. R̂i(a
i
m,u, s

i
m,1:u) is the regularizer on the reward received

by the label-specific agent. N is the number of the sampled sequences by each agent.

As we can find, the update of the global distilled policy matches the probabilities

under the task policy πi and under the distilled policy πd. The KL-divergence based

regularizor forces the global policy to be the centroid of all label-specific policies,

which helps transfer knowledge about policies of graph walk across different label-
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specific agents. It is worth noting that the centralized policy πd only serves as a

global regularization in the policy gradient. Nevertheless, it does not prevent from

incorporating the output from both label-specific policies and the centralized policy

together to decide the walk path. Though there is no theoretical preference over either

way of using πd organizing graph walk, we will evaluate and compare empirically the

performances of both strategies in Section 6.3.3.

For the classification network, we use a Hybrid supervised loss [218]: we train

the classification network f ic(.; θc) for each label. We use the cross-entropy based loss

function to maximizes the conditional likelihood of the true label log πi(li|s1:T ; θc),

given the observations from the trajectory of graph walk s1:T , where li is the given

true label.

6.3 Experiments

6.3.1 Datasets

The datasets used in our experiments are multi-labeled datasets extracted from the

DBLP and Delve databases. The DBLP (four area) dataset [185] is a multi-label

citation dataset. We construct a co-authorship graph where each node represents an

author, and the edge signifies a co-authorship. The label set is the research areas:

database (DB - ID = 0), data mining (DM - ID = 1), artificial intelligence (AI - ID =

2) and information retrieval (IR - ID = 3). The node attributes are the concatenated

titles of the papers published by the author. The DBLP dataset has no edge attribute.

We describe how we deal with missing edge attributes in section 6.3.2.

The Delve dataset1 is a multi-label citation dataset where each node represents

a paper, and the edges show the citation relationship between papers. The Delve

dataset label set consists of 20 predefined topics in machine learning and data-mining

(see Table 6.5). The node attributes are the title and abstract (when available)

1Extracted from http://delve.kaust.edu.sa
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of the papers, and the edge attributes are the citation contexts, i.e., the sentences

encompassing the citations. We evaluate on two versions of the dataset: Delve-M [12],

and Delve-R (extended to include more papers). We show the dataset statistics in

Table 6.1.

Table 6.1: Statistics of datasets used in evaluations, showing the number of nodes
|V |, number of edges |E|, number of labels |L|, number of labeled nodes |V L|, and
averge label cardinality Ĉ.

| V | | E | | L | | V L | Ĉ
DBLP 28,702 68,335 4 28,702 1.18
Delve-M 1,229,280 4,322,275 20 3,686 1.25
Delve-R 1,229,280 4,322,275 20 131,991 1.2

6.3.2 Comparison Methods and Experimental Setup

To evaluate the performance of the proposed model, we compare it against several

state-of-the-art multi-label classification methods. To avoid unfair comparison due

to faulty implementation, we evaluate against methods available using the scikit-

multilearn library or from author provided codes. The baseline methods can be split

into two groups:

Unsupervised embedding + multi-label classifier We generate embedding us-

ing several unsupervised methods for attributed and unattributed graphs (i.e., Deep-

walk, Doc2vec, TADW). However, due to space constraints, we report results on using

Node2vec and LSI to capture the graph structure and text information as it achieved

the best results. The concatenation of resultant embedding vectors are then used as

input for several multi-learning classification methods:

• SVM2 extended by strategies including binary relevance (BR), label powerset

(LP), classifier chain (CC), and RakelD (Rk) [105,219];

• MLkNN, a k-nn adaptation for multi-label tasks [181];

2SVM is selected because it outperforms logistic regression on all our evaluation cases.
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Table 6.2: Evaluation results on the DBLP dataset.

DBLP
Tr-1 Tr-4

precision Recall F1 precision Recall F1
macro micro macro micro macro micro macro micro macro micro macro micro

BR 79.9 81.1 70.0 72.4 74.5 76.5 82.7 83.7 70.7 73.2 76.0 78.1
LP 77.7 79.1 70.5 73.4 73.7 76.1 81.7 82.6 71.9 74.9 76.2 78.5
CC 76.8 77.8 7.02 74.5 74.2 76.1 79.4 80.1 73.6 76.3 76.2 78.2
Rk 77.7 79.1 70.5 73.4 73.7 76.1 81.7 82.6 71.9 74.9 76.2 78.5
MLKNN 68.3 70.7 60.7 63.5 64.2 66.9 80.7 82.0 75.8 77.3 78.1 79.6
MARM 55.6 52.1 55.8 62.8 48.2 56.9 62.7 58.2 65.6 69.7 58.1 63.4
GF 70.7 73.0 62.4 65.5 66.1 69.0 82.7 83.8 76.7 78.4 79.6 81.0
GraphSAGE mean 73.7 75.9 73.5 75.1 73.5 75.5 83.9 85.1 84.5 85.6 84.1 85.3
GraphSAGE GCN 78.3 79.8 65.6 67.5 71.2 73.1 82.1 83.7 80.2 81.7 81.1 82.7
GraphSAGE maxpool 76.8 78.6 71.6 73.3 74.1 75.8 84.4 85.8 85.6 86.6 85.0 86.2
GraphSAGE meanpool 72.2 74.4 73.4 74.4 72.4 74.4 83.6 85.0 85.3 86.3 84.4 85.6
GraphSAGE LSTM 70.5 73.2 73.8 75.4 71.9 74.3 84.0 85.3 84.5 85.6 84.2 85.4
MLGW-I TRANS 80.4 81.7 74.0 76.2 76.8 78.8 87.1 87.9 83.8 85.3 85.4 86.6
MLGW-I IND 80.4 81.5 73.9 76.3 76.7 78.8 87.0 88.0 83.6 85.0 85.2 86.5
MLGW-REG TRANS 81.0 82.5 74.4 76.7 77.4 79.5 88.4 89.2 86.4 87.6 87.3 88.4
MLGW-REG IND 81.0 82.4 74.5 76.9 77.4 79.6 88.2 89.1 86.3 87.5 87.2 88.3
MLGW-REG+ TRANS 78.6 80.0 73.3 74.9 75.8 77.4 89.5 90.3 87.5 88.5 88.5 89.4
MLGW-REG+ IND 79.0 80.3 72.5 74.3 75.4 77.2 89.9 90.7 87.2 88.2 88.5 89.4

Table 6.3: Evaluation results on the Delve-M database

Delve-M
Tr-1 Tr-4

precision Recall F1 precision Recall F1
macro micro macro micro macro micro macro micro macro micro macro micro

BR 57.9 64.0 36.2 48.7 42.5 55.3 63.8 68.2 46.9 56.2 53.0 61.6
LP 47.0 55.6 36.5 48.8 40.1 52.0 53.0 60.9 42.0 53.8 45.7 57.1
CC 57.9 62 37.3 49.7 42.9 55.2 60.8 66.3 48.7 58.2 53.3 62.0
Rk 47.0 55.6 36.5 48.8 40.1 52.0 53.0 60.9 42.0 53.8 45.7 57.1
MLKNN 50.4 59.9 28.1 39.3 33.4 47.4 58.3 62.3 34.1 42.9 40.9 50.8
MARM 7.2 17.5 17.3 38.1 7.2 23.3 9.1 22.6 13.9 32.7 8.3 26.0
GF 49.4 60.0 28.0 39.3 33.3 47.4 58.4 62.4 34.2 43.0 41.0 50.9
GraphSAGE mean 5.4 14.2 7.5 26.9 4.1 18.3 14.1 26.4 29.0 55.9 16.2 35.6
GraphSAGE GCN 5.6 14.1 7.7 27.9 4.6 18.4 9.3 20.3 28.3 64.8 12.1 30.9
GraphSAGE maxpool 2.6 7.9 6.4 36.3 2.1 11.1 1.5 3.9 6.3 54.3 1.7 6.7
GraphSAGE meanpool 3.9 12.7 6.1 27.1 2.0 15.5 0.8 1.6 6.6 53.8 1.3 3.2
GraphSAGE LSTM 1.5 2.5 5.1 25 1.2 3.9 2.9 8.3 9.9 65.5 3.8 14.5
MLGW-I TRANS 63.8 71.1 42.5 56.1 49.1 62.6 63.7 69.0 55.4 64.7 58.1 66.8
MLGW-I IND 63.9 71.2 42.4 55.9 49.0 62.6 63.3 69.2 55.3 64.9 58.0 67.0
MLGW-REG TRANS 62.6 70.6 43.5 56.2 49.7 62.5 63.5 68.2 55.7 65.3 58.4 66.7
MLGW-REG IND 62.3 70.4 43.6 56.3 49.7 62.5 63.8 68.3 55.9 65.4 58.6 66.8
MLGW-REG+ TRANS 66.2 71.0 43.2 56.3 50.1 62.7 64.5 68.9 55.6 65.2 58.6 67.0
MLGW-REG+ IND 66.3 71.3 43.2 56.0 50.1 62.7 64.7 69.0 56.1 65.7 59.0 67.3
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Table 6.4: Evaluation results on the Delve-R dataset

Delve-R
Tr-1 Tr-4

precision Recall F1 precision Recall F1
macro micro macro micro macro micro macro micro macro micro macro micro

BR 80.9 87.8 66.5 76.6 72.5 81.8 83.9 89.5 67.8 77.4 74.1 83.0
LP 75.1 83.3 64.2 75.0 69.0 78.9 80.4 87.0 67.5 77.4 73.0 81.9
CC 78.8 86.3 68.5 78.0 72.9 81.9 81.6 88.2 70.5 79.1 74.9 83.4
Rk 75.1 83.3 64.2 75.0 69.0 78.9 80.4 87.0 67.5 77.4 73.0 81.9
MLKNN 65.6 74.0 46.2 58.1 53.2 65.1 - - - - - -
MARM 9.4 22.7 5.3 19 2.4 20.7 13.4 23.4 5.7 19.9 3.0 21.5
GF 65.7 74.1 46.3 58.2 53.3 65.2 67.5 75.4 50.9 62.1 57.4 68.1
GraphSAGE mean 59.6 72.0 74.6 81.3 65.2 76.4 68.6 78.3 74.7 81.9 71.3 80.1
GraphSAGE GCN 51.3 62.6 66.5 75.4 57.3 68.4 56.5 66.8 69.8 78.2 62.0 72.1
GraphSAGE maxpool 60.0 72.0 77.0 83.4 66.4 77.3 70.2 79.3 74.9 82.4 72.3 80.8
GraphSAGE meanpool 59.4 71.2 76.4 82.9 65.9 76.6 69.2 78.6 75.1 82.6 71.9 80.5
GraphSAGE LSTM 58.1 69.9 75.4 82.4 64.9 75.6 67.1 77.1 74.2 81.3 70.1 79.1
MLGW-I TRANS 78.0 85.5 75.0 84.3 76.0 84.9 80.8 87.0 78.5 86.6 79.4 86.8
MLGW-I IND 78.0 85.5 74.9 84.3 76.0 84.9 80.7 86.9 78.9 86.7 79.6 86.8
MLGW-REG TRANS 78.5 85.9 74.9 84.1 76.2 85.0 80.0 85.9 74.6 83.0 76.9 84.4
MLGW-REG IND 78.3 85.6 74.9 84.2 76.2 84.9 80.0 85.9 74.4 82.9 76.8 84.3
MLGW-REG+ TRANS 77.9 85.6 74.8 84.2 75.9 84.9 81.0 87.1 78.4 86.6 79.4 86.9
MLGW-REG+ IND 78.2 85.7 74.4 84.1 75.8 84.9 81.0 87.1 78.4 86.6 79.4 86.9

• Graph factorization (GF) [220];

• ART classifier (MARM) [221].

Graph-based Multi-label method We compare against several variants of the

supervised GraphSAGE method [14], an inductive method for multi-label node clas-

sification. Note that our proposed method works in both transductive and inductive

settings. Semi-supervised models such as GCN, Planetoid, and GAT are not con-

sidered as baselines because they are designed for multi-class, not for multi-label

problems.

When the abstract is available, a paper (node) attribute is given as a concatenation

of both the title and abstract else only the title is used. Each citation relationship

(edge) attribute is given as the concatenation of all its citation contexts (i.e., sen-

tences where the reference is mentioned in the citing paper). The paper and citation

attributes are then converted to a vector by applying the latent semantic analysis

(LSI) method on the document-term matrix features, resulting in 300-dimension fea-

tures vectors. We complete the missing citation attributes with zero vectors and
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assume no missing paper attribute. In all the experiments, the attribute vector is

normalized to unit norm.

For our proposed model, we performed a grid search over the walk length T =

{5, 10, 20, 40} and the number of walks per node M = {1, 3, 5} (since we train the

whole model in parallel end-to-end, we are limited in the number of walks per node due

to GPU memory constraints). For each neural network based model, we performed a

grid search over the learning rate lr = {1e−2, 5e−2, 1e−3, 5e−4, 1e−4} and hidden layer

dimension d = {32, 64, 128}. We performed the parameter grid search by training on

the DBLP dataset using 20% labeled samples. The best parameters per model from

the grid search are then used in all experiments. We used the default parameters

for the SVM strategies, Graph factorization, and ART classifier. For the MLkNN

method, we set k = 3 from a grid search on k = {1, 3, 5, 7}. The GraphSAGE

models are trained for 40 epochs with a parameter set of (d = 128, lr = 1e−2). Our

proposed method is trained for 20 epochs with a parameter set of (d = 128, T =

10, lr = 1e−2,M = 3, γ = 0.9, α = 0.1, β = 1). All reported results are obtained from

5-fold cross-validation using a stratified iterative splitting algorithm [222] to ensure

the availability of all labels in each fold. We report the results obtained by training

on 1-fold and test on 4 folds (Tr-1), as well as training 4 folds and testing on 1-fold

(Tr-4). The experiments reported in this study are performed on a Linux system

with an NVIDIA GTX1080Ti GPU. Our model implementation3 was conducted by

Python using the Tensorflow library.

6.3.3 Node Classification Results and Analysis

We show the performance of our proposed method against several baseline methods in

Tables 6.2, 6.3, and 6.4. The empty entries in Table 6.4 denote unavailable results due

to scalability issues. Our model outperforms the baseline methods on all datasets. We

3https://github.com/Uchman21/MLGW
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Figure 6.3: The average number of labels per visited node by each label agent during
the graph walk

(a) Independent walks (b) Walk with global policy

Figure 6.4: Subgraphs showing trajectories of two label agents (for label 0 and 1)
using the same settings starting from the yellow node, with labels {0, 1, 2, 3} and
terminating at the nodes with the stick figures. The black trajectory is of the label
agent 1, and the blue trajectory is of label agent 0. Both explore nodes with labels
that belong to the starting node, indicated in green color. Label IDs are shown in
the DBLP dataset description (see section 6.3.1).
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also evaluate several variants of our model in both inductive (IND) and transductive

(TRANS) setting to evaluate its advantage on different aspects:

• MLGW independent walks (MLGW-I): In this variant, we let the agents make

independent walks on the graph without a global policy regularization. Thus,

no information sharing among the agents.

• MLGW for regularization (MLGW-REG): This variant uses the global policy

for regularization in the cost function, but makes decisions on which node to

move using the local policy output.

• MLGW for regularization and decision (MLGW-REG+): This variant uses

the global policy for regularization in the cost function and also for the decisions

in the graph walk. That is, the joint policy used in deciding the next node to

visit for agent Ai is πjointi = πiπd.

We made several interesting observations from the result of the experiments.

First, the introduction of a global policy improved the predictive performance in

our datasets. However, the improvement is only marginal compared to our proposed

independent walk variant. We analyze the results obtained and attribute the marginal

improvement to the nature of our graph datasets. In our datasets, a node can have

more than one label. Hence, during the graph walk, the label agents can capture the

label dependencies even in the independent graph walk setting due to the exploration

of nodes with multiple labels. In Figure 6.4, we observe that in walking with or with-

out a global policy, the agent can discover and explore similar neighboring nodes as

it is trained to explore relevant nodes to improve the classification task. However, in

a graph-structured data with multi-labeled nodes, there could be several paths with

relevant nodes. To better capture the label inter-dependencies, walks with global

policy tend to favor the exploration of nodes with multiple labels.
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Figure 6.5: A heatmap whose d-th column demonstrates the label distribution of
nodes visited by the MLGW-REG+ label agent d starting from nodes with label d.
The visiting frequency rate is shown in color. A brighter color indicates more frequent
visits. It is worth mentioning that agents have no information about any label when
walking, neither the label of starting node nor the label on neighboring nodes

This phenomenon can be observed in Figure 6.4 as well as in Figure 6.3. In Figure

6.3, we show the average number of labels per node visited during the graph walk of

the label agents trained on the Delve-M dataset with and without the global policy. It

can be observed that overall, the label agents trained with the inclusion of the global

policy tend to explore nodes with a higher number of labels. This observation shows

that the global policy encourages the exploration of nodes that will further capture

the inter-dependencies between the labels. For instance, observing a node with more

than one label gives more information about the label relationships than observing

a node with a single label. The label agents for “Feature selection & extraction”,

“Unsupervised learning”, and “Dimensionality reduction” explored nodes with higher

number of labels. This observation is logical as these three topics are often studied

with several other topics, and thus, the nodes explored tend to have more than one

label.

Tables 6.2 6.3, and 6.4 also show the comparison of inductive MLGW. In the

inductive setting, the testing nodes are removed from the training graph and thus are

not seen during training. The optimal policy learned by agents for the graph walk
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Table 6.5: Delve Label-ID Mapping

Label ID Label ID
Information retrieval 0 NLP 1
Clustering 2 Optimization methods 3
Bioinformatics 4 Computer vision 5
Security and privacy 6 Time series 7
Graph mining & social network 8 Supervised learning 9
Feature selection & extraction 10 Rule learning 11
Semisupervised & active learning 12 Agent systems (AI) 13
Recommendation 14 Unsupervised learning 15
Dimensionality reduction 16 Neural networks 17
Online learning 18 Multi-label classification 19

Figure 6.6: Impact of the walk length on the predictive performance and time cost

during training will be generalized to unseen nodes. During testing, the previously

unseen nodes are then added to the graph. The agents (guided by the learned policy),

start walks from the added new nodes to learn their embedding and predict their

labels. We compare against the supervised variants of GraphSAGE that do not use

the unlabeled and test nodes during training. The superior performance of MLGW

shows that walks starting from the new nodes guided by the learned policy aggregated

the most useful information for the classification purpose.

6.3.4 Trajectory Analysis

To understand the decision process, we analyze the trajectories learned by the agents

assigned to each label. To this end, we trained our model using the full DBLP dataset.

For each label (agent), we extract all trajectories starting at papers belonging to the
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given label. We then analyze the labels of the nodes traversed in each trajectory

set. The motivation behind this evaluation is to understand how the label agents

determine what nodes to visit for accumulating information for predicting the label of

the starting node. Figure 6.4 shows the trajectories of two label agents with the same

settings. We see that the agents can make a guided walk visiting mostly nodes with

the same label as the starting node (shown in green). Figure 6.5 shows a heatmap.

The d-th column of the heatmap demonstrates, what types of nodes the agent visited

after starting from nodes with d-th label. We report the result observed on our

trained model using the full Delve-M dataset. With the listed topic IDs in Table 6.5,

we can see in column with ID=2 (clustering), the brightest unit corresponds to ID=15

(unsupervised learning). In column with ID=10 (feature selection), the brightest unit

corresponds to ID=16 (dimensionality reduction). Interesting observations from this

figure verify that agents move to nodes that can help in predicting the labels of the

starting nodes. By moving on the attributed network, agents finally learned the

intrinsic label relationship among labels.

6.3.5 Parameter study

We study the impact of the walk length T = {2, 5, 10, 20, 30, 40} on the performance

of the model. We train the model on the DBLP dataset with 20% training samples

and 80% testing samples. In Figure 6.6, it can be observed that the model already

performs well after ten steps. However, walking with more steps results in higher

time cost.

6.4 Summary

In this chapter, we introduce a graph-based semi-supervised node classification method

for multi-labeled graphs with node and edge attributes. We pose the classification task

in a multi-agent reinforcement learning framework. The training procedure consists
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of recurrent walks on the graph, allowing agents to decide which node to move for the

next step to improve the classification performance. We show by several experiments

that this flexibility enables better graph exploration and thus, higher classification

accuracy. With further analysis of the trajectory learned by each agent, we show and

explained the knowledge accumulated by the agents from the walk.
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Chapter 7

T-PAIR: Temporal Node-pair Embedding for Automatic

Biomedical Hypothesis Generation

In the previous chapters, we focused on scientific discovery in citation networks. More

specifically, we exploit the relationship between scholarly literature. In this chapter

we take a step into the scholarly literature to exploit the relationship between terms

in scholarly literature. The road to scientific discoveries has traditionally involved

scientific expertise and ideas coalescing to form hypotheses, which are then checked

for validity (e.g., as shown in [51]). The foundation of both expertise and ideas is

rooted in literature, as literature provides the background for new knowledge and

information. Thus, new hypotheses with minimum uncertainty about undiscovered

knowledge can be made from already published scholarly literature [48, 53]. In this

study, we focus on new hypotheses about whether two scientific terms/concepts are

relevant to each other, given that there is no direct link between them at the current

knowledge scope. For instance, in 1998 [223], Schizophrenia and Calcium-Independent

Phospholipase A2 independently studied in [224] (in 1997) and in [225] (in 1995)

were connected because they had oxidative stress as a common factor. Recently,

the number of scientific publications is growing at an exponential rate, with over a

million articles published yearly [13,226]. Reading this great number of publications

is far beyond the capability of individual researchers. It thereby makes the process

of reading to extract undiscovered knowledge a tedious and time-consuming task.

Towards advanced scientific knowledge discovery, computers have been introduced

to play an ever-greater role in the scientific process with automatic hypothesis gen-
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eration (HG) based on machine learning. The study of automated HG has attracted

considerable attention in recent years [26,52,56,58,60,62]. The existing HG methods

form three main groups. The first group [27,52,58] are based on the ABC model for

discovery. The ABC model postulates that if entities {a, b} are related, and {b, c}

are related, there should exist a relationship between {a, c}. For instance, if diseases

X and Y are highly similar in characteristics and causation, and drug Z is a known

cure of disease X. Then, drug Z has a high chance of being a remedy for disease Z.

The second group covers methods that use a combination of advanced machine

learning strategies to extract and analyze hidden connections from scientific publi-

cations. These methods include but not limited to association rules [58–60], text

mining [28, 56], clustering and topic modeling [53–55], and others [61–63]. However,

most of the previous studies fail to capture and utilize the dynamic evolution of the

entity meaning, which can provide crucial information on inferring the future connec-

tivity of the entities (e.g., medical terms).

To address this limitation, the final group of studies [61, 63] focuses on incorpo-

rating the temporal information of the terms in the hypothesis generation process.

Specifically, they model the dynamic meaning of the terms and then infer the term-

term relationship by the combination of the term semantic features. Therefore, the

inference performance highly depends on the quality of the learned term features.

More importantly, it is not enough to know with whom the terms are connected

(focusing on learning the term representation), it is essential to know how the con-

nections have been formed (in a dynamic process). For example, Fish Oils (FO) was

discovered to help treat Raynaud’s Disease (RD) in 1985. In our study in Section

7.3.4, the predicted relevance score between FO and RD in the evaluation period

(1980 - 1989 ) corresponding the true discovery year (1985) was much lower by mod-

eling the static term relations (0.12) than by modeling the temporal relations (0.61),

due to the implicit differentiation on the recent and former relations.
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Therefore, we target on learning the temporal dynamics of scientific term relations,

rather than just learning features for the terms themselves. Furthermore, previous

methods have focused on predicting future connections of known terms; thus, they are

transductive. Hence, they are not able or too computationally expensive to deal with

the situations where new terms (e.g., new diseases, drugs) are observed continuously.

In practice, new terms continuously appear in the scientific publication flooding.

Our study is to design a new inductive model, but also working for the transductive

setting, utilizing both the graphical structure and node features to encode the temporal

node-pair relationship. To model the historical evolution of term-pair relations, we

construct a term relationship graph G = {V,E}. We then decompose this graph into

temporal graphlet with different node features per graphlet, denoting the temporal

nature of the node attributes.

Definition 2. Temporal graphlet: A temporal graphlet Gt = {V t, Et, xtv} is a

temporal subgraph at time step t, which consists of nodes V t ⊂ V and Et ⊂ E. The

variable xt is the node attribute of V t.

We construct a temporal sequence1 of graphlets, where the t-th graphlet Gt =

{V t, Et, xtv} is the part of the graph G = {V,E} observed at an incremental time t.

We then formulate our HG problem as a temporal node-pair connectivity prediction

task, defined as:

Definition 3. Temporal node-pair connectivity prediction task: At each time

step t, we are given an attributed graph Gt, and a set of node pairs A, each of which

pair is composed of two nodes in V . At time t, part of the node pairs in A have

labels ytl , denoted as Atl, for which we know if one node-pair is connected at time t+ 1

(positive, in ytl ), or not connected at time t + 1 (negative, in ytl ). The remaining

pairs Atu = At/Atl are unlabeled. The goal is to infer the change in labels of the

1We focus on insertion-only temporal graphlets since the scientific concepts (terms/nodes) never
disappear over timeline, but continuously appear with new connections made. See Figure 7.1.
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pairs in AT at the last time step T by using the temporal graphlets until T − 1, G =

{G1, G2, ..., GT−1}, and the corresponding node pairs labels, yl = {y1
l , y

2
l , ..., y

T−1
l }.

About the above-defined problem, we would like to clarify the following points:

1. The positive pairs in Atl is a subset2 of the node pairs linked by edges in Et+1.

Labeled pairs in At can be considered as supervising pairs obtained from the

future step t + 1, and is used to guide the node-pair relation learning in Gt.

Formulating the problem in this way is novel and enables to model how the

pairwise relations have been formed in a dynamic process. We present in section

3.1 with more details about the construction of graph G, and the label set y

over t=1, ..., T .

2. Positive pairs in Atl stays as positive in At+1
l (i.e., Atl+ → At+1

l+ ). A negative

pair in Atl can become positive at t + 1, or stays negative (i.e., Atl− → At+1
l± ).

An unlabeled pair can become positive, or negative at t + 1 (i.e., Atu → At+1
l± ).

Therefore, at the final time step T , we infer labels for pairs in ATu and changes

in ATl−.

To address this defined problem, we target on building an automatic HG model

that has the following advanced unique features:

• The model can capture how the relations of term-term (node-node) pairs evolve

over time and take advantage of this relation dynamics to infer new future

connections (hypotheses). In other words, the model is built on a set of temporal

graphlets G = {G1, G2, ..., GT}, and the labeled set of node pairs, Atl ; 1 ≤ t ≤

T − 1, unlike most existing solutions that only use GT [26, 62].

• The model should work in both transductive and inductive setting. The trans-

ductive inference is to predict future connections between known terms (node

2It is too expensive to include all |Gt+1| ∗ |Gt+1| pairs.
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pairs in ATu and ATl− where nodes already exist in V T−1). The inductive infer-

ence is to predict future connections with previously unknown terms (nodes out

of V T−1).

We propose a model named T-PAIR, for addressing the temporal node-pair

connectivity prediction problem. To capture the time-evolving relation between

terms (nodes), T-PAIR incrementally learns the node-pair embedding at each time

step by using a recurrent neural network structure. The node-pair connectivity pre-

diction (i.e., HG problem) can be addressed by classifying the learned node-pair

embeddings. T-PAIR takes comprehensive usage of the set of temporal graphlets G

= {G1, G2, ..., GT} including all its node attributes, with the sequential supervising

information in Al = {A1
l , A

2
l , ..., A

T−1
l }, for inferring the connectivity of pairs in ATu

and ATl−.

We evaluated T-PAIR on three real-world datasets of scholarly publications in the

PubMed database until 2019 (with detailed graph information and formulation pro-

cess in section 7.2.1 and 7.3.1). The model is trained end-to-end and shows superior

performance on both transductive and inductive hypotheses generation tasks. Case

studies demonstrate that T-PAIR predicts the positive relationship between medical

terms before they were actually discovered.

The remaining parts of this chapter include relate work discussion in Section 2,

the introduction of T-PAIR in Section 3, the experimental evaluation in Section 4

and conclusion and future work in Section 5.

7.1 Related Works

7.1.1 Hypothesis Generation

Hypothesis generation aims to extract implicit information in scholarly documents to

infer future connections between scholarly terms. In recent years, researchers have
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proposed the use of machine learning for hypothesis generation. ARROWSMITH is

a system proposed based the ABC model [52]. To curtail the limitation of the ABC

model whose computational complexity significantly increases w.r.t. the number of

common entities, other methods [58–60] proposed the use of semantic relations to

augment ABC processing. Weeber et al. proposed the DAD-system [227], which

applies Natural Language Processing model as a guide in generating a new hypothesis.

Lindsay and Gordon [228] used lexical statistics, such as word frequency counts, to

discover hidden connections in the medical literature. Srinivasan et al. [229,230] used

text mining techniques based on topic profiles, where a topic profile is a set of terms

(single words and phrases) extracted from the documents relevant to the given topic.

More recently, Spangler et al. [28,56] proposed to use text mining to identify entity

relationships from medical texts. Shi et al. [62] used logistic regression to model

the probability that two entities will be connected based on a given time window.

They applied random walk to capture the structural information of the scholarly

graph. Some other methods [53–55] proposed the incorporation of machine learning

techniques such as Latent Dirichlet Allocation (LDA), clustering, and topical phrase

mining. The previously mentioned methods all focused mostly on static scholarly

graphs. However, as noted in [62], scholarly graphs exhibit a temporal structure. To

capture the temporal information in such graphs, Jha et al. [63] proposed the use of

a temporal matrix factorization framework to model the co-evolution of terms across

knowledge-bases. Xun et al. [61] modeled the evolving schematics of term embeddings

based on their indexing (MeSH) terms.

We formulate the HG problem in a novel way, as introduced in Definition 3.

We focus on modeling the dynamic relationship between terms, presented in set

of temporal graphlets G = {G1, G2, ..., GT} with the sequential supervision in Al =

{A1
l , A

2
l , ..., A

T
l }. Also, our model can be used in both transductive and inductive

settings. Hence, we can model the relationship between newly introduced terms and
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other existing terms in the networks.

7.1.2 Network Embedding

Network embedding has gained considerable momentum in recent years. We concen-

trate our discussion on two groups of related work, edge embedding, and dynamic

network embedding.

We focus on the study of node-pair relation, specifically representing node-pair

relationships as low dimensional vectors. This problem can be considered as edge

embedding, which has a simple solution: joining the embedding of two nodes linked

by one edge [32,33]. Other sophisticate models embed node-pairs and their context in

the same space [231], or learn node and edge embedding vectors jointly [232]. Several

knowledge graph embedding methods [233–237] proposed to learn embedding for both

(head and tail) node and (relation) edge jointly. These above-discussed methods all

focused on static graphs and hence, and cannot model the temporal dynamics of

node-pair relationships.

In the study of temporal/dynamic networks, Goyal et al. [38] used multiple non-

linear layers to learn structural patterns of networks at different time steps and then

learn the temporal transition using RNN. Singer et al. [238] proposed the use of

orthogonal transformation to align node embeddings at time tk and time to; o = k+ε,

which is then passed to RNN to capture the final node representation. Zhou et

al. [239] modeled how a triad (a group of three vertices) develops from an open

triad (no connection between two of the vertices) to a closed triad (all vertices are

connected).

However, none of these methods directly model the temporal dynamics of node-

pair relationships as they aim to capture the dynamic semantics of the nodes. Rahman

et al. [240] considered the node-pair features as an optimal coding problem and used

temporary functions to learn the temporal patterns. However, the proposed method
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Figure 7.1: An illustration of the set of temporal graphlets G = {G1, G2, ..., GT}
with the sequential supervision in A = {A1, A2, ..., AT} (T=4 here). As the graph
grows with more nodes and more connections, At is constructed from the graph Gt+1.
One unit at i, j of At is labeled by yi,jt = 1 (a positive relation) if node i and j are
connected in Gt+1. The unit is labeled by yi,jt = −1 (a negative relation) if node i and
j are NOT connected in Gt+1. During training, since we do not observe the future,
the node pairs in AT are equivalent to those in AT−1. The difference between them is
the changes in the colored units are only observed in testing. In the training process,
Gt and At (t = 1...T ) form training samples of node pairs with positive or negative
labels. When testing, we aim to predict the unobserved pair relationships (colored
tiles), in AT .

is non-scalable for graphs with high density. Our study, in contrast to previous

methods, focuses on directly capturing the historical evolution of node-pairs (edges)

in an attributed network, while preserving an inductive property. In addition, our

proposed model comprehensively integrates the different sources of information in the

network.

7.2 Methodology: T-PAIR

Since our problem is formulated on a temporal attributed graph, in this section, we

first describe the graph construction. We then present our proposed T-PAIR model.
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7.2.1 Data Preparation

Graph Construction

Given a dataset of scholarly publications (e.g., from PubMed), we extract and cat-

egorize the terms in the documents based on predicates extracted from MEDLINE

defined on a set of UMLS terms [241]. Each term belongs to one of three categories,

namely: 1) Genes, 2) Chemicals, and 3) Diseases. We then construct a network

G = {V,E}, where V is the set of nodes corresponding to the biomedical terms. The

relationship E represents the mention of two terms in the same literature. To be spe-

cific, an edge in E connects two nodes if the two corresponding terms are mentioned

together in the same paper3. Although a co-occurrence of two terms in a paper can

have a negative connotation, it is interesting to find them out. We leave the study of

the type of relevancy between the co-occurrence connections for future work.

Next, we split the obtained network using a year window, thereby, obtaining

a sequence of temporal graphlets G = {G1, G2, ..., GT}. As defined in the Intro-

duction Section 1, this graphlet sequence encapsulate the temporal evolution of

node pair relationships. Since the node terms belong to three different categories,

the graph Gt = {V t, Et, xt} is, in fact, a dynamic heterogeneous attributed graph,

with incremental set of nodes V t, where V 1 ⊆ V 2... ⊆ V t... ⊆ V T and edges

E1 ⊆ E2... ⊆ Et... ⊆ ET . The node attribute xt is composed of the term (e.g.,

fish oil, lung cancer), and the term contexts, which are the aggregation of sentences

encompassing the mention of the terms in the documents. We use the texts from the

publication titles and abstracts. The node attributes vary per time period due to the

increase in the number of publications.

3A mention can have a positive or negative connotation. We consider any kind of mention as a
relationship, regardless of positive or negative.
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Figure 7.2: The proposed T-PAIR model. Block (a) shows the outer view of the
model framework. The inner structure of the recurrent update block and aggregator
network are shown in block (b) and (c) respectively.

Supervised Pair Construction

For each time step t, we construct pairs of nodes. The node pairs are then labeled

based on the graph of the next observed time step. The constructed node pairs

are of the format ai,j =< vi, vj >, consisting of nodes vi and vj. As shown in

Figure 7.1, the pairs per time step t are labeled based on the observation made

on the graph Gt+1 = {V t+1, Et+1} of the next time window t + 1. A node pair

ai,j is assigned a positive class +1 if the connection is observed in graph Gt+1 (i.e.,

ytai,j = +1 ⇐⇒ e(vi, vj) ∈ Et+1) or −1 otherwise.

Since we consider insertion only graphlets sequence, the graph size of the graphlets

grows proportionally with the increase in time step. Therefore, the use of all pos-

sible pairs for training becomes more computationally expensive and less feasible in

application. In this study for large graphs, the notion of node pair set is defined as
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a sampled subset of all possible node pairs. This sample is drawn uniformly for each

time step t.

7.2.2 T-PAIR Overview

The architecture of our T-PAIR model is shown in Figure 7.2. As specified in

Problem 1.1, T-PAIR is designed to learn from the set of temporal graphlets G =

{G1, G2, ..., GT}, and the labeled set Al = {A1
l , A

2
l , ..., A

T
l }. Once trained end-to-end,

T-PAIR can be used to infer the labels of pairs in ATu .

One pair of nodes ai,j in Atl is used in the training process of T-PAIR by evaluating

its connectivity prediction score ptai,j . The main steps of calculating the connectivity

prediction score are given in Algorithm 1. The testing process also uses the same

Algorithm 1 (with t=T ), calculating pTai,j for one pair of nodes in ATu . We next

explain these steps with the help of Figure 7.2.

The connectivity prediction score is calculated in line 6 by ptai,j = fC(htai,j ; θC),

where θC is the classification network parameter, and the embedding vector htai,j for

the pair ai,j is iteratively updated in lines 1-5. These iterations of updating htai,j are

shown as the recurrent structure shown in Figure 7.2 (a), followed by the classifier

fC(.; θC).

The recurrent update function hτai,j = fA(hτ−1
ai,j

, zτvi , z
τ
vj

; θA) in line 4 is shown in

Figure 7.2 (b). It takes input of the embedding vector in previous step hτ−1
ai,j

, the node

feature xτv , and the neighboring node feature xτNr(v). The latter two are processed by

an aggregation block shown in Figure 7.2(c), producing zτv = fG(xτv , x
τ
Nr(v); θG), given

in line 3. The aggregation network fG(; θG) is implemented following GraphSAGE,

which is one of the most popular graph neural networks for aggregating node and its

neighbors [14]. We next introduce each of the blocks in details.
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7.2.3 Neighborhood Aggregation, fG(.; θG)

The aggregator network fG(.; θG), which has GraphSAGE at its core, aggregates the

information of each node in a given node pair ai,j =< vi, vj > to obtain a terse

representation for them. For each node v in the pair, the aggregation network takes

as input the current node feature xtv as well as the neighborhood information, which

includes the node features of the sampled node neighbors xtNr(v). At the initial step

of aggregation m = 0, node vector β0
v = xtv. Then, the representation vectors of

neighbors {βm−1
u ,∀u ∈ Nr(v)} at iteration m− 1 are aggregated into a single vector

βmv at iteration m, by considering the following aggregation options4:

LSTM Aggregator. This aggregator is based on the LSTM architecture. LSTM

is adapted to aggregate information from a random permutation of the node’s neigh-

bors.

Pool Aggregator Each neighbor representation is passed through a fully con-

nected layer. An element-wise pooling technique is then used to aggregate the infor-

mation from its neighboring set

βmv ← λ({σ(W · βmui + b)∀ui ∈ Nr(v)}), (7.1)

where λ denotes a symmetric vector operator (e.g., max, mean, and others), and σ is

a nonlinear activation function.

Mean Aggregator The mean aggregator aggregates the neighborhood represen-

tation by taking the element-wise mean of the neighbor representations:

βmv ← σ(W ·MEAN({βm−1
u ,∀u ∈ Nr(v)})), (7.2)

4Different techniques exist for the neighborhood aggregation, as discussed in [14].
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Algorithm 4: Calculate the future connection score for term pairs ai,j =<
vi, vj >

Input: G = {G1, G2, . . . , GT} with node feature xtv, a node pair
ai,j =< vi, vj > in Atl , and an initialized pair embedding vector h0

ai,j

(e.g., by zeros) for the target node pair
Result: ptai,j , the connectivity prediction score for the node pair ai,j

1 for τ ← 1· · · t do
2 Obtain the current node feature xτv (v = vi, vj) of both nodes (terms)

vi, vj; as well as xτNr(v) (v = vi, vj) for the node feature of sampled

neighboring nodes for vi, vj;
3 Aggregate the neighborhood information of node v = vi, vj,

zτv = fG(xτv , x
τ
Nr(v); θG);

4 Update the embedding vector for the node pair hτa = fA(hτ−1
a , zτvi , z

τ
vj

; θA) ;

5 end
6 Return ptai,j = fC(htai,j ; θC)

Inductive GCN Aggregator This is a modified mean based aggregation:

βmv ← σ(W ·MEAN({βm−1
v } ∪ {βm−1

u ,∀u ∈ Nr(v)})), (7.3)

where σ is a nonlinear activation function. This method can be viewed as an inductive

variant to the GCN approach [11].

After the neighborhood aggregation by several layers (e.g., M layers), the final

representation ztv = βMv . The performance of aggregators often depends on the prop-

erty of the applied graph [14]. We evaluate different aggregators and report the best,

which is maxpool in our application problem.

Neighborhood Definition. Following the principle of [14], to keep the compu-

tational footprint to a minimum, we work on a fix-size sample set of node neighbors

instead of the full neighborhood nodes. Hence the notion of node neighbors Nr(v) is

defined as a fix-size sample of the full node neighborhood {u ∈ V : (u, v) ∈ E}. This

sample is drawn uniformly at each iteration, thereby reducing the time and memory

complexity. With the sampling strategy, the memory and time complexity per node

aggregation step is fixed at O
(∏M

m=1 Sm
)
, where Sm is the neighborhood sample size
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at layer m, and M is the maximum layer considered (i.e., up to M -hop neighbors).

7.2.4 Pair Embedding Generation, fA(.; θA)

For a given pair ai,j in the recurrent update block, after the neighborhood aggregation

process at time step t, we obtain the final neighborhood representation of each node

{ztvi , z
t
vj
}. The previous pair vector representation ht−1

ai,j
is updated by the recurrent

network fA(.; θA) to obtain htai,j by:

htai,j ← σ(R · ht−1
ai,j

+ U · (ztvi + ztvj)), (7.4)

where σ is a nonlinear activation function, and the variables {R,U} are the weights.

The variable htai,j is the pair vector representation at time step t containing informa-

tion on the temporal relationship between nodes vi and vj, h
t−1
ai,j

is the output of the

previous time step t− 1 (i.e., the historical information), and {ztvi , z
t
vj
} are the aggre-

gated node neighborhood representation at time t for nodes vi and vj, respectively.

7.2.5 Parameter Learning

In order to train three networks fA(.; θA), fG(.; θG) and fC(.; θC) in T-PAIR, we use

all the labeled training data in Al = {A1
l , A

2
l , ..., A

T
l }. We have discussed for one

pair ai,j in Atl , how to use Algorithm 1 to update its embedding vector htai,j and its

connectivity prediction score ptai,j . Suppose the label of ai,j =< vi, vj > is ytai,j , then

ptai,j is expected to be close to ytai,j . From the current t to the end T , the embedding

vector htai,j should evolve to produce ptai,j similar to ytai,j . Therefore, we define our

loss function as

−
T∑
t=1

K∑
k=1

ytai,j · log(ptai,j) + (1− ytai,j) · log(1− ptai,j), (7.5)
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Table 7.1: Three graph dataset statistics, with their number of nodes and edges. In
testing, we use the term pairs existing in the split of 2010-2019. The pairs with only
terms that have already been seen before 2010 are used in transductive setting. The
pairs including at least one unseen term are used in inductive setting. The pairs
including at least one already seen term are used in the comprehensive setting. The
positive pairs are those with confirmed true connections, while the negative pairs are
those without confirmed true connections.

#nodes #edges #Test Pairs (Positive) #Test Pairs (Negative)
Comprehensive Transductive Inductive Comprehensive Transductive Inductive

Neurology 78,594 5,321,668 1,707,748 1,457,845 266,075 2,912,568 1,729,694 1,384,992
Immunotherapy 28,823 919,004 303,516 240,766 67,675 1,075,659 671,529 464,833
Virology 38,956 1,117,118 446,574 342,607 115,179 1,382,856 711,264 829,758

where K = |Atl | is the cardinality of the labeled node pairs, ytai,j is the true label of

pair ai,j =< vi, vj >. In our setting, ytai,j=1 if vi and vj are not connected at the

current step t but connected at the next time step t + 1. Otherwise ytai,j = 0. Note

that once one pair is labeled as positive, in all subsequent time steps, this pair always

has a positive label: yτai,j = 1; t ≤ τ ≤ T .

In implementation, during training, AT−1 and AT are equivalent, since AT−1 is

constructed by using GT , and there is no GT+1 to construct AT . This setup enhances

the model stability in the training process, forcing/guaranteeing that the positive

pairs at T −1 remain positive at T . Note that in Figure 3, AT−1 and AT differ on the

colored tiles that are not observed in training, and to make label inference in testing.

7.3 Experimental Evaluation

We first present the datasets for training and testing, the experimental setting, and

then the quantitative evaluation results with comparison to a number of baseline

methods, and also the parameter sensitivity analysis. Last, we present the qualitative

study results on several real-world cases predicted by T-PAIR.



151

7.3.1 Dataset

In this project, we study the hypothesis generation problem on the PubMed data

dump (end early 2019). This dataset contains the title and abstract of ∼ 22 million

papers published from 1944 - 2019. Among the 200,000 keywords in the dataset, we

select those belonging to: Genes, Chemicals, or Diseases. The selected keywords are

the medical terms that we are interested in, and will be treated as nodes for graph

construction.

To evaluate the model’s adaptivity in different scientific domains, we construct

three graphs from papers in Neurology, Immunotherapy, and Virology, following the

instruction in section 7.2.1. The graph statistics are shown in Table 7.1. To set up

the training and testing data, we split the graph by a 10-year interval starting from

1949 (i.e., {≤ 1949}, {1950−1959}, . . . , {2010−2019}). We use year splits of ≤ 2009

({G1, G2, ..., G7}) for training, and the final split 2010− 2019 for testing.

For each split Gt, we create a set of labeled term pairs Atl . As introduced in

section 7.2.1, positive pairs Atl+ are those connected node pairs in graph Gt+1 in the

next year window t+ 1 . The negative node pairs Atl− are the samples of node pairs

not connected in Gt+1, and the unlabeled node pairs are then the node pairs with

nodes in Gt+1 not observed in Gt.

For each node v ∈ V t in the training set, we generate 20 negative node pairs Atl−,

by pairing each node with the 20 randomly sampled non-node-neighbors in the next

year split (i.e., such that ai,jl− /∈ Et+1). For the testing set, we generate 40 negative

node pairs to simulate the real-world scenario where the number of negative pairs is

larger than that of positive pairs. The resulting data statistics for each dataset is

given in Table 7.1.

At each t, for one node (a biomedical term), we extract its context, which is a

concatenation of N sentences where the term appeared. The term and term contexts

are each converted to a 300-dimensional feature vector by applying the latent semantic
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analysis (LSI) method on the document-term matrix features. The missing term and

context attributes are completed with zero vectors. Then, a node has a feature vector

defined as xtv = {xtov ;x
t
cv};∀v ∈ V t, which is a concatenation of the term xtov and

term context xtcv feature vector. At each time t, the term and context features are

updated with the new increase about them in discoveries, and publications.

In the inductive evaluation, we need to build feature vectors for new nodes. For

the new node v at time t, its feature vector xtov and its context feature vector xtcv can

be defined as

xtov = MEAN(xtou∀u ∈ Samp(v)) (7.6)

xtcv = MEAN(xtcu∀u ∈ Samp(v)),

where Samp(v) is the set of randomly sampled one-hop neighbors of the new node v

at time t.

7.3.2 Experimental Setup

In all our experiments, we treat the graph to be undirected and set the hidden dimen-

sions to d = 128. For each neural network based model, we performed a grid search

over the learning rate lr = {1e−2, 5e−3, 1e−3, 5e−4, 1e−4}, on the virology dataset

from 1944 to 1969. The best parameters per model from the grid search are then

used in all experiments. The T-PAIR models are trained for 3 epochs with a pa-

rameter set (d = 128, lr = 5e−4, and S = 20), where S is the neighborhood sample

size. The GraphSAGE, Dyntriad, DynAE, and DynAERNN models are trained for

20 epochs with d = 28 and lr = {1e−2, 1e−2, 1e−2, 1e−2} respectively. The SGCN

and nSNE models are trained for 100 and 200 epochs respectively with a parame-

ter set of (d = 128, lr = 1e−2). The tNodeEmbed models are trained for 5 epochs

with a parameter set of (d = 128, lr = 1e−2). The experiments were conducted on
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a Linux system using Python. We used the Scikit-Learn implementation of Logistic

Regression with default settings for evaluating the embedding based methods. We

implement T-PAIR using the Tensorflow library. Each GPU based experiment was

conducted on an Nvidia 1080TI GPU.

7.3.3 Quantitative Study

Comparison Methods

To evaluate the performance of our model, we compare T-PAIR with several state-

of-the-art graph-based methods. We selected the most competitive baselines that

are also publicly available online to avoid unfair evaluations due to potential faulty

implementation. For plain network embedding baselines, we concatenate the output

embeddings with the text (term and context) attributes to obtain the final node

representation. The final embeddings of the nodes in each pair are then concatenated

and fed through a logistic regression layer (a single layer perceptron) to obtain the

probability of the two nodes getting connected in the next time window. These

baseline methods include:

• GraphSAGE. Since our method is based on GraphSAGE [14], we evaluate the

different aggregators in unsupervised GraphSAGE for comparison.

• Features. We use just the original term and context attributes obtained from

LSI.

• DynamicTriad [239]. It utilizes the triadic closure process to generate a graph

embedding that preserves structural and evolution patterns of the graph.

• Dynamic AE [38]. This method extends static autoencoders for dynamic

graphs. It models the interconnection of nodes within and across time using

multiple fully connected layers.
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• Dynamic AERNN [38]. It uses a fully connected encoder to initially acquire

low dimensional hidden representation and feeds this representation into LSTMs

to capture network dynamics.

• SGCN [242]. It extends GCNs to signed networks. For this method, we mark

the observed pairs as positive edges and the non-observed pairs as negative.

• tNodeEmbed [238]. It leverages the temporal information in graphs to create

rich node representations. We modified the original tNodeEmbed for handling

unseen nodes in inductive learning. Given a new node, we aggregate information

from its neighbors per time window with node embeddings initialized by the

node features.

• Node2Vec [33]. It is one of the most popular plain network embedding models.

• Edge2Vec [232]. It utilizes edge semantics in its random walk node represen-

tation method by using an edge-type transition matrix.

• nSNE [37]. It learns non-linear relationship between nodes in an edge embed-

ding in signed networks.

• TransR [233], TransH [236], TransE [237]. These are knowledge graph

completion methods, which are modified for this task by conducting triplet

{head,tail,relationship} classification.

Results in Transductive Setting

In the transductive evaluation, we train the T-PAIR model on the training split (i.e.,

dataset corpus ≤ 2009) and evaluate its performance on the test pairs in the test

∗Second best performance
†For the GraphSAGE and T-PAIR models, we report only the aggregation variant that gave the

best result - maxpool aggregation.
‡For graph topology based methods, we append the node features to the learned embedding for

classification
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Table 7.2: Evaluation results on the Virology, Immuniotherapy and Neurology
datasets respectively; showing the Macro-F1 score (F1-Macro), F1 Score of observed
connections (F1-Positive), and the AUC score. The evaluation is performed in trans-
ductive settings (only nodes/terms observed in training), inductive settings (pairs
with at least one new node/term unobserved in training), and comprehensive settings
(with both observed and unobserved nodes/terms in training)

Virology
Transductive Inductive Comprehensive

F1-Positive F1-Macro AUC F1-Positive F1-Macro AUC F1-Positive F1-Macro AUC
Feature 0.56 0.71 0.80 0.47 0.71 0.79 0.55 0.72 0.83

Edge2vec‡ 0.18 0.48 0.69 0.18 0.56 0.74 0.18 0.52 0.73

Node2vec‡ 0.76∗ 0.84∗ 0.93∗ 0.15 0.50 0.54 0.58 0.72 0.82

GraphSAGE† 0.31 0.55 0.70 0.15 0.54 0.80 0.28 0.57 0.78

nSNE‡ 0.27 0.53 0.71 0.20 0.57 0.66 0.26 0.56 0.72
TransH 0.17 0.25 0.27 0.29 0.49 0.57 0.28 0.53 0.53
TransR 0.34 0.31 0.38 0.02 0.19 0.16 0.23 0.38 0.40
TransE 0.28 0.43 0.43 0.27 0.55 0.58 0.26 0.41 0.43
SGCN 0.67 0.74 0.84 0.50∗ 0.72∗ 0.87∗ 0.64 0.76 0.86

Dyntriad‡ 0.59 0.72 0.84 0.50∗ 0.70 0.85 0.57 0.72 0.84

Dynaernn‡ 0.49 0.65 0.80 0.42 0.68 0.76 0.48 0.68 0.82

Dynae‡ 0.57 0.71 0.80 0.45 0.70 0.70 0.55 0.72 0.78
tNodeEmbed 0.73 0.82 0.91 0.49 0.72∗ 0.84 0.69∗ 0.81∗ 0.89∗

T-PAIR† 0.83 0.88 0.95 0.63 0.80 0.88 0.80 0.87 0.94

Immunotherapy
Transductive Inductive Comprehensive

F1-Positive F1-Macro AUC F1-Positive F1-Macro AUC F1-Positive F1-Macro AUC
Feature 0.53 0.70 0.80 0.42 0.68 0.77 0.51 0.70 0.82

Edge2vec‡ 0.14 0.48 0.70 0.04 0.48 0.73 0.12 0.49 0.73

Node2vec‡ 0.75∗ 0.84∗ 0.93∗ 0.23 0.58 0.65 0.67∗ 0.80∗ 0.88

GraphSAGE† 0.26 0.55 0.71 0.19 0.56 0.55 0.25 0.55 0.67

nSNE‡ 0.29 0.56 0.75 0.24 0.58 0.67 0.28 0.58 0.74
TransH 0.16 0.24 0.25 0.36 0.57 0.64 0.37 0.61 0.60
TransR 0.31 0.44 0.45 0.45 0.59 0.65 0.56 0.66 0.66
TransE 0.22 0.38 0.39 0.34 0.58 0.62 0.44 0.65 0.64
SGCN 0.59 0.70 0.81 0.48 0.71 0.86∗ 0.58 0.72 0.84

Dyntriad‡ 0.57 0.72 0.84 0.23 0.32 0.39 0.42 0.59 0.65

Dynaernn‡ 0.41 0.63 0.77 0.36 0.65 0.76 0.40 0.64 0.79

Dynae‡ 0.40 0.63 0.76 0.29 0.61 0.65 0.39 0.64 0.76
tNodeEmbed 0.71 0.82 0.90 0.31 0.63 0.85 0.65 0.80∗ 0.89∗

T-PAIR† 0.81 0.87 0.95 0.46∗ 0.70∗ 0.88 0.76 0.85 0.93

Neurology
Transductive Inductive Comprehensive

F1-Positive F1-Macro AUC F1-Positive F1-Macro AUC F1-Positive F1-Macro AUC
Feature 0.67 0.72 0.82 0.53 0.73 0.81 0.66 0.75 0.85

Edge2vec‡ 0.64 0.67 0.72 0.37 0.64 0.75 0.60 0.69 0.76

Node2vec‡ 0.86∗ 0.87∗ 0.94∗ 0.00 0.46 0.67 0.78 0.84 0.90

GraphSAGE† 0.63 0.66 0.71 0.37 0.64 0.76 0.60 0.69 0.77

nSNE‡ 0.66 0.70 0.75 0.28 0.23 0.34 0.54 0.56 0.54
TransH 0.33 0.30 0.31 0.44 0.58 0.64 0.44 0.47 0.49
TransR 0.23 0.41 0.41 0.24 0.49 0.53 0.42 0.62 0.63
TransE 0.45 0.57 0.58 0.08 0.33 0.31 0.70 0.76 0.76
SGCN 0.74 0.78 0.87 0.51 0.72 0.87 0.71 0.79 0.89

Dyntriad‡ 0.77 0.80 0.88 0.22 0.40 0.49 0.64 0.70 0.78

Dynaernn‡ 0.70 0.73 0.83 0.23 0.37 0.53 0.58 0.64 0.74

Dynae‡ 0.69 0.74 0.82 0.24 0.37 0.37 0.56 0.64 0.65
tNodeEmbed 0.83 0.86 0.93 0.62∗ 0.78∗ 0.87 0.80∗ 0.86∗ 0.92∗

T-PAIR† 0.88 0.89 0.95 0.64 0.79 0.87 0.86 0.89 0.94
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time window (in our case 2010 − 2019). These testing nodes have been seen in the

training data. However, their relations are not clear until 2009. We thus predict their

relations in 2010−2019 based on their dynamic history before 2009 (being negative or

unlabeled). The performance of our model compared to other state-of-the-art dynamic

and static methods is shown in Table 7.2, for three evaluation datasets, respectively.
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Figure 7.3: AUC score of incremental prediction (per year) made by T-PAIR and
three other baselines. The models are incrementally trained with data before the
evaluation time period.

The results show that T-PAIR outperformed the baseline methods on all the three

datasets. tNodeEmbed, also learns to capture and utilizes the temporal information

in the data, indicating the importance of the utilization of the temporal information.

However, T-PAIR outperforms tNodeEmbed, because T-PAIR learns the temporal

dynamics of node-pair relationships while tNodeEmbed captures the dynamic seman-
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tics of the nodes. In addition, The improved results obtained from the combination of

the graph topology-based embedding (Node2vec) and the text-based embedding (Fea-

tures) highlight the enriched information property of multi-source data. The nSNE

and SGCN incorporate the signs given to the edges to create the node representations.

However, the node representation generated by nSNE is dependent on only the graph

node topology, while SGCN directly incooperates the text-based attribute embedding

of the nodes in learning a node representation. SGCN performance, in comparison

to nSNE, additionally shows that the incorporation of text-based attributes in the

network embedding process enriches the learned representations.

Results in Inductive Setting

The inductive evaluation setting allows the testing pairs with at least one new unseen

node (not available in the training graphs). The obtained results reported in Table 7.2

show that T-PAIR can generate embedding for new nodes to capture the relationship

between the new nodes and the already existing nodes in the graph. This capability

is made possible due to the temporal neighborhood aggregation strategy of T-PAIR.

In aggregating the node neighborhood of the new nodes, the temporal properties of

the new node neighbors are disseminated to the new nodes, and thus leading to a

better node representation for the new nodes, and then a better relation prediction.

Another observation is that using just the text-based feature outperformed the

methods using a combination of graph topology embedding and text-based features

in an inductive setting. We postulate that with lack of additional information on new

nodes, methods trained to generate node representation from graph topology fails to

capture the topological characteristics of the new nodes. This poor performance is

because the new nodes were not available in the training graph set. Hence, the ob-

tained representation becomes detrimental to the overall performance in combination

with the text-based features. On the other hand, the text-based features capture
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the textual information of the nodes and is thus a useful information source for node

relationship evaluation.

To better understand the performance of the model in a real-world setting, we

also evaluate and report the performance of the models in a comprehensive setting,

which includes pairs with unobserved or observed nodes/terms. The obtained results

show that T-PAIR outperformed the baseline methods in the three datasets.

Incremental Prediction

The above-presented evaluation results show that T-PAIR well captures how the con-

nections between terms have been formed in a dynamic process. Therefore, T-PAIR

predicts more accurately the relations at last time step T in the testing period than

other existing approaches, in both transductive and inductive setting. A thorough

evaluation of T-PAIR’s capability of handling the dynamically evolving relations is to

evaluate T-PAIR in an incremental training manner. That is to say, we train T-PAIR

on data until t− 1 and evaluate its performance on predicting the testing pairs in t.

As shown in Figure 7.3, we evaluate T-PAIR’s prediction performance on testing

pairs in 1970−1979 by using all training data until 1969, performance in time interval

1980 − 1989 by training until 1979, and so forth. We compare with several models

trained in a similar way, such as Node2Vec+Feature, SGCN, and tNodeEmbed. This

evaluation is conducted in comprehensive setting.

We observe that T-PAIR outperformed the other methods in all periods. This

observation shows that T-PAIR incrementally learns from the temporal network in-

formation, improving the representations learned with each time step. The static

methods gave a different performance at each year range. This performance shows

that these methods learn on each single graph shots. Hence, the performance is de-

pendent on the information extracted at each year range. The tNodeEmbed method

overall displayed improved performance at each consecutive year range also. This
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Figure 7.4: Pair embedding visualization. The blue color denotes the true positive
samples, the red points are true negative, the green points are false positive, and the
yellow points are false negative.

again highlights the importance of the consideration of the temporal dynamic rela-

tion evolution process.

Pair Embedding Visualization

We further analyze the pair embedding learned by T-PAIR. We visualize the sam-

pled pairs in the neurology data using the t-SNE method [243]. For clear visibility,

we randomly sample 800 pairs and visualize the learned embeddings in Figure 7.4.

We denote with colors the true label in comparison to the predicted labels. In the

visualization, we observe that the true positives (blue) and true negatives (red) are

further apart. In contrast, the false positives (green) and false negatives (yellow) are

both closer to the true positives (blue). We postulate that this is because we can say

with higher certainty based on some research that a term pair should or should not be

connected in the next time window. However, sometimes the term pair might not be

discovered in the next time window because researchers did not manually discover the

relationship in order to study it, or they discovered the relationship late in the coming

years after the time window. On the other hand, a relationship can be weak based

on the literature information but was discovered manually by wet-lab experiments.

Hence our aim in this work is not to discourage the traditional lab experimental
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Figure 7.5: Parameter sensitivity on the neighborhood sample size, analyzed on the
Neurology and Immunotherapy datasets.

studies but to mutually connect it with automatic HG for a more enhanced research

experience.

Parameter Sensitivity Study

We analyzed the sensitivity of our method to the model depth M (M-hop neighbor-

hood). We found that M = 2 was the optimal setting for a consistent performance

boost in comparison to M = 1 and M ≥ 3. This observation matches the finding

in [14]. Thus we omit such obvious results and presents the sensitivity of T-PAIR

on the neighborhood sample size. Figure 7.5a and 7.5b show results evaluated in

the virology and immunotherapy datasets, respectively. We observe in Figure 7.5

that despite the increase in the runtime, there is no significant performance improve-

ment with an increase of the neighborhood sample size after 20 for both datasets.

Specifically, the model exhibited a diminishing return property. This analysis was

performed using the maxpool neighborhood aggregation. Other neighborhood ag-

gregation methods exhibited similar properties, albeit with different run times - the

LSTM aggregation has the most extended runtime.
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7.3.4 Qualitative Study

Five Golden Test Cases

To further analyze the performance of our method, we follow the experimental setup

used in previous HG literature [63,229,244]. In these works of literature, the evalua-

tion is based on replicating the five golden test-cases reported by the pioneers in this

area of study. The gold standard test cases we evaluate with are :

1. Raynaud’s Disease (RD) and Fish Oils (FO) (discovered in 1985)

2. Migraine Disorder (MIG) and Magnesium (MG) (discovered in 1988)

3. Arginine (ARG) and Somatomedin C (IGF1) (discovered in 1994)

4. Alzheimer Disease (AD) and Indomethacin (INN) (discovered in 1989)

5. Schizophrenia (SZ) and Calcium - Independent Phospholipase A2 (PA2) (dis-

covered in 1997)

We use the neurology data for this analysis. Our evaluation setup is as follows:

We train the model using the same setting as described in sections 7.3.1 and 7.3.2.

We train the model for each year window and record the predicted probability of the

golden test term pairs to be connected in the next time window. For instance, in

the case of “Raynaud’s Disease (RD) and Fish Oils (FO) (1985)”, we give as input

the term pair <Raynaud’s Disease, Fish Oils >. The predicted probability can be

seen as the confidence score of two terms to be connected in the next time window.

The reproduction of the gold test-cases on a subset of the PubMed dataset shows

that our method performs well even with limited data. In Table 7.4, we evaluate the

prediction quality of our T-PAIR model against the performance of a static model

(static) using the complete graph formed from t = 1 until tdiscovered − 1 (before the

year interval when they were discovered), and a contemporary model (recent) using
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only the graph formed in tdiscovered−1. The results confirm the usefulness of modeling

the temporal link formulation process and that using only the recently formed links

is often insufficient. The static model predicts No for the relevance of FO and RD, as

the predicted relevance score is 0.12, less than 0.5. Also, using only the graph formed

from 1970 to 1979, the relevance score is predicted to be 0.04, which is much lower

than the value predicted by T-PAIR of 0.61. The same advantage of T-PAIR is found

on prediction the link between SZ and PA2. For the pairs MIG - MG, ARG - IGF1,

and AD - INN, all the three models predicted Yes due to their less sensitivity to the

temporal link formulation process. The predicted probability of our proposed model

for the pairs at different years can be seen in Table 7.3.

Table 7.3: Evaluation results on the golden test cases

Evaluation test year Discovery
1970 - 1979 1980 - 1989 1990 - 1999 year

RD - FO 0.04 0.61 0.75 1985
MIG - MG 0.58 0.98 0.98 1988
ARG - IGF1 0.00 0.02 0.95 1994
AD - INN 0.74 0.97 0.98 1989
SZ - PA2 0.58 0.85 0.93 1997

Table 7.4: Prediction of the golden test cases, whether the term pairs in these cases
are correctly predicted to be linked (Y) in their discovered year interval tdiscovered

(with the predicted relevance scores in parentheses).

Prediction for term pairs in the golden test cases
RD - FO MIG - MG ARG - IGF1 AD - INN SZ - PA2

Static N (0.12) Y (0.99) Y (0.98) Y (0.96) N (0.32)
Recent N (0.04 ) Y (0.81) Y (0.97) Y (0.91) N (0.47)
T-PAIR Y (0.61) Y (0.98) Y (0.95) Y (0.97) Y (0.93)

Raynaud’s Disease (RD) and Fish Oils (FO). Raynaud disease is a disorder of

the blood vessels, which causes blood vessels to narrow in response to cold or stress.

Swanson [245] studied and discovered the use of dietary fish oils in treating patients

with Raynaud’s syndrome. In our evaluation dataset, we note that Raynaud’s disease

was first observed in the 1969 subgraph, while Fish oil was first observed in the 1949

subgraph. The result shows the incremental relationship learning per year window.

Migraine Disorder (MIG) and Magnesium (MG). Migraine is a common pri-
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mary headache disorder with multiple potential triggers. In our records, migraine and

magnesium were first observed in the 1949 subgraph without a link. Until in [246],

their relationship was studied in 1988. The result shows that right from the start,

our model had high confidence in the relationship between the two terms.

Arginine (ARG) and Somatomedin C (IGF1). The relationship between a

growth-regulating peptide (Somatomedin C ) and an essential amino acid (Arginine)

was first analyzed in [27]. However, Somatomedin C was first observed in 1979,

while Arginine was observed in 1949. The obtained result shows that with each time

window, our model increasingly learned the relationship between the two terms.

Alzheimer Disease (AD) and Indomethacin (INN). Indomethacin and Alzheimer

were first observed in the 1969 and 1949 publications, respectively. Alzheimer is a pro-

gressive disease that destroys neurological and other body functions. Indomethacin is

a non-steroid anti-inflammatory agent. Our model predicts their high relevance early

in 1970s (with a score 0.74). In 1989, Indomethacin was studied for the treatment of

Alzheimer.

Schizophrenia (SZ) and Calcium - Independent Phospholipase A2 (PA2).

Swanson and Smalheiser [27] postulated the link between a gene (Calcium-Independent

Phospholipase A2 ) and Schizophrenia-a chronic mental disorder that severely affects

a person ability to thinks, feel, and behave. In our dataset, we observe Schizophrenia

and PA2 in the 1949 and 1979 subgraphs, respectively. Our model could predict the

relationship with increasing confidence.

Predicted Cases Analysis

To demonstrate and analyze the predicted cases, we use the neurology graph ≤ 2009

as the current graph and the graph of {2010 − 2019} as the future graph. First, we

sent a list of top 100 predicted hypotheses to a team of domain experts to evaluate

the interestingness and validity. With respect to the top 100 generated hypothesis,
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74% was confirmed to be of high quality, 14% was said to be plausible, and 12% was

evaluated to be of low quality. Next, we analyze the prediction of the T-PAIR model

trained on the term-term connections made before 2010 (i.e., ≤ 2009). We present

the prediction analysis result in Tables 7.5, 7.6, and 7.7.

Our investigation targets on answering the following questions about the term

pairs that are ranked on the top of the prediction list according to their predicted

relevant scores:

• Do the top ranked term pairs have a connection indeed in the future graph

{2010− 2019}? (Are the predictions correct?)

• Do the top ranked term pairs have a short path in the current graph (≤ 2009)?

(Was their relevance obvious? )

We first extract the top ranked term pairs predicted by T-PAIR to be connected

in the future graph, and then divide these top term pairs into three groups:

- Group 1 including term pairs whose shortest path distances in the current graph

is more than 3;

- Group 2 including term pairs whose shortest path distances in the current graph

is 3 (three-hop away);

- Group 3 including term pairs whose shortest path distances in the current graph

is 2 (two-hop away).

Table 7.5: Top ranked term pairs in Group 1. They are predicted to be connected
in future graph, but were more than 3 hops away from each other in the current
graph (in the neurology dataset until 2009), i.e., shortest path distances ≥ 4 from the
dataset as of 2009.

Term 1 Term 2 Connected in future graph
Apnea BRAT1 Yes

Diabetes Sel1L Yes

Autoimmune diseases DIPDHAQ§ Yes
Multiple sclerosis miR-572 Yes

Trauma PACAP Yes
Mental retardation DOCK8 Yes

§DIPDHAQ| O,O’-bis-(3’-iodopropyl)-1,4-dihydroxyanthraquinone
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The results of Group 1 is presented in Table 7.5. We observed that the top-6

predicted connections truly exist in the future graph, although the nodes associated

with each of these connections were far away from each other in the current graph.

This result shows that the T-PAIR model can learn not just topology-based relation-

ships on graphs but also the semantic meaning and relationship between the term

textual attributes.

Table 7.6: Top ranked term pairs in Group 2. They are predicted to be connected in
future graph, but were 3 hops away in the current graph (in the neurology dataset
until 2009), i.e., shortest path distances is 3 in the dataset as of 2009.

Term 1 Term 2 Shortest Path Connected in future graph

NOTCH1 Gcn2

- NOTCH1
- Encephalopathy
- Sleep deprivation
- Gcn2

Yes

Loss of consciousness Ceftaroline

- Loss of consciousness
- Infections
- BAL9141
- Ceftaroline

Yes

Tenuifoliside
WAGR syndrome

- WAGR syndrome
- Cognitive difficulties ¶

- Acetylcholine
- Tenuifoliside

No, but clues found in [247,248]

interleukin-15 Antero∗∗

- interleukin-15
- Cancer
- Dyskinesias
- Antero

No, but clues found in [249,250]

Macroglobulinemia HNF-1

- Macroglobulinemia
- Injury to cranial nerves
- C-Met
- HNF-1

No, but found in [251]

Sezary syndrome Antibiotic

- Sezary syndrome
- Aermatoses
- Amyloid beta peptide(1-42)
- Antibiotic

No, but found in [252]

The results of Group 2 is presented in Table 7.6. We observe that four of the

top-six predicted connections were not observed in the future graph. We then delve

deeper to probe these unobserved pairs. We were able to find co-occurrence of the

<Macroglobulinemia, HNF-1 > and <Sezary syndrome, Antibiotic > pairs in the

full PubMed dataset occurring in [251] and [252] respectively; although the pairs

were not connected in the publications used in the construction of the neurology

dataset. However, we could not find any co-occurrence of the < Tenuifoliside, WAGR

syndrome> and < Interleukin-15, Antero-superior | antero-posterior> pairs in the full
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Table 7.7: Top ranked term pairs in Group 3. They are predicted to be connected in
future graph, but were 2 hops away in the current graph (in the neurology dataset
until 2009), i.e., shortest path distances is 2 in the dataset as of 2009.

Term 1 Term 2 Shortest Path Connected in future graph

Spinocerebellar ataxia type 1†† c-KIT
- Spinocerebellar ataxia type 1
- corticobasal degeneration
- c-KIT

Yes

Triethyltin Amphiregulin
- Triethyltin
- Calcium
- Amphiregulin

No, but with internet evidence

Transient ischemic attack Phycoerythrin
- Transient ischemic attack
- P-selectin
- phycoerythrin

No, but found in [253]

Kawasaki disease Aortitis
- Kawasaki disease
- Livedoid vasculitis
- Aortitis

Yes

BBS4 Rtl1/Mart1
- BBS4
- Amino acid
- RTL1

No, but clues found in [254,255]

Simpson-golabi-behmel syndrome ‡‡ Tetrasomy
- Simpson-golabi-behmel syndrome
- Cancer
- Tetrasomy

Yes

PubMed dataset. On further analysis, we found that some psychiatric/behavioral and

physical problems, including depression and inflammations, are some of the features

of WAGR syndrome [247,248]. Studies in [256] show Tenuifoliside has anti-apoptotic,

neuroprotective, and anti-inflammatory effects. We also find Osteoarthritis is one

linking factor between Interleukin-15 and Antero regions [249,250].

Finally, the results of Group 3 is presented in Table 7.7. The term pairs of these

top-ranked connections have shortest distances of two. Three of the term pairs were

indeed connected in the future graph. Out of the neurology future graph dataset, we

found the co-occurrence of the terms of the pair <Transient ischemic attack, Phy-

coerythrin> in [253]. This confirms the correctness of our prediction, although the

paper [253] is not in the neurology term network construction. Making a simple search

on the internet about Amphiregulin and Triethyltin brings up several mentions of the

Triethyltin compounds with Amphiregulin. However, the term pair <Amphiregulin,

Triethyltin> was not found in our downloaded version of the PubMed dataset. Sev-

eral studies [254, 255] have shown that a slight change to the Rtl1/Mart1 can result

in several undesired effects on the expression of several genes. However, its relation-

ship with the BBS4 gene is currently not so glaring. A certain connection between
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Rtl1/Mart1 and BBS4 gene is Protein.

Table 7.8: Top ranked negative predicted term pairs. They were not connected in
the connected graph (in the neurology dataset until 2009) and are not predicted to
be connected in future graph.

Term 1 Term 2 Connection in next Graph
PPARalpha Cementoma No
COX 8-3 §§ Optochine No
DMP695 YAP ¶¶ No

Essaven gel Myocardon No
PDM HLH-m5 No
Osajin Thiadiazine No

Analysis of Predicted Negative Cases

We also analyze the predicted negative term pairs to further understand the model

performance. The result is presented in Table 7.8. We observed that the top nega-

tively predicted term pairs were neither connected in the current nor in the future

graph. The pairs seem to not be related in the biomedical point of view. For example,

in the pair < PPARalpha, Cementoma>, PPARalpha is a nuclear receptor protein

that regulates the expression of a number of genes critical for lipid and lipoprotein

metabolism. Cementoma is an odontogenic tumor of cementum (a specialized cal-

cified substance covering the root of a tooth). The same way, in the pair <Osajin,

Thiadiazine>, Osajin is the major bioactive isoflavone present in the fruit of Maclura

pomifera. Thiadiazine on the other hand, is a synthetic six-membered heterocycle

having carbon atoms, sulfur atom, nitrogen atoms and two double bonds.

¶Cognitive difficulties | Fatigue, cognitive/psychological or musculoskeletal symptoms
∗∗Antero-superior insula|Antero-posterior
††Sca-1 | Spinocerebellar ataxia type 1 | Ataxin-1
‡‡SGBS | Simpson-golabi-behmel syndrome | developmental overgrowth | Developmental over-

growth of the gpc3-deficient
§§COX 8-3| cytochrome c oxidase subunit VIII & Optochine
¶¶YAP|Yes-associated protein
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Table 7.9: Top ranked terms predicted to be connected with term covid-19, trained
by graphs until 2015. Verification of the existence was conducted in the graph in
2020.

Epithelial cells Lung Pressure
Patients Proteinuria Liver
Tobacco Humans Public Health
RNA Test Air
Time Hospitalization Cough
Clustering Morbidity Antibodies
Blood urea Nitrogen Face

COVID-19 case study

To evaluate the applicability of the proposed model on new diseases, we analyze the

model’s performance on COVID-19 dataset 5. We train on five-year windows split

till 2015, i.e., excluding the new terms in 2016-2020 in the COVID-19 graph, such

as covid-19, sars-cov-2. The trained model then predicts the connectivity between

covid-19 as a new term and other terms, which can also be a new term or a term

existing before 2015. The top predicted terms predicted to be connected with covid-

19 are shown in Table 7.9, with the verification in COVID-19 graph in 2020. We

notice that the top terms are generally relevant to covid-19, and we do observe most

of their connections in the graph 2016 - 2020. For instance, Cough, Fever, SARS, and

Hand (washing of hands) were known to be relevant to covid-19 at the time of this

work, although it was not observed in the training graph.

7.4 Summary

In this chapter, we step into scholarly literature to study relationship between sci-

entific term to generate hypothesis. We pose the hypothesis generation problem as

a node-pair relationship prediction task on attributed temporal graphs and propose

5obtained in march 2020 from https://www.kaggle.com/allen-institute-for-ai/

CORD-19-research-challenge

https://www.kaggle.com/allen-institute-for-ai/CORD-19-research-challenge
https://www.kaggle.com/allen-institute-for-ai/CORD-19-research-challenge
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T-PAIR - a novel node-pair representation learning method on temporal graphs. To

utilize the temporal property, at each time step, the model considers the previous

history and the current neighborhood information of both nodes in the pair. The

aggregated information is then used to predict the probability of the nodes to be con-

nected in the next time step. The quantitative experiments and analyses show that

T-PAIR outperforms several state-of-the-art methods in both inductive and trans-

ductive settings. The qualitative analyses show also the effectiveness and usefulness

of the proposed method.
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Chapter 8

Temporal Positive-unlabeled Learning for Biomedical

Hypothesis Generation via Risk Estimation

In this chapter, we present an extension of the model in Chapter 7 for Positive-

Unlabeled learning via risk estimation. In the design of learning model in

chapter 7, it is clear to us the observed edges are positive. However, we are in a

dilemma whether the unobserved edges are positive or negative. The prior work

simply set them to be negative, learning in a positive-negative (PN) setting) based

on a closed world assumption that unobserved connections are irrelevant (negative)

[62, 63]. We set the learning with a more realistic assumption that the unobserved

connections are a mixture of positive and negative term relations (unlabeled), a.k.a.

Positive-unlabeled (PU) learning, which is different from semi-supervised PN learning

that assumes a known set of labeled negative samples. For the observed positive

samples in PU learning, they are assumed to be selected entirely at random from

the set of all positive examples [83]. This assumption facilitates and simplifies both

theoretical analysis and algorithmic design since the probability of observing the label

of a positive example is constant. However, estimating this probability value from

the positive-unlabeled data is nontrivial. We propose a variational inference model to

estimate the positive prior, and incorporate it in the learning of node pair embeddings,

which are then used for link prediction (hypothesis generation).

We highlight the contributions of this work as follows.

• Methodology: we propose a PU learning approach on temporal graphs. It

differs from other existing approaches that learn in a conventional PN setting
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on static graphs. In addition, we estimate the positive prior via a variational

inference model, rather than setting by prior knowledge.

• Application: to the best of our knowledge, this is the first the application of

PU learning on the HG problem, and on dynamic graphs. We applied the pro-

posed model on real-world graphs of terms in scholarly publications published

from 1945 to 2020. Each of the three graphs has around 30K nodes and 1-2 mil-

lion edges. The model is trained end-to-end and shows superior performance

on HG. Case studies demonstrate our new and valid findings of the positive

relationship between medical terms, including newly observed terms that were

not observed in training.

8.1 Related Work of PU Learning

In PU learning, since the negative samples are not available, a classifier is trained

to minimize the expected misclassification rate for both the positive and unlabeled

samples. One group of study [85,257–259] proposed a two-step solution: 1) identifying

reliable negative samples, and 2) learning a classifier based on the labeled positives

and reliable negatives using a (semi)-supervised technique. Another group of studies

[260–264] considered the unlabeled samples as negatives with label noise. Hence, they

place higher penalties on misclassified positive examples or tune a hyperparameter

based on suitable PU evaluation metrics. Such a proposed framework follows the

SCAR (Selected Completely at Random) assumption since the noise for negative

samples is constant.

PU Learning via Risk Estimation Recently, the use of unbiased risk estimator

has gained attention [88,265–267]. The goal is to minimize the expected classification

risk to obtain an empirical risk minimizer. Given an input representation h (in our

case the node pair representation to be learned), let f : Rd → R be an arbitrary
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decision function and l : R×{±1} → R be the loss function calculating the incurred

loss l(f(h), y) of predicting an output f(h) when the true value is y. Function l has

a variety of forms, and is determined by application needs [268]. In PN learning, the

empirical risk minimizer f̂PN is obtained by minimizing the PN risk R̂(f) w.r.t. a

class prior of πp:

R̂(f) = π
P
R̂+
P (f) + π

N
R̂−N(f), (8.1)

where π
N

= 1−π
P

, R̂+
P (f) = 1

nP

∑nP
i=1 l(f(hPi ),+1) and R̂−N(f) = 1

nN

∑nN
i=1 l(f(hNi ),−1).

The variables nP and nN are the numbers of positive and negative samples respec-

tively.

PU learning has to exploit the fact that π
N
p
N

(h) = p(h) − π
P
p
P

(h), due to the

absence of negative samples. The second part of Eq. (8.1) can be reformulated as:

πNR̂−N(f) = R̂−U − πP R̂
−
P (f), (8.2)

where R−U = Eh∼p(h)[l(f(h),−1)] and R−P = Eh∼p(h|y=+1)[l(f(h),−1)]. Furthermore,

the classification risk can then be approximated by:

R̂PU(f) = πP R̂+
P (f) + R̂−U(f)− πP R̂−P (f), (8.3)

where R̂−P (f) = 1
nP

∑nP
i=1 l(f(hPi ),−1) , R̂−U(f) = 1

nU

∑nU
i=1 l(f(hUi ),−1), and nU is the

number of unlabeled data sample. To obtain an empirical risk minimizer f̂PU for

the PU learning framework, R̂PU(f) needs to be minimized. Kiryo et al. noted that

the model tends to suffer from overfitting on the training data when the model f is

made too flexible [268]. To alleviate this problem, the authors proposed the use of

non-negative risk estimator for PU learning:

R̃PU(f) = πP R̂+
P (f) + max{0, R̂−U − πP R̂

−
P (f)}. (8.4)
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It works in fact by explicitly constraining the training risk of PU to be non-negative.

The key challenge in practical PU learning is the unknown of prior πP .

Prior Estimation The knowledge of the class prior πP is quintessential to estimat-

ing the classification risk. In PU learning for our node pairs, we represent a sample

as {h, s, y}, where h is the node pair representation (to be learned), s indicates if the

pair relationship is observed (labeled, s = 1) or unobserved (unlabeled, s = 0), and

y denotes the true class (positive or negative). We have only the positive samples

labeled: p(y = 1|s = 1) = 1. If s = 0, the sample can belong to either the positive or

negative class. PU learning runs commonly with the Selected Completely at Random

(SCAR) assumption, which postulates that the labeled sample set is a random subset

of the positive sample set [83,84,269]. The probability of selecting a positive sample

to observe can be denoted as: p(s = 1|y = 1, h). The SCAR assumption means:

p(s = 1|y = 1, h) = p(s = 1|y = 1). However, it is hard to estimate πP = p(y = 1)

with only a small set of observed samples (s = 1) and a large set of unobserved

samples (s = 0) [270]. Solutions have been tried by i) estimating from a validation

set of a fully labeled data set (all with s = 1 and knowing y = 1 or −1) [268, 271];

ii) estimating from the background knowledge; and iii) estimating directly from the

PU data [83,84,266,269,272]. In this study, we focus on estimating the prior directly

from the PU data. Specifically, unlike the other proposed methods, we propose a

scalable method based on deep variational inference to jointly estimate the prior and

train the classification model end-to-end. The proposed deep variational inference

use KL-divergence to estimate the parameters of class mixture model distributions

of the positive and negative class in contrast to the method proposed in [266] which

uses penalized L1 divergences to assign higher penalties to class priors that scale the

positive distribution as more than the total distribution (i.e., πPp(h|y = 1) > p(h)).
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8.2 PU learning on Temporal Attributed Networks

8.2.1 Model Design

The architecture of our Temporal Relationship Predictor (TRP) model is shown in

Fig. 7.2. For a given pair of nodes aij =< vi, vj > in any temporal graphlet Gt,

the main steps used in the training process of TRP for calculating the connectivity

prediction score pt(aij) are given in Algorithm 4. The testing process also uses the

same Algorithm 1 (with t=T ), calculating pT (aij) for node pairs that have not been

connected in GT−1. The connectivity prediction score is calculated in line 6 of Algo-

rithm 4 by pt(aij) = fC(htaij ; θC), where θC is the classification network parameter,

and the embedding vector htaij for the pair aij is iteratively updated in lines 1-5.

These iterations of updating htaij are shown as the recurrent structure in Fig. 7.2 (a),

followed by the classifier fC(.; θC).

The recurrent update function hτaij = fA(hτ−1
aij

, zτvi , z
τ
vj

; θA), τ = 1...t, in line 4 is

shown in Fig. 7.2 (b), and has a Gated recurrent unit (GRU) network at its core,

P = σg(W
zfm(zτvi , z

τ
vj

) + UPhτ−1
aij

+ bP),

r = σg(W
rfm(zτvi , z

τ
vj

) + U rhτ−1
aij

+ br),

h̃τaij = σh′(Wfm(zτvi , z
τ
vj

) + r ◦ Uhτ−1
aij

+ b),

hτaij = P ◦ h̃τaij + (1− P) ◦ hτ−1
aij

. (8.5)

where ◦ denotes element-wise multiplication, σ is a nonlinear activation function,

and fm(.) is an aggregation function. In this study, we use a max pool aggregation.

The variables {W,U} are the weights. The inputs to function fA include: hτ−1
aij

, the

embedding vector in previous step; {ztvi , z
t
vj
}, the representation of node vi and vj

after aggregation their neighborhood, zτv = fG(xτv , x
τ
Nr(v); θG), given in line 3. The

aggregation function fG takes input the node feature xτv , and the neighboring node
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feature xτNr(v) and goes through the aggregation block shown in Fig. 7.2 (c). The

aggregation network fG(; θG) is implemented following GraphSAGE [14], which is one

of the most popular graph neural networks for aggregating node and its neighbors.

The loss function in our problem l(pt(aij), y) evaluates the loss incurred by predict-

ing a connectivity pt(aij) = fC(htaij ; θC) when the ground truth is y. For constructing

the training set for our PU learning in the dynamic graph, we first clarify the label

notations. For one pair aij from a graph Gt, its label yijt = 1 (positive) if the two

nodes have a link observed in Gt+1 (they have an edge ∈ Et+1, observed in next time

step), i.e., sijt = 1. Otherwise when no link is observed between them in Gt+1, aij is

unlabeled, i.e., sijt = 0, since yijt can be either 1 or -1. Since we consider insertion only

graphlets sequence, V 1 ⊆ V 2, ...,⊆ V T and E1 ⊆ E2, ...,⊆ ET , yijt = 1 maintains for

all future steps after t (once positive, always positive). At the final step t = T , all

pairs with observed connections already have yijT = 1, our objective is to predict the

connectivity score for those pairs with sijT = 0. Our loss function is defined following

the unbiased risk estimator in Eq. (3),

LR = πP R̂+
P (fC) + R̂−U(fC)− πP R̂−P (fC), (8.6)

where R̂+
P (fC) = 1

|H
P
|
∑

aij∈H
P

1/(1 + exp(pt(aij))), R̂−U(fC) = 1
|H
U
|
∑

aij∈H
U

1/(1 +

exp(−pt(aij))), and R̂−P (fC) = 1
|H
P
|
∑

aij∈H
P

1/(1 + exp(−pt(aij))) with the positive

samples H
P

and unlabeled samples H
U

, when taking l as sigmoid loss function. LR

can be adjusted with the non-negative constraint in Eq. (4), with the same definition

of R̂+
P (f), R̂−U , and R̂−P (f).

8.2.2 Prior Estimation

The positive prior πP is a key factor in LR to be addressed. The samples we have from

G are only positive H
P

and unlabeled H
U

. Due to the absence of negative samples and
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of prior knowledge, we present an estimate of the class prior from the distribution of

h, which is the pair embedding from fA. Without loss of generality, we assume that

the learned h of all samples has a Gaussian mixture distribution of two components,

one is for the positive samples, while the other is for the negative samples although

they are unlabeled. The mixture distribution is parameterized by β, including the

mean, co-variance matrix and mixing coefficient of each component. We learn the

mixture distribution using stochastic variational inference [273] via the “Bayes by

Backprop” technique [274]. The use of variational inference has been shown to have

the ability to model salient properties of the data generation mechanism and avoid

singularities. The idea is to find variational distribution variables θ∗ that minimizes

the Kullback-Leibler (KL) divergence between the variational distribution q(β|θ) and

the true posterior distribution p(β|h):

θ∗ = arg minθLE, (8.7)

where,LE = KL(q(β|θ)||p(β|h)) = KL(q(β|θ)||p(β))− Eq(β|θ)[log p(h|β)].

The resulting cost function LE on the right of Eq. (7) is known as the (negative)

“evidence lower bound” (ELBO). The second term in LE is the likelihood of h fitting

to the mixture Gaussian with parameter β: Eq(β|θ)[log p(h|β)], while the first term

is referred to as the complexity cost [274]. We optimize the ELBO using stochastic

gradient descent. With θ∗, the positive prior is then estimated as

πP = q(βπi |θ∗), i = arg max
k=1,2

|Ck| (8.8)

where C1 = {h ∈ H
P
, p(h|β1) > p(h|β2)} and C2 = {h ∈ H

P
, p(h|β2) > p(h|β1)}.
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8.2.3 Parameter Learning

To train the three networks fA(.; θA), fG(.; θG), fC(.; θC) for connectivity score predic-

tion, we jointly optimize L =
∑T

t=1 LRt +LEt , using Adam over the model parameters.

Loss LR is the PU classification risk as described in section 8.2.1, and LE is the loss of

prior estimation as described in section 8.2.2. Note that during training, yTaij = yT−1
aij

since we do not observe GT in training. This is to enforce prediction consistency.

8.3 Experimental Evaluation

8.3.1 Dataset and Experimental Setup

The graphs on which we apply our model are constructed from the title and abstract

of papers published in the biomedical fields from 1949 to 2020. The nodes are the

biomedical terms, while the edges linking two nodes indicate the co-occurrence of

the two terms. Note that we focus only on the co-occurrence relation and leave the

polarity of the relationships for future study. To evaluate the model’s adaptivity

in different scientific domains, we construct three graphs from papers relevant to

COVID-19, Immunotherapy, and Virology. The graph statistics are shown in Table

8.1. To set up the training and testing data for TRP model, we split the graph by

year intervals (5 years for COVID-19 or 10 years for Virology and Immunotherapy).

We use splits of {G1, G2, ..., GT−1} for training, and use connections newly added in

the final split GT for testing. Since baseline models do not work on dynamic data,

hence we train on GT−1 and test on new observations made in GT . Therefore in

testing, the positive pairs are those linked in GT but not in GT−1, i.e., ET \ ET−1,

which can be new connections between nodes already existing in GT−1, or between

a new node in GT and another node in GT−1, or between two new nodes in GT . All

other unlinked node pairs in GT are unlabeled.

At each t = 1, ..., T − 1, graph Gt is incrementally updated from Gt−1 by adding
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new nodes (biomedical terms) and their links. For the node feature vector xtv, we ex-

tract its term description and convert to a 300-dimensional feature vector by applying

the latent semantic analysis (LSI). The missing term and context attributes are filled

with zero vectors. If this node already exists before time t, the context features are

updated with the new information about them in discoveries, and publications. In the

inference (testing) stage, the new nodes in GT are only presented with their feature

vectors xTv . The connections to these isolated nodes are predicted by our TRP model.

We implement TRP using the Tensorflow library. Each GPU based experiment

was conducted on an Nvidia 1080TI GPU. In all our experiments, we set the hidden

dimensions to d = 128. For each neural network based model, we performed a grid

search over the learning rate lr = {1e−2, 5e−3, 1e−3, 5e−2}, For the prior estima-

tion, we adopted Gaussian, square-root inverse Gamma, and Dirichlet distributions

to model the mean, co-variance matrix and mixing coefficient variational posteriors

respectively.

8.3.2 Comparison Methods and Performance Matrices

We evaluate our proposed TRP model in several variants and by comparing with

several competitors:

1) TRP variants: a) TRP-PN - the same framework but in PN setting (i.e.,

treating all unobserved samples as negative, rather than unlabeled); b) TRP-NNPU -

trained using the non-negative risk estimator Eq. (4) or the equation defined in section

3.1 for our problem; and c) TRP-UPU - trained using the unbiased PU risk estimator

Eq. (3), the equation defined in section 3.1 for our problem. The comparison of these

variants will show the impact of different risk estimators.

2) SOTA PU learning: the state-of-the-art (SOTA) PU learning methods

taking input h from the SOTA node embedding models, which can be based on

LSI [204], node2vec [33], DynAE [38] and GraphSAGE [14]. Since node2vec learns
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only from the graph structure, we concatenate the node2vec embeddings with the

text (term and context) attributes to obtain an enriched node representation. Unlike

our TRP that learns h for one pair of nodes, these models learn embedding vectors for

individual nodes. Then, h of one pair from baselines is defined as the concatenation of

the embedding vector of two nodes. We observe from the results that a concatenation

of node2vec and LSI embeddings had the most competitive performance compared

to others. Hence we only report the results based on concatenated embeddings for

all the baselines methods. The used SOTA PU learning methods include [83] by

reweighting all examples, and models with different estimation of the class prior such

as SAR-EM [84] (an EM-based SAR-PU method), SCAR-KM2 [275], SCAR-C [84],

SCAR-TIcE [269], pen-L1 [266].

3) Supervised: weaker but simpler logistic regression applied also h.

We measure the performance using four different metrics. These metrics are the

Macro-F1 score (F1-M), F1 score of observed connections (F1-S), F1 score adapted to

PU learning (F1-P) [261,270], and the label ranking average precision score (LRAP),

where the goal is to give better rank to the positive node pairs. In all metrics used,

higher values are preferred.

8.3.3 Evaluation Results

Table 8.2 shows that TRP-UPU always has the superior performance over all other

baselines across the datasets due to its ability to capture and utilize temporal, struc-

tural, and textual information (learning better h) and also the better class prior

estimator. Among TRP variants, TRP-UPU has higher or equal F1 values compar-

ing to the other two, indicating the benefit of using the unbiased risk estimator. On

the LRAP scores, TRP-UPU and TRP-PN have the same performance on promoting

the rank of the positive samples. Note that the results in Table 8.2 are from the

models trained with their best learning rate, which is an important parameter that



180

Table 8.1: Three graph dataset statistics, with their number of nodes and edges

Graphs until T Node pairs in evaluation at T

#nodes #edges #Positive ET \ET−1

#Unlabeled sampled from {V T×V T }\ET

COVID-19 27,325 2,474,624 655,649 1,019,458
Immunotherapy 28,823 919,004 303,516 1,075,659
Virology 38,956 1,117,118 446,574 1,382,856

Table 8.2: Evaluation results on the COVID-19, Immuniotherapy and Neurology
datasets, respectively

COVID-19 Virology Immunotherapy
F1-S F1-M F1-P LRAP F1-S F1-M F1-P LRAP F1-S F1-M F1-P LRAP

Supervised 0.82 0.86 1.73 0.77 0.57 0.73 1.42 0.43 0.67 0.80 2.18 0.56
SCAR-C [84] 0.82 0.86 1.73 0.77 0.56 0.72 1.40 0.43 0.66 0.79 2.14 0.56
SCAR-KM2 [275] 0.76 0.82 1.52 0.73 0.49 0.61 1.21 0.33 0.53 0.66 1.50 0.36
SCAR-TIcE [269] 0.57 0.30 1.01 0.39 0.38 0.22 1.02 0.23 0.35 0.19 1.01 0.22
SAR-EM [269] 0.78 0.83 1.68 0.76 0.60 0.75 1.52 0.60 0.67 0.80 2.18 0.62
Elkan [83] 0.82 0.86 1.74 0.81 0.58 0.73 1.47 0.58 0.69 0.81 2.26 0.65
TRP-PN 0.84 0.87 1.80 0.91 0.73 0.83 2.31 0.81 0.71 0.81 2.33 0.77
penL1-NNPU 0.71 0.70 1.35 0.45 0.61 0.71 1.83 0.63 0.53 0.63 1.62 0.73
TRP-NNPU 0.80 0.82 1.68 0.89 0.73 0.82 2.38 0.83 0.67 0.78 2.18 0.76
penL1-UPU 0.85 0.88 1.86 0.89 0.74 0.83 2.45 0.81 0.70 0.81 2.33 0.72
TRP-UPU 0.86 0.88 1.88 0.91 0.74 0.83 2.38 0.81 0.71 0.82 2.35 0.77

should be tuned in gradient-based optimizer, by either exhaustive search or advanced

auto-machine learning [276]. To further investigate the performance of TRP variants,

we show in Figure 8.1 their F1-S at different learning rate in trained from 1 to 10

epochs. We notice that TRP-UPU has a stable performance across different epochs

and learning rates. This advantage is attributed to the unbiased PU risk estima-

tion, which learns from only positive samples with no assumptions on the negative

samples. The TRP-NNPU performed worse than TRP-UPU due to the non-negative

restriction of the risk estimation. TRP-PN is not as stable as TRP-UPU due to the

strict assumption of unobserved samples as negative.

8.3.4 Incremental Prediction

In Figure 8.2, we compare the performance of the top-performing PU learning meth-

ods on different year splits. We train TRP and other baseline methods on data until

t− 1 and evaluate its performance on predicting the testing pairs in t. It is expected

to see performance gain over the incremental training process, as more and more data

are used. We show F1-P due to the similar pattern on other metrics. We observe
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Figure 8.1: Stability comparison of TRP-PN, TRP-NNPU and TRP-UPU, showing
the F1-S performance of the models (Y-axis) with different learning rates (X-axis) on
10 epochs.

that the TRP models display an incremental learning curve across the three datasets

and outperformed all other models.

8.3.5 Qualitative Analysis

We conduct qualitative analysis of the results obtained by TRP-UPU on the COVID-

19 dataset. This investigation is to qualitatively check the meaningfulness of the

paired terms, e.g., can term covid-19 be paired meaningfully with other terms. We

designed two evaluations. First, we set our training data until 2015, i.e., excluding

the new terms in 2016-2020 in the COVID-19 graph, such as covid-19, sars-cov-2.

The trained model then predicts the connectivity between covid-19 as a new term

and other terms, which can be also a new term or a term existing before 2015. Since

new terms like covid-19 were not in training graph, their term feature were initialized

as defined in Section 8.3.1. The top predicted terms predicted to be connected with
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Figure 8.2: F1-P per year. The models are incrementally trained with data before
the evaluation year.

covid-19 are shown in Table 8.3 top, with the verification in COVID-19 graph in

2020. We notice that the top terms are truly relevant to covid-19, and we do observe

their connection in the graph until 2020. For instance, Cough, Fever, SARS, Hand

(washing of hands) were known to be relevant to covid-19 at the time of this study.

In the second evaluation, we trained the model on the full COVID-19 data (≤

2020) and then predict to which terms covid-19 will be connected, but they haven’t

been connect yet in the graph until 20201. We show the results in Table 8.3 bottom,

and verified the top ranked terms by manually searching the recent research articles

online. We did find there exist discussions between covid-19 and some top ranked

terms, for example, [277] discusses how covid-19 affected the market of Chromium

oxide and [278] discusses about caring for people living with Hepatitis B virus during

the covid-19 spread. A list of evidence supporting the connectivity between these

terms is provided in the supplementary document.

1Dataset used in this analysis was downloaded in early March 2020 from https://www.

semanticscholar.org/cord19/download

https://www.semanticscholar.org/cord19/download
https://www.semanticscholar.org/cord19/download
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Table 8.3: Top ranked terms predicted to be connected with term covid-19, by TRP-
UPU trained until 2015 (the top table) and until 2020 (the bottom table). Verification
of existence (Ex) was conducted in the graph in 2020 when trained until 2015, and
by manual search otherwise. Sc is the predicted connectivity score.

Terms Sc Ex Terms Sc Ex Terms Sc Ex Terms Sc Ex
Leukocyte count 0.98 Yes Air 0.85 Yes Infection control 0.96 Yes Serum 0.84 Yes
Fever 0.94 Yes Lung 0.81 Yes Population 0.93 Yes Ventilation 0.76 Yes
Hand 0.91 Yes SARs 0.70 Yes Public health 0.88 Yes Cough 0.71 Yes

Terms Sc Ex Terms Sc Ex Terms Sc Ex Terms Sc Ex
Antibodies 0.99 Yes Lymph 0.99 Yes Tobacco 0.99 Yes Adaptive immunity 0.99 Yes
A549 cells 0.99 Yes White matter 0.99 Yes Serum albumin 0.99 Yes Allopurinol 0.99 Yes
Hepatitis b virus 0.99 No Alkaline phosphatase 0.99 Yes Macrophages 0.99 Yes Liver function tests 0.99 Yes
Mycoplasma 0.99 Yes Zinc 0.99 Yes Bacteroides 0.99 No Chromium dioxide 0.96 No

8.3.6 Pair Embedding Visualization

Figure 8.3: Pair embedding visualization. The blue color denotes the true positive
samples, the red points are unobserved negative, the green points are unobserved
positive.

We further analyze the node pair embedding learned by TRP-UPU on the COVID-

19 data by visualizing them with t-SNE [243]. To have a clear visibility, we sample

800 pairs and visualize the learned embeddings in Figure 8.3. We denote with colors

the observed labels in comparison with the predicted labels. We observe that the true

positives (observed in GT and correctly predicted as positives - blue) and unobserved

negatives (not observed in GT and predicted as negatives - red) are further apart.

This clear separation indicates that the learned h appropriately grouped the positive

and negative (predicted) pairs in distinct clusters. We also observe that the unobserved

positives (not observed in GT but predicted as positives - green) and true positives are

close. This supports our motivation behind conducting PU learning: the unlabeled
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samples are a mixture of positive and negative samples, rather than just negative

samples. We observe that several unobserved positives are relationships like between

Tobacco and covid-19. Although they are not connected in the graph we study, several

articles have shown a link between terms [279–281].

8.4 Summary

In this chapter, we propose TRP - a temporal risk estimation PU learning strategy for

predicting the relationship between biomedical terms found in texts. TRP is shown

with advantages on capturing the temporal evolution of the term-term relationship

and minimizing the unbiased risk with a positive prior estimator based on variational

inference. The quantitative experiments and analyses show that TRP outperforms

several state-of-the-art PU learning methods. The qualitative analyses also show the

effectiveness and usefulness of the proposed method.



185

Chapter 9

Conclusion and Future work

9.1 Summary

In the sciences, we are now uniquely privileged to sit side by side with the giants on

whose shoulders we stand – Gerald Holton. Scientific knowledge, ideas, and data are

embodied in scholarly literature, laying the foundation for scientific advancement. It

has been imperative for researchers to assimilate or extract this information through

traditional means like reading or word-of-mouth. However, as the number of litera-

ture grows exponentially, there is a need for faster and efficient ways for information

retrieval, extraction, and interpretation. Due to technological and scientific advance-

ment, computers have been introduced in this scientific process.

In this dissertation, I present several methods for improving scholarly data ex-

ploration. I model the exploration task using graph analysis at its core, considering

attributed networks with edge and node attributes. Thus, the incorporation of extra

network information available is essential to this work. To this end, I then propose

several methods for better scholarly data taxonomy and exploration of attributed

networks. I show in different studies that the addition of extra information results in

improved performance. The need for an improved scholarly data exploration led to

the development of Delve [171] - a dataset retrieval and document analysis system to

aid researchers in dataset finding and an improved document and dataset analyses.

The several algorithms proposed in this dissertation for scholarly literature analysis

includes deep generative model (DGM) [12], RAW [282], MLGW [202], T-PAIR, and
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TRP.

Delve is a dataset retrieval and document analysis system combining the task of

scholarly search engines and dataset repositories, showing their interdependencies.

Delve also presents more information on the inter-dependencies of documents and

datasets. Delve also includes a document analysis feature that allows users to upload

PDFs of scholarly documents for analysis. Delve is made available at https://delve.

kaust.edu.sa

DGM is applied in the problem of extracting the top-k dataset used in schol-

arly documents on several predefined machine learning and data mining fields. This

problem is modeled as a multi-label graph-based semi-supervised task and propose

a deep generative model incorporating the graph topology information and the node

attributes. Then, from the output, the top-k datasets used in the papers assigned to

each predefined field is extracted.

For better performance and scalability, I propose the use of attention in graph-

based semi-supervised problems. Specifically, I propose novel RNN-based methods

for semi-supervised multi-class node classification on graphs with node and edge at-

tributes. RAW and MLGW are modeled using a reinforcement learning framework.

In both methods, given a start node, the label agent’s goal is to find the optimal nodes

to explore for the correct prediction of the start node’s label by making intelligent

walks on the graph starting from the start node. This attention work is modeled using

recurrent neural networks. RAW focus is on multi-class problems. MLGW introduces

the use of a globalized policy to distill information across individual label agents to

extend to multi-label problems. A globalized policy makes for collaborative learning

among the label agents. Experimental results show that considering the additional

attributes of the graph leads to improved predictive performance.

T-PAIR and TRP are also RNN-based models. They are used in the study of

automatic hypothesis generation (HG) problem, which refers to the discovery of

https://delve.kaust.edu.sa
https://delve.kaust.edu.sa
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meaningful implicit connections between scientific terms, including but not limited

to diseases, chemicals, drugs, and genes extracted from databases of biomedical pub-

lications. T-PAIR is a semi-supervised method for predicting the future relationship

between two nodes in an attributed temporal graph of scientific terms. T-PAIR is

based on the assumption that unobserved pairs are negative. However, TRP ex-

tends T-PAIR by removing the negativity assumption on the unobserved pairs using

Positive-Unlabeled learning via risk estimation.

9.2 Future Directions

Based on the results and application of the work presented in this thesis, there are

several exciting directions for additional studies to improve and generalize it. In this

section, I list some potential directions for follow-up work.

9.2.1 Delve

To maintain and upgrade the Delve system presented in chapter 3, there are several

planned works to do.

Algorithmic Improvement and Database Extension

There are different areas of algorithmic improvement. First, the document parsing

algorithm can be improved to extend the Delve database and the performance of the

Delve document analysis system. Another area of improvement is in the citation rela-

tionship inference, which can be achieved by applying a more sophisticated inference

method. These algorithms need to be made efficient for big data.

In addition, the Delve database can be extended by including papers in conferences

and journals out of data mining and machine learning fields, like Bioinformatics,

Geology, Biology, Computer vision, and others. With the database extension, more

datasets can be extracted, thus, enriching the Delve dataset database.
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Document Analysis and Citation Network

Currently, Delve shows a binary citation relationship (dataset related and non-dataset

related). It can be extended to include different types of relationships. For instance,

a non-dataset based citation from one paper to another exists probably because of

the similar method they used, or because one is the prior work of another, or just

because they are from the same authors though having irrelevant content. This

feature will improve the document analysis experience as it will provide users with

more information about the document.

Another exciting direction is to not only show the citation relationship but also

show how citation changes over the years. Knowing how citation changes over time

would provide a better understanding of the papers - the significance and impact of

the papers to their respective research field and science in general. Some features

might be included like the following:

• Recommend documents to read, datasets to use, and authors to follow, given

the query history;

• Identify influential papers based on the citation network analysis by understand-

ing the roles they played when being cited.

9.2.2 Improve Learning Agent in Node Classification

From the encouraging results of the reinforcement learning models presented in Chap-

ters 5 and 6, there are several exciting directions for future work.

Early walk termination One exciting direction would be to let the model decide

when to terminate the walk. A simple method would be to evaluate the predictive

performance per step during the recurrent attention walk. Thus the learner agent per

node should terminate the walk once it notices a high increase in the classification loss.
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However, this method will increase the overall process’s computational complexity as

it would need to update the classification network per step. Also, the termination

criterion is based on the training data; this might lead to an overfit model.

Another approach would be to analyze the context information obtained per step

to observe the context vector’s change per step. A termination signal could be trig-

gered once no noticeable change is observed in the context, i.e., no noticeable infor-

mation is obtained by additional steps. The puzzle in this approach is how to set the

threshold for the stopping criterion.

9.2.3 Hypothesis Generation

Modeling hypothesis generation as learning from attributed graphs is presented in

chapters 7 and 8. This area has not been much explored in research, and there are

several directions for future work. One direction is the extension of the method to

directed temporal graphs such that a directed path can be obtained linking two terms.

Another idea would be to incorporate the relationship type into the model (e.g., Drug-

Disease type). I see opportunities like predicting the relationship strength between

drugs and diseases (TRP for a regression task). Also, the experimental compatibility

of terms for the term co-occurrence used in the presented studies. Another exciting

direction is to explore the use of NLP to generate not just the predictions but also

textual explanations about the given predictions.

9.2.4 Edge Embedding

Several node embedding methods for attributed networks have been proposed both in

unsupervised and semi-supervised frameworks. However, the problem of edge embed-

ding is yet to be rigorously analyzed. Several studies have proposed different methods

for edge embedding, such as merging the node embeddings of the source and target

nodes using different combination methods. One approach is to reconstruct the a
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given graph G = {V,E,X} to G′ = {V ′, E ′, X ′} as described in section 3.3.3, where

V,E,X are the set of nodes, edges, and attributes respectively. An unsupervised or

semi-supervised embedding method could be applied to the reconstructed graph G′

to convert the nodes in V ′ representing the edges in E to vectors. However, this

method is memory intensive for large graphs as the number of nodes in graph G′ is

the number of edges in G, and the number of edges in E is exponential to the number

of edges. A better method is to consider the edge embedding as a graph walk on the

attributed graph. The edge embedding agents can be modeled to gather information

for each edge conditioned on the graph and edge attributes.
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waldenström’s macroglobulinemia to aggressive diffuse large b-cell lymphoma: a

whole-exome analysis of abnormalities leading to transformation,” Blood cancer

journal, vol. 7, no. 8, pp. e591–e591, 2017.

[252] D. Mermin, A. Védie, M. Jullie, A. Fauconneau, M. Beylot-Barry, and A. Pham-

Ledard, “Cutaneous granular bacteriosis occurring in staphylococcus aureus

septicaemia,” in Annales de dermatologie et de venereologie, vol. 144, no. 4,

2017, pp. 275–278.

[253] R. Meamar, H. Nikyar, L. Dehghani, M. Talebi, M. Dehghani, M. Ghasemi,

B. Ansari, and M. Saadatnia, “The role of endothelial progenitor cells in tran-

sient ischemic attack patients for future cerebrovascular events,” Journal of re-

search in medical sciences: the official journal of Isfahan University of Medical

Sciences, vol. 21, 2016.

[254] C. A. Bidwell, L. N. Kramer, A. C. Perkins, T. S. Hadfield, D. E. Moody, and

N. E. Cockett, “Expression of peg11 and peg11as transcripts in normal and

callipyge sheep,” BMC biology, vol. 2, no. 1, p. 17, 2004.

[255] Y. Sekita, H. Wagatsuma, K. Nakamura, R. Ono, M. Kagami, N. Wak-

isaka, T. Hino, R. Suzuki-Migishima, T. Kohda, A. Ogura et al., “Role of

https://ghr.nlm.nih.gov/condition/wagr-syndrome#sourcesforpage


213

retrotransposon-derived imprinted gene, rtl1, in the feto-maternal interface of

mouse placenta,” Nature genetics, vol. 40, no. 2, p. 243, 2008.

[256] “Tenuifoliside a: Cas:139726-35-5: Manufacturer chemfaces.” [Online]. Avail-

able: http://www.chemfaces.com/natural/Tenuifoliside-A-CFN90770.html

[257] B. Liu, W. S. Lee, P. S. Yu, and X. Li, “Partially supervised classification of

text documents,” in ICML, vol. 2. Citeseer, 2002, pp. 387–394.

[258] W. Li, Q. Guo, and C. Elkan, “A positive and unlabeled learning algorithm

for one-class classification of remote-sensing data,” IEEE Transactions on Geo-

science and Remote Sensing, vol. 49, no. 2, pp. 717–725, 2010.

[259] L. Liu and T. Peng, “Clustering-based method for positive and unlabeled text

categorization enhanced by improved tfidf.” J. Inf. Sci. Eng., vol. 30, no. 5, pp.

1463–1481, 2014.

[260] F. Mordelet and J.-P. Vert, “A bagging svm to learn from positive and unlabeled

examples,” Pattern Recognition Letters, vol. 37, pp. 201–209, 2014.

[261] W. S. Lee and B. Liu, “Learning with positive and unlabeled examples using

weighted logistic regression,” in ICML, vol. 3, 2003, pp. 448–455.

[262] C.-J. Hsieh, N. Natarajan, and I. S. Dhillon, “Pu learning for matrix comple-

tion.” in ICML, 2015, pp. 2445–2453.

[263] C. Gong, H. Shi, T. Liu, C. Zhang, J. Yang, and D. Tao, “Loss decomposition

and centroid estimation for positive and unlabeled learning,” IEEE transactions

on pattern analysis and machine intelligence, 2019.

[264] H. Shi, S. Pan, J. Yang, and C. Gong, “Positive and unlabeled learning via loss

decomposition and centroid estimation.” in IJCAI, 2018, pp. 2689–2695.

[265] M. C. Du Plessis, G. Niu, and M. Sugiyama, “Analysis of learning from positive

and unlabeled data,” in Advances in neural information processing systems,

2014, pp. 703–711.

[266] M. Christoffel, G. Niu, and M. Sugiyama, “Class-prior estimation for learning

from positive and unlabeled data,” in Asian Conference on Machine Learning,

2016, pp. 221–236.

[267] M. C. Du Plessis, G. Niu, and M. Sugiyama, “Class-prior estimation for learning

from positive and unlabeled data,” Machine Learning, vol. 106, no. 4, p. 463,

2017.

http://www.chemfaces.com/natural/Tenuifoliside-A-CFN90770.html


214

[268] R. Kiryo, G. Niu, M. C. du Plessis, and M. Sugiyama, “Positive-unlabeled

learning with non-negative risk estimator,” in Advances in neural information

processing systems, 2017, pp. 1675–1685.

[269] J. Bekker and J. Davis, “Estimating the class prior in positive and unlabeled

data through decision tree induction,” in Thirty-Second AAAI Conference on

Artificial Intelligence, 2018.

[270] ——, “Learning from positive and unlabeled data: A survey,” arXiv preprint

arXiv:1811.04820, 2018.
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Appendix A

Derivations of DGM

By assumption, the generative model is given by

p(z) = N (z | 0, I),

p(y) =

 Ber (y | γt, γx) if y is multi-label

Cat (y |πt, πx) if y is multi-class
,

p(x | y, z) =



Ber (x | fθ1(y, z))

if x is binary

N
(
x |µθ1(y, z), diag(σ2

θ1
(y, z))

)
if x is continuous

,

p(t | y, z) =



Ber (t | fθ2(y, z))

if t is binary

N
(
t |µθ2(y, z), diag(σ2

θ2
(y, z))

)
if t is continuous

,

where y is either a one-hot vector (multi-class) or a binary vector (multi-label) of

length Dy, z is a continuous latent vector in <Dz , x, t are continuous latent vectors

in <Dx , and <Dt respectively, Cat(· |πt, πx) denotes a category distribution wrt the

probability vector πt and πx denotes probability distributions vectors given t and x

respectively; with πt, πx = 1
Dy
ε, N (· |µ,Σ) denotes a multivariate Gaussian distri-

bution with mean µ and covariance matrix Σ, Ber(· | γt, γx) denotes a multivariate

Bernoulli distribution with independent random bits wrt the activation vectors γt, γx
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respectively. A corresponding inference model is assumed to be

q(y | t, x) =

 Cat (y |πϕ1(x), πϕ1(t)) , if y is multi-class

Ber (y | γϕ1(x), γϕ1(t)) , if y is multi-label
,

q(z | t, x, y) = N
(
z |µϕ2(t, x, y), diag(σ2

ϕ2
(t, x, y))

)
.

A.0.1 The Variational Bound

Given a set of labeled pairs {(tl, xl, yl)} and a set of unlabeled {tu, xu}, the task is

to learn all the model parameters {θ1, θ2, ϕ1, ϕ2} and to make prediction t, x → y

based on the inference machine and q(y | t, x). For a labeled pair (t, x, y), we have its

negative log likelihood

− log p(t, x, y) = − log

∫
z
p(y)p(z)p(x | y, z)p(t | y, z)dz

=− log

∫
z
q(z | t, x, y)× p(y)p(z)p(x | y, z)p(t | y, z)

q(z | t, x, y)
dz

≤
∫
z
q(z | t, x, y)× log

q(z | t, x, y)

p(y)p(z)p(x | y, z)p(t | y, z)
dz

=KL(q(z | t, x, y) : p(z))− log p(y)−
∫
z
q(z | t, x, y) log p(x | y, z)dz

−
∫
z
q(z | t, x, y) log p(t | y, z)dz. (A.1)

The KL divergence between two Gaussian distribution has a closed form

KL(N (x |µ1,Σ1) : N (x |µ2,Σ2)) = −1

2
log |Σ1| −

Dx

2
+

1

2
log |Σ2|

+
1

2
(µ1 − µ2)ᵀΣ−1

2 (µ1 − µ2) +
1

2
tr(Σ1Σ−1

2 ). (A.2)
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In the special case that Σ1 = diag(σ2
1), Σ2 = diag(σ2

2), we have

KL(N (x |µ1,Σ1) : N (x |µ2,Σ2))

=
1

2

Dx∑
i=1

[
− log σ2

1i − 1 + log σ2
2i +

(µ1i − µ2i)
2

σ2
2i

+
σ2

1i

σ2
2i

]
.

Therefore the first term on the RHS of Eq. (A.1) becomes

KL(q(z | t, x, y) : p(z))

≈
Dz∑
i=1

[
− log σ(i)

ϕ3
(t, x, y)− 1

2
+
µ

(i)
ϕ3(t, x, y)2 + σ

(i)
ϕ3(t, x, y)2

2

]
. (A.3)

If x is binary, the third term on the RHS of eq. (A.1) is

−
∫
z
q(z | t, x, y) log p(x | y, z)dz ≈ −

Dx∑
i=1

log p(xi | f iθ1(y, ẑ, )). (A.4)

If t is binary, the last term on the RHS of eq. (A.1) is

−
∫
z
q(z | t, x, y) log p(x | y, z)dz ≈ −

De∑
i=1

log p(ti | f iθ2(y, ẑ, )). (A.5)

For continuous x, the third term is

−
∫
z
q(z | t, x, y) log p(x | y, z)dz

=

Dx∑
i=1

[
1

2
log 2π + log σθ2(y, ẑ) +

(x− µθ2(y, ẑ))2

2σ2
θ2

(y, ẑ)

]
(A.6)

For continuous t, the last term is

−
∫
z
q(z | t, x, y) log p(t | y, z)dz

=

De∑
i=1

[
1

2
log 2π + log σθ2(y, ẑ) +

(e− µθ2(y, ẑ))2

2σ2
θ2

(y, ẑ)

]
. (A.7)



219

Plugging the above eqs. (A.3-A.7) into eq. (A.1), we get a variational bound of the

model evidence:

− log p(x, y) ≤ L(x, y). (A.8)

If x and t have the same distribution, (e.g x and t are binary),

L(t, x, y) =

Dz∑
i=1

[
− log σ(i)

ϕ2
(t, x, y) +

µ
(i)
ϕ2(t, x, y)2 + σ

(i)
ϕ2(t, x, y)2

2

]

−
Dx∑
i=1

log p(xi | f iθ1(y, ẑ))−
De∑
i=1

log p(ti | f iθ2(y, ẑ)) + constant, (A.9)

where ẑ ∼ q(z |x, y). If x and t have the different distributions, (e.g x is continuous

and t is binary),

L(t, x, y) =

Dz∑
i=1

[
− log σ(i)

ϕ2
(x, t, y) +

µ
(i)
ϕ2(t, x, y)2 + σ

(i)
ϕ2(t, x, y)2

2

]

+

Dx∑
i=1

[
log σθ1(y, ẑ) +

(x− µθ1(y, ẑ))2

2σ2
θ1

(y, ẑ)

]

−
De∑
i=1

log p(ti | f iθ2(y, ẑ)) + constant. (A.10)

For an unlabeled (t, x), we have

− log p(t, x) = − log
∑
y

∫
z
p(y)p(z)p(x | y, z)(x | y, z)dz ≤ U(x). (A.11)

If x and t have the same distribution, (e.g x and t are binary),

U(t, x) =
∑
y

∫
z
q(y | t, x)q(z | t, x, y)× log

q(y | t, x)q(z | t, x, y)

p(y)p(z)p(x | y, z)p(t | y, z)
dz

≈
∑
y

πyϕ1
(t, x)

{
log πyϕ1

(t, x) +

Dz∑
i=1

[
− log σ(i)

ϕ3
(t, x, y) +

µ
(i)
ϕ3(t, x, y)2 + σ

(i)
ϕ3(t, x, y)2

2

]

−
Dx∑
i=1

log p(x(i) | f (i)
θ1

(y, ẑ))−
De∑
i=1

log p(t(i) | f (i)
θ1

(y, ẑ))

}
+ constant, (A.12)
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where ŷ ∼ q(y | t, x) and ẑ ∼ q(z | t, x, ŷ). As compared to Eq. (A.8), the only

difference in Eq. (A.11) is the sum over y. If x and t have the different distributions,

(e.g x is continuous and t is binary),

U(t, x) ≈
∑
y

πyϕ1
(t, x)

{
log πyϕ2

(t, x) +

Dz∑
i=1

[
− log σ(i)

ϕ2
(t, x, y) +

µ
(i)
ϕ2(t, x, y)2 + σ

(i)
ϕ2(t, x, y)2

2

]

+

Dx∑
i=1

[
log σθ1(y, ẑ) +

(x− µθ1(y, ẑ))2

2σ2
θ1

(y, ẑ)

]
−

De∑
i=1

log p(t(i) | f (i)
θ1

(y, ẑ))

}
+ constant.

(A.13)

The summation over y in the unlabeled case increases exponentially with increas-

ing number of classes in the multi-label case (i.e summation over all the possible

configurations of the labels). To reduce the complexity, we implement a negative

sampling version. We generate a negative label sample set C of size s (in our exper-

iments we found s = 10 to be good enough) for each unlabeled data sample xiu, t
i
u.

Each negative sample ci is a multivariate Bernoulli distribution with independent

random bits wrt the activation vector 1− p such that labels with lower probabilities

are selected. A positive sample wrt the activation vector p, assumed to be the posi-

tive label configuration is also added to the set C. Where p is the learned activation

vector during each epoch.

We then calculate the loss for the unlabeled datasets U(t, x) using sampled label

configuration in the set C. For instance equation A.13 changes to :

U(t, x) ≈
∑
c

πcϕ1
(t, x)

{
log πcϕ2

(t, x) +

Dz∑
i=1

[
− log σ(i)

ϕ2
(t, x, c) +

µ
(i)
ϕ2(t, x, c)2 + σ

(i)
ϕ2(t, x, c)2

2

]

+

Dx∑
i=1

[
log σθ1(c, ẑ) +

(x− µθ1(c, ẑ))2

2σ2
θ1

(c, ẑ)

]
−

De∑
i=1

log p(t(i) | f (i)
θ1

(c, ẑ))

}
+ constant.

(A.14)
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The learning cost function is

E =
∑
xl,tl,yl

L(xl, tl, yl) +
∑
xu,tu

U(tu, xu) + β
Nl +Nu

Nl

∑
xl,tl,yl

log q(yl | tlxl), (A.15)

where β > 0 is a regularization strength parameter. Nl, Nu are the number of labeled

and unlabeled samples respectively. The first two terms on the RHS of Eq. (A.15) is

generative loss, the last term is discriminative loss. For the Multi-label case summing

over all the y is expensive. To reduce the complexity of summing over the y in the

multi-label case, we apply the pseudo labelling technique [283].
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