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Abstract Approximate nearest neighbor (ANN) search in high-dimensional
spaces is fundamental in many applications. Locality-sensitive hashing (LSH)
is a well-known methodology to solve the ANN problem. Existing LSH-based
ANN solutions typically employ quite a number of individual indexes opti-
mized for searching efficiency. Updating such indexes might be impractical
when processing high-dimensional streaming data. In this paper, we present
a novel disk-based LSH index that offers efficient support for both searches
and updates. The contributions of our work are threefold. First, we use the
write-friendly LSM-trees to store the LSH projections to facilitate efficient up-
dates. Second, we develop a novel estimation scheme to estimate the number
of required LSH functions, with which the disk storage and access costs are
effectively reduced. Third, we exploit both the collision number and the pro-
jection distance to improve the efficiency of candidates selection, improving
the search performance with theoretical guarantees on the result quality. Ex-
periments on four real-world datasets show that our proposal outperforms the
state-of-the-art schemes on both search and update performance.
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1 Introduction

Nearest neighbor (NN) search in high-dimensional Euclidean space plays
an essential role in applications from many domains, including multimedia
databases, recommender systems, statistical machine learning, etc. In such ap-
plications, data objects are typically characterized as feature vectors/points in
multi-dimensional spaces. There are numerous studies on NN search in multi-
dimensional spaces, yet it has been shown that the performance sharply degen-
erates as the dimensionality increases [1]. Thus, approximate nearest neighbor
(ANN) search has been receiving much attention, as it can be much more
efficient with theoretically guaranteed quality of search results.

Locality-sensitive hashing (LSH) [2] is a widely used technique that has
shown significant promise in high-dimensional ANN search. LSH solves the
c-approximate nearest neighbor (c-ANN) problem, which, given a query object
q, aims at finding an object o in the database such that the distance from
o to q is at most c times the distance from q to its nearest neighbor. As
LSH was originally designed to find objects within a fixed distance radius,
the basic version of LSH for c-ANN has to build thousands of hash tables for
different radii, which could be expensive and inefficient. Hence, many LSH
variants have been proposed, aiming at building indexes with smaller storage
and search costs while preserving acceptable accuracy [3–10]. Using different
ways of generating the hash functions, existing studies have developed data-
dependent and data-independent methods.

Given sufficient training data, data-dependent methods focus on learning
a set of hash functions from the density patterns of the data [3–6]. In this
work, we argue that such density patterns in streaming data might change
over time [11, 12]. Timely updates to the learned hash functions are crucial
but non-trivial, as it often involves expensive learning processes over all the
so-far seen data to tune the hash functions. In contrast, data-independent
methods use random projections to construct distance-preserving hash func-
tions. In principle, two data points are more likely to be neighboring if they
are hashed into the same bucket by more independent LSH functions. Hence,
data-independent methods deliberately deal with the tradeoff between the
maintenance cost of independent projections and the search accuracy [7]. Sun
et al. [10] propose to project high-dimensional data into a low-dimensional
space so that multi-dimensional indexes, such as R-tree, can be used. Gan et
al. [8] and Huang et al. [9] both store the projections of each LSH function in
a separate B-tree. By performing B-tree range searches, their techniques grad-
ually enlarge the query radius to find the c-ANN result. However, we observe
that updating R-trees or B-trees for streaming data (i.e., adding the projec-
tions of the incoming data into the trees) involves random writes to the disk,
which could be inefficient. In summary, existing data-independent methods
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cannot make a good trade-off between update efficiency, search efficiency and
quality guarantees, but all of which are crucial factors for efficiently indexing
high-dimensional data streams.

In this paper, we propose a novel disk-based LSH index that offers efficient
c-ANN searches with low update cost and guaranteed result quality. We em-
ploy a set of individual LSH functions and organize the projections generated
by each function in a log-structured merge-tree (LSM-tree). The advantage is
that LSM-trees support efficient cascading updates. We estimate the binomial
distribution of collision/non-collision using a normal distribution, resulting in
a reduced number of required LSH functions. Then, we consider both the col-
lision number and the projection distance in the search process. Specifically,
with properly chosen thresholds L and ∆, o is a good c-ANN candidate of q if
(1) a data object o collides with the query q under at least L LSH functions
and (2) the sum of the L projected distances does not exceed ∆. Comparing to
existing solutions, the additional consideration on projection distances typi-
cally improves the search efficiency. We shall refer to our proposal as PDA-LSH
(Projection-Distance-Aware LSH).

In summary, our main contributions are the following.

– We propose PDA-LSH, a novel and practical LSH index, to offer efficient
support for both searches and updates.

– We use normal distribution to estimate the number of required LSH func-
tions. Compared to the alternatives in existing solutions, our estimation
results in much fewer LSH functions and thus higher space efficiency.

– With PDA-LSH, we develop an efficient and effective c-ANN search method
with guaranteed success probability.

– Extensive experiments on four real-world datasets show that, comparing to
existing methods, our proposal is up to 2 times more efficient on searching
and 10 times more efficient on updating.

The rest of the paper is organized as follows. Section 2 introduces the
preliminaries and related work. Section 3 presents the indexing and search
methods of PDA-LSH. Then, Section 4 explains how to set the internal pa-
rameters of PDA-LSH. Section 5 experimentally evaluates PDA-LSH. Finally,
Section 6 concludes the paper.

2 Preliminaries and Related Work

2.1 Problem Setting

Consider a database D with d-dimensional data and a query object q. Suppose
o∗ ∈ D is the exact nearest neighbor of q. The target of the c-ANN search is
to return an object o ∈ D satisfying dist(o, q) ≤ c · dist(o∗, q), where dist(·, ·)
denotes the distance between two objects and c > 1 is the approximation
ratio. It can be further extended to c-k-ANN search, of which the target is to
output k data objects o1,o2, · · · ,ok such that dist(oi, q) ≤ c · dist(o∗i , q) for
i = 1, 2, · · · , k, where o∗i is the actual i-th nearest neighbor of q.
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In this paper, we consider the Euclidean distance and focus on the external
memory setting, where both the data and the index reside in external memory.
We tackle the problem of solving the c-ANN search over high-dimensional
data streams, in which case the update efficiency, search efficiency, and quality
guarantees are all crucial. We aim to propose an index that not only has
low maintenance overhead, but also can provide efficient c-ANN searches with
guaranteed success probability.

2.2 Locality-Sensitive Hashing

LSH was originally designed to solve the (R, c)-NN problem, which, given a
query q, aims to do the following:

– If there exists o ∈ D such that dist(o, q) ≤ R, then return an object o′ ∈ D
satisfying dist(o′, q) ≤ cR.

– If dist(o, q) > cR for all o ∈ D, then return nothing.

The basic idea of LSH is to hash objects within a given distance into the
same bucket with high probability, thus preserving the locality information of
data in the original space. To support efficient (R, c)-NN search, LSH usually
uses a set of independent random hash functions H (called the LSH family)
to build multiple hash tables. Only objects that collide with the query under
sufficiently many hash functions are considered as candidates.

For a domain Rd of the object set, a hash function in an LSH family is
a mapping from Rd to some universe U . Formally, the sensitivity of an LSH
family to locality can be measured as follows:

Definition 1 For any constant c > 1 and probabilities p1 > p2, an LSH family
H = {h : Rd → U} is called (r, cr, p1, p2)-sensitive if any u, v ∈ Rd satisfy

– PrH[h(u) = h(v)] ≥ p1 when dist(u,v) ≤ r; and
– PrH[h(u) = h(v)] ≤ p2 when dist(u,v) > cr.

There have been numerous studies on LSH families for different distance met-
rics [13–15]. In particular, Datar et al. [15] proposed an LSH family H for lp
metrics based on p-stable distributions. Formally, the proposed hash function
is defined as follows:

ha,b(o) =

⌊
a>o + b

w

⌋
.

Here, o ∈ Rd is a data object; a is a d-dimensional vector with each entry cho-
sen independently from a p-stable distribution; w is the pre-specified bucket
width; and b is a random variable drawn uniformly from the range [0, w). Spe-
cially, for the Euclidean distance (i.e., p = 2), the standard normal distribution
is a p-stable distribution. Given two objects u and v with Euclidean distance
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dist(u,v) = s, the probability that u and v collide under a hash function ha,b
randomly selected from H can be computed as [15]:

p(s) = Pr[ha,b(u) = ha,b(v)] =

∫ w

0

2

s
ϕ

(
t

s

)(
1− t

s

)
dt,

where ϕ(·) is the PDF of the standard normal distribution N (0, 1). When w is
fixed, p(s) decreases monotonically with s. Therefore, by definition, the family
of hash functions ha,b is (r, cr, p(r), p(cr))-sensitive.

To support efficient (R, c)-NN search, LSH usually applies a concatenation
of multiple hash functions to build the hash table, where each hash function is
randomly selected from the (R, cR, p(R), p(cR))-sensitive family. Only objects
that collide with the query object q under all the hash functions are considered
as candidates, which effectively reduces the number of irrelevant objects (i.e.,
false positives). Moreover, to raise the success probability of finding the true
result that is within distance R from q, multiple independent hash tables are
built and the union results are returned. The numbers of concatenated hash
functions and parameters and independent hash tables should be carefully set
to ensure that the (R, c)-NN problem can be solved with guaranteed success
probability.

2.3 Related Work

E2LSH [15] is the most common LSH implementation that supports ANN
searches in the Euclidean space. It builds physical hash tables for a series
of search radii to solve (R, c)-NN problems with varying R, which could be
space-consuming. To address this issue, virtual rehashing is used in recent
developments such as LSB-tree/LSB-forest [16], C2LSH [8], and QALSH [9].
LSB-tree/LSB-forest [16] projects objects into the space Zm with m LSH
functions, and then encode the points in Zm space into one-dimensional Z-
order values. The closeness of two objects is captured by the length of the
longest common prefix between the corresponding Z-order values. C2LSH [8]
proposes to use a set of single LSH functions to construct dynamic compound
hash functions, where the hash values for each LSH function can be indexed by
one-dimensional indexes, such as B-Trees. It uses the collision count among
the base LSH functions to estimate the probability of an object being the
nearest neighbor of the query q. Formally, if the number of LSH functions
under which an object colliding with the query q exceeds a certain threshold,
it is likely to be the nearest neighbor of q and is selected as a candidate. When
expanding the search radius, C2LSH can gradually locate the objects that are
farther away from the query q in each LSH function, just like performing range
scans on the B-tree. QALSH [9] improves the accuracy of C2LSH by adopting a
query-aware bucket partition strategy. Specifically, it uses the query projection
as the “anchor” for bucket partition, which avoids partitioning objects closer
to the query into different buckets. SRS [10] projects high-dimensional data
objects in Rd into a low-dimensional space R` (` < d) for exact NN search,
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based on the observation that ∆`(o,q)
dist(o,q) follows the standard χ2(`) distribution,

where ∆`(·, ·) is the distance in the projected space. Given any threshold of
the projected distance, the probability of ∆`(o, q)) not exceeding the threshold
can be exactly computed.

Existing studies also consider metrics other than the Euclidean distance.
LazyLSH [17] uses a single base index to support multiple lp metrics. FAL-
CONN [13] is proposed as a practical and efficient LSH framework for the
angular distance. Concomitant LSH [14] uses concomitant rank order statis-
tics to form the hash functions for cosine similarity. Recently, there are LSH
variants trying to improve the I/O efficiency at the expense of quality guar-
antees, including Entropy-LSH [18], Multi-Probe LSH [7], SK-LSH [19], etc.

There are also many studies focusing on learning based hash methods [3,
5, 6, 20, 21]. They usually require a rather time-consuming learning process
and the learned hash functions are highly data-dependent. Together, it makes
them impractical for high-dimensional streaming data.

3 The PDA-LSH Framework

In this section, we describe the framework of PDA-LSH indexing and searching.
We focus on the design of the index and the search algorithm and leave the
detailed internal parameter computation and analysis in Section 4.

3.1 The Indexing Strategy

Like QALSH, we use a set H of query-aware LSH functions to facilitate multi-
radius search and query-aware bucket partitioning. Formally, functions in H
are in the form of ha(o) = a>o, where the entries of a are independent random
samples from the standard normal distribution N (0, 1), projecting o ∈ D onto
the real axis R. Given a query q and a fixed bucket length w, R is partitioned
into consecutive length-w buckets in accordance with

[
ha(q)− w

2 , ha(q) + w
2

]
.

The PDA-LSH indexing procedure is, for each h ∈ H, to organize the set of
projected values {(h(o),o)|o ∈ D} in an LSM-tree.

With the cascading update mechanism of LSM-trees, the amortized I/O

cost for each update is O
(
T |H|
B log |D|

)
, where T is the logarithmic size ra-

tio of the LSM-tree and B is the capacity of a disk page [22]. It is worth
noting that, in contrast to our choice, QALSH uses B-trees to organize the
projected values. Updating the B-trees requires |H| root-to-leaf traversals, ac-
cessing O (|H| log |D|) disk pages. As the value of B is usually much larger than
T , the index maintenance cost of PDA-LSH is far less than that of QALSH.

3.2 c-Approximate Nearest Neighbor Search

Besides the conventinal consideration on collisions, the key insight of the
c-ANN search with PDA-LSH is to use the precise projected distances to
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estimate the distance in the original space. PDA-LSH adopts a threshold-
based strategy: Given pre-specified collision threshold L and projected dis-
tance threshold ∆, if a data object o collides with the query q under at least
L LSH functions and the sum of the L projected distances is at most ∆, then
o is a good candidate for the c-ANN of q.

The search is done by solving a series of (R, c)-NN problems with gradually
expanding radius R. During this process, the constraint of ∆ is technically
implemented as a constraint on the sum of the squared projected distances

(SSPD), which is set proportional to the squared radius, i.e., ∆
def
=
√
τR2. Due

to their equivalence, we shall proceed our discussion with the parameter τ
instead of ∆ hereafter.

Algorithm 1 c-ANN with PDA-LSH
Input: Query object q; The set of LSH functions H; Database D
Parameters: Collision number threshold L; Distance threshold τ ; Initial bucket width w;
Max. number of candidates K = β|D|
1: Initialize the candidate set C ← ∅
2: Initialize the size-K min-heap M← ∅
3: for o ∈ D do
4: Initialize κ(o)← 0
5: Initialize ξ(o)← 0
6: end for
7: for h ∈ H do
8: Locate h(q) in the LSM-tree of h
9: end for

10: while |C| < K do
11: Find the next pair (o, h) with the smallest |h(o)− h(q)|
12: Compute R← 2 · |h(o)− h(q)|/w
13: Update κ(o)← κ(o) + 1
14: Update ξ(o)← ξ(o) + (h(o)− h(q))2

15: if κ(o) = L then
16: Push (ξ(o), o) into the min-heap M
17: end if
18: whileM.top.ξ-value ≤ τR2 do
19: Pop the top object from M and add it into C
20: if ∃o ∈ C s.t. dist(o, q) ≤ cR then
21: break the outer while-loop (Line 4)
22: end if
23: end while
24: end while
25: return arg mino∈C dist(o, q)

Algorithm 1 presents the c-ANN search with PDA-LSH. The parameters
τ and w are specified for an initial radius of R = 1. Given a query q, the
algorithm first computes its projections and locate them in the LSM-trees
(Lines 7-9). Each projection h(q) is used as an “anchor” for bucket partitioning
in all levels of the LSM-tree. The algorithm then expands the bucket boundary
(i.e., the search radius R) adaptively by accessing objects in ascending order
of their projected distances to the anchors (Line 11). As the initial bucket
width w is for R = 1, it is trivial to derive the next radius with the observed
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Fig. 1 Running example of algorithm 1

projected distance (Line 12). For each object o appearing within the radius R,
the algorithm updates its collisions and SSPD (Lines 13-14). Once an object
o is found sufficient collisions with the query, it is pushed into a min-heap M
with its SSPD for further investigation (Lines 15-17). Objects in the heap with
SSPDs at most τR2 are considered as good candidates (Lines 18-23). Finally,
the algorithm terminates (Lines 20-22) if one of the following two conditions
holds:

1. There exists o ∈ C with dist(o, q) ≤ cR under the current search radius R;
or

2. K = β|D| candidates have already been found.1

Example. Figure 1 shows a running example of Algorithm 1. Assume
that the approximation ratio c = 2, the collision threshold L = 2, and the
distance threshold τ = 0.2w2, where w is the initial bucket width. Figure
1 shows the relative positions of three objects, o1, o2, and o3, under three
LSH functions, h1, h2, and h3, with respect to the query q. PDA-LSH checks
each object in ascending order of their projected distances to q. In the first
iteration, |h1(o1) − h1(q)| = 0.5w is the minimum projected distance, thus
the radius is updated as R = (2)(0.5w)/w = 1. Then, PDA-LSH updates the
collision and projected distance information for object o1, i.e., κ(o1) = 1 and
ξ(o1) = |h1(o1) − h1(q)|2 = 0.25w2. As κ(o1) < L, o1 is not yet considered
a candidate and the termination conditions of Algorithm 1 do not yet hold,
hence the algorithm continues. In the second iteration, (o2, h1) and (o1, h2) are
found due to |h1(o2)−h1(q)| = |h2(o1)−h2(q)| = w. Algorithm 1 thus updates
R = 2

w · w = 2, κ(o1) = 2, ξ(o1) = 1.25w2, κ(o2) = 1, and ξ(o2) = w2. As
κ(o1) reaches L = 2, the pair

(
1.25w2,o1

)
is pushed into the heap. However,

since ξ(o1) = 1.25w2 > 0.8w2 = τR2, o1 is still not a candidate. Again, the
algorithm continues with o1 in the heap. In the third iteration, (o2, h3) is
found, and the algorithm updates R = 3, κ(o2) = 2 and ξ(o2) = 3.25w2,
increased by |h3(o2)− h3(q)|2 = 2.25w2. The pair

(
3.25w2,o2

)
is pushed into

the heap as κ(o2) reaches the threshold L = 2. Moreover, after updating R, it
now holds that ξ(o1) = 1.25w2 < 1.8w2 = τR2. Thus, o1 is a candidate and the
Euclidean distance between o1 and q is computed. Then, it is discovered that

1 Note that Algorithm 1 sets K proportional to the total number of objects, |D|. The
ratio, denoted β, controls the false positive rate during the search.
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dist(o1, q) = 4 < 6 = cR, satisfying the termination condition of Algorithm 1.
Therefore, Algorithm 1 returns o1 as a result.

c-k-ANN extension. Algorithm 1 can be easily extended to support the
c-k-ANN search by changing the termination conditions into:

1. There exist k objects in C whose distance to the query q are at most cR;
or

2. β|D|+ k − 1 candidates have already been found.

In either case, the k nearest objects from C are the c-k-ANN results.
Advantages. Compared with QALSH [9], which implicitly considers the

projected distances via collisions, PDA-LSH explicitly utilizes the projected
distances to further distinguish objects hashed into the same bucket. With
carefully chosen parameters L and τ , PDA-LSH can achieve the same quality
guarantees with a lower collision threshold than that of QALSH. As a re-
sult, the research cost is effectively reduced. Also, compared with SRS [10],
PDA-LSH makes use of more projections to achieve more accurate distance
estimations, thereby yielding better result quality.

Practical Implementation. In order to inspect objects in ascending or-
der of their projection distances to the query object, a specific heap storing
the next objects of each LSM-tree has to be maintained, which will result in
high overhead of runtime. As a matter of fact, the purpose of this data access
strategy is to expand the search radius incrementally. To improve the efficiency
of our search scheme, we propose a practical implementation, which eliminates
the cost of heap maintenance and tries to attain the goal of incremental bucket
width expansion. We enlarge the search radius linearly with a growth rate of
a certain proportion of s, where s is the average distance between objects in
the database.

4 Parameter Settings

In this section, we illustrate how internal parameters are computed to ensure
the correctness of PDA-LSH, i.e., how Algorithm 1 returns true c-ANN results
with at least constant success probability. Previous study [23] has shown that,
if objects are accessed in ascending order of their projected distances, the
correctness of (R, c)-NN implies the correctness of c-ANN. Therefore, we focus
our discussion on (R, c)-NN.

4.1 Success Probability of PDA-LSH for (R, c)-NN

PDA-LSH directly solves the (R, c)-NN problem by imposing query-aware
buckets with width wR. That is, PDA-LSH locates objects falling within the
query-anchored bucket

[
h(q)− wR

2 , h(q) + wR
2

]
. To ensure the correctness of

Algorithm 1, the following two properties must hold at the same time with
constant probability.



10 Hao Wang et al.

– Property P1: If there exists an object o such that dist(o, q) ≤ R, then o
is added into the candidate set C.

– Property P2: The total number of false positives is no more than K,
where a false positive is an o ∈ C with dist(o, q) > cR.

To further compute the probability Pr [P1 ∩P2], our discussion will inten-
sively use two important functions, Colq(o, R) and SSPDq(o, j), defined as
follows.

Definition 2 Define Colq(o, R) as the number of collisions within ra-
dius R, i.e., the number of LSH functions h ∈ H such that h(o) ∈[
h(q)− wR

2 , h(q) + wR
2

]
. Also, define SSPDq(o, j) as the sum of the j small-

est squared projected distances between o and q. When there is no ambiguity
on the query object q, we write the functions as Col(o, R) and SSPD(o, j),
omitting the subscript q.

Let s be the variable for the object-query distance, i.e., s = dist(o, q). We
consider the following two parameterized probabilistic events:

– E1(s,R): Col(o, R) ≥ L.
– E2(s,R): SSPD(o, L) ≤ τR2.

In addition, let the event E0(s,R)
def
= E1(s,R)∩E2(s,R). We have the following

main theorem.

Theorem 1 If the collision and distance thresholds L and τ are chosen such
that (1) Pr [E0(s,R)|s ≤ R] ≥ 1 − δ and (2) Pr [E0(s,R)|s > cR] < β

2 , then
Pr [P1 ∩P2] ≥ 1

2 − δ.

Proof According to Line 9 of Algorithm 1, it is easy to see that

Pr [P1] = Pr [E0(s,R)|s ≤ R] ≥ 1− δ.

Next, consider the set of false positives,

S = {o ∈ D|E0(s,R) ∧ dist(o, q) > cR} .

Since there are at most |D| objects whose distances to q are larger than cR,
by applying Markov’s Inequality, we obtain

Pr [|S| ≥ β|D|] ≤ E[|S|]
β|D|

<
β
2 |D|
β|D|

=
1

2
.

Thus, Pr [P2] = Pr [|S| < β|D|] > 1
2 . Taken together, we have Pr [P2 ∩P2] =

Pr [P1] + Pr [P2]− Pr [P1 ∪P2] ≥ 1
2 − δ.

Theorem 1 implies the correctness of PDA-LSH for (R, c)-NN. Given user-
specified inputs c, β, and δ, the task now is to choose proper thresholds L
and τ to meet the prerequisites of Theorem 1. The key is to compute the
probability

Pr [E0(s,R)] = Pr [E1(s,R)] · Pr [E2(s,R)|E1(s,R)] . (1)
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Computing the first term, Pr [E1(s,R)], is relatively easy. For any object o
with dist(o, q) = s, let p(s,R) denote the collision probability under a random
h ∈ H with bucket width wR. It has been shown that h(o) − h(q) observes
the normal distribution N (0, s2) [18]. Hence,

p(s,R) = Pr

[
|h(o)− h(q)| ≤ wR

2

]
= 2Φ

(
wR

2s

)
− 1, (2)

where Φ(·) is the CDF of N (0, 1). Then,

Pr [E1(s,R)] =

|H|∑
i=L

(
|H|
i

)
p(s,R)i(1− p(s,R))|H|−i. (3)

Computing the second term, Pr [E2(s,R)|E1(s,R)], however, is challenging
as there exsits no closed-form formula. The exact computation is prohibitive.
Therefore, we resort to a heuristic and practical method, which consists of two
steps. First, it determines the smallest size of H while securing the tenability
of Theorem 1 (i.e., with H, there exists L and τ satisfying the prerequisites
of Theorem 1). Then, it finds a parameter setting (L, τ) with minimum L.
The intuition is that, with minimized H and L, Algorithm 1 may find the
candidates as early as possible at the least possible cost.

4.2 Determining the Number of LSH Functions

Given the search radius R and the distance s = dist(o, q), the num-
ber of collisions under m LSH functions observes the binomial distribu-
tion B(m, p(s,R)), and the probability of o and q colliding more than
some given threshold is exactly the right-tail probability of the distribu-
tion. To estimate the right-tail probability, instead of directly working with
B(m, p(s,R)), we propose to approximate B(m, p(s,R)) by the normal dis-

tribution N
(
m · p(s,R),m · q2(s,R)

)
, where q(s,R)

def
=
√
p(s,R) (1− p(s,R)).

The benefit is that estimating the right-tail probability of a normal distribu-
tion will result in a much smaller m. Specifically, Theorem 1 requires that

Φ

(
L−m · p(R,R)√

m · q(R,R)

)
≤δ

and

Φ

(
L−m · p(cR,R)√

m · q(cR,R)

)
>1− β

2
,

bounding L from above and below, respectively. It can be calculated that, in
order to secure a valid lower and upper bounding of L, the smallest value m
may take is

m =


(
Φ−1(1− β

2 )q(cR,R)− Φ−1(δ)q(R,R)

p(R,R)− p(cR,R)

)2
 .
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4.3 Determining the Collision and Distance Thresholds

Once m is determined, the goal is to choose a proper set of L and τ . Although
one can solve an L from the above bounding conditions associated with the
normal estimation, the result could be unsatisfactory as the above process
does not take advantage of the exact projected distances. Alternatively, we
consider using a Monte Carlo method to estimate the conditional probability
Pr [E2(s,R)|E1(s,R)] in Equation 1. The following two technical lemmata are
useful.

Lemma 1 (Monotonicity) For arbitrary o1,o2, q ∈ Rd, let s1 = dist(o1, q)
and s2 = dist(o2, q). If s1 < s2, then
(1) Pr [E1(s1, R)] > Pr [E1(s2, R)],
(2) Pr [E2(s1, R)|E1(s1, R)] > Pr [E2(s2, R)|E1(s2, R)], and
(3) Pr [E0(s1, R)] > Pr [E0(s2, R)].

Proof We put the proof in Appendix A so that it does not distract the main
discussion.

Lemma 2 (Cancellation) For any c, s, R > 0, it holds that Pr [E0(cs, cR)] =
Pr [E0(s,R)].

Proof Trivial via a scaling in the Euclidean space.

The lemmata indicate the following result.

Theorem 2 A threshold setting (L, τ) is feasible if it satisfies (1)
Pr [E0(1, 1)] ≥ 1− δ, and (2) Pr [E0(c, 1)] < β

2 .

Proof Lemma 1 implies that it suffices to consider two critical conditions,
Pr [E0(R,R)] ≥ 1−δ and Pr [E0(cR,R)] < β

2 . Then, Lemma 2 further reduces
the left-hand side probabilities to Pr [E0(1, 1)] and Pr [E0(c, 1)].

Based on Theorem 2, we first show how to estimate the probability
Pr [E0(s, 1)] with respect to specific L and τ , and then present an algorithm
to find plausible L and τ .

The Monte Carlo estimation of Pr [E0(s, 1)] is to take N sam-
ples, o1,o2, · · · ,oN , uniformly at random on the sphere Sd−1(s) ={
o ∈ Rd : ‖o‖ = s

}
; this is to simulate objects of distance s to the query (i.e.,

the origin). Then, given L and τ , we count the number of oi’s satisfying (1)
Col(oi, 1) ≥ L and (2) SSPD(oi, L) ≤ τ . If there are N ′ such samples, then

Pr [E0(s, 1)] ≈ N ′

N when N is sufficiently large.
Now, assume that we have a set, Ds, of N random samples from the sphere

Sd−1(s) ⊂ Rd. Consider the multisets2

As,j
def
= {SSPD(o, j) : o ∈ Ds,Col(o, 1) ≥ j}

2 That is, SSPD values of different data objects are considered distinct elements in As,j
even though they might be equal. Thus, the size of the multiset As,j is precisely the number
of objects colliding at least j times with the query (within radius R = 1).
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for s = 1, c and j = 1, 2, · · · ,m. If for some j, the (1− δ)N -th smallest value,
v, in A1,j can bound at most β

2N−1 values in Ac,j from above, then according
to the Monte Carlo process, (L, τ) = (j, v) satisfies both Pr [E0(1, 1)] ≥ 1− δ
and Pr [E0(c, 1)] < β

2 . In other words, according to Theorem 2, (L, τ) = (j, v)
is a feasible threshold setting. The following Algorithm 2 implements exactly
this idea.

Algorithm 2 Computing L and τ
1: for s ∈ {1, c} do
2: Ds ← N random samples from the sphere Sd−1(s)
3: Construct As,j using Ds for j = 1, 2, · · · ,m
4: end for
5: for j ← 1, 2, · · · ,m do
6: if |A1,j | < (1− δ)N then continue
7: τ ← Smallest (A1,j , (1− δ)N)

8: if |Ac,j | < β
2
N or Smallest

(
Ac,j ,

β
2
N
)
> τ then

9: L← j and break
10: end if
11: end for
12: return (L, τ)

Algorithm 2 searches for the smallest feasible L by trying L = 1, 2, · · · in
order. The procedure relies only on user-specified input parameters (c, β, and
δ) and m, the number of LSH functions determined in Section 4.2.

5 Experiments

In this section, we evaluate the efficiency and accuracy of our proposed method,
PDA-LSH. We mainly compare PDA-LSH with QALSH [9] and SRS [10],
which are two state-of-the-art I/O efficient algorithms with theoretical guar-
antees on the result quality.

5.1 Setup

Environment. The experiments were ran on a workstation powered by Intel
Xeon Gold-6148 CPU on Linux (Ubuntu 16.04), having a 15K RPM disk.
All the experiments were conducted using the direct I/O mode to eliminate
influences caused by the data caching of file systems.

Datasets. We experimented on four real-world datasets. The characteris-
tics of the datasets are summarized as follows:

– Sift3 consists of one million 128-dimensional SIFT feature vectors from the
ANN SIFT1M dataset. The dataset is extracted from the INRIA Holidays
images.

3 http://corpus-texmex.irisa.fr/
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– Msong4 contains 994,020 audio feature vectors of 420 dimensions, which
are extracted from one million western popular music pieces.

– Gist5 is an image dataset which contains one million 960-dimensional data
points. The dataset is extracted from a combination of the Holiday image
dataset and the Flickr1M dataset [24].

– Trevi6 consists of 100,900 feature vectors, each of 4,096-dimensional, ex-
tracted from image patches are taken from the Photo Tourism reconstruc-
tions of Trevi Fountain.

Table 1 Statistics of Datasets

Dataset Dimensionality d Size |D|
Sift 128 1,000,000

Msong 420 994,020
Gist 960 1,000,000
Trevi 4,096 100,900

Table 1 summarizes the statistics of the datasets. To simulate streaming data,
in each dataset, we sample 5% of the data objects as updates, which can reflect
real-world distributions. The query set consists of 100 queries. For Sift and
Gist, queries are sampled from their test sets. For Msong and Trevi, queries
are sampled from the data objects.

Parameter settings. We set the page size to 8 KB. We use 4-byte integers
to store the object IDs and 4-byte floats to store the hash projections. To be
fair, the success probability of all algorithms is set to 1

2 −
1
e , which is the

default value of most LSH-based methods. The default approximate ratio c is
set to 2, which provides a nice trade-off between query accuracy and efficiency.
Following QALSH, for each dataset D, we set the false positive percentage
β = 100

|D| (i.e., the maximum number of candidates K = 100) to restrict the

number of random I/Os resulting from candidates verification. For SRS, the
number of projections is set to 6. Both PDA-LSH and QALSH use the bucket
width w = 2.719 so that the gap between p(R,R) and p(cR,R) (see Equation
2) is maximized. For the Monte Carlo estimation process used in PDA-LSH,
we set the number of random samples, N , to 100 million (see Algorithm 2).

5.2 Evaluation on Space Consumption

To evaluate the space cost of the algorithms, we list the number of required
LSH projections and the index sizes of the algorithms in Table 2. We see that
the index sizes of these methods are independent of the data dimensionality d.
Indeed, LSH methods only store projections in the index and the number of

4 http://www.ifs.tuwien.ac.at/mir/msd/
5 http://corpus-texmex.irisa.fr/
6 http://phototour.cs.washington.edu/patches/
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required LSH projections is irrelevant to d. SRS has the smallest size because
it uses much fewer projections than the other methods. The index size of PDA-
LSH is 2.6-3 times smaller than QALSH. There are two primary reasons. One
is that PDA-LSH uses fewer separate indexes as it derives a more accurate
estimation of the number of required LSH functions (see Section 4.2). The
other reason is that LSM-tree used by PDA-LSH is more space-efficient than
B-tree used by QALSH when handling updates. For example, on Gist dataset,

the space usage of B-tree is roughly 71% (i.e., 83×106×8 Byte
891.88 MB ≈ 0.71), while

LSM-tree has nearly 100% usage.

Table 2 Internal Parameters and Index Sizes (MB) of PDA-LSH, QALSH, and SRS

Dataset
PDA-LSH QALSH SRS

|H| L (L′) Size |H| L Size |H| L Size
Sift 45 33 (36) 346.09 83 63 905.92 6 - 38.7

Msong 45 33 (36) 343.32 83 63 886.54 6 - 37.6
Gist 45 33 (36) 346.09 83 63 891.88 6 - 37.9
Trevi 32 24 (26) 25.14 68 51 74.78 6 - 4.3

5.3 Evaluation on Update Performance

In this section, we compare the update performance of PDA-LSH with exist-
ing methods. We report the average elapsed time per update. The results are
shown in Figure 2. We can see that PDA-LSH always achieves the best per-
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Fig. 2 Update performance comparison.

formance and is up to 15.8 times more efficient than the existing methods. For
example, on Sift dataset, the average response time per update for PDA-LSH,
QALSH, and SRS are 0.104 ms, 1.65 ms, and 0.322 ms, respectively. This is
because the LSM-trees bring a significant benefit in terms of write efficiency.
Note that the update for SRS is relatively inefficient although it maintains a
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single R-tree. R-tree is inherently not suitable for updates, since an update
might modify multiple nodes due to the adjustments of overlapping MBRs.

5.4 Evaluation on Search Performance

In this section, we evaluate the search performance of the three algorithms.
Following previous studies [9, 10], we adopt three metrics in our search per-
formance evaluations: overall ratio, I/O cost and running time. For c-k-NN
search, the overall ratio is defined as

1

k

k∑
i=1

dist (oi, q)

dist (o∗i , q)
,

where oi is the i-th returned object and o∗i is the true i-th nearest neighbor.
The I/O cost is defined as the number of disk pages to be accessed, which
consists of the cost of index accesses to find candidates and the cost of data
accesses for candidate verification. The running time is the measured elapsed
time per query. The I/O cost and running time are used to evaluate the effi-
ciency of the three algorithms, and the overall ratio is used to evaluate their
accuracy. All of the three metrics are averaged over the performed queries.
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Fig. 3 Overall ratio comparison with varying k.

Overall ratio. We evaluate the overall ratio of the three algorithms for 2-
k-ANN searches with k varying from 1 to 100. The results are shown in Figure
3. We observe that both PDA-LSH and QALSH offer much higher accuracy
than SRS, especially on datasets with higher dimensions. For example, on Trevi
dataset, when k = 1, the overall ratio for PDA-LSH, QALSH, and SRS are
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1.023, 1.02, and 1.094, respectively. The main reason for this is that SRS cannot
scale to more than 6 projections due to practical limitations of R-tree. In fact,
when looking over the overall ratios of the performed queries, we observed that
some SRS results were particularly high and even exceeded 1.7. In contrast,
the underlying one-dimensional indexes make it convenient for PDA-LSH and
QALSH to scale to more projections. With abundant projection information,
robust quality guarantees (i.e., the upper bounds on the false negative and
false positive rates) can be achieved.

 1000

 10000

 100000

1 10 20 30 40 50 60 70 80 90 100

I/
O

 (
#

p
a

g
es

)

k

QALSH
SRS

PDA-LSH

(a) Sift

 1000

 10000

 100000

1 10 20 30 40 50 60 70 80 90 100

I/
O

 (
#

p
a

g
es

)

k

QALSH
SRS

PDA-LSH

(b) Msong

 1000

 10000

 100000

1 10 20 30 40 50 60 70 80 90 100

I/
O

 (
#
p

a
g
es

)

k

QALSH
SRS

PDA-LSH

(c) Gist

 0

 2000

 4000

 6000

1 10 20 30 40 50 60 70 80 90 100

I/
O

 (
#

p
a

g
es

)

k

QALSH
SRS

PDA-LSH

(d) Trevi

Fig. 4 I/O cost comparison with varying k.

I/O cost. We also measure the I/O cost of the three algorithms for 2-k-
ANN searches with k varying from 1 to 100. Figure 4 shows the result. We can
see that SRS has the smallest I/O cost due to its small index size. However, as
described before, this is often at the expense of result accuracy. Note that the
gap of I/O cost between SRS and the other algorithms narrows when the data
dimensionality d increases. This is because the error of distance estimation
increases with d when a fixed number (i.e., 6) of projections are applied. As a
result, SRS has to check more objects to meet its termination conditions. We
also observe that the I/O cost of PDA-LSH is 2.3-3.1 times less than QALSH
while offering comparable result accuracy. This is not only because PDA-LSH
has less separate indexes, but also because it uses the precise projected dis-
tances to further distinguish objects falling into the same bucket. As Table 2
shows, the threshold L of precise projection based method is smaller than
the threshold L′ (in brackets) derived by our method. With a lower collision
threshold, candidates can be found earlier, and as a result, the index scan cost
is reduced.

Running time. The overall search performance comparison of the three
algorithms is shown in Figure 5. We can see that our approach shows good
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Fig. 5 Running time comparison with varying k.

scalability with the increasing of data dimensionality, just as we have observed
for the I/O cost. More specifically, when the data dimensionality is large (d ≥
420), the performance of PDA-LSH is comparable to (or even better than)
that of SRS although its I/O cost is higher. For example, on Trevi dataset,
when k = 1, the average response time per query for PDA-LSH, QALSH, and
SRS are 30.6 ms, 56.5 ms, and 40.3 ms, respectively. The main reason is that
PDA-LSH benefits from the fast sequential I/Os offered by LSM-tree, while
SRS consumes a large number of poor random I/Os when traversing the R-
tree. As expected, PDA-LSH is around 2 times faster than QALSH due to its
smaller I/O cost. Note that when compared with QALSH, the improvement
of running time is slightly less than that of I/O cost.

5.5 Impact of the Approximation Ratio

In this section, we investigate the impact of the approximation ratio c on the
performance of PDA-LSH. We evaluate PDA-LSH on four real-world datasets
using different values of c, and report the overall ratio, I/O cost, and running
time. Due to the space limit, we only show the results on Msong and Trevi
datasets in Figure 6. The results on the other datasets have similar trends.

From Figure 6, we observe that the results on different choice of c exhibit a
trade-off between efficiency and accuracy. Specifically, Figure 6(a)-(b) depict
the overall ratio of PDA-LSH for different values of c. We can see that the
overall ratio decreases significantly when c becomes smaller. When c = 1.5, the
overall ratio is barely above 1.0, which indicates that the accuracy of returned
results is especially high. Figure 6(c)-(f) give the I/O cost and running time of
PDA-LSH when varying the approximation ratio c. In contrast to the result on
overall ratio, the I/O cost and running time increase monotonically with the
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Fig. 6 Performance of PDA-LSH with varying approximation ratio c

decrease of c. For example, on Trevi dataset, when k = 1 and c increases from
1.5 to 3.0, the running time of PDA-LSH are 65 ms, 30 ms, 18 ms, and 15 ms,
respectively. Thus, we can opt for giving up a certain level of accuracy as a
trade-off for higher efficiency. Note that PDA-LSH achieves a better trade-off
between efficiency and accuracy than QALSH and SRS do. For example, on
Msong dataset, when c = 1.5, the I/O cost and running time of PDA-LSH are
comparable to that of QALSH with c = 2.0, yet the overall ratio of PDA-LSH
is much lower. Compared with SRS, by setting c = 3.0, the overall ratio of
PDA-LSH is comparable to that of SRS with c = 2.0, yet PDA-LSH has much
less running time.

6 Conclusion

In this paper, we address the problem of indexing high-dimensional streaming
data for efficient c-ANN search, in which case the update efficiency, search ef-
ficiency, and quality guarantees are crucial. Previous disk-based LSH schemes
mainly focused on reducing the search cost while preserving an acceptable
accuracy, but often at the expense of high index maintenance overhead or
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abandoning the quality guarantees. In view of this, We propose a novel solu-
tion, PDA-LSH, to support efficient searches and updates. The key insight is
(1) to employ write-friendly LSM-trees for indexing and (2) to make full use of
the precise projected distances. Using a novel scheme of estimation, PDA-LSH
requires less number of LSH functions than the start-of-art solutions do. As a
result, both index size and index access cost are reduced. With a systematic
way of setting its parameters, PDA-LSH guarantees the success probability.
Experiments have demonstrated the effectiveness and efficiency of PDA-LSH.
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Appendix A: Sketch of Proof of Lemma 1

In this section, we provide a brief proof of Lemma 1 in Section 4.3. Recall that, for arbitrary
o1, o2, q ∈ Rd, Lemma 1 asserts the following:

Pr [E1(s1, R)] > Pr [E1(s2, R)] , (4)

Pr [E2(s1, R)|E1(s1, R)] > Pr [E2(s2, R)|E1(s2, R)] , (5)

Pr [E0(s1, R)] > Pr [E0(s2, R)] , (6)

where s1 = dist(o1, q), s2 = dist(o2, q), and s1 < s2.
To prove Lemma 1, we need to consider the following functions:

F (k,m, x)
def
=

k∑
i=0

(m
i

)
xi(1− x)m−i,

gi(n,m, x)
def
=

(m
i

)
xi(1− x)m−i

1− F (n− 1,m, x)
,

G(n, n′,m, x)
def
=

n′∑
i=n

gi(n,m, x)

=
F (n′,m, x)− F (n− 1,m, x)

1− F (n− 1,m, x)
.

The following several technical lemmata are useful.

Lemma 3 F (k,m, x) is monotonically decreasing with respect to x if 0 ≤ x ≤ 1 and k < m.

Lemma 4 G(n, n′,m, x) is monotonically decreasing with respect to x if 0 ≤ x ≤ 1 and
n ≤ n′ < m.

Lemmata 3 and 4 state some monotonicity properties of the binomial distribution, of which
the proofs are pure mathematical and are essentially unsophisticated. Therefore, we omit
their proofs to avoid further distraction from our main focus.

We are now ready to present the proof of Lemma 1.

Proof (Sketch of Proof of Lemma 1) Recall that we have established

Pr [E1(s,R)] =

|H|∑
i=L

(|H|
i

)
p(s,R)i(1− p(s,R))|H|−i,

= 1− F (L− 1, |H|, p(s,R)) ,



22 Hao Wang et al.

where p(s,R) = 2Φ
(
wR
2s

)
− 1 (i.e., Equation 3). Since p(s,R) is monotonically decreasing

with respect to s, it is clear that, according to Lemma 3, Pr[E1(s,R)] is monotonically
decreasing with respect to s, which proves Inequality 4.

To prove Inequality 5, note that

Pr [E2(s,R)|E1(s,R)]

=

m∑
i=L

Pr[Col(o, R) = i]

Pr [E1(s,R)]
Pr [E2(s,R)|Col(o, R) = i]

=
m∑
i=L

gi(L, |H|, p(s,R)) Pr [E2(s,R)|Col(o, R) = i] .

Consider gi(L, |H|, p(s,R)) as a distribution over the number of collisions i = L,L+1, · · · ,m.
The monotonicity of

G(L,L′, |H|, p(s,R)) =

L′∑
i=L

gi(L, |H|, p(s,R)),

as stated in Lemma 4, implies that gi(L, |H|, p(s,R)) is more skewed towards small i’s as
s increases. In addition, it can be proved that the probability Pr [E2(s,R)|Col(o, R) = i],
viewed as a function of i and s, is monotonically decreasing with respect to s and monoton-
ically increasing with respect to i. Combining the above results, we obtain

Pr [E2(s1, R)|E1(s1, R)]

=

m∑
i=L

gi(L, |H|, p(s1, R)) Pr [E2(s1, R)|Col(o, R) = i]

>

m∑
i=L

gi(L, |H|, p(s2, R)) Pr [E2(s1, R)|Col(o, R) = i]

>
m∑
i=L

gi(L, |H|, p(s2, R)) Pr [E2(s2, R)|Col(o, R) = i]

= Pr [E2(s2, R)|E1(s2, R)] .

Finally, Inequality 6 is a direct corollary of Inequalities 4 and 5 since E0(s,R) =
E1(s,R) ∩E2(s,R) by definition.




