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ABSTRACT

Indoor 3D Scene Understanding Using Depth Sensors
Jean Lahoud
One of the main goals in computer vision is to achieve a human-like understanding of images. Nevertheless, image understanding has been mainly studied in the 2D
image frame, so more information is needed to relate them to the 3D world. With
the emergence of 3D sensors (e.g. the Microsoft Kinect), which provide depth along
with color information, the task of propagating 2D knowledge into 3D becomes more
attainable and enables interaction between a machine (e.g. robot) and its environment. This dissertation focuses on three aspects of indoor 3D scene understanding:
(1) 2D-driven 3D object detection for single frame scenes with inherent 2D information, (2) 3D object instance segmentation for 3D reconstructed scenes, and (3) using
room and floor orientation for automatic labeling of indoor scenes that could be used
for self-supervised object segmentation. These methods allow capturing of physical
extents of 3D objects, such as their sizes and actual locations within a scene.
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Chapter 1
Introduction

One of the main goals in computer vision is to achieve a human-like understanding of
images. This understanding has been recently represented in various forms, including
image classification, object detection, semantic segmentation, among many others.
Two important aspects of scene understanding are object detection and instance
segmentation, which aim at identifying objects in scenes by locating them and giving
them semantic labels. Advances in 2D object detection and instance segmentation
are motivated by impressive performance in numerous challenges and backed up by
challenging and large-scale datasets [1, 2, 3]. The progress in 2D object detection
and instance segmentation manifested in the development and ubiquity of fast and
accurate detection techniques. Since 2D object detection results are constrained to the
image frame, more information is needed to relate them to the 3D world. Multiple
techniques have attempted to extend 2D detections into 3D using a single image
[4, 5, 6], but these techniques need prior knowledge of the scene and do not generalize
well. With the emergence of 3D sensors (e.g. the Microsoft Kinect), which provide
depth along with color information, the task of propagating 2D knowledge into 3D
becomes more attainable.
The importance of 3D object detection and 3D instance segmentation lies in providing better localization that extends the knowledge from the image frame to the
real world. This enables interaction between a machine (e.g. robot) and its environment. Due to the importance of 3D detection, many techniques replace the 2D
bounding box with a 3D one, benefitting from large-scale RGB-D datasets, especially
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SUN RGB-D [7], which provides 3D bounding box annotations for hundreds of object
classes. As for 3D instance segmentation, after the emergence of labeled datasets and
benchmarks (e.g. ScanNet [8]), numerous works have surfaced to tackle this task.
In this thesis, we focus on identifying and locating objects in indoor scenes when
using data from depth sensors. Such data can be represented in different forms. In
one of the forms, scenes are viewed from a single camera viewpoint, at which a color
(RGB) image and a depth (D) image are acquired. Detection of objects in such
scenes is presented in chapter 2. Another form of indoor scenes can be obtained by
accumulating RGB-D data from different views into a single reconstructed scene. 3D
instance segmentation of objects in this form of scenes is presented in chapter 3. In
chapters 2 and 3, our learning technique is limited by the availability of hand-labeled
datasets. Therefore, chapter 4 suggests a self-supervised technique to replace handlabeling of large-scale 2D datasets. This targets advancement in 2D techniques as
well as 3D techniques that are 2D-driven, such as the one presented in chapter 2.

1.1

Objectives and Contributions

The contributions of this thesis falls in the following streams:
• 2D-Driven 3D Object Detection in RGB-D Images: A technique that places 3D
bounding boxes around objects in an RGB-D scene.
Our approach makes best use of the 2D information to quickly reduce the search
space in 3D, benefiting from state-of-the-art 2D object detection techniques. We then
use the 3D information to orient, place, and score bounding boxes around objects.
We independently estimate the orientation for every object, using previous techniques
that utilize normal information. Object locations and sizes in 3D are learned using
a multilayer perceptron (MLP). In the final step, we refine our detections based on
object class relations within a scene. When compared to state-of-the-art detection
methods that operate almost entirely in the sparse 3D domain, extensive experiments
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on the well-known SUN RGB-D dataset [7] show that our proposed method is much
faster (4.1s per image) in detecting 3D objects in RGB-D images and performs better
(increase of 3 in mAP) than the state-of-the-art method that is 4.7 times slower and
comparably to the method that is two orders of magnitude slower. This work hints at
the idea that 2D-driven object detection in 3D should be further explored, especially
in cases where the 3D input is sparse.
• 3D Instance Segmentation via Multi-task Metric Learning: A novel method for
instance label segmentation of dense 3D voxel grids.
We target volumetric scene representations, which have been acquired with depth
sensors or multi-view stereo methods and which have been processed with semantic
3D reconstruction or scene completion methods. The main task is to learn shape
information about individual object instances in order to accurately separate them,
including connected and incompletely scanned objects. We solve the 3D instancelabeling problem with a multi-task learning strategy. The first goal is to learn an
abstract feature embedding, which groups voxels with the same instance label close
to each other while separating clusters with different instance labels from each other.
The second goal is to learn instance information by densely estimating directional
information of the instance’s center of mass for each voxel. This is particularly useful
to find instance boundaries in the clustering post-processing step, as well as, for
scoring the segmentation quality for the first goal. Both synthetic and real-world
experiments demonstrate the viability and merits of our approach. In fact, it achieves
state-of-the-art performance on the ScanNet 3D instance segmentation benchmark,
and has ranked first in the ScanNet indoor scene understanding challenge for 3D
instance segmentation at CVPR 2019.
• RGB-based Semantic Segmentation Using Self-Supervised Depth Pretraining:
An easily scalable and self-supervised technique that can be used to pretrain any
semantic segmentation method.

17
Although well-known large-scale datasets, such as ImageNet, have driven image
understanding forward, most of these datasets require extensive manual annotation
and are thus not easily scalable. This limits the advancement of image understanding
techniques. The impact of these large-scale datasets can be observed in almost every
vision task and technique in the form of pre-training for initialization. In this work, we
propose an easily scalable and self-supervised technique that can be used to pre-train
any semantic RGB segmentation method. In particular, our pre-training approach
makes use of automatically generated labels that can be obtained using depth sensors.
These labels, denoted by HN-labels, represent different height and normal patches,
which allow mining of local semantic information that is useful in the task of semantic
RGB segmentation. We show how our proposed self-supervised pre-training with
HN-labels can be used to replace ImageNet pre-training, while using 25x less images
and without requiring any manual labeling. We pre-train a semantic segmentation
network with our HN-labels, which resembles our final task more than pre-training
on a less related task, e.g. classification with ImageNet. We evaluate on two datasets
(NYUv2 and CamVid) and we show how the similarity in tasks is advantageous
not only in speeding up the pre-training process, but also in achieving better final
semantic segmentation accuracy than ImageNet pre-training.
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Chapter 2
2D-Driven 3D Object Detection in RGB-D Images

2.1

Introduction

In this chapter, we target 3D object detection in 3D scenes that are represented by
an RGB-D image pair. Such scenes are acquired using depth sensors at a single viewpoint. A point cloud can be obtained from the input data; therefore, 3D processing
is possible. One drawback of state-of-the-art detection methods that operate in 3D
is their runtime. Despite hardware acceleration (GPU), they tend to be much slower
than 2D object detection methods for several reasons. (i) One of these reasons is
the relative size of the 3D scene compared to its 2D image counterpart. Adding an
extra spatial dimension greatly increases the search space in 3D, and thus slows the
search process down. (ii) Another reason is the incomplete sparse data available in
3D point clouds generated by a single RGB-D image, which suffers from weak adjacency/contiguity characteristics found in 2D images. (iii) The ideal encoding and
exploitation of depth information in RGB-D images is still an open challenge. Techniques in the literature have either tried augmenting the color channels with depth,
or encoding it into a sparse voxelized 3D scene. Using the depth information as an
additional channel aids the detection process, while still benefiting from fast 2D operations, but end results are limited to 2D detections in the form of 2D bounding
boxes or 2D object segmentations. Information that can be encoded in 3D include
densities, normals, gradients, signed distance functions, among others. Nonetheless,
all these 3D voxelization-based techniques suffer from the large amount of missing 3D
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information, whereby the observable points in a scene only constitute a small fraction
of 3D voxels.
We here propose a 3D object detection method that benefits from the advances in
2D object detection to quickly detect 3D bounding boxes. An output of our method is
shown in Figure 2.1. Instead of altering 2D techniques to accept 3D data, which might
be missing or not well-defined, we make use of 2D techniques to restrict the search
space for our 3D detections. We then exploit the 3D information to orient, place,
and score the bounding box around the desired object. We use previous methods to
orient every object independently, and then use the obtained rotation along with point
densities in each direction to regress the object extremities. Our final 3D bounding
box score is refined using semantic context information.
In addition to the speedup gained from honing into the part of the 3D scene that
might contain a particular object, 3D search space reduction also benefits the overall
performance of the detector. This reduction makes the 3D search space much more
amenable to a 3D method than searching the entire scene from scratch, which slows
down search and generates many undesirable false positives. These false positives
could confuse a 3D classifier, which is weaker than the 2D classifier because it is
trained on sparse (mostly empty) 3D image data.

2.2

Related Work

There is a rich literature on computer vision techniques that detect objects by placing
rectangular boxes around them. We here mention some of the most representative
methods that address this problem, namely DPM (deformable parts model) [9] and
Selective Search [10] before the ubiquity of deep learning based methods, as well as,
representative deep networks for this task including R-CNN [11], Fast R-CNN [12],
Faster R-CNN [13], ResNet [14], YOLO [15], and R-FCN [16]. All of these techniques
target object detection in the 2D image plane only, and have progressed to become
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Figure 2.1: Output of our 2D-driven 3D detection method. Given an RGB image (left)
and its corresponding depth image, we place 3D bounding boxes around objects of a
known class (right). We make best use of 2D object detection methods to hone in at
possible object locations and place 3D bounding boxes.
very fast and efficient for this task.
With the emergence of 3D sensors, there have been numerous works that use 3D
information to better localize objects. Here, we mention several of these methods
[17, 18, 19, 20], which study object detection in the presence of depth information.
Other techniques semantically segment images based on RGB and depth, such as [21,
22, 23, 24, 25]. All of these 3D-aware techniques use the additional depth information
to better understand the images in 2D, but do not aim to place correct 3D bounding
boxes around detected objects.
The method of [26] uses renderings of 3D CAD models from multiple viewpoints
to classify all 3D bounding boxes obtained from sliding a window over the whole
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space. Using CAD models restricts the classes and variety of objects that can be
detected, as it is much more difficult to find 3D models of different types and object
classes than photograph them. Also, the sliding window strategy is computationally
demanding, rendering this technique quite slow. Similar detectors use object segmentation along with pose estimation to represent objects that have corresponding 3D
models in a compiled library [27]. Nevertheless, we believe that correct 3D bounding
box placement benefits such a task, and model fitting can be performed depending on
the availability of these models. When compared to [27], our method does not require
3D CAD models, is less sensitive to 2D detection errors, and improves detection using
context information.
Other methods propose 3D boxes and score them according to hand-crafted features. The method proposed in [28] places 3D bounding boxes around objects in the
context of autonomous driving. The problem is formulated as inference in an MRF,
which generates proposals in 3D and scores them according to hand-crafted features.
This method uses stereo imagery as input and targets only the few classes specific to
street scenes. For indoor scenes, the method presented in [18] uses 2D segmentation
to propose candidate boxes and then classifies them by forming a conditional random
field (CRF) that integrates information from different sources. The recent method
of [29] proposes a cloud of oriented gradients descriptor, and uses it, along with normals and densities, to classify 3D bounding boxes. This method also uses contextual
features to better propose boxes in 3D by exploiting a cascaded classification framework from [30]. This method achieves state-of-the-art performance on SUN-RGBD;
nevertheless, computing the features for all 3D cuboid hypotheses is very slow (10-20
minutes per class).
Recent works have also applied ConvNets for 3D object detection. One 3D ConvNet approach is presented in [31], which takes a 3D volumetric scene from the RGB-D
image and outputs 3D bounding boxes. The two main modules in this approach are
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the Region Proposal Network (RPN) and the Object Recognition Network (ORN).
The use of object proposals is inspired from 2D object detection techniques. Nevertheless, the two networks do not share layers and computations are done separately.
Moreover, the 3D encoding of depth into a truncated signed function, and 3D convolutions are much slower when compared to their 2D counterparts. This ConvNet
approach takes about 20s to run on a single RGBD frame. Another recent ConvNet
approach [32] presents a transformation network that takes as input the 3D volumetric
representation of the scene and aligns it with a known template. 3D object detection
is then based on local object features, and on holistic scene features. Although this
algorithm is fast at test time (0.5s), training is computationally expensive (one week
with 8 GPUs), and it does not generalize to all scene configurations (tested on ∼7%
of SUN RGB-D testing set) .
Contributions. We propose a fast technique that places bounding boxes around
objects using RGB-D data only. Our method does not use CAD models, but places 3D
bounding boxes, which makes it easily generalizable to other object classes. By honing
in on where particular object instances could be in 3D (using 2D detections), our 3D
detector does not need to exhaustively search the whole 3D scene and encounters less
false positives that might confuse it. When compared against two state-of-the-art 3D
detectors that operate directly in 3D, our method achieves a speedup that does not
come at the expense of detection accuracy.

2.3

Methodology

Given an RGB image and its corresponding depth image, we aim to place 3D bounding
boxes around objects of a known class. Our 3D object detection pipeline is composed
of four modules (refer to Figure 2.2 for an overview). In the first module, we use
a state-of-the-art 2D object detection method, specifically Faster R-CNN [13], to
position 2D bounding boxes around possible objects. Each 2D bounding box extends
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Figure 2.2: Proposed pipeline. Starting with an RGB image and its corresponding
depth image, 2D detection window is used to crop the 3D scene into a frustum.
Normals are then used to estimate the object orientation within the frustum. At the
final step, an MLP regressor is used to regress the object boundaries based on the
histograms of points along x,y, and z directions.
in 3D to what we call a frustum. In the second module and unlike previous methods
[31] that assume all objects in the scene share the same orientation, we estimate scene
and individual object orientations, where every object has its own orientation. In the
third module, we train a Multi-Layer Perceptron to regress 3D object boundaries in
each direction, using point densities along oriented directions. In the final module,
we refine the detection scores using contextual information that is based on object
class co-occurrence and class-to-class distance.

2.3.1

Slit Detection

The first step in our 3D detection pipeline is to get an initial estimate of the location of
objects in 2D. Here, we choose to use the Faster R-CNN model [13] with VGG-16 net
to train a detector on the set of object classes found in the 3D dataset (SUN-RGBD).
In 2D, the detected object is represented by a 2D window. In 3D, this translates into
a 3D extension, which we call a frustum. An object’s frustum corresponds to the 3D
points whose projections onto the image plane are contained within the 2D detection
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window. As such, the potential object would be present in the region bounded by the
planes passing through the camera center and the line segments of the bounding box
in the 2D image. A frustum resembles a cone with a rectangular base. In essence,
this region provides a much smaller 3D search space than the whole region captured
by the RGB-D sensor. In addition to that, each frustum is designated with only the
object class that the 2D detector returns.
2D object detection benefits from the continuity of information in the image,
and 2D convolutions include RGB information for all the locations targeted. This
makes the 2D information more reliable for object detection and classification, when
compared to the missing 3D data in the voxelization of the 3D scene. Moreover, a
forward pass through the Faster R-CNN runs at least at 5 fps on a GPU, which is
two orders of magnitude faster than Deep Sliding Shapes (DSS) [31] that uses 3D
convolutions.
Within every frustum, 3D points are spread between the point with the smallest
depth and the one with the largest. These points retain all the depth information
needed to properly detect the object. When compared to the exhaustive sliding
window approach, this is similar to fixating at a specific 2D region instead of searching
the whole area looking for all object classes.

2.3.2

Estimating 3D Object Orientation

Thus far, we have determined the regions that most likely contain an object class.
Our next step is to estimate the orientation of the object within this region. Since
3D bounding boxes are of Manhattan structure, object orientations must then be
aligned with the best Manhattan frame. This frame would estimate the orientation
of the object, since most 3D objects found in indoor scenes can be approximated as
Manhattan objects, whose normals are aligned with three main orthogonal directions.
To compute this Manhattan frame, we use the Manhattan Frame Estimation
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(MFE) technique proposed in [33] to independently estimate the orientation of the
object within every frustum. In summary, the rotation R can be found by solving
the following optimization problem

min
R,X

1
kX − RNk2F + λkXk1,1
2

(2.1)

where N is the matrix containing the normals at every 3D point, λ is a constant
parameter, and X is a slack variable introduced to make RN sparse.
Here, we assume that there is only one main object within each frustum. We
initially compute the normals for all the 3D points in the image and use MFE to
orient the whole scene with respect to the camera. For every frustum, we initialize
with the room orientation and use the normals of the points within to estimate the
object orientation. In this work, we modify MFE to restrict the rotation to be around
the axis along the normal of the floor (yaw angle only). This restriction is a viable
assumption for most of the objects in indoor scenes and aligns with how SUN RGB-D
dataset was annotated. For objects of non-Manhattan structure (e.g.round objects),
many orientations are considered correct. The output of the MFE technique would
still be a feasible orientation for object detection.

2.3.3

Bounding Box Regression

In this step, we need to fit the 3D bounding box that best describes the object being
detected. Given the 3D points within the frustum along with the estimated orientation of the object, we place an orthonormal system centered at the centroid of the 3D
points and oriented with the estimated orientation. We then construct histograms
for the coordinates of the 3D points along every direction. These histograms are then
used as input to a multilayer perceptron (MLP) network that learns to regress the
boundaries of the bounding box of the object from training data. For every object
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class, a network with one hidden layer is trained to take as input the coordinate
histograms and output the bounding box boundaries of the object along every direction. Histograms describe the density of points along every direction, and high
densities correspond to surface locations. We choose a constant bin size to preserve
real distances, and choose a constant histogram length to account for all object sizes.
The training is done on every direction separately namely, length, width, and
height. During testing, the height is known from the ground orientation, and the
length and width are specified from the broader distribution of the points along every
direction within the frustum. To form the training set, we use the 2D groundtruth
windows along with the groundtruth 3D boxes. Since many of the indoor objects are
placed on the floor, we use height information from the training set to clip the height
of objects close to the floor to start from the floor.
Once the 3D bounding box is obtained, we assign to it a score which is a linear
combination of two scores: (1) the initial 2D detection score, and (2) 3D point density
score. The 3D point density score is computed by training a linear SVM classifier on
the 3D point cloud density of the 3D cuboids for all classes. This simple 3D feature is
similar to and inspired by the one used in [29]. Clearly, other 3D features can also be
incorporated, but at the expense of added computational cost. We train our classifier
using all possible rotations of objects, along with slight variations in object locations.

2.3.4

Refinement Based on Context Information

Given a set of 3D bounding boxes {Bi : i ∈ {1, 2, ..., nb }} where nb is the number of
boxes, we aim to refine their scores based on contextual information. We associate
to every box Bi a label li where li ∈ {0, 1, ..., nl }. Here nl is the number of object
class labels considered, and the zero label corresponds to the background. We assume
that the bounding box labels L = {l1 , l2 , ..., lnb } are a set of discrete random variables
that has a Gibbs distribution associated with a factor graph G. The factor graph
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Figure 2.3: We model the bounding box labels as a set of discrete random variables
that can take discrete values. The factor graph is composed of a set of variable nodes
(bounding box labels), and a set of factor nodes between every two boxes in a given
scene.
is composed of a set of variable nodes (bounding box labels), and a set of factor
nodes P , which we choose to be any combination of 2 bounding boxes. The graph
is constructed by assigning all objects in a given scene to one particular node. Our
graph model is shown in Figure 2.3. In this case, we have

PU,B (l) ∝ exp 

nb
X


Ui (li ) +

i=1

X

B(li , lj )

(i,j)∈P

Here U an B are the unary and binary log potential functions. Our goal is to find
the labelling that maximizes the aposteriori (MAP),

L = arg max PU,B (l)
l
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The above problem can be transformed into a linear program (LP) by introducing
the local marginal variables pu and pb [34],

(pu , pb ) = arg max

nb
X
i=1

Epu [Ui (li )] +

X

Epb [B(li , lj )]

(i,j)∈P

Probability associated with unary term. To model the unary potential pu ,
which represents the probability of giving box Bi a label li , we train an error-correcting
output codes multi-class model using one-versus-one SVM classifiers with cubic polynomial kernels. We append two types of features, geometric features and deep learning
features. The geometric features consist of the length, width, height, aspect ratios,
and volume. To extract the deep learning features, we run Fast RCNN [12] on the
reprojection of the 3D box into the image plane, and use the features from the fully
connected layer (FC7). During testing, we transform classification scores to class
posterior probabilities and use them as unary probabilities.

Probability associated with binary term. For every pair of 3D boxes, we compute the probability of assigning one box a label li given that the other is labelled lj .
We make use of two relations that occur within a 3D scene, class co-occurrence and
class spatial distribution. For the co-occurrence probability po , we use the number of
co-occurences of every combination of two classes in the training set. Given a label li ,
po is the ratio between the number of occurrence of lj and all other occurrences. As
for the spatial relation, we use kernel density estimation (KDE) to assign the probability pd based on the Hausdorff distance between a pair of bounding boxes. Finally,
we define the final binary term probability as: pb = pαo p1−α
.
d
To trade-off between the unary and binary terms, we use the softmax operator. To
infer the final set of labels, we use the LP-MAP technique of [35]. We then compare
the final set of labels to the initial ones and increase the score of the ones that retain
their initial labels.
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2.4

Experiments

Figure 2.4: Precision-Recall curve for the proposed 3D object bounding boxes for
the classes considered in [29]. We here test the importance of each of our modules;
namely, label refinement based on context information, object orientation, and MLP
regression.
We evaluate our technique on the SUN RGB-D dataset [7] and compare with
two state-of-the-art methods: Deep Sliding Shapes (DSS) [31] and Cloud of Oriented
Gradients (COG) [29]. We adopt the 10 categories chosen by COG to train and
test on. We also use the dataset modification presented in [31], which provides the
floor orientation. We adopt the same evaluation metric as these two methods, i.e.we
assume that all bounding boxes are aligned with the gravity direction.
Evaluation Metric. We base our evaluation on the conventional 3D volume Intersection over Union (IoU) measure. We consider a detection to be correct, if the
volume IoU of the resulting bounding box with the groundtruth box is larger than
0.25. We follow the same evaluation strategy adopted by both DSS and COG. We
plot the precision-recall graphs for the 10 classes, and calculate the area under the
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curve, represented by the Average Precision (AP). Similar to previous methods, we
compare to the amodal groundtruth bounding box, which extends beyond the visible
range.
Experimental Setup. In our 2D object detector, we follow dataset augmentation
convention and add flipped images to the training set. We initialize all convolution
layers in the Faster R-CNN networks with a model pre-trained on ImageNet [1]. We
also adopt the 4-step alternating training described in [13]. In all our experiments,
we consider the 1st percentile of all the 3D point coordinates along the direction that
is normal to the floor as the camera height.
After our initial 2D detection, we remove all boxes that overlap by more than 30%
with higher scoring boxes, and remove all boxes with very low scores (less than 0.05).
To orient the main Manhattan frame, we subsample the normals 10 times, which
enables real-time processing for this stage of the pipeline. Once the room orientation
is estimated, we compute orientations and regressions of every frustum in parallel.

Implementation Details. Given the point density along one of the estimated
directions as shown in Figure 2.5, we use a multilayer perceptron (MLP) network
that learns to regress the boundaries of the bounding box (shown in red). This is
equivalent to finding the length, width, and height along a fixed orientation. In
our experiments, we use a network with 5 hidden layers of sigmoid neurons and an
output layer with linear neurons. During training, we use the point densities along
every dimension from the training set. The point densities are obtained by computing
the histogram of the point coordinates along every direction. We use histogram bins
with a constant size (0.1m) and fix the total number of bins to preserve the same input
size. We also translate the groundtruth boxes along the given direction and append
the translations to the training set. The translations extend from −0.5m to 0.5m
with a step size of 0.1m. As for the training algorithm, we use Levenberg-Marquardt
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backpropagation.

Figure 2.5: Given the point density along one of the estimated directions (x in this
example), we use a multilayer perceptron (MLP) network that learns to regress the
extents of the bounding box of the object (shown in red)
For the refinement which is based on context information, the implementation
details are as follows:
• SVM classifier is learned on 10 classes plus background class.
• 3D bounding box features consist of deep features and geometric features. Using
PCA, we reduce the feature dimension to 30.
• Binary term probability: pb = pαo p1−α
with α = 0.1
d
• Once the new labels are obtained from the LP-MAP assignment, the scores of
the boxes that retain their original label are increased by 0.2 × posterior of that
box having that particular label. In case the label was different, the score is
decreased by 0.2.

Computation Speed. We implement our algorithm in MATLAB, with a 12-core
3.3 GHz CPU and a Titan X GPU. Faster R-CNN training and testing is done using
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COG [29]
DSS [31]
Ours no regression
Ours no orientation
Ours no refinement
Ours final

58.26
44.2
29.79
25.18
40.41
43.45

63.67
78.8
45.22
56.20
59.31
64.48

31.80
11.9
6.90
23.35
30.10
31.40

62.17
61.2
10.16
31.03
46.01
48.27

45.19
20.5
7.29
9.20
27.26
27.93

15.47
6.4
2.21
9.55
24.65
25.92

27.36
15.4
10.43
25.86
40.57
41.92

51.02
53.5
22.96
33.95
47.66
50.39

51.29
50.3
18.03
23.00
34.38
37.02

70.07
78.9
59.62
65.11
77.49
80.40

Table 2.1: Average precision for the 10 classes considered in our experiments.
Caffe. The initial object detection takes 0.2 seconds only. When run in parallel,
object orientation estimation takes about 1 second for all objects. MLP regression
takes about 1.5 seconds for all objects along x, y, and z directions. The context-based
object refinement runs in 1.45 seconds, including the time to set up the factor graph
and infer the final labels. In summary, our detection method requires a total of 4.15
seconds for every RGB-D image pair.

2.4.1

Quantitative Comparison

First, we study the importance of every stage in our proposed pipeline. We plot the
precision-recall curve for different variants of our method (see Figure 2.4). (1) The
first variant is denoted ’no refinement’, where we do not perform the last refinement
step that incorporates the scene context information. In this case, we use the labels
that are output by the 2D object detector along with their corresponding scores. (2)
We also try to fit boxes to frustums, when all the boxes in all frustums are given
the same orientation (room orientation). (3) The last variant of our algorithm does
not regress object boundaries using the MLP regressor. We replace the regressed box
by one that extends up to a percentile of the maximum and minimum coordinate in
every direction. Clearly, this cannot handle amodal boxes.
Fixed vs Independent Orientation. We study the importance of correctly orienting 3D bounding boxes. When compared to one fixed orientation, computing the
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COG [29]
DSS [31]
Ours no regression
Ours no orientation
Ours no refinement
Ours final

Runtime
10-30min
19.55s
1.3s
1.8s
2.7s
4.15s

mAP
47.63
42.1
21.26
30.24
42.79
45.12

Table 2.2: Mean average precision for the 10 classes considered in our experiments.
correct orientation for each bounding box increases the final score (Table 2.1) because of the higher overlap between objects of the same orientation and because the
orientation is crucial to fit the correct object boundaries in the MLP regressor.
The Importance of Regression. The importance of regression lies in both localizing the object center and estimating bounding box dimensions. Due to the noisy
nature of the 3D data along with the presence of background points, the centroid of
the 3D points within the frustum is different than the center of the object. Without
regression, the detection score drops significantly (Table 2.1). This is caused by the
incorrect object sizes that directly relate to the detection score. Moreover, since the
groundtruth boxes are amodal, meaning that they extend beyond the visible part,
regression is needed to extend boxes beyond the visible points.
The Importance of Contextual Information. In the final form of our technique,
we incorporate context information to refine the final detection. This refinement
increases the mAP score by more than 2% (Table 2.1). When compared to the ”no
refinement” variant in Figure 2.4, we notice that the refinement enhances the precision
at the same recall. On the other hand, it achieves the same maximum recall, since it
does not alter the number of 3D boxes nor their locations.
In the second part, we compare against two state-of-the-art methods, DSS and
COG (Table 2.1). We report the runtime and AP results in 2.2 directly from [31] and
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[29]. We present two versions of our technique: the final version (that includes all the
modules in our pipeline) and the no-refinement version (that does not employ context
information but is about 35 % faster). The no-refinement version is 7× faster than
DSS and is slightly better in terms of accuracy. The final version is 4.7× faster and
3% mAP more accurate than DSS (45.1% mAP vs 42.1% mAP). It is also about two
orders of magnitude faster than COG, while still achieving a comparable detection
performance.
Unlike DSS, which exploits the color information at late stages of detection, our
technique utilizes this information at the beginning of the detection process. We
believe that the color information is a crucial part in the 3D object detection, due
to the high noise in the 3D information. Our approach mitigates the extensive 3D
search with many erroneous boxes arising from the absence of color information.
Furthermore, as shown in our experiments, greatly reducing the search space using
color information does not come at the expense of detection accuracy.
When compared to COG, our method only uses object-to-object relations and not
object-to-scene relations. We do not exhaustively search for 3D bounding boxes, but
still manage to achieve a comparable accuracy, while being two orders of magnitude
faster. The COG method spends most of the time computing features for all possible
3D bounding boxes locations, sizes, and orientations. Our method hones in on likely
object locations, and uses only one orientation. The COG method does not perform
much better than our result because of the many object proposals that might confuse
the classifier, especially with the sparse 3D data.

2.4.2

Qualitative Comparison

Now, we show some of our qualitative results. In Figure 2.6, we overlay the detection
results (in red ) of our method on the 3D point clouds of eight RGB-D images from
SUN-RGBD and compare them to the 3D groundtruth bounding boxes shown in
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Figure 2.6: Detections obtained from our method having a score larger than a constant
threshold (red). Groundtruth boxes are shown in (green).
green. Our method is able to correctly place the bounding box in terms of orientation
and extent. We also show false detections from our proposed technique in Figure 2.7.
This includes objects that are not detected in 2D, or objects that are misplaced using
the output of the MLP. Misplacement occurs due to background points or incorrect
regression. Also, false positives include objects from unseen object classes that look
similar to a class seen in training (e.g.counter vs. desk and drawer vs. dresser).

2.5

Chapter Conclusion

We propose a fast algorithm for 3D object detection in indoor scenes. We use 2D
detections to hone in on the potential 3D locations of particular object classes in 3D
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Figure 2.7: False detections from our proposed technique, including objects that are
not detected in 2D, objects that are misplaced using the output of the MLP, and false
positives from unseen object classes, but look similar to a class in the training set
(counter vs desk, drawer vs dresser).
(called slit generation and carving), which enables the use of a simple 3D classifier
and search mechanism. When compared to two recent state-of-the-art methods, our
method is 3 times faster and achieves better (+3% mAP) detection performance than
one of the methods, and two orders of magnitude faster than the other while still
performing comparably on the challenging and large-scale SUN-RGBD dataset.
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Chapter 3
3D Instance Segmentation via Multi-task Metric Learning

3.1

Introduction

In this chapter, we aim at segmenting instances of objects in 3D reconstructed scenes.
In such scenes, we cannot directly benefit from techniques that can be applied to 2D
images, similar to what was presented in chapter 2.
Instance segmentation has been well explored in 2D, and advances in 2D instance
segmentation were mainly fueled by the large number of datasets and challenges
available in the 2D realm. When compared to the plethora of powerful methods
for instance segmentation of 2D images, the 3D counterpart problem has been less
explored in the literature. In addition to the lack of datasets, the majority of 2D
methods are not applicable to the 3D setting or their extension is by no means
straightforward.
Given the 3D geometry of a scene, we want to label all the geometry that belongs
to the same object with a unique label. Unlike previous methods that entangle
instance labeling with semantic labeling, we propose a technique that mainly focuses
on instance labeling through grouping/clustering of information pertaining to a single
object. Our method still benefits from semantic information as a local cue, but adds
to it information related to 3D dimensions and 3D connectivity, whose usefulness is
unique to the 3D setting.
In particular, we propose a learning algorithm that processes a 3D voxel grid and
learns two main characteristics: (1) a feature descriptor unique to every instance, and
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Input Scene

Our Instance Labels

Ground truth Instance Labels

Our Instance Labels

Figure 3.1: Sample results of our method. Our proposed method takes as input
a 3D point cloud, and outputs instance labels unique to each object within the scene.
The labels are generated by learning a metric that groups parts of the same object
instance and estimates the direction towards the instance’s center of mass.
(2) a direction that would point towards the instance center. Our method aims to
provide a grouping force that is independent of the size of the scene and the number
of instances within.
Our contributions are two fold. (i) We propose a multi-task neural network architecture for 3D instance segmentation of voxel-based scene representations. In addition
to a metric learning task, we task our network to predict directional information to
the object’s center. We demonstrate that the multi-task learning improves the results
for both tasks. Our approach is robust and scalable, therefore suitable for processing large amounts of 3D data. (ii) Our experiments demonstrate state-of-the-art
performance for 3D instance segmentation. At the time of submission, our method
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ranks first in terms of average AP50 score on the ScanNet 3D instance segmentation
benchmark [8].

3.2

Related Work

This section gives a brief overview of related 2D and 3D approaches. It is worthwhile
to note that a large amount of related work exists for 2D deep learning-based semantic
segmentation and instance label segmentation. Recent surveys can be found in [36,
37].
2D Instance Segmentation via Object Proposals or Detection. Girshick [38]
proposed a network architecture that creates region proposals as candidate object
segments. In a series of followup work, this idea has been extended to be faster [39]
and to additionally output pixel-accurate masks for instance segmentation [40]. The
authors of YOLO [41] and its follow-up work [42] apply a grid-based approach, in
which each grid cell generates an object proposal. DeepMask [43] learns to jointly
estimate an object proposal and an object score. Lin et al.[44] propose a multiresolution approach for object detection, which they call feature pyramid networks.
In [45], the region proposals are refined with a network that predicts the distance to
the boundary which is then transformed into a binary object mask. Khoreva et al.[46]
jointly perform instance and semantic segmentation. A similar path follows [47],
which combines fully convolutional networks for semantic segmentation with instance
mask proposals. Dai et al.[48] use fully convolutional networks (FCNs) and split the
problem into bounding box estimation, mask estimation, and object categorization
and propose a multi-task cascaded network architecture. In a follow-up work [49],
they combine FCNs with windowed instance-sensitive score maps.
While all these approaches have been very successful in the 2D domain, many
of them require large amounts of resources and their extension to the 3D domain is
non-trivial and challenging.
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2D Instance Segmentation via Metric Learning.

Liang et al.[50] propose a

method without object proposals as they directly estimate bounding box coordinates
and confidences in combination with clustering as a post-processing step. Fathi et
al.[51] compute likelihoods of pixels to belong to the same object by grouping similar
pixels together within an embedding space. Bai and Urtasun [52] learn an energy
map of the image in which object instances can be easily predicted. Novotny et
al.[53] learn a position sensitive metric (semi-convolution embedding) to better distinguish between identical copies of the same object. Kong and Fowlkes [54] train a
network that assigns all pixels to a spherical embedding, in which points of the same
object instance are within a close vicinity and non-instance related points are placed
apart from each other. The instances are then extracted via a variant of mean-shift
clustering[55] that is implemented as a recurrent network. The approach by DeBrabandere et al.[56] follows the same idea, but the authors do not impose constraints
on the shape of the embedding space. Likewise, they compute the final segmentation
via mean-shift clustering in the feature space.
None of these approaches has been applied to a 3D setting. Our approach builds
upon the work of DeBrabandere et al.[56]. We extend this method with a multi-task
approach for 3D instance segmentation on dense voxel grids.
3D Instance Segmentation. Wang et al.[57] propose SGPN, an instance segmentation for 3D point clouds. In the first step, they extract features with PointNet [58]
and subsequently build a similarity matrix, in which each element classifies whether
two points belong to the same object instance. The approach is not very scalable and
limited to small point cloud sizes, since the size of the similarity matrix is squared
the number of points in the point cloud. Moreover, there is a number of recent
concurrent or unpublished works that address 3D instance segmentation. The GSPN
method [59] proposes a generative shape proposal network, which relies on object proposals to identify instances in 3D point clouds. The 3D-SIS approach [60] combines
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Figure 3.2: Overview of our network architecture. We cast 3D instance segmentation as a multi-task learning problem. The input to our method is a voxel grid
and the output are two latent spaces: 1) a feature vector embedding that groups
voxels with similar instance label close in the latent space; 2) a 3D latent space that
encodes directional predictions for each voxel. The inputs and outputs of our network
are visualized and explained in Fig. 3.3. The parameters in the figure correspond to
(number of filters, kernel size, stride, dilation).
2D and 3D features aggregated from multiple RGB-D input views. MASC [61] relies
on the superior performance of the SparseConvNet [62] architecture and combines it
with an instance affinity score that is estimated across multiple scales. PanopticFusion [63] predicts pixel-wise labels for RGB frames and carries them over into a 3D
grid, where a fully connected CRF is used for final inference.
Apart from these recent concurrent works, there has generally been sparse research
on 3D instance segmentation.

3.3

Method Overview

In this work, we aim at segmenting 3D instances within a given 3D scene. To fully
locate a 3D instance, one would require both a semantic label and an instance label.
Rather than solving the complex task of scene completion, semantic labeling and
instance segmentation at once, we model our 3D instance segmentation process as a
post-processing step for semantic segmentation labeling. We focus on the grouping
and splitting of semantic labels, relying on inter-instance and intra-instance relations.
We benefit from the real distances in 3D scenes, where sizes and distances between
objects are key to the final instance segmentation.
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We split our task into a label segmentation then instance segmentation problem,
as we believe that features learned in each step possess task-specific information.
Semantic segmentation on one hand can rely on local information to predict the
class label. Learning to semantically label a volumetric representation inherently
encodes features from neighboring volumes but does not require knowledge of the
whole environment. On the other hand, instance segmentation requires a holistic
understanding of the scene in order to join or separate semantically labeled volumes.
Problem Setting.

Our method’s input is a voxelized 3D space with each voxel

encoding either a semantic label or a local feature vector learned through semantic
labeling. In this work, we use the semantic labeling network in [62]. We fix the voxel
size to preserve 3D distances among all voxels within a scene. In problem settings
where point clouds or meshes are available, one could generate a 3D voxelization by
grouping information from points within every voxel. Our method then processes
the voxelized 3D space and outputs instance label masks, each corresponding to a
single object in the scene, along with its semantic label. The output mask can also be
reprojected back into a point cloud by assigning the voxel label to all points within
it.

3.3.1

Network Architecture

In order to process the 3D input, we utilize a 3D convolution network, which is based
on the SSCNet architecture [64]. We apply some changes to the original SSCNet
network to better suit our task. As shown in Figure 3.2, the network input and
output are equally sized. Since the pooling layer scales down the scene size, we use
a transpose of convolution (also referred to as deconvolution [65]) to upsample back
into the original size. We also use larger dilations for diluted 3D convolution layers to
increase the receptive field. We make the receptive field large enough to access all the
voxels of usual indoor rooms. With a voxel size of 10cm, our receptive field is as large
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as 14.2m. With larger scenes, our 3D convolution network would still be applicable
to the whole scene, while preserving the filter and voxel sizes, and thus preserving the
real distances. Objects lying at distances larger than the receptive field are separated
by default.

3.3.2

Multi-task Loss Function

In order to group voxels of the same instance, we aim to learn two types of feature
embedding. The first type maps every voxel into a feature space, where voxels of the
same instance are closer to each other than voxels belonging to different instances.
This is similar to the work of DeBrabandere et al.[56], but applied in a 3D setting.
The second type of feature embedding assigns a 3D vector to every voxel, where
the vector would point towards the physical center of the object it belongs to. This
enables the learning of shape containment and removes ambiguities among similar
shapes.
In order to learn both feature embeddings, we introduce a multi-task loss function
that is minimized during training. The first part of the loss encourages discrimination
in the feature space among multiple instances, while the second part penalizes angular
deviations of vectors from the desired direction.
Feature Embedding Loss. We follow the work of DeBrabandere et al.[56], which
learns a feature embedding that can be subsequently clustered. Thus, we define the
feature embedding loss as a weighted sum of three terms: (1) an intra-cluster variance
term Lvar that pulls features that should belong to the same instance towards the
mean feature, (2) an inter-cluster distance term Ldist that encourages clusters with
different instance labels to be pushed apart, and (3) a regularization term Lreg that
pulls all features towards the origin in order to bound the activations.

LFE = γvar Lvar + γdist Ldist + γreg Lreg

(3.1)
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Our
Network

World Space

Feature Embedding Space Direction Embedding Space

Figure 3.3: Embedding space visualization. Voxels with similar instance labels in
the world space (left) are mapped: (1) to similar locations in the feature embedding
space such that the instances form clusters (middle) and (2) to directional vectors
pointing to the object center (right). The red arrows depict inter-class push forces
among cluster centers, while the grey arrows indicate intra-class pull forces of between
points and cluster centers. The other colors differentiate voxels or features of different
object instances.
The individual loss functions are weighted by γvar = γdist = 1, γreg = 0.001 and are
defined similar to [56] as follows:

Lvar

C
Nc
1 X 1 X
[kµc − xi k − δvar ]2+
=
C c=1 Nc i=1

(3.2)

Ldist

C
C
X
X

2
1
=
2δdist − kµcA − µcB k +
C(C − 1) c =1 c =1

(3.3)

A

Lreg

C
1 X
=
kµ k
C c=1 c

B

cB 6=cA

(3.4)

Here C is the number of ground truth clusters, Nc denotes the number of elements
in cluster c, µc is the cluster center, i.e.the mean of the elements in cluster c, and xi
is a feature vector. Further, the norm k · k denotes the `2 -norm and [x]+ = max(0, x)
the hinge. The parameter δvar describes the maximum allowed distance between a
feature vector xi and the cluster center µc in order to belong to cluster c. Likewise,
2δdist is the minimum distance that different cluster centers should have in order
to avoid overlap. A visualization of the forces and the embedding spaces can be
found in Figure 3.3. Feature embeddings of different clusters exert forces on each
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other, i.e.each feature embedding is affected by the number and location of other
cluster centers. This connection might be disadvantageous in some cases, especially
when a large number of instances exist in a single scene. Therefore, we propose next
an additional loss that provides local information essential for instance separation
without being affected by other instances.
Directional Loss.

We here aim to generate a vector feature that would locally

describe the intra-cluster relationship without being affected by other clusters. We
choose the vector to be the one pointing towards the ground truth center of the object.
To learn this vector feature, we attend to the following directional loss:

Ldir = −

C
Nc
1 X 1 X
v> vGT
C c=1 Nc i=1 i i

with viGT =

zi − zc
kzi − zc k

(3.5)

Here, vi denotes the normalized directional vector feature, viGT is the desired
direction which points towards the object center, zi is the voxel center location, and
zc is the object center location.
Joint Loss. We jointly minimize both the feature embedding loss and the directional
loss during training. Our final joint loss reads as:

Ljoint = αFE LFE + αdir Ldir

(3.6)

We use αFE = 0.5 and αdir = 1.
Post-processing.

We apply mean-shift clustering [55] on the feature embedding.

Similar to object detection algorithms, instance segmentation does not restrict the labeling to one coherent set, and thus allows overlap between multiple objects. We use
the mean-shift clustering output with multiple thresholds as proposals that are scored
according to their direction feature consistency. We also use connected components
for suggested splitting that would further be scored by the coherency of its feature
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embeddings. The coherency of the feature embedding is described by the number of
feature embeddings that lie within a given threshold from the feature cluster center.
The directional feature coherency score is simply Ldir , which is the average cosine
similarity between the normalized vector pointing from the voxel to the center of the
object and the predicted normalized direction feature. We then sort all object proposals and perform non-maximum suppression (NMS) to remove objects that overlap
by more than a threshold. The final score is obtained by appending both feature
embedding scores with a score that encourages objects of regular sizes over extremely
large or small objects. As for the semantic label, it is chosen to be the most occurring
label among all points within the clustered voxels.

3.3.3

Network Training

Training Data.

During training, we append flips of voxelized scenes as well as

multiple orientations around the vertical axis to our training data. We pretrain our
network using ground truth segmentation labels as input, with labels one-hot encoded
to maintain the same sized input as training using the semantic segmentation output.

3.4

Results and Evaluation

Setup.

Our network was implemented in Tensorflow and run with an Nvidia

GTX1080Ti GPU. For the network training, we use the ADAM optimizer and a
learning rate of 5e−4 and batch size of 2. The training converged after about 100
epochs and took about 2 days. The inference time for our network is about 1s for
scene sizes of 1.6M voxels.
Datasets.

For experimental evaluation, we trained and tested our method on the

following datasets that include real and synthetic data.
• Synthetic Toy Dataset: In order to validate our approach, we create a synthetic
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Figure 3.4: Overview of the synthetic toy dataset. Left: We consider 5 different
object classes represented by cubes with various edge lengths. Middle: Example
scene with object colors showing the class labels. Right: Corresponding ground
truth instance labeling (randomly chosen color per instance).
dataset with objects of different sizes and aspect ratios placed on a planar surface.
We introduce 5 object shapes, where each shape is analogous to an object class
in the real data. The shapes of the objects considered are shown in Figure 3.4.
We then randomly orient and position objects on the surface plane, and randomly
choose whether an object is in contact with another object. We generate 1000
scene, and split our dataset into 900 training scenes, and 100 testing scenes.
• ScanNet [8]: We conduct experiments on the ScanNet v2 dataset, which contains
1513 scans with 3D instance annotations. The training set contains 1201 scans,
and the remaining 312 scans are used for validation. An additional 100 unlabeled
scans form an evaluation test set.
Evaluation metrics. Following the evaluation procedure adopted in most instance
segmentation methods as well as the ScanNet evaluation benchmark, we use the
average precision metric (AP) score to evaluate our proposed algorithm. We use the
AP25 and AP50 metrics, which denote the AP score with a minimum intersectionover-union (IoU) threshold of 25% and 50%, respectively. The AP score averages
scores obtained with IoU thresholds ranging from 50% to 95% with a step of 5%.
Baselines.

To assess the performance of our method, we consider the following
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baseline methods:
• Input Segmentation: In this case, we assume that the segmentation label, which
is input to our method, to be the desired instance segmentation label. If every
scene contains a single instance of every semantic label, this baseline would be
ideal. In reality, these scenes barely occur, but such a metric would still serve as
an inception to whether splitting and/or grouping voxels is reasonable.
• Connected Components: Given the ground truth segmentation labels, a connected components algorithm tends to correctly label all instances that are not
touching. Since this happens seldom in a 3D setting, this is usually a high-scoring
and challenging baseline.
• We further compare against submissions to the ScanNet benchmark, specifically
MaskRCNN proj [40], SGPN [58], GSPN [59], 3D-SIS [60], Occipital-SCS,
MASC [61], PanopticFusion [63], and 3D-BoNet [66].

3.4.1

Evaluation on Synthetic 3D Data

We evaluate our method on the simple toy dataset, and report AP50 score for all
objects in Table 3.1. In this part, we allow only one coherent labeling. Note that the
directional loss alone is not discriminative enough for subsequent clustering and is thus
not considered in the ablation study. Generating object proposals from directional
information only is tedious, since it is noisy and the clustering problem is much more
difficult and less efficient. Therefore, we do not evaluate the directional prediction
alone, but instead, we resort to using object proposals from mean shift clustering and
using the directional information for scoring them.
The goal of the simple toy problem in Figure 3.5 is to study whether the network
can abstract and differentiate various object sizes although their shapes are rather
similar. Furthermore, it is interesting to see how our method performs when object
instances are spatially touching, especially when they belong to the same semantic
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Method
Connected comp.
Ours (FE only)
Ours (Multi-task)

Obj1
92.5
97.3
98.0

Obj2
85.1
92.7
93.5

Obj3
86.9
95.0
96.1

Obj4
93.5
96.4
96.6

Obj5
79.9
95.2
95.3

Table 3.1: AP50 results on synthetic toy dataset. On this dataset with 5
objects, our approach with multi-task learning as well as the baseline with only feature
embedding (FE) outperform the connected components baseline, even though it uses
the ground truth semantic labels. The difference between FE only and Multi-task is
small in a noise-free setting.
class. Although the input features are very similar (due to the same object class and
the spatial proximity), our network is able to successfully place the corresponding
feature vectors in different locations in the feature space.

3.4.2

Evaluation on Real 3D Data

Feature Space Study. Minimizing the feature loss in Eq. (3.1) works toward two
tasks: pulling points belonging to the same instance together and pushing clusters of
different instances apart. Since real data contains noise, outliers, and missing data,
the mapping of individual points in the feature space might be less discriminative
and clusters might be overlapping. In Figure 3.6, we visualize the 3D feature space
in order to study these effects and observe that feature points of the same instance
do indeed spread towards neighboring clusters. But for this example, the feature
clustering results are not influenced and still achieve high accuracy. Note that we
exclude ground and wall labels since their instance segmentation and splitting is less
meaningful and is also ignored in the benchmark.
Evaluation on ScanNet Output.

In Figure 3.7, we present qualitative results

on the ScanNet dataset [8]. The results of our method on the voxel grid are simply
projected onto the mesh which is then used for evaluation on the benchmark. As can
be seen in the rightmost column, our method sometimes splits objects like ‘desk’ or
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Input Scenes with Semantic Labels

Output Scenes with Instance Labels

Figure 3.5: Experiment on synthetic toy dataset. Two examples of random
scenes for which our network generated instance labels.

Input (RGB)

Feature Label GT

Feature Label Ours

GT Label

Clustering Label

Figure 3.6: Visualization of the feature embedding and labeling. This figure
shows (from left to right) the colored 3D scene input, its generated 3D feature embeddings, along with the ground truth (GT) labels and our instance labeling result after
mean-shift clustering (colors of the instances in the final results are chosen randomly
and do not correspond to GT label colors).
the labels of ‘furniture’ bleed into neighboring geometry. Due to our mostly geometric
approach, our method needs structural changes to recognize object boundaries and
to potentially relabel a new instance. Nonetheless, our proposed method was able to
group single object instances together in most cases.
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In Table 3.2, we provide an ablation study and include comparisons against simple
baselines. The first baseline uses the input segmentation labels (SparseConvNet [62])
as instance labels. Furthermore, we evaluate a simple connected component labeling
method on the segmentation labeling, because in the 3D setting in general, and
considering the given datasets, very few object instances are touching each other.
Hence, this connected component baseline is already a challenging one especially for
a rather noise free geometry and labeling. It is clear that this method tends to
substantially improve the instance labeling results. With increasing amounts of noise
connected component labeling rapidly performs worse. In rare cases, the results of
this method get worse, which is due to the fact that the scenes are not completely
scanned and a single object instance might be disconnected due to missing scene
parts.
Ablation Study: Single-task vs. Multi-task.

We compare our network with

single-task learning to that of multi-task learning. The six rightmost columns in
Table 3.2 show the results of single-task learning and multi-task learning. With very
few exceptions, the network trained with a multi-task loss consistently outperforms
the single-task one. This is in line with the results on the synthetic dataset and
supports our hypothesis that the directional loss adds more discriminative features,
which are helpful to group the features according to object instances in the feature
space. For objects that rarely have multiple instances within a scene, such as the
‘counter’ class, the segmentation as instance outperforms our method. Since this
occurrence is uncommon, its effect on the overall average evaluation is negligible.
Table 3.3 provides an overview of our benchmark results on the ScanNet test
dataset (with held out ground truth). One can see that our method outperforms the
others in AP50 score. Other methods include those that process all RGB-D images
that were used to reconstruct the scenes of ScanNet. Instance labels of single RGB-D
frames in these methods are propagated throughout the whole scene and concatenated
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Class
cabinet
bed
chair
sofa
table
door
window
bookshelf
picture
counter
desk
curtain
refrigerator
shower curtain
toilet
sink
bathtub
otherfurniture
average

Segment. [62] as Instance
AP
AP50
AP25
0.002
0.008
0.039
0.105
0.197
0.540
0.000
0.001
0.027
0.066
0.240
0.462
0.027
0.061
0.160
0.019
0.037
0.070
0.015
0.023
0.023
0.013
0.024
0.187
0.001
0.005
0.005
0.007
0.032
0.216
0.012
0.057
0.211
0.034
0.085
0.185
0.059
0.112
0.211
0.119
0.231
0.231
0.326
0.676
0.701
0.048
0.130
0.328
0.357
0.677
0.677
0.004
0.010
0.039
0.068
0.145
0.239

Connect. Comp. on [62]
AP
AP50
AP25
0.024
0.081
0.153
0.200
0.467
0.651
0.138
0.239
0.434
0.157
0.398
0.533
0.154
0.324
0.428
0.041
0.073
0.108
0.020
0.031
0.037
0.077
0.198
0.453
0.001
0.005
0.008
0.008
0.034
0.266
0.022
0.109
0.364
0.081
0.173
0.225
0.105
0.162
0.225
0.128
0.227
0.284
0.575
0.801
0.801
0.054
0.135
0.307
0.319
0.631
0.700
0.021
0.052
0.107
0.118
0.230
0.338

Ours (FE only)
AP
AP50
AP25
0.036
0.118
0.396
0.154
0.446
0.696
0.475
0.689
0.814
0.172
0.369
0.684
0.207
0.361
0.593
0.142
0.304
0.429
0.113
0.258
0.423
0.075
0.175
0.423
0.028
0.067
0.169
0.001
0.004
0.094
0.011
0.053
0.327
0.114
0.285
0.450
0.124
0.302
0.317
0.392
0.593
0.710
0.636
0.962
0.977
0.094
0.294
0.397
0.235
0.553
0.674
0.061
0.154
0.283
0.171
0.333
0.492

Ours
AP
0.042
0.197
0.567
0.226
0.242
0.152
0.152
0.080
0.044
0.001
0.031
0.174
0.185
0.402
0.625
0.120
0.311
0.097
0.203

(Multi-task)
AP50
AP25
0.145
0.346
0.540
0.806
0.792
0.877
0.488
0.803
0.427
0.674
0.324
0.458
0.327
0.472
0.219
0.453
0.109
0.198
0.008
0.097
0.142
0.499
0.399
0.542
0.421
0.441
0.643
0.749
0.965
0.980
0.364
0.445
0.708
0.794
0.215
0.335
0.402
0.554

1.00
1.00
1.00
0.67
1.00
0.53
1.00
0.67
0.50
0.67
0.37
0.21
0.33

0.81 0.59 0.33
0.72 0.51 0.51
0.67 0.59 0.30
0.71 0.60 0.26
0.74 0.16 0.26
0.56 0.38 0.38
0.43 0.25 0.19
0.72 0.23 0.19
0.41 0.31 0.35
0.57 0.08 0.04
0.34 0.29 0.11
0.39 0.17 0.07
0.00 0.00 0.05

0.65 0.00
0.61 0.09
0.48 0.10
0.55 0.00
0.59 0.14
0.63 0.00
0.58 0.01
0.48 0.01
0.59 0.05
0.39 0.03
0.33 0.03
0.28 0.03
0.00 0.00

0.82 0.18
0.60 0.18
0.62 0.31
0.61 0.18
0.48 0.22
0.51 0.26
0.26 0.03
0.22 0.07
0.07 0.13
0.04 0.10
0.28 0.09
0.07 0.00
0.02 0.00

0.42
0.35
0.34
0.25
0.42
0.36
0.32
0.20
0.28
0.10
0.11
0.09
0.05

0.36 0.18 0.45 1.00
0.38 0.17 0.44 0.85
0.26 0.13 0.43 0.80
0.43 0.44 0.41 0.86
0.41 0.13 0.32 0.71
0.43 0.33 0.45 0.57
0.24 0.08 0.42 0.86
0.17 0.11 0.12 0.44
0.29 0.03 0.22 0.21
0.03 0.03 0.10 0.38
0.11 0.01 0.08 0.32
0.04 0.02 0.03 0.00
0.02 0.24 0.07 0.00

0.44 0.69
0.39 0.62
0.40 0.50
0.49 0.59
0.41 0.54
0.37 0.64
0.12 0.70
0.2
0.62
0.33 0.40
0.13 0.60
0.11 0.31
0.11 0.35
0.01 0.11

0.57 1.00
0.54 0.89
0.51 0.91
0.27 0.94
0.59 0.87
0.39 0.98
0.27 0.88
0.36 0.92
0.28 0.82
0.18 0.85
0.30 0.59
0.17 0.44
0.02 0.11

window

toilet

table

sofa

sink

shower curtain

refrigerator

picture

otherfurniture

door

desk

curtain

counter

chair

cabinet

bookshelf

Avg AP
0.55
0.51
0.49
0.48
0.46
0.45
0.38
0.32
0.31
0.25
0.22
0.14
0.06

bed

Method
MTML (Ours)
Occipital-SCS
3D-BoNet
PanopticFusion[63]
ResNet-backbone[67]
MASC[61]
3D-SIS[60]
Unet-backbone[67]
R-PointNet[59]
3D-BEVIS
Seg-Cluster
SGPN[57]
MaskRCNN proj

bathtub

Table 3.2: Ablation study on the ScanNet dataset [8] validation set. We
show the instance labeling performance of the segmentation method in [62], connected
components labeling on the [62] segmentation, our method with feature embedding
(FE) only and our method with multi-task learning.

0.40
0.39
0.44
0.36
0.30
0.28
0.24
0.09
0.25
0.17
0.12
0.14
0.01

Table 3.3: State-of-the-art comparison on the ScanNet 3D instance segmentation dataset [8]. The table shows the AP50 score of individual semantic
categories and the average score (sorted by avg AP50 score in descending order). We
achieve the best average score.
based on the location estimation. On the other hand, our method directly operates in
the 3D setting, without the need to use the 2D information. This leads to much faster
processing on the 3D scenes, and requires substantially less information to extract
the 3D object instance segmentations.
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Input (RGB) Semantic GT

SPC [62]

CC

SGPN [57] Instance GT

Ours

Figure 3.7: Qualitative results of our method on the ScanNet validation
dataset [8]. This figure shows the original input scene as a textured mesh, the
semantic labeling results of SparseConvNet (SPC) [62] which we use as input and our
instance labeling results as well as the semantic groundtruth (GT). We further show
multiple 3D instance segmentation baselines: connected component (CC) labeling on
the SPC semantic labeling, SPGN [57], and the groundtruth instance labels next to
our labeling results.

3.5

Chapter Conclusion

We proposed a method for 3D instance segmentation of voxel-based scenes. Our approach is based on metric learning and the first part assigns all voxels belonging to
the same object instance feature vectors that are in close vicinity. Conversely, voxels
belonging to different object instances are assigned features that are further apart

54
from each other in the feature space. The second part estimates directional information of object centers, which is used to score the segmentation results generated by
the first part.
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Chapter 4
RGB-based Semantic Segmentation Using Self-Supervised
Depth Pretraining

4.1

Introduction

Tasks presented in chapters 2 and 3 are alleviated with large annotated datasets,
especially after the emergence of deep learning techniques. The importance of such
large-scale datasets e.g. ImageNet [68], can be easily observed in most deep learning
methods, as nearly all techniques initialize from models pre-trained on these datasets.
Since annotation is tedious and cannot be easily scaled, it currently represents
a bottleneck to the advancement of deep learning methods. In an attempt to address this limitation, several approaches have explored the potential to minimize the
amount of manual work required prior to training. One of the main trends today
is the use of synthetic datasets to create photo-realistic environments that are inherently labeled. Although synthetic images have become to some extent similar
to images taken in real environments, generating these realistic-looking scenes still
requires considerable manual effort in most cases. Another promising research direction is self-supervised learning, as well as reinforcement learning. Such learning does
not require annotated data, and hence loosens the tie between learning methods and
available datasets. Nevertheless, these techniques require correct modeling and might
become computationally demanding.
This chapter aims at generating labels that (i) can be automatically obtained
without manual annotation, and (ii) improve the task of semantic segmentation.
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Figure 4.1: Self-supervised learning with depth for pre-training. Typically, a
semantic segmentation model is initialized using another model pre-trained using hand
labelled images (e.g. ImageNet). We propose HN-labels that can be automatically generated
from corresponding depth maps. These labels can be used for pre-training while maintaining
the final semantic segmentation performance.

Specifically, we use the depth channel supplied by RGBD sensors to extract patches
that are labeled according to height and normal information only. We denote our
labels by HN-labels, which we use to pre-train a semantic segmentation network in a
self-supervised fashion. In this way, both our pre-training and training processes are
closely related as both aim at semantically segmenting a given scene. Our method
makes use of this depth information for pre-training only, as depth information need
not be present at inference time.
We show how our HN-labels can easily replace large-scale annotations required for
pre-training. An added advantage of our proposed technique is that it helps introduce
new segmentation models not based on popular architectures such as VGG-16 [69],
AlexNet [70], GoogleNet [71], and ResNet [72]. Our goal is to substantially reduce
the amount of manual work required prior to training. Therefore, we formulate the
pre-training as a self-supervised learning process. The only manual work needed is
the collection of aligned RGBD images, which is straightforward, not time consuming,
and does not require manual semantic labeling. Figure 4.1 shows the end target of
our method: to replace hand-labeled datasets used in initializing semantic segmentation networks with a dataset that can be easily collected and automatically labeled,
without significant impact to segmentation performance.
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Straightforward Data Available Transferable to
Method
Scalability
Modeling
at test
RGB only
Requirement
Labeled RGB
–
++
++
++
Labeled RGBD
–
+
Synthetic
o
++
++
o
Self-supervised
++
–
++
++
Model Based
o
o
Ours
+
++
++
++
Table 4.1: A comparison between various training requirements for semantic
segmentation. We show the advantages (+) of every method requirement as well as
the disadvantages (-). (o) implies unclear benefit to the corresponding specification.
Our proposed method is easily scalable, and operates directly on RGB images at test
time without the need for additional information. Model based methods require a
library of known shapes, such as 3D CAD models.
We formulate the initialization as an HN-labels segmentation task, which is closely
related to semantic segmentation. The HN-labels represent different classes that are
automatically formed based on grouping normal angles and height relative to the floor
plane. Learning to segment the HN-labels classes enables mining of local semantic
information. We show how initializing from a closely related task is much more
efficient than initializing from less related tasks. Predicting heights and normals from
a single RGB image is a by-product of our method and is not the main goal. Similar to
depth estimation, height can take continuous values in 3D which makes the estimation
task harder. Nevertheless, indoor scenes usually have structured environments in
which common objects generally have similar heights. Unlike depth, it is important
to note that height are independent of the camera viewpoint.
Table 4.1 shows a comparison between the various training requirements of semantic segmentation techniques. Our approach aims at providing labels that can be
easily scaled, do not require additional complex modeling, and can be easily used to
label any given RGB image.
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4.2

Related Work

Since this work aims at providing better semantic segmentation based on transferring
knowledge from a closely related and easily scalable self-supervised task, we provide a
review on three related topics: (i) semantic segmentation, (ii) multi-task and transfer
learning, and (iii) self-supervised and scalable learning.
Semantic Segmentation: The recent success of deep learning techniques in image
classification and object detection have motivated researchers to explore the task of
semantic segmentation with deep learning. This could only be achieved with pixellevel labeling provided by large-scale datasets, such as PASCAL VOC [73], MS COCO
[74], Cityscapes [75], CamVid [76], and KITTI [77]. Most recent methods benefit
from existing classification CNNs (Convolution Neural Networks) by adapting them
into ones that can output pixel labeling instead of classification scores. An early
method is the Fully Convolution Network (FCN) network [78], which replaced the fully
connected layers of popular classification networks with what was later referred to as
‘deconvolutions’ to produce pixel labeling. A similar approach was proposed with the
SegNet architecture [79], which also utilized convolution layers from a classification
network (encoder), but introduced a different upsampling mapping (decoder). The
upsampling was done through multi-stage learnable ‘deconvolutions’ with upsampling
indexed similar to max-pooling indices of the encoder part. These techniques, along
with numerous others such as [80, 81, 82, 83], require large-scale datasets in training
and can only be improved with more groundtruth labeling.
Indoor scenes benefit from the use of off-the-shelf RGBD sensors that measure
coupled depth and color information. Multiple datasets were collected using such
sensors and were labeled for pixel-level semantic segmentation, including NYU-D v2
[84] and SUNRGBD [7]. Encoding the depth cue as an input to neural networks is
not straightforward, and multiple approaches have been proposed. Gupta et al. [21]
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proposed to encode depth as additional channels in the form of horizontal disparity,
height above ground, and the angle between the local surface normal and the gravity
direction (HHA). This leads to better segmentation compared to using the color
channel alone. However, this method, similar to all RGBD-based techniques, requires
the presence of depth information at inference time.
Transfer Learning and Multi-task Learning: In practice, most CNN approaches
do not train their models from scratch. Instead, learned feature extractors are transferred [85] from models trained on large-scale datasets, such as ImageNet [68]. Other
forms of transfer learning can be done by pre-training on synthetic datasets [86, 87].
Transfer learning can be viewed as a special case of multi-task learning, where tasks
are sequentially learned instead of being jointly learned. Numerous works train a
network to perform multiple tasks simultaneously. The approach proposed by [88]
jointly predicts depth, surface normals, and semantic labels with a multi-scale network. Although these task are closely related, labels for all tasks need to be available
for training. The work presented in [89] introduces a principled way to share activations from multiple networks. The sharing unit, known as cross-stitch, can be trained
end-to-end to choose between sharing the layers or separating them at task-specific
activations. Other work [90] proposes a systematic way to combine multiple loss
functions of multiple tasks by considering the uncertainty of each task.
Self-Supervised Learning: The technique presented in [91] proposes a self-supervised
method to generate a large labeled dataset without the need for manual labeling. Labels of known objects were generated by manipulating the camera around a controlled
environment, in which object locations are known. The generated dataset was then
used to train a robot to better perform in picking tasks. A main drawback of this
technique is that the dataset was generated in a controlled environment with known
camera locations and also required human involvement in arranging objects. Other
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self-supervised techniques aim at regressing depth from videos [92, 93, 94]. Hence,
these techniques are good at estimating depth especially in outdoor scenes in the
context of autonomous driving. These applications mainly focus on objects located
on the road. This greatly differs from how object are arranged in indoor scenes. Since
we model our pre-training as a self-supervised process, the amount of RGBD data
that is available for pre-training is large and can be easily scaled up. One can easily
append training data with personal data collected with RGBD sensors in any environment of interest. Self-supervision for representation learning was also explored in
[95, 96], in which proxy tasks were proposed using the color images. Although our
proposed proxy segmentation task requires depth data, this additional data provides
information that cannot be learned from the image alone. Techniques, which only
require color, are a good alternative, but since they are not provided with inaccessible
information, their performance is shy of ImageNet pre-training for the same task.
Contributions. We propose a self-supervised technique for the task of height and
normal estimation from a single RGB image. The network trained on this task can be
used to initialize a semantic segmentation network. We show how this self-supervised
pre-training strategy can be easily scaled and is more efficient than initializing from
networks trained on different fully supervised tasks. Our experiments show that
semantic networks initialized using our proposed self-supervised method outperform
ones initialized from networks trained on large-scale datasets annotated for a different
task.

4.3

Methodology

Our method aims at overcoming the limitations of semantic segmentation techniques
when training on a small dataset or when training from scratch. An overview of our
method is depicted in Figure 4.2. In the following sections, we detail our process in
choosing the labels, generating the dataset, and using these labels to pre-train a given
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Figure 4.2: General overview of our method. Given an RGB image along with its
corresponding depth image, we compute the normals on the generated point cloud.
We then estimate the room orientation, and extract the floor plane. Height and
normal angles relative to the floor are then used to generate our HN-labels.
network.

4.3.1

Alternative Category Representation

The motivation to this work is to look at the depth channel as a source for labeling
RGB images. RGBD sensors are used to easily collect aligned color and depth image
pairs. Our aim is to automatically generate labels that are not necessarily designed for
the target task (semantic segmentation), but could afford helpful information for it.
Successfully transforming depth into labels makes this method capable of generating
free labels as compared to the tedious, time consuming, RGB pixel labeling needed
for semantic segmentation. The first intuitive use of depth is to train a network to
directly regress the depth from a single RGB image. However, depth requires complex
knowledge of the environment and varies with camera location/viewpoint.
With the complexity of indoor scenes, regressing depth necessitates a high capacity
network and can be tedious to train. On the other hand, with additional effort, one
can transform depth into height above ground, which is view-independent. Taking
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the ground plane as reference, one can also transform normals relative to the camera
viewpoint, which depend on camera angle, to view-independent normal angles relative
to the ground plane.
Our method uses height and normal information as the main precursor for pretraining. We choose to bin the height into nh bins (or levels) and normals into nn
bins and train a model to output the correct normal and height level per pixel. Since
it learns to generate features specific to segmentation, this pre-training is closer to
our end goal of semantic segmentation than to pre-train with models trained on other
tasks, e.g. image classification. In fact, one can think of height bins as semantic
segmentation with object part specific labels: chair and table lower legs, lower part
of wall and door, table top, and sofa back, etc. This type of grouping consistently
clusters objects and their parts into specific bins. To highlight this point, Figure
4.3 shows the height distribution of 40 indoor objects on a subset of NYUv2 dataset
[84]. For every object, we show the percentage of its occurrence in every height
bin. As expected, objects like floor (label 2) and floor mat (label 20) only occur
within the lowest height bin, whereas ceiling (label 22) occurs within the highest
bins. Other objects almost always occur in the same bin, such as bathtub (label 36)
and counter (label 12). Furthermore, when considering other object classes, there
exists an overall trend in height, with object parts falling in specific height bins. In
light of these observations, training a network to distinguish between different height
levels will inherently train it to distinguish between some object classes and/or their
parts. This information is expected to be useful for the task of semantic segmentation.

4.3.2

Automated Label Collection

Floor Identification: Our method mainly relies on the floor plane as a reference
for the proposed labels. To identify a possible floor plane, we first use the camera
intrinsic parameters to map the depth image into a 3D point cloud. Next, we compute
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Figure 4.3: Object height distribution. This colormap shows the distribution of
height for various object classes in NYUv2 [84]. Colors represent the fraction of 3D
points of the same label that are located at a particular height bin.
the normals at each 3D point using the method of [97]. We then use the normals to
estimate the scene layout orientation using the method of [33]. Once the orientation
is obtained, the room is rotated to make the ground normal aligned with the upward
direction. Afterwards, we choose the ground location as the first percentile of points
along the upward direction. The first percentile is chosen instead of the minimum in
order to make the method more robust to sensor errors especially at far distances. Our
method takes into account that in most indoor images captured by RGBD sensors, a
part of the ground is visible. In order to account for cases where the ground is not
visible, we discard scenes in which the majority of the normals from points on the
hypothesized floor plane (first percentile) are not aligned with the upward direction.
HN-Label Generation: To transform depth into height, we calculate the distance
between each 3D point and the floor plane. As for the normals, we compute the
angle between every 3D point normal and the floor’s upward direction. We only use
one angle to keep labels consistent over multiple viewpoints. Normals and heights
are then binned, and we define our proposed alternative categories as all possible
combinations of the normal and height bins. Figure 4.4 shows our proposed labels for
the same scene from different viewpoints. Since we choose our labeling scheme to be
view-independent, objects maintain the same labels throughout the scene recording.
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Figure 4.4: HN-labels for different images in the same room. Our proposed
labels are view-independent and are consistent among different viewpoints.

4.3.3

Training with HN-Labels

Labels collected from height and normal information can be used to train the same
network architecture used for semantic segmentation. Specifically, we choose the SegNet architecture [79] for this purpose, with an encoder network identical to the 13
convolutional layers in the VGG16 network [69], as well as, the DeepLabv3 architecture [81] with ResNetv2 layers [98]. Note that our method can be easily implemented
with any other architecture and that the number of labels for semantic segmentation
need not be similar to that of pre-training with HN-labels. In what follows, we will
reference this trained network as the HN-network.
Once we train our HN-network with labels that are self-supervised, we need to
transfer the representation to another network that learns to segment RGB images.
In both the SegNet and DeepLabv3 architectures, the only difference between the
two networks is the number of classes, i.e. the number of outputs from the last
convolution layer. Transfer learning can be done in two ways. The first way is to
initialize all the layers of the semantic segmentation network with what was learned
in the first network, and then finetune all the layers based on the manually labeled
segmentation dataset. Another way of transfer learning is to keep some of the first
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Figure 4.5: Proposed fusion of HN-network and semantic segmentation network (Cross-Stitch). The HN-network is considered as a shared representation
whereas the semantic segmentation network is task specific). At every max-pooling
layer, the network gets to choose between the pre-trained layers and the task specific
layers.
layers unchanged, especially when the dataset used for pre-training is much larger
than the dataset used for finetuning. This is motivated by the idea that generic
information is usually shared at early layers.
Choosing to finetune only part of the network raises an important question: how
many layers should be fixed and how many should be finetuned? Instead of manually
selecting which layers to share and which layers to be task-specific, one can model
the problem as a multi-task learning problem, in which sharing can be learned between the networks. This is mainly inspired by the work in [89]. Our joint network
architecture, named cross-stitch [89], is shown in Figure 4.5. The shared representation part of the network is extracted from a network that was trained to output
HN-labels, whereas the task-specific part learns to semantically segment. The shared
representation part is kept fixed, reasoned by the large data that can be used to train
that part. Sharing of layers is allowed at the first 4 max-pooling layers. We denote
the output at every max-pooling by Lxs and Lxh , where x represents the index of the
max-pooling layer. Lxs refers to the output generated in the “semantic segmentation
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network”, whereas Lxh refers to output from the HN-network. At every max-pooling
layer, both representations are merged into

L = αxh Lxh + αxs Lxs

and L is used as an input to the subsequent layer of the semantic segmentation part
of the network.
The final target is to achieve a higher accuracy in semantic segmentation only,
especially when semantic labels are scarce. This differs from [89], which aims at
achieving a better joint accuracy in multiple tasks.
Implementation Details: Our method is implemented using the Caffe framework
[99] for the SegNet architecture and Tensorflow [100] for the DeepLabv3 architecture,
both running on Titan X and Titan Xp GPUs. We use the same image input and
output size for all of our networks. In the cases where depth sensors output a different
size image, we compute the height on the original size image, then crop and reshape
the color image with bilinear interpolation, while using nearest-neighbour interpolation for the labels. As for the training loss, we use the cross-entropy loss [78] in all
our networks.

4.4
4.4.1

Experiments
Datasets

We generate our alternative label dataset from the unlabeled set of NYUv2 [84]
dataset, which comprises more than 400K frames of indoor RGBD sequences.
To evaluate the effect of our pre-training on semantic segmentation, we use the
1449 segmented frames of NYUv2 that are split into train and test, with the class label
mapping coming from [22]. We also perform experiments on the Cambridge-driving
Labeled Video Database (CamVid) [101], which contains scenes from the perspective
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of a driving automobile.
We use the following three conventional evaluation metrics: (i) global accuracy,
(ii) class average accuracy, and (iii) mean intersection over union (IoU). Global
accuracy is computed as the ratio between the number of correctly labeled pixels and
the total number of pixels. The class average accuracy represents a scoring measure
that weighs all classes similarly. The mean IoU also presents a measure that equally
accounts for all classes and does not favor high accuracies in frequently occurring
object classes.

4.4.2

Training the HN-Network

To train our proposed HN-network using the generated alternative labels, we use 41K
frames from NYUv2 sampled uniformly from all scenes. We use a fixed nn = 2 for
normal bins, as indoor objects have surfaces that are mostly oriented either parallel
or perpendicular to the floor plane. Our final label set contains nn × nh labels, with
nh = 10, and we discard points that do not have depth information. Also, we use the
softmax cross-entropy loss during training that discards pixels with unknown depth
label. For all experiments, the input image size is 424 × 560, which enables us to
only fit a batch of 4 images when training our HN-network. After 200K iterations
in about 2 days, the training loss decreases to 4-5 times its initial value. We test
our HN-network on NYUv2 test set. An example of the predicted height is shown in
Figure 4.6 and compared to the groundtruth. Clearly, the network is able to learn
and predict the correct height bin, which is an essential prior to using the same
representation for semantic segmentation.

4.4.3

Training for Semantic Segmentation

We use the trained HN-network to initialize our second network for semantic segmentation on RGB images, as described in Section 4.3.3.
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Figure 4.6: Example of the output height labels obtained from the
HN-network. The labels are inpainted on the corresponding 3D point cloud.
Groundtruth height labels are also shown.
Pre-training Method
no pre-training
height only
height 5 bins + normals
height 10 bins + normals

Global acc Avg acc mIoU
38.74
50.66
51.98
52.92

13.73
24.27
25.28
26.16

8.78
16.35
17.38
18.24

Table 4.2: Ablation study. This table shows the semantic segmentation network
accuracy on NYUv2 when pre-trained from different versions of our proposed HNnetwork.

Ablation Studies:

A comparison between different versions of our semantic seg-

mentation method is presented in Table 4.2. We fix all the learning hyperparameters
and run our experiment with SegNet architecture for 40K iterations (equivalent to
about 50 epochs on the NYUv2 dataset). We compare our results against training
from scratch with weight filler from [102]. Note that all measures are computed on
40 classes of NYUv2, which only contains 795 training images. Our network pretrained with height labels achieved good performance, whereas adding the normal
information boosted up the accuracy.
We also study the effect of training size on the final semantic segmentation accuracy in Figure 4.7. In this case, we fix the number of iterations for the HN-network
and semantic segmentation training. Our proposed method achieves good accuracy
even with relatively small number of images with HN-labels. Higher accuracy is
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Figure 4.7: Effect of dataset size. Semantic segmentation network accuracy on
NYUv2 increases when pre-trained from a larger number of training images with
HN-labels.
achieved with more training images, thus, exploiting the diversity among images in
the larger set.
Semantic Segmentation Evaluation:

Here, we compare our results to training

from scratch, as well as, pre-training from the ImageNet and CIFAR100 [103] classification datasets. Semantic segmentation results on NYUv2 dataset are shown in
Table 4.3 for both the SegNet architecture [79] and the DeepLabv3 architecture [81].
All fine-tuning experiments were done for for 40K iterations (∼ 50 epochs). If we
compare the size of ImageNet to that of our alternative label dataset, ImageNet is
about 25 times larger and requires more time to train. Nevertheless, initializing from
our proposed dataset outperforms the ImageNet initialization for both architecture
types. This shows that ability of our method to generalize to other architectures and
backbones without requiring any expensive manual labelling. CIFAR100 initialization shows a degradation in accuracy over training from scratch (MSRA initialization
[102]). This degradation is not unusual in the deep learning field, where training with
atypical data would produce results closer to undesirable local minima.
Table 4.4 shows our experiments on the CamVid dataset using the SegNet architecture with VGG16 encoder, which contains images collected from outdoor settings.
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Pre-

DeepLab

SegNet

Arch training

Wall Floor Cabinet Bed Bookshelf Sofa Avg acc mIoU

Global
acc

Method
None
CIFAR100
ImageNet
HN-labels

77.57 74.91
66.33 66.96
81.54 86.1
83.26 90.63

42.36 13.25
19.84 0.03
58.86 37.76
58.81 58.40

6.58
0.01
35.05
38.79

22.42
0.05
38.25
37.05

None
ImageNet
HN-labels

18.70 66.72 60.78 22.30
28.85 74.69 87.98 64.40
32.00 77.64 87.45 60.15

20.70
56.22
55.67

15.24 24.77 6.73 31.41
59.10 57.84 34.27 61.70
60.51 56.04 33.49 62.98

13.73 8.78 38.74
10.70 6.23 31.90
25.40 17.34 50.58
26.16 18.24 52.92

Table 4.3: Evaluation of our proposed method. The accuracy on some of the
most occuring object labels in NUYv2 is shown, as well as the global and average
accuracies on all 40 classes. Our method is compared to three baselines. The first one
does not use additional labels to pre-train, whereas the second and third baselines
use manually annotated labels for pre-training.
Method / Epoch
No pre-training
CIFAR100 pre-train
ImageNet pre-train
HN pre-training

5

10

50

100

10.69
3.54
24.97
78.98

31.95
9.98
27.1
81.70

54.85
2.58
42.4
84.5

71.07
15.65
85.87
86.03

Table 4.4: Evaluation on the CamVid dataset using SegNet architecture.
The global accuracy is shown at different number of training epochs.
Initializing from the HN-labels dataset is still beneficial in such a setting, mainly due
to the similarity in the task. The main intuition is that training on HN labels has
learned to describe low-level feature information for the visual content in the image.
Nonetheless, there exist differences in the high-level information between indoor and
outdoor scenes, and this is noticeable in the relatively lower improvement for the
outdoor scenes. Also, our method achieves the final accuracy much faster than other
methods. This shows that although most objects in the outdoor setting were not previously seen by our pre-training network, it has still learned to discriminate between
different patches.
We also try to initialize the segmentation network from our HN-network while
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Fixed Layers

ImageNet

Ours

conv1
conv1-conv2
conv1-conv3
conv1-conv4

50.1 / 25.1 /16.9
51.5 / 25.3 / 17.5
51.5 / 25.3 / 17.4
50.8 / 25.4 / 17.5

54.1 / 27.9 / 19.7
54.0 / 27.8 / 19.6
52.9 / 26.9 / 18.7
54.4 / 28.1 / 19.4

Table 4.5: Effect of fixing layers relative to finetuning all layers.(Global acc/Avg acc/mIoU). Although ImageNet pre-training leads to better performance when
some layers are fixed, our proposed method would always outperform it in the same
setting.
Method
ImageNet pre-training
ImageNet cross-stitch
Ours - No stitching
Ours cross-stitch

Global acc

Avg acc

mIoU

50.58
50.94
52.92
54.25

25.40
25.33
26.16
27.83

17.34
17.35
18.24
19.46

Table 4.6: Evaluation of the cross-stitching result. The cross-stitch result is
compared against no stitching and ImageNet pre-training.
keeping some layers intact. We finetune all other layers and stop at 40K iterations.
The result on NYUv2 is shown in Table 4.5, which shows how global accuracy varies
with fixing more layers. As can be seen, fixing up to four layers improves the final
accuracy. This result can be reasoned because of the significant difference between
the dataset used for pre-training and the one used for finetuning. Nevertheless, this
observation cannot be used as a general conclusion as best accuracies can be achieved
by fixing different number of layers in different scenarios. This motivates our next
experiment, which learns what to share among layers between the two networks.
Cross-Stitching: We also conduct an experiment to fuse the HN-network with the
semantic segmentation network. Instead of manually selecting the layers to share, our
cross-stitch network learns to weigh the amount of sharing required between the two
streams. The results are shown in Table 4.6, where we compare the final cross-stitched
network to the non-stitched network and to the network pre-trained on ImageNet. We
observe in our experiments that the final semantic segmentation accuracy increases
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Figure 4.8: Qualitative evaluation of our proposed HN-network as well as the output of the semantic segmentation network. From left to right: Input RGB image,
groundtruth height, output height, semantic groundtruth label, and output semantic
label.
without the need to manually select the number of layers to share and that crossstitching is an essential component of its final performance. This represents a better
way of transfer learning than basic initialization.
Qualitative Results:

Figure 4.8 presents a set of RGB images with their corre-

sponding groundtruth height labels, predicted height labels from HN-network, along
with the semantic groundtruth labels and the predicted semantic labels after crossstitching. These images show that the current technique is capable of aptly generating
semantic labels for RGB images along with height as a by-product. Also, the relation
between the two tasks can be observed in areas like the ground, where a single height
label corresponds to a single semantic label.
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4.5

Chapter Conclusion

We present a novel method to pre-train any semantic segmentation network without
the need for expensive manual labeling. Our pre-training learns from object heights,
which are automatically extracted from depth sensors. Extensive experiments show
that our proposed pre-training can replace ImageNet pre-training, while using much
less data and without requiring any manual labels. We also propose to fuse the pretraining with the semantic segmentation network to better differentiate between task
specific and shared representations, leading to higher overall accuracy.
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