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ABSTRACT

Predicting Gene Knockout Phenotypes

Maxat Kulmanov

The amount of available protein sequences is rapidly increasing, mainly as a conse-

quence of the development and application of high throughput sequencing technologies

in the life sciences. It is a key question in the life sciences to identify the functions of

proteins, and furthermore to identify the phenotypes that may be associated with a

loss (or gain) of function in these proteins. Protein functions are generally determined

experimentally, and it is clear that experimental determination of protein functions

will not scale to the current – and rapidly increasing – amount of available protein

sequences (over 300 million). Furthermore, identifying phenotypes resulting from loss

of function is even more challenging as the phenotype is modified by whole organism

interactions and environmental variables. It is clear that accurate computational pre-

diction of protein functions and loss of function phenotypes would be of significant

value both to academic research and to the biotechnology industry.

We developed and expanded novel methods for representation learning, predicting

protein functions and their loss of function phenotypes. We use deep neural network

algorithm and combine them with symbolic inference into neural-symbolic algorithms.

Our work significantly improves previously developed methods for predicting pro-

tein functions through methodological advances in machine learning, incorporation

of broader data types that may be predictive of functions, and improved systems for

neural-symbolic integration.

The methods we developed are generic and can be applied to other domains in

which similar types of structured and unstructured information exist.
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In future, our methods can be applied to prediction of protein function for metage-

nomic samples in order to evaluate the potential for discovery of novel proteins of in-

dustrial value. Also our methods can be applied to the prediction of loss of function

phenotypes in human genetics and incorporate the results in a variant prioritization

tool that can be applied to diagnose patients with Mendelian disorders.
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Chapter 1

Introduction

The terms “gene”, “genotype” and “phenotype” were proposed by Wilhelm Jo-

hannsen in the beginning of 20th century [1, 2] while he was working on understanding

heredity in plants with pure-line breeding experiments. He used the term “gene” as

an expression for unit-factor, elements or allelomorphs in gametes and “genotype”

as a sum of all genes in a gamete. He define the term “phenotype” as organism’s

characteristics which are distinguishable by direct inspection or some measurement.

Later, he changed the definition to be the characteristics resulting from quite com-

plicated cooperation between genotype and environmental conditions [3]. Definitions

of the terms “gene” and “genotype” have been changing over the last century and

still they are not clearly defined [4, 5]. However, definition of the term “phenotype”

always had the meaning of individual’s characteristic which can be observed in some

way caused by organisms genotype and environmental factors.

Many human diseases have genetic basis and caused by abnormalities in the

genome. Some of them are common diseases such as breast cancer, down syndrome

and some of them are rare. Some disorders are still undiagnosed and despite years of

search, not yet associated with any genes [6]. Understanding disease phenotypes and

how they evolve from organism’s genotype to what we can actually observe is one of

the significant challenges in genetics. In biomedical domain, phenotypes refer to ab-

normal characteristics of a patient caused by disease. The relation between genotype

and phenotype can provide insights on how biological systems function and help in

understanding diseases. Identifying the abnormal phenotypes is very important for
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accurately diagnosing a disease [7].

With rapid development in genome sequencing technology a large number of ge-

netic and protein sequences became available. In order to make them useful for

understanding genetic diseases we need precise phenotypic descriptions of the genes.

Genetic sequences play a significant role in determining phenotypes, but sequences

alone do not hold the information needed for this task. The phenotypes arise from

complex biological processes which include genetic interactions, protein interactions,

physiological interactions and genotypes in combination with the environmental fac-

tors, lifestyle and drugs.

To understand relation between phenotypes and genotypes different organizations

have been established. For example, International Mouse Phenotyping Consortium

(IMPC) [8] aims to associate phenotypes and mouse genes using gene knockout ex-

periments. The idea is to modify a gene to make it nonfunctional and observe what

happens to mouse afterwards. Also, gene-phenotype associations for mouse are sys-

tematically extracted from literature and put into database by [9]. Human Pheno-

type Ontology (HPO) Team provide gene-phenotype associations for human genes

[10] with human disease phenotypes. The associations are collected from literature

and databases such as Online Mendelian Inheritance in Man (OMIM) [11], Orphanet

[12] and DECIPHER [13].

ClinVar [14] database provides gene-phenotype associations in a variant level. It

is a publicly available database of human genetic variation association reports with

clinically significant phenotypes. The reports are submitted by research laboratories,

clinical testing laboratories, OMIM [11], GeneReviews [15] and others. To represent

sequence properties ClinVar uses Sequence Ontology [16] and MedGen [17] identifiers

for phenotypes which can be mapped to HPO classes. This enables computational

comparative analysis for the sequences and phenotypes.

Over the past decades, different types of computational methods for predicting



19

genotype-phenotype associations have been developed. I classified the methods in

two ways: by the data sources based on which they perform prediction and the level

of phenotypes that they predict. In general, phenotype prediction methods can use

one or some combination of sources such as genetic sequence, protein-protein interac-

tions, genetic variants and mutations, protein functions, multi-sequence alignments,

environmental interactions and scientific literature, and predicted phenotypes vary

from some specific group of phenotypes to all phenotypes described in the ontolo-

gies. Variety of available methods show that there is an active development is going

on. However, the performance of the methods is not at the level where it can be

used in clinical applications. Chapter 2 discusses the current state of the phenotype

prediction methods.

Semantic similarity measures are widely used to analyze and compare ontology

class annotations. Due to the fact that GO class annotations have high variation in the

number of annotations per entity, I analyzed a large number of semantic similarity

measures and the sensitivity of similarity values to the number of annotations of

entities, difference in annotation size and to the depth or specificity of annotation

classes. I find that most similarity measures are sensitive to the number of annotations

of entities, difference in annotation size as well as to the depth of annotation classes;

well-studied and richly annotated entities will usually show higher similarity than

entities with only few annotations even in the absence of any biological relation.

Another way of analyzing ontology classes is using knowledge graph representation

learning methods. Recent developments in deep feature learning methods brought

number of methods that can learn feature vectors of knowledge graph entities. These

feature vectors encode for semantics of the knowledge graph and can be used to com-

pute similarities or as features in machine learning tasks. They have been shown to

be useful in variety of tasks such as protein–protein interaction predictions [18], gene–

disease association predictions [19] and etc. However, I found that it is not very easy
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to reuse or publish these features. In order to share features learned with our deep

learning models I developed a Vec2SPARQL, which is a general framework for inte-

grating structured data and their vector space representations. Vec2SPARQL allows

jointly querying vector functions such as computing similarities (cosine, correlations)

or classifications with machine learning models within a single query language for

knowledge graphs. I demonstrate applications of the approach for biomedical and

clinical use cases.

Most of the representation learning approaches represent ontologies as graphs and

do not use all types of axioms in the ontologies. To overcome this limitation, I devel-

oped EL-Embeddings which addresses the problem of finding vector space embeddings

for theories in the Description Logic EL++that are also models of the TBox. To find

such embeddings, I define an optimization problem that characterizes the model-

theoretic semantics of the operators in EL++within Rn, thereby solving the problem

of finding an interpretation function for an EL++theory given a particular domain

∆. My approach is mainly relevant to large EL++theories and knowledge bases such

as the ontologies and knowledge graphs used in the life sciences. I demonstrate that

my method can be used for improved prediction of protein–protein interactions when

compared to semantic similarity measures or knowledge graph embeddings.

Very few genes have experimentally validated functions. In order to fill this gap

and increase the number of genes for which we can predict phenotypes from func-

tions, I developed a function prediction method called DeepGO [20]. With DeepGO

method I can predict around 2000 functions for all proteins with available sequence

and interactions. The performance of the model matches the performance of state

of the art models. But, there are several limitations such as limited sequence length

and number of classes which I can predict and performance of the model needed to

be improved in order to be used in real world applications.

Despite the limitations of DeepGO, it gives a way to annotate genes and proteins
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without any functional descriptions. Using both experimental and predicted annota-

tions with DeepGO, I developed a novel ontology-based method to validate the mutual

consistency of function and phenotype annotations. I apply my method to mouse and

human annotations, and identify several inconsistencies that can be resolved to im-

prove overall annotation quality. I also apply my method to the rule-based prediction

of regulatory phenotypes from functions.

Although PPI network features are important for function and phenotype predic-

tion, not many of the proteins have this information. This factor limited DeepGO

in predicting functions for many of the novel proteins. Another important limita-

tion is that DeepGO can only predict functions for sequences with length less than

1002. Finally, DeepGO can predict only around 2000 GO classes out of more than

40,000 classes in GO. To overcome these three limitations I developed DeepGOPlus

[21]. DeepGOPlus predicts functions from sequence alone and combines deep convo-

lutional neural network (CNN) model with sequence similarity based predictions. My

CNN model scans the sequence for motifs which are predictive for protein functions

and combines this with functions of similar proteins (if available). In theory, it can

predict any function that has ever been used in experimental annotation and predicts

them for any sequence length. Even though removed PPI network features from the

model, I achieve better performance only with sequence model. Also, DeepGOPlus

predicts around 5,000 classes in a single model. This is significantly large in compar-

ison to DeepGO’s three models where the largest model could predict around 1,000

classes. However, to achieve this result I had to use flat classifier instead of hierar-

chical classification layers in DeepGO due to computational limitations. I use true

path rule propagation to for all positive annotations after prediction to fix hierarchi-

cal dependencies. I evaluate the performance of DeepGOPlus on the CAFA3 dataset

and significantly improve the performance of predictions of biological processes and

cellular components. Also, DeepGOPlus annotates proteins significantly faster than
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DeepGO.

Furthermore, I developed a novel method called DeepPheno for predicting genotype-

phenotype associations from genetic sequence and functions using a deep neural net-

work which can output predictions consistently with hierarchical structure of the

phenotype ontology and potentially predict all ontology classes. DeepPheno model

predicts around 4,000 classes out of around 18,000 classes in HPO because I filter out

all classes which have less than 10 annotated genes. Here, I use GO classes as my

main features and the model can use predicted GO classes by DeepGOPlus. Thus, I

can annotate any genes with available sequence in a two step process. First, I predict

functions for a given sequence and then I predict phenotypes with DeepPheno model.

The model uses an improved version of hierarchical classification layer in DeepGO

which is much faster and scalable. I evaluate our approach using evaluation metrics es-

tablished by the CAFA challenge and compare with top performing CAFA2 methods.

I outperform all CAFA2 methods on the benchmark dataset and achieve competetive

results on 5-fold cross-validation evaluation. Furthermore, I show that predictions

generated by DeepPheno are applicable to predicting gene–disease associations based

on comparing phenotypes, and around half of new predictions made by DeepPheno

interact with a gene that is already associated with the predicted phenotype.

Although I apply our tools to predict functions and clinical phenotypes for hu-

man, our methods are not limited by specific organisms. I train models for predicting

Gene Ontology (GO) [22] and PhenomeNET Ontology annotations which are used

for annotations of different species. Our tools are freely available online for anyone

who are interested in function and phenotype prediction. I submit our predictions

to Critical Assessment of protein Functional Annotations (CAFA) [23] challenge. By

participating in this challenge I compete with the best function and phenotype predic-

tion methods from all over the world and will be recognized by scientific community

and potential users. My aim is to be ranked among top three methods.
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The methodology and algorithms that I develop can also be used in different do-

mains and are not limited to only biomedical domain. First, I develop efficient neural

network algorithms for representation learning from raw sequential data. In my case

it will be genetic or protein sequence, but it can also be applied to sequential data

such as speech, signal and text processing and etc. Second, I develop a hierarchical

classifier which can perform classification consistently with the hierarchical depen-

dencies of the labels. In other words, if I predict a score for a child class, then the

parent of the class must have a higher score. This classifier can be applied in variety

of problems with labels with hierarchical dependencies.

1.1 The dissertation contributions

The dissertation contributions can be classified into three main categories. First,

my methodological contributions in the area of knowledge representation, learning,

integration and analysis which are:

• Large scale evaluation of semantic similarity measures and identification of some

problems/biases in their application

• Two convolutional neural network models to learn protein amino-acid sequence

representations in DeepGO and DeepGOPlus.

• Two multi-label multi-class hierarchical classification methods in DeepGO and

DeepPheno.

• EL-Embeddings method for learning embedding vector representations of on-

tology classes.

• Vec2SPARQL method which allows sharing and integration of embedding vec-

tors by enabling vector space operations within SPARQL queries.
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Second, I developed two methods for predicting protein functions from its amino acid

sequence and interaction networks. They are:

• DeepGO method which predicts GO classes from amino-acid sequence and

protein–protein interaction networks. It uses convolutional neural network to

learn from sequence and combines it with an embedding vector which represent

PPI network features. DeepGO was the first deep learning model for protein

function prediction. Also, in DeepGO, we developed a neural network based

hierarchical multi-class multi-label classifier which encodes ontology structure

into the network.

• DeepGOPlus method which extends “DeepGO” and overcomes its limitations

such as prediction accuracy, runtime performance and scalability.

Finally, I developed two methods for predicting gene-phenotype associations from GO

function annotations.

• Ontology based phenotype prediction method which generates association rules

between GO and HPO classes from HPO class definitions.

• DeepPheno method which is a fast and scalable hierarchical classification method.

DeepPheno uses deep neural network which takes GO functions as an input and

outputs HPO classes which are consistent with hierarchical structure of HPO.

1.2 Chapter overview

In chapter 2, I describe the background of machine learning with ontologies and

present a literature review for computational methods for predicting phenotypes. I

classify the methods based on what kind of information source they use and based on

type of classification method (hierarchical or flat). In chapter 3, I describe my problem

in terms of biological and computational challenges. In chapters 4, 5 and 6, I present
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my methods for knowledge representation and integration. In chapter 4, I provide an

extensive evaluation of semantic similarity methods which are widely used to represent

the meaning of ontological classes. In chapter 5, I describe my method for learning

distributed embedding vectors for ontology classes EL-Embeddings. In chapter 6,

we present Vec2SPARQL method which integrates vector embeddings, for example

generated by EL-Embeddings, into knowledge-graphs using SPARQL queries. In

chapters 7 and 8, I present my function prediction tools DeepGO and DeepGOPlus

respectively. Chapter 9 presents ontology based phenotype prediction method where

I use HPO class definition axioms to create association rules between GO and HPO

classes. In chapter 10, I present our final tool for predicting phenotypes from gene

functions using hierarchical deep neural network classifier. Chapter 11 concludes the

dissertation by providing a summary of all my work and discusses possible future

directions to improve my results.
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Chapter 2

Background

In general, phenotype is an observable characteristic of an organism caused by combi-

nation of its genotype and environment [2, 24]. Phenotypes are observed in different

levels of an organism such as molecular, cellular, tissue, physiological, morphologi-

cal and behavioral [25]. It is any biological attribute of an organism which can be

observed excluding its genotype. For instance, quantifiable phenotypes such as gene

expression levels, cell mass, body weight, height, heart rate; pigmentation pheno-

types such as hair, skin and eye colors; behavioral phenotypes such as aggressiveness,

overfriendliness or shyness; disease phenotypes and any morphological and cellular

abnormalities. There are thousands of different phenotypes which can be classified in

many different ways.

The main importance of studying phenotypes is their genetic contributions. In

other words, understanding relation between genotype and phenotype is a central

task of any phenotype research. However, different types of phenotypes are interest

of different biological domains. For example, in plant biology, researchers might be

interested in phenotypes which make plants resistant to certain environmental factors

such as salinity of water or fungus in order to grow new generations of plants with

specific phenotypes. In drug discovery, researchers are interested in phenotypes which

help in identifying drug targets to create new drugs or in identifying similar diseases

to repurpose existing drugs. In biomedical domain, researchers are interested in

abnormal phenotypes of patients and their genetic components to diagnose and treat

a disease. The relation between genotype and phenotype can provide insights on how
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biological systems function and help in understanding disease mechanisms.

Although, natural language descriptions of phenotypes are clear for human it is

very difficult to use them and capture their semantics in a computational model.

There are thousands of phenotypes for different species where we have some knowl-

edge about their genetic components. In order to process this information and learn

new knowledge we need sophisticated methods for representing phenotypes. Pheno-

typic concepts are related to each other in some way and are not independent. For

example, one phenotype can be general type of another phenotype such as pigmen-

tation and skin color. Meaning skin color phenotype is a pigmentation phenotype.

Capturing the semantics of the phenotypes is essential in performing computational

comparative analyses. Human genome is very similar to the genome of other organ-

isms and comparative analyses of phenotypes can help to automatically transfer the

knowledge learned from model organisms to human diseases and facilitate fast and

accurate disease diagnosis.

One way of representing complex concepts such as phenotypes in a computational

model is by using ontologies. The ontology is a formal explicit specification of a

shared conceptualization [26]. It is a set of description logic [27] axioms which define

classes and their relations. For instance, subclass axioms help to classify concepts

from general to more specific. Subclass axioms create directed relations between

classes and do not allow cycles. Therefore, ontologies have a directed acyclic graph

(DAG) structure. This lets applications of efficient graph based algorithms to work

with ontologies.

Ontologies enable reasoning, consistency and satisfiability checks based on the

description logic axioms. Using reasoning we can infer new knowledge about the

domain which is not explicitly asserted in the ontology. For phenotypes, it allows us

to see some of the more general classes or the related classes in different ontologies.

Additionally, ontologies encode for semantics of the classes and let us to measure
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semantic similarities between described individuals empowering comparative analysis

based on the actual meaning of phenotypic descriptions.

To describe phenotypic concepts and their semantic relationships several ontolo-

gies have been developed. Examples are Human Phenotype Ontology (HPO) [10] for

human, Mammalian Phenotype Ontology (MPO) [28] for mouse and Fly and Yeast

Phenotype Ontology (FYPO) [29] for fly and yeast. Even though these ontologies

are developed for specific organisms and employ different classification system, they

share significant number of phenotypic concepts. The reason why above ontologies

are developed separately is the complexity of the phenotypic concepts. It is very diffi-

cult to develop and maintain a general ontology for all species. However, integration

and knowledge transfer between ontologies would be beneficial for phenotype based

research. Notably, there is also the PhenomeNET [30] and UPheno Ontology [31]

which integrates multiple phenotype ontologies for different species into one.

The phenotype ontologies are being actively used by researchers for gene anno-

tations. The gene-phenotype annotation is the process of associating a gene with a

phenotype by using its identifier from the ontology. Usually, the annotations come

with evidence codes which specify how the association was extracted. Evidence codes

can be based on experiments, literature or electronically inferred. Gene-phenotype

annotations can provide valuable information for computational methods such as as-

sociating genes and diseases [32, 33], protein function prediction [34, 35], prioritizing

disease causing pathogenic variants [36] and drug related tasks such as repurposing

[37], drug-target associations and drug discovery [38].
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2.1 Materials

2.1.1 Data

2.1.2 Ontologies

Gene Ontology (GO) [22] is one of the most widely used ontology in biology. It

provides concepts/classes for describing gene functions and their relationships and

used for characterizing genes/proteins of many organisms. The aim in creating such

ontology was to transfer knowledge learned from one organism to the other. GO is

constructed from three main subontologies: biological process (BP), molecular func-

tion (MF) and cellular component (CC). BP ontology includes processes for which

genes and gene products contribute. MF ontology is designed for biochemical activ-

ities of a gene products. CC ontology provides terms for describing locations where

gene products are active.

Mouse phenotype annotations use Mammalian Phenotype Ontology (MPO) classes

which is developed as part of MGD project [39]. MPO provides a vocabulary for

different phenotypic concepts and classifies them by major biological systems. It

has directed acyclic graph structure and uses subclass relations between terms. For

instance, first level of the ontology has terms like adipose tissue phenotype, behav-

ior/neurological phenotype, cardiovascular system phenotype, cellular phenotype, and

etc. It has more than 13 thousand phenotype classes.

Human phenotype annotations use Human Phenotype Ontology (HPO) classes

which is developed by HPO-team [10]. The ontology provides a vocabulary for de-

scribing abnormal disease phenotypes and based on literature and disease databases

such as ORPHANET [12], OMIM [11] and DECIPHER [13]. It has five subontologies

for describing different type of information about a disease phenotype. First, pheno-

typic abnormality for describing any organ abnormalities. Second, mode of inheritance

for describing phenotypic patterns which are passed from generation to generations.
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Third, frequency for describing the frequency of the phenotype within a patient co-

hort. Fourth, clinical modifier for characterizing the phenotypic abnormalities with

respect to severity, laterality, age of onset, and other aspects. The last subontology

is called clinical course and used for describing natural disease history such as onset,

mortality/aging and etc. Overall, there are more than 18, 000 classes in HPO.

PhenomeNET Ontology [30] integrates different phenotype ontologies into one

and enables systematic analyses across multiple species. The latest version of the

ontology includes HPO, MPO and zebrafish phenotypes. It allows machine learning

models to learn from data of different organisms.

Phenotype annotations

The experimental phenotype annotations are available for model organisms such as

mouse, zebrafish, fly, yeast and human. In this work, we use mouse and human data.

Mouse data is provided by Mouse Genome Database (MGD) [39]. This database is

a primary knowledge base for genotype-phenotype associations of laboratory mouse.

Human data is provided by HPO-team [10]. The annotations are based on clinical

experiments and literature.

Features

Main sources for predicting functions and phenotypes of gene products in our work are

sequence and interaction features. Most of this data can be downloaded from UniProt

Knowledgebase [40]. The knowledgebase provides protein sequences and annotation

data for many organisms gathered from different resources. The annotations include

experimental and predicted functions, interactions, expressions, domains, families and

etc. In addition to this, protein-protein interactions are available at resources such

as StringDB [41], InAct [42], BioGrid [43]. The interaction data is based on lab

experiments, literature and computational prediction methods.
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2.2 Machine Learning with Ontologies

2.2.1 Semantic similarity

Semantic similarity measures are widely used in biomedical domain. They are used to

compare words, terms and ontology classes based on the background knowledge in the

ontologies, annotations and large text corpora. Similarity measures are mostly hand-

crafted and can be used as unsupervised classifiers for association prediction or as

features in supervised learning models or a clustering algorithms. They can be applied

to variety of tasks such as predicting protein–protein interactions [44], gene–disease

association predictions [45], diagnosing patients [46], or evaluating computational

methods which predict ontology class annotations [23].

We compute semantic similarity measures between classes, class instances and

annotated entities. Formally, function sim : D ×D is a similarity on D if it satisfies

the following properties for all x, y ∈ D:

• non-negative: sim(x, y) ≤ 0

• symmetric: sim(x, y) = sim(y, x)

• reflexive: sim(x, x) = maxD or weaker version sim(x, x) > sim(x, y)

For example, simRada [47] is a similarity measure based on the distance of the

shortest path (SP) between two classes. It is defined as:

simRada(x, y) =
1

distSP (x, y) + 1
(2.1)

This similarity measure is useful when edges in a graph relate to some distance.

However, when comparing ontology classes, edges represent relations between classes

and usually order them from general to specific. For example, in the ontology in

2.1 simRada(Color, Shape) will have the same value as simRada(Round, Square) since
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Figure 2.1: Simple ontology of colors and shapes. Numbers near classes indicate
specificity and information content of the classes.

they are in the same distance. But, naturally Round and Square should be more sim-

ilar than Color and Shape because they are both shapes. In this case, distance based

similarities might not be very intuitive and class specificity needs to be considered.

Class specificity

There are many ways of computing class specificity. For instance, we can consider

depth, number of children or information content of a class. Formally, we define

class specificity as a function σ : C 7→ R which meets the following condition for all

x, y ∈ C:

• x v y → σ(x) ≥ σ(y)

Based on the method for measuring the specificity of ontology classes, we can classify

similarity measures into intrinsic and extrinsic. Intrinsic methods rely only on the

information within ontology while measuring the specificity of a class. For example:

• σ(x) = f(depth(x))

• σ(x) = f(A(x)) (for ancestors A(x))

• σ(x) = f(D(x)) (for descendants D(x))
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• σ(x) = k ·
(

1− log |D(x)|
log |C|

)
+ (1− k) log depth(x)

log depth(GT )
[]

On the other hand, extrinsic specificity measures are defined as a function of number

of instances. One of the most widely used extrinsic methods is Resnik’s information

content (IC) [48]:

ICResnik(x) = − log p(x)

where

p(x) =
|I(x)|
|I|

Pairwise similarity measures

Large number of semantic similarity measures have been developed [49]. Pairwise

similarity measures compute similarity value between two classes. Examples of most

widely used pairwise similarities include Resnik’s [48], Lin’s [50], Jiang & Conrath’s

[51] and Schlicker’s [52] similarity measures. Resnik’ similarity between classes x and

y is the IC of the most informative common ancestor (MICA):

SimResnik(x, y) = IC(MICA(x, y))

In the example in Figure 2.1, SimResnik(Round, Square) is equal to 1.0 and SimResnik(Color, Shape)

is equal to 0.0 even though they have the same distance. The downside of this sim-

ilarity measures is that it does not take into account the specificity of the compared

classes and all classes under the same MICA will have the same similarity value. For

instance, SimResnik(Red,Green) and SimResnik(Orange,Green) are equal to 1.0. To

solve this issue, Lin [50] proposed a new similarity measure which considers ICs of

the compared classes:

SimLin(x, y) =
2 · IC(MICA(x, y))

IC(x) + IC(y)
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Now SimLin(Red,Green) is equal to 0.5 whereas SimLin(Orange,Green) is equal to

0.4 which is more intuitive.

Groupwise similarity measures

When comparing ontology class annotations, in most cases, we need to compare sets

of classes. For example, we have sets of gene phenotype annotations to compare

with sets of disease phenotypes. There are two ways of comparing sets of classes.

First, we compute pairwise similarities between classes of one set and the other.

Then, we combine similarity values according to some strategy. For example, average

combination strategy:

simA(X, Y ) =

∑
x∈X

∑
y∈Y sim(x, y)

|X| × |Y |

or maximum average strategy:

simMA(X, Y ) =
1

|X|
∑

x∈X
max
y∈Y

sim(x, y)

or best match average strategy:

simBMA(X, Y ) =
simMA(X, Y ) + simMA(Y,X)

2

where sim(x, y) is a pairwise similarity measure. Second, we directly compare two

sets. For instance, we can compute Jaccard index between sets which is defined as a

fraction their intersection and union:

SimJaccard(X, Y ) =
|X ∩ Y |
|X ∪ Y |
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SimUI extends this similarity by propagating the annotations with ontology struc-

ture. In other words, we add all superclasses of annotated classes to the sets.

SimUI(X, Y ) =
|A(X) ∩ A(Y )|
|A(X) ∪ A(Y )|

where A(X) is a propagation function. Both of the mentioned similarity measures do

not account for class specificity. SimGIC [53] addresses this issue by using the sum

of information content of the classes instead of cardinality.

simGIC(X, Y ) =

∑
c∈A(X)∩A(Y ) IC(c)

∑
c∈A(X)∪A(Y ) IC(c)

Semantic similarity measures have variety of applications and a large number of

software packages have been developed to ease their use. One prominent example is

Semantic Measures Library [49] which is a comprehensive Java library which allows

to compute hundreds of different semantic similarity measures.

A common problem of semantic similarity measures is that it is difficult to choose

one. Similarity measures behave differently depending on their applications. For

example, predicting protein–protein interactions may result in different performance

with similarity measures depending on the organisms. They are not immune to biases

in data and different similarities may react to the biases differently [54].

2.2.2 Embedding ontologies

Semantic similarity measures mainly operate on graphs. However, knowledge en-

coded in the ontologies cannot be fully represented as graphs because ontologies are

sets of axioms including class labels and descriptions that are described in natural

language. To account for all information stored in ontologies we can use representa-

tion learning approaches which map ontology classes to a distributed representation,

also known as an embedding, which encode for semantics in the ontology and al-



36

lows computational operations in distributed vector space. In general, we can classify

these approaches into three categories. First, syntactic approaches which treat axioms

as “sentences” and use language models to learn embeddings. Second, graph-based

approaches which treat ontologies as graphs similar to semantic similarity measures

and learn embeddings with graph representation learning methods. Finally, model-

theoretic approaches which encode model-theoretic semantics in the optimization of

representation learning process.

What is an embedding?

We define an embedding as a mapping function from one mathematical structure to

another. We provide formal definition for an embedding in Definition 1.

Definition 1. Let O = (Σ = (C,R, I); ax;`) be an ontology with a set of classes C,

a set of relations R, a set of instances I, a set of axioms ax and an inference relation

`. An ontology embedding is a function fη : C ∪R ∪ I 7→ Rn (or Σ(O) 7→ Rn.

Syntactic

Ontologies provide a structured representation of biological knowledge in the form of

logical axioms. These axioms encode information on the structure of the ontology and

relations between its classes. To utilize the information encoded in ontologies, many

analysis methods treat ontologies as graphs (e.g. semantic similarities, knowledge-

graph embeddings). However, not all the axioms in an ontology can be represented in

a graph which limits the ability of these methods to utilize all information encoded in

the ontology [55, 56]. Alternatively, recent methods have been developed to produce

embeddings of ontology classes by treating the logical axioms in an ontology as text.

The proposed methods build a text corpus consisting of the formal, and sometimes

informal, data encoded in ontologies combined with the known ontology-based asso-

ciations of biomedical entities. A language model is then applied to the obtained data
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set to produce vector representations of ontology classes and the biomedical entities

they are associated with.

Onto2Vec

Onto2Vec [57] is a method that learns feature representations of ontology classes

and biomedical entities taking into account all the axioms that define the semantics

of ontology classes. Onto2Vec takes an ontology O and applies a reasoner to infer

additional logical axioms. The inferred axioms are combined with the asserted logical

axioms in a text corpus. A skip-gram model is then applied to the corpus to produce

vector representations of ontology classes. Representations of the biomedical entities

annotated with the ontology can then be learned in three different ways: as the set

of class vectors the entity is annotated with, as the sum of the class vectors or as a

vector learned using the skip-gram model from representing has-function relations

that link ontology classes to the biomedical entities they annotate in the text corpus.

A machine learning classification algorithm can be applied on the generated fea-

tures to learn unknown associations of biomedical entities.

OPA2Vec

OPA2Vec [58] extends Onto2Vec to produce vector features of entities using both

the formal content and the metadata contained in ontologies. The formal content of

ontologies (asserted and inferred axioms) and the datatype properties in the metadata,

in particular those describing labels, synonyms and natural language descriptions of

classes, are combined with the annotation axioms that link classes to entities to

generate a text corpus. A skip-gram Word2Vec model pre-trained on the biomedical

literature is then used to learn feature vectors of entities from the generated corpus.
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Figure 2.2: A knowledge graph protein–protein interactions and Gene Ontology

2.2.3 Graph-based

Definition 2. Let KG = (V,E, L;`) be a knowledge graph with a set of vertices V ,

a set of edges E ⊆ V × V , a label function L : V ∪E 7→ Lab that assigns labels from

a set of labels Lab to vertices and edges, and an inference relation `. A knowledge

graph embedding is a function fη : L(V ) ∪ L(E) 7→ Rn.

Random walk based embedding methods

Once we generated a graph from an ontology and its instance annotations we can

apply representation learning methods on graphs to learn ontology class embeddings.

One of the first methods for learning graph embeddings is DeepWalk [59]. The idea

here is to generate a corpus by randomly walking a graph and apply Word2Vec [60]

method on the corpus to obtain embedding vectors. DeepWalk generates several

sentences of fixed size for each node in the graph. For example, for the graph in

Figure 2.2, DeepWalk generate sentences such as:

• FOXP2 ST7 GO:0044708 ...
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• FOXP2 GO:0071625 GO:0044708 ...

The sentences represent neighborhood of the nodes. This information is then encoded

in embeddings learned by Word2Vec.

RDF2Vec [61] extends DeepWalk approach to generate embeddings for knowledge

graphs by including edge labels into walks.

Walking RDF and OWL [19] method incorporates ontology reasoner and adds

inferred edges to the graph before it generates embeddings.

OWL2Vec [62] is a novel ontology embedding method that projects an ontology

into a graph in such a way that an edge linking two concepts represents an axiom

or set of axioms that semantically relate the two concepts via a property. A random

walk is performed on the obtained graph to generate a corpus of sentences. Concept

embeddings are then generated from the obtained text corpus using word2vec [63, 64]

and FastText [65].

Translational embedding methods

Translational embeddings methods are a family of representation learning methods

on knowledge graphs which model relations in the knowledge graph as translation

operations between graph node embeddings. The methods have been successfully

applied for variety of tasks such as link prediction, knowledge-graph completion and

etc. The methods represent knowledge graphs as a set of (s, p, o) triple statements

and define a translation operation which translates fη(s) to fη(o) depending on the

relation p. Here, fη is a knowledge graph embedding function defined in Definition 2.

TransE [66] is the first translational embedding method. It uses an embedding

vector for relations that have the same dimensions as node embeddings. It defines

translation operation as the addition of relation embedding to the node embedding:

fη(s) + fη(p) ≈ fη(o)
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and define a scoring function for a triple based on the translation operation:

fsc(s, p, o) = ‖fη(s) + fη(p)− fη(o)‖

Then, it minimizes the following loss function to learn embeddings:

∑

(s,p,o)∈KG

∑

(s′,p,o′)∈KG′

[
γ + fsc(s, p, o)− fsc(s′, p, o′)

]
+

Where KG′ is a set of negative or corrupted triples that are not in the graph,
[
x
]
+

indicate the positive part of x, and γ is a hyperparameter. Authors show that the

method works well on knowledge graphs. However, it can model only one-to-one

relations and it is not suitable for one-to-many and many-to-many relations. Also, it

does not support transitive, symmetric and reflexive relations which is important for

relations in ontologies.

Many TransE successors have been developed to overcome its limitations. For

example, TransH [67] extended TransE by moving translation operation to relation

specific hyperplane. TransH represents each relation by two embedding vectors, the

norm vector of the hyperplane (denoted as a function wη) and a translation vector

(denoted as a function dη). The scoring function is defined as:

fsc(s, p, o) =
∥∥(fη(s)− w>η (p)fη(s)wη(p)) + dη(p)− (fη(o)− w>η (p)fη(o)wη(p))

∥∥

With an additional vector, TransH performs translation operation on an augmented

hyperplane. By doing this, it can model one-to-many and many-to-many relations

better than TransE.

TransR [68] extends TransE by doing translation operations on a different space.

It uses relation specific matrices (denoted as function M) and translation embedding

(denoted as a function dη), and modifies the scoring function as follows:
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fsc(s, p, o) = ‖M(p)fη(s) + dη(p)−M(p)fη(o)‖

Graph-based embeddings methods have shown that they are useful in many tasks.

However, ontologies are not graphs and information is lost when ontology is converted

to a graph. Many ontological axioms such as disjointness, definitions cannot be

converted to a graph.

2.2.4 Model-theoretic or semantic

The aim of the methods discussed in the previous section is to encode for semantics

in the ontologies. Nevertheless, none of them are truly “semantic”. They are co-

occurence based syncatctic models, graph-based or based on axioms. The actual

semantics in the ontologies are encoded with formal description logic languages such

as EL++, ALC and etc.

What is semantics?

By semantics we mean formal definition of “truth” which relies on “models” and uni-

versal algebra over formal languages (with signature Σ). Models are interpretations

and symbols (Σ structures) of a theory which is represented by a set of formulas. A

is a model of a theory T if A is a model of all formulas in T . Ontologies are special

types of theories.

For example, Table 2.1 provides a summary of syntax and semantics of Description

Logic EL++. Most of the ontologies are represented in this formal language because

the complexity of reasoning over it is polynomial.

EL Embeddings

ELEmbeddings aims to learn a function which maps symbols of a given theory/ontol-

ogy into Rn so that the semantics of the symbols, which are expressed through axioms
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Name Syntax Semantics
top > ∆I

bottom ⊥ ∅
nominal {a} {aI}
conjunction C uD CI ∩DI
existential
restric-
tion

∃r.C {x ∈ ∆I |∃y ∈ ∆I :
(x, y) ∈ rI∧y ∈ CI}

generalized
concept
inclusion

C v D CI ⊆ DI

role
inclusion

r1 ◦ ... ◦ rn v r rI1 ◦ ... ◦ rIn ⊆ rI

Table 2.1: Description Logic EL++

and explicit in model structures, is preserved. In other words, the embedding function

learnt by ELEmbeddings is an interpretation function. Formally, It aims to find an

embedding function fe : Σ(T ) 7→ Rn s.t. fe(Σ(T )) is a model of T (fe(Σ(T )) |= T )

ELEmbeddings extend knowledge graph embeddings methods by incorporating

the EL++operators such as conjuntion, existential quantifiers and expressing the bot-

tom concept ⊥. It represents classes as n-balls by using an additional parameter for

a n-ball radius, and relations as a vectors. So, for all classes C ∈ Σ(T ) and relations

r ∈ Σ(T ) it defines fe(C) = CI :

CI = {x ∈ Rn| ‖fe(C)− x‖ < re(C)}

where re(C) is a radius, and fe(r) = rI :

rI = {(x, y)|x+ fe(r) = y}

similarly to TransE translation operation.
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2.3 Ontologies as constraints

The problem of predicting ontology classes is a hierarchical classification problem

because classes in the ontologies have hierarchical dependencies. The hierarchical

structure of classes provide semantics which can be used as constraints to guide

prediction models.

In general, there are five different types of hierarchical classification: flat, local per

node, local per parent, local per level and global hierarchical classification [69]. Flat

classification is when hierarchical structure is not used and classification done only

with leaf nodes and propagating prediction from bottom to up. This classification

method is not suitable for ontology class prediction because all ontology classes are

used in annotations, not only leaf nodes. In local per node, a binary classifier is

build for every node and prediction is done starting from top classes and stopping

at nodes with negative prediction. In local per parent and local per level multi-

class classifiers are used for children classes of a parent and classes at same level

respectively. Similarly to local per node classifiers the prediction is done in top-down

manner. The main drawback of local classifiers is that all classification models are

trained independently while in prediction time errors propagate from top classes to

lower level classes. An example hierarchical top-down phenotype prediction is done

by [70].

The global hierarchical classifiers include hierarchical structure during training

the model and output labels consistently with the structure. The advantages of these

models are that they take class semantics into account while training the model and

build a single model which can predict all classes with one run [69]. GOStruct[71]

and PhenoStruct [72] methods use Structure SVM algorithm which is a type of global

hierarchical classifier.
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2.3.1 Ontology embedding methods

2.3.2 Reasoners

HermiT

We use HermiT [73] reasoner (version 1.3.8.413) to infer all axioms of type subsump-

tion, equivalence and disjointness in the GO ontology. While HermiT supports the

complete OWL 2 DL standard, its complexity can be exponential in some cases [74].

Elk

Elk [75] is another OWL reasoner that we have used in this work to reason over on-

tologies. While Elk only supports the OWL 2 EL subest of OWL 2 [76], its complexity

is polynomial which makes it particularly helpful when dealing with large ontologies.

2.4 Phenotype prediction methods

Phenotype ontologies contain thousands of classes with a hierarchical dependencies

making the problem large multi-label multi-class hierarchical classification task. How-

ever, most of the available computational methods for predicting phenotypes focus

on specific phenotype or a group of phenotypes and only few attempts were made to

address this as a large classification problem with ontology classes. Thus, we can clas-

sify genotype-phenotype association prediction methods in two different ways: by the

type of features they use to make the prediction and by level of phenotypes which they

predict. By type of features the methods fall into five categories: sequence features -

SNPs, protein amino- acid sequences, multi-sequence alignments and etc; interaction

networks - PPI networks, gene co-expressions and expression profiles; functional basis

- GO or any other function related annotations; text-mining and finally the combina-

tions of these features. By the level of phenotypes we can categorize methods into two

broad groups: specific phenotype predictions which predict small sets of phenotypes
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or general phenotype prediction methods which potentially can predict any number

of phenotypes. General phenotype prediction methods can further be classified into

two groups by methods which take the hierarchical dependencies of the phenotypes

into account and methods which independently predict each phenotype. Table 2.2

summarizes the different types of phenotype prediction methods classified by their

phenotypic level.

Method name Phenotypic

level

Features Methods Vocabulary

Specific phenotype predictions

Yeast Pheno-

types [77]

Growth pheno-

types

Sequence,

Variants

Genome-wide

loss of func-

tion screen

phenotypes

-

Drosophila Phe-

notypes [78]

Quantitative

traits

Sequence,

Variants

GBLUP -

Normal Pigmen-

tation [79]

Pigmentation SNPs Multiple

Linear Re-

gression

-

Probabilistic

Model [80]

Dichotomous

phenotypes

(Gilbert’s syn-

drom and etc.)

Sequence,

Variants

Bayesian

probabilistic

model

-

General phenotype predictions

Hierarchical

Top-Down

(HTD) [81]

All Sequence

features, GO

Functions

Kernelized

score func-

tions

HPO
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PhenoStruct [72] All Sequence,

GO Func-

tions, Text

mined fea-

tures

Structured

SVM

HPO

HTD-DAG [70] All PPI, GO

Functions

Kernelized

score func-

tions, SVM

HPO

TPR-DAG [70] All PPI, GO

Functions

Kernelized

score func-

tions, SVM

HPO

PhenoProfiler

[82]

All Gene expres-

sion profiles

Constrained

Optimization

UMLS

GenePhenoPred

[83]

All Gene coex-

pressions,

PPI, GO

annotations

RandomForests Mesh Terms

Walking the in-

teractome [84]

All PPI networks Random walk OMIM

RWRH [85] All PPI networks Random walk OMIM

RWRHN [86] All PPI networks Random walk OMIM

CIPHER [87] All PPI networks Linear regres-

sion

OMIM

CIPHER-HIT

[88]

All PPI networks Mean-

Hitting-Time

random walk

OMIM
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Know-GENE

[89]

All Gene-Disease

associations,

PPI

Boosted tree

regression

method

OMIM

BiRW [90] All PPI networks Bidirectional

random walk

OMIM

MimMiner [91] All Literature Text mining OMIM

PhenoMiner [92] All Literature Text mining OMIM

Text mining [93] All Literature Text mining -

Table 2.2: Different types of genotype-phenotype associ-

ation prediction methods

2.4.1 Sequence and variant based methods

Genetic variants or single-nucleotide polymorphisms (SNPs) may alter the gene func-

tions in two ways: loss or gain of functions. Many methods have been developed to

predict the functional effects of the variants [94, 95, 96, 97, 98, 99, 100, 101, 102, 103,

104]. The results of these methods together with additional gene features were used

in several approaches to predict phenotypes [77, 36]. Furthermore, several methods

where phenotype is predicted directly utilizing SNP data using statistical methods

[105, 106]. The advantage these methods is that they can be applied to a large number

of available sequences, but only specific types of simple phenotypes can be predicted

because sequences do not hold all the information needed for prediction.

2.4.2 Interaction network based methods

Phenotypes are not caused by individual proteins. Instead, any observable character-

istic of an organism is resulted from its complex molecular interactions [107]. Inter-
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acting proteins tend to have similar or related disease phenotypes [108]. Therefore,

several methods for identifying gene-phenotype association from interaction networks

were proposed [84, 87, 88, 86, 90, 85]. These methods use different distance measures

on interaction networks in order to identify similarity score for genes in the neighbor-

hood of the gene with known phenotype association. They use the similarity score

to predict new associations for the phenotype. The advantage of these approaches is

they allow to capture the gene modules which contribute to complex phenotypes filling

the gap of missing phenotype annotations. However, currently available interacting

networks are not complete and biased towards the well-studied genes [109]. Our re-

search on evaluating similarity measures [54] shows that genes with higher number of

interactions tend to get higher similarity values even with random annotations.

2.4.3 Literature

There are more than 27 million scientific papers in PubMed [110] and it is increasing

for more than 1 million each year. Some of these scientific articles contain gene phe-

notypic annotations which are not yet in the public databases. It is the responsibility

of biocurators in ontology annotation teams to read the articles and put annota-

tions to a database. This task is very time consuming and expensive, and automatic

curation of annotations from text using text mining methods can help. Multiple

attempts have been made for extracting genotype-phenotype associations from lit-

erature [91, 72, 93, 92, 111]. All these methods show that phenotype annotations

can successfully be text-mined, but their accuracy is far from being used in clinical

applications.

2.4.4 Function based phenotype prediction methods

One of the most important features for predicting phenotypes is gene’s functional an-

notations. Several researches have shown that gene functional features are predictive
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for phenotypes [32, 72, 70, 81, 83]. And it is also possible to predict functions from

phenotypes [34, 35]. The main limitation of such approaches is that there are very

few number of genes that have experimental functional annotations. To overcome

this limitation we need good function prediction methods.
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Chapter 3

Problem Statement

Phenotype has many definitions but in general they all agree that it arises from inter-

actions between genotype of an organism and surrounding environment [2, 24]. Figure

3.1 shows how a phenotype is developed from a molecular level to the actual observ-

able changes. Any variation during the process of phenotype development might

result in a modification of its original state. Gene-phenotype annotations can provide

valuable information for associating genes and diseases [32, 33], protein function pre-

diction [34, 35], prioritizing disease causing pathogenic variants [36] and drug related

tasks such as repurposing [37], drug-target associations and drug discovery [38]. Sev-

eral phenotype ontologies were developed in order to formally represent phenotypes

and standardize the annotation process. For example, Human Phenotype Ontology

(HPO) [10] for human, Mammalian Phenotype Ontology (MPO) [28] for mouse and

Fly and Yeast Phenotype Ontology (FYPO) [29] for fly and yeast. Notably, there

is also the PhenomeNET Ontology [30] which integrates multiple phenotype ontolo-

gies for different species into one. The ontologies provide structured vocabulary for

annotations and enable phenotypic analyses for annotated entities.

Several organizations such as International Mouse Phenotyping Consortium (IMPC)

[8] performing high-throughput experimental annotation for mouse genes using gene

knockouts. In addition to this, gene-phenotype associations for mouse are systemati-

cally extracted from literature and put into database by [9]. Obtaining experimental

annotations is very slow and expensive and it is obvious that the number of such

annotations will not scale with increasing numbers of genetic data. Thus, there is a
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need for accurate computational methods for associating genotypes with phenotypes.

Computational prediction of phenotypes is extremely challenging problem both from

biological and computational perspective. The following subsections discuss various

challenges in detail.

DNA

RNA

Figure 3.1: Development of the phenotypes from the genetic sequence to what is
actually observed.

3.1 Biological challenges

Genetic sequences play a significant role in determining phenotypes, but sequences

alone do not hold the information needed for this task. The phenotypes are the

results of complex biological processes which include genetic interactions, protein

interactions, physiological interactions and genotypes in combination with the envi-

ronment. Even with the available data and thousands of described phenotypes, the

search space for finding associations between phenotypes and its defining factors is

so large that strong assumptions about underlying data are necessary.

Due to the large search space and limited data sources, in this work we will focus

on the features which modify molecular mechanisms of an organism. The molecular

mechanisms are defined by
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3.1.1 Functional annotations

To understand behavior of biological systems we need functional characterization

of genes. The functions play a significant role in identifying phenotypes. Currently

around 15K out of around 160K [40] annotated human proteins have experimental ev-

idence code. Although this information is very useful, the annotations are incomplete

and most of the protein functions are unknown. Obtaining experimental annotations

is expensive and needs a lot of time.

3.1.2 Protein-protein interactions

One of the causes behind the phenotypes are modifications in the protein interaction

networks. Interacting proteins form modules which are part of biological processes

[112]. There exist a number of databases which provide information about protein

interactions such as BioGRID [43], STRING [41], IntAct [42] and DIP [113]. The

databases include both experimentally validated and electronically inferred interac-

tions. However, we do not know all interactions and the information might contain

errors because it contains interactions curated by human.

3.1.3 Physiological interactions

Phenotypes are not only determined by using only molecular data such as genetic

sequence and interactions but also by physiological interactions [114]. For example,

high blood pressure which damages blood vessels.

3.1.4 Environmental interactions

Phenotypes are defined by a combination of genotypes and environment. Gene-

Environment interactions are important factors of disease phenotypes and effects

of the genotypes might be variable because of environmental factors [115]. To our
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knowledge, there are no available databases of gene-environment interactions with

experimental evidence.

3.1.5 No negatives

Biological data or more specifically the annotations of biological entities assume open-

world and if an entity is not annotated with a class from an ontology it does not mean

that the entity should not be annotated to this class. Although we have “NOT”

annotations for GO classes, only few of such annotations exist.

3.2 Computational challenges

Phenotypes are described using ontologies which contain thousands of classes with a

hierarchically structured dependencies. So the problem of predicting phenotypes is

a large multi-label multi-class hierarchical classification problem. Furthermore, the

classes are not limited to be only in parent-child relations but they can stand in any

type of relation with each other. Taking into account all this information is very

challenging.

On the other hand, genetic features which contribute to the phenotypes include

different data such as gene sequences, gene functions and their cellular locations,

complex networks of genetic interactions, environment and etc. Representing and

integrating all this information is not a trivial task and requires enormous computa-

tional power.

3.2.1 Learning from ontologies

3.2.2 Gene sequence representation

In simple words, genes are translated to proteins which are macromolecules composed

of twenty amino-acids. Protein sequence define protein’s secondary structure which
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is directly related to its functions. Thus, protein sequences play an important role in

gene’s functions and phenotypes.

Protein sequence length may vary from to 20 to more than 36,000 amino acids.

High variation of sequence length makes learning task from it very challenging.

3.2.3 Interaction network representation

Proteins do not function in isolation and their functions and phenotypes cannot be

predicted by considering features of single protein.

Protein-protein interaction (PPI) network is a highly inhomogeneous scale-free

network which follows a power law distribution where highly connected proteins me-

diate interactions among less connected proteins [116]. Disruption of protein inter-

actions might lead to modifications in biological processes to which they contribute.

This information is crucial in identification of phenotypic descriptions and we need

methods to represent it in a computational model.

PPI networks are organism specific and we do not know interactions for all pro-

teins. However, some proteins have their orthologs in other organisms with interaction

information. Orthologs retain the same function and connecting available PPI net-

works through orthology links will be helpful in obtaining more complete interaction

network.

3.2.4 Information from text

Approximately 1 million new scientific papers appear each year. The papers contain

new information about genes/proteins and their associations. It takes a while until

some of the associations are put into public databases. Text mining and natural

language processing methods can be useful to extract this information from articles.
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3.3 Materials

In this research, we will mainly focus on human and mouse data because of avail-

ability of more experimental phenotypic annotations in comparison with other model

organism. However, we intend to develop the methods which are not limited to only

these organisms.

3.3.1 Human phenotype annotations

HPO aims to provide standardized vocabulary to describe phenotypic abnormalities

in human diseases. It is developed based on medical literature, Orphanet [12], DE-

CIPHER [13] and OMIM [11]

3.3.2 Mouse phenotype annotations

Mammalian Phenotype Ontology (MPO) which is developed by mouse community

as part of Mouse Genome Database (MGD) [39] project. MGD provides phenotypic

description for a large number of protein coding genes in mouse.

3.3.3 Integrated human and mouse data

PhenomeNet ontology [117] is a multi-species ontology which contains complex phe-

notypes from human, mouse, yeast, fish, worm, rat and slime mold. The ontology

uses formal definitions in phenotype ontologies for model organisms and combines

them into one cross-species phenotypic network. Using this ontology it is possible

to combine annotations for multiple organisms and create prediction models across

multiple organisms. This will help to increase the number of training and testing

data for our deep learning model.
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Chapter 4

Knowledge representation and integration methods

4.1 Introduction

In this chapter I present my methods developed for analyzing and representing knowl-

edge encoded in the ontologies. First, I perform large scale evaluation of semantic

similarity measures. Semantic similarity measures are widely used to analyze and

compare ontology class annotations. Due to the fact that GO class annotations have

high variation in the number of annotations per entity, I analyzed a large number of

semantic similarity measures and the sensitivity of similarity values to the number of

annotations of entities, difference in annotation size and to the depth or specificity of

annotation classes. I find that most similarity measures are sensitive to the number

of annotations of entities, difference in annotation size as well as to the depth of an-

notation classes; well-studied and richly annotated entities will usually show higher

similarity than entities with only few annotations even in the absence of any biologi-

cal relation. First section of this chapter provides detailed information on this work.

I published it at Journal of Biomedical Semantics (Citation: Maxat Kulmanov and

Robert Hoehndorf, Evaluating the effect of annotation size on measures of semantic

similarity. Journal of Biomedical Semantics, vol. 8, p. 7). My contribution involves

performing all computational experiments, visualizing the results and writing the

software. RH supervised the project and helped to interpret the results. All authors

contributed to writing the manuscript.

Second, I focused on knowledge graph representation learning methods. Recent
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developments in deep feature learning methods brought number of methods that can

learn feature vectors of knowledge graph entities. These feature vectors encode for

semantics of the knowledge graph and can be used to compute similarities or as fea-

tures in machine learning tasks. They have been shown to be useful in variety of

tasks such as protein–protein interaction predictions [18], gene–disease association

predictions [19] and etc. However, I found that it is not very easy to reuse or publish

these features. In order to share features learned with my deep learning models I

developed a Vec2SPARQL, which is a general framework for integrating structured

data and their vector space representations. Vec2SPARQL allows jointly querying

vector functions such as computing similarities (cosine, correlations) or classifica-

tions with machine learning models within a single query language for knowledge

graphs. I demonstrate applications of my approach for biomedical and clinical use

cases. I discuss Vec2SPARQL in the second section of this chapter. I presented it

at SWAT4HCLS 2018 conference (Citation: Maxat Kulmanov, Senay Kafkas, An-

dreas Karwath, Alexander Malic, Georgios Gkoutos, Michel Dumontier and Robert

Hoehndorf, Vec2SPARQL: integrating SPARQL queries and knowledge graph em-

beddings. In proceedings of SWAT4HCLS 2018). My contributions are the design of

the methodology, implementation of the software, and the writing of the manuscript.

Full author contributions are: MK and RH designed the methodology, MK and AM

implemented the software, MK and AK prepared the data for use cases, SK, GG, MD

and RH interpreted the results, all authors contributed to writing the manuscript.

Third, I found that the most of the representation learning approaches represent

ontologies as graphs and do not use all types of axioms in the ontologies. To over-

come this limitation, I developed EL-Embeddings which addresses the problem of

finding vector space embeddings for theories in the Description Logic EL++that are

also models of the TBox. To find such embeddings, I define an optimization problem

that characterizes the model-theoretic semantics of the operators in EL++within Rn,
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thereby solving the problem of finding an interpretation function for an EL++theory

given a particular domain ∆. My approach is mainly relevant to large EL++theories

and knowledge bases such as the ontologies and knowledge graphs used in the life sci-

ences. I demonstrate that my method can be used for improved prediction of protein–

protein interactions when compared to semantic similarity measures or knowledge

graph embeddings. Last section of this chapter discusses EL-Embeddings in details.

I presented it at IJCAI 2019 (Citation: Maxat Kulmanov, Wang Liu-Wei, Yuan Yan

and Robert Hoehndorf, EL Embeddings: Geometric construction of models for the

Description Logic EL++, In proceedings of IJCAI 2019, pp 6103-6109.). My contri-

butions involve desiging the methodology, performing the experiments and writing

the manuscript. The full author contributions is as follows: MK and RH designed

the methodology, MK, YY and RH formally analysed the method, MK and WLW

performed the experiments, all authors contributed to writing the manuscript.
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4.2 Evaluating the effect of annotation size on measures of

semantic similarity

Semantic similarity measures are widely used for datamining in biology and biomedicine

to compare entities or groups of entities in ontologies [118, 119], and a large number

of similarity measures has been developed [49]. The similarity measures are based on

information contained in ontologies combined with statistical properties of a corpus

that is analyzed [118]. There are a variety of uses for semantic similarity measures in

bioinformatics, including classification of chemicals [120], identifying interacting pro-

teins [121], finding candidate genes for a disease [117], or diagnosing patients [122].

With the increasing use of semantic similarity measures in biology, and the large

number of measures that have been developed, it is important to identify a method

to select an adequate similarity measure for a particular purpose. In the past, several

studies have been performed that evaluate semantic similarity measures with respect

to their performance on a particular task such as predicting protein-protein interac-

tions through measures of function similarity [123, 124, 125]. While such studies can

provide insights into the performance of semantic similarity measures for particular

use cases, they do not serve to identify the general properties of a similarity measure,

and the dataset to be analyzed, based on which the suitability of a semantic similarity

measure can be determined. Specifically, when using semantic measures, it is often

useful to know how the annotation size of an entity affects the resulting similarity, in

particular when the corpus to which the similarity measure is applied has a high vari-

ance in the number of annotations. For example, some semantic similarity measures

may always result in higher similarity values when the entities that are compared

have more annotations and may therefore be more suitable to compare entities with

the same number of annotations. Furthermore, the difference in annotation size can

have a significant effect on the similarity measure so that comparing entities with the

same number of annotations may always lead to higher (or lower) similarity values
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than comparing entities with a different number in annotations.

Here, we investigate features of a corpus such as the number of annotations to an

entity and the variance (or difference) in annotation size on the similarity measures

using a large number of similarity measures implemented in the Semantic Measures

Library (SML) [126]. We find that different semantic similarity measures respond

differently to annotation size, leading to higher or lower semantic similarity values

with increasing number of annotations. Furthermore, the difference in the number of

annotations affects the similarity values as well. Our results have an impact on the

interpretation of studies that use semantic similarity measures, and we demonstrate

that some biological results may be biased due to the choice of the similarity mea-

sure. In particular, we show that the application of semantic similarity measures for

predicting protein-protein interactions can result in a bias, similarly to other ‘guilt-

by-association’ approaches [127], in which the sensitivity of the similarity measure to

the annotation size confirms a bias present in protein-protein interaction networks so

that well-connected and well-annotated proteins have, on average, a higher similarity

by chance than proteins that are less well studied.

4.2.1 Generation of test data

We perform all our experiments using the Gene Ontology (GO) [22], downloaded on

22 December 2015 from http://geneontology.org/page/download-ontology and

Human Phenotype Ontology (HPO) [128], download on 1 April 2016 from http:

//human-phenotype-ontology.github.io/downloads.html in OBO Flatfile For-

mat. The version of GO we use consists of 44,048 classes (of which 1,941 are ob-

solete) and HPO consists of 11,785 classes (of which 112 are obsolete). We run

our experiments on several different sets of entities annotated with different num-

ber of GO or HPO classes and one set of entities annotated with GO classes from

specific depth of the graph structure. The first set contains 5,500 entities and we

http://geneontology.org/page/download-ontology
http://human-phenotype-ontology.github.io/downloads.html
http://human-phenotype-ontology.github.io/downloads.html
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randomly annotated 100 entities each with 1, 2, ..., 54, 55 GO classes. We generate

our second set of entities annotated with HPO classes in the same fashion. The third

set is a set of manually curated gene annotations from the yeast genome database

file (gene associations.sgd.gz) downloaded on 26 March 2016 from http://www.

yeastgenome.org/download-data/curation. The dataset consists of 6,108 genes

with annotations sizes varying from 1 to 55, and each group of the same size contains

a different number of gene products. We ignore annotations with GO evidence code

ND (No Data). The fourth set contains 1,700 entities which is composed of 17 groups.

Each group have 100 randomly annotated entities with GO classes from the same

depth of the ontology graph structure.

4.2.2 Computing semantic similarity

After the random annotations were assigned to the entities, we computed the seman-

tic similarity between each pair of entities using a large set of semantic similarity

measures. We include both groupwise measures and pairwise measures with different

strategies of combining them [118]. Groupwise similarity measures determine simi-

larity directly for two sets of classes. On the other hand, indirect similarity measures

first compute the pairwise similarities for all pairs of nodes and then apply a strat-

egy for computing the overall similarity. Strategies for the latter include computing

the mean of all pairwise similarities, computing the Best Match Average, and others

[118].

Furthermore, most semantic similarity measures rely on assigning a weight to

each class in the ontology that measures the specificity of that class. We performed

our experiments using an intrinsic information content measure (i.e., a measure that

relies only on the structure of the ontology, not on the distribution of annotations)

introduced by [129].

The semantic similarity measures we evaluated include the complete set of mea-

http://www.yeastgenome.org/download-data/curation
http://www.yeastgenome.org/download-data/curation
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sures available in the Semantic Measures Library (SML) [126], and the full set of

measures can be found at http://www.semantic-measures-library.org. The SML

reduces an ontology to a graph structure in which nodes represent classes and edges in

the graph represent axioms that hold between these classes [55, 130]. The similarity

measures are then defined either between nodes of this graph or between subgraphs.

The raw data and evaluation results for all similarity measures are available as

Supplementary Table A.1. The source code for all experiments is available on GitHub

at https://github.com/bio-ontology-research-group/pgsim.

4.2.3 Measuring correlation

In order to measure the sensitivity of the similarity measures to the number of an-

notations we calculated Spearman and Pearson correlation coefficients between set of

annotations sizes and the set of average similarity of one size group to all the others.

In other words, we first computed the average similarities for each entity in a group

with fixed annotation size and computed the average similarity to all entities in our

corpus. For calculating the correlation coefficients we used SciPy library [131].

4.2.4 Protein-protein interactions

We evaluate our results using protein-protein interaction data from BioGRID [132]

for yeast, downloaded on 26 March 2016 from http://downloads.yeastgenome.

org/curation/literature/interaction_data.tab. The file contains 340,350 in-

teractions for 9,868 unique genes. We filtered these interactions using the set of 6,108

genes from the yeast genome database and our final interaction dataset includes

224,997 interactions with 5,804 unique genes. Then we compute similarities between

each pair of genes using simGIC measure [118] and Resnik’s similarity measure [133]

combined with Average and Best Match Average (BMA) strategies and generate sim-

ilarity matrices. Additionally, we create a dataset with random GO annotations for

http://www.semantic-measures-library.org
https://github.com/bio-ontology-research-group/pgsim
http://downloads.yeastgenome.org/curation/literature/interaction_data.tab
http://downloads.yeastgenome.org/curation/literature/interaction_data.tab
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the same number of genes, and the same number of annotations for each gene. We

also generate the similarity matrices for this set using the same similarity measures.

To evaluate our results, we use the similarity values as a prediction score, and com-

pute the receiver operating characteristic (ROC) curves (i.e., a plot of true positive

rate as function of false positive rate) [134] for each similarity measure by treating

pairs of genes that have a known PPI as positive and all other pairs of proteins as

negatives.

In order to determine if our results are valid for protein-protein interaction data

from other organisms, we perform a similar evaluation with mouse and human interac-

tions. We downloaded manually curated gene function annotations from http://www.

geneontology.org/gene-associations/ for mouse (gene associations.mgi.gz)

and human (gene associations.goa human.gz) on 12 November 2016. The mouse

annotations contain 19,256 genes with annotations size varying from 1 to 252 and

human annotations contain 19,256 genes with annotations size varying from 1 to 213.

We generate random annotations with the same annotations sizes for both datasets

and compute similarity values using Resnik’s similarity measure combined with BMA

strategy. For predicting protein-protein interactions we use BioGRID interactions

downloaded on 16 November 2016 from https://thebiogrid.org/download.php.

There are 38,513 gene interactions for mouse and 329,833 interactions for human.

4.2.5 Gene-Disease associations

To evaluate our results with different ontologies, we aim to predict gene–disease asso-

ciations using phenotypic similarity between genes and diseases. We use mouse pheno-

type annotations and mouse gene–disease associations downloaded from http://www.

informatics.jax.org/downloads/reports/index.html (MGI PhenoGenoMP.rpt and

MGI Geno Disease.rpt). The dataset contains 18,378 genes annotated with Mam-

malian Phenotype Ontology (MPO) [135] classes with size varying from 1 to 1,671,

http://www.geneontology.org/gene-associations/
http://www.geneontology.org/gene-associations/
https://thebiogrid.org/download.php
http://www.informatics.jax.org/downloads/reports/index.html
http://www.informatics.jax.org/downloads/reports/index.html
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and 1,424 of genes have 1,770 associations with 1,302 Mendelian diseases. We down-

loaded Mendelian disease phenotype annotations from http://compbio.charite.

de/jenkins/job/hpo.annotations.monthly/lastStableBuild/ and generated ran-

dom annotations with the same sizes for both gene and disease annotation datasets.

We computed similarity of each gene to each disease by computing the Resnik’s sim-

ilarity measure combined with BMA strategy between sets of MPO terms and HPO

terms based on PhenomeNET Ontology [117]. Using this similarity value as a pre-

diction score we computed ROC curves for real and random annotations.

4.2.6 Results and Discussion

Our aim is to test three main hypothesis. First, we evaluate whether the annotation

size has an effect on similarity measures, and quantify that effect using measures

of correlation and statistics. We further evaluate whether annotation size has an

effect on the variance of similarity values. Second, we evaluate whether the difference

in the number of annotations between the entities that are compared has an effect

on the similarity measure, and quantify the effects through measures of correlation.

Third, we evaluate whether the depth of the annotation classes has an effect on

similarity measures. Finally, we classify semantic similarity measures in different

categories based on how they behave with respect to annotation size, differences in

annotation size and depth of annotation classes, using the correlation coefficients

between similarity value.

To measure the effects of annotation size, we fix the number of annotations of

entities in our test corpus, and compare those with a certain number of annotations

to all other entities. As we have generated 100 entities for each of the 55 annotation

sizes in our corpus, we obtain a distribution of 550,000 (100 × 5,500) similarity

values for each annotation size. In the resulting distribution of similarity values, we

compute average (arithmetic mean) similarity and variance. To determine if, and how

http://compbio.charite.de/jenkins/job/hpo.annotations.monthly/lastStableBuild/
http://compbio.charite.de/jenkins/job/hpo.annotations.monthly/lastStableBuild/
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much, the similarity values increase with annotation size, we compute Spearman and

Pearson correlation coefficients for each similarity measure. The results for a selected

set of similarity measures are shown in Table 4.1, and for Resnik’s similarity measure

[133] (with the Best Match Average strategy for combining pairwise measures) and

the simGIC measure [118] in Fig 4.1. We find that, in general and across almost

all similarity measures, similarity values increase with the number of annotations

associated with an entity. The variance in the average similarities, however, either

increases or decreases with the annotation size, depending on the similarity measure.

To determine whether the results we obtain also hold for a real biological dataset,

we further evaluated the semantic similarity between yeast proteins using a set of

selected semantic similarity measures. We find that the results in our test corpus

are also valid for the semantic similarly of yeast proteins. Fig 4.1 shows the average

similarity of yeast proteins as a function of the annotation size for two semantic

similarity measures.

For example, the protein YGR237C has only a single annotation, and the average

similarly, using the simGIC measure, is 0.035 across the set of all yeast proteins. On

the other hand, protein CDC28, a more richly annotated protein with 55 annotations,

has as average similarly 0.142 (more than 4-fold increase). These results suggest that

some entities have, on average and while comparing similarity to exactly the same set

of entities, higher similarity, proportional to the number of annotations they have.

As our second experiment, we evaluate whether the difference in annotation size

has an effect on the similarity measure. We follow the same strategy as in our first

experiment: we have used the same datasets but measured the average similarities

as function of absolute difference of compared entities. For the annotation sizes from

1 to 55 we get 55 groups of similarities with annotation size difference from 0 to 54,

and for each group we computed average similarity and variance in similarity values.

Furthermore, we computed Pearsson and Spearman correlation coefficients between
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annotation size difference and average similarities to determine the sensitivity of the

similarity to annotation size difference. Figure 4.1 shows our results using synthetic

data as well as functional annotations of yeast proteins for Resnik’s similarity measure

(using the Best Match Average strategy) and the simGIC measure, and Table 4.2

summarizes the results. Full results are available as supplementary material. We find

that for most measures, average similarity decreases as the difference in annotation

size increases, while the variance in similarity values behaves differently depending

on the similarity measure.

In our third experiment, we evaluate whether the depth of the annotation classes

has an effect on the similarity measure. We use our fourth dataset which we randomly

generated based on the depth of classes in the GO. The maximum depth in GO is

17, and we generate 17 groups of random annotations. We then compute the average

similarity of the synthetic entities within one group to all the other groups, and

report Pearsson and Spearman correlation coefficients between annotation class depth

and average similarities to determine the sensitivity of the similarity to annotation

class depth. Fig 4.1 shows our results using synthetic data as well as functional

annotations of yeast proteins for Resnik’s similarity measure (using the Best Match

Average strategy) and the simGIC measure, and Table 4.2 summarizes the results.

We find that for most measures, average similarity increases with the depth of the

annotations, i.e., the more specific a class is the higher the average similarity to other

classes.

4.2.7 A classification of similarity measures

Our finding allows us to broadly group semantic similarity measures into groups de-

pending on their sensitivity to annotation size and difference in annotation size. We

distinguish positive correlation (Pearsson correlation > 0.5), no correlation (Pears-

son correlation between −0.5 and 0.5), and negative correlation (Pearsson correlation
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< 0.5), and classify the semantic similarity measures based on whether they are cor-

related with annotation size, difference in annotation size, and depth. Supplementary

table A.1 provides a comprehensive summary of our results.

By far the largest group of similarity measures has a positive correlation between

annotation size and similarity value, and a negative correlation between variance and

annotation size. Popular similarity measures such as Resnik’s measure [133] with

the Best Match Average combination strategy, and the simGIC similarity measure

[53], fall in this group. A second group of similarity measures has no, or only small,

correlation between annotation size and similarity values, and might therefore be

better suited to compare entities with a large variance in annotation sizes. The

Normalized Term Overlap (NTO) measure [136] falls into this group. Finally, a third

group results in lower similarity values with increasing annotation size.

4.2.8 Impact on data analysis

In order to test our results on an established biological use case involving computation

of semantic similarity, we conducted an experiment by predicting protein-protein in-

teractions using the similarity measures. Prediction of protein-protein interactions is

often used to evaluate and test semantic similarity measures [123, 124, 125], but simi-

lar methods and underlying hypotheses are also used for candidate gene prioritization

[137] in guilt-by-association approaches [127].

We use our manually curated set of yeast gene annotations and then generated

random GO annotations for each protein in this set while maintaining the annotation

size fixed. Specifically, to generate a completely random annotation dataset, we

replace each GO annotation of each protein in our yeast dataset by a random GO

class. Thereby, the number of annotations for each protein remains constant, while

the content of the annotation is replaced by a random GO class. We then compute

pairwise semantic similarity between the proteins, once using the real annotations
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and additionally using the randomly generated annotations, and we use the resulting

ranking as prediction of a protein-protein interaction. Using real protein-protein

interactions from the BioGRID database [132], we compute the true positive rate and

false positive rate of the predictions for each rank and plot the receiver operating

characteristic (ROC) curves for both cases. The ROC curves are shown in Figure

4.2 for simGIC and Resnik similarity measure. For example, for predicting PPIs

using Resnik’s similarity measure and the BMA strategy, the area under the ROC

curve (ROC AUC) using real biological annotations is 0.69, while the ROC AUC for

random annotations is 0.65. Despite the complete randomization of the annotations,

ROC AUC is significantly (p ≤ 10−6, one-sided Wilcoxon signed rank test) better

than random. We repeat this experiment with human and mouse PPIs and Resnik’s

similarity measure (Figure 4.3, and find that in each case, random annotations provide

a predictive signal. For mouse PPIs, ROC AUC with random annotations is 0.63

while real GO annotations result in a ROC AUC of 0.74, and for human PPIs, ROC

AUC with random annotations is 0.54 and 0.58 with real annotations. In both cases,

the ROC curves are significantly better than random (p ≤ 10−6, one-sided Wilcoxon

signed rank test).

We further test if this phenomenon also holds for other applications of semantic

similarity, in particular disease gene prioritization through phenotype similarity. For

this purpose, we use the PhenomeNET systems [117, 138] and compare the semantic

similarity associated with loss of function mouse models and human disease pheno-

types. Using real annotations, ROC AUC is 0.90, while the ROC AUC for random

phenotype annotations is 0.73 (Figure 4.4), demonstrating that the phenomenon also

holds for other use cases besides predicting PPIs.

The good performance in predicting PPIs in the absence of biological information

is rather surprising. We hypothesized that well-studied proteins generally have more

known functions and more known interactions, and also that genes involved in sev-
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eral diseases have more phenotype annotations. The Pearson correlation coefficient

between the number of interactions and the number of functions in our yeast dataset

is 0.34, in the human dataset 0.23, and 0.36 in the mouse PPI dataset. Similarly, in

our dataset of gene–disease associations, there is a correlation between the number

of phenotype annotations and the number of gene–disease associations (0.42 Pearson

correlation coefficient). While the correlations are relatively small, there is neverthe-

less a bias that is confirmed by selecting a similarity measure that follows the same

bias. We tested whether the same phenomenon occurs with another similarity mea-

sure that is not sensitive to the annotation size or difference in annotation size. Using

Resnik’s measure with the Average strategy for combining the similarity values, we

obtain a ROC AUC of 0.52 when predicting yeast PPIs. Although this ROC AUC

is still significantly better than random (p ≤ 10−6, one-sided Wilcoxon signed rank

test), the effect is much lower compared to other measures.

In the context of gene networks, prior research has shown that the amount of

functional annotation and network connectivity may result in biased results for cer-

tain types of analyses, leading the authors to conclude that the “guilt by association”

principle holds only in exceptional cases [127]. Our analysis suggests that similar

biases may be introduced in applications of semantic similarity measures such that

heavily annotated entities will have, on average and without the presence of any bio-

logical relation between entities, a higher similarity to other entities than entities with

only few annotations. A similar but inverse effect exists for differences in annotation

size. Consequently, comparing entities with many annotations (e.g., well-studied gene

products or diseases) to entities with few annotations (e.g., novel or not well-studied

gene products) will result, on average, in the lowest similarity values, while comparing

well-studied entities to other well-studied entities (both with high annotation size and

no or only small differences in annotation size) will result in higher average similarity

for most similarity measures even in the absence of any biological relation.
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4.2.9 Conclusions

We find that the annotation size of entities clearly plays a role when comparing

entities through measures of semantic similarity, and additionally that the difference

in annotation size also plays a role. This has an impact on the interpretation of

semantic similarity values in several applications that use semantic similarity as a

proxy for biological similarity, and the applications include prioritizing candidate

genes [117], validating text mining results [139], or identifying interacting proteins

[125]. Similarly to a previous study on protein-protein interaction networks [127], we

demonstrate that the sensitivity of similarity measures to annotation size can lead

to a bias when predicting protein-protein interactions. These results should be taken

into account when interpreting semantic similarity values.

In the future, methods need to be identified to correct for the effects of anno-

tation size and difference in annotation size. Adding richer axioms to ontologies or

employing similarity measures that can utilize axioms such as disjointness between

classes [140] does not on its own suffice to remove the bias we identify, mainly because

the relation between annotated entities (genes or gene products) and the classes in

the ontologies does not consider disjointness axioms. It is very common for a gene

product to be annotated to two disjoint GO classes, because one gene product may

be involved in multiple functions (such as “vocalization behavior” and “transcription

factor activity”) since gene products are not instances of GO classes but rather are

related by a has function relation (or similar) to some instance of the GO class. A

possible approach could be to rely on the exact distribution of similarity values for

individual entities [141] and use a statistical tests to determine the significance of an

observed similarity value. An alternative strategy could rely on expected similarity

values based on the distribution of annotations in the corpus and the structure of

the ontology and adjusting similarity values accordingly so that only increase over

expected similarity values are taken into consideration.
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4.2.10 Figures
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Figure 4.1: The distribution of similarity values as a function of the annotation size
(top), annotation size difference (middle) and annotation class depth (bottom) for
Resnik’s measure (using the Best Match Average strategy) and the simGIC measure.
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Figure 4.2: ROC Curves for protein-protein interaction prediction using random an-
notations and interaction data from BioGRID for yeast
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Figure 4.3: ROC Curves for protein-protein interaction prediction using random an-
notations and interaction data from BioGRID for mouse and human
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Figure 4.4: ROC Curves for gene-disease association prediction using PhenomeNet
Ontology with mouse phenotype from MGI and OMIM disease phenotype annotations
compared with random annotations
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4.2.11 Tables

Similarity Measure Yeast Synthetic GO Synthetic HPO
Average Variance Average Variance Average Variance

Spearman
GIC (Graph Information Content) 0.929780 0.251586 0.970924 -0.773449 0.953247 -0.980159
NTO (Normalized Term Overlap) 0.178345 -0.860012 0.248990 -0.976335 0.123304 -0.988240
UI (Union Intersection) 0.892631 0.298097 0.879582 -0.934921 0.729942 -0.995599
BMA with Jiang, Conrath 1997 0.960133 -0.892027 0.998773 -0.993506 0.999351 -0.996609
BMA with Lin 1998 0.980519 -0.800362 0.998918 -0.994733 0.999134 -0.998052
BMA with Resnik 1995 0.980519 -0.717457 0.998773 -0.994228 0.998918 -0.998124
BMA with Schlicker 2006 0.980519 -0.800362 0.998918 -0.994733 0.999134 -0.998052

Pearson
GIC (Graph Information Content) 0.861348 0.117734 0.831167 -0.744321 0.802873 -0.958817
NTO (Normalized Term Overlap) -0.014072 -0.682683 -0.009088 -0.574883 -0.158914 -0.593458
UI (Union Intersection) 0.788675 0.030649 0.777515 -0.914405 0.736711 -0.935415
BMA with Jiang, Conrath 1997 0.892576 -0.812184 0.895020 -0.629497 0.907974 -0.692269
BMA with Lin 1998 0.925181 -0.772250 0.896497 -0.638574 0.917599 -0.677309
BMA with Resnik 1995 0.939044 -0.703981 0.895107 -0.642652 0.917738 -0.675426
BMA with Schlicker 2006 0.925181 -0.772250 0.896497 -0.638574 0.917599 -0.677309

Table 4.1: Spearman and Pearson correlation coefficients between similarity value and
absolute annotation size as well as between variance in similarity value and annotation
size.

Similarity Measure Yeast Synthetic GO Synthetic HPO
Average Variance Average Variance Average Variance

Spearman
GIC (Graph Information Content) -0.895310 -0.931818 -0.999928 -0.999784 -0.999784 -0.997835
NTO (Normalized Term Overlap) 0.901443 -0.233045 0.999784 0.961833 0.999784 0.959524
UI (Union Intersection) -0.909524 -0.924459 -1.000000 -0.658658 -1.000000 -0.518687
BMA with Jiang, Conrath 1997 0.283838 -0.925830 -0.902597 -0.521861 -0.891486 -0.770130
BMA with Lin 1998 0.462843 -0.674892 -0.901587 -0.552237 -0.891126 -0.731530
BMA with Resnik 1995 0.578211 -0.579149 -0.901587 -0.537807 -0.891126 -0.699856
BMA with Schlicker 2006 0.462843 -0.674892 -0.901587 -0.552237 -0.891126 -0.731530

Pearson
GIC (Graph Information Content) -0.875583 -0.503795 -0.964250 -0.484246 -0.963553 -0.496135
NTO (Normalized Term Overlap) 0.882986 -0.192168 0.990210 0.848649 0.993038 0.849263
UI (Union Intersection) -0.906605 -0.596963 -0.963476 -0.547645 -0.963569 -0.508495
BMA with Jiang, Conrath 1997 0.074788 -0.850654 -0.834208 -0.495874 -0.848264 -0.735985
BMA with Lin 1998 0.303157 -0.707318 -0.836486 -0.517670 -0.852998 -0.693744
BMA with Resnik 1995 0.442458 -0.487544 -0.835991 -0.507179 -0.854007 -0.670199
BMA with Schlicker 2006 0.303157 -0.707318 -0.836486 -0.517670 -0.852998 -0.693744

Table 4.2: Spearman and Pearson correlation coefficients between similarity value
and difference in annotation size as well as between variance in similarity value and
difference in annotation size.
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4.3 EL Embeddings: Geometric construction of models for

the Description Logic

There has been a recent proliferation of methods that generate “embeddings” for

different types of entities. Often, these embeddings are functions that map enti-

ties within a certain structure into a vector space Rn such that a set of structural

characteristics of the original structure are preserved within the vector space. For

example, word embeddings are generated for words within a corpus of text based on

the distribution of words and their co-mentions [60].

Knowledge graph embeddings are used to project sets of discrete facts into a

vector space over real numbers and aim to preserve some structural properties of

the graph within Rn [142, 143]. The embeddings can project entities and relations

within a knowledge graph into Rn such that they can naturally be used as features

for machine learning tasks such as classification, regression, or clustering, or directly

utilize similarity measures within Rn for determining semantic similarity, performing

reasoning by analogy, and thereby predict relations. Most knowledge graph embed-

ding approaches find the embedding function through optimization with respect to

an objective function and, optionally, a set of constraints [143].

Inference in knowledge graphs is often limited to composition of relations. Model-

theoretic languages such as Description Logics can also be used to express relational

knowledge while adding operators that cannot easily be expressed in graph-based

form (quantifiers, negation, conjunction, disjunction) [144]. In particular the life

sciences have developed a large number of ontologies formulated in the Web Ontology

Language (OWL) [145], and many of the life science ontologies fall in the OWL

2 EL profile [146], which is based on the Description Logics EL++[147]. The life

science ontologies are used to express domain knowledge and serve as a foundation for

analysis and interpretation of biological data, for example through statistical measures

[148] or semantic similarity measures [118]. Recently, “ontology embeddings” were
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developed for life science ontologies that map classes, relations, and instances in

these ontologies into a vector space while preserving certain syntactic properties of

the ontology axioms and their deductive closure [18]. However, embeddings that

rely primarily on preserving syntactic properties of knowledge bases within a vector

space are limited by the kind of inferences that can be precomputed and expressed

in the knowledge representation language, and do not utilize prior knowledge about

the semantics of operators during the search for an embedding function.

Here, we introduce EL Embeddings, a method to generate embeddings for on-

tologies in the Description Logic EL++. EL Embeddings explicitly generate – or

approximate – models for an EL++theory and therefore approximate the interpreta-

tion function. For this purpose, we formulate the problem of finding a model as an

optimization problem over Rn. An alternative view on EL Embeddings is that we

extend knowledge graph embeddings with the semantics of conjunction, existential

quantification, and the bottom concept.

We demonstrate that the resulting embeddings can be used for determining se-

mantic similarity or suggest axioms that may be entailed by the theory. As large

EL++theories are mainly used in the life sciences, we evaluate our approach on a

large knowledge base of protein–protein interactions and protein functions. We show

that our method can improve the prediction of protein–protein interactions when

compared to semantic similarity measures and to knowledge graph embeddings.

4.3.1 The Description Logic EL++and its application in life

sciences

The Description Logic EL++ [149] is a Description Logic for which subsumption can

be decided in polynomial time and which is therefore suitable for representing and

reasoning over large ontologies. The syntax and semantics of EL++ is summarized

in Table 4.3 (omitting concrete domains which we will not consider here). EL++also
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Name Syntax Semantics
top > ∆I

bottom ⊥ ∅
nominal {a} {aI}
conjunction C uD CI ∩DI
existential
restriction

∃r.C {x ∈ ∆I |∃y ∈ ∆I :
(x, y) ∈ rI∧y ∈ CI}

generalized
concept
inclusion

C v D CI ⊆ DI

instantiation C(a) aI ∈ CI
role asser-
tion

r(a, b) (aI , bI) ∈ rI

Table 4.3: Syntax and semantic of EL++ (omitting role inclusions and concrete do-
mains).

forms the basis of the OWL 2 EL profile of OWL [147].

The ABox axioms (instantiation and role assertion) in EL++can be eliminated by

replacing C(a) with {a} v C and r(a, b) with {a} v ∃r.{b}, and every EL++TBox

can be normalized into one of four normal forms: C v D, C u D v E, ∃R.C v D,

and C v ∃R.D (where the bottom concept can only appear on the right-hand side

and only in the first three normal forms) [149].

EL++ is widely used to represent and reason over life science ontologies such as the

Gene Ontology [22], the Human Phenotype Ontology [150], or SNOMED CT [151].

These ontologies are often large and require fast decision procedures for automated

reasoning, which EL++can provide [149]. The ontologies in the life-science domain

are also used as components in knowledge graphs to structure data and provide back-

ground knowledge about classes within their domains.

4.3.2 Knowledge graph embeddings

Knowledge graph embedding methods have been developed to map entities and their

relations expressed in a knowledge graph into a vector space while preserving re-

lational and other semantic information under certain vector space relations [142].
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Translation-based embeddings, such as TransE [152], generate vector space repre-

sentations of entities and relations in a graph such that a + r ≈ b if r(a, b) is a

relation in the knowledge graph. Other approaches include methods for exploring

the neighborhood of nodes in the graph and encoding these nodes and their relations

[143].

Knowledge graphs are heterogeneous graphs with an explicit semantics and an

inference relation; one way in which the semantics of relations in a knowledge graph

can be taken into account when generating knowledge graph embeddings is by pre-

computing a limited form of deductive closure on the graph before finding the em-

beddings [142, 143]. Such an approach has also been applied successfully in the life

sciences where knowledge graph embeddings based on deductively closed graphs have

been used for predicting gene–disease associations or drug targets [153].

4.3.3 Semantic similarity

A related yet alternative approach to using knowledge graph embeddings for relational

learning is the use of semantic similarity measures to compare two classes within an

ontology, or two instances with respect to the axioms within an ontology [118]. There

is a wide range of semantic similarity measures, most of which operate on graphs or

sets constructed from a theory syntactically (e.g., by applying a certain closure on a

theory to generate graphs) but can also be applied to model structures such as the

canonical models of ALC theories [49].

In life sciences, semantic similarity measures can be applied predictively [118];

ontologies provide biological features, and similarity between the biological features

can be indicative of an underlying biological relation. For example, semantic simi-

larity between proteins linked to functions in the Gene Ontology [22] can be used to

determine protein–protein interactions based on the biological assumption that inter-

acting proteins are likely to have similar functions [54]; similarly, semantic similarity
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measures are used to identify candidate genes associated with diseases [154]. Widely-

applied semantic similarity measures in life sciences include Resnik’s similarity [48]

or the weighted Jaccard index [118]. Recently, semantic similarity is also measured

based on knowledge graph embeddings, for example for predicting protein–protein

interactions [18].

4.3.4 Geometric models for EL++

Our aim is to extend knowledge graph embeddings so that they incorporate the

EL++operators (conjunction, existential quantification) and can express the bottom

concept ⊥. We use a relational embedding model, TransE [152], to map relations into

Rn. We chose TransE due to its simplicity; however, our method can accommodate

different relational models.

Let O = (C,R, I; ax) be an EL++ontology consisting of a set of class symbols C,

relation symbols R, individual symbols I, and a set of axioms ax. We first transform

ax into a normal form following [149]; we eliminate the ABox by replacing each

individual symbol with a singleton class and rewriting relation assertions r(a, b) and

class assertions C(a) as {a} v ∃r.{b} and {a} v C. Using the conversion rules in

[149] we transform the set of axioms into one of four forms where C,D,E ∈ C and

R ∈ R: C v D; C uD v E; C v ∃R.D; ∃R.C v D.

4.3.5 Objective functions

If an EL++theory T has a model then it also has an infinite model, and therefore

it also has a model with a universe of Rn for any n (Löwenheim–Skolem upwards)

[155]. The embedding function our model aims to find is intended to approximate

the interpretation function I in the EL++semantics (Table 4.3). Specifically, our

embedding function η aims to map each class C to an open n-ball in Rn (η(C)) and

every binary relation r to a vector in Rn. We define a geometric ontology embedding
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η as a pair (fη, rη) of functions that map classes and relations in O into Rn, fη :

C ∪ R 7→ Rn and rη : C 7→ R. The function fη(x) maps a class to its center or maps

a relation to its embedding vector, and rη(x) maps a class x to the radius associated

with it.

We formulate one loss function for each of the normal forms so that the embedding

η preserves the semantics of EL++geometrical within Rn. The total loss for finding η

is the sum of the loss functions for all the normal forms. We first assume that none

of the classes are ⊥. The first loss function (Eqn. 4.1) aims to capture the notion

that, if C v D, then η(C) should lie in η(D). For all loss functions we use a margin

parameter γ; if γ < 0 then η(C) lies properly inside η(D). Also, we add normalization

loss for all class embeddings in the loss functions, essentially moving the centers of

all n-balls representing classes to lie on the unity sphere.

lossCvD(c, d) =

max(0, ‖fη(c)− fη(d)‖+ rη(c)− rη(d)− γ)

+ | ‖fη(c)‖ − 1|+ | ‖fη(d)‖ − 1|

(4.1)

The loss function for the second normal form (Eqn. 4.2), C u D v E, should

capture the notion that the intersection or overlap of the n-balls representing C and

D should lie within the n-ball representing E; while the overlap between η(C) and

η(D) is not in general an n-ball, the loss should characterize the smallest n-ball which

includes the intersection of η(C) and η(D) and minimizes its non-overlap with η(E).

Let h = rη(c)2−rη(d)2+‖fη(c)−fη(d)‖2
2‖fη(c)−fη(d)‖ , then the center and radius of the smallest n-ball

containing the intersection of η(C) and η(D) are fη(c) + h
‖fη(c)−fη(d)‖(fη(d) − fη(c))

and
√
rη(c)2 − h2, respectively. However, we found it difficult to implement this loss

due to very large gradients and therefore use the approximation of this loss given in

Eqn. 4.2. The first term in Eqn. 4.2 is a penalty when the n-balls representing C
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and D are disjoint; the second and third terms force the center of η(E) to lie inside

the intersection of η(C) and η(D); the fourth term makes the radius of η(E) to be

larger than the radius of the smallest n-balls of the intersecting classes; this radius is

strictly larger than the radius of the smallest n-ball containing the intersection and

therefore satisfies the condition that the intersection should lie within η(E).

lossCuDvE(c, d, e) =

max(0, ‖fη(c)− fη(d)‖ − rη(c)− rη(d)− γ)

+ max(0, ‖fη(c)− fη(e)‖ − rη(c)− γ)

+ max(0, ‖fη(d)− fη(e)‖ − rη(c)− γ)

+ max(0,min(rη(c), rη(d))− rη(e)− γ)

+ | ‖fη(c)‖ − 1|+ | ‖fη(d)‖ − 1|+ | ‖fη(e)‖ − 1|

(4.2)

The first two normal forms do not include any quantifiers or relations. Every point

that lies properly within an n-ball representing a class is a potential instance of that

class, and we apply relations as transformations on these points (following the TransE

relation model). Therefore, relations are transformations on n-balls. Equations 4.3

and 4.4 capture this intention.

lossCv∃R.D(c, d, r) =

max(0, ‖fη(c) + fη(r)− fη(d)‖+ rη(c)− rη(d)− γ)

+ | ‖fη(c)‖ − 1|+ | ‖fη(d)‖ − 1|

(4.3)

loss∃R.CvD(c, d, r) =

max(0, ‖fη(c)− fη(r)− fη(d)‖ − rη(c)− rη(d)− γ)

+ | ‖fη(c)‖ − 1|+ | ‖fη(d)‖ − 1|

(4.4)
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In the normal forms for EL++, ⊥ can only occur on the right-hand side in three

of the normal forms. We formulate separate loss functions for the cases in which ⊥

appear. First, C uD v ⊥ states that C and D are disjoint and therefore η(C) and

η(D) should not overlap. Equation 4.5 captures disjointness loss.

lossCuDv⊥(c, d, e) =

max(0, rη(c) + rη(d)− ‖fη(c)− fη(d)‖+ γ)

+ | ‖fη(c)‖ − 1|+ | ‖fη(d)‖ − 1|

(4.5)

Loss 4.6 captures the intuition that a class is unsatisfiable by minimizing the

radius rη of the class.

lossCv⊥(c) = rη(c) (4.6)

Since we use TransE as model for relations, the radius of an n-ball cannot change

after a transformation by a relation. Therefore, we use the same loss (Eqn. 4.7) for

∃R.C v ⊥.

loss∃R.Cv⊥(c, r) = rη(c) (4.7)

While our model does not need negatives, we can use negatives as in translating

embeddings to improve predictive performance. For this purpose, we add an optional

loss for C 6v ∃R.D as in Equation 4.8.

lossC 6v∃R.D(c, d, r) =

max(0, rη(c) + rη(d)− ‖fη(c) + fη(r)− fη(d)‖+ γ)

+ | ‖fη(c)‖ − 1|+ | ‖fη(d)‖ − 1|

(4.8)

Finally, we add the constraints rη(>) = ∞ to capture the intuition that the
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interpretation of > is ∆I = Rn, and rη(x) ≥ 0 for all x.

4.3.6 Embeddings and models

Theorem 1 (Correctness). Let T be a theory in EL++. If γ ≤ 0 and lossn(η(T )) = 0

then T has a model.

We outline a proof of this theorem. First, we set ∆ = Rn. By construction,

> = ∆I = Rn. We interpret each class C as the set of points lying within the open

n-ball η(C), CI = {x ∈ Rn| ‖fη(C)− x‖ < rη(C)} and every binary relation r as a

set of tuples rI = {(x, y)|x + fη(r) = y}. We need to show that the conditions in

Table 4.3 are satisfied if loss(T ) = 0. The loss is the sum of losses for the four normal

forms, all of which are non-negative.

The remaining conditions are preserved for each of the four normal forms and

their respective losses: by construction, normal form 1 ensures that, if C v D is in

the TBox, then CI ⊆ DI ; the loss of normal form 2, C u D v E, constructs the

smallest n-ball containing the intersection of η(C) and η(D) and ensures that this n-

ball lies within the η(E); normal form 3, C v ∃R.D, applies a relation transformation

to all instances x of C (i.e., it constructs fη(x) + fη(R) for all elements x of the n-

ball η(C)) and ensures that each instance of C lies within η(D), therefore ensuring

that {x ∈ Rn| ‖fη(C)− x‖ < rη(C)} ⊆ {x ∈ Rn| ‖fη(D) + fη(R)− x‖ < rη(D)} and

therefore η(C) ⊆ {x ∈ Rn|∃y ∈ ∆I : (x, y) ∈ RI ∧ y ∈ DI}; normal form 4 trivially

satisfies ∃R.C v D. It follows similarly from the loss functions 4.5–4.7 that ⊥ is

interpreted as ∅; the only case requiring more attention is C u D v ⊥ where it is

possible that the hyperspheres bounding the n-balls η(C) and η(D) touch. In our

interpretation, we assume that hyperballs are open so that the n-balls are disjoint

even if their bounding hyperspheres touch.
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4.3.7 Training and Implementation

While our algorithm can find, or approximate, a model without any negative samples

for any of the four normal forms, these models are usually underspecified. We intend

to use our embeddings for relational learning which benefits from a representation

in which asserted and implied axioms can be discriminated from those that should

not hold true. Therefore, we follow a similar strategy for sampling negatives as in

TransE and randomly generate corrupted axioms in third normal form (C v ∃R.D)

by replacing either C or D with a class C ′ or D′ such that neither C ′ v ∃R.D nor

C v ∃R.D′ are asserted axioms in the ontology.

We randomly initialize the embeddings for classes and relations. We then sample

formulas for each loss function in mini-batches and update the embeddings with re-

spect to the sum of the loss functions (see Algorithm 1). We implement the algorithm

in two parts. First, the processing of ontologies in OWL format and normalization

into the EL++normal forms are performed using the OWL API and the APIs provided

by the jCel reasoner which implements the EL++normalization rules [156]. Training

of embeddings and optimization is done using Python and the TensorFlow library,

and we use the Adam optimizer [157] for updating embeddings.

Runtime of the training process is linear in the number of axioms in an ontology

while inference time is linear in the number of all entities. The first step in the

training process is eliminating the ABox by creating singleton classes for instances

and transforming axioms to normal forms. This transformation is done in linear time

in the size of TBox [158]. The second step is to compute loss functions for all axioms

in our training data. Computing the loss functions is linear in the size of embedding

size (which is constant) and we compute and optimize loss functions for all axioms

every epoch. So, training runtime complexity is O(epochs * n * m) where n is the

number of all axioms, m is an embedding size and epochs is the number of training

iterations. In order to do inference for a query, we need to compute our similarity
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function with all entities. So, inference time complexity is linear in the number of all

entities and similarity function is computed in O(embedding size).

Algorithm 1: Algorithm used for training EL Embeddings.

input : An ontology O = (C,R, I; ax) in OWL format; margin γ; dimension
n; epochs epochs; batchsize bs

output: embeddings (fη, rη)

1 // eliminate ABox
2 C ← C ∪ {a} for each a ∈ I
3 ax← ax ∪ ({a} v ∃r.{b}) for each r(a, b) ∈ ax
4 ax← ax ∪ ({a} v C) for each C(a) ∈ ax
5 // apply EL++normalization rules
6 (axnf1, axnf2, axnf3, axnf4) = normalize(ax)
7 // separate axioms with ⊥ for NF 1, 2 and 4
8 (axnf1, axbot1) = separate(axnf1)
9 (axnf2, axbot2) = separate(axnf3)

10 (axnf4, axbot4) = separate(axnf4)
11 // generate negatives for proteins in NF 3
12 negnf3 = negatives(axnf3)
13 D ←
{axnf1}∪{axnf2}∪{axnf3}∪{axnf4}∪{axbot1}∪{axbot2}∪{axbot4}∪{negnf3}

14 // initialize embeddings
15 fη(c) = uniform(0, 1) for each c ∈ C
16 rη(c) = uniform(0, 1) for each c ∈ C
17 fη(r) = uniform(0, 1) for each r ∈ R
18 for e ∈ epochs do
19 // Randomly sample a minibatch of size bs for each loss type
20 (snf1, snf2, snf3, snf4, sbot1, sbot2, sbot4, sneg) = sample(D, bs)
21 // Update embeddings w.r.t.
22

∑∇loss(snf1, snf2, snf3, snf4, sbot1, sbot2, sbot4, sneg)
23 end

4.3.8 Example: Family domain

We first construct a simple test knowledge base to test our model. We use the family

domain in which we generate a knowledge base that contains examples for each of

the normal forms (Eqn. 4.9–4.20). We chose a margin γ = 0 and an embedding

dimension of 2 so that we can visualize the generated embeddings in R2. Figure 4.5
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Method Raw
Hits@10

Filtered
Hits@10

Raw
Hits@100

Filtered
Hits@100

Raw
Mean
Rank

Filtered
Mean
Rank

Raw
AUC

Filtered
AUC

TransE
(RDF)

0.03 0.05 0.22 0.27 855 809 0.84 0.85

TransE
(plain)

0.06 0.13 0.41 0.54 378 330 0.93 0.94

SimResnik 0.08 0.18 0.38 0.49 713 663 0.87 0.88
SimLin 0.08 0.17 0.34 0.45 807 756 0.85 0.86
EL Em-
beddings

0.10 0.23 0.50 0.75 247 187 0.96 0.97

Table 4.4: Prediction performance for yeast protein–protein interactions.

Method Raw
Hits@10

Filtered
Hits@10

Raw
Hits@100

Filtered
Hits@100

Raw
Mean
Rank

Filtered
Mean
Rank

Raw
AUC

Filtered
AUC

TransE
(RDF)

0.02 0.03 0.12 0.16 2262 2189 0.85 0.85

TransE
(plain)

0.05 0.11 0.32 0.44 809 737 0.95 0.95

SimResnik0.05 0.10 0.23 0.28 2549 2475 0.83 0.83
SimLin 0.04 0.08 0.19 0.22 2818 2743 0.81 0.82
EL
Embed-
dings

0.09 0.22 0.43 0.70 667 582 0.95 0.96

Table 4.5: Prediction performance for human protein–protein interactions.

shows the resulting embeddings.

Male v Person (4.9)

Female v Person (4.10)

Father vMale (4.11)

Mother v Female (4.12)

Father v Parent (4.13)

Mother v Parent (4.14)

Female uMale v ⊥ (4.15)

Female u Parent vMother (4.16)

Male u Parent v Father (4.17)

∃hasChild.Person v Parent (4.18)

Parent v Person (4.19)

Parent v ∃hasChild.> (4.20)
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Figure 4.5: Visualization of embeddings in the family domain example.

4.3.9 Protein–protein interactions

Prediction of interactions between proteins is a common task in molecular biology

that relies on information about sequences as well as functional information [118, 54].

The information about the functions of proteins is represented through the Gene

Ontology (GO) [22], a large manually-created ontology with over 45,000 classes and

100,000 axioms. GO can be formalized in OWL 2 EL and therefore falls in the

EL++formalism [159]. Common approaches to predicting protein–protein interactions

(PPIs) include network-based approaches and the use of semantic similarity measures

[54].

We use the PPI dataset provided by the STRING database [160] to construct

a knowledge graph of proteins and their interactions. We construct two graphs for
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human and yeast organisms with relations for which a confidence score of 700 or more

is assigned in STRING (following recommendations in STRING [160]); if an interac-

tion between two proteins P1 and P2 exists in STRING, we assert interacts(P1, P2).

We further add the associations of proteins with functions from the GO, provided

by STRING, together with all classes and relations from GO. For this we use two

representation patterns. First, we generate an OWL representation in which proteins

are instances, and if protein P is associated with the function F we add the axiom

{P} v ∃hasFunction.F (based on the ABox axiom (∃hasFunction.F )(P )). We use

this information together with the native OWL version of GO provided by the OBO

Foundry repository [161]; when applying knowledge graph embeddings to this rep-

resentation, we use the RDF serialization of the complete OWL knowledge base as

the knowledge graph. While the OWL-based representation is suitable for our EL

Embeddings, knowledge graph embeddings and semantic similarity measures would

benefit from a graph-based representation. We therefore create a second represen-

tation in which we replace all axioms of the type X v ∃R.Y in GO with a relation

R(X, Y ), and link proteins to their functions using a hasFunction relation (i.e., if

protein P has function F , we assert R(P, F )).

We generate a training, testing, and validation split (80%/10%/10%) from inter-

action pairs of proteins. We use the TransE [152] implementation in the PyKEEN

framework [162] on both representations (native OWL/RDF and the “plain” repre-

sentation) to generate knowledge graph embeddings and use them for link prediction.

We implement two semantic similarity measures, Resnik’s similarity [48] and Lin’s

similarity [49], together with the best-match average strategy for combining pair-

wise class similarities [118, 49], and compute the similarity between proteins based

on their associations with GO classes. To predict PPIs with EL Embeddings, we

predict whether axioms of the type {P} v ∃hasFunction.{F} hold. We use the
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similarity-based function in Eqn. 4.21 for this prediction.

sim(c, r, d) = −max(0, ‖fη(c) + fη(r)− fη(d)‖

−rη(c)− rη(d)− γ)

(4.21)

We evaluate the predictive performance based on recall at rank 10, rank 100,

mean rank and area under the ROC curve using our validation set. In our exper-

iments, we perform an extensive search for optimal parameters for TransE and our

EL Embeddings, testing embeddings sizes of 50, 100, 200, and 400. We also evaluate

the performance with different margin parameters γ, using −0.1, −0.01, 0, 0.01, and

0.1. The optimal set of parameters for EL Embeddings are embedding size = 50 and

γ = −0.1. For TransE (plain) embedding size = 50 (human) and 100 (yeast), for

TransE (RDF) embedding size = 400 (human) and 200 (yeast)1. We report results

on our testing set in Table 4.4 for the yeast PPI dataset and in Table 4.5 for the

human PPI dataset.

For a query interaction interacts(P1, P2) we predict interactions of P1 to all pro-

teins from our training set and identify the rank of P2. Then we compute the mean

of ranks for all interactions in our testing set. We refer to this result as raw mean

rank. Since the interactions from our training and validation set will rank higher than

those in our testing set, we perform this evaluation excluding training and validation

interactions and report them as Filtered. We further report the area under the ROC

curve (AUC) which is more commonly used for evaluating PPI predictions [54, 153].

4.3.10 Discussion

Knowledge graph embeddings and other forms of relational learning methods are in-

creasingly applied in scientific tasks such as prediction of protein–protein interactions,

1Detailed results are available at https://www.dropbox.com/s/wresfh9fkfah4ei/supplement.
pdf?dl=0.

https://www.dropbox.com/s/wresfh9fkfah4ei/supplement.pdf?dl=0
https://www.dropbox.com/s/wresfh9fkfah4ei/supplement.pdf?dl=0
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gene–disease associations, or drug targets. Our work on EL Embeddings is motivated

by the need to incorporate background knowledge into machine learning tasks. This

need exists in particular in scientific domains in which large formal knowledge bases

have been created that can be utilized to constrain optimization or improve search.

Our embeddings are based on the Description Logic EL++which is widely used in

life science ontologies [161] and combined with biological knowledge graphs [153]. EL

Embeddings generate models for EL++theories and do not rely on precomputing de-

ductive closures of graphs, and account for the semantics of conjunction, existential

quantifiers, and the bottom concept (and therefore basic disjointness between classes).

While EL embeddings do not require negatives, we implement a form of negative

sampling by randomly changing classes in axioms, similarly to how TransE and other

knowledge graph embeddings generate negatives [143]. In future work, we intend

to explore more of the negatives that arise from the EL++theories directly. For

example, we can encode the unique names assumption by asserting {a}u{b} v ⊥ for

all instances a, b ∈ I, and infer further negatives by exploring disjointness.

Another limitation of our method is the use of TransE as relational model which

does not allow us to capture role inclusion axioms or model relations that are not

one-to-one relations. Most of the EL Embedding loss functions require no or little

changes when using a different relation model; however, as a consequence of using

TransE as relation model, for example the loss function for ∃R.C v ⊥ is degenerate

and will need to be modified. Extending the relation model is not the only extension

possible to our model; in the future, we also intend to explore improvements towards

covering more expressive logics than EL++.
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4.4 Vec2SPARQL: Integrating knowledge graph embeddings

and SPARQL queries

SPARQL is a standardized NoSQL query language originally developed for data rep-

resented in the Resource Description Framework (RDF) [163] format. It supports

basic inference on graphs and can be used to query multiple endpoint simultaneously.

The flexibility of SPARQL has led the development of a large number of adapters and

wrappers that enable querying data formats and storage technologies beyond RDF,

including SQL databases [164], text files and large tables [165], or any other kind of

structured data.

The flexibility and wide applicability of SPARQL makes it well suited for man-

aging large heterogeneous data infrastructures such as found in many clinics and

hospitals [166], or complex research data infrastructures such as UniProt [167] and

other genomic databases [168].

SPARQL is well-suited for querying structured data, including metadata. How-

ever, it is not well suited to query the “content” of unprocessed and unstructured

data such as images, videos, or large text corpora. For example, querying all chest

x-ray images in a database that show a cardiomegaly in male patients is possible

using SPARQL based on the metadata attached to the images but cannot be done

based on the content of the images alone. Methods that could determine whether an

x-ray image shows such a phenotype will commonly rely on extracting features from

an image and using a machine learning algorithm.

Recently, several machine learning methods have been developed that extract

features from unstructured data. These features are represented within a vector

space and may encode some aspects of semantics. Deep learning techniques have

been applied to images [169], audio [170], video [171], but also to domain-specific data

types such as protein sequences [20] or DNA [172]. Deep Learning models can also

be applied to structured datasets such as RDF itself [19, 173], or to formal knowledge
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bases and ontologies [174]. To collect domain-specific deep learning models, domain

specific model repositories have been developed in which these models are shared and

made reusable and interoperable [175].

The vector space feature representations generated from deep learning models

can also be queried using functions that perform vector operations and may have

some defined semantics. For example, similarity measures such as cosine similarity,

correlation coefficients between vectors, or other similarity measures are sometimes

used to determine relatedness between entities from which features were extracted

[60, 176], and certain vector transformation may be used for analogical reasoning and

inference [152, 177].

While the vector space representations resulting from machine learning systems

enable a type of query on a dataset, the kinds of queries that can be asked about vector

space representations are largely disconnected from SPARQL. SPARQL is applicable

to querying of structured data and meta-data, while vector operations can identify

semantic relatedness based on features extracted from an item. It can be useful to

combine queries involving semantic relatedness (with respect to a particular feature

extraction model) and structured information represented as meta-data. For example,

once feature vectors are extracted from images, meta-data that is associated with the

images (such as geo-locations, image types, author, or similar) could be queried using

SPARQL and combined with the semantic queries over the feature vectors extracted

from the images themselves. Such a combination would, for example, allow to identify

the images authored by person a that are most similar to an image of author b; it

can enable similarity- or analogy-based search and retrieval in precisely delineated

subsets; or, when feature learning is applied to structured datasets, can combine

similarity search and link prediction based on knowledge graph embeddings with

structured queries based on SPARQL.

Here, we present a general framework to integrate vector space representations
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of data together with their metadata, and query both within a joint framework.

We implement a prototype of this framework using (a) a repository of feature vector

representations associated with entities in a knowledge graph, (b) a mapping between

the entities in the repository and the knowledge graph, (c) a method to retrieve

entities from the repository based on vector space operations, among a specified set

of entities, and (d) a set of function extensions for SPARQL that make this search

accessible from within a SPARQL query and semantically integrate these operations

with the SPARQL syntax and semantics. We make our prototype implementation

as well as a demo freely available on Github 1. Furthermore, we demonstrate using

biomedical, clinical, and bioinformatics use cases how our approach can enable new

kinds of queries and applications that combine symbolic processing and retrieval of

information through sub-symbolic semantic queries within vector spaces.

4.4.1 Vector space projections and operations

A large number of machine learning models have been developed that can take data

of various types as input and project them onto vectors that capture or represent

some aspects of the semantics within a vector space. A large number of models are

available for text [60], knowledge graphs [19, 152, 173], images (x-ray, dermascope,

etc.) [178, 179], and audio [170].

In the case of RDF and OWL data, the vector space projection can be done either

trivially by representing classes as binary vectors or through machine learning. As

an example for the first case, a type of genes could be represented as a binary vector

based on its associated GO classes to be further used in a similarity measurement

such as a wide range of semantic similarity measures [180, 118] or vector similarity

measures, to determine functionally similar genes. For more complex data, however,

machine learning algorithm can now be used to extract relevant features and generate

1https://github.com/bio-ontology-research-group/vec2sparql

https://github.com/bio-ontology-research-group/vec2sparql
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vector representations of nodes and relations in knowledge graphs. As these vector

aim to encode information about nodes that represent the local structure in which a

node is embedded, these vectors are called knowledge graph embeddings.

For example, these embeddings can be generated based on a random walk ap-

proach in combination with word2vec [181, 19] to generate embeddings for diseases,

genes, or drugs [182], and which have shown utility in predicting gene-disease associ-

ations. Other approaches rely on constrained optimization where certain invariances

that exist in a knowledge graph are preserved with respect to certain vector space

operations. For example, Translational Embeddings (TransE) [152] which represent

knowledge graph relations as translations in a vector space. A number of translational

embedding methods have been proposed which are based on TransE [183, 184, 185]

Once the biomedical entities are represented as vectors, different methods can

be applied to measure the similarity between the entities. The most widely used

similarity measures for vectors generated as word or knowledge graph embeddings are

cosine similarity, and, for many types of feature vectors, also correlation coefficients

(e.g., Pearson and Spearman correlation) which are often used to compare features

and identify similarity between entities.

Cosine similarity measures the orientation of two n-dimensional vectors. It is

calculated by the dot product of two numeric vectors, and it is normalized by the dot

product of the vectors’ magnitudes. Output values close to 1 indicate high similarity.

Cosine similarity between two vectors x and y is formally defined in equation 4.22 as

follows:

cos(xxx,yyy) =
xxx · yyy

||xxx|| · ||yyy|| (4.22)

The Pearson correlation coefficient is used to measure linear relationships between

two variables. An output value of 1 represents a perfect positive correlation, −1

indicates a perfect negative relationship, and 0 indicates the absence of a relationship
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between variables. Peason’s correlation coefficient of X and Y is formulated as:

ρ =
cov(X, Y )

σxσy
(4.23)

However, in general, any function f : Rn × Rn 7→ R that takes two vectors as

input and outputs a real number can be used to determine similarity between vectors

and potentially measure a form of “semantic” similarity between the entities repre-

sented by the vectors. Specifically, artificial neural networks (ANNs) can implement

(or approximate) any function [186] and can be trained to output specific types of

similarity, for example using a sigmoid classification function as output.

Computing similarity is not the only operation that can be performed on vector

spaces. Some vector space models are built to preserve certain semantic invariances

under other operations, such as addition and subtraction of vectors. For example,

analogical reasoning can be performed using addition and subtraction based on word

embeddings generated by Word2Vec [60], and in translational embedding models it is

possible to add relation vectors to vectors representing nodes in the graph to perform

multi-relational link prediction [152, 183, 184, 185].

4.4.2 Vec2SPARQL: jointly querying structured data and

vector space representations

Vec2SPARQL bridges vector space embeddings of entities and the structured data

about the entities that are accessible through SPARQL in a single framework. Vec2SPARQL

assumes on the vector space side the existence of a repository (or a set) of vectors

and the ability to perform certain vector space operations (such as computing simi-

larity between two vectors). Each vector representation must be identified through

an Internationalized Resource Identifier (IRI). The vectors, their IRIs, and the vector

space operations should be made available through an API. On the SPARQL side,
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Vec2SPARQL assumes the existence of a SPARQL end-point linked to either struc-

tured data (e.g. knowledge graph) or semi-structured data (e.g., text documents). In

SPARQL, entities and relations are identified through an IRI. Vec2SPARQL assumes

that there is an overlap between the IRIs accessible through the SPARQL endpoint

and the IRIs that are used to identify the vectors. The underlying idea is that the

structured and semi-structured information about an entity can be queried through

SPARQL, and the unstructured information about the entity can be queried through

the vector space representations. For example, we can identify metadata about chest

x-ray images in SPARQL, including an IRI to identify the image, the date the image

was taken, the anatomical location, the diagnosis, and other meta-data relating to a

patient; then, using a feature extractor for x-ray images, we can generate a vector

representation and identify the vector with the same IRI as the image, and use vector

space similarity (e.g., Pearson correlation coefficients) to identify similar or related

images. Vec2SPARQL enables a bi-directional information flow between both types

of information and combinations of these queries.

Specifically, in Vec2SPARQL, we extend the SPARQL query syntax by adding two

custom functions with a particular semantics. The first function is similarity(?x, ?y)

where x and y are entities that are identified by an IRI in SPARQL. The function com-

putes similarity of the corresponding embedding vectors. similarity is an expression

function and can be used in FILTER, BIND, and SELECT statements.

The second function in Vec2SPARQL is called mostSimilar(?x, n) where x is an IRI

of an entity accessible through SPARQL and for which a vector representation exists,

and n is an integer. mostSimilar is a property function that allows to create new

matches within a query using a similarity function define on the vector representations

of entities. As a result of this function we will get n entities which are the most similar

to x and can further be processed with query operators.

Vec2SPARQL is implemented using ARQ, which is a query engine for Apache Jena
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[187]. It currently implements only a single similarity function (cosine similarity)

but can easily be extended to other functions. When multiple different similarity

functions are to be used, we will extend the Vec2SPARQL functions with an additional

argument that specifies which function to use.

Vec2SPARQL can easily be run using a Docker [188]. Docker is an open-source

container software which allows to distribute, deploy and run a software tools in a

virtual environment. We have configured a docker image which installs all required

dependencies and builds the Vec2SPARQL executable in order to start the SPARQL

endpoint.

4.4.3 Remote querying of vector similarity

To build a more flexible infrastructure we do not maintain the repository of vec-

tor representations or compute the similarity functions directly in Vec2SPARQL but

rather use an API that consists of a repository of such vectors and a set of func-

tions (mainly search by similarity) to execute on them. For this purpose, we rely on

the prototypical Bio2Vec platform. Bio2Vec is a platform for representing, sharing,

integrating, and querying vector space embeddings. Its current content covers em-

beddings from text, knowledge graphs, and biological interaction networks, and has

vector representations of several types of biological and biomedical entities, including

gene functions (from Gene Ontology [22]), genes, drugs, and diseases. Bio2Vec has

an API through which the vector space can be searched by similarity, currently using

only the cosine similarity measure.

Vec2SPARQL utilizes Bio2Vec and its similarity functions within SPARQL queries.

We implemented a first version of Vec2SPARQL to work with Bio2Vec API. However,

Vec2SPARQL can be integrated with other external APIs which provide similar kinds

of vector space operations.

Figure 4.6 illustrates the general picture of the Vec2SPARQL approach. Vec2SPARQL



98

Figure 4.6: Overview over the Vec2SPARQL approach. Vec2SPARQL provides a
SPARQL endpoint which can query a structured dataset using SPARQL and simulta-
neously perform vector space operations for the entities. Vec2SPARQL requires that
there is a mapping between identifiers used to identify vectors and entities retrieved
through SPARQL.

provides a single SPARQL endpoint in which queries can be performed over the

Bio2Vec API together with data currently stored in the Vec2SPARQL endpoint. We

use the Bio2Vec REST API, which is based on an ElasticSearch index with a vector

scoring plugin, to store and search for embedding vectors. When a Vec2SPARQL

custom function is used in a query, Vec2SPARQL retrieves embeddings or similarity

values from Bio2Vec. On the other side, the structured data is represented as RDF

and is queried using Apache Jena’s ARQ query engine.

4.4.4 Use case: phenotype-driven disease gene prioritization

One widely used application of similarity-based search in biomedical applications is

the comparison of phenotypes using a similarity measure. Recently, several vector

space models have been developed that show competitive performance when using

phenotype similarity within and across species to predict gene–disease associations

[182, 18]. In these models, data is prepared in a custom manner and vector similar-
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ity (or, in some cases, a neural network) is used to exhaustively compute similarity

between genes and diseases. We can use Vec2SPARQL to perform queries of a knowl-

edge graph of mouse genes, diseases and phenotypes and incorporate Vec2SPARQL

similarity functions.

We created a knowledge graph of mouse genes and their phenotype annotations

obtained from the Mouse Genome Informatics (MGI) [39] database (accessed on

06.08.2018) and human diseases in the Online Mendelian Inheritance in Men (OMIM)

[189] database, and their phenotype associations from the Human Phenotype Ontol-

ogy (HPO) database (accessed on 27.07.2018). Our aim in this use case is to find

mouse gene associations with human diseases by prioritizing them using their pheno-

typic similarity, and simultaneously restrict the similarity comparisons to genes and

diseases with specific properties (such as being associated with a particular pheno-

type).

The phenotypic similarity can be computed in different ways. One way is to use

ontology based semantic similarity measure such as simGIC [190] or Resnik similarity

measure [133]. However, there are hundreds of similarity measures and it is difficult

to choose one. Also, semantic similarity measures can be biased towards well studied

genes when the variance of annotation size is very high [54].

Another way of computing similarity is to use representation learning methods

which can provide an embedding vector for the entities of a dataset. The embeddings

can further be used as features for machine learning methods or compute similarities

such as cosine or correlation coefficients depending on type of the embeddings.

Here, we employ a knowledge graph representation learning method by [19]. To

include semantics of phenotype annotations both from Mammalian Phenotype Ontol-

ogy (MP) and Human Phenotype Ontology (HPO) we add an integrated phenotype

ontology PhenomeNET [30] to our knowledge graph. First, the method generates a

corpus by randomly walking the knowledge graph including edge information. The
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corpus captures a neighborhood of each entity in the knowledge graph and can fur-

ther be used in representation learning methods. Then, we use Word2Vec [60] and

extract embeddings vectors for each entity in our knowledge graph. The Word2Vec

embeddings are optimized for a cosine similarity. In other words, we can get similar

entities of our knowledge graph by computing the cosine similarity of their embedding

vectors.

Our hypothesis is that associated genes and diseases should have similar phenotype

associations, therefore they should have more similar embeddings than not associated

genes and diseases. Using Vec2SPARQL, we can answer this question with a simple

SPARQL query. For example, the following query extracts disease associations for a

mouse gene Pax6 (MGI:97490):

PREFIX b2v: <http://bio2vec.net/graph_embeddings/function#>

PREFIX MGI: <http://www.informatics.jax.org/gene/MGI_>

PREFIX obo: <http://purl.obolibrary.org/>

PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>

PREFIX rdfs: <http://www.w3.org/2000/01/rdf-schema#>

SELECT ?sim ?dis (b2v:similarity(?sim, MGI:97490) as ?val)

{

?sim b2v:mostSimilar(MGI:97490 10000) .

?sim a obo:disease .

?sim rdfs:label ?dis

}

This query will return all diseases in OMIM among first 10,000 similar entities in the

knowledge graph ordered by the cosine similarity value.
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4.4.5 Use case: image repositories in health care environ-

ments

During decision making in the medical and clinical domains, physicians and con-

sultants are often required to not only base their diagnosis on their medical expert

knowledge, but furthermore to relate this diagnosis to past patients. To extract and

model medical and clinical expert knowledge, a number of approaches based on ma-

chine learning and artificial intelligence have been proposed in the last decades. In

recent years, this trend has been even more accelerated with the rise of deep con-

volutional networks. Some examples include the segmentation of organs and tissues

in medical images or the prediction of diagnoses [191] and referral urgency using 3D

Optical coherence tomography (OCT) images [192]. Other approaches aim to identify

similar case histories to enhance the cased-based retrieval of similar patients based

on the available medical information, often captured using images [193, 194].

Here, we employ an approach inspired by these last approaches in order to demon-

strate the general applicability of Vec2SPARQL within the medical and clinical do-

mains. We employed a publicly available dataset of chest x-ray images [195] which

is also available from Kaggle for use in machine learning and analytics challenges.

It consist of more than 112,000 chest x-ray images including basic annotations such

as gender, age, and diagnosis of the patients. We downloaded the images and their

annotations (accessed on 12.08.2018)) and scaled the original images to a resolution

of 256 × 256 pixels. We then used the BVLC GoogLeNet [196] from the Caffe Model

Zoo to extract feature vectors from these images. Specifically, we presented each

resized image to the network and extracted the last layer before the final softmax

layer (pool5/7x7 s1) as vector for use in Vec2SPARQL. Within our system, we have

employed a set of approximately randomly chosen 15,881 images from a variety of

medical diagnoses, patient ages, and gender.

Our hypothesis is that similar x-ray images should have similar clinical diagnoses.
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Using Vec2SPARQL, we can evaluate this with a SPARQL query. The following query

for example extracts similar chest x-ray images to a patient with patient ID 9890, rep-

resented by the image 00009890 001.png (patient ID 9890, diagnosis: Atelectasis,

age: 55, gender: male):

PREFIX b2v: <http://bio2vec.net/patient_embeddings/function#>

PREFIX BVP: <http://bio2vec.net/patients/BVP_>

PREFIX IMG: <http://bio2vec.net/patients/IMG_>

PREFIX BV: <http://bio2vec.net/patients/>

SELECT ?sim (b2v:similarity(?sim, IMG:00009890_001.png) as ?val) ?p ?f

{

?sim b2v:mostSimilar(IMG:00009890_001.png 10) .

?sim BV:patient ?p .

?sim BV:finding ?f .

}

The query selects 10 most similar images, of which two of the five most similar

ones possess the medical diagnosis Atelectasis (patient ID: 8791, Age: 68, Gender:

male, similarity: 0.870 and patient ID: 9488, Age: 58, Gender: male, similarity:

0.859). These results are somewhat surprising as the vector extraction employed by

the BVLC GoogLeNet is not aimed for any kind of medical image retrieval or analysis,

yet nevertheless appears to yield results that indicate the biological relationship.

Furthermore, these results can be enhanced by further constraining the similarity

based image retrieval by additional, structured information such as the selection of

gender or age ranges within SPARQL. Such query capabilities should allow medical

consultants an easier access to relevant cases and facilitate improved diagnosis. It

can also enable a faceted exploration of these images and their similarity, using RDF

properties as facets to filter on the similarity space. Overall, we also envision our
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system to be used for other un-structured and semi-structured data in the medical

and clinical domain, such as for electrocardiograms (ECGs) and clinical notes.

4.4.6 Conclusion

Here we presented a first prototype of Vec2SPARQL, a framework which bridges

vector space and structured queries in a single endpoint. We have provided a proof

of concept for our system using only a single similarity function (cosine similarity)

between vectors that can be compared using this function. However, Vec2SPARQL is

generic and can be extended with other similarity functions and even functions that

have been learned in a supervised manner.

We illustrate the utility of Vec2SPARQL on two use cases: phenotype-driven

prioritization of gene–disease associations and retrieval of clinical images based on

comparing image feature vectors extracted through deep learning models. Both types

of similarity search are combined with structured queries in SPARQL and demonstrate

the flexibility and strength of our approach. We believe that Vec2SPARQL serves as

a useful framework that can fill the gap between the vector space operations and

SPARQL for performing semantic queries on structured and unstructured data.
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Chapter 5

Function prediction methods

5.1 Introduction

Very few genes have experimentally validated functions. In order to fill this gap and

increase the number of genes for which I can predict phenotypes from functions, I

developed a two function prediction methods called DeepGO [20] and DeepGOPlus

[21]. In this chapter I discuss both methods. First, we developed DeepGO method

where I can predict around 2000 functions for all proteins with available sequence and

protein–protein interactions (PPI). The performance of the model matches the perfor-

mance of state of the art models. But, there were several limitations such as limited

sequence length and number of classes which I can predict. Therefore, performance

of the model needed to be improved in order to be used in real world applications.

I discuss DeepGO in the first section of this chapter. I published DeepGO paper

at Bioinformatics (Citation: Maxat Kulmanov, Mohammed Asif Khan and Robert

Hoehndorf, DeepGO: Predicting protein functions from sequence and interactions us-

ing a deep ontology-aware classifier. Bioinformatics, vol. 34(4), pp 660–668). My

contributions involve designing the methodology, performing the experiments, evalu-

ating the results, developing the software and website, and writing the manuscript.

The full author contributions are: MK MAK and RH designed the methodology, MK

performed the experiments, trained the models and evaluated the results, RH for-

mally analysed the method, interpreted the results and evaluated performance of the

models. All authors contributed to writing the manuscript.
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Although PPI network features are important for function and phenotype predic-

tion, not many of the proteins have this information. This factor limited DeepGO

in predicting functions for many of the novel proteins. Another important limita-

tion is that DeepGO can only predict functions for sequences with length less than

1002. Finally, DeepGO can predict only around 2000 GO classes out of more than

40,000 classes in GO. To overcome these three limitations I developed DeepGOPlus

[21]. DeepGOPlus predicts functions from sequence alone and combines deep con-

volutional neural network (CNN) model with sequence similarity based predictions.

My CNN model scans the sequence for motifs which are predictive for protein func-

tions and combines this with functions of similar proteins (if available). In theory,

it can predict any function that has ever been used in experimental annotation and

predicts them for any sequence length. Even though removed PPI network features

from the model, we achieve better performance only with sequence model. Also,

DeepGOPlus predicts around 5,000 classes in a single model. This is significantly

large in comparison to DeepGO’s three models where the largest model could predict

around 1,000 classes. However, to achieve this result I had to use flat classifier in-

stead of hierarchical classification layers in DeepGO due to computational limitations.

We use true path rule propagation to for all positive annotations after prediction to

fix hierarchical dependencies. I evaluate the performance of DeepGOPlus on the

CAFA3 dataset and significantly improve the performance of predictions of biological

processes and cellular components. Also, DeepGOPlus is annotates proteins signifi-

cantly faster than DeepGO. I discuss DeepGOPlus in details in the second section of

this chapter. I published DeepGOPlus at Bioinformatics (Citation: Maxat Kulmanov

and Robert Hoehndorf, DeepGOPlus: Improved protein function prediction from se-

quence, Bioinformatics, vol. 36(2), pp 422–429). My contributions involve designing

the methodology, performing the experiments, evaluating the results, developing the

software and website, and writing the manuscript. The full author contributions are:
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MK and RH designed the methodology, MK performed the experiments, trained the

models and evaluated the results, RH formally analysed the method, helped to inter-

pret the results and evaluate the performance of the models. All authors contributed

to writing the manuscript.
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5.2 DeepGO: Predicting protein functions from sequence and

interactions using a deep ontology-aware classifier

Advances in sequencing technology have led to a large and rapidly increasing amount

of genetic and protein sequences, and the amount is expected to increase further

through sequencing of additional organisms as well as metagenomics. Although

knowledge of protein sequences is useful for many applications, such as phylogenetics

and evolutionary biology, understanding the behavior of biological systems addition-

ally requires knowledge of the proteins’ functions. Identifying protein functions is

challenging and commonly requires in vitro or in vivo experiments [197], and it is

obvious that experimental functional annotation of proteins will not scale with the

amount of novel protein sequences becoming available.

One approach to address the challenge of identifying proteins’ functions is the com-

putational prediction of protein functions [23]. Function prediction can use several

sources of information, including protein-protein interactions [198, 199, 200, 201, 202],

genetic interactions [197], evolutionary relations [203], protein structures and struc-

ture prediction methods [204], literature [205], or combinations of these [206]. These

methods have been developed for many years, and their predictive performance is

improving steadily [23].

There are several key challenges for protein function prediction methods. One of

these is the complex relation between protein sequence, structure and function [207];

despite significant progress in the past years in protein structure prediction [208],

it still requires large efforts to predict protein structure with sufficient quality to be

useful in function prediction. Another challenge is the large and complex output space

for any classification method. Protein functions are classified using the Gene Ontology

(GO) [22] which contains over 40,000 functions and cellular locations. Additionally,

the GO contains strong, formally defined relations between functions that need to

be taken into account during function prediction to ensure that these predictions
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are consistent [206, 23]. The formal dependencies between classes in GO also lead

to the situation where proteins are assigned to multiple function classes in GO, for

different levels of abstraction. Furthermore, several proteins do not only have a single

function but may be peiotropic and have multiple different functions, making function

prediction inherently a multi-label, multi-class problem. A final challenge is that

proteins do not function in isolation. In particular higher-level physiological functions

that go beyond simple molecular interactions, such as apoptosis or regulation of heart

rate, will require other proteins and cannot usually be predicted by considering a

single protein in isolation. Due to these challenges, it is also not obvious what kind

of features should be used to predict the functions of a protein, and whether they can

be generated efficiently for a large number of proteins.

Here, we present a novel method for predicting protein functions from protein

sequence and known interactions. We combine two forms of representation learning

based on multiple layers of neural networks to learn features that are useful for pre-

dicting protein functions, one method that learns features from protein sequence and

another that learns representations of proteins based on their location in an interac-

tion network. We then utilize these features in a novel deep neuro-symbolic model

that is built to resemble the structure and dependencies between classes that exist

within the GO, refine predictions and features on each level of GO, and ultimately

optimize the performance of function prediction based on the performance over the

whole ontology hierarchy.

We demonstrate that our model improves performance of function prediction over

a BLAST baseline, and performs particularly well in predicting cellular locations of

proteins. The main advantage of our approach is that it does not rely on manually

crafted features but is entirely data-driven.
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5.2.1 Datasets

For our experiments, we use the Gene Ontology (GO) [22], downloaded on 05 January

2016 from http://geneontology.org/page/download-ontology in OBO format.

The version of GO has 44,683 classes of which 1,968 are obsolete. GO has three major

branches, one for biological processes (BP), molecular functions (MF) and cellular

components (CC), each containing 28,647, 10,161, and 3,907 classes, respectively.

We use SwissProt’s [209] reviewed and manually annotated protein sequences with

GO annotations downloaded on 05 January 2016 from http://www.uniprot.org/

uniprot/. The dataset contains 553,232 proteins, and 525,931 proteins have function

annotations. Furthermore, we select proteins with annotations with experimental

evidence code (EXP, IDA, IPI, IMP, IGI, IEP, TAS and IC) and filter the proteins by

maximum length of 1,002 ignoring proteins with ambiguous amino acid codes (B, O, J,

U, X, Z) in their sequence. Our final dataset contains 60,710 proteins annotated with

27,760 classes (19,181 in BP, 6,221 in MF, and 2,358 in CC). The dataset covers more

than 90 % of all proteins with experimental annotations in SwissProt. Supplementary

Figure 1 shows the sequence length distribution.

5.2.2 Training

We trained three models, one for each sub-ontology in GO. First, we propagate anno-

tations using the GO ontology structure and randomly split proteins into a training

set (80%) and testing set (20%). Due to computational limitations and the small

number of annotations for very specific GO classes, we ranked GO classes by their

number of annotations and selected the top 932 terms for BP, 589 terms for MF

and 436 terms for the CC ontology. These cutoff values correspond to selecting only

classes with the minimum number of annotations 250, 50, and 50, for BP, MF, and

CC, respectively.

We create three binary label vectors for each protein sequence, one for each of the

http://geneontology.org/page/download-ontology
http://www.uniprot.org/uniprot/
http://www.uniprot.org/uniprot/
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GO hierarchies. If a protein sequence is annotated with a GO class from our lists of

selected classes, then we assign 1 to the term’s position in the binary label vector and

use it as positive sample for this term. Otherwise, we assign 0 and use it as negative

sample. For training and testing, we use proteins which have been annotated with at

least one GO term from the set of the GO terms for the model.

5.2.3 Data Representation

The input of our model is the amino acid (AA) sequence of a protein. Each protein

is a character sequence composed of 20 unique AA codes. We generate trigrams of

AA from the protein sequence. The trigrams can be represented as one-hot encoding

vectors of length 8,000; however, the sparse nature of one-hot encodings only provides

a limited generalization performance. To address this limitation, we use the notion of

dense embeddings [210, 211]. An embedding is a lookup table used for mapping each

code in a vocabulary to a dense vector. Initially, we initialized the vectors randomly

and then learn the actual vector-based representations as an additional layer in our

network architecture during training. This approach allows us to learn meaningful

vectors, i.e., vectors that resemble correlations within the data that can be utilized

as features to predict protein functions. We have also performed experiments (on

a smaller dataset) with one-hot encodings of AA trigrams, and found that dense

representation performs better than one-hot encoding.

We built a vocabulary of unique AA trigrams where each trigram is represented

by its 1-based index. Using this vocabulary, we encoded a sequence of length 1002 as

a vector of 1000 indices. If the length of the sequence is less than 1002, we pad the

vector with zeros. We ignore all the proteins with sequence length more than 1002.

The first layer in the deep learning model is intended to learn embeddings where each

index is mapped to a dense vector by referring to a lookup table, using an embedding

size of 128 and therefore representing a protein sequence of length of 1002 as a matrix
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of 1000× 128.

5.2.4 Convolutional Neural Network

Convolutional Neural Networks (CNNs) are biologically inspired NN which try to

mimic the receptive field of biological neuron. In CNNs, convolution operations are

applied over the input layer to compute the output [212]. They exploit local corre-

lation by enforcing local connections between neurons of adjacent layers, where each

region of the input is connected to a neuron in the output. Having multiple convo-

lution filters helps in learning multiple features and providing insights into multiple

facets of the data. In our work, we used 1-dimensional (1D) convolution over protein

sequence data. The 1D convolution exploits sequential correlation. If we have an

input g(x) ∈ [1, l]→ R and a kernel function f(x) ∈ [1, k]→ R, the convolution h(y)

between f(x) and g(x) with stride d is defined as:

h(y) =
k∑

x=1

f(x) · g(y · d− x+ c) (5.1)

where c = k − d + 1 is an offset constant. The output hj(y) is obtained by a sum

over i of the convolutions between gi(x) and fij(x). The output vector h represents

the feature map learned through convolution.

The resulting feature map will contain redundant information and is of significant

size. Therefore, to reduce the feature space, redundant information is discarded

through temporal max-pooling [213]. This operation selects the maximum value over

a window of some length w. The features after convolution and the temporal pooling

layer are intended to be higher level representation of protein sequences which can

then be used as input to fully connected layers for classification.

For our experiments, we used one 1D Convolution layer with 32 filters of size 128

which are applied on the embedding matrix of each sequence, and a 1D max-pooling
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layer with pool length of 64 and stride of 32. Each filter is intended to learn a specific

type of feature, and multiple filters may enable learning of different aspects of the

underlying data. The output of the 1D max-pooling layer is a vector with length of

832.

5.2.5 Protein-protein interaction (PPI) network features

In addition to protein sequences, we use protein-protein interaction (PPI) networks

for multiple species from the STRING database [41], filtered by confidence score of 300

and connected with orthology relations from the EggNOG database [214] by creating a

symmetric ortholog-of edge for each orthology group. To further separate proteins by

the orthology group to which they belong, we introduce a new orthology relation for

each orthology group in eggNOG. In total, the network consists of 8,478,935 proteins,

190,649 edge types and 11,586,695,610 edges. Using this heterogeneous network, we

generated knowledge graph embeddings of size 256 for each protein [215].

Since our model is based on UniProt protein identifiers, we mapped nodes in the

network to UniProt identifiers using the identifier mapping provided by STRING.

We mapped 6,960,395 proteins in UniProt to our network and the resulting knowl-

edge graph embeddings. For the proteins with missing network representations, we

assigned a vector of zeros. We combined the knowledge graph embeddings for the

nodes with the output of the max-pooling layer of length 832 as a combined feature

vector.

5.2.6 Hierarchical classification layout

Using a fully-connected layers for each class in GO, we created a hierarchical classi-

fication neural network model that encodes for transitivity of subclass relations. We

use only the subclass relations and create a small neural network for each class in our

subset of selected terms. The concatenated sequence and PPI network features are
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passed to a fully-connected layer with 1,024 neurons and its output is passed to the

hierarchically structured neural networks for classification. Each network consists of

one fully-connected layer with a sigmoid activation function, and takes as an input

the output of first fully-connected layer. This layer is responsible for classifying the

proteins for its term. To ensure consistent hierarchical classification, for each class

which has children in GO, we created a merge layer which selects the maximum value

of the classification layers of the term and its children. Finally, the output of the

model is the concatenation of classification layers of leaf nodes and the maximum

layers of internal nodes. Figure 5.1 shows the architecture of our neural network

model.

5.2.7 Model implementation and optimization

In training, we minimize the multi-output binary cross entropy loss function using

the Rmsprop optimizer [216] with a mini batch of size 128 and learning rate of 0.01.

Initially, the weights of our model are initialized according to a uniform distribution

[217]. We fit our model with 80% of our training set and use the remaining 20% of

the training set as a validation set. At the end of each training epoch, we monitor

the convergence of the model on the validation set and keep the weights of the best

performing model. To prevent over-fitting of the model, we use dropout layers as

regularizers. We implement our model using the deep learning library Keras with

TensorFlow [218] as a backend. To accelerate the training process, we use NVIDIA

Pascal X GPUs. The training time for the Biological Process ontology model (which

is the largest model) is less than three hours and the inference time is less than one

second. We manually tuned the following set of parameters: minibatch size, number

of convolution filters, filter size, number of neurons in fully connected layer, and

learning rate. We select the best parameters depending on the value of validation

loss. Supplementary Table 1 shows the validation losses for different embedding sizes
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and number of convolution filters. We observe only small differences in validation

loss (based on binary cross entropy) for the different combinations of parameters we

evaluate. Source code for our implementation is available at https://github.com/

bio-ontology-research-group/deepgo.

5.2.8 BLAST baseline and comparison

We use the BLAST [219] sequence alignment method as a baseline to compare our

model’s performance. We use BLAST to find the most similar sequence in a database

of experimentally annotated proteins for a query sequence and assign all its annota-

tions to the query sequence. We create a database for each ontology with a proteins

in our training set that have been annotated with at least one term from the ontology.

For a proteins in our test set, we use the BLASTP program to obtain the protein

with the highest alignment score from our training set and assign all its functional

terms to the protein from our test set.

For comparison, we obtain FFPred3 [220] prediction results for CAFA3 targets

from http://bioinfadmin.cs.ucl.ac.uk/downloads/ffpred/cafa3/ and GoFDR

[221] results through the web service available at http://gofdr.tianlab.cn/. We

apply these on a set of protein targets released on 05 June 2017 that had no function

annotations at the time of training. The dataset contains 1,367 proteins and 3,619 an-

notations. It is available for download at https://github.com/bio-ontology-research-group/

deepgo.

5.2.9 Evaluation

We evaluate our model performance with two measures [222] that are used in CAFA

challenge [23]. The first measure is a protein centric maximum F-measure. Here, we

compute F-measure for a threshold t ∈ [0, 1] using the average precision for proteins

for which we predict at least one term and average recall for all proteins. Then, we

https://github.com/bio-ontology-research-group/deepgo
https://github.com/bio-ontology-research-group/deepgo
http://bioinfadmin.cs.ucl.ac.uk/downloads/ffpred/cafa3/
http://gofdr.tianlab.cn/
https://github.com/bio-ontology-research-group/deepgo
https://github.com/bio-ontology-research-group/deepgo
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select the maximum F-measure of all thresholds. We compute the Fmax measure using

the following formulas:

pri(t) =

∑
fI(f ∈ Pi(t) ∧ f ∈ Ti)∑

fI(f ∈ Pi(t))
(5.2)

rci(t) =

∑
fI(f ∈ Pi(t) ∧ f ∈ Ti)∑

fI(f ∈ Ti)
(5.3)

AvgPr(t) =
1

m(t)
·
m(t)∑

i=1

pri(t) (5.4)

AvgRc(t) =
1

n
·

n∑

i=1

rci(t) (5.5)

Fmax = max
t

{
2 · AvgPr(t) · AvgRc(t)
AvgPr(t) + AvgRc(t)

}
(5.6)

In these measures, f is GO class, Pi(t) is a set of predicted classes for a protein i

using a threshold t, and Ti is a set of annotated classes for a protein i. Precision is

averaged over the proteins where we at least predict one term and m(t) is the total

number of such proteins. n is a number of all proteins in a test set.

The second measure is a term-centric where for each term f we compute AUC of a

ROC Curve of a sensitivity (or a recall) for a given false positive rate (1 - specificity).

We compute sensitivity and specificity using the following formulas:

snf (t) =

∑
iI(f ∈ Pi(t) ∧ f ∈ Ti)∑

iI(f ∈ Ti)
(5.7)

spf (t) =

∑
iI(f /∈ Pi(t) ∧ f /∈ Ti)∑

iI(f /∈ T )
(5.8)

Here, Pi(t) is a set of predicted terms for a protein i using a threshold t and Ti is a

set of annotated terms for a protein i. Additionally, we report a term-centric Fmax

measure where for each term f we compute the F-measure using threshold t and all
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proteins in our test set. Then, we take the maximum for all the thresholds.

prf (t) =

∑
iI(f ∈ Pi(t) ∧ f ∈ Ti)∑

iI(f ∈ Pi(t))
(5.9)

rcf (t) =

∑
iI(f ∈ Pi(t) ∧ f ∈ Ti)∑

iI(f ∈ Ti)
(5.10)

Fmaxf = max
t

{
2 · prf (t) · rcf (t)
prf (t) + rcf (t)

}
(5.11)

Additionally, we compute global ROC AUC for all predictions scores given by

the models and Mathews Correlation Coefficient (MCC) for a threshold which gives a

maximum protein centric F-measure. The ROC AUC is computed using the following

formulas for a threshold parameter t:

AUC =

∫ ∞

−∞
TPR(t)(−FPR′(t))dt (5.12)

TPR(t) =
TP (t)

TP (t) + FN(t)
, FPR(t) =

FP (t)

FP (t) + TN(t)
(5.13)

TP is a number of true positives, FN is a number of false negatives, FP is a number

of false positives and TN is a number of true negatives. The MCC is computed using

the following formula:

MCC =
TP · TN − FP · FN√

(TP + FP )(TP + FN)(TN + FP )(TN + FN)
(5.14)

5.2.10 Feature learning and neuro-symbolic hierarchical clas-

sification

We build a machine learning model that aims to address three challenges in com-

putational function prediction: learning features to represent a protein, predicting

functions in a hierarchical output space with strong dependencies, and combining

information from protein sequences with protein-protein interaction networks. The
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first part of our model learns a vector representation for a protein sequence which

can be used as features to predict protein functions. The second part of the model

aims to encode for the functional dependencies between classes in GO and optimizes

classification accuracy over the hierarchical structure of GO at once instead of opti-

mizing one model locally for each class. The intention is that this model can identify

both explicit dependencies between classes in GO, as expressed by relations between

classes encoded in the ontology, as well as implicit dependencies such as frequently

co-occurring classes. While a single model over the entire GO would likely yield best

results, due to the size of the GO, we independently train three models for each of

GO’s three sub-ontologies, Molecular Function (MF), Biological Process (BP), and

Cellular Component (CC), and focus exclusively on subclass relations between GO

classes. We generate a series of fully connected layers, one for each class C in the

GO. Each of these layers has exactly one connection to an output neuron, Out(C),

and, for each direct subclass D of C, a connection to another layer representing D.

This architecture resembles the hierarchical structure of GO and the dependencies

between its classes, ensures that discriminating features of each class can be learned

hierarchically while taking into account the symbolic relations in GO. More generally,

each dense layer of this ontology-structured neural network layout is intended to learn

features that can discriminate between its subclasses. Figure 5.1 illustrates the basic

architecture of our model.

We train three model in a supervised way (one model for each of the GO on-

tologies). For this purpose, we first split all proteins with manually curated GO

annotations in SwissProt in a training set (80%) and an evaluation set (20%). We

use the manually assigned GO functions of the proteins in the training set to train

our models. The performance of each model is globally optimized over all the GO

functions (within either the MF, BP, or CC hierarchy) through back-propagation.

We then evaluate the performance of our model on the 20% of proteins not used for



118

training, using the evaluation metrics developed and employed in the CAFA challenge

[23]. Table 5.1 shows the overall performance of our model and the comparison to

using BLAST to assign functions. We find that our model, which relies only on pro-

tein sequences (DeepGOSeq), outperforms BLAST in predicting cellular locations,

but does not achieve improved performance compared to BLAST in the MF and BP

ontologies when evaluated either on the full set of GO functions or the subset used

by our model.

5.2.11 Incorporating protein networks

The majority of functions and biological processes in GO require multiple proteins to

be performed. One source of information for proteins acting together can be obtained

from protein-protein interaction networks. By adding information about protein-

protein interactions, we planned to improve our model’s performance, in particular

for prediction of associations to biological processes which usually require more than

one protein to be performed. We encode protein-protein interactions as a multi-species

knowledge graph of interacting proteins in which proteins within a species are linked

through interacts-with edges and proteins in different species through a orthologous-

to edge. We then apply a method to generate knowledge graph embeddings [215] to

this graph and generate a vector representation for each protein. Furthermore, we

integrate this vector representation with the protein sequence representation in our

model, resulting in a multi-modal model that utilizes both protein sequences and pro-

tein interactions. Incorporating this network information significantly improves the

performance for almost all GO classes, and the overall performance of our DeepGO

method improves significantly in comparison with DeepGOSeq which uses only pro-

tein sequence as a feature, and in comparison to the BLAST baseline. Table 5.1

summarizes the results.

We find that the predictive performance of our model varies significantly between
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proteins in different organisms, in particular between single-cell and multi-cellular or-

ganisms. Table 5.2 summarizes the performance we achieve for individual organisms,

and further broadly distinguishes between eukaryotic and prokaryotic organisms. We

find that DeepGO achieves high performance for well-characterized model organisms,

likely due to the rich characterization of protein functions in these organisms; other

organisms do not have a large set of manually asserted function annotations and are

therefore represented more sparsely in our evaluation set.

We compare DeepGO with two top-performing methods in previous CAFA chal-

lenges [23], FFPred3 [220] and GoFDR [221], on a benchmark released as part of the

CAFA3 competition. Neither DeepGO nor FFPred3 or GoFDR have used the pro-

tein annotations in this benchmark during training. Table 5.3 shows the performance

results of DeepGO in comparison to FFPred3 and GoFDR on this benchmark set.

DeepGO achieves the highest AUC in all three GO branches, while both FFPred3

and GoFDR outperform DeepGO in some GO branches on Fmax, precision, recall, or

MCC.

The UniProt database may contain orthologous proteins which are almost identi-

cal and will have similar or identical functions. To ensure that our testing dataset does

not contain sequences that are highly similar to sequences in our training dataset, we

clustered the protein sequences by their sequence similarity. We computed pairwise

sequence identity using BLAST [219] for all the proteins with experimental anno-

tations. Then we clustered the protein sequences into two clusters by placing the

sequences with at least 50% sequence identity in the first cluster and all other se-

quences in the second cluster. We used the first cluster as a training set and the

second cluster as a testing set (both files are provided as Supplementary files 1 and

2). Our training set contains 45,342 sequences and our testing set contains 15,368

sequences. Table 5.4 show the performance of our model in the scenario where we

evaluate on a set of sequences that are dissimilar to the sequences used in training.
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We further evaluated how well DeepGO performs on different types of proteins. In-

terPro classifies proteins into families, domains and important sites [223]. We evaluate

DeepGO’s performance by grouping proteins by their InterPro annotations. Supple-

mentary Table 2 shows the performance for InterPro classes with at least 50 protein

annotations in our test set. We find that for some important protein families, such

as p53-like transcription factors (IPR008967), DeepGO can achieve high performance

in all three GO ontologies, while for other kinds of proteins, such as those with a

Ubiquitin-related domain (IPR029071), DeepGO fails to predict annotations to BP

and MF accurately.

Using a term-centric evaluation measure [23], we test how accurate our predictions

are for different GO functions. Supplementary Table 3 shows the best performing GO

functions from each ontology. Unsurprisingly, high-level functions with a large number

of annotations generally perform significantly better than more specific functions.

We further test whether the variance in predictive performance is intrinsic to our

method or the result of different amounts of training data available for proteins of

different families, with different domains, or for GO functions with different number

of annotations. We plot the predictive performance of DeepGO as a function of the

number of training samples in Figure 5.2, and observe that performance is strongly

correlated with the number of training instances. However, due to the hierarchical

nature of GO, an increased number of training instances will always be available

for more general, high-level functions. In the future, additional weights based on

information content of GO classes [133] should be assigned to more specific functions

which contain more information [23, 222]; using these weights during training of our

model may improve performance for more specific functions.

For automated annotation of a large number of proteins, such as the complete

proteome of a newly sequenced organism, prediction time is also important. To de-

termine the time needed for predicting functions and cellular locations of multiple
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proteins, we randomly selected 10,000 proteins of varying size from different organ-

isms and performed function prediction with DeepGO using all three GO hierarchies,

using an Intel Xeon E5-2680 CPU and an Nvidia GeForce GTX TITAN Z GPU.

DeepGO requires 15GB of memory. As DeepGO relies on BLAST to identify a net-

work embedding for a query protein, the majority of time (16,000 seconds, or 1.6

second per protein on average) was needed to perform the BLAST search. Actual

prediction time for the neural network ranges between 2.2ms per protein (for the

CC model) to 3.5ms per protein (for the BP model). Our results are similar to the

reported results of GoFDR [221] where the majority of time is required for BLAST

search while actual prediction time is significantly faster.

5.2.12 Multi-modal function prediction

Computational approaches to function prediction have been developed for many years

[23]. One of the most basic approaches for function prediction has been the use of

BLAST [219] to identify proteins with high sequence similarity and known functions,

and assign the functions of the best matching protein to the protein to be character-

ized. Approaches for orthology-based function prediction include more comprehensive

modelling of evolutionary relations, including relations between protein subdomains

[203], and these can outperform simple BLAST baseline experiments. Other ap-

proaches for function prediction rely on structure prediction. It is well known that

protein ternary structure strongly influences a protein’s functions, but prediction of

protein structure remains a challenging computational problem [208], and even with

known protein structure, functions cannot always be predicted accurately. Addition-

ally, high-level physiological functions, such as vocalization behavior (GO:0071625),

will not be predictable from a single protein’s sequence or structure alone but require

complex pathways and interacting proteins, all of which contribute to the function.

For this purpose, several methods use protein-protein interaction networks to identify
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significant links between proteins that can be used to transfer functions, or significant

network patterns that may be predictive of a function [200, 201, 202, 224].

While many of these approaches rely on hand-crafted features, some approaches

already applied feature learning (i.e., deep learning) to parts of these data types. For

example, feature learning approaches have significantly improved the prediction of

transcription factor binding sites and functional impact of genomic variants [172, 225],

and DeepGO also utilizes feature learning on protein-protein interaction networks

[215]. Here, we have extended the application of deep learning approaches in func-

tion prediction in three ways: first, we apply feature learning through the use of a

CNN and embedding layer to learn a representation of protein sequence; second, we

developed a deep, ontology-structured classification model that can refine features

on each distinction present in the GO; and third, we use multi-modal data sources,

in particular the protein sequence and information from protein-protein interaction

networks, within a single model. Through the multi-modal nature of our machine

learning model, other types of data can be integrated within the DeepGO model as

long as they can be used as input to a representation learning method that learns

vector representations. For example, protein structure information, if available, could

be incorporated in our model by adding another feature learning branch that gener-

ates dense, low-dimensional representations of protein structure [143] and using these

as input to our hierarchical classifier. Furthermore, established function prediction

methods use several additional sources of information to generate features for function

prediction, including co-expression [226], classification in functional protein families

based on protein domains [227], and phylogenetic information [228]. Adding these

additional sources of information may help to further improve DeepGO’s performance

in the future.



123

5.2.13 Hierarchical classification on ontologies

In addition to the multi-modal nature of features used in DeepGO, another contribu-

tion of our work is the deep hierarchical classification model that optimizes predictive

performance on whole hierarchies, accounts for class dependencies (i.e., the semantics

of annotations in GO) during training time, learns features in a hierarchical manner,

and is optimized jointly together with the feature learning component of our model

in an end-to-end manner. Our method can be applied to other applications with a

similarly structured output space and which rely on learning feature representations.

In particular, we plan to apply our model for predicting disease associations of genes

which are encoded using the Disease Ontology [229], or phenotype associations of

genetic variants which are encoded using phenotype ontologies [230].

The advantages of our model are its potential for end-to-end learning, the global

optimization, and the potential to predict any class given sufficient training data. In

particular the end-to-end learning provides benefits over approaches such as struc-

tured support vector machines [206], which generally rely on hand-crafted feature

vectors.

However, our model also has disadvantages. First, it needs large amounts of

training data for each class; this data is readily available through the manual GO

annotations that have been created for many years, but will not easily be available

for other areas of application, such as predicting phenotype annotations or effects

of variants. Furthermore, our model is complex and requires large computational

resources for training, and therefore may not be applicable in all settings.

In the future, we intend to extend our hierarchical model in several directions.

First, we plan to include more information from GO, in particular parthood rela-

tions and regulatory relations, which may provide additional information. We will

also explore adding more features, such as additional types of interactions (genetic

interactions, or co-expression networks), and information extracted from text.
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Figure 5.1: Convolutional Neural Network Architecture. 1) The input of the model
is a list of integer indexes of trigrams generated from protein sequence and vector
of size 256 for protein PPI network representation. The trigram indexes are passed
to an embedding layer which provides vector representations of size 128 for each
trigram. The output of an embedding layer is a matrix of size 1000x128 on which
we apply convolution and max-pooling. We merge the flattened output of the max-
pooling layer and concatenate the resulting vector with the PPI network embeddings.
This feature vector is then passed to hierarchically structured classification layers.
2) The hierarchically structured classification layers form a directed acyclic graph
following the taxonomic structure of GO for is-a relations. For each GO class we
generate one fully-connected layer with a sigmoid activation function that predicts
whether the input should be classified with this GO class. To ensure consistency, all
non-leaf nodes in the graph use a maximum merge layers (rounded purple square)
which outputs the maximum value of the classification results for all child nodes
and the internal node’s classification results. The output vector of the model is the
concatenation of maximum merge layers of the internal nodes and the classification
layers of the leaf nodes.
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Method Fmax AvgPr AvgRc AUC MCC
Biological Process

BLAST 0.314 0.302 0.327
DeepGOSeq 0.293 0.304 0.282 0.814 0.266
DeepGOFlat 0.387 0.393 0.382 0.899 0.395
DeepGO 0.395 0.412 0.379 0.896 0.397
BLAST (selected) 0.344 0.376 0.317
DeepGOSeq (selected) 0.322 0.319 0.324 0.814 0.266
DeepGOFlat (selected) 0.425 0.415 0.436 0.899 0.396
DeepGO (selected) 0.435 0.444 0.426 0.896 0.399

Molecular Function
BLAST 0.372 0.367 0.377
DeepGOSeq 0.364 0.453 0.304 0.875 0.328
DeepGOFlat 0.451 0.529 0.393 0.925 0.428
DeepGO 0.470 0.577 0.397 0.928 0.438
BLAST (selected) 0.541 0.615 0.483
DeepGOSeq (selected) 0.392 0.453 0.346 0.875 0.328
DeepGOFlat (selected) 0.483 0.579 0.414 0.925 0.432
DeepGO (selected) 0.503 0.577 0.447 0.928 0.438

Cellulcar Component
BLAST 0.362 0.321 0.417
DeepGOSeq 0.568 0.602 0.538 0.924 0.520
DeepGOFlat 0.632 0.635 0.629 0.966 0.595
DeepGO 0.633 0.643 0.624 0.967 0.592
BLAST (selected) 0.497 0.506 0.489
DeepGOSeq (selected) 0.574 0.602 0.548 0.924 0.520
DeepGOFlat (selected) 0.638 0.635 0.641 0.966 0.595
DeepGO (selected) 0.639 0.643 0.635 0.967 0.592

Table 5.1: Overview of our model’s performance and comparison to BLAST base-
line. The DeepGOSeq model uses only sequence information. DeepGOFlat uses both
the protein sequence and network interactions as input, but instead of hierarchically
structured classification layers DeepGOFlat has one fully connected layer with sig-
moid activation function to generate output predictions. Our final DeepGO model
uses sequence and interaction networks with hierarchical classification layers. The
first part of the evaluation shows performance results when considering all GO anno-
tations (even those that our model cannot predict), while the second part focuses on
the selected terms for which our model can generate predictions.
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Organism Fmax AvgPr AvgRc AUC MCC
Biological Process

Eukaryotes 0.40 0.41 0.39 0.89 0.40
Human 0.42 0.46 0.39 0.89 0.42
Mouse 0.39 0.42 0.36 0.88 0.40
Rat 0.38 0.39 0.37 0.88 0.37
Fruit Fly 0.38 0.41 0.35 0.89 0.40
Yeast 0.45 0.46 0.43 0.93 0.46
Fission Yeast 0.42 0.43 0.41 0.91 0.41
Zebrafish 0.40 0.44 0.37 0.90 0.38
Prokaryotes 0.37 0.40 0.34 0.90 0.38
Ecoli 0.40 0.42 0.38 0.93 0.42
Mycobacterium tuber-s 0.29 0.28 0.31 0.88 0.24
Pseudomonas aeruginosa 0.52 0.57 0.47 0.93 0.55
Bacillus subtilis 0.36 0.50 0.29 0.87 0.34

Molecular Function
Eukaryotes 0.48 0.59 0.41 0.93 0.45
Human 0.51 0.64 0.42 0.94 0.46
Mouse 0.51 0.60 0.45 0.95 0.48
Rat 0.52 0.61 0.45 0.94 0.49
Fruit Fly 0.51 0.63 0.42 0.94 0.48
Yeast 0.42 0.49 0.37 0.91 0.38
Fission Yeast 0.40 0.40 0.39 0.91 0.35
Zebrafish 0.60 0.74 0.51 0.95 0.55
Prokaryotes 0.39 0.45 0.34 0.90 0.36
Ecoli 0.40 0.47 0.35 0.93 0.38
Mycobacterium tuber-s 0.38 0.45 0.33 0.91 0.35
Pseudomonas aeruginosa 0.42 0.65 0.31 0.91 0.41
Bacillus subtilis 0.39 0.43 0.36 0.91 0.33

Cellular Component
Eukaryotes 0.63 0.64 0.62 0.96 0.59
Human 0.60 0.58 0.61 0.96 0.56
Mouse 0.59 0.69 0.51 0.95 0.55
Rat 0.53 0.50 0.58 0.94 0.48
Fruit Fly 0.57 0.54 0.59 0.96 0.56
Yeast 0.57 0.55 0.59 0.96 0.56
Fission Yeast 0.77 0.77 0.78 0.98 0.74
Zebrafish 0.65 0.74 0.59 0.97 0.66
Prokaryotes 0.69 0.71 0.67 0.98 0.62
Ecoli 0.73 0.76 0.70 0.99 0.66
Mycobacterium tuber-s 0.68 0.65 0.71 0.99 0.63
Pseudomonas aeruginosa 1.00 1.00 1.00 1.00 1.00
Bacillus subtilis 0.50 0.64 0.42 0.97 0.53

Table 5.2: Performance of our method distinguished by organisms. We use the
DeepGO model that combines both sequence and network information for this pre-
diction.
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Method Fmax AvgPr AvgRc AUC MCC
Biological Process

FFPred3 0.26 0.30 0.23 0.83 0.23
GoFDR 0.20 0.27 0.15 0.61 0.00
DeepGO 0.34 0.31 0.37 0.88 0.32

Molecular Function
FFPred3 0.38 0.35 0.40 0.86 0.29
GoFDR 0.52 0.89 0.36 0.84 0.60
DeepGO 0.47 0.61 0.39 0.90 0.37

Cellular Component
FFPred3 0.44 0.46 0.43 0.89 0.39
GoFDR 0.40 0.40 0.41 0.72 0.31
DeepGO 0.52 0.55 0.49 0.95 0.50

Table 5.3: Evaluation of DeepGO, FFPred3 and GoFDR methods on a CAFA3
preliminary evaluation set.
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Figure 5.2: Term centric performance. These plots show the performance of our
model for each term in our subset of GO as a function of the number of supporting
proteins in test set which are annotated by the term.

Model Fmax AvgPr AvgRc AUC MCC
BP 0.397 0.437 0.364 0.900 0.395
MF 0.403 0.495 0.339 0.908 0.359
CC 0.625 0.654 0.598 0.963 0.598

Table 5.4: Evaluation of DeepGO on a dataset split by sequence identity.
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5.3 DeepGOPlus: Improved protein function prediction from

sequence

Prediction of protein functions is a major task in bioinformatics that is impor-

tant in understanding the role of proteins in disease pathobiology, the functions of

metagenomes, or finding drug targets. A wide range of methods have been developed

for predicting protein functions computationally [23, 231, 232, 20, 233, 234, 71, 235].

Protein functions can be predicted from protein sequences [23, 231, 232, 20, 233,

234, 235], protein–protein interactions (PPI) [20], protein structures [236], biomedi-

cal literature, and other features [233, 71]. Sequence-based methods employ sequence

similarity, search for sequence domains, or multi-sequence alignments to infer func-

tions. As proteins rarely function on their own, protein–protein interactions can be

a good predictor for complex biological processes to which proteins contribute. Al-

though it is experimentally challenging to identify protein structures, they are crucial

in understanding what proteins are capable of doing. Literature may contribute to

function predicting because it may contain explicit descriptions of protein functions

or describe properties of proteins that are predictive of protein functions indirectly.

Overall, many of these features are available only for a small number of proteins,

while a protein’s amino acid sequence can be identified for most proteins. Therefore,

methods that accurately predict protein functions from sequence alone may be the

most general and applicable to proteins that have not been extensively studied.

Proteins with similar sequence tend to have similar functions [23]. Therefore,

a basic way of predicting functions for new sequences is to find the most similar

sequences with known functional annotations and transfer their annotations. Another

approach is to search for specific sequence motifs which are associated with some

function; for example, InterProScan [237] is a tool which can help to find protein

domains and families. The domains and families can the be used to infer protein

functions.
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Recent developments in deep feature learning methods brought many methods

which can learn protein sequence features. In 2017, we developed DeepGO [20] as

one of first deep learning models which can predict protein functions using the protein

amino acid sequence and interaction networks. Since 2017, many successor methods

became available that achieve better predictive performance [234, 233].

DeepGO suffers from several limitations. First, it can only predict functions for

proteins with a sequence length less than 1002 and which do not contain “ambiguous”

amino acids such as unions or unknowns. While around 90% of protein sequences in

UniProt satisfy these criteria, it also means that DeepGO could not predict functions

for about 10% of proteins. Second, due to computational limitations, DeepGO can

only predict around 2,000 functions out of more than 45,000 which are currently

in the Gene Ontology (GO) [22]. Third, DeepGO uses interaction network features

which are not available for all proteins. Specifically, for novel or uncharacterized

proteins, only the sequence may be known and not any additional information such

as the protein’s interactions or mentions in literature. Finally, DeepGO was trained

and evaluated on randomly drawn training, validation, and testing sets. However,

such models may overfit to particular features in the training data and may not yield

adequate results in real prediction scenarios. Consequently, challenges such as the

Critical Assessment of Function Annotation (CAFA) [23, 231, 232] use a time-based

evaluation where training and predictions are fixed and evaluated after some time has

elapsed on predictions that became available in that time. DeepGO did not achieve

the same performance in the CAFA3 [232] challenge as it had in our own experiments.

Here, we extend and improve DeepGO overcoming its main limitations related to

sequence length, missing features, and number of predicted classes. We increased the

model’s input length to 2,000 amino acids and now cover more than 99% of sequences

in UniProt. Furthermore, our new model’s architecture allows us to split longer se-

quences and scan smaller chunks to predict functions. We also remove features derived
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from interaction networks because only a small number of proteins have such network

information. Instead, we combine our neural network predictions with methods based

on sequence similarity to capture orthology and, indirectly, some interaction infor-

mation. Through this step we also overcome the limitation in the number of classes

to predict and we can, in theory, predict any GO class that has ever been used in

an experimental annotation. To avoid overfitting of our model, we substantially de-

creased our model’s capacity by replacing the amino acid trigram embedding layer

with a one-hot encoding and removing our hierarchical classification layer.

In our evaluation we exactly reproduce the CAFA3 evaluation by training our

model using only data provided by CAFA3 as training data and evaluating on the

CAFA3 testing data. Using the publicly available CAFA Assessment Tool, DeepGO-

Plus achieves an Fmax of 0.390, 0.557 and 0.614 for BPO, MFO and CCO evaluations,

respectively. These results would have made DeepGOPlus the one of three best

predictors in CCO and the second best performing method in the BPO and MFO

evaluations.

We also compare DeepGOPlus with our baseline methods including DeepGO and

two of the best-performing protein function prediction methods, GOLabeler [234] and

DeepText2GO [233], on another dataset. GOLabeler mainly uses sequence-based fea-

tures, DeepGO uses interaction network features, and DeepText2GO uses features

extracted from literature in addition to sequence-based ones. In terms of Fmax mea-

sure, we outperform all methods in predicting biological processes and cellular com-

ponents. Notably, our model significantly improves predictions of biological process

annotations with an Fmax of 0.474.

To provide an insight into what kind of features our model uses to predict func-

tions, we analyze the convolutional filters of our model to understand what type of

feature they recognize. We found that sequence regions that activate our filters are

very similar to seed sequences of protein families and domains in the Pfam database
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[238]. We were able to associate protein sequences in our test set with almost half of

their InterPro [223] annotations by using sequence regions which activate our convo-

lutional filters.

By using a single model with few parameters, we also significantly improved the

runtime of the model. In average, DeepGOPlus can annotate 40 proteins per sec-

ond on ordinary hardware. Overall, with these improvements, our model can now

rapidly perform function prediction for any protein with available sequence. Our

online predictor is available at http://deepgoplus.bio2vec.net and DeepGOPlus

5.3.1 Datasets and Gene Ontology

We use two datasets to evaluate our approach. Firstly, we downloaded CAFA3 chal-

lenge training sequences and experimental annotations published on September, 2016

and test benchmark published on 15th November 2017 which was used to evaluate pro-

tein function prediction methods submitted to the challenge. According to CAFA3,

the annotations with evidence codes: EXP, IDA, IPI, IMP, IGI, IEP, TAS, or IC are

considered to be experimental. The training set includes all proteins with experi-

mental annotations known before September, 2016 and the test benchmark contains

no-knowledge proteins which gained experimental annotation between September,

2016 and November 2017. Similar time based splits were used in all previous CAFA

challenges.

We propagate annotations using the hierarchical structure of the Gene Ontology

(GO) [22]. We use the version of GO released on 1 June 2016. The version has

10, 693 molecular function (MFO), classes, 29, 264 biological process (BPO) classes

and 4, 034 cellular component (CCO) classes. This version is also used to evaluate

CAFA3 predictions. While propagating annotations, we consider all types of relations

between classes. For instance, if a protein P is annotated with a class C which has a

part-of relation to a class D, then we annotate P with the class D. This procedure

http://deepgoplus.bio2vec.net
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Dataset Statistic MFO BPO CCO All
CAFA3 Training size 36,110 53,500 50,596 66,841
CAFA3 Testing size 1,137 2,392 1,265 3,328
CAFA3 Number of

classes
677 3992 551 5,220

2016 Training size 34,488 51,716 49,346 65,028
2016 Testing size 679 1,434 1,148 1,788
2016 Number of

classes
652 3,904 545 5,101

Table 5.5: The number of protein sequences with experimental annotations in CAFA3
and 2016 datasets grouped by sub-ontologies.

is repeated until no further annotation can be propagated. After this step, we count

the number of annotated proteins for each GO class and select all classes with 50 or

more annotations for our prediction model. The statistics with the number of classes

in Table 5.5 represent how many classes we can predict using our deep neural network

model.

Secondly, to compare with other methods for function prediction such as Deep-

Text2GO [233] and GoLabeler [234] we downloaded SwissProt reviewed proteins pub-

lished on January, 2016 and October, 2016. We use all experimental annotations be-

fore January 2016 as a training set and experimental annotations collected between

January and October 2016 as testing set. We filter the testing set with 23 target

species which are in CAFA3 evaluation set. Table 5.5 summarizes both datasets.

5.3.2 Baseline comparison methods

Naive approach

It is possible to get comparable prediction results just by assigning the same GO

classes to all proteins based on annotation frequencies. This happens due to the

hierarchical structure of GO which, after the propagation process, results in many

annotations at high-level classes. In CAFA, this approach is called “naive” approach

and is used as one of the baseline methods to compare function predictions. Here, each
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query protein p is annotated with the GO classes with a prediction scores computed

as:

S(p, f) =
Nf

Ntotal

(5.15)

where f is a GO class, Nf is a number of training proteins annotated by GO class f

and Ntotal is a total number of training proteins.

DiamondBLAST

Another baseline method is based on sequence similarity score obtained by BLAST

[219]. The idea is to find similar sequences from the training set and transfer an

annotation from the most similar. We use the normalized bitscore as prediction score

for a query sequence q:

S(q, f) =
maxs∈E bitscore(q, s) ∗ I(f ∈ Ts)

maxs∈E bitscore(q, s)
(5.16)

where E is a set of similar sequences filtered by e-value of 0.001, Ts is a set of true

annotations of a protein with sequence s and I is an identity function which returns

1 if the condition is true and 0 otherwise.

DiamondScore

The DiamondScore is very similar to the DiamondBLAST approach. The only differ-

ence is that we normalize the sum of the bitscores of similar sequences. We compute

prediction scores using the formula:

S(q, f) =

∑
s∈E bitscore(q, s) ∗ I(f ∈ Ts)∑

s∈E bitscore(q, s)
(5.17)
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DeepGO

DeepGO [20] was developed by us previously and it is one of the first methods which

learns sequence features with a deep learning model and combines it with PPI net-

work features to predict protein functions. It also uses a hierarchical classifier to

output predictions consistent with structure of GO. Here we trained three separate

models for three parts of GO mainly because of the computational costs involved in

training larger models. We use our previously reported optimal parameters and set of

functions to train new models with our current datasets. With DeepGO, we trained

and predicted 932 BPO, 589 MFO and 436 CCO classes.

GOLabeler and DeepText2GO

Currently the best performing methods for function prediction task are GOLabeler

[234] and DeepText2GO [233], both developed by the same group. GOLabeler achieved

some of the best results in the preliminary evaluation for all three subontologies of GO

in the CAFA3 challenge. It is an ensemble method which combines several approaches

and predicts functions mainly from sequence features. DeepText2GO improves the

results achieved by GOLabeler by extending their ensemble with models that predict

functions from literature.

Our second dataset is specifically designed to compare our results with these two

methods. Since we use same training and testing data, we directly compare our results

with the results reported in their papers.

5.3.3 Model Training and Tuning

We use Tensorflow [218] to build and train our neural network model. Our model was

trained on Nvidia Titan X and P6000 GPUs with 12-24Gb of RAM.

Our neural network model has many hyperparameters such as convolutional filter

lengths, number of convolutional filters, depth of fully connected layers, loss functions,
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activation functions, optimizers and learning rate. In addition, we use weighted sum

model to combine sequence similarity method score with neural network model score

which has α parameter to be tuned. In general, all parameters were tuned depending

on their performance on a validation set which is a randomly split 10% of our training

set. Since the parameter search space is quite large we evaluated several loss functions,

activation functions, optimizers and learning rate on a simple model and selected

binary cross-entropy loss and Adam [239] with learning rate of 0.0003. We selected

ReLU [240] activations for intermediate layers and used Sigmoid function for our final

classification layer. Then, we ran an extensive search for the other parameters. Our

model uses multiple 1D convolutional layers with different filter lengths where the

smallest filter starts from length 8 and the following filter is increased by 8 units.

The tested settings were {{8, 16, 24, 32}, {8, 16, 24, ..., 64}, {8, 16, 24, ..., 128},

{8, 16, 24, ..., 256}, {8, 16, 24, ..., 512}} where each layer’s number of filters were

selected from 32, 64, 128, 256, 512. The depth of fully connected layers were selected

from {1, 2, 3}. We tested all combinations of these parameters (in total 75) and the

best performing parameters were convolutional layers with filter lengths {8, 16, 24,

..., 128} with 512 filters each and 1 fully connected layer. This setting generated 8,192

(16×512) convolutional filter outputs which were used as a sequence features. The α

parameter values which give best performance on a validation set are 0.55, 0.59 and

0.46 for MFO, BPO and CCO evaluations respectively.

To avoid overfitting we use an early stopping strategy depending on the validation

loss. Our CNN layers do not use any activation function or dropout because we use

MaxPooling layer with maximum pool size. This means that every filter will return

only a single value. The aim is to force the CNN filters to learn set of similar patterns

(motifs) and if the filter finds the pattern in the sequence it returns a high value which

is pooled with the MaxPooling layer. We obtained our best model with only one fully

connected layer after the MaxPooling layer. This makes our model relatively simple
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and less prone to overfitting.

5.3.4 DeepGOPlus vs DeepGO

There are three main differences of our model from the original DeepGO model [20].

First, DeepGO uses a trigram embedding layer to represent the sequence. The em-

bedding layer has vectors of size 128 for each trigram (20×20×20 in total). This layer

adds 128 × 8000 parameters to the model. We replaced this representation with a

parameter-free one-hot encoding which allowed us to significantly reduce the number

of parameters of the new model. We noticed during our experiments that the mod-

els with embedding layer easily memorize the training data and overfit to it. Using

one-hot encoding helped to avoid this problem. Second, DeepGO has one CNN layer

with fixed a filter length which was extended to several CNN layers with different

filter lengths. Finally, in DeepGOPlus, we use a flat classification layer instead of

hierarchical classifier in DeepGO. The reason for this choice is that we built a single

model for all three ontologies with more than 5,000 classes and we were not able to

build a hierarchical classifier due to memory limitations and time complexities.

5.3.5 Evaluation

To evaluate our predictions we use the CAFA [23] evaluation metrics Fmax and Smin

[241]. In addition, we report the area under the precision-recall curve (AUPR) which

is a reasonable measure for evaluating predictions with high class imbalance [242].

Fmax is a maximum protein-centric F-measure computed over all prediction thresh-

olds. First, we compute average precision and recall using the following formulas:

pri(t) =

∑
f I(f ∈ Pi(t) ∧ f ∈ Ti)∑

f I(f ∈ Pi(t))
(5.18)

rci(t) =

∑
f I(f ∈ Pi(t) ∧ f ∈ Ti)∑

f I(f ∈ Ti)
(5.19)
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AvgPr(t) =
1

m(t)
·
m(t)∑

i=1

pri(t) (5.20)

AvgRc(t) =
1

n
·

n∑

i=1

rci(t) (5.21)

where f is a GO class, Ti is a set of true annotations, Pi(t) is a set of predicted

annotations for a protein i and threshold t, m(t) is a number of proteins for which we

predict at least one class, n is a total number of proteins and I is an identity function

which returns 1 if the condition is true and 0 otherwise. Then, we compute the Fmax

for prediction thresholds t ∈ [0, 1] with a step size of 0.01. We count a class as a

prediction if its prediction score is higher than t:

Fmax = max
t

{
2 · AvgPr(t) · AvgRc(t)
AvgPr(t) + AvgRc(t)

}
(5.22)

Smin computes the semantic distance between real and predicted annotations based

on information content of the classes. The information content IC(c) is computed

based on the annotation probability of the class c:

IC(c) = −log(Pr(c|P (c)) (5.23)

where P (c) is a set of parent classes of the class c. The Smin is computed using the

following formulas:

Smin = min
t

√
ru(t)2 +mi(t)2 (5.24)

where ru(t) is the average remaining uncertainty and mi(t) is average misinformation:

ru(t) =
1

n

n∑

i=1

∑

c∈Ti−Pi(t)
IC(c) (5.25)

mi(t) =
1

n

n∑

i=1

∑

c∈Pi(t)−Ti

IC(c) (5.26)
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In our evaluation, we consider the complete GO ontology when computing parent

and child classes, and then separate classes into their individual sub-ontologies (MFO,

BPO, CCO) based on the namespace attribute associated with classes in GO. This

method is also used by GOLabeler [234] and DeepText2GO [233]. In the CAFA3

evaluation [232], individual classes are first separated by their sub-ontology and par-

ent and child classes are then computed locally within the sub-ontology. GO has

relations between classes in the three sub-ontologies, and many MFO classes stand

in a “part-of” relation to BPO classes or in “occurs-in” relations with CCO classes.

For example, the MFO class acyl carrier activity (GO:0000036) stands in a “part-of”

relation to fatty acid biosynthetic process (GO:0006633) in the BPO ontology, and

while we take this class into account when computing our evaluation measures, the

CAFA3 evaluation does not. To compare our results with the CAFA3 evaluation

results [232], we perform the evaluation twice, using the complete ontology and using

the separate evaluation as in CAFA3 (using the publicly available CAFA3 evaluation

tool).

5.3.6 DeepGOPlus Learning Model

In DeepGOPlus, we combine sequence similarity and sequence motifs in a single pre-

dictive model. To learn sequence motifs that are predictive of protein functions, we

use one-dimensional convolutional neural networks (CNNs) over protein amino acid

sequence to learn sequence patterns or motifs. Figure 5.3 describes the architecture of

our deep learning model. First, the input sequence is converted to a one-hot encoded

representation of size 21 × 2000, where a one-hot vector of length 21 represents an

amino acid (AA) and 2, 000 is the input length. Sequences with a length less than

2, 000 are padded with zeros and longer sequences are split into smaller chunks with

less than 2, 000 AAs. This input is passed to a set of CNN layers with different filter

sizes of 8, 16, . . . , 128. Each of the CNN layers has 512 filters which learn specific
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Figure 5.3: Overview of the CNN in DeepGOPlus. The CNN uses multiple filters
of variable size to detect the presence of sequence motifs in the input amino acid
sequence.

sequence motifs of a particular size. Each filter is scanning the sequence and their

maximum score is pooled using a MaxPooling layer. In total, we generate a feature

vector of size 8, 192 where each value represents a score that indicates the presence of

a relevant sequence motif. This vector is passed to the fully connected classification

layer which outputs the predictions. To select the best parameters and hyperparam-

eters for our deep learning model, we extensively searched for optimal combinations

of parameters such as filter sizes, number of filters and depth of dense layers based

on a validation set loss. We report the list of parameters and validation losses in

Supplementary Table 1.

DeepGOPlus combines the neural network model predictions with predictions

based on sequence similarity. First, we find similar sequences from a training set

using Diamond [243] with an e-value of 0.001 and obtain a bitscore for every similar
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sequence. We transfer all annotations of similar sequences to a query sequence with

prediction scores computed using the bitscores. For a set of similar sequences E of

the query sequence q, we compute the prediction score for a GO class f as

S(q, f) =

∑
s∈E I(f ∈ Ts) ∗ bitscore(q, s)∑

s∈E bitscore(q, s)
,

where Ts is a set of true annotations of the protein with sequence s. Then, to compute

the final prediction scores of DeepGOPlus, we combine the two prediction scores using

a weighted sum model [244]:

S = α ∗ SDiamondScore + (1− α) ∗ SDeepGOCNN ,

where 0 ≤ α ≤ 1 is a weight parameter which balances the relative importance of the

two prediction methods.

5.3.7 Evaluation and comparison

We evaluate DeepGOPlus using two datasets. First, we use the latest CAFA3 [23]

challenge dataset and compare our method with baseline methods such as Naive

predictions, BLAST, and our previous deep learning model DeepGO. We use two

strategies for predicting functions based on sequence similarity computed with the

Diamond tool [243] (which is a faster implementation of the BLAST algorithm).

We call them DiamondBLAST and DiamondScore. DiamondBLAST considers only

the most similar sequence whereas DiamondScore predicts functions using all simi-

lar sequences returned by Diamond. We also report the performance of using only

our neural network model (labeled as DeepGOCNN). We find that with the Dia-

mondScore approach, we can outperform DeepGO predictions in MFO and achieve

comparable results in BPO and CCO evaluations while DeepGOCNN gives better

predictions in CCO. We achieve the best performance in all three subontologies with
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Method Fmax Smin AUPR
MFO BPO CCO MFO BPO CCO MFO BPO CCO

Naive 0.290 0.357 0.562 10.733 25.028 8.465 0.130 0.254 0.456
DiamondBLAST 0.431 0.399 0.506 10.233 25.320 8.800 0.178 0.116 0.142
DiamondScore 0.509 0.427 0.557 9.031 22.860 8.198 0.340 0.267 0.335
DeepGO 0.393 0.435 0.565 9.635 24.181 9.199 0.303 0.385 0.579
DeepGOCNN 0.420 0.378 0.607 9.711 24.234 8.153 0.355 0.323 0.616
DeepGOPlus 0.544 0.469 0.623 8.724 22.5737.823 0.487 0.404 0.627

Table 5.6: The comparison of performance on the first CAFA3 challenge dataset.

our DeepGOPlus model which combines the DiamondScore and DeepGOCNN. Table

6.5 summarizes the performance of the models.

To compare our approach with the state of the art methods GOLabeler [234] and

DeepText2GO [233], we generate a second dataset which uses data obtained at the

same dates as the other methods so that we can generate a time-based split of training

and testing data. Both methods train on experimental function annotations that

appeared before January 2016 and test on annotations which were asserted between

January 2016 and October 2016. Furthermore, we use the same version of GO and

follow the CAFA3 challenge procedures to process the data. As a result, we can

directly compare our evaluation results with the other methods. In this evaluation,

DeepGOPlus gives the best results for BPO and CCO in terms of Fmax measure and

ranks second in the MFO evaluation (after DeepText2GO). However, it is important

to note that DeepText2GO uses features extracted from literature in addition to

sequence based features while DeepGOPlus predictions are only based on protein

sequence. Notably, our method significantly increased performance of predictions of

BPO classes in both evaluation datasets.

Due to large number of available sequences, analyzing sequences require both

accurate and fast prediction methods. Specifically, function prediction is a crucial

step in interpretation of newly-sequenced genomes or meta-genomes. While we have

compared DeepGOPlus in terms of prediction performance, we could not compare
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Method Fmax Smin AUPR
MFO BPO CCO MFO BPO CCO MFO BPO CCO

Naive 0.306 0.318 0.605 12.105 38.890 9.646 0.150 0.219 0.512
DiamondBLAST 0.525 0.436 0.591 9.291 39.544 8.721 0.101 0.070 0.089
DiamondScore 0.548 0.439 0.621 8.736 34.060 7.997 0.362 0.240 0.363
DeepGO 0.449 0.398 0.667 10.722 35.085 7.861 0.409 0.328 0.696
DeepGOCNN 0.409 0.383 0.663 11.296 36.451 8.642 0.350 0.316 0.688
DeepText2GO 0.627 0.441 0.694 5.240 17.713 4.531 0.605 0.336 0.729
GOLabeler 0.580 0.370 0.687 5.077 15.1775.518 0.546 0.225 0.700
DeepGOPlus 0.585 0.474 0.699 8.824 33.576 7.693 0.536 0.407 0.726

Table 5.7: The comparison of performance on the second dataset generated by a
time-based split.

the running time of the models because the runtime of prediction models is rarely

reported. With DeepGOPlus, 40 protein sequences can be annotated per second using

a single Intel(R) Xeon(R) E5-2680 CPU and Nvidia P6000 GPU.

5.3.8 Comparison with CAFA3 Methods

The CAFA3 challenge results [232] became available recently which allowed us to

evaluate our method on the same dataset used in CAFA3. We use the method used

by CAFA3 to evaluate DeepGOPlus (see Methods) and compare against other meth-

ods that were evaluated in CAFA3. According to the CAFA3 evaluation measures,

DeepGOPlus achieves an Fmax of 0.390, 0.557 and 0.614 for BPO, MFO and CCO

evaluations, respectively. These results would have made DeepGOPlus one of the

three best predictors in CCO and the second best performing method in the BPO

and MFO evaluations. Figure 6.4 shows the comparison of DeepGOPlus with all

CAFA3 top performing methods.

Using our own evaluation (based on inferring parent and child classes over the

complete GO ontology instead of separately in the sub-ontologies), we obtain similar

results for MFO and CCO as with the CAFA3 evaluation method while the difference

in the BPO evaluation is quite large.
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Figure 5.4: Comparison of DeepGOPlus with CAFA3 top 10 methods.

5.3.9 Smin performance analysis

Although our method performed among the top-ranking methods in several Fmax

evaluations, both GOLabeler and DeepText2GO perform significantly better when

considering the evaluation based on the Smin measure. DeepGOPlus can potentially

predict any GO class, including classes that are very specific. The Smin evaluation

depend on the number of false negatives, false positives and the information content

(IC) of GO classes. Figure 5.5 shows the distribution of IC values for the classes that

are predicted by the DeepGOPlus model. The IC for general classes is close to zero

and more specific classes have IC values of close to 10. Consequently, the methods

which attempt to predict many specific classes will, in general, have a higher Smin. To

test if this is true for our method, we evaluated the false positive predictions for the

CAFA3 test set. In average, our method predicts 6.1 false positive classes per protein

with a total IC of 8.3 for MFO, demonstrating that our false positive predictions are

quite specific.

5.3.10 Convolutional Filters

To understand what is being learned by the convolutional filters of the CNN model

we performed an experiment where we analyze sequence regions which activate our

filters. We selected the specific molecular function class “enzyme activator activity”

(GO:0008047) and filtered out all proteins annotated to this class. In total, 623
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Figure 5.5: Distribution of Information Content (IC) values for 5,220 GO classes
that are predicted for CAFA3 dataset.

proteins have been experimentally annotated to this class. The reason we selected

this class is that this class is very specific and it is referenced by multiple InterPRO

functional domains and families. Our hypothesis is that our CNN filters recognize

sequence regions that are similar to sequence functional domains.

First, we extracted the scores of all 8,192 filters and ordered them in descending

order for all sequences. We found that filter number 8,048 (0-based) gives the highest

score for all sequences and many other top 10 filters are active in more than 600

sequences. This shows that the filters learned similar motifs that are related to our

selected function. We then extracted sequence regions which give the highest score for

top 10 CNN filters and compare them to Pfam [238] protein families database seeds.

We use Diamond BLAST [243] with an e-value of 0.001 and associate similar sequence



145

regions to Pfam families. Furthermore, we map Pfam family IDs to InterPRO IDs.

Through this process, we associated protein sequences to InterPRO domains using

sequence regions recognized by our CNN filters. In total, 563 sequences have been

associated to at least one InterPRO ID. Finally, we compare the InterPRO associa-

tions with InterPRO annotations in UniProt [245] database using a protein-centric

F measure and obtain an F -score of 0.62 with precision 0.9 and recall of 0.47. This

experiment demonstrates that our CNN filters are learning meaningful sequence mo-

tifs and can, for enzyme activators, accurately recognize almost half of the currently

known functional domain annotations.

5.3.11 Implementation and availability

DeepGOPlus is available as free software at https://github.com/bio-ontology-research-group/

deepgoplus. We also publish training and testing data used to generate evaluation

and results at http://deepgoplus.bio2vec.net/data/. Furthermore, DeepGOPlus

is available through a web interface and REST API at http://deepgoplus.bio2vec.

net.

5.3.12 Discussion

DeepGOPlus is a fast and accurate tool to predict protein functions from protein

sequence alone. Our model overcomes several limitations of other methods and our

own DeepGO model [20]. In particular, DeepGOPlus has no limits on the length of

the amino acid sequence and can therefore be used for the genome-scale annotation

of protein functions, in particular in newly-sequenced organisms. DeepGOPlus also

makes no assumptions on the taxa or kingdom to which a protein belongs, there-

fore enabling, for example, function prediction for meta-genomics in which proteins

from different kingdoms may be mixed. Furthermore, DeepGOPlus is fast and can

annotate several thousand proteins in minutes even on single CPUs, further enabling

https://github.com/bio-ontology-research-group/deepgoplus
https://github.com/bio-ontology-research-group/deepgoplus
http://deepgoplus.bio2vec.net/data/
http://deepgoplus.bio2vec.net
http://deepgoplus.bio2vec.net
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its application in metagenomics or for projects in which a very large number of pro-

teins with unknown functions are identified. While we initially expected the absence

of features derived from interaction networks to impact predictive performance, we

found that we can achieve even higher prediction accuracy with our current model;

additionally, our model is not limited by unbalanced or missing information about

protein-protein interactions.

In DeepGOPlus, we combine similarity-based search to proteins with known func-

tions and motif-based function prediction, and this combination gives us overall the

best predictive performance. However, DeepGOPlus can also be applied using only

sequence motifs; in particular when annotating novel proteins for which no similar

proteins with known functions exist, our motif-based model would be most suitable.

In the future, we plan to incorporate additional features and test other types of

deep neural network models. While related methods use features that can be derived

only for known proteins, such as information obtained from literature or interaction

networks, DeepGOPlus will rely primarily on features that can be derived from amino

acid sequences to ensure that the model can be applied as widely as possible. Possible

additional information that may improve DeepGOPlus in the future is information

about protein structure, in particular as structure prediction methods are improv-

ing significantly [143]. We have already experimented with several types of neural

networks such as recurrent neural networks, long-short term memory networks and

autoencoders to learn seqeunce features. However, our attempts were unsuccessful

and CNNs gave us the best results. Recently, attention networks have been suc-

cessfully applied to protein sequences [246] and we plan to test them on function

prediction.
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Chapter 6

Phenotype Prediction Methods

6.1 Introduction

In this chapter I present my methods developed for phenotype prediction. I first de-

veloped a novel ontology-based method to validate the mutual consistency of function

and phenotype annotations. I apply my method to mouse and human annotations,

and identify several inconsistencies that can be resolved to improve overall anno-

tation quality. I also apply my method to the rule-based prediction of regulatory

phenotypes from functions. First section of this chapter discusses this work in de-

tails. I published this work at Bioinformatics (Citation: Maxat Kulmanov, Paul N

Schofield, Georgios V Gkoutos and Robert Hoehndorf Ontology-based validation and

identification of regulatory phenotypes. Bioinformatics, vol. 34(17), pp 857–865).

My contributions involve designing the methodology, performing the experiments,

evaluating the results, implementing the software, and writing the manuscript. The

full author contributions are: MK and RH designed the methodology, MK performed

the experiments, evaluated the results, PNS and GVG helped to interpret the results

from biological point of view, RH formally analysed the method, helped to interpret

the results and evaluate the performance of the models. All authors contributed to

writing the manuscript.

Furthermore, I developed a novel method called DeepPheno for predicting genotype-

phenotype associations from genetic sequence and functions using a deep neural net-

work which can output predictions consistently with hierarchical structure of the
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phenotype ontology and potentially predict all ontology classes. DeepPheno model

predicts around 4,000 classes out of around 18,000 classes in HPO because we filter

out all classes which have less than 10 annotated genes. Here, we use GO classes as my

main features and the model can use predicted GO classes by DeepGOPlus. Thus, I

can annotated any genes with available sequence in a two step process. First, I predict

functions for a given sequence and then I predict phenotypes with DeepPheno model.

The model uses an improved version of hierarchical classification layer in DeepGO

which is much faster and scalable. We evaluate my approach using evaluation met-

rics established by the CAFA challenge and compare with top performing CAFA2

methods. I outperform all CAFA2 methods on the benchmark dataset and achieve

competetive results on 5-fold cross-validation evaluation. Furthermore, I show that

predictions generated by DeepPheno are applicable to predicting gene–disease associ-

ations based on comparing phenotypes, and around half of new predictions made by

DeepPheno interact with a gene that is already associated with the predicted pheno-

type. I discuss DeepPheno in details in the second section of this chapter. I submitted

the paper on DeepPheno to ISMB 2020 conference My contributions involve designing

the methodology, performing the experiments, evaluating the results, developing the

software, and writing the manuscript. The full author contributions are: MK and RH

designed the methodology, MK performed the experiments, trained the models and

evaluated the results, RH formally analysed the method, helped to interpret the re-

sults and evaluate the performance of the models. All authors contributed to writing

the manuscript.
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6.2 Ontology-based validation and identification of regula-

tory phenotypes

Although several definitions of what constitutes a phenotype have been proposed

over time, a phenotype can be operationally defined as an observable characteristic

of an organism arising from interactions between the organism’s genotype and the

environment [1, 2]. Understanding the molecular and functional basis of phenotypes

is an important factor in our understanding of disease mechanisms.

Abnormal phenotypes associated with loss of gene function provide valuable infor-

mation for a variety of computational methods, such as identification of gene-disease

associations [33], protein-protein interactions [72, 247], disease causative variant prior-

itization [36], finding orthologous genes [117], and drug discovery [38] and repurposing

[37]. Identifying which phenotypes a gene may be associated with is challenging; even

in the case of a complete loss of function of a gene, phenotypes may be highly variable

[248].

Several consortia and research initiatives aim to systematically catalog the pheno-

types associated with loss of function mutations in model organisms [8], and the exper-

imental results produced by these initiatives provide valuable information for under-

standing gene function [8] or their role in disease [249]. In addition to high-throughput

phenotyping, there are also ongoing efforts to identify genotype–phenotype relations

from literature [9], and to record phenotypes observed in a clinical setting which are

associated with particular genotypes [250].

There are several computational methods available for predicting the functions

of proteins [20, 220, 221]. Computational methods for function prediction have im-

proved in predictive performance and, subsequently, in their utility, over recent years

[23]. Consequently, it is a reasonable question to ask whether the same or similar ap-

proaches may also work for phenotypes, i.e., whether we can build efficient methods

to predict phenotypes from genotypes, and whether these methods can provide infor-
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mation that may be of clinical utility. While methods for protein function prediction

are maturing, computational methods to predict phenotypes are still in their infancy.

There are many challenges in predicting phenotypes, both biologically and com-

putationally. From a biological perspective, predicting the phenotypes that arise from

a particular genotype is challenging due to the complex molecular and physiological

interactions that give rise to phenotypes, open-ended environmental influences and

determinants of phenotypes, incomplete penetrance and resilience of organisms to

certain phenotypic manifestations, epigenetic regulation not detectable on the level

of a genotype, and many other factors contributing to the variability and heterogene-

ity of phenotypes. The impact of pleiotropy and genetic background were themselves

instrumental in motivating the very large scale knockout mouse project (IKMC),

precisely because of the problems intrinsic to predicting phenotype from genotype

[251, 252].

From a computational perspective, there are also several additional challenges.

First, there is a substantial lack of potential training data that limits the applica-

tion of machine learning approaches. The high variability in phenotypes and their

descriptions [253] makes it challenging to identify whether genotypes are involved in

identical or similar phenotypes. There is also a lack of computationally represented

background knowledge necessary to determine the relationship between phenotypes

and their physiological and patho-physiological basis; in particular, there is no compu-

tationally accessible, qualitative representation of physiological interactions in mam-

mals. Furthermore, representation of environmental influences is challenging, partly

due to their heterogeneity, but also failure to capture environmental parameters in

many phenotyping studies [254, 255].

The premise underlying comprehensive phenotyping studies is that, uniquely, the

phenotype of an organism lacking a functioning copy of a given gene provides defini-

tive information on gene function; the primary goal of functional genomics. Here,
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we investigate the relationship between Gene Ontology (GO) [22] functions that are

associated with gene products, and phenotypes associated with a loss of function in

these gene products (either through targeted or random mutation, epigenetic mod-

ification or pharmaceutical effects). Our aim is to identify how much information

functions of gene products carry about the phenotypes in which these gene products

are involved. Specifically, we test the hypothesis that a loss of a regulatory function

(i.e., the up- or down-regulation of some other process) will result in a regulatory phe-

notype. For example, if a protein is (unconditionally) involved in a positive regulation

of B cell apoptosis, then a loss of function in that protein should lead to a phenotype

in which the rate of B cell apoptosis is decreased. We first formalize our assump-

tions in meta-rules that relate axioms in the Web Ontology Language (OWL) [145].

We then test how many function – phenotype pairs in the laboratory mouse (Mus

musculus) and the human (Homo sapiens) satisfy these rules, how many annotations

are consistent with our hypothesis, and how many annotations are not consistent

with out hypothesis. We investigate some of the inconsistent pairs we identify, and

characterize the reasons for the inconsistency; we find that they can be a result of

incomplete or under-specified contextualization of function or phenotype annotations

(such as by cell type), conflicting annotation derived from literature, or a consequence

of inference over the ontology structure.

After validating and characterizing possible inconsistent annotations, we apply

our hypothesis predictively and predict regulatory phenotypes associated with loss of

function mutations in 11,987 gene products in the mouse and 15,680 in the human. We

validate our predictions by predicting protein-protein interactions using phenotype

similarity and demonstrate that our rules result in predictions that can reproduce

known associations.
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6.2.1 Data sources

We use functional and phenotypic annotations for mouse and human. We downloaded

Gene Ontology (GO) [22] annotations from http://geneontology.org/ on Decem-

ber 15th 2017. The file contains 439,128 distinct annotations to 19,452 human gene

products, and 376,532 distinct annotations to 24,526 mouse gene products. We use

the phenotype annotations for mouse downloaded from the Mouse Genome Informat-

ics (MGI) [9] database (http://www.informatics.jax.org/downloads/reports/

index.html) on December 5th 2017. We use the MGI Gene Pheno.rpt file which

contains phenotypes for non-conditional loss of function mutations in single genes;

the file contains phenotypes for 11,887 mouse genes and 206,272 distinct associa-

tions between a gene and a Mammalian Phenotype Ontology (MP) [9] class. For

human, we downloaded annotations provided by the Human Phenotype Ontology

(HPO) database [256] on December 5th 2017. We use the file containing phenotypes

from “all sources” and “all frequencies”; the file contains phenotype associations for

3,682 human genes and 120,289 distinct associations between human genes and HPO

classes.

For reasoning and processing formal definitions of phenotypes, we use the multi-

species integrated PhenomeNET ontology [117, 30]. We downloaded the latest version

of the PhenomeNET ontology from the AberOWL [257] ontology repository http:

//aber-owl.net/ontology/PhenomeNET/. We also downloaded the GO in its OWL

format, released on December 2nd 2017, from the AberOWL ontology repository.

6.2.2 Filtering GO annotations

To obtain only experimental GO annotations, we filtered all GO annotations by their

evidence codes so that we only retain annotations with an experimental evidence.

Specifically, we only keep annotations with evidence codes EXP, IDA, IPI, IMP,

IGI, IEP, TAS, and IC. We removed all annotations which are negated (i.e., using a

http://geneontology.org/
http://www.informatics.jax.org/downloads/reports/index.html
http://www.informatics.jax.org/downloads/reports/index.html
http://aber-owl.net/ontology/PhenomeNET/
http://aber-owl.net/ontology/PhenomeNET/
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NOT qualifier); we also excluded all annotations that are context specific, i.e., which

are explicitly conditional on a particular environment or other restrictions (such as

occurring only in particular cell types, or tissues, or during certain developmental

stages).

After filtering all annotations, our GO annotation set contains 100,336 annota-

tions to 11,987 mouse gene products and 295,357 annotations to 15,680 human gene

products. We mapped all protein identifiers to MGI identifiers for mouse proteins,

and to HUGO [258] standard human gene names.

6.2.3 Protein-Protein Interactions

For further validation of our predictions, we use protein-protein interactions provided

by the STRING Database [41]. STRING database uses different data sources such

as high throughput lab experiments, conserved co-expressions, text mined, compu-

tationally predicted interactions and indirect functional associations and provide a

confidence score for each pair of proteins. We downloaded all mouse and human

protein-protein interactions from STRING version 10.5 and filtered the interactions

by a confidence score higher or equal to 300. We use the protein.aliases file

provided by the STRING database to map STRING protein identifiers to MGI iden-

tifiers (for mouse genes and proteins) and HUGO gene names (for human genes and

proteins).

6.2.4 Computing semantic similarity

We measure the similarity between sets of MP and HPO classes by computing Resnik’s

pairwise similarity measure using the PhenomeNET Ontology [117], and using the

Best-Match-Average (BMA) [118] strategy to combine pairwise similarities into a

single similarity score between two sets of annotations. We use the normalized simi-

larity value as a prediction score for interactions between proteins and compute the
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area under the receiver operating characteristic (ROC) curve [134] as a quantitative

measure of predictive performance.

Resnik’s similarity measure uses the information content (IC). IC is computed as

the probability of occurrence of a class in annotations:

IC(c) = −log(p(c))

The similarity value between two classes is the IC of the most informative common

ancestor (MICA), i.e.:

SimResnik(c1, c2) = IC(MICA(c1, c2))

For two sets of classes we compute the similarity value between each pair and use the

BMA combination strategy:

SimBMA(A,B) =

avg
c1∈A

(max
c2∈B

(s(c1, c2)))+ avg
c1∈B

(max
c2∈A

(s(c1, c2)))

2

where s(x, y) = SimResnik(x, y).

6.2.5 Evaluation metrics

We evaluate predictions of regulatory phenotypes using Fmax measure which is used

in CAFA challenge [23]. The Fmax measure is a type of similarity measure between

predicted and real annotations which takes ontology structure into account. It is

computed using the following formulas:

pri(t) =

∑
pI(p ∈ Pi(t) ∧ p ∈ Ti)∑

pI(p ∈ Pi(t))
(6.1)

rci(t) =

∑
pI(p ∈ Pi(t) ∧ p ∈ Ti)∑

pI(p ∈ Ti)
(6.2)
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AvgPr(t) =
1

m(t)
·
m(t)∑

i=1

pri(t) (6.3)

AvgRc(t) =
1

n
·

n∑

i=1

rci(t) (6.4)

Fmax = max
t

{
2 · AvgPr(t) · AvgRc(t)
AvgPr(t) + AvgRc(t)

}
(6.5)

In these measures, p is a phenotype class, Pi(t) is a set of predicted classes for a gene

i using a threshold t, and Ti is a set of annotated classes for a gene i. Precision is

averaged over the genes where we at least predict one term and m(t) is the total

number of such genes. n is a number of all genes in a evaluation set. We evaluate

predictions for mouse genes with experimental annotations where we at least make

one prediction.

6.2.6 Predicting protein functions with DeepGO

In order to evaluate our method for predicting phenotypes from functions for gene

products without experimental annotations, we predicted GO function annotations

using the DeepGO function prediction system [20]. We downloaded SwissProt re-

viewed human and mouse protein sequences from the UniProt database [40] on 28

January 2018.

Initially, our dataset had 16,950 mouse and 20,244 human proteins. To meet the

DeepGO requirements and limitations, we filtered this set of proteins and removed

all sequences with ambiguous amino acid symbols (i.e., B, O, J, U, X, Z); we also

removed all proteins with more than 1002 amino acids. After filtering, we retained

14,916 mouse and 17,837 human proteins for which we could predict functions using

DeepGO. We mapped UniProt identifiers to MGI identifiers and HUGO gene names.



156

6.2.7 Implementation

We implemented our approach using the OWL API [259] version 4.1.0 and used the

Similarity Measures Library [126] for measuring semantic similarities. The source

code, documentation, and data files are freely available at https://github.com/

bio-ontology-research-group/phenogocon.

6.2.8 The correspondence between regulation and regulatory

phenotypes

Our main hypothesis is that there should be a close relationship between some func-

tions to which gene products are annotated and some phenotypes. In particular, if a

gene product is involved in the up- or down-regulation of a process P , then a loss-of-

function of that gene product (introduced, for example, through a pathogenic variant,

a targeted mutation, or an epigenetic interference) will usually lead to a phenotype

in which the rate or intensity of P is decreased or increased.

Specifically, we assume that, if a phenotype is defined as a change of some biologi-

cal process (such as an increased or decreased rate or turnover of the process), then we

can annotate the gene products which negatively or positively regulate or contribute

to P biological process with the given phenotype. For example, when a protein that

is normally involved in positive regulation of B cell apoptotic process (GO:0002904) is

inhibited (for example through a genetic mutation, or through a small molecule which

inhibits the protein), we would expect the rate with which processes of the type B

cell apoptotic process (GO:0001783) occur to decrease.

We formalize this hypothesis in the form of rules that assign a new annotation

to a protein with a particular function annotation. Let X be a protein involved in

(i.e., annotated with) the function P . We then implement our hypothesis through

the following three (meta-)rules:

• Increased Function – Decreased Phenotype: If P SubClassOf ’positively

https://github.com/bio-ontology-research-group/phenogocon
https://github.com/bio-ontology-research-group/phenogocon
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regulates’ some P2, then a loss of function of X results in the phenotype

’phenotype of’ some (P2 and ’has quality’ some ’decreased quality’).

• Decreased Function – Increased Phenotype: If P SubClassOf ’negatively

regulates’ some P2, then a loss of function of X results in the phenotype

’phenotype of’ some (P2 and ’has quality’ some ’increased quality’).

• Abnormal Function – Abnormal Phenotype: A loss of function of X

results in the phenotype ’phenotype of’ some (P and ’has quality’ some

(’has modifier’ some abnormal))

While the first two rules directly implement our hypothesis, the third rule estab-

lishes a correspondence between a loss of GO function and the resulting phenotype;

it is, in a sense, more general than the previous two rules which establish a correspon-

dence between regulatory functions and phenotypes. The inverse of the abnormality

rule has previously been used to predict GO functions from phenotypes [35].

To determine whether a pair of classes in GO and a phenotype ontology class

match our hypothesis and subsequent rules, we use the formal definitions and axioms

that constrain the GO classes and the classes in phenotype ontologies. Over the past

years, many classes in phenotype ontologies have been formally defined using defini-

tion patterns based on the Entity–Quality (EQ) method [253, 260, 230]. In the EQ

method, phenotypes are decomposed into an entity – either an anatomical entity or

a biological process or function – and a quality. We identify the GO class underlying

each phenotype in MP and HPO based on these EQ-based definition patterns, and we

also identify for each phenotype the direction (i.e., increased or decreased) in which

the process or function is modified. As a result, we obtain, for each phenotype class

in HPO or MP that is based on an abnormal function or process, a pair of a GO

class and a direction (i.e., increased or decreased) in which the rate of the process

is changed. For example, the class Increased thymocyte apoptosis (MP:0009541) is
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defined using the Entity Thymocyte apoptotic process (GO:0070242) and the Quality

Increased rate (PATO:0000912); the Quality is further constrained by adding the Ab-

normal (PATO:0000460) quality (in order to distinguish the abnormal phenotype from

a physiological increase in thymocyte apoptotic rate). From the definitions we obtain

the pair Thymocyte apoptotic process (GO:0070242) and Increased as characteristic of

the Increased thymocyte apoptosis phenotype.

In total, there are 1,543 classes in MP which are based on GO processes or func-

tions; of these, 272 classes are increased in rate, 342 classes are decreased in rate,

and 929 classes are abnormalities of a process or function. In HPO, 287 phenotype

classes are based on GO processes or functions, of which 17 are increased in rate, 54

are decreased in rate, and 216 are abnormalities of a process or function.

As next step in our workflow, we identify all GO processes that up- or down-

regulate other processes. For this purpose, we use the Elk OWL reasoner [261] to

query GO for all equivalent classes of ’Biological regulation’ and ’positively

regulates’ some X and ’Biological regulation’ and ’negatively regulates’

some X, for all classes X. In total, we identify 3,013 processes that positively regu-

late another biological process, and 3,043 processes that negatively regulate another

biological process.

We then match the processes that are known to up- or down-regulate other pro-

cess according to GO and the processes used to define phenotype classes to find

corresponding pairs. In total, we identify 1, 570 correspondence rules between GO

and phenotype classes of which 1, 328 classes are from MP and 242 classes are from

HPO. The complete set of correspondences between a GO class and phenotype class

is available on our project website. We use the correspondences between regulatory

phenotypes and GO functions in two ways: first, we evaluate how many annotations

are inconsistent with these rules, and determine why they are inconsistent; second,

we use these rules to predict phenotypes from GO functions.
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6.2.9 Determining consistency between function annotations

and phenotype annotations

We consider a regulation function annotation and regulatory phenotype annotation

as consistent if they do not contradict our rules. An inconsistent pair of annotations

is a pair of function and phenotype annotations which contradict our rules (i.e., the

function annotation is to the up- or down-regulation of a process and the phenotype

of the loss of function is an increased or decreased rate of that process). We generated

423 GO–phenotype pairs that could represent an inconsistency; of these 423 pairs,

398 pairs are GO–MP classes and 25 pairs are GO–HPO classes.

We determine whether the function and phenotype annotations in the Mouse

Genome Informatics (MGI) [9] model organism database are consistent with our

hypothesis, and whether the function annotations for human proteins provided by

UniProt [40] and the phenotypes associated with these proteins provided by the HPO

database [256, 262] are consistent. In the first instance, and to identify only unam-

biguously matching pairs, we ignore inferences over the ontology and consider only

exactly matching phenotypes, i.e., only the annotations in which the direct annota-

tion to the phenotype matches our rule. We find 105 function–phenotype annotation

pairs for mouse and one annotation for human which are inconsistent according to

our set of inconsistent pairs.

We manually analyzed some of the annotations we tagged as inconsistent with

our rules. In many cases, inconsistency with our rules may arise from conflicting

GO or phenotype annotations. For example, folliculin interacting protein 1 (Fnip1,

MGI:2444668) is annotated with the GO function Positive regulation of B cell apop-

totic process (GO:0002904), and the loss of function of Fnip1 is annotated with the

phenotype increased B cell apoptosis (MP:0008782). Using our rule (Increased Func-

tion – Decreased Phenotype), we flagged this pair of annotations as inconsistent. Both

annotations are asserted based on evidence from the same publication [263], which
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reports a negative regulatory role for Fnip1 in B cell apoptosis and uses as experi-

mental evidence that B cell apoptosis is increased in response to metabolic stress in

mice lacking Fnip1 function. The reports in the paper, together with our rule-based

identification of the possible inconsistency, indicates that the GO annotation of Fnip1

to Positive regulation of B cell apoptotic process may not be correct and should be

replaced by an annotation to Negative regulation of B cell apoptotic process.

Another example involved glypican 3 (Gpc3, MGI:104903), which is annotated

with the function Negative regulation of growth and the phenotype Postnatal growth

retardation. Here, the asserted annotation to postnatal growth retardation is based

on [264]. The postnatal growth catch-down and catch-up seen in homozygote nulls

was subject to extensive analysis in the paper and the authors conclude that the

normal, growth suppressing, function of Gpc3 is restricted to the embryonic period.

The knockout phenotype should therefore have been annotated as Increased embryo

size, not Postnatal growth retardation as the closest description to the phenotype

described in the paper.

The complexity of phenotypic annotations is well demonstrated by the inconsis-

tency we detect for an annotation of the CD28 cell surface receptor. Annotated in

GO to Positive regulation of T cell proliferation, the knockout strain phenotype is

annotated in MGI to Increased T cell proliferation [265]. Regulatory T cells (Tregs;

CD4+CD25+) depend on CD28 for activation and proliferation. Effector T cells are

suppressed in non-obese diabetic (NOD) mice by active Tregs. In the absence of

CD28, Tregs do not proliferate, thereby permitting effector cells to proliferate. This

proliferation of effector T cells is reported in the manuscript on which the phenotype

annotation is based, and leads to the phenotype annotation of the knockout. For-

mally this is accurate, but the phenotype reported is dependent on the function of a

cell type whose own function is affected by the loss of CD28 in a different cell. This

“russian doll” effect is likely to be a significant confounder in relating phenotype to
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function, particularly at a high level of phenotypic granularity.

We also experimented with extending the scope of our method and included in-

ferred phenotype annotations (we consider a phenotype annotation to phenotype class

C as inferred if and only if the annotation is made to a subclass of C in the pheno-

type ontology). This allows us to identify significantly more potentially inconsistent

function – phenotype pairs. We find, for example, the inconsistent annotation pair in

BCL2-associated athanogene 6 (BAG6) between the GO process Negative regulation

of apoptotic process (GO:0043066) and Decreased apoptosis (MP:0006043). However,

the directly asserted annotation of BAG6 is to Decreased susceptibility to neuronal

excitotoxicity (MP:0008236), a subclass of Decreased apoptosis in MP. While a direct

annotation to Decreased apoptosis would likely have implied that apoptotic processes

are, in general, decreased in rate, an annotation to Decreased susceptibility to neuronal

excitotoxicity does not have the same implications: apoptotic processes occurring in

neurons under certain conditions are decreased in rate, but most apoptotic processes

are unaffected. Due to these implications, we do not apply our rules to phenotypes

that are inferred over a phenotype ontology.

6.2.10 Predicting phenotypes from functions

Predictions Increased Decreased Abnormal
Mouse
Predicted 61875 11656 4591 45628
Found 42175 370 503 41302
Human
Predicted 78298 18114 9588 50596
Found 13142 6 89 13047

Table 6.1: Number of predicted annotations using rules inferred with ontology
structure, and the number of annotations that are already asserted. For inferred
matches we assume that genotypes are annotated to all superclasses of their annotated
classes and propagate both functional and phenotypic annotations. For example, if
a genotype has the phenotype Increased B cell apoptosis and application of our rule
predicts increased apoptosis, we will also consider this as a match.
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Rules Number of
genes

Fmax

Mouse - Experimental GO Annotations
Increase/Decrease 2137 0.371
Abnormal 6753 0.367
All 6974 0.361

Mouse - DeepGO Annotations
Increase/Decrease 2030 0.424
Abnormal 6956 0.313
All 7675 0.189
Human - Experimental GO Annotations

Increase/Decrease 242 0.356
Abnormal 2453 0.252
All 2492 0.248

Human - DeepGO Annotations
Increase/Decrease 1290 0.647
Abnormal 2891 0.442
All 2891 0.439

Table 6.2: . Evaluation of phenotype annotation predictions.

We can also use our rules to predict phenotypes from function annotations. In

this case, we take function annotations of a gene product as input, and predict a

phenotype that satisfies the definition in our rules. Not all function annotations

readily imply a phenotype; therefore, we cannot generate phenotype annotations for

all proteins. We generated 78,298 phenotype annotations for 10,041 human genes, and

61,875 phenotype annotations for 7,314 mouse genes. Of the generated annotations,

116 human gene annotations and 3,170 mouse gene annotations are already present

in our data while the remaining predictions are novel. Notably, we predict phenotype

annotations for 1,986 genes that have no phenotype annotations at all in the mouse,

and for 7,301 genes without any phenotype annotations in the human. Table 6.1

summarizes our findings.

We evaluate the performance of our predictions using Fmax measure, which is

a main evaluation metric of CAFA [23] challenge. The Fmax measure provides a

similarity for sets of annotations which is computed over the ontology structure. For
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predictions with experimental GO annotations we use a prediction score of 1.0. Table

6.2 provides a summary of the evaluation results.

Phenotype annotations have many applications; in particular, it is accepted that

phenotypes reflect underlying physiological interactions and networks [197] and phe-

notype annotations are widely used to investigate the molecular basis of diseases

[46, 266]. To validate our phenotype predictions, we performed a set of experiments

that provide an indirect, external validation of our predictions. Specifically, we apply

a measure of semantic similarity to compute the pairwise similarity between pheno-

types associated with genes, and we use the gene–gene phenotypic similarity to predict

interactions between the genes (combining the different interaction types aggregated

in the STRING database [41], including genetic interactions and protein–protein in-

teractions).

We evaluate our performance using a receiver operating characteristic (ROC)

curve [134]. A ROC curve is a plot of a classifiers true positive rate as a function of

the false positive rate, and the area under the ROC curve (ROCAUC) is a quantita-

tive measure of a classifier’s performance [134]. In our evaluation, we rank pairs of

genes based on their phenotype similarity and treat interacting pairs (according to

STRING) as positive instances and all other pairs as negative instances.

We observe that the performance for predicting interactions improved even over

the performance achieved with the original annotations when using the phenotypes

generated by our method. Performance further improved when merging original and

predicted phenotype annotations, demonstrating that there is significant complimen-

tary information in both (see Table 6.3, and Figures 6.1 and 6.2). We also observe

a significant difference in predictive performance between human and mouse; this

is likely due to different protocols and standards used in generated both phenotype

annotations and function annotations, as well as the very low number of regulatory

phenotype annotation that are available for human genes and coded through the
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HPO. In particular, since human phenotypes in the HPO database predominantly fo-

cus on morphological abnormalities (in contrast to mouse phenotypes encoded using

the MP which balance morphological and physiological abnormalities), our predictive

approach can generate significant volumes of additional annotations that drastically

improve predictive performance in our indirect evaluation setting.
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Mouse PPI prediction ROC Curves

Original (area = 0.667)

Predicted (area = 0.672)

Merged (area = 0.705)

 DeepGO (Predicted) (area = 0.696)

DeepGO (Merged) (area = 0.694)

Figure 6.1: Predicting interactions using predicted phenotypes for mouse. Original
uses asserted phenotype annotations, Predicted uses only predicted phenotype anno-
tations, and Merged combine asserted and predicted phenotype annotations. DeepGO
(Predicted) uses only predicted phenotype annotations based on DeepGO’s predicted
GO function annotations, and DeepGO (Merged) combines them with asserted phe-
notype annotations.
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Human PPI prediction ROC Curves

Original (area = 0.616)

Predicted (area = 0.749)

Merged (area = 0.902)

 DeepGO (Predicted) (area = 0.741)

DeepGO (Merged) (area = 0.928)

Figure 6.2: Predicting interactions using predicted phenotype annotations for hu-
man. Original uses asserted phenotype annotations, Predicted uses only predicted
phenotype annotations, and Merged combine asserted and predicted phenotype an-
notations. DeepGO (Predicted) uses only predicted phenotype annotations based on
DeepGO’s predicted GO function annotations, and DeepGO (Merged) combines them
with asserted phenotype annotations.

6.2.11 Predicting functions, predicting phenotype annota-

tions

Our method mainly relies on functional annotations of gene products. However, not

all genes and gene products have experimental functional annotations. Furthermore,

the manual annotations are often derived from mutant phenotypes, thereby limiting

the scope of our approach. However, with the recent advances in methods for compu-

tational prediction of protein functions [20, 220, 221, 23], we can experiment with a

two-step process: first, we predict GO functions for proteins, and, second, we predict
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phenotype annotations arising from a loss of function in the protein using our rules.

We recently developed DeepGO [20], a computational method for function pre-

diction which uses a deep neural network algorithm to predict functions from protein

sequence and (when available) a cross-species interaction network. Using DeepGO,

we can predict functions for gene products with known amino-acid sequences. From

the predicted function, we can predict phenotype annotations using our rules.

The DeepGO model can only predict annotations to 932 distinct biological process

classes in GO [20]. Of the 932 classes that DeepGO can predict, 443 classes are

covered by our rules, and 28 classes are negative regulations and 55 classes are positive

regulations. We used DeepGO to predict at least one function for 14,916 mouse and

17,837 human proteins, and based on them, we generated phenotype annotations for

13,225 mouse and 14,187 human genes. 6,033 mouse genes and 11,570 human genes

for which we predicted phenotypes do not currently have any experimental phenotype

annotations.

We evaluated our predictions using Fmax measure and by predicting interactions

from the STRING database, similarly to our evaluation of phenotypes predicted from

experimental GO annotations. For computing Fmax measure, we used the prediction

score of DeepGO annotations as a prediction score for corresponding phenotype in

our rules. We find that phenotype predictions with DeepGO annotations for regula-

tory phenotypes performs better than predictions with experimental GO annotations.

Table 6.2 provides evaluation results with Fmax measure.

Furthermore, we used predicted phenotype annotations for predicting protein-

protein interactions. Figures 6.1 and 6.2 show the performance of predicting interac-

tions in mouse and human, respectively. We find that predicting phenotype annota-

tions based on DeepGO’s predicted functions allows us to further improve our ability

to predict interactions in humans. For the mouse, however, the performance of pre-

dicting interactions using phenotype annotations generated from DeepGO’s predicted
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functions is slightly lower than predictions based on experimental GO annotations,

likely due to phenotype annotations already being more complete in the mouse. Table

6.3 provides a summary of the results.

Method AUC
(original)

AUC
(pre-
dicted)

AUC
(merged)

Mouse
Interactions with ex-
perimental GO anno-
tations

0.667 0.672 0.705

Interactions with
DeepGO annotations

0.667 0.696 0.694

Human
Interactions with ex-
perimental GO anno-
tations

0.616 0.749 0.902

Interactions with
DeepGO annotations

0.616 0.741 0.928

Table 6.3: Summary of evaluation of prediction phenotype annotations for mouse
and human. Original uses asserted phenotype annotations, Predicted uses only pre-
dicted phenotype annotations, and Merged combine asserted and predicted phenotype
annotations.

6.2.12 Rules and statistical approaches for predicting phe-

notypes

Accurate prediction of the phenotypes of an organism from its genotype, and possibly

some environmental features, is probably unachievable in the foreseeable future. How-

ever, some phenotypes associated with some genes are sufficiently fundamental that

they can be predicted reliably given some basic knowledge about a gene and the gene

products it encodes. We identify three rules that establish a correspondence between

functions of gene products and the phenotypes that a loss of function in these gene

products would entail. The main limitation in applying our rules predictively is the

precision with which function annotations are contextualized, i.e., how universally a
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function annotation without any context constraints should be interpreted. However,

we focus on three rules which we believe to be sufficiently robust to hold universally,

almost as a consequence of the definition of the corresponding phenotypes.

There are likely more rules that can be used to reliably predict phenotypes from

functions; some may be as simple as the rules we propose, while others may require

complex combinations of functions, and additional constraints, to be applied. Rule

mining techniques [267], in particular those that can utilize axioms and rules in OWL

[268], could identify more rules of varying strength and may provide an opportunity

to further extend our approach.

We demonstrated that we could not only apply our rules to experimentally deter-

mined function predictions, but we were also able to use a function prediction method

to predict GO functions, then apply our rules and predict phenotypes. While this

approach already yields phenotypes that are useful in computational methods (such

as similarity-based prediction of protein-protein interactions), some technical modi-

fications could further improve the accuracy and coverage of predicting phenotypes.

A main limitation is that both parts of the method are trained and generated sepa-

rately; an end-to-end learning approach in which phenotypes are predicted directly

(and in which the DeepGO model – or another function prediction method – is used

as intermediate, pre-trained part) may further improve the performance as well as

coverage of our method.

6.2.13 Morphological and physiological abnormalities

We found that the performance of our methods is significantly lower in human proteins

compared to mouse proteins. However, the number of physiological phenotypes in the

HPO, i.e., phenotypes that are defined as an abnormality of a process or function,

is much smaller in the HPO than it is in the MP; while HPO mainly contains mor-

phological and developmental abnormalities, MP has a rich classification of abnormal
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processes.

Our method uses the PhenomeNET ontology [30] for prediction; PhenomeNET

integrates the MP and HPO and therefore predicts many physiological abnormal-

ities for human proteins which cannot currently be captured using the HPO, but

which could be captured using the MP. We observe that the under-representation of

physiological abnormalities in the HPO results in a low predictive performance (e.g.,

Fmax measure) when comparing against annotations of human proteins, because our

method over-predicts many phenotype annotations. However, our external validation

using prediction of interactions between proteins demonstrates that our predictions

are highly useful and complementary to the existing phenotype annotations of human

proteins; adding our predictions leads to a high increase in ROCAUC when predicting

interactions between proteins. In the future, more human physiological abnormalities

could be added to and defined in the HPO so that such information can be captured

about human genes.

6.2.14 What do phenotype annotations mean?

Our method can be used both to identify possibly conflicting annotations as well as

to suggest phenotypes that may arise from a particular genotype. One observation

from our experiments is that the meaning of the annotation relation can be different

depending on whether the annotation is asserted or inferred using the ontology struc-

ture. Specifically, there seems to be a difference between annotations to a phenotype

such as Increased apoptosis, depending on whether the annotation is inferred from the

ontology hierarchy (as in the case of an annotation to Increased B cell apoptosis), or

asserted. If the annotation is asserted at the level of the class Increased apoptosis, we

would usually expect all types of apoptosis processes in the organism to be increased

in rate, including apoptosis of B cells and other specific cell types. However, if the

annotation is to a more specific class (such as increased B cell apoptosis from which
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an annotation to Increased apoptosis can be inferred, this no longer holds true.

We can use OWL to provide the outlines of a data model in which these consid-

erations are made explicit. Let us assume that X is annotated with the phenotype

P , and, without loss of generality, that P is defined as an increased rate of process

F . There are multiple different options for formalizing the meaning of this anno-

tation. The “weakest” form of interpretation (i.e., the form from which the least

amount of information can be derived) would be that an organism with X (e.g., an

organism with a loss of function mutation in X) would have a part in which at least

one process of type F can be observed to be increased in rate; formally, the organ-

ism with X would be a subclass of has-part some ((inverse occurs-in) some

(F and has-quality some ’increased rate’))). A stronger interpretation could

be that all processes of type F occurring in an organism with X would be increased

in rate. In this case, processes of type F that occur in an organism with X would

be come a subclass of things with increased rate, i.e, (F and occurs-in some X)

SubClassOf: has-quality some ’increased rate’.

From the first interpretation and its formal representation, we cannot conclude

that processes of type F will always, or usually, be increased in rate. We can also not

infer much information about subclasses of the phenotype P ; we can only infer that

the organism with X would also be annotated to any superclass of P . In the second

case, however, we can infer that X would also be annotated with all subclasses of P

(but not with its superclasses).

To avoid ambiguity in interpretation of phenotype annotations, it would be ben-

eficial to make their intended meaning clear, in particular as the inferences that can

be drawn from the interpretations are different. There have already been some efforts

to integrate annotations and ontologies in a single knowledge-based model [269, 270]

which can be used as a formalized data model. Future work on formalizing the in-

tended meaning of annotations, and the adoption of a semantic model, would further
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improve interoperability and reuse of these annotations and thereby improving their

compliance with FAIR standards [271].

6.2.15 Conclusions

We have developed a novel rule-based method for predicting phenotypes from func-

tions. Our approach can be used as a method to validate phenotype annotations in

literature-curated databases, and also to predict phenotypes from a loss of function

genotype in a reverse genetics manner [272]. While the prediction of phenotypes from

genotypes is going to remain a challenge, our approach has implications for compu-

tational methods that utilize phenotypes. We demonstrated that the phenotypes we

predict are predictive of interactions; using a multi-step method in which we first

predict protein functions from sequence and then phenotypes from the functions,

we could predict phenotypes for genes which have not yet been investigated using a

reverse genetic screen. Our approach can therefore extend the scope of phenotype-

based methods, including methods for predicting variants, disease genes, or candidate

drugs, to cover a significantly larger portion of the mammalian phenome.
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6.3 DeepPheno: Predicting single gene loss-of-function phe-

notypes using an ontology-aware hierarchical classifier

Many human diseases have a genetic basis and are caused by abnormalities in the

genome. Due to their high heterogeneity, many disorders are still undiagnosed and

despite significant research their genetic basis has not yet been established [6]. Under-

standing how disease phenotypes evolve from an organism’s genotype is a significant

challenge.

Reverse genetic screens can be used to investigate the causality of perturbing

molecular mechanisms on a genetic level and observing the resulting phenotypes [273].

For example, the International Mouse Phenotyping Consortium (IMPC) [274] aims

to associate phenotypes with loss of function mutations using gene knockout ex-

periments, and similar knockout experiments have been performed in several model

organisms. Further genotype–phenotype associations for the laboratory mouse and

other model organisms are also systematically extracted from literature and recorded

in model organism databases [9, 275, 276]

Similarity between observed phenotypes can be used to infer similarity between

molecular mechanisms, even across different species [277]. In humans, the Human

Phenotype Ontology (HPO) [278] provides an ontology for characterizing phenotypes

and a wide range of genotype–phenotype associations have been created based on the

human phenotype ontology. Further information about genotype–phenotype associa-

tions is collected in databases such as Online Mendelian Inheritance in Man (OMIM)

[11], Orphanet [279], ClinVar [14], and DECIPHER [13].

With the number of genotype–phenotype associations available now, it may be

possible to predict the phenotypic consequences resulting from some changes on the

level of the genotype using machine learning. Several methods have been developed

to automatically predict or generate genotype–phenotype associations. To predict

phenotype associations, these methods use different sources such as literature [72, 92,
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93], functional annotations [32, 72, 280], protein–protein interactions (PPIs) [72, 281,

282, 283], expression profiles [82, 284], genetic variations [80, 72], or their combinations

[72]. The general idea behind most of these methods is to find genetic similarities,

or interactions, and transfer phenotypes between genes based on the assumption that

similar or interacting genes are involved in similar or related phenotypes [109].

Phenotypes arise from complex biological processes which include genetic inter-

actions, protein–protein interactions, physiological interactions, and interactions of

an organism with environmental factors as well as lifestyle and response to chemicals

such as drugs. A large number of these interactions can be described using the Gene

Ontology (GO) [22], and GO annotations are available for a large number of proteins

from thousands of species [22]. Further, in recent years, significant progress has been

made in predicting the functions of uncharacterized proteins [23, 232].

We developed a novel hierarchical classification approach of predicting gene–

phenotype associations from function annotations of gene products. We use the

Gene Ontology (GO) [22] function annotations as our main feature and predict HPO

classes. We propagate both functional and phenotype annotations using the hierar-

chical structure (taxonomy) of GO and HPO and train a deep neural network model

which learns to map sets of GO annotations to sets of HPO annotations. One limita-

tion of predicting phenotypes from functions is that not all genes have experimental

functional annotations. We overcome this limitation by using the function prediction

method DeepGOPlus [21] which has been trained on a large number of proteins and

can generate accurate functional annotations using only protein sequence. As Deep-

GOPlus is trained on a large number of proteins, including close and distant homologs

of many human proteins, we hypothesize that it can also provide information about

the physiological processes to which proteins contribute [21].

Phenotype prediction is a massively multi-class and multi-label problem, with an

ontology as classification target. In DeepPheno, we implemented a novel hierarchical
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classification layer which encodes approximately 4,000 HPO classes and their hierar-

chical dependencies in a single prediction model which we use during training and

prediction. The novel classification layer is a more scalable and faster version of the

hierarchical classification layer used in DeepGO, and allows us to encode very large

taxonomic dependencies.

We evaluate DeepPheno using the latest phenotype annotations available from the

HPO database [278] and using the evaluation dataset from the Computational As-

sessment of Function Annotation (CAFA) challenge [23], and we compare our results

with the top performing methods in CAFA 2 [231] and phenotype prediction method

such as HPO2GO [280], HTD/TPR [70] and PHENOstruct [72]. We demonstrate a

significant improvements over the state of the art in each evaluation.

To further validate the usefulness of our phenotype predictions in computational

biology, we test whether we can predict gene-disease associations from the predicted

phenotype annotations. We compute semantic (phenotypic) similarity between gene–

phenotype annotations and disease–phenotype annotations, and our results show that

the phenotype annotations generated by DeepPheno are predictive of gene–disease as-

sociations; consequently, DeepPheno expand the scope of phenotype-based prediction

methods, such as for gene–disease associations [285, 45] or used in variant prioritiza-

tion [286, 287, 288], to all genes for which functions are known or can be predicted.

We further analyzed the predictions generated by our method and found that, in av-

erage, more than 60% of the predicted genes for a phenotype interact with genes that

are already associated with the phenotype, suggesting that some of our false positive

predictions might actually be truly associated within a phenotype module.
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6.3.1 Evaluation and training data

Training and testing dataset

We downloaded Human Phenotype Ontology (HPO) version released on 15th of

April, 2019 and phenotype annotations released on 3rd of June, 2019 from https:

//hpo.jax.org. The HPO provides annotations from OMIM and ORPHANET. We

use gene–phenotype annotations from both sources and build a dataset of 4,073 genes

annotated with 8,693 different phenotypes. In total, the dataset has 529,475 annota-

tions with an average of 130 annotations per gene after propagating annotations using

the HPO structure. 3,944 of the genes map to manually reviewed and annotated pro-

teins from UniProtKB/SwissProt [289]. We refer to this dataset as June2019. We use

reviewed genes/proteins and split the dataset into 80% training and 20% testing sets.

We use 10% of the training set as a validation set to tune the parameters of our pre-

diction model. We generate 5 folds of random split and report 5-fold cross-validation

results.

In order to have sufficient data for training, we select HPO classes that have 10 or

more annotated genes. The model trained with this dataset can predict 3,783 classes.

However, we use all 8,693 classes when we evaluate our performance counting the

classes that we cannot predict as false negatives.

Our main features from which we predict phenotypes are gene functions. We use

the Gene Ontology (GO) [22] released on 17th of April, 2019 and GO annotations

(uniprot sprot.dat.gz) from UniProtKB/SwissProt released in April, 2019. We con-

struct three different datasets with different types of functional annotations for the

same genes. In the first dataset we use all annotations from the file which includes

electronically inferred ones. The second dataset has only experimental functional

annotations. We filter experimental annotations using the evidence codes EXP, IDA,

IPI, IMP, IGI, IEP, TAS, IC, HTP, HDA, HMP, HGI, HEP. For the third dataset, we use

https://hpo.jax.org
https://hpo.jax.org
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GO functions predicted by DeepGOPlus [21].

Additionally, we perform an experiment where we combine gene functions with

gene expressions data downloaded from Expression Atlas [290] Genotype-Tissue Ex-

pression (GTEx) Project (E-MTAB-5214) [291]. This data provides 53 features for

each gene which are expression values of a gene for 53 different tissues. In total, there

are expressions values for 40, 079 genes. We normalize values by genes and use zero

for missing values.

Comparison dataset

To compare our method with state-of-the-art phenotype prediction methods we follow

the CAFA [23] challenge rules and generate a dataset using a time based split. CAFA2

[231] challenge benchmark data was collected from January 2014 until September

2014. We train our model on phenotype annotations that were available before the

challenge started and evaluate the model on annotations that appeared during the

challenge period. Similarly, we use function annotations that were available before

a challenge starts and train DeepGOPlus on a UniProt/Swissprot version released

in January 2014. We use the same versions of HPO and GO that were used in the

challenge. Here, our model can predict 2, 029 classes that have 10 or more annotations

for training.

In addition phenotype prediction methods such as PHENOStruct [72] and HT-

D/TPR [70] report 5-fold cross-validation evaluation results using the phenotype an-

notations released in January 2014. We also follow their experimental setup and

compare our results on this data.

Protein–protein interactions data

To evaluate false positive predictions generated by our approach we use protein–

protein interactions (PPI) data. We download StringDB PPI networks [292] version
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11 published in January, 2019. StringDB is a database of protein’s functional associ-

ations which includes direct physical and indirect functional interactions. StringDB

combines interactions from several primary PPI databases and adds PPI interactions

that are predicted with computational methods. We use interactions with a score of

700 or above in order to filter high confidence interactions.

6.3.2 Baseline and comparison methods

We use several approaches to benchmark and compare our prediction results. The

“naive” approach was proposed by the CAFA [23] challenge as one of the basic meth-

ods to assign GO and HPO annotations. Here, each query gene/protein g is annotated

with the HPO classes with a prediction score computed as:

S(g, p) =
Np

Ntotal

(6.6)

where p is a HPO class, Np is a number of training genes annotated by HPO class p,

and Ntotal is a total number of training genes. It represents a prediction based only

on the total number of genes associated with a class during training.

The CAFA2 [231] challenge evaluates several phenotype prediction methods which

present state-of-the-art performance for this task. We train and test our model on the

same data and compare our results with top performing methods. The CAFA3 [232]

challenge also evaluated HPO predictions but did not release the evaluation results

yet.

HPO2GO predicts HPO classes by learning association rules between HPO and

GO classes based on their co-occurrence in annotations [280]. The idea is to map

every HPO class p to a GO class f and score the mapping with the following formula:

S(p, f) =
2 ∗Np&f

Np +Nf

(6.7)
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where Np&f is the number of genes annotated with both p and f , Np is the number

of genes annotated with p and Nf is the number of genes annotated with f . In the

prediction phase the mappings are used to assign HPO classes to genes with available

GO classes.

PHENOStruct [72] is a hierarchical multilabel classifier which predicts HPO classes

using a structured SVM method. The PHENOStruct method relies on multiple gene

features such as PPIs, GO functions, literature and genetic variants linked through

gene-disease associations.

Hierarchcal Top-Down (HTD) and True Path Rule (TPR) [70] methods are hier-

archical ensemble methods which first train a flat classification method and update

prediction scores using the ontology structure to fix inconsistencies of hierarchical

label space. In the HTD strategy, scores are propagated from parent to children

starting from the root class. If a parent has a lower score than its child then the

child’s score will be updated to the parent’s score. In the TPR strategy, all super-

classes of predicted classes are added to the predictions. Scores for the parent class

are updated based on their children class scores. For example, a parent class can

take an average value of positively predicted children or a maximum of all children

scores. Both strategies guarantee consistency of prediction scores with hierarchical

dependencies of the labels. The main limitation of these strategies is that they do

not consider the hierarchical label space while training the models.

6.3.3 Evaluation metrics

In order to evaluate our phenotype predictions and compare our method with other

competing methods we use the CAFA [23] gene/protein-centric evaluation metrics

Fmax, area under the precision-recall curve (AUPR) and Smin [241]. In addition to

this, we report term-centric area under the receiver operating characteristic curve

(AUROC) [134]. We compute AUROC for each ontology class and then take the
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average.

Fmax is a maximum gene/protein-centric F-measure computed over all prediction

thresholds. First, we compute average precision and recall using the following formu-

las:

pri(t) =

∑
p I(f ∈ Pi(t) ∧ p ∈ Ti)∑

p I(p ∈ Pi(t))
(6.8)

rci(t) =

∑
p I(f ∈ Pi(t) ∧ p ∈ Ti)∑

p I(p ∈ Ti)
(6.9)

AvgPr(t) =
1

m(t)
·
m(t)∑

i=1

pri(t) (6.10)

AvgRc(t) =
1

n
·

n∑

i=1

rci(t) (6.11)

where p is an HPO class, Ti is a set of true annotations, Pi(t) is a set of predicted

annotations for a gene i and threshold t, m(t) is a number of proteins for which we

predict at least one class, n is a total number of proteins and I is an identity function

which returns 1 if the condition is true and 0 otherwise. Then, we compute the Fmax

for prediction thresholds t ∈ [0, 1] with a step size of 0.01. We count a class as a

prediction if its prediction score is higher than t:

Fmax = max
t

{
2 · AvgPr(t) · AvgRc(t)
AvgPr(t) + AvgRc(t)

}
(6.12)

Smin computes the semantic distance between real and predicted annotations based

on information content of the classes. The information content IC(c) is computed

based on the annotation probability of the class c:

IC(c) = − log(Pr(c|P (c)) (6.13)

where P (c) is a set of parent classes of the class c. The Smin is computed using the
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following formulas:

Smin = min
t

√
ru(t)2 +mi(t)2 (6.14)

where ru(t) is the average remaining uncertainty and mi(t) is average misinformation:

ru(t) =
1

n

n∑

i=1

∑

c∈Ti−Pi(t)
IC(c) (6.15)

mi(t) =
1

n

n∑

i=1

∑

c∈Pi(t)−Ti

IC(c) (6.16)

6.3.4 Gene–Disease association prediction

To evaluate predicted phenotype annotations we downloaded gene-disease associa-

tion data from OMIM [11]. The OMIM database provides associations for around

6,000 diseases and 14,000 genes. We filter these associations with the genes from our

randomly split test set and their associated diseases. In total, the dataset has 561

associations of 395 genes with 548 diseases.

We predict an association between gene and disease by comparing their phe-

notypes. Our hypothesis is that if a gene and disease are annotated with similar

phenotypes then there could be an association between them [45]. We compute

Resnik’s [133] semantic similarity measure for pairs of phenotype classes and use the

Best-Match-Average (BMA) [293] strategy to combine similarites for two sets of an-

notations. We use the similarity score to rank diseases for each gene and report recall

at top 10 rank, recall at top 100, mean rank and the area under the receiver operating

characteristic curve (AUROC) [134] for each prediction method.

Resnik’s similarity measure is defined as the most informative common anchestor

(MICA) of the compared classes in the ontology. First, we compute information
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content (IC) for every class with following formula:

IC(c) = − log(p(c))

Then, we find Resnik’s similarity by:

SimResnik(c1, c2) = IC(MICA(c1, c2))

We compute all possible pairwise similarities of two annotation sets and combine

them with:

SimBMA(A,B) =

avg
c1∈A

(max
c2∈B

(s(c1, c2)))+ avg
c1∈B

(max
c2∈A

(s(c1, c2)))

2

where s(x, y) = SimResnik(x, y).

6.3.5 Training and tuning of model parameters

We evaluated several models with two, three and four fully connected layer models.

We selected the number of units for each layer from {250, 500, ..., 2000} with dropout

rate from {0.2, 0.5} and learning rate from {0.01, 0.001, 0.0001} for the Adam opti-

mizer [239]. We performed 50 trials of random search for best parameters for each

type of the models and selected the best model based on validation loss. We use the

TensorFlow 2.0 [218] machine learning system with Keras API and tune our param-

eters with Keras Tuner.

Our model is trained and tuned in less than 1 hour on a single Nvidia Quadro

P6000 GPU. In average, it annotates more than 100 samples per second.
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6.3.6 DeepPheno Model

Predicting phenotypes from genotypes is a significant challenge in computational bi-

ology which requires understanding of biological mechanisms from the molecular over

the physiological to the behavioral level. Phenotypes arise from complex interactions

between genotype and environment. The aim of DeepPheno is to predict phenotypes

which result from the loss of function of a single gene. In order to achieve this goal,

we need to combine different types of features such as functions of gene products,

molecular and multi-cellular interactions, pathways, and physiological interactions.

Our approach is to use existing experimental and predicted function annotations of

proteins, and learn the associations between combinations of functions and pheno-

type annotations. We use OMIM [11] diseases and their phenotype annotations from

the HPO [278] to learn associations between sets of GO functional annotations and

sets of HPO phenotype annotations. Since experimental function annotations are not

available for all gene products, we also utilize the sequence-based function prediction

method DeepGOPlus [21], which uses information of function annotations in many

organisms, to fill this gap and predict the functions of gene products. Consequently,

DeepPheno can predict phenotypes for all protein-coding genes with an available

sequence.

Our phenotype prediction model is a fully-connected neural network followed by

a novel hierarchical classification layer which encodes the ontology structure into the

neural network. DeepPheno takes a sparse binary vector of functional annotation

features and gene expression features as input and outputs phenotype annotation

scores which are consistent with the hierarchical dependencies of the phenotypes in

HPO; the input vector is deductively closed following the taxonomy and axioms in

the GO ontology, i.e., function annotations are propagated. Figure 6.3 describes the

model architecture. The first layer is responsible for reducing the dimensionality of

our sparse function annotation input and expression values are concatenated to it.
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Figure 6.3: Neural network model architecture.
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The second layer is a multi-class multi-label classification layer with sigmoid activation

functions for each neuron. We use a dropout layer after the first fully-connected layer

to avoid overfitting during training. The number of units in the second layer is the

same as the number of prediction classes and its output is considered as the output

of a “flat” classifier, i.e., a classifier which does not take the taxonomy of HPO into

account. Our novel hierarchical classification layer computes the score for a class by

selecting the maximum score of its descendants (i.e., subclasses according to the HPO

axioms).

DeepPheno’s hierarchical classification layer was inspired by the hierarchical clas-

sifier of DeepGO [20]. In DeepGO, each output class had a classification layer which

was connected to its direct children’s classifiers with a maximum merge layer. The

main limitation of this method was its performance both in terms of training and

runtime, since all the computations were performed sequentially. Consequently, the

model did not scale to large ontologies such as GO or HPO. The novel hierarchi-

cal classification layer we implement in DeepPheno overcomes the limitations of the

hierarchical classification previously used in DeepGO by using matrix multiplication

operations and MaxPooling layers to encode the consistency constraints of phenotype

annotations that arise from the ontology’s taxonomic structure. We implement the

layer by multiplying the sigmoid output vector with a binary vector encoded for the

hierarchical dependencies in GO, where a value of “one” indicates that a class at this

positions is a descendant of the class to be predicted; this multiplication is then fol-

lowed by MaxPooling layer. Formally, given a vector x for a set of phenotype classes

P such that xi is a prediction score for a phenotype pi at position i, then we define

the hierarchical classification function h(x) as:

h(x) = max
pi∈P

(x ∗ si) (6.17)



185

where si is a binary vector that encodes the subclass relations between pi and all other

phenotype classes. The value of the vector si at position j is 1 iff pj is a (reflexive)

subclass of pi (pj v pi), and 0 otherwise. The function returns a vector of the same size

as x which will be consistent with the true-path-rule because a prediction score of a

class will be the maximum value of the prediction scores of all its subclasses. The use

of matrix multiplication and pooling allows this hierarchical classification function

to be implemented efficiently (in contrast to the sequential computation model of

DeepGO) and we use this classification function during training of DeepPheno as

well as during prediction.

6.3.7 Evaluation and comparison

We evaluate our method on the phenotype annotations from the HPO database [278]

released in June 2019. We randomly split the dataset into training, validation and

testing sets; we split the data by genes so that if a gene is included in one of the three

sets, the gene is present with all its annotations. We tune all parameters of our mod-

els using the validation set and report evaluation results on the unseen testing set.

We train five neural network models using the same phenotype annotations and same

training/testing split, but with different functional annotations as features. The first

model is called DeepPhenoGO and it uses only experimental function annotations.

The second model is called DeepPhenoIEA and is trained on all annotations from

UniProtKB/SwissProt including predicted ones (i.e., including annotations with an

evidence code indicated the annotation was electronically inferred). The predicted an-

notations are usually based on sequence or structural similarity and multiple sequence

alignments. The third model is called DeepPhenoDG. We train DeepPhenoDG on

functions predicted by our DeepGOPlus method. The fourth model is called DeepPhe-

noAG which is trained on combined function annotations from UniProtKB/Swissprot

and DeepGOPlus. Finally, DeepPheno model was trained on all functional annota-



186

tions and gene expression features. Also, we evaluate flat versions of each model to

determine the contribution of our hierarchical classification layers. For flat predic-

tions, we fix hierarchical dependencies by propagating all positive predictions using

the true path rule using the structure of the HPO ontology. In other words, we add

all superclasses up to the root class to the predictions for each positively predicted

class.

We first compare our results with phenotype annotations generated by the “naive”

method (see Section 6.3.2 for details). The naive method predicts the most fre-

quently annotated phenotype classes in the training set for all genes in the testing

set. It achieves an Fmax of 0.378 which is close to our results and higher than the

state-of-the-art methods in the CAFA2 challenge. Despite such performance, naive

annotations do not have any practical use as they are identical for every gene. Our

neural network model achieves an Fmax of 0.437 when we train it with only experi-

mental GO annotations and, as expected, it improves to 0.451 when we add predicted

annotations in UniProtKB. We expected results to improve because experimental GO

annotations are not complete and the electronically inferred function annotations can

add missing information. The model trained with all annotations including Deep-

GOPlus, achieves the same Fmax of 0.451, but results in the best performance among

all models in our Smin (which also considers the specificity of the predicted pheno-

type classes, see Section 6.3.3) and AUPR evaluation. DeepPhenoDG model which is

trained with only DeepGOPlus annotations achieves Fmax of 0.444 which is slightly

lower than the best result, but is higher than the model trained with experimental

GO annotations. Adding gene expression features to functional annotations improve

model’s performance further achieving highest Fmax of 0.454. In each case, the hier-

archical classifiers improves the performance achieved by the flat classifier and true

path rule propagation. The results show that the DeepPheno model achieves the best

performance when using both experimental and electronically inferred GO annota-
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Method Fmax Smin AUPR AUROC
Naive 0.378 ±

0.005
123.546 ±
3.002

0.306 ±
0.006

0.500 ±
0.000

DeepPhenoGOFlat 0.431 ±
0.004

117.102 ±
2.627

0.412 ±
0.008

0.709 ±
0.017

DeepPhenoGO 0.437 ±
0.005

116.469 ±
2.440

0.421 ±
0.006

0.727 ±
0.010

DeepPhenoIEAFlat 0.448 ±
0.004

115.225 ±
2.773

0.434 ±
0.006

0.758 ±
0.004

DeepPhenoIEA 0.451 ±
0.004

115.294 ±
2.708

0.436 ±
0.006

0.761 ±
0.003

DeepPhenoDGFlat 0.442 ±
0.005

115.795 ±
2.395

0.427 ±
0.005

0.758 ±
0.004

DeepPhenoDG 0.444 ±
0.007

115.412 ±
2.296

0.431 ±
0.010

0.760 ±
0.005

DeepPhenoAGFlat 0.444 ±
0.006

115.802 ±
3.154

0.429 ±
0.008

0.752 ±
0.009

DeepPhenoAG 0.451 ±
0.004

114.894 ±
3.043

0.438 ±
0.005

0.764 ±
0.002

DeepPhenoFlat 0.448 ±
0.008

115.459 ±
3.058

0.434 ±
0.011

0.750 ±
0.010

DeepPheno 0.453 ±
0.005

114.825 ±
3.020

0.440 ±
0.008

0.760 ±
0.011

Table 6.4: The comparison of 5-fold cross-validation evaluation performance on the
June2019 dataset and all HPO classes.

tions and gene expression values, and achieves comparative performance by using only

DeepGOPlus annotations which can be predicted from protein amino acid sequence

information alone.

To compare our method with other methods, we trained and tested our model

using the CAFA2 challenge data, i.e., using the training and testing data as well as

the ontologies provided in CAFA2 (see Section 6.3.1). We further evaluated annota-

tions for CAFA2 targets provided by the HPO2GO method [280]. The top perform-

ing methods in CAFA2 achieve an Fmax of around 0.36 [231]. Our DeepPhenoGO

model trained using only experimental GO annotations achieve Fmax of 0.379. Mod-

els which use predicted annotations improve Fmax score and we achieve the best Fmax

of 0.398 with the DeepPhenoAG model trained with all GO annotations from UniPro-
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Method Fmax Smin AUPR AUROC
Naive 0.358 81.040 0.267 0.500
HPO2GO 0.282 89.014 0.132 0.529
DeepPhenoGO 0.379 82.139 0.318 0.597
DeepPhenoIEA 0.396 79.461 0.348 0.645
DeepPhenoDG 0.392 81.369 0.339 0.621
DeepPhenoAG 0.398 79.476 0.349 0.648

Table 6.5: The comparison of performance on the CAFA2 challenge benchmark
dataset.
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Figure 6.4: Comparison of DeepPheno with CAFA2 top 10 methods and HPO2GO.

tKB/SwissProt and predicted by DeepGOPlus. To make fair comparison we excluded

gene expression features since they were not available at the CAFA2 challenge time.

The PHENOstruct [72] and HTD/TPR [70] methods report the 5-fold cross-

validation evaluation results on HPO annotations released on January 2014 (which

is the CAFA2 challenge training data). We followed their experimental setup and

evaluated our methods with 5-fold cross-validation. To tune and select the best pre-

diction models, we used 10% of training data as validation set in each fold. Table 6.6

compares our results with the results report by [70] where authors separately evaluate
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predictions for three subontologies of HPO. On the Organ (Phenotypic) abnormality

(HP:0000118) subontology, our method performs with Fmax of 0.42 which is the same

for PHENOstruct and the second best result after TPR with SVM. On the Mode of

Inheritance (HP:0000005) subontology, our method achieves Fmax of 0.72 which is

slightly lower than PHENOstruct. Finally, our method outperforms all other meth-

ods in evaluation on the Onset (Clinical modifier) subontology (HP:0000004) with

Fmax of 0.53. It is important to note that other methods rely on multiple sources of

information such as PPIs, GO functions and text mining features, while DeepPheno

uses only GO functions as features.

6.3.8 Application to predicting gene–disease associations

Phenotype annotations have many applications, including prediction of candidate

genes that are causally involved in diseases [294, 295, 45]. For example, we can

compare the similarity between gene–phenotype associations and disease phenotypes

and prioritize candidate diseases for diagnosis [295], or prioritize genetic variants that

are causative for a disease [286, 287]. These methods can suggest candidate genes for

rare diseases and improve identification of causative variants in a clinical setting [295].

Here, our aim is to test whether the predicted phenotype annotations generated by

DeepPheno are applicable for gene–disease association predictions.

One of the widely used methods for comparing ontology class annotations is

semantic similarity [296]. We compute semantic similarity scores between gene–

phenotype annotations and disease–phenotype annotations and use it to rank diseases

for each gene. Such an approach is widely used to predict gene–disease associations

based on phenotypes [294, 45] and allows us to determine how our predicted annota-

tions can contribute to such an application.

As expected, phenotype annotations generated by the naive approach are not pre-

dictive of gene–disease associations and resulted in a performance with AUROC of



190

0.50. On the other hand, similarity scores from existing annotations from HPO per-

formed nearly perfectly with a AUROC of 0.98. The reason for this nearly perfect

prediction is that most of the OMIM diseases are associated with only one gene and

share almost same phenotype annotations as their associated genes because of how

the gene–phenotype associations have been generated [278]. Predicting gene–disease

associations using the DeepPhenoDG models that rely on electronically inferred GO

function annotations resulted in an AUROC of 0.72, which is slightly higher than

predicting gene–disease associations using the model trained with experimental GO

annotations which resulted in AUROC of 0.70. The best performance in AUROC

of 0.75 among methods which use predicted phenotypes were achieved by our Deep-

PhenoAG and DeepPheno models. Table 6.7 summarizes the results. Overall, this

evaluation shows that our model is predicting phenotype associations which can be

used for predicting gene–disease associations.

6.3.9 Evaluation of false positives

In our experiments, we consider the absence of knowledge about an association as a

negative association. When we predict such an association, we consider this a false

positive prediction. However, current gene–phenotype associations in the database

are not complete and some of the false positive predictions generated by our method

may actually be a correct association. To test this hypothesis, we evaluate if our

predicted genes are interacting with a phenotype-associated gene using the underlying

assumption that phenotypes are determined by network modules of interacting genes

and gene products [297, 298, 111].

To evaluate our false positives, we generated DeepPheno predictions for 18,860

genes with corresponding protein entries in Swissprot/UniProtKB. Then, for every

specific phenotype, we compared false positive genes and genes that are interacting

with the phenotype-associated gene using the STRING database [292]. We then com-
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puted the percentage of overlap. We found that on average, 48% of our false positives

interact with a phenotype-associated gene and may contribute to a phenotype-module

within the interaction network. We tested whether this finding is significant by per-

forming a random simulation experiment. For every phenotype, we generated the

same number of random gene associations as our predictions and computed the aver-

age overlap of false positives and interacting genes. We repeated this procedure 1,000

times and tested the significance of having an average of 48% overlap. We found that

random predictions give an average of 24% overlap and the probability of observing

48% overlap under a random assignment of genes to phenotypes is 0.02, demonstrat-

ing that the genes we predict for a phenotype are significantly more likely to directly

interact with a known phenotype-associated gene.

6.3.10 Discussion

DeepPheno can predict sets of gene–phenotype associations from gene functional an-

notations. Specifically, it is designed to predict phenotypes which arise from a com-

plete loss of function of a gene. Together with function prediction methods such

as DeepGOPlus [21], DeepPheno can, in principle, predict phenotype associations

for protein-coding genes using only the protein’s amino acid sequence. However,

DeepGOPlus was trained on experimentally annotated sequences of many organisms,

including several animal model organisms. It further combines global sequence simi-

larity and a deep learning model which learns to recognize sequence motifs as well as

some elements of protein structure. The combination of this information is implicitly

used in DeepGOPlus and its predictions, and is therefore able to predict physio-

logical functions that are closely related to the abnormal phenotypes predicted by

DeepPheno.
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Evaluation

We evaluated DeepPheno on two datasets and compared its predictions with the top

performing methods in the CAFA2 challenge. DeepPheno showed overall the best

performance in the evaluation with time based split. However, when we compared

the performance of DeepPheno on 5-fold cross-validation on CAFA2 challenge train-

ing set with other hierarchical classification methods such as PhenoStruct [72] and

HTD/TPR [70], our method did not outperform HTD/TPR methods combined with

support-vector machine classifiers and resulted in the same performance as PhenoS-

truct. We think that the main reason for this is that we only rely on function an-

notations and the other methods use additional features such as protein–protein in-

teractions, literature and disease causing variants associated through gene-disease

associations from HPO [278]. We did not use gene expression data because it was not

available during CAFA2 challenge. However, in our experiment with recent data, we

have shown that DeepPheno can easily combine features from multiple sources which

resulted in improvement of its performance.

Hierarchical classifier

We implemented a novel hierarchical classfication neural network in DeepPheno. It

was inspired by our previous hierarchical classifer in DeepGO [20]. However, this

version is significantly faster and scalable. The main difference here is that DeepPheno

uses only one layer which stores ontology structure whereas DeepGO had a layer for

each class in ontology which required a connection to its children classes. Also, it

achieves hierarchical consistency by simple matrix multiplication operation followed

by MaxPooling layer and do not require complex operations. In DeepGO, biggest

model can predict around 1, 000 classes while DeepPheno predicts around 4, 000.

We specifically compare DeepPheno with other hierarchical classification methods

such as PhenoStruct [72] and HTD/TPR [70]. Also, we use TPR method to fix
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hierarchical dependencies of DeepPhenoFlat classifiers and compare them with our

hierarchical classifiers. In all cases, DeepPheno models outperform flat classifiers with

TPR method.

False positives

In addition, we analyzed our false positive predictions for several diseases and found

that in around 48% of the false positive gene-phenotype association, the gene is inter-

acting with a truly associated gene. We further investigated in some cases whether the

false positive gene–phenotype associations were reported to be significant in GWAS

studies. We used the GWAS Catalog [299] to determine if some of our false predictions

were reported in GWAS studies, and tested the phenotypes Type II Diabetes mellitus

(HP:0005978) and Hypothyroidism (HP:0000821) since they are specific phenotypes

in HPO and are very well studied with many GWAS analyses. Type II Diabetes is

associated with 136 genes in the HPO database and we predict 189 genes with Deep-

Pheno. 69 genes from our predictions were already included in the HPO database

and we consequently generated 120 false positives. We found that our false posi-

tive associations with genes WFS1, HNF4A, NPHP4, and TXNL4B were reported

to be associated with Type II Diabetes in GWAS Catalog while the others were

not. NPHP4 was also associated by a GWAS study using the UK Biobank dataset

(https://www.nealelab.is/uk-biobank). For the Hypothyroidism (HP:0000821)

phenotype, we predict 61 genes which are not in our training set. A GWAS study

using the UK Biobank dataset reported an association with LGR4 gene which is in

our false positive set. As we predict genes that interact with phenotype-associated

genes, and while the predicted genes do mostly not reach genome-wide significance

in GWAS studies, a possible explanation may be that some of the predicted genes

have only low effect sizes, preventing them from being detected in a GWAS study.

In future research, it may be possible to explore this hypothesis further by directly

https://www.nealelab.is/uk-biobank


194

evaluating interaction models and DeepPheno’s predictions on GWAS datasets.

Limitations and future research

Currently, DeepPheno suffers from several limitations. Firstly, we use mainly func-

tion annotations and gene expressions as features. This gives our model the ability

to predict phenotypes for many genes; however, phenotypes do not only depend on

functions of individual gene products but also they arise from complex genetic and en-

vironmental interactions. Including such information may further improve our model.

Specifically, we plan to include different types of interactions between genes in order

to improve prediction of complex phenotypes.

Secondly, DeepPheno currently can only predict a limited number of phenotypes

for which we find at least 10 annotated genes. This limitation is caused by the need

to train our neural network model and limits DeepPheno’s ability to predict specific

phenotypes which are the most informative. One way to overcome this limitation is

to include phenotype associations with different evidence, such as those derived from

GWAS study instead of using only phenotypes resulting from Mendelian disease as

included in the HPO database.

Finally, DeepPheno uses simple one fully connected layer and sparse representation

of functional annotations and do not considers full set of axioms in GO and HPO.

Although, this model gave us the best performance in our experiments, we think that

more “sophisticated” or “complex” learning methods which encode all semantics in

the ontologies need to be considered.
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Method AUROC Fmax Precision Recall
Organ sub-ontology

TPR-W-RANKS 0.89 0.40 0.34 0.48
TPR-W-SVM 0.77 0.44 0.38 0.51
HTD-RANKS 0.88 0.37 0.30 0.49
HTD-SVM 0.75 0.43 0.37 0.49
PHENOstruct 0.73 0.42 0.35 0.56
Clus-HMC-Ens 0.65 0.41 0.39 0.43
PhenoPPIOrth 0.52 0.20 0.27 0.15
SSVM→Dis→HPO 0.49 0.23 0.16 0.41
RANKS 0.87 0.30 0.23 0.43
SVM 0.74 0.42 0.36 0.50
DeepPhenoAGFlat 0.74 0.42 0.39 0.45
DeepPhenoAG 0.74 0.42 0.40 0.45

Inheritance sub-ontology
TPR-W-RANKS 0.91 0.57 0.45 0.80
TPR-W-SVMs 0.82 0.69 0.59 0.82
HTD-RANKS 0.90 0.57 0.44 0.81
HTD-SVMs 0.81 0.69 0.59 0.82
PHENOstruct 0.74 0.74 0.68 0.81
Clus-HMC-Ens 0.73 0.73 0.64 0.84
PhenoPPIOrth 0.55 0.12 0.16 0.10
SSVM→Dis→HPO 0.46 0.11 0.07 0.25
RANKS 0.90 0.56 0.43 0.81
SVMs 0.82 0.69 0.59 0.82
DeepPhenoAGFlat 0.67 0.72 0.65 0.80
DeepPhenoAG 0.68 0.72 0.64 0.81

Onset sub-ontology
TPR-RANKS 0.86 0.44 0.33 0.70
TPR-SVMs 0.75 0.48 0.38 0.66
HTD-RANKS 0.86 0.42 0.30 0.69
HTD-SVMs 0.74 0.46 0.37 0.67
PHENOstruct 0.64 0.39 0.31 0.52
Clus-HMC-Ens 0.58 0.35 0.27 0.48
PhenoPPIOrth 0.53 0.25 0.25 0.24
SSVM→Dis→HPO
HPO

0.49 0.07 0.06 0.10

RANKS 0.83 0.41 0.30 0.67
SVMs 0.74 0.47 0.37 0.63
DeepPhenoAGFlat 0.64 0.52 0.46 0.62
DeepPhenoAG 0.66 0.53 0.47 0.60

Table 6.6: The comparison of 5-fold cross validation performance on the CAFA2
challenge training dataset.
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Method Hits@10
(%)

Hits@100
(%)

Mean
Rank

AUROC

Naive 1 9 522.72 0.50
DeepPhenoGO 10 35 307.36 0.70
DeepPhenoIEA 13 41 263.13 0.74
DeepPhenoDG 11 38 284.92 0.72
DeepPhenoAG 12 41 260.80 0.75
DeepPheno 12 41 260.05 0.75
RealHPO 90 96 22.03 0.98

Table 6.7: The comparison of 5-fold evaluation performance on gene–disease associ-
ation prediction for June2019 dataset test genes.
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Chapter 7

Conclusion

7.1 Summary

Recent developments in sequencing technologies have lead to enormous increase in

genetic sequences. In order to understand how the sequences translate to biological

mechanisms I need to perform many experimental analyses. However, it is obvious

that the experimental analyses will not scale with the number of genetic sequences

and even if I perform all the experiments to understand single gene functions I won’t

be able to perform all experiments that can help to interpret the complex genetic

interactions. Therefore, there is a necessity in computational methods which link

genotypes to phenotypes.

In this work, I developed several methods which predict functional and phenotypic

descriptions of genes and proteins from raw biological data such as protein sequences,

protein–protein interaction networks. My methods incorporate semantics of manually

curated biological ontologies into single deep neural network model. I show that

the combination of ontological axioms with deep feature learning methods improves

prediction performance of my methods.

Specifically, my aim was to predict gene loss-of-function phenotypes. So, I first fo-

cused on analyzing functions and their representations. Gene functions are described

with Gene Ontology (GO) [22] and the first question was how to represent the on-

tology classes in a computational method. One of the most widely used methods

to represent functions is to use semantic similarity measure. I analyzed hundreds of
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semantic similarity measures and found that most of them are biased towards well

studied genes and it is possible to infer protein–protein interactions (PPI) with seman-

tic similarity measures and random annotations without any biological meaning. I

then developed a representation learning method called EL-Embeddings which trans-

lates ontology classes into vector space using ontology axioms that are normalized to

description logic EL++. I show that vectors that are generated with EL-Embeddings

are useful in tasks such as PPI predictions and outperform methods like TransE [152]

or semantic similarity measures. In addition, I developed Vec2SPARQL which enables

fair sharing and integration of embedding vectors through SPARQL queries.

Secondly, since not many genes have experimentally validated functional annota-

tions, I explored various function prediction methods. However, most of the function

prediction methods at the time were not open-source and easy to use. Available meth-

ods did not perform very well and mainly relied on text-mining features [231] which

were not available for all genes. So, I decided to work on function prediction and de-

veloped a deep learning method called DeepGO. DeepGO is one of the first methods

to utilize neural networks to learn from raw protein amino-acid sequences. It also uses

PPI network features learned by another deep learning based method called Walking-

RDF-and-OWL [19]. It learned sequence representation using a convolutional neural

network and combined it with PPI network features. Another significant contribution

of DeepGO is a hierarchical classification network which encoded ontology structure

into neural network to produce consistent predictions with hierarchical dependencies

of labels. I then improved performance of function prediction in my new method

called DeepGOPlus. DeepGOPlus overcame limitations of DeepGO such as small

number of predicted classes, coverage of proteins that can be used by the model and

runtime performance.

Finally, for my main task of phenotype prediction I developed two methods that

associated genes and their loss of function phenotypes based on their GO function
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annotations. In the first method, I utilized ontological axiom patterns and generated

association rules for GO functions and phenotype classes in HPO. Specifically, I fo-

cused on regulatory phenotypes. I show that my method improves performance of

phenotype prediction and predicted phenotypes are useful in predicting PPIs. Second

method is called DeepPheno. It is a deep learning model which takes GO function

annotations as input and outputs phenotype annotations that are consistent with

hierarchical label space. Here, I improve DeepGO’s hierarchical classifier in terms

of performance and scalability. I show that DeepPheno outperforms all methods in

CAFA2 [231] method and gives competitive performance in individual comparison

with state-of-the-art methods even though it uses only GO functions as source of pre-

diction whereas other methods rely on multiple sources such as PPIs, GO functions,

literature and gene disease causing variants.

7.2 Future Research Work

In this work I tackle challenging problems such as function and phenotype prediction.

Both problems are unsolved and prediction performance the best methods is far from

being used in clinical applications. I think that the performance of the model can be

significantly improved if it learns structural features of the proteins that define their

functions. Recent developments in protein structure prediction are very promising

and including such models into my methods is one of the future research directions.

One research direction is to try to apply my function and phenotype prediction

methods in different ways. For instance, an interesting application is to develop a sys-

tem to predict functions of proteins observed in metagenomics samples. The prime

application of this system is in characterizing potentially novel proteins observed,

among others. I could apply our system to a large metagenomics datasets and screen

for proteins with “interesting” functions (i.e., functions that could potentially be de-

veloped into industrial or pharmaceutical applications). The metagenomics samples
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have been sequenced by researchers and I also have environmental data such as tem-

perature, salinity and etc. By using the sequence, I can predict functions for single

proteins and whole communities and find proteins with interesting functions which

are applicable in industry.

Another application of my methods is the prediction of clinical phenotypes associ-

ated with loss of function variants. With development of next generation sequencing

technologies, clinics are moving towards personalized medicine where treatment de-

cisions are made based on individual patient’s genome [300]. Here, identifying which

gene and variant is causing the phenotype is key in diagnosing and treating a genetic

disease and methods for predicting phenotypes have wide use. Using genetic variants

of a patient together with deep hierarchical classifier, my system potentially will be

able to predict phenotypes at any level. Furthermore, by analyzing manual and pre-

dicted clinical phenotypes I can perform comparative analysis and identify patient’s

disease. This will help to speed up the diagnoses of genetic diseases in clinics and

facilitate treatment of the genetic disease.
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S. Köhler, S. M. Bello, C. L. Smith, P. N. Robinson, and M. Haendel,

“Aligning the human phenotype and mammalian phenotype ontology using

dead simple ontology design patterns,” in Proceedings of the 8th International

Conference on Biomedical Ontology (ICBO 2017), Newcastle-upon-Tyne,

United Kingdom, September 13th - 15th, 2017, 2017. [Online]. Available:

http://ceur-ws.org/Vol-2137/paper 22.pdf

[32] M. Kulmanov, P. N. Schofield, G. V. Gkoutos, and R. Hoehndorf,

“Ontology-based validation and identification of regulatory phenotypes,”

Bioinformatics, vol. 34, no. 17, pp. i857–i865, 09 2018. [Online]. Available:

https://doi.org/10.1093/bioinformatics/bty605

[33] J. N. Hirschhorn, K. Lohmueller, E. Byrne, and K. Hirschhorn, “A

comprehensive review of genetic association studies,” Genetics In Medicine,

vol. 4, pp. 45 EP –, Mar 2002, review. [Online]. Available: http:

//dx.doi.org/10.1097/00125817-200203000-00002

[34] P. Groth, B. Weiss, H.-D. Pohlenz, and U. Leser, “Mining phenotypes for gene

function prediction,” BMC Bioinformatics, vol. 9, no. 1, p. 136, Mar 2008.

[Online]. Available: https://doi.org/10.1186/1471-2105-9-136

[35] R. Hoehndorf, N. W. Hardy, D. Osumi-Sutherland, S. Tweedie, P. N. Schofield,

and G. V. Gkoutos, “Systematic analysis of experimental phenotype data re-

veals gene functions,” PLoS ONE, vol. 8, no. 4, p. e60847, April 2013.

[36] I. Boudellioua, R. B. Mahamad Razali, M. Kulmanov, Y. Hashish, V. B. Bajic,

E. Goncalves-Serra, N. Schoenmakers, G. V. Gkoutos, P. N. Schofield, and

R. Hoehndorf, “Semantic prioritization of novel causative genomic variants,”

PLOS Computational Biology, vol. 13, no. 4, pp. 1–21, 04 2017. [Online].

Available: https://doi.org/10.1371/journal.pcbi.1005500

[37] R. Hoehndorf, T. Hiebert, N. W. Hardy, P. N. Schofield, G. V. Gkoutos, and

M. Dumontier, “Mouse model phenotypes provide information about human

drug targets,” Bioinformatics, vol. 30, no. 5, pp. 719–725, 2014.

https://doi.org/10.1186/s13326-017-0167-4
https://doi.org/10.1186/s13326-017-0167-4
http://ceur-ws.org/Vol-2137/paper_22.pdf
https://doi.org/10.1093/bioinformatics/bty605
http://dx.doi.org/10.1097/00125817-200203000-00002
http://dx.doi.org/10.1097/00125817-200203000-00002
https://doi.org/10.1186/1471-2105-9-136
https://doi.org/10.1371/journal.pcbi.1005500


206

[38] J. G. Moffat, J. Rudolph, and D. Bailey, “Phenotypic screening in cancer

drug discovery [mdash] past, present and future,” Nature Reviews Drug

Discovery, vol. 13, no. 8, pp. 588–602, Jul. 2014. [Online]. Available:

http://dx.doi.org/10.1038/nrd4366

[39] C. L. Smith, J. A. Blake, J. A. Kadin, J. E. Richardson, C. J.

Bult, and the Mouse Genome Database Group, “Mouse genome database

(mgd)-2018: knowledgebase for the laboratory mouse,” Nucleic Acids

Research, vol. 46, no. D1, pp. D836–D842, 2018. [Online]. Available:

http://dx.doi.org/10.1093/nar/gkx1006

[40] The UniProt Consortium, “Uniprot: the universal protein knowledgebase,” Nu-

cleic Acids Research, vol. 45, no. D1, pp. D158–D169, 2017.

[41] D. Szklarczyk, A. Franceschini, S. Wyder, K. Forslund, D. Heller, J. Huerta-

Cepas, M. Simonovic, A. Roth, A. Santos, K. P. Tsafou, M. Kuhn, P. Bork, L. J.

Jensen, and C. von Mering, “String v10: protein–protein interaction networks,

integrated over the tree of life,” Nucleic Acids Research, vol. 43, no. D1, p.

D447, 2015. [Online]. Available: +http://dx.doi.org/10.1093/nar/gku1003

[42] S. Orchard, M. Ammari, B. Aranda, L. Breuza, L. Briganti, F. Broackes-

Carter, N. H. Campbell, G. Chavali, C. Chen, N. del Toro, M. Duesbury,

M. Dumousseau, E. Galeota, U. Hinz, M. Iannuccelli, S. Jagannathan,

R. Jimenez, J. Khadake, A. Lagreid, L. Licata, R. C. Lovering, B. Meldal,

A. N. Melidoni, M. Milagros, D. Peluso, L. Perfetto, P. Porras, A. Raghunath,

S. Ricard-Blum, B. Roechert, A. Stutz, M. Tognolli, K. van Roey,

G. Cesareni, and H. Hermjakob, “The mintact project—intact as a common

curation platform for 11 molecular interaction databases,” Nucleic Acids

Research, vol. 42, no. D1, pp. D358–D363, 2014. [Online]. Available:

+http://dx.doi.org/10.1093/nar/gkt1115

[43] C. Stark, B.-J. Breitkreutz, T. Reguly, L. Boucher, A. Breitkreutz, and

M. Tyers, “Biogrid: a general repository for interaction datasets,” Nucleic

Acids Research, vol. 34, no. suppl 1, pp. D535–D539, 2006. [Online]. Available:

+http://dx.doi.org/10.1093/nar/gkj109

[44] S.-B. Zhang and Q.-R. Tang, “Protein–protein interaction inference

based on semantic similarity of gene ontology terms,” Journal of

Theoretical Biology, vol. 401, pp. 30 – 37, 2016. [Online]. Available:

http://www.sciencedirect.com/science/article/pii/S0022519316300480

http://dx.doi.org/10.1038/nrd4366
http://dx.doi.org/10.1093/nar/gkx1006
+ http://dx.doi.org/10.1093/nar/gku1003
+ http://dx.doi.org/10.1093/nar/gkt1115
+ http://dx.doi.org/10.1093/nar/gkj109
http://www.sciencedirect.com/science/article/pii/S0022519316300480


207

[45] R. Hoehndorf, P. N. Schofield, and G. V. Gkoutos, “Phenomenet: a whole-

phenome approach to disease gene discovery,” Nucleic Acids Res, vol. 39, no. 18,

p. e119, 2011.

[46] S. Köhler, M. H. Schulz, P. Krawitz, S. Bauer, S. Doelken, C. E. Ott, C. Mund-

los, D. Horn, S. Mundlos, and P. N. Robinson, “Clinical diagnostics in human

genetics with semantic similarity searches in ontologies,” The American Journal

of Human Genetics, vol. 85, no. 4, pp. 457 – 464, 2009.

[47] R. Rada, H. Mili, E. Bicknell, and M. Blettner, “Development and applica-

tion of a metric on semantic nets,” IEEE Transactions on Systems, Man, and

Cybernetics, vol. 19, no. 1, pp. 17–30, Jan 1989.

[48] P. Resnik, “Using information content to evaluate semantic similarity in a tax-

onomy,” in Proceedings of the 14th International Joint Conference on Artificial

Intelligence - Volume 1, 1995, pp. 448–453.

[49] S. Harispe, S. Ranwez, S. Janaqi, and J. Montmain, “Semantic similarity from

natural language and ontology analysis,” Synthesis Lectures on Human Lan-

guage Technologies, vol. 8, no. 1, pp. 1–254, 2015.

[50] D. Lin, “An information-theoretic definition of similarity,” in In Proceedings of

the 15th International Conference on Machine Learning. Morgan Kaufmann,

1998, pp. 296–304.

[51] J. J. Jiang and D. W. Conrath, “Semantic similarity based on corpus statistics

and lexical taxonomy,” in Proc of 10th International Conference on Research

in Computational Linguistics, ROCLING’97, 1997.

[52] A. Schlicker and M. Albrecht, “Funsimmat update: new features for exploring

functional similarity,” Nucleic Acids Research, 2009. [Online]. Available:

http://nar.oxfordjournals.org/content/early/2009/11/18/nar.gkp979.abstract

[53] C. Pesquita, D. Faria, H. Bastos, A. O. Falcão, and F. M. Couto, “Evaluating

go-based semantic similarity measures,” in PROCEEDINGS OF THE 10TH

ANNUAL BIO-ONTOLOGIES MEETING (BIOONTOLOGIES, 2007, pp. 37–

40.

[54] M. Kulmanov and R. Hoehndorf, “Evaluating the effect of annotation size on

measures of semantic similarity,” Journal of Biomedical Semantics, vol. 8, no. 1,

p. 7, 2017.

[55] B. Smith, W. Ceusters, B. Klagges, J. Köhler, A. Kumar, J. Lomax,
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S. Köhler, D. Smedley, P. N. Robinson, C. J. Mungall, M. A. Haendel, M. C.

Munoz-Torres, and D. Osumi-Sutherland, “The Monarch Initiative in 2019:

an integrative data and analytic platform connecting phenotypes to genotypes

across species,” Nucleic Acids Research, vol. 48, no. D1, pp. D704–D715, 11

2019. [Online]. Available: https://doi.org/10.1093/nar/gkz997

[286] D. Smedley, J. O. B. Jacobsen, M. Jäger, S. Köhler, M. Holtgrewe,
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A Appendix A Title

A.1 Supplementary Tables

Table A.1: Similarity measures classified by Pearson cor-

relation coefficients between similarity value and annota-

tion size.

Similarity Measure Pearsson cor-

relation coeffi-

cient

Positive correlation

SIM LEE 2004 0.998575

BMM NODE TVERSKY IC PROP RATIO MODEL 0.997745

BMM EDGE SLIMANI 2006 0.997702

BMM NODE FEATURE TVERSKY RATIO MODEL 0.997235

BMM NODE JACCARD IC 0.997220

BMM NODE SCHLICKER JACCARD 0.997220

BMM EDGE STOJANOVIC 2001 0.997102

BMM NODE LIN 1998 GraSM 0.997060

BMM NODE RESNIK 1995 GraSM 0.996722

BMM NODE SIM IC 2010 0.996694

BMM NODE JIANG CONRATH 1997 NORM 0.996427

BMM NODE LIN 1998 0.996339

BMM NODE SCHLICKER 2006 0.996339
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BMM NODE SCHLICKER TVERSKY 0.996339

BMM NODE TVERSKY IC RATIO MODEL 0.996339

BMM NODE MAZANDU 2012 0.995958

BMM NODE RESNIK 1995 0.995892

BMM NODE JACCARD 3W IC 0.992229

BMM NODE SCHLICKER 3WJACCARD 0.992229

BMM NODE FEATURE TVERSKY CONTRAST MODEL 0.991930

BMM NODE RESNIK 1995 ANCESTORS 0.991615

MAX NODE TVERSKY IC PROP CONTRAST MODEL 0.989585

KNAPPE 2004 0.977611

MARYLAND BRIDGE 2003 0.977611

BMM NODE TVERSKY IC CONTRAST MODEL 0.971870

SIM TO 0.971744

AVERAGE NORMALIZED GOSIM NODE TVERSKY IC PROP

CONTRAST MODEL

0.951308

MAX NORMALIZED GOSIM NODE TVERSKY IC PROP CON-

TRAST MODEL

0.951308

BMM SIM PAIRWISE RANDOM 0.951272

BMA NODE RESNIK 1995 ANCESTORS 0.949657

BMA NODE TVERSKY IC PROP RATIO MODEL 0.945567

MAX NODE RESNIK 1995 ANCESTORS 0.939981

BMA EDGE SLIMANI 2006 0.938373

AVERAGE NORMALIZED GOSIM NODE TVERSKY IC CON-

TRAST MODEL

0.931502

MAX NORMALIZED GOSIM NODE TVERSKY IC CONTRAST

MODEL

0.931502

MAX NODE TVERSKY IC CONTRAST MODEL 0.931449



243

BMA NODE JACCARD IC 0.923770

BMA NODE SCHLICKER JACCARD 0.923770

BMA EDGE STOJANOVIC 2001 0.910018

BMA NODE FEATURE TVERSKY RATIO MODEL 0.907918

BMA NODE SIM IC 2010 0.907486

MAX NORMALIZED GOSIM NODE RESNIK 1995 ANCESTORS 0.907462

BMA NODE LIN 1998 GraSM 0.898757

BMA NODE RESNIK 1995 GraSM 0.897208

AVERAGE NORMALIZED GOSIM NODE TVERSKY IC PROP

RATIO MODEL

0.896725

MAX NORMALIZED GOSIM NODE TVERSKY IC PROP RATIO

MODEL

0.896725

MAX NODE TVERSKY IC PROP RATIO MODEL 0.896725

BMA NODE LIN 1998 0.896497

BMA NODE SCHLICKER 2006 0.896497

BMA NODE SCHLICKER TVERSKY 0.896497

BMA NODE TVERSKY IC RATIO MODEL 0.896497

BMA NODE MAZANDU 2012 0.895292

BMA NODE RESNIK 1995 0.895107

BMA NODE JIANG CONRATH 1997 NORM 0.895020

MAX NODE FEATURE TVERSKY CONTRAST MODEL 0.889790

AVERAGE NORMALIZED GOSIM NODE JACCARD IC 0.885099

AVERAGE NORMALIZED GOSIM NODE SCHLICKER JAC-

CARD

0.885099

MAX NORMALIZED GOSIM NODE JACCARD IC 0.885099

MAX NORMALIZED GOSIM NODE SCHLICKER JACCARD 0.885099

MAX NODE JACCARD IC 0.885099
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MAX NODE SCHLICKER JACCARD 0.885099

SIM LP 0.884267

AVERAGE NORMALIZED GOSIM EDGE STOJANOVIC 2001 0.874551

MAX NORMALIZED GOSIM EDGE STOJANOVIC 2001 0.874551

MAX EDGE STOJANOVIC 2001 0.874551

MAX EDGE SLIMANI 2006 0.873669

AVERAGE NORMALIZED GOSIM EDGE SLIMANI 2006 0.873625

MAX NORMALIZED GOSIM EDGE SLIMANI 2006 0.873625

BMA NODE FEATURE TVERSKY CONTRAST MODEL 0.872939

AVERAGE NORMALIZED GOSIM NODE FEATURE TVERSKY

RATIO MODEL

0.864680

MAX NORMALIZED GOSIM NODE FEATURE TVERSKY RA-

TIO MODEL

0.864680

MAX NODE FEATURE TVERSKY RATIO MODEL 0.864680

BADER 2003 0.861838

AVERAGE NORMALIZED GOSIM NODE RESNIK 1995 GraSM 0.861081

MAX NORMALIZED GOSIM NODE RESNIK 1995 GraSM 0.861081

BMA NODE JACCARD 3W IC 0.859515

BMA NODE SCHLICKER 3WJACCARD 0.859515

AVERAGE NORMALIZED GOSIM NODE LIN 1998 GraSM 0.859124

MAX NORMALIZED GOSIM NODE LIN 1998 GraSM 0.859124

MAX NODE LIN 1998 GraSM 0.859124

MAX NODE RESNIK 1995 GraSM 0.859105

AVERAGE NORMALIZED GOSIM NODE SIM IC 2010 0.847827

MAX NORMALIZED GOSIM NODE SIM IC 2010 0.847827

MAX NODE SIM IC 2010 0.847629

AVERAGE NORMALIZED GOSIM NODE RESNIK 1995 0.846959
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MAX NORMALIZED GOSIM NODE RESNIK 1995 0.846959

AVERAGE NORMALIZED GOSIM NODE JIANG CONRATH

1997 NORM

0.845821

MAX NORMALIZED GOSIM NODE JIANG CONRATH 1997

NORM

0.845821

MAX NODE JIANG CONRATH 1997 NORM 0.845821

AVERAGE NORMALIZED GOSIM NODE MAZANDU 2012 0.845348

MAX NORMALIZED GOSIM NODE MAZANDU 2012 0.845348

MAX NODE MAZANDU 2012 0.845348

AVERAGE NORMALIZED GOSIM NODE LIN 1998 0.844864

AVERAGE NORMALIZED GOSIM NODE SCHLICKER 2006 0.844864

AVERAGE NORMALIZED GOSIM NODE SCHLICKER TVER-

SKY

0.844864

AVERAGE NORMALIZED GOSIM NODE TVERSKY IC RATIO

MODEL

0.844864

MAX NORMALIZED GOSIM NODE LIN 1998 0.844864

MAX NORMALIZED GOSIM NODE SCHLICKER 2006 0.844864

MAX NORMALIZED GOSIM NODE SCHLICKER TVERSKY 0.844864

MAX NORMALIZED GOSIM NODE TVERSKY IC RATIO

MODEL

0.844864

MAX NODE LIN 1998 0.844864

MAX NODE SCHLICKER 2006 0.844864

MAX NODE SCHLICKER TVERSKY 0.844864

MAX NODE TVERSKY IC RATIO MODEL 0.844864

MAX NODE RESNIK 1995 0.844850

SIM GIC 0.831167

OCHIAI 1957 0.813173



246

AVERAGE NORMALIZED GOSIM NODE JACCARD 3W IC 0.801676

AVERAGE NORMALIZED GOSIM NODE SCHLICKER 3WJAC-

CARD

0.801676

MAX NORMALIZED GOSIM NODE JACCARD 3W IC 0.801676

MAX NORMALIZED GOSIM NODE SCHLICKER 3WJACCARD 0.801676

MAX NODE JACCARD 3W IC 0.801676

MAX NODE SCHLICKER 3WJACCARD 0.801676

AVERAGE NORMALIZED GOSIM NODE FEATURE TVERSKY

CONTRAST MODEL

0.792761

MAX NORMALIZED GOSIM NODE FEATURE TVERSKY

CONTRAST MODEL

0.792761

BRAUN BLANQUET 1932 0.788073

SIM NTO MAX 0.788073

BATET 2010 0.787840

SOKAL SNEATH 1963 0.787228

JACCARD 1901 0.777515

SIM UI 0.777515

DICE 1945 0.760350

TVERSKY 1977 0.760350

BMA SIM PAIRWISE RANDOM 0.676415

KORBEL 2002 0.617517

BMM NODE TVERSKY IC PROP CONTRAST MODEL 0.616072

MAX SIM PAIRWISE RANDOM 0.599602

BMA NODE TVERSKY IC CONTRAST MODEL 0.595404

No correlation

BMA NODE TVERSKY IC PROP CONTRAST MODEL 0.452011

BMA DIST NODE JIANG CONRATH 1997 0.413756
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MAX DIST NODE JIANG CONRATH 1997 0.362606

MAX HYBRID RANWEZ 2006 0.247470

AVERAGE NODE FEATURE TVERSKY RATIO MODEL 0.211776

AVERAGE NORMALIZED GOSIM DIST NODE JIANG CON-

RATH 1997

0.198867

MAX NORMALIZED GOSIM DIST NODE JIANG CONRATH

1997

0.198867

BMM DIST NODE JIANG CONRATH 1997 0.195239

AVERAGE NODE TVERSKY IC PROP RATIO MODEL 0.194259

AVERAGE EDGE STOJANOVIC 2001 0.174854

AVERAGE EDGE SLIMANI 2006 0.163296

AVERAGE NODE FEATURE TVERSKY CONTRAST MODEL 0.156907

AVERAGE NODE JIANG CONRATH 1997 NORM 0.118293

AVERAGE NODE TVERSKY IC PROP CONTRAST MODEL 0.115284

AVERAGE NODE SIM IC 2010 0.049151

AVERAGE NODE LIN 1998 0.042000

AVERAGE NODE SCHLICKER 2006 0.042000

AVERAGE NODE SCHLICKER TVERSKY 0.042000

AVERAGE NODE TVERSKY IC RATIO MODEL 0.042000

AVERAGE NODE LIN 1998 GraSM 0.040206

AVERAGE NODE JACCARD 3W IC 0.039384

AVERAGE NODE SCHLICKER 3WJACCARD 0.039384

AVERAGE NODE TVERSKY IC CONTRAST MODEL 0.039143

AVERAGE NODE JACCARD IC 0.036728

AVERAGE NODE SCHLICKER JACCARD 0.036728

AVERAGE NODE MAZANDU 2012 0.032512

AVERAGE NODE RESNIK 1995 0.029337
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AVERAGE NODE RESNIK 1995 GraSM 0.027080

AVERAGE NODE RESNIK 1995 ANCESTORS 0.026465

BMA HYBRID RANWEZ 2006 0.010811

SIMPSON 1960 -0.009088

SIM NTO -0.009088

BMM HYBRID RANWEZ 2006 -0.050816

AVERAGE DIST NODE JIANG CONRATH 1997 -0.118293

AVERAGE HYBRID RANWEZ 2006 -0.121081

MAX NORMALIZED GOSIM SIM PAIRWISE RANDOM -0.259764

AVERAGE NORMALIZED GOSIM SIM PAIRWISE RANDOM -0.261069

AVERAGE SIM PAIRWISE RANDOM -0.337290

MIN NODE TVERSKY IC PROP RATIO MODEL -0.343210

MIN NODE TVERSKY IC CONTRAST MODEL -0.362413

MIN NODE JIANG CONRATH 1997 NORM -0.362606

MIN NODE RESNIK 1995 ANCESTORS -0.374619

MIN EDGE SLIMANI 2006 -0.380637

MIN NODE SIM IC 2010 -0.426585

MIN NODE JACCARD IC -0.433153

MIN NODE SCHLICKER JACCARD -0.433153

MIN NODE LIN 1998 -0.444175

MIN NODE SCHLICKER 2006 -0.444175

MIN NODE SCHLICKER TVERSKY -0.444175

MIN NODE TVERSKY IC RATIO MODEL -0.444175

MIN NODE LIN 1998 GraSM -0.444994

MIN NODE MAZANDU 2012 -0.445402

MIN NODE RESNIK 1995 -0.445658

MIN NODE RESNIK 1995 GraSM -0.446474
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MIN NODE JACCARD 3W IC -0.454243

MIN NODE SCHLICKER 3WJACCARD -0.454243

Negative correlation

MIN SIM PAIRWISE RANDOM -0.599758

MIN NODE FEATURE TVERSKY RATIO MODEL -0.752219

MIN EDGE STOJANOVIC 2001 -0.786666

MIN HYBRID RANWEZ 2006 -0.800449

MIN DIST NODE JIANG CONRATH 1997 -0.845821

MIN NODE TVERSKY IC PROP CONTRAST MODEL -0.884895

MIN NODE FEATURE TVERSKY CONTRAST MODEL -0.910967
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Abstract

Motivation: Predicting the phenotypes resulting from molecular perturbations is one of the key challenges
in genetics. Both forward and reverse genetic screen are employed to identify the molecular mechanisms
underlying phenotypes and disease, and these resulted in a large number of genotype–phenotype
association being available for humans and model organisms. Combined with recent advances in machine
learning, it may now be possible to predict human phenotypes resulting from particular molecular
aberrations.
Results: We developed DeepPheno, a deep learning based hierarchical multi-class multi-label
classification method for predicting the phenotypes resulting from complete loss-of-function in single
genes. DeepPheno uses the functional annotations with gene products to predict the phenotypes resulting
from a loss-of-function; additionally, we employ a two-step procedure in which we predict these functions
first and then predict phenotypes. Prediction of phenotypes is ontology-based and we propose a novel
ontology-based classifier suitable for very large hierarchical classification tasks. These methods allow us
to predict phenotypes associated with any known protein-coding gene. We evaluate our approach using
evaluation metrics established by the CAFA challenge and compare with top performing CAFA2 methods
as well as several state of the art phenotype prediction approaches, demonstrating the improvement of
DeepPheno over state of the art methods. Furthermore, we show that predictions generated by DeepPheno
are applicable to predicting gene–disease associations based on comparing phenotypes, and that a large
number of new predictions made by DeepPheno interact with a gene that is already associated with the
predicted phenotype.
Availability: https://github.com/bio-ontology-research-group/deeppheno
Contact: robert.hoehndorf@kaust.edu.sa
Supplementary information: Supplementary data are available at Bioinformatics online.

1 Introduction
Many human diseases have a genetic basis and are caused by abnormalities
in the genome. Due to their high heterogeneity, many disorders are still
undiagnosed and despite significant research their genetic basis has not

yet been established (Tifft and Adams, 2014). Understanding how disease
phenotypes evolve from an organism’s genotype is a significant challenge.

Reverse genetic screens can be used to investigate the causality
of perturbing molecular mechanisms on a genetic level and observing
the resulting phenotypes (Manis, 2007). For example, the International
Mouse Phenotyping Consortium (IMPC) (Collins et al., 2007) aims to
associate phenotypes with loss of function mutations using gene knockout
experiments, and similar knockout experiments have been performed in

© The Author 2019. Published by Oxford University Press. All rights reserved. For permissions, please e-mail: journals.permissions@oup.com 1
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2 Kulmanov et al.

several model organisms. Further genotype–phenotype associations for
the laboratory mouse and other model organisms are also systematically
extracted from literature and recorded in model organism databases (Smith
and Eppig, 2015; Bult et al., 2018; Cherry et al., 2011)

Similarity between observed phenotypes can be used to infer
similarity between molecular mechanisms, even across different species
(Washington et al., 2009). In humans, the Human Phenotype Ontology
(HPO) (Köhler et al., 2017, 2018) provides an ontology for characterizing
phenotypes and a wide range of genotype–phenotype associations have
been created based on the human phenotype ontology. Further information
about genotype–phenotype associations is collected in databases such as
Online Mendelian Inheritance in Man (OMIM) (Hamosh et al., 2005),
Orphanet (Weinreich et al., 2008), ClinVar (Landrum et al., 2016), and
DECIPHER (Firth et al., 2009).

With the number of genotype–phenotype associations available now,
it may be possible to predict the phenotypic consequences resulting from
some changes on the level of the genotype using machine learning.
Several methods have been developed to automatically predict or generate
genotype–phenotype associations. To predict phenotype associations,
these methods use different sources such as literature (Kahanda et al.,
2015; Collier et al., 2015; Singhal et al., 2016), functional annotations
(Kulmanov et al., 2018b; Kahanda et al., 2015; Dogan, 2018), protein–
protein interactions (PPIs) (Kahanda et al., 2015; Petegrosso et al., 2016;
Gao et al., 2018; Gao et al., 2019), expression profiles (Xu et al., 2009;
Labuzzetta et al., 2016), genetic variations (Chen et al., 2014; Kahanda
et al., 2015), or their combinations (Kahanda et al., 2015). The general idea
behind most of these methods is to find genetic similarities, or interactions,
and transfer phenotypes between genes based on the assumption that
similar or interacting genes are involved in similar or related phenotypes
(Gillis and Pavlidis, 2012).

Phenotypes arise from complex biological processes which
include genetic interactions, protein–protein interactions, physiological
interactions, and interactions of an organism with environmental factors
as well as lifestyle and response to chemicals such as drugs. A large
number of these interactions can be described using the Gene Ontology
(GO) (Ashburner et al., 2000), and GO annotations are available for a
large number of proteins from thousands of species (Huntley et al., 2014).
Further, in recent years, significant progress has been made in predicting
the functions of uncharacterized proteins (Radivojac et al., 2013; Zhou
et al., 2019).

We developed a novel hierarchical classification approach of
predicting gene–phenotype associations from function annotations of gene
products. We use the Gene Ontology (GO) (Ashburner et al., 2000;
The Gene Ontology Consortium, 2018) function annotations as our main
feature and predict HPO classes. We propagate both functional and
phenotype annotations using the hierarchical structure (taxonomy) of
GO and HPO and train a deep neural network model which learns to
map sets of GO annotations to sets of HPO annotations. One limitation
of predicting phenotypes from functions is that not all genes have
experimental functional annotations. We overcome this limitation by using
the function prediction method DeepGOPlus (Kulmanov and Hoehndorf,
2019) which has been trained on a large number of proteins and can
generate accurate functional annotations using only protein sequence. As
DeepGOPlus is trained on a large number of proteins, including close and
distant homologs of many human proteins, we hypothesize that it can also
provide information about the physiological processes to which proteins
contribute (Kulmanov and Hoehndorf, 2019).

Phenotype prediction is a massively multi-class and multi-label
problem, with an ontology as classification target. In DeepPheno, we
implemented a novel hierarchical classification layer which encodes
approximately 4,000 HPO classes and their hierarchical dependencies in
a single prediction model which we use during training and prediction.

The novel classification layer is a more scalable and faster version of the
hierarchical classification layer used in DeepGO, and allows us to encode
very large taxonomic dependencies.

We evaluate DeepPheno using the latest phenotype annotations
available from the HPO database (Köhler et al., 2018) and using the
evaluation dataset from the Computational Assessment of Function
Annotation (CAFA) challenge (Radivojac et al., 2013), and we compare
our results with the top performing methods in CAFA 2 (Jiang et al.,
2016) and phenotype prediction method such as HPO2GO (Dogan, 2018),
HTD/TPR (Notaro et al., 2017) and PHENOstruct (Kahanda et al., 2015).
We demonstrate a significant improvements over the state of the art in each
evaluation.

To further validate the usefulness of our phenotype predictions
in computational biology, we test whether we can predict gene-
disease associations from the predicted phenotype annotations. We
compute semantic (phenotypic) similarity between gene–phenotype
annotations and disease–phenotype annotations, and our results show
that the phenotype annotations generated by DeepPheno are predictive
of gene–disease associations; consequently, DeepPheno expand the
scope of phenotype-based prediction methods, such as for gene–disease
associations (Shefchek et al., 2019; Hoehndorf et al., 2011a) or used in
variant prioritization (Smedley et al., 2015a; Boudellioua et al., 2017;
Cornish et al., 2018), to all genes for which functions are known or
can be predicted. We further analyzed the predictions generated by our
method and found that, in average, more than 60% of the predicted genes
for a phenotype interact with genes that are already associated with the
phenotype, suggesting that some of our false positive predictions might
actually be truly associated within a phenotype module.

2 Materials and methods

2.1 Evaluation and training data

2.1.1 Training and testing dataset
We downloaded Human Phenotype Ontology (HPO) version released on
15th of April, 2019 and phenotype annotations released on 3rd of June,
2019 from https://hpo.jax.org. The HPO provides annotations
from OMIM and ORPHANET. We use gene–phenotype annotations from
both sources and build a dataset of 4,073 genes annotated with 8,693
different phenotypes. In total, the dataset has 529,475 annotations with an
average of 130 annotations per gene after propagating annotations using the
HPO structure. 3,944 of the genes map to manually reviewed and annotated
proteins from UniProtKB/SwissProt (Consortium, 2018). We refer to this
dataset as June2019. We use reviewed genes/proteins and split the dataset
into 80% training and 20% testing sets. We use 10% of the training set as a
validation set to tune the parameters of our prediction model. We generate
5 folds of random split and report 5-fold cross-validation results.

In order to have sufficient data for training, we select HPO classes
that have 10 or more annotated genes. The model trained with this dataset
can predict 3,783 classes. However, we use all 8,693 classes when we
evaluate our performance counting the classes that we cannot predict as
false negatives.

Our main features from which we predict phenotypes are gene
functions. We use the Gene Ontology (GO) (Ashburner et al., 2000;
The Gene Ontology Consortium, 2018) released on 17th of April, 2019
and GO annotations (uniprot_sprot.dat.gz) from UniProtKB/SwissProt
released in April, 2019. We construct three different datasets with different
types of functional annotations for the same genes. In the first dataset we
use all annotations from the file which includes electronically inferred
ones. The second dataset has only experimental functional annotations.
We filter experimental annotations using the evidence codes EXP, IDA,
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IPI, IMP, IGI, IEP, TAS, IC, HTP, HDA, HMP, HGI, HEP. For the third
dataset, we use GO functions predicted by DeepGOPlus (Kulmanov and
Hoehndorf, 2019).

2.1.2 Comparison dataset
To compare our method with state-of-the-art phenotype prediction
methods we follow the CAFA (Radivojac et al., 2013) challenge rules
and generate a dataset using a time based split. CAFA2 (Jiang et al.,
2016) challenge benchmark data was collected from January 2014 until
September 2014. We train our model on phenotype annotations that
were available before the challenge started and evaluate the model on
annotations that appeared during the challenge period. Similarly, we use
function annotations that were available before a challenge starts and train
DeepGOPlus on a UniProt/Swissprot version released in January 2014.
We use the same versions of HPO and GO that were used in the challenge.
Here, our model can predict 777 classes that have 50 or more annotations
for training.

In addition phenotype prediction methods such as PHENOStruct
(Kahanda et al., 2015) and HTD/TPR (Notaro et al., 2017) report 5-
fold cross-validation evaluation results using the phenotype annotations
released in January 2014. We also follow their experimental setup and
compare our results on this data.

2.1.3 Protein–protein interactions data
To evaluate false positive predictions generated by our approach we
use protein–protein interactions (PPI) data. We download StringDB PPI
networks (Szklarczyk et al., 2018) version 11 published in January, 2019.
StringDB is a database of protein’s functional associations which includes
direct physical and indirect functional interactions. StringDB combines
interactions from several primary PPI databases and adds PPI interactions
that are predicted with computational methods. We use interactions with
a score of 700 or above in order to filter high confidence interactions.

2.2 Baseline and comparison methods

2.2.1 Naive approach
We use several approaches to benchmark and compare our prediction
results. The “naive” approach was proposed by the CAFA (Radivojac
et al., 2013) challenge as one of the basic methods to assign GO and
HPO annotations. Here, each query gene/protein g is annotated with the
HPO classes with a prediction score computed as:

S(g, p) =
Np

Ntotal
(1)

where p is a HPO class, Np is a number of training genes annotated by
HPO class p, and Ntotal is a total number of training genes. It represents a
prediction based only on the total number of genes associated with a class
during training.

2.2.2 CAFA2 Methods
The CAFA2 (Jiang et al., 2016) challenge evaluates several phenotype
prediction methods which present state-of-the-art performance for this
task. We train and test our model on the same data and compare our results
with top performing methods. The CAFA3 (Zhou et al., 2019) challenge
also evaluated HPO predictions but did not release the evaluation results
yet.

2.2.3 HPO2GO
HPO2GO predicts HPO classes by learning association rules between HPO
and GO classes based on their co-occurrence in annotations (Dogan, 2018).
The idea is to map every HPO classp to a GO class f and score the mapping

with the following formula:

S(p, f) =
2 ∗Np&f

Np +Nf
(2)

where Np&f is the number of genes annotated with both p and f , Np

is the number of genes annotated with p and Nf is the number of genes
annotated with f . In the prediction phase the mappings are used to assign
HPO classes to genes with available GO classes.

2.2.4 PHENOStruct
PHENOStruct (Kahanda et al., 2015) is a hierarchical multilabel classifier
which predicts HPO classes using a structured SVM method. The
PHENOStruct method relies on multiple gene features such as PPIs,
GO functions, literature and genetic variants linked through gene-disease
associations.

2.2.5 HTD and TPR
Hierarchcal Top-Down (HTD) and True Path Rule (TPR) (Notaro et al.,
2017) methods are hierarchical ensemble methods which first train a flat
classification method and update prediction scores using the ontology
structure to fix inconsistencies of hierarchical label space. In the HTD
strategy, scores are propagated from parent to children starting from the
root class. If a parent has a lower score than its child then the child’s score
will be updated to the parent’s score. In the TPR strategy, all superclasses
of predicted classes are added to the predictions. Scores for the parent
class are updated based on their children class scores. For example, a
parent class can take an average value of positively predicted children or a
maximum of all children scores. Both strategies guarantee consistency of
prediction scores with hierarchical dependencies of the labels. The main
limitation of these strategies is that they do not consider the hierarchical
label space while training the models.

2.3 Evaluation metrics

In order to evaluate our phenotype predictions and compare our method
with other competing methods we use the CAFA (Radivojac et al.,
2013) evaluation metrics Fmax and Smin (Radivojac and Clark, 2013).
Additionally, we report the area under the precision-recall curve (AUPR)
(Davis and Goadrich, 2006).

Fmax is a maximum gene/protein-centric F-measure computed over
all prediction thresholds. First, we compute average precision and recall
using the following formulas:

pri(t) =

∑
p I(f ∈ Pi(t) ∧ p ∈ Ti)∑

p I(p ∈ Pi(t))
(3)

rci(t) =

∑
p I(f ∈ Pi(t) ∧ p ∈ Ti)∑

p I(p ∈ Ti)
(4)

AvgPr(t) =
1

m(t)
·
m(t)∑

i=1

pri(t) (5)

AvgRc(t) =
1

n
·

n∑

i=1

rci(t) (6)

where p is an HPO class, Ti is a set of true annotations, Pi(t) is a set
of predicted annotations for a gene i and threshold t, m(t) is a number
of proteins for which we predict at least one class, n is a total number of
proteins and I is an identity function which returns 1 if the condition is true
and 0 otherwise. Then, we compute the Fmax for prediction thresholds

253



i
i

“main” — 2020/1/30 — 14:07 — page 4 — #4 i
i

i
i

i
i

4 Kulmanov et al.

t ∈ [0, 1] with a step size of 0.01. We count a class as a prediction if its
prediction score is higher than t:

Fmax = max
t

{
2 ·AvgPr(t) ·AvgRc(t)

AvgPr(t) +AvgRc(t)

}
(7)

Smin computes the semantic distance between real and predicted
annotations based on information content of the classes. The information
content IC(c) is computed based on the annotation probability of the class
c:

IC(c) = − log(Pr(c|P (c)) (8)

where P (c) is a set of parent classes of the class c. The Smin is computed
using the following formulas:

Smin = min
t

√
ru(t)2 +mi(t)2 (9)

where ru(t) is the average remaining uncertainty and mi(t) is average
misinformation:

ru(t) =
1

n

n∑

i=1

∑

c∈Ti−Pi(t)

IC(c) (10)

mi(t) =
1

n

n∑

i=1

∑

c∈Pi(t)−Ti

IC(c) (11)

2.4 Gene–Disease association prediction

To evaluate predicted phenotype annotations we downloaded gene-disease
association data from OMIM (Hamosh et al., 2005). The OMIM database
provides associations for around 6,000 diseases and 14,000 genes. We
filter these associations with the genes from our randomly split test set and
their associated diseases. In total, the dataset has 561 associations of 395
genes with 548 diseases.

We predict an association between gene and disease by comparing
their phenotypes. Our hypothesis is that if a gene and disease are annotated
with similar phenotypes then there could be an association between them
(Hoehndorf et al., 2011b). We compute Resnik’s (Resnik, 1999) semantic
similarity measure for pairs of phenotype classes and use the Best-Match-
Average (BMA) (Schlicker et al., 2006) strategy to combine similarites
for two sets of annotations. We use the similarity score to rank diseases
for each gene and report recall at top 10 rank, recall at top 100, mean rank
and the area under the receiver operating characteristic curve (ROC AUC)
(Fawcett, 2006) for each prediction method.

Resnik’s similarity measure is defined as the most informative common
anchestor (MICA) of the compared classes in the ontology. First, we
compute information content (IC) for every class with following formula:

IC(c) = − log(p(c))

Then, we find Resnik’s similarity by:

SimResnik(c1, c2) = IC(MICA(c1, c2))

We compute all possible pairwise similarities of two annotation sets and
combine them with:

SimBMA(A,B) =

avg
c1∈A

(max
c2∈B

(s(c1, c2)))+ avg
c1∈B

(max
c2∈A

(s(c1, c2)))

2

where s(x, y) = SimResnik(x, y).

Fig. 1. Neural network model architecture.

2.5 Training and tuning of model parameters

We evaluated several models with two, three and four fully connected
layer models. We selected the number of units for each layer from
{250, 500, ..., 2000} with dropout rate from {0.2, 0.5} and learning rate
from {0.01, 0.001, 0.0001} for the Adam optimizer (Kingma and Ba,
2014). We performed 50 trials of random search for best parameters for
each type of the models and selected the best model based on validation
loss. We use the TensorFlow 2.0 (Abadi et al., 2016) machine learning
system with Keras API and tune our parameters with Keras Tuner.

3 Results

3.1 DeepPheno Model

Predicting phenotypes from genotypes is a significant challenge in
computational biology which requires understanding of biological
mechanisms from the molecular over the physiological to the behavioral
level. Phenotypes arise from complex interactions between genotype and
environment. The aim of DeepPheno is to predict phenotypes which
result from the loss of function of a single gene. In order to achieve this
goal, we need to combine different types of features such as functions of
gene products, molecular and multi-cellular interactions, pathways, and
physiological interactions. Our approach is to use existing experimental
and predicted function annotations of proteins, and learn the associations
between combinations of functions and phenotype annotations. We use
OMIM (Hamosh et al., 2005) diseases and their phenotype annotations
from the HPO (Köhler et al., 2017) to learn associations between sets
of GO functional annotations and sets of HPO phenotype annotations.
Since experimental function annotations are not available for all gene
products, we also utilize the sequence-based function prediction method
DeepGOPlus (Kulmanov and Hoehndorf, 2019), which uses information
of function annotations in many organisms, to fill this gap and predict
the functions of gene products. Consequently, DeepPheno can predict
phenotypes for all protein-coding genes with an available sequence.

Our phenotype prediction model is a fully-connected neural network
followed by a novel hierarchical classification layer which encodes the
ontology structure into the neural network. DeepPheno takes a sparse
binary vector of functional annotation features as input and outputs
phenotype annotation scores which are consistent with the hierarchical
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dependencies of the phenotypes in HPO; the input vector is deductively
closed following the taxonomy and axioms in the GO ontology, i.e.,
function annotations are propagated. Figure 1 describes the model
architecture. The first layer is responsible for reducing the dimensionality
of our sparse input and the second layer is a multi-class multi-label
classification layer with sigmoid activation functions for each neuron. We
use a dropout layer after the first fully-connected layer to avoid overfitting
during training. The number of units in the second layer is the same as
the number of prediction classes and its output is considered as the output
of a “flat” classifier, i.e., a classifier which does not take the taxonomy
of HPO into account. Our novel hierarchical classification layer computes
the score for a class by selecting the maximum score of its descendants
(i.e., subclasses according to the HPO axioms).

DeepPheno’s hierarchical classification layer was inspired by the
hierarchical classifier of DeepGO (Kulmanov et al., 2018a). In DeepGO,
each output class had a classification layer which was connected to its direct
children’s classifiers with a maximum merge layer. The main limitation
of this method was its performance both in terms of training and runtime,
since all the computations were performed sequentially. Consequently,
the model did not scale to large ontologies such as GO or HPO. The novel
hierarchical classification layer we implement in DeepPheno overcomes
the limitations of the hierarchical classification previously used in DeepGO
by using matrix multiplication operations and MaxPooling layers to encode
the consistency constraints of phenotype annotations that arise from the
ontology’s taxonomic structure. We implement the layer by multiplying
the sigmoid output vector with a binary vector encoded for the hierarchical
dependencies in GO, where a value of “one” indicates that a class at this
positions is a descendant of the class to be predicted; this multiplication is
then followed by MaxPooling layer. Formally, given a vector x for a set of
phenotype classes P such that xi is a prediction score for a phenotype pi
at position i, then we define the hierarchical classification function h(x)

as:
h(x) = max

pi∈P
(x ∗ si) (12)

where si is a binary vector that encodes the subclass relations between pi
and all other phenotype classes. The value of the vector si at position j

is 1 iff pj is a (reflexive) subclass of pi (pj v pj ), and 0 otherwise. The
function returns a vector of the same size as x which will be consistent
with the true-path-rule because a prediction score of a class will be the
maximum value of the prediction scores of all its subclasses. The use of
matrix multiplication and pooling allows this hierarchical classification
function to be implemented efficiently (in contrast to the sequential
computation model of DeepGO) and we use this classification function
during training of DeepPheno as well as during prediction.

3.2 Evaluation and comparison

We evaluate our method on the phenotype annotations from the HPO
database (Köhler et al., 2017) released in June 2019. We randomly
split the dataset into training, validation and testing sets; we split the
data by genes so that if a gene is included in one of the three sets,
the gene is present with all its annotations. We tune all parameters
of our models using the validation set and report evaluation results
on the unseen testing set. We train four neural network models using
the same phenotype annotations and same training/testing split, but
with different functional annotations as features. The first model is
called DeepPhenoGO and it uses only experimental function annotations.
The second model is called DeepPhenoIEA and is trained on all
annotations from UniProtKB/SwissProt including predicted ones (i.e.,
including annotations with an evidence code indicated the annotation
was electronically inferred). The predicted annotations are usually based
on sequence or structural similarity and multiple sequence alignments.
The third model is called DeepPhenoDG. We train DeepPhenoDG on

Method Fmax Smin AUPR AUROC
Naive 0.378 123.546 0.306 0.864
DeepPhenoGOFlat 0.431 117.102 0.412 0.888
DeepPhenoGO 0.437 116.469 0.421 0.891
DeepPhenoIEAFlat 0.448 115.225 0.434 0.898
DeepPhenoIEA 0.451 115.294 0.436 0.898
DeepPhenoDGFlat 0.442 115.795 0.427 0.900
DeepPhenoDG 0.444 115.412 0.431 0.900
DeepPhenoFlat 0.444 115.802 0.429 0.898
DeepPheno 0.451 114.894 0.438 0.900

Table 1. The comparison of 5-fold cross-validation evaluation performance on
the June2019 dataset and all HPO classes.

functions predicted by our DeepGOPlus method. Finally, we train the main
DeepPheno model on combined annotations from UniProtKB/Swissprot
and DeepGOPlus. Also, we evaluate flat versions of each model to
determine the contribution of our hierarchical classification layers. For flat
predictions, we fix hierarchical dependencies by propagating all positive
predictions using the true path rule using the structure of the HPO ontology.
In other words, we add all superclasses up to the root class to the predictions
for each positively predicted class.

We first compare our results with phenotype annotations generated
by the “naive” method (see Section 2.2.1 for details). The naive method
predicts the most frequently annotated phenotype classes in the training
set for all genes in the testing set. It achieves an Fmax of 0.378 which
is close to our results and higher than the state-of-the-art methods in the
CAFA2 challenge. Despite such performance, naive annotations do not
have any practical use as they are identical for every gene. Our neural
network model achieves an Fmax of 0.437 when we train it with only
experimental GO annotations and, as expected, it improves to 0.451

when we add predicted annotations in UniProtKB. We expected results to
improve because experimental GO annotations are not complete and the
electronically inferred function annotations can add missing information.
The model trained with all annotations including DeepGOPlus, achieves
the same Fmax of 0.451, but results in the best performance among
all models in our Smin (which also considers the specificity of the
predicted phenotype classes, see Section 2.3) and AUPR evaluation.
DeepPhenoDG model which is trained with only DeepGOPlus annotations
achieves Fmax of 0.444 which is slightly lower than the best result, but
is higher than the model trained with experimental GO annotations. In
each case, the hierarchical classifiers improves the performance achieved
by the flat classifier and true path rule propagation. The results show
that the DeepPheno model achieves the best performance when using
both experimental and electronically inferred GO annotations and achieves
comparative performance by using only DeepGOPlus annotations which
can be predicted from protein amino acid sequence information alone.

To compare our method with other methods, we trained and tested
our model using the CAFA2 challenge data, i.e., using the training and
testing data as well as the ontologies provided in CAFA2 (see Section
2.1.2). We further evaluated annotations for CAFA2 targets provided by the
HPO2GO method (Dogan, 2018). The top performing methods in CAFA2
achieve an Fmax of around 0.36 (Jiang et al., 2016). Our DeepPhenoGO
model trained using only experimental GO annotations achieve Fmax of
0.379. Models which use predicted annotations improve Fmax score and
we achieve the best Fmax of 0.398 with the DeepPheno model trained
with all GO annotations from UniProtKB/SwissProt and predicted by
DeepGOPlus.

The PHENOstruct (Kahanda et al., 2015) and HTD/TPR (Notaro et al.,
2017) methods report the 5-fold cross-validation evaluation results on HPO
annotations released on January 2014 (which is the CAFA2 challenge
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Method Fmax Smin AUPR AUROC
Naive 0.358 81.040 0.267 0.850
HPO2GO 0.282 89.014 0.132 0.537
DeepPhenoGO 0.379 82.139 0.318 0.816
DeepPhenoIEA 0.396 79.461 0.348 0.829
DeepPhenoDG 0.392 81.369 0.339 0.815
DeepPheno 0.398 79.476 0.349 0.828

Table 2. The comparison of performance on the CAFA2 challenge benchmark
dataset.
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Fig. 2. Comparison of DeepPheno with CAFA2 top 10 methods and HPO2GO.

training data). We followed their experimental setup and evaluated our
methods with 5-fold cross-validation. To tune and select the best prediction
models, we used 10% of training data as validation set in each fold. Table 3
compares our results with the results report by (Notaro et al., 2017) where
authors separately evaluate predictions for three subontologies of HPO. On
the Organ (Phenotypic) abnormality (HP:0000118) subontology, our
method performs with Fmax of 0.42 which is the same for PHENOstruct
and the second best result after TPR with SVM. On the Mode of Inheritance
(HP:0000005) subontology, our method achieves Fmax of 0.72 which
is slightly lower than PHENOstruct. Finally, our method outperforms all
other methods in evaluation on the Onset (Clinical modifier) subontology
(HP:0000004) with Fmax of 0.53. It is important to note that other
methods rely on multiple sources of information such as PPIs, GO
functions and text mining features, while DeepPheno uses only GO
functions as features.

3.3 Application to predicting gene–disease associations

Phenotype annotations have many applications, including prediction of
candidate genes that are causally involved in diseases (Köhler et al., 2009;
Jagadeesh et al., 2019; Hoehndorf et al., 2011b). For example, we can
compare the similarity between gene–phenotype associations and disease
phenotypes and prioritize candidate diseases for diagnosis (Jagadeesh
et al., 2019), or prioritize genetic variants that are causative for a disease
(Smedley et al., 2015b; Boudellioua et al., 2019). These methods can
suggest candidate genes for rare diseases and improve identification of
causative variants in a clinical setting (Jagadeesh et al., 2019). Here, our
aim is to test whether the predicted phenotype annotations generated by
DeepPheno are applicable for gene–disease association predictions.

One of the widely used methods for comparing ontology class
annotations is semantic similarity (Harispe et al., 2014). We compute
semantic similarity scores between gene–phenotype annotations and
disease–phenotype annotations and use it to rank diseases for each gene.
Such an approach is widely used to predict gene–disease associations based

Method AUROC Fmax Precision Recall
Organ sub-ontology

TPR-W-RANKS 0.89 0.40 0.34 0.48
TPR-W-SVM 0.77 0.44 0.38 0.51
HTD-RANKS 0.88 0.37 0.30 0.49
HTD-SVM 0.75 0.43 0.37 0.49
PHENOstruct 0.73 0.42 0.35 0.56
Clus-HMC-Ens 0.65 0.41 0.39 0.43
PhenoPPIOrth 0.52 0.20 0.27 0.15
SSVM→Dis→HPO 0.49 0.23 0.16 0.41
RANKS 0.87 0.30 0.23 0.43
SVM 0.74 0.42 0.36 0.50
DeepPhenoFlat 0.87 0.42 0.39 0.45
DeepPheno 0.87 0.42 0.40 0.45

Inheritance sub-ontology
TPR-W-RANKS 0.91 0.57 0.45 0.80
TPR-W-SVMs 0.82 0.69 0.59 0.82
HTD-RANKS 0.90 0.57 0.44 0.81
HTD-SVMs 0.81 0.69 0.59 0.82
PHENOstruct 0.74 0.74 0.68 0.81
Clus-HMC-Ens 0.73 0.73 0.64 0.84
PhenoPPIOrth 0.55 0.12 0.16 0.10
SSVM→Dis→HPO 0.46 0.11 0.07 0.25
RANKS 0.90 0.56 0.43 0.81
SVMs 0.82 0.69 0.59 0.82
DeepPhenoFlat 0.91 0.72 0.65 0.80
DeepPheno 0.90 0.72 0.64 0.81

Onset sub-ontology
TPR-RANKS 0.86 0.44 0.33 0.70
TPR-SVMs 0.75 0.48 0.38 0.66
HTD-RANKS 0.86 0.42 0.30 0.69
HTD-SVMs 0.74 0.46 0.37 0.67
PHENOstruct 0.64 0.39 0.31 0.52
Clus-HMC-Ens 0.58 0.35 0.27 0.48
PhenoPPIOrth 0.53 0.25 0.25 0.24
SSVM→Dis→HPO
HPO

0.49 0.07 0.06 0.10

RANKS 0.83 0.41 0.30 0.67
SVMs 0.74 0.47 0.37 0.63
DeepPhenoFlat 0.81 0.52 0.46 0.62
DeepPheno 0.82 0.53 0.47 0.60

Table 3. The comparison of 5-fold cross validation performance on the CAFA2
challenge training dataset.

on phenotypes (Köhler et al., 2009; Hoehndorf et al., 2011b) and allows
us to determine how our predicted annotations can contribute to such an
application.

As expected, phenotype annotations generated by the naive approach
are not predictive of gene–disease associations and resulted in a
performance with AUROC of 0.50. On the other hand, similarity scores
from existing annotations from HPO performed nearly perfectly with
a AUROC of 0.98. The reason for this nearly perfect prediction is
that most of the OMIM diseases are associated with only one gene
and share almost same phenotype annotations as their associated genes
because of how the gene–phenotype associations have been generated
(Köhler et al., 2017, 2018). Predicting gene–disease associations using the
DeepPhenoDG models that rely on electronically inferred GO function
annotations resulted in an AUROC of 0.72, which is slightly higher
than predicting gene–disease associations using the model trained with
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Method Hits@10
(%)

Hits@100
(%)

Mean
Rank

AUROC

Naive 1 9 522.72 0.50
DeepPhenoGO 10 35 307.36 0.70
DeepPhenoIEA 13 41 263.13 0.74
DeepPhenoDG 11 38 284.92 0.72
DeepPheno 12 41 260.80 0.75
RealHPO 90 96 22.03 0.98

Table 4. The comparison of 5-fold evaluation performance on gene–disease
association prediction for June2019 dataset test genes.

experimental GO annotations which resulted in AUROC of 0.70. The
best performance in AUROC of 0.75 among methods which use predicted
phenotypes was achieved by our DeepPheno model. Table 4 summarizes
the results. Overall, this evaluation shows that our model is predicting
phenotype associations which can be used for predicting gene–disease
associations.

3.4 Evaluation of false positives

In our experiments, we consider the absence of knowledge about an
association as a negative association. When we predict such an association,
we consider this a false positive prediction. However, current gene–
phenotype associations in the database are not complete and some of
the false positive predictions generated by our method may actually
be a correct association. To test this hypothesis, we evaluate if our
predicted genes are interacting with a phenotype-associated gene using
the underlying assumption that phenotypes are determined by network
modules of interacting genes and gene products (Wang et al., 2019; Han
et al., 2015; Hoehndorf et al., 2015).

To evaluate our false positives, we generated DeepPheno
predictions for 18,860 genes with corresponding protein entries in
Swissprot/UniProtKB. Then, for every specific phenotype, we compared
false positive genes and genes that are interacting with the phenotype-
associated gene using the STRING database (Szklarczyk et al., 2018).
We then computed the percentage of overlap. We found that on average,
48% of our false positives interact with a phenotype-associated gene and
may contribute to a phenotype-module within the interaction network.
We tested whether this finding is significant by performing a random
simulation experiment. For every phenotype, we generated the same
number of random gene associations as our predictions and computed
the average overlap of false positives and interacting genes. We repeated
this procedure 1,000 times and tested the significance of having an average
of 48% overlap. We found that random predictions give an average of 24%
overlap and the probability of observing 48% overlap under a random
assignment of genes to phenotypes is 0.02, demonstrating that the genes
we predict for a phenotype are significantly more likely to directly interact
with a known phenotype-associated gene.

4 Discussion
DeepPheno can predict sets of gene–phenotype associations from gene
functional annotations. Specifically, it is designed to predict phenotypes
which arise from a complete loss of function of a gene. Together
with function prediction methods such as DeepGOPlus (Kulmanov and
Hoehndorf, 2019), DeepPheno can, in principle, predict phenotype
associations for protein-coding genes using only the protein’s amino acid
sequence. However, DeepGOPlus was trained on experimentally annotated
sequences of many organisms, including several animal model organisms.
It further combines global sequence similarity and a deep learning model

which learns to recognize sequence motifs as well as some elements
of protein structure. The combination of this information is implicitly
used in DeepGOPlus and its predictions, and is therefore able to predict
physiological functions that are closely related to the abnormal phenotypes
predicted by DeepPheno.

We evaluated DeepPheno on two datasets and compared its predictions
with the top performing methods in the CAFA2 challenge. DeepPheno
showed overall the best performance in the evaluation with time based
split; however, the improvement in terms of the Fmax measure was
not far from the naive classifier. The naive classifier annotates all genes
with the same set of annotations based on their annotation frequency in
training set. We hypothesize that the naive classifier achieves an Fmax

close to DeepPheno and other phenotype prediction models because of the
propagation of annotations using the hierarchical structure of HPO. Most
of the top level classes will be associated with almost all of the genes after
this propagation process. Therefore, we further evaluated the predicted
annotations and demonstrated that DeepPheno annotations can be used to
prioritize gene–disease associations whereas the naive annotations do not
perform better than a random classifier in this task.

In addition, we analyzed our false positive predictions for several
diseases and found that in around 50% of the false positive gene-
phenotype association, the gene is interacting with a truly associated
gene. We further investigated in some cases whether the false positive
gene–phenotype associations were reported to be significant in GWAS
studies. We used the GWAS Catalog (Buniello et al., 2018) to determine
if some of our false predictions were reported in GWAS studies, and
tested the phenotypes Type II Diabetes mellitus (HP:0005978) and
Hypothyroidism (HP:0000821) since they are specific phenotypes in
HPO and are very well studied with many GWAS analyses. Type II
Diabetes is associated with 136 genes in the HPO database and we
predict 189 genes with DeepPheno. 69 genes from our predictions were
already included in the HPO database and we consequently generated 120
false positives. We found that our false positive associations with genes
WFS1, HNF4A, NPHP4, and TXNL4B were reported to be associated
with Type II Diabetes in GWAS Catalog while the others were not.
NPHP4 was also associated by a GWAS study using the UK Biobank
dataset (https://www.nealelab.is/uk-biobank). For the
Hypothyroidism (HP:0000821) phenotype, we predict 61 genes which
are not in our training set. A GWAS study using the UK Biobank
dataset reported an association with LGR4 gene which is in our false
positive set. As we predict genes that interact with phenotype-associated
genes, and while the predicted genes do mostly not reach genome-wide
significance in GWAS studies, a possible explanation may be that some
of the predicted genes have only low effect sizes, preventing them from
being detected in a GWAS study. In future research, it may be possible to
explore this hypothesis further by directly evaluating interaction models
and DeepPheno’s predictions on GWAS datasets.

Currently, DeepPheno suffers from several limitations. Firstly, we use
only functional annotations as features. This gives our model the ability to
predict phenotypes for many genes; however, phenotypes are very complex
and do not only depend on functions of individual gene prodcuts, and
including other information may further improve our model. Specifically,
we plan to include different types of interactions between genes as well
as gene expression information. Secondly, we can only predict a limited
number of phenotypes for which we find at least 10 annotated genes. This
limitation is caused by the need to train our neural network model. One
way to overcome this limitation is to include phenotype associations with
different evidence, such as those derived from GWAS study instead of
using only phenotypes resulting from Mendelian disease as included in
the HPO database.
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Abstract

Motivation: Function annotations of gene products, and phenotype annotations of genotypes, provide
valuable information about molecular mechanisms that can be utilized by computational methods to identify
functional and phenotypic relatedness, improve our understanding of disease and pathobiology, and lead to
discovery of drug targets. Identifying functions and phenotypes commonly requires experiments which are
time-consuming and expensive to carry out; creating the annotations additionally requires a curator to make
an assertion based on reported evidence. Support to validate the mutual consistency of functional and
phenotype annotations as well as a computational method to predict phenotypes from function annotations,
would greatly improve the utility of function annotations.
Results: We developed a novel ontology-based method to validate the mutual consistency of function and
phenotype annotations. We apply our method to mouse and human annotations, and identify several
inconsistencies that can be resolved to improve overall annotation quality. Our method can also be
applied to the rule-based prediction of phenotypes from functions. We show that the predicted phenotypes
can be utilized for identification of protein-protein interactions and gene-disease associations. Based on
experimental functional annotations, we predict phenotypes for 1, 986 genes in mouse and 7, 301 genes
in human for which no experimental phenotypes have yet been determined.
Availability: https://github.com/bio-ontology-research-group/phenogocon
Contact: robert.hoehndorf@kaust.edu.sa

1 Introduction
Although several definitions of what constitutes a phenotype have been
proposed over time, a phenotype can be operationally defined as an
observable characteristic of an organism arising from interactions between
the organism’s genotype and the environment (Johannsen, 1909, 1911).
Understanding the molecular and functional basis of phenotypes is an
important factor in our understanding of disease mechanisms.

Abnormal phenotypes associated with loss of gene function provide
valuable information for a variety of computational methods, such as
identification of gene-disease associations (Hirschhorn et al., 2002),
protein-protein interactions (Kahanda et al., 2015; Hu et al., 2011),
disease causative variant prioritization (Boudellioua et al., 2017), finding
orthologous genes (Hoehndorf et al., 2011), and drug discovery (Moffat
et al., 2014) and repurposing (Hoehndorf et al., 2014). Identifying which
phenotypes a gene may be associated with is challenging; even in the case
of a complete loss of function of a gene, phenotypes may be highly variable
(de Angelis et al., 2015).

© The Author 2018. Published by Oxford University Press. All rights reserved. For permissions, please e-mail: journals.permissions@oup.com 1
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Several consortia and research initiatives aim to systematically catalog
the phenotypes associated with loss of function mutations in model
organisms (Ring et al., 2015), and the experimental results produced
by these initiatives provide valuable information for understanding gene
function (Ring et al., 2015) or their role in disease (Meehan et al., 2017). In
addition to high-throughput phenotyping, there are also ongoing efforts to
identify genotype–phenotype relations from literature (Smith and Eppig,
2015), and to record phenotypes observed in a clinical setting which are
associated with particular genotypes (Landrum et al., 2013).

There are several computational methods available for predicting the
functions of proteins (Kulmanov et al., 2017; Cozzetto et al., 2016;
Gong et al., 2016). Computational methods for function prediction
have improved in predictive performance and, subsequently, in their
utility, over recent years (Radivojac et al., 2013). Consequently, it is a
reasonable question to ask whether the same or similar approaches may
also work for phenotypes, i.e., whether we can build efficient methods
to predict phenotypes from genotypes, and whether these methods can
provide information that may be of clinical utility. While methods for
protein function prediction are maturing, computational methods to predict
phenotypes are still in their infancy.

There are many challenges in predicting phenotypes, both biologically
and computationally. From a biological perspective, predicting the
phenotypes that arise from a particular genotype is challenging due to
the complex molecular and physiological interactions that give rise to
phenotypes, open-ended environmental influences and determinants of
phenotypes, incomplete penetrance and resilience of organisms to certain
phenotypic manifestations, epigenetic regulation not detectable on the
level of a genotype, and many other factors contributing to the variability
and heterogeneity of phenotypes. The impact of pleiotropy and genetic
background were themselves instrumental in motivating the very large
scale knockout mouse project (IKMC), precisely because of the problems
intrinsic to predicting phenotype from genotype (Tyler et al., 2016; Austin
et al., 2004).

From a computational perspective, there are also several additional
challenges. First, there is a substantial lack of potential training
data that limits the application of machine learning approaches.
The high variability in phenotypes and their descriptions (Gkoutos
et al., 2005) makes it challenging to identify whether genotypes are
involved in identical or similar phenotypes. There is also a lack
of computationally represented background knowledge necessary to
determine the relationship between phenotypes and their physiological
and patho-physiological basis; in particular, there is no computationally
accessible, qualitative representation of physiological interactions in
mammals. Furthermore, representation of environmental influences is
challenging, partly due to their heterogeneity, but also failure to capture
environmental parameters in many phenotyping studies (Beckers et al.,
2009; Schofield et al., 2016).

The premise underlying comprehensive phenotyping studies is that,
uniquely, the phenotype of an organism lacking a functioning copy
of a given gene provides definitive information on gene function; the
primary goal of functional genomics. Here, we investigate the relationship
between Gene Ontology (GO) (Ashburner et al., 2000) functions that are
associated with gene products, and phenotypes associated with a loss
of function in these gene products (either through targeted or random
mutation, epigenetic modification or pharmaceutical effects). Our aim is
to identify how much information functions of gene products carry about
the phenotypes in which these gene products are involved. Specifically, we
test the hypothesis that a loss of a regulatory function (i.e., the up- or down-
regulation of some other process) will result in a regulatory phenotype. For
example, if a protein is (unconditionally) involved in a positive regulation
of B cell apoptosis, then a loss of function in that protein should lead to
a phenotype in which the rate of B cell apoptosis is decreased. We first

formalize our assumptions in rules that relate axioms in the Web Ontology
Language (OWL) (Grau et al., 2008). We then test how many function –
phenotype pairs in the laboratory mouse (Mus musculus) and the human
(Homo sapiens) satisfy these rules, how many annotations are consistent
with our hypothesis, and how many annotations are not consistent with
out hypothesis. We investigate some of the inconsistent pairs we identify,
and characterize the reasons for the inconsistency; we find that they can
be a result of incomplete or under-specified contextualization of function
or phenotype annotations (such as by cell type), conflicting annotation
derived from literature, or a consequence of inference over the ontology
structure.

After validating and characterizing possible inconsistent annotations,
we apply our hypothesis predictively and predict regulatory phenotypes
associated with loss of function mutations in 11,987 gene products in
the mouse and 15,680 in the human. We validate our predictions by
predicting gene-disease associations and protein-protein interactions from
phenotypes and demonstrate that our rules result in predictions that are
predictive of known associations.

2 Methods

2.1 Data sources

We use functional and phenotypic annotations for mouse and human.
We downloaded Gene Ontology (GO) (Ashburner et al., 2000)
annotations from http://geneontology.org/ on December 5th
2017. The file contains 439,128 distinct annotations to 19,452
human gene products, and 376,532 distinct annotations to 24,526
mouse gene products. We use the phenotype annotations for mouse
downloaded from the Mouse Genome Informatics (MGI) (Smith and
Eppig, 2015) database (http://www.informatics.jax.org/
downloads/reports/index.html) on December 5th 2017. We
use the MGI_Gene_Pheno.rpt file which contains phenotypes for non-
conditional loss of function mutations in single genes; the file contains
phenotypes for 11,887 mouse genes and 206,272 distinct associations
between a gene and a Mammalian Phenotype Ontology (MP) (Smith and
Eppig, 2015) class. For human, we downloaded annotations provided by
the Human Phenotype Ontology (HPO) database (Robinson et al., 2008)
on December 5th 2017. We use the file containing phenotypes from “all
sources” and “all frequencies”; the file contains phenotype associations
for 3,682 human genes and 120,289 distinct associations between human
genes and HPO classes.

For reasoning and processing formal definitions of phenotypes, we
use the multi-species integrated PhenomeNET ontology (Hoehndorf et al.,
2011; Rodríguez-García et al., 2017). We downloaded the latest version
of the PhenomeNET ontology from the AberOWL (Hoehndorf et al.,
2015) ontology repository http://aber-owl.net/ontology/

PhenomeNET/. We also downloaded the GO in its OWL format, released
on December 2nd 2017, from the AberOWL ontology repository.

2.2 Filtering GO annotations

To obtain only experimental GO annotations, we filtered all GO
annotations by their evidence codes so that we only retain annotations
with an experimental evidence. Specifically, we only keep annotations
with evidence codes EXP, IDA, IPI, IMP, IGI, IEP, TAS, and IC. We
removed all annotations which are negated (i.e., using a NOT qualifier);
we also excluded all annotations that are context specific, i.e., which are
explicitly conditional on a particular environment or other restrictions
(such as occurring only in particular cell types, or tissues, or during certain
developmental stages).
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After filtering all annotations, our GO annotation set contains 100,336
annotations to 11,987 mouse gene products and 295,357 annotations to
15,680 human gene products. We mapped all protein identifiers to MGI
identifiers for mouse proteins, and to HUGO (Yates et al., 2017) standard
human gene names.

2.3 Gene-Disease associations

Our phenotype predictions are evaluated by assessing how well they permit
recapitulation of known gene-disease relationships based on phenotype
similarity. Specifically, we predict association between mouse and human
genes and Mendelian diseases from the Online Mendelian Inheritance in
Man (OMIM) database (Amberger et al., 2011); we use the associations
between mouse genes and OMIM diseases from the MGI database, and
the associations provided by the HPO team for human genes and OMIM
diseases, downloaded on 27 January 2018.

We downloaded phenotypes associated with diseases from the HPO
database phenotype_annotation file provided by HPO team from http:

//compbio.charite.de/jenkins/job/hpo.annotations.

monthly/lastStableBuild/ on January 27th 2017. For human
genes, we used phenotype annotations of homologous genes in the mouse
from the MGI database.

2.4 Protein-Protein Interaction

For further validation of our predictions, we use protein-protein
interactions provided by the STRING Database (Szklarczyk et al., 2015).
We downloaded all mouse and human interactions from STRING version
10.5 and filtered the interactions by a confidence score higher or equal
to 300. We use the protein.aliases file provided by the STRING
database to map STRING protein identifiers to MGI identifiers (for
mouse genes and proteins) and HUGO gene names (for human genes and
proteins).

2.5 Computing semantic similarity

We measure the similarity between sets of MP and HPO classes by
computing Resnik’s pairwise similarity measure using the PhenomeNET
Ontology (Hoehndorf et al., 2011), and using the Best-Match-Average
(BMA) (Pesquita et al., 2009) strategy to combine pairwise similarities
into a single similarity score between two sets of annotations. We use
the normalized similarity value as a prediction score for PPI or gene-
disease association and compute the area under the receiver operating
characteristic (ROC) curve (Fawcett, 2006) as a quantitative measure of
predictive performance.

Resnik’s similarity measure uses the information content (IC). IC is
computed as the probability of occurrence of a class in annotations:

IC(c) = −log(p(c))

The similarity value between two classes is the IC of the most
informative common ancestor (MICA), i.e.:

SimResnik(c1, c2) = IC(MICA(c1, c2))

For two sets of classes we compute the similarity value between each pair
and use the BMA combination strategy:

SimBMA(A,B) =

avg
c1∈A

(max
c2∈B

(s(c1, c2)))+ avg
c1∈B

(max
c2∈A

(s(c1, c2)))

2

where s(x, y) = SimResnik(x, y).

2.6 Predicting protein functions with DeepGO

In order to evaluate our method for predicting phenotypes from functions
for gene products without experimental annotations, we predicted GO
function annotations using the DeepGO function prediction system
(Kulmanov et al., 2017). We downloaded SwissProt reviewed human
and mouse protein sequences from the UniProt database (The UniProt
Consortium, 2017) on 28 January 2018.

Initially, our dataset had 16,950 mouse and 20,244 human proteins.
To meet the DeepGO requirements and limitations, we filtered this set of
proteins and removed all sequences with ambiguous amino acid symbols
(i.e., B, O, J, U, X, Z); we also removed all proteins with more than 1002
amino acids. After filtering, we retained 14,916 mouse and 17,837 human
proteins for which we could predict functions using DeepGO. We mapped
UniProt identifiers to MGI identifiers and HUGO gene names.

2.7 Implementation

We implemented our approach using the OWL API (Horridge and
Bechhofer, 2011) version 4.1.0 and used the Similarity Measures Library
(Harispe et al., 2014) for measuring semantic similarities. The source code,
documentation, and data files are freely available athttps://github.
com/bio-ontology-research-group/phenogocon.

3 Results

3.1 The correspondence between regulation and
regulatory phenotypes

Our main hypothesis is that there should be a close relationship
between some functions to which gene products are annotated and some
phenotypes. In particular, if a gene product is involved in the up- or
down-regulation of a process P , then a loss-of-function of that gene
product (introduced, for example, through a pathogenic variant, a targeted
mutation, or an epigenetic interference) will usually lead to a phenotype
in which the rate or intensity of P is decreased or increased.

Specifically, we assume that, if a phenotype is defined as a change of
some biological process (such as an increased or decreased rate or turnover
of the process), then we can annotate the gene products which negatively
or positively regulate or contribute to P biological process with the given
phenotype. For example, when a protein that is normally involved in
positive regulation of B cell apoptotic process (GO:0002904) is inhibited
(for example through a genetic mutation, or through a small molecule
which inhibits the protein), we would expect that the rate with which
processes of the type B cell apoptotic process (B cell apoptotic

process) occur to decrease.
We formalize this hypothesis in the form of rules that assign a new

annotation to a protein with a particular function annotation. Let X be
a protein involved in (i.e., annotated with) the function P . We then
implement our hypothesis through the following three rules:

• Increase Function – Decreased Phenotype: If P SubClassOf

’positively regulates’ some P2, then a loss of function
ofX results in the phenotype’phenotype of’ some (P2 and

’has quality’ some ’decreased quality’).
• Decreased Function – Increased Phenotype: If P SubClassOf

’negatively regulates’ some P2, then a loss of function
ofX results in the phenotype’phenotype of’ some (P2 and

’has quality’ some ’increased quality’).
• Abnormal Function – Abnormal Phenotype: A loss of function

of X results in the phenotype ’phenotype of’ some (P and

’has quality’ some (’has modifier’ some abnorm-

al))
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While the first two rules directly implement our hypothesis, the third
rule establishes a correspondence between a loss of GO function and the
resulting phenotype; it is, in a sense, more general than the previous two
rules which establish a correspondence between regulatory functions and
phenotypes. The inverse of the abnormality rule has already been used to
predict GO functions from phenotypes (Hoehndorf et al., 2013).

To determine whether a pair of classes in GO and a phenotype ontology
class match our hypothesis and subsequent rules, we use the formal
definitions and axioms that constrain the GO classes and the classes in
phenotype ontologies. Many classes in phenotype ontologies are formally
defined using definition patterns based on the Entity–Quality (EQ) method
(Gkoutos et al., 2005; Mungall, 2009; Gkoutos et al., 2017). In the EQ
method, phenotypes are decomposed into an entity – either an anatomical
entity or a biological process or function – and a quality. We identify
the GO class underlying each phenotype in MP and HPO based on these
EQ-based definition patterns, and we also identify for each phenotype the
direction (i.e., increased or decreased) in which the process or function is
modified. As a result, we obtain, for each phenotype in HPO or MP that
is based on an abnormal function or process, a pair of a GO class and a
direction.

For example, the class Increased thymocyte apoptosis (MP:0009541)
is defined using the Entity Thymocyte apoptotic process (GO:0070242)
and the Quality Increased rate (PATO:0000912); the Quality is further
constrained by adding the Abnormal (PATO:0000460) quality (in order
to distinguish the abnormal phenotype from a physiological increase in
thymocyte apoptotic rate).

In total, there are 287 phenotype classes in HPO based on GO processes
or functions, of which 17 are increased in rate, 54 are decreased in rate,
and 216 are abnormalities of a process or function. In MP, 1,543 classes are
based on GO processes or functions, of which 272 classes are increased in
rate, 342 classes are decreased in rate, and 929 classes are abnormalities
of a process or function.

As next step in our workflow, we identify all GO processes
that up- or down-regulate other processes. For this purpose, we
use the Elk OWL reasoner (Kazakov et al., 2012) to query
GO for all equivalent classes of ’Biological regulation’

and ’positively regulates’ some X and ’Biological

regulation’ and ’negatively regulates’ some X for all
classes X. In total, we identify 3,013 processes that positively regulate
another biological process, and 3,043 processes that negatively regulate
another biological process.

In total, we identify 1, 570 correspondence rules between GO and
phenotype classes of which 1, 328 classes are from MP and 242 classes
are from HPO. The complete set of correspondences between a GO class
and phenotype class is available on our project website. We use the
correspondences between regulatory phenotypes and GO functions in two
ways: first, we evaluate how many annotations are inconsistent with these
rules, and determine why they are inconsistent; second, we use these rules
to predict phenotypes from GO functions.

3.2 Determining consistency between function annotations
and phenotype annotations

We define a consistency between regulation functions and regulatory
phenotypes as annotations that do not contradict our rules, i.e., when either
no evidence about a phenotype (or function) is provided in the annotations,
or when they correspond to our rules. An inconsistent pair of annotations
is a pair of function and phenotype annotations which contradict our rules
(i.e., the function annotation is to the up- or down-regulation of a process
and the phenotype of the loss of function is an increased or decreased rate
of that process). We generated 423 GO–phenotype pairs that represent an

inconsistency; of these 423 pairs, 398 pairs are GO–MP classes and 25
pairs are GO–HPO classes.

We determine whether the function and phenotype annotations in
the Mouse Genome Informatics (MGI) (Smith and Eppig, 2015) model
organism database are consistent with our hypothesis, and whether the
function annotations for human proteins provided by UniProt (The UniProt
Consortium, 2017) and the phenotypes associated with these proteins
provided by the HPO database (Robinson et al., 2008; Köhler et al., 2017)
are consistent. In the first instance, and to identify only unambiguously
matching pairs, we ignore inferences over the ontology and consider only
exactly matching phenotypes, i.e., only the annotations in which the direct
annotation to the phenotype matches our rule. We find 105 function–
phenotype annotation pairs for mouse and one annotation for human which
are inconsistent according to our set of inconsistent pairs.

We manually analyzed some of the annotations we tagged as
inconsistent with our rules. In many cases, inconsistency with our rules
may arise from conflicting GO or phenotype annotations. For example,
folliculin interacting protein 1 (Fnip1, MGI:2444668) is annotated
with the GO function Positive regulation of B cell apoptotic process
(GO:0002904), and the loss of function of Fnip1 is annotated with
the phenotype increased B cell apoptosis (MP:0008782). Using our
rule (Increased Function – Decreased Phenotype), we flagged this pair
of annotations as inconsistent. Both annotations are asserted based on
evidence from the same publication (Park et al., 2012), which reports
a negative regulatory role for Fnip1 in B cell apoptosis and uses as
experimental evidence that B cell apoptosis is increased in response to
metabolic stress in mice lacking Fnip1 function. The reports in the paper,
together with our rule-based identification of the possible inconsistency,
indicates that the GO annotation of Fnip1 to Positive regulation of B
cell apoptotic process may not be correct and should be replaced by an
annotation to Negative regulation of B cell apoptotic process.

Another example involved glypican 3 (Gpc3, MGI:104903), which
is annotated with the function Negative regulation of growth and the
phenotype Postnatal growth retardation. Here, the asserted annotation
to postnatal growth retardation is based on Chiao et al. (2002). The
postnatal growth catch-down and catch-up seen in homozygote nulls was
subject to extensive analysis in the paper and the authors conclude that
the normal, growth suppressing, function of Gpc3 is restricted to the
embryonic period. The knockout phenotype should therefore have been
annotated as Increased embryo size, not Postnatal growth retardation as
the closest description to the phenotype described in the paper.

The complexity of phenotypic annotations is well demonstrated by the
inconsistency we detect for an annotation of the CD28 cell surface receptor.
Annotated in GO to Positive regulation of T cell proliferation, the knockout
strain phenotype is annotated in MGI to Increased T cell proliferation
(Bour-Jordan et al., 2004). Regulatory T cells (Tregs; CD4+CD25+)
depend on CD28 for activation and proliferation. Effector T cells are
suppressed in non-obese diabetic (NOD) mice by active Tregs. In the
absence of CD28, Tregs do not proliferate, thereby permitting effector
cells to proliferate. This proliferation of effector T cells is reported in the
manuscript on which the phenotype annotation is based, and leads to the
phenotype annotation of the knockout. Formally this is accurate, but the
phenotype reported is dependent on the function of a cell type whose own
function is affected by the loss of CD28 in a different cell. This “russian
doll” effect is likely to be a significant confounder in relating phenotype
to function, particularly at a high level of phenotypic granularity.

We also experimented with extending the scope of our method
and included inferred phenotype annotations (we consider a phenotype
annotation to phenotype class C as inferred if and only if the annotation
is made to a subclass of C in the phenotype ontology). This allows us to
identify significantly more potentially inconsistent function – phenotype
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pairs. We find, for example, the inconsistent annotation pair in BCL2-
associated athanogene 6 (BAG6) between the GO process Negative
regulation of apoptotic process (GO:0043066) and Decreased apoptosis
(MP:0006043). However, the directly asserted annotation of BAG6 is
to Decreased susceptibility to neuronal excitotoxicity (MP:0008236),
a subclass of Decreased apoptosis in MP. While a direct annotation to
Decreased apoptosis would likely have implied that apoptotic processes
are, in general, decreased in rate, an annotation to Decreased susceptibility
to neuronal excitotoxicity does not have the same implications: apoptotic
processes occurring in neurons under certain conditions are decreased
in rate, but most apoptotic processes are unaffected. Due to these
implications, we do not apply our rules to phenotypes that are inferred
over a phenotype ontology.

3.3 Predicting phenotypes from functions

Predictions Increased Decreased Abnormal

Mouse
Predicted 61875 11656 4591 45628
Found
(Exact)

3170 170 253 2747

Found
(Inferred)

42175 370 503 41302

Human
Predicted 78298 18114 9588 50596
Found
(Exact)

116 0 0 116

Found
(Inferred)

13142 6 89 13047

Table 1. Number of predicted annotations using exact matching rules and
rules inferred with ontology structure, and the number of annotations that are
already asserted. For inferred matches we assume that genotypes are annotated
to all superclasses of their annotated classes and propagate both functional and
phenotypic annotations. For example, if a genotype has the phenotype Increased
B cell apoptosis and application of our rule predicts increased apoptosis, we
will also consider this as a match.

We can also use our rules to predict phenotypes from function
annotations. In this case, we take function annotations of a gene product as
input, and predict a phenotype that satisfies the definition in our rules. Not
all function annotations readily imply a phenotype; therefore, we cannot
generate phenotype annotations for all proteins. We generated 78,298
phenotype annotations for 10,041 human genes, and 61,875 phenotype
annotations for 7,314 mouse genes. Of the generated annotations, 116
human gene annotations and 3,170 mouse gene annotations are already
present in our data while the remaining predictions are novel. Notably,
we predict phenotypes for 1,986 genes that have no phenotypes at all in
the mouse, and for 7,301 genes without any phenotype annotations in the
human. Table 1 summarizes our findings.

Phenotype annotations have many applications; in particular, it is
accepted that phenotypes reflect underlying physiological interactions
and networks (Costanzo et al., 2016) and phenotype annotations are
widely used to investigate the molecular basis of diseases (Köhler
et al., 2009; Singleton et al., 2014). To validate our phenotype
predictions, we performed two experiments. First, we apply a measure of
semantic similarity to compute the pairwise similarity between phenotypes
associated with genes and diseases, and we evaluate how well this
similarity recovers known gene–disease associations. Second, we compute
the pairwise similarity between phenotypes associated with genes, and we
use the gene–gene phenotypic similarity to predict interactions between the

genes (combining different interaction types aggregated in the STRING
database (Szklarczyk et al., 2015), including genetic interactions and
protein–protein interactions).

To predict gene–disease associations, we perform two experiments.
First, we recover mouse models of human diseases as characterized in
the MGI database, and second, we predict genes associated with diseases
in the HPO database (Köhler et al., 2016). We evaluate our performance
using a receiver operating characteristic (ROC) curve (Fawcett, 2006). A
ROC curve is a plot of a classifiers true positive rate as a function of
the false positive rate, and the area under the ROC curve (ROCAUC)
is a quantitative measure of a classifier’s performance (Fawcett, 2006).
The ROC curves obtained for predicting mouse models of human disease
are shown in Figure 1, and the ROC curves for predicting gene–disease
associations in humans in Figure 2. We find that when we use only our
predicted sets of phenotypes, we can predict gene–disease associations
with a ROCAUC of 0.65 (to identify mouse models of human disease)
or 0.63 (to identify human gene–disease associations), which is a weak
but positive predictive signal. When we merge our predictions and the
original phenotype annotations, predictive performance slightly drops in
comparison to using only original annotations.
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Mouse Gene-Disease prediction ROC Curves

Original (area = 0.861)

Predicted (area = 0.652)

Merged (area = 0.857)

Fig. 1: ROC Curves for predicting Gene-Disease associations for mouse
genes. Original uses asserted phenotype annotations, Predicted uses
only predicted phenotypes, and Merged combine asserted and predicted
phenotypes.

In addition to predicting gene–disease associations, we compute
the pairwise phenotype-similarity between genes to predict interactions
between genes and proteins. We again use a ROC curve to evaluate
the predictive performance. Notably, the performance for predicting
interactions improved even over the performance achieved with the
original annotations when using the phenotypes generated by our method.
Performance further improved when merging original phenotypes and
the phenotypes we predict, demonstrating that there is significant
complimentary information in both (see Table 2, and Figures 3 and 4).

3.4 Predicting functions, predicting phenotypes

Our method mainly relies on functional annotations of gene products.
However, not all genes and gene products have experimental functional
annotations. Furthermore, the manual annotations are often derived from
mutant phenotypes, thereby limiting the scope of our approach. However,
with the recent advances in methods for computational prediction of
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Fig. 2: ROC Curves for predicting Gene-Disease associations for human
genes. Original uses asserted phenotype annotations, Predicted uses
only predicted phenotypes, and Merged combine asserted and predicted
phenotypes.
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Merged (area = 0.705)

 DeepGO (Predicted) (area = 0.696)

DeepGO (Merged) (area = 0.694)

Fig. 3: Predicting Protein-Protein interactions using predicted phenotypes
for mouse. Original uses asserted phenotype annotations, Predicted uses
only predicted phenotypes, and Merged combine asserted and predicted
phenotypes. DeepGO (Predicted) uses only predicted phenotypes based
on DeepGO’s predicted GO function annotations, and DeepGO (Merged)
combines them with asserted phenotype annotations.

protein functions (Kulmanov et al., 2017; Cozzetto et al., 2016; Gong
et al., 2016; Radivojac et al., 2013), we can experiment with a two-step
process: first, we predict GO functions for proteins, and, second, we predict
phenotypes arising from a loss of function in the protein using our rules.

We recently developed DeepGO (Kulmanov et al., 2017), a
computational method for function prediction which uses a deep neural
network algorithm to predict functions from protein sequence and (when
available) a cross-species interaction network. Using DeepGO, we can
predict functions for gene products with known amino-acid sequences.
From the predicted function, we can predict phenotypes using our rules.

The DeepGO model can only predict annotations to 932 distinct
biological process classes in GO (Kulmanov et al., 2017). Of the 932
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Human PPI prediction ROC Curves

Original (area = 0.616)

Predicted (area = 0.749)

Merged (area = 0.902)

 DeepGO (Predicted) (area = 0.741)

DeepGO (Merged) (area = 0.928)

Fig. 4: Predicting Protein-Protein interactions using predicted phenotypes
for human. Original uses asserted phenotype annotations, Predicted uses
only predicted phenotypes, and Merged combine asserted and predicted
phenotypes. DeepGO (Predicted) uses only predicted phenotypes based
on DeepGO’s predicted GO function annotations, and DeepGO (Merged)
combines them with asserted phenotype annotations.

classes that DeepGO can predict, 443 classes are covered by our rules, and
28 classes are negative regulations and 55 classes are positive regulations.

We used DeepGO to predict at least one function for 14,916 mouse
and 17,837 human proteins, and based on them, we generated phenotype
annotations for 13,225 mouse and 14,187 human genes. 6,033 mouse
genes and 11,570 human genes for which we predicted phenotypes do
not currently have any experimental phenotype annotations.

We evaluated our predictions using interactions from the STRING
database, similarly to our evaluation of phenotypes predicted from
experimental GO annotations. Figures 3 and 4 show the performance of
predicting interactions in mouse and human, respectively. We find that
predicting phenotypes based on DeepGO’s predicted functions allows
us to further improve our ability to predict interactions in humans. For
the mouse, however, the performance of predicting interactions using
phenotypes generated from DeepGO’s predicted functions is slightly lower
than predictions based on experimental GO annotations. Table 2 provides
a summary of the results.

4 Discussion

4.1 Rules and statistical approaches for predicting
phenotypes

Accurate prediction of the phenotypes of an organism from its genotype,
and possibly some environmental features, is probably unachievable
in the foreseeable future. However, some phenotypes are sufficiently
fundamental that they can be predicted reliably given some basic
knowledge about a gene and the gene products it encodes. We identify three
rules that establish a correspondence between functions of gene products
and the phenotypes that a loss of function in these gene products would
entail. We believe these rules to be sufficiently robust to hold universally,
almost as a consequence of the definition of the corresponding phenotypes.
The main limitation in applying our rules predictively is the precision
with which function annotations are contextualized, i.e., how universally
a function annotation without any context constraints should be interpreted.
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Method AUC
(original)

AUC
(predicted)

AUC
(merged)

Mouse
Gene-Disease
association

0.861 0.652 0.857

PPI with
experimental
GO annotations

0.667 0.672 0.705

PPI with DeepGO
annotations

0.667 0.696 0.694

Human
Gene-Disease
association

0.773 0.630 0.756

PPI with
experimental
GO annotations

0.616 0.749 0.902

PPI with DeepGO
annotations

0.616 0.741 0.928

Table 2. Summary of evaluation of prediction phenotypes for mouse and human.
Original uses asserted phenotype annotations, Predicted uses only predicted
phenotypes, and Merged combine asserted and predicted phenotypes.

There are likely more rules that can be used to reliably predict
phenotypes from functions; some may be as simple as the rules we
propose, while others may require complex combinations of functions, and
additional constraints, to be applied. Rule mining techniques (Bodenreider
et al., 2005), in particular those that can utilize axioms and rules in OWL
(Lehmann, 2009), could identify more rules of varying strength and may
provide an opportunity to further extend our approach.

We demonstrated that we could not only apply our rules to
experimentally determined function predictions, but we were also able
to use a function prediction method to predict GO functions, then
apply our rules and predict phenotypes. While this approach already
yields phenotypes that are useful in computational methods (such as
similarity-based prediction of protein-protein interactions), some technical
modifications could further improve the accuracy and coverage of
predicting phenotypes. A main limitation is that both parts of the method
are trained and generated separately; an end-to-end learning approach
in which phenotypes are predicted directly (and in which the DeepGO
model – or another function prediction method – is used as intermediate,
pre-trained part) may significantly improve the performance.

4.2 What do phenotype annotations mean?

Our method can be used both to identify possibly conflicting annotations
as well as to suggest phenotypes that may arise from a particular genotype.

One observation from our experiments is that the meaning of the
annotation relation can be different depending on whether the annotation
is asserted or inferred using the ontology structure. Specifically, there
seems to be a difference between annotations to a phenotype such as
Increased apoptosis, depending on whether the annotation is inferred from
the ontology hierarchy (as in the case of an annotation to Increased B cell
apoptosis), or asserted. If the annotation is asserted at the level of the least
specific class, we would usually expect all types of apoptosis processes
in the organism to be increased in rate, including apoptosis of B cells and
other specific cell types. However, if the annotation is to a more specific
class (such as increased B cell apoptosis from which an annotation to
Increased apoptosis can be inferred, this no longer holds true.

We can use OWL to provide the outlines of a data model in which
these considerations are made explicit. Let us assume that X is annotated
with the phenotype P , and, without loss of generality, that P is

defined as an increased rate of process F . There are multiple different
options for formalizing the meaning of this annotation. The “weakest”
form of interpretation (i.e., the form from which the least amount of
information can be derived) would be that an organism with X (e.g.,
an organism with a loss of function mutation in X) would have a
part in which at least one process of type F can be observed to be
increased in rate; formally, the organism with X would be a subclass
of has-part some ((inverse occurs-in) some (F and

has-quality some ’increased rate’))). A stronger interpre-
tation could be that all processes of type F occurring in an organism
with X would be increased in rate. In this case, processes of type F that
occur in an organism with X would be come a subclass of things with
increased rate, i.e, (F and occurs-in some X) SubClassOf:

has-quality some ’increased rate’.
From the first interpretation and its formal representation, we cannot

conclude that processes of type F will always, or usually, be increased
in rate. We can also not infer much information about subclasses of the
phenotype P ; we can only infer that the organism with X would also be
annotated to any superclass of P . In the second case, however, we can
infer that X would also be annotated with all subclasses of P (but not with
its superclasses).

To avoid ambiguity in interpretation of phenotype annotations, it would
be beneficial to make their intended meaning clear, in particular as the
inferences that can be drawn from the interpretations are different. There
have already been some efforts to integrate annotations and ontologies in a
single knowledge-based model (Santana da Silva et al., 2017; Hoehndorf
et al., 2016) which can be used as a formalized data model. Further work
on formalizing the intended meaning of annotations, and the adoption of a
semantic model, would further improve interoperability and reuse of these
annotations.

5 Conclusions
We have developed a novel rule-based method for predicting phenotypes
from functions. Our approach can be used as a method to validate
phenotype annotations in literature-curated databases, and also to predict
phenotypes from a loss of function genotype in a reverse genetics manner
(Gilchrist and Haughn, 2010). While the prediction of phenotypes from
genotypes is going to remain a challenge, our approach has implications for
computational methods that utilize phenotypes. We demonstrated that the
phenotypes we predict are predictive of interactions and of gene–disease
associations; using a multi-step method in which we first predict protein
functions from sequence and then phenotypes from the functions, we could
predict phenotypes for genes which have not yet been investigated using
a reverse genetic screen. Our approach can therefore extend the scope
of phenotype-based methods, including methods for predicting variants,
disease genes, or candidate drugs, to cover a significantly larger portion
of the mammalian phenome.
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Abstract

Motivation: Protein function prediction is one of the major tasks of bioinformatics that can help in wide
range of biological problems such as understanding disease mechanisms or finding drug targets. Many
methods are available for predicting protein functions from sequence based features, protein–protein
interaction networks, protein structure or literature. However, other than sequence, most of the features
are difficult to obtain or not available for many proteins thereby limiting their scope. Furthermore, the
performance of sequence-based function prediction methods is often lower than methods that incorporate
multiple features and predicting protein functions may require a lot of time.
Results: We developed a novel method for predicting protein functions from sequence alone which
combines deep convolutional neural network (CNN) model with sequence similarity based predictions.
Our CNN model scans the sequence for motifs which are predictive for protein functions and combines
this with functions of similar proteins (if available). We evaluate the performance of DeepGOPlus using
the CAFA3 evaluation measures and achieve an Fmax of 0.390, 0.557 and 0.614 for BPO, MFO and CCO
evaluations, respectively. These results would have made DeepGOPlus one of the three best predictors
in CCO and the second best performing method in the BPO and MFO evaluations. We also compare
DeepGOPlus with state-of-the-art methods such as DeepText2GO and GOLabeler on another dataset.
DeepGOPlus can annotate around 40 protein sequences per second on common hardware, thereby
making fast and accurate function predictions available for a wide range of proteins.
Availability: http://deepgoplus.bio2vec.net/
Contact: robert.hoehndorf@kaust.edu.sa
Supplementary information: Supplementary data are available at Bioinformatics online.

1 Introduction
Prediction of protein functions is a major task in bioinformatics that is
important in understanding the role of proteins in disease pathobiology,
the functions of metagenomes, or finding drug targets. A wide range
of methods have been developed for predicting protein functions
computationally (Radivojac et al., 2013; Jiang et al., 2016; Zhou et al.,
2019; Kulmanov et al., 2017; You et al., 2018a,b; Kahanda and Ben-Hur,
2017; Fa et al., 2018). Protein functions can be predicted from protein
sequences (Radivojac et al., 2013; Jiang et al., 2016; Zhou et al., 2019;

Kulmanov et al., 2017; You et al., 2018a,b; Fa et al., 2018), protein–
protein interactions (PPI) (Kulmanov et al., 2017), protein structures (Yang
et al., 2014), biomedical literature, and other features (You et al., 2018a;
Kahanda and Ben-Hur, 2017). Sequence-based methods employ sequence
similarity, search for sequence domains, or multi-sequence alignments to
infer functions. As proteins rarely function on their own, protein–protein
interactions can be a good predictor for complex biological processes to
which proteins contribute. Although it is experimentally challenging to
identify protein structures, they are crucial in understanding what proteins
are capable of doing. Literature may contribute to function predicting
because it may contain explicit descriptions of protein functions or describe
properties of proteins that are predictive of protein functions indirectly.

© The Author 2015. Published by Oxford University Press. All rights reserved. For permissions, please e-mail: journals.permissions@oup.com 1
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Overall, many of these features are available only for a small number of
proteins, while a protein’s amino acid sequence can be identified for most
proteins. Therefore, methods that accurately predict protein functions from
sequence alone may be the most general and applicable to proteins that
have not been extensively studied.

Proteins with similar sequence tend to have similar functions
(Radivojac et al., 2013). Therefore, a basic way of predicting functions for
new sequences is to find the most similar sequences with known functional
annotations and transfer their annotations. Another approach is to search
for specific sequence motifs which are associated with some function; for
example, InterProScan (Mitchell et al., 2014) is a tool which can help to
find protein domains and families. The domains and families can the be
used to infer protein functions.

Recent developments in deep feature learning methods brought many
methods which can learn protein sequence features. In 2017, we developed
DeepGO (Kulmanov et al., 2017) as one of first deep learning models
which can predict protein functions using the protein amino acid sequence
and interaction networks. Since 2017, many successor methods became
available that achieve better predictive performance (You et al., 2018b,a).

DeepGO suffers from several limitations. First, it can only predict
functions for proteins with a sequence length less than 1002 and which
do not contain “ambiguous” amino acids such as unions or unknowns.
While around 90% of protein sequences in UniProt satisfy these criteria,
it also means that DeepGO could not predict functions for about 10%
of proteins. Second, due to computational limitations, DeepGO can
only predict around 2,000 functions out of more than 45,000 which are
currently in the Gene Ontology (GO) (Ashburner et al., 2000). Third,
DeepGO uses interaction network features which are not available for
all proteins. Specifically, for novel or uncharacterized proteins, only
the sequence may be known and not any additional information such
as the protein’s interactions or mentions in literature. Finally, DeepGO
was trained and evaluated on randomly drawn training, validation, and
testing sets. However, such models may overfit to particular features in the
training data and may not yield adequate results in real prediction scenarios.
Consequently, challenges such as the Critical Assessment of Function
Annotation (CAFA) (Radivojac et al., 2013; Jiang et al., 2016; Zhou et al.,
2019) use a time-based evaluation where training and predictions are fixed
and evaluated after some time has elapsed on predictions that became
available in that time. DeepGO did not achieve the same performance in
the CAFA3 (Zhou et al., 2019) challenge as it had in our own experiments.

Here, we extend and improve DeepGO overcoming its main limitations
related to sequence length, missing features, and number of predicted
classes. We increased the model’s input length to 2,000 amino acids and
now cover more than 99% of sequences in UniProt. Furthermore, our
new model’s architecture allows us to split longer sequences and scan
smaller chunks to predict functions. We also remove features derived from
interaction networks because only a small number of proteins have such
network information. Instead, we combine our neural network predictions
with methods based on sequence similarity to capture orthology and,
indirectly, some interaction information. Through this step we also
overcome the limitation in the number of classes to predict and we can, in
theory, predict any GO class that has ever been used in an experimental
annotation. To avoid overfitting of our model, we substantially decreased
our model’s capacity by replacing the amino acid trigram embedding layer
with a one-hot encoding and removing our hierarchical classification layer.

In our evaluation we exactly reproduce the CAFA3 evaluation by
training our model using only data provided by CAFA3 as training data and
evaluating on the CAFA3 testing data. Using the publicly available CAFA
Assessment Tool, DeepGOPlus achieves an Fmax of 0.390, 0.557 and
0.614 for BPO, MFO and CCO evaluations, respectively. These results
would have made DeepGOPlus the one of three best predictors in CCO
and the second best performing method in the BPO and MFO evaluations.

We also compare DeepGOPlus with our baseline methods including
DeepGO and two of the best-performing protein function prediction
methods, GOLabeler (You et al., 2018b) and DeepText2GO (You et al.,
2018a), on another dataset. GOLabeler mainly uses sequence-based
features, DeepGO uses interaction network features, and DeepText2GO
uses features extracted from literature in addition to sequence-based ones.
In terms of Fmax measure, we outperform all methods in predicting
biological processes and cellular components. Notably, our model
significantly improves predictions of biological process annotations with
an Fmax of 0.474.

To provide an insight into what kind of features our model uses to
predict functions, we analyze the convolutional filters of our model to
understand what type of feature they recognize. We found that sequence
regions that activate our filters are very similar to seed sequences of protein
families and domains in the Pfam database (El-Gebali et al., 2018). We
were able to associate protein sequences in our test set with almost half
of their InterPro (Finn et al., 2017) annotations by using sequence regions
which activate our convolutional filters.

By using a single model with few parameters, we also significantly
improved the runtime of the model. In average, DeepGOPlus can
annotate 40 proteins per second on ordinary hardware. Overall, with these
improvements, our model can now rapidly perform function prediction for
any protein with available sequence. Our online predictor is available at
http://deepgoplus.bio2vec.net and DeepGOPlus

2 Methods

2.1 Datasets and Gene Ontology

We use two datasets to evaluate our approach. Firstly, we downloaded
CAFA3 challenge training sequences and experimental annotations
published on September, 2016 and test benchmark published on 15th
November 2017 which was used to evaluate protein function prediction
methods submitted to the challenge. According to CAFA3, the annotations
with evidence codes: EXP, IDA, IPI, IMP, IGI, IEP, TAS, or IC are
considered to be experimental. The training set includes all proteins with
experimental annotations known before September, 2016 and the test
benchmark contains no-knowledge proteins which gained experimental
annotation between September, 2016 and November 2017. Similar time
based splits were used in all previous CAFA challenges.

We propagate annotations using the hierarchical structure of the Gene
Ontology (GO) (Ashburner et al., 2000). We use the version of GO
released on 1 June 2016. The version has 10, 693 molecular function
(MFO), classes, 29, 264 biological process (BPO) classes and 4, 034

cellular component (CCO) classes. This version is also used to evaluate
CAFA3 predictions. While propagating annotations, we consider all types
of relations between classes. For instance, if a protein P is annotated with
a class C which has a part-of relation to a class D, then we annotate P
with the classD. This procedure is repeated until no further annotation can
be propagated. After this step, we count the number of annotated proteins
for each GO class and select all classes with 50 or more annotations for
our prediction model. The statistics with the number of classes in Table 1
represent how many classes we can predict using our deep neural network
model.

Secondly, to compare with other methods for function prediction such
as DeepText2GO (You et al., 2018a) and GoLabeler (You et al., 2018b) we
downloaded SwissProt reviewed proteins published on January, 2016 and
October, 2016. We use all experimental annotations before January 2016 as
a training set and experimental annotations collected between January and
October 2016 as testing set. We filter the testing set with 23 target species
which are in CAFA3 evaluation set. Table 1 summarizes both datasets.
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Dataset Statistic MFO BPO CCO All
CAFA3 Training size 36,110 53,500 50,596 66,841
CAFA3 Testing size 1,137 2,392 1,265 3,328
CAFA3 Number of

classes
677 3992 551 5,220

2016 Training size 34,488 51,716 49,346 65,028
2016 Testing size 679 1,434 1,148 1,788
2016 Number of

classes
652 3,904 545 5,101

Table 1. The number of protein sequences with experimental annotations in
CAFA3 and 2016 datasets grouped by sub-ontologies.

2.2 Baseline comparison methods

2.2.1 Naive approach
It is possible to get comparable prediction results just by assigning the same
GO classes to all proteins based on annotation frequencies. This happens
due to the hierarchical structure of GO which, after the propagation
process, results in many annotations at high-level classes. In CAFA, this
approach is called “naive” approach and is used as one of the baseline
methods to compare function predictions. Here, each query protein p is
annotated with the GO classes with a prediction scores computed as:

S(p, f) =
Nf

Ntotal
(1)

where f is a GO class, Nf is a number of training proteins annotated by
GO class f and Ntotal is a total number of training proteins.

2.2.2 DiamondBLAST
Another baseline method is based on sequence similarity score obtained
by BLAST (Altschul et al., 1997). The idea is to find similar sequences
from the training set and transfer an annotation from the most similar. We
use the normalized bitscore as prediction score for a query sequence q:

S(q, f) =
maxs∈E bitscore(q, s) ∗ I(f ∈ Ts)

maxs∈E bitscore(q, s)
(2)

where E is a set of similar sequences filtered by e-value of 0.001, Ts is
a set of true annotations of a protein with sequence s and I is an identity
function which returns 1 if the condition is true and 0 otherwise.

2.2.3 DiamondScore
The DiamondScore is very similar to the DiamondBLAST approach. The
only difference is that we normalize the sum of the bitscores of similar
sequences. We compute prediction scores using the formula:

S(q, f) =

∑
s∈E bitscore(q, s) ∗ I(f ∈ Ts)∑

s∈E bitscore(q, s)
(3)

2.2.4 DeepGO
DeepGO (Kulmanov et al., 2017) was developed by us previously and it
is one of the first methods which learns sequence features with a deep
learning model and combines it with PPI network features to predict
protein functions. It also uses a hierarchical classifier to output predictions
consistent with structure of GO. Here we trained three separate models for
three parts of GO mainly because of the computational costs involved in
training larger models. We use our previously reported optimal parameters
and set of functions to train new models with our current datasets. With
DeepGO, we trained and predicted 932 BPO, 589 MFO and 436 CCO
classes.

2.2.5 GOLabeler and DeepText2GO
Currently the best performing methods for function prediction task are
GOLabeler (You et al., 2018b) and DeepText2GO (You et al., 2018a),
both developed by the same group. GOLabeler achieved some of the
best results in the preliminary evaluation for all three subontologies of
GO in the CAFA3 challenge. It is an ensemble method which combines
several approaches and predicts functions mainly from sequence features.
DeepText2GO improves the results achieved by GOLabeler by extending
their ensemble with models that predict functions from literature.

Our second dataset is specifically designed to compare our results with
these two methods. Since we use same training and testing data, we directly
compare our results with the results reported in their papers.

2.3 Model Training and Tuning

We use Tensorflow (Abadi et al., 2016) to build and train our neural network
model. Our model was trained on Nvidia Titan X and P6000 GPUs with
12-24Gb of RAM.

Our neural network model has many hyperparameters such as
convolutional filter lengths, number of convolutional filters, depth of
fully connected layers, loss functions, activation functions, optimizers and
learning rate. In addition, we use weighted sum model to combine sequence
similarity method score with neural network model score which has α
parameter to be tuned. In general, all parameters were tuned depending on
their performance on a validation set which is a randomly split 10% of our
training set. Since the parameter search space is quite large we evaluated
several loss functions, activation functions, optimizers and learning rate on
a simple model and selected binary cross-entropy loss and Adam (Kingma
and Ba, 2014) with learning rate of 0.0003. We selected ReLU (Nair
and Hinton, 2010) activations for intermediate layers and used Sigmoid
function for our final classification layer. Then, we ran an extensive search
for the other parameters. Our model uses multiple 1D convolutional layers
with different filter lengths where the smallest filter starts from length 8 and
the following filter is increased by 8 units. The tested settings were {{8,
16, 24, 32}, {8, 16, 24, ..., 64}, {8, 16, 24, ..., 128}, {8, 16, 24, ..., 256},
{8, 16, 24, ..., 512}} where each layer’s number of filters were selected
from 32, 64, 128, 256, 512. The depth of fully connected layers were
selected from {1, 2, 3}. We tested all combinations of these parameters
(in total 75) and the best performing parameters were convolutional layers
with filter lengths {8, 16, 24, ..., 128} with 512 filters each and 1 fully
connected layer. This setting generated 8,192 (16 × 512) convolutional
filter outputs which were used as a sequence features. The α parameter
values which give best performance on a validation set are 0.55, 0.59 and
0.46 for MFO, BPO and CCO evaluations respectively.

To avoid overfitting we use an early stopping strategy depending on
the validation loss. Our CNN layers do not use any activation function or
dropout because we use MaxPooling layer with maximum pool size. This
means that every filter will return only a single value. The aim is to force
the CNN filters to learn set of similar patterns (motifs) and if the filter
finds the pattern in the sequence it returns a high value which is pooled
with the MaxPooling layer. We obtained our best model with only one
fully connected layer after the MaxPooling layer. This makes our model
relatively simple and less prone to overfitting.

2.4 DeepGOPlus vs DeepGO

There are three main differences of our model from the original DeepGO
model (Kulmanov et al., 2017). First, DeepGO uses a trigram embedding
layer to represent the sequence. The embedding layer has vectors of size
128 for each trigram (20× 20× 20 in total). This layer adds 128× 8000

parameters to the model. We replaced this representation with a parameter-
free one-hot encoding which allowed us to significantly reduce the number
of parameters of the new model. We noticed during our experiments
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that the models with embedding layer easily memorize the training data
and overfit to it. Using one-hot encoding helped to avoid this problem.
Second, DeepGO has one CNN layer with fixed a filter length which
was extended to several CNN layers with different filter lengths. Finally,
in DeepGOPlus, we use a flat classification layer instead of hierarchical
classifier in DeepGO. The reason for this choice is that we built a single
model for all three ontologies with more than 5,000 classes and we were
not able to build a hierarchical classifier due to memory limitations and
time complexities.

2.5 Evaluation

To evaluate our predictions we use the CAFA (Radivojac et al., 2013)
evaluation metrics Fmax and Smin (Radivojac and Clark, 2013). In
addition, we report the area under the precision-recall curve (AUPR)
which is a reasonable measure for evaluating predictions with high class
imbalance (Davis and Goadrich, 2006).

Fmax is a maximum protein-centric F-measure computed over all
prediction thresholds. First, we compute average precision and recall using
the following formulas:

pri(t) =

∑
f I(f ∈ Pi(t) ∧ f ∈ Ti)∑

f I(f ∈ Pi(t))
(4)

rci(t) =

∑
f I(f ∈ Pi(t) ∧ f ∈ Ti)∑

f I(f ∈ Ti)
(5)

AvgPr(t) =
1

m(t)
·
m(t)∑

i=1

pri(t) (6)

AvgRc(t) =
1

n
·

n∑

i=1

rci(t) (7)

where f is a GO class, Ti is a set of true annotations, Pi(t) is a set of
predicted annotations for a protein i and threshold t, m(t) is a number
of proteins for which we predict at least one class, n is a total number of
proteins and I is an identity function which returns 1 if the condition is true
and 0 otherwise. Then, we compute the Fmax for prediction thresholds
t ∈ [0, 1] with a step size of 0.01. We count a class as a prediction if its
prediction score is higher than t:

Fmax = max
t

{
2 ·AvgPr(t) ·AvgRc(t)
AvgPr(t) +AvgRc(t)

}
(8)

Smin computes the semantic distance between real and predicted
annotations based on information content of the classes. The information
content IC(c) is computed based on the annotation probability of the class
c:

IC(c) = −log(Pr(c|P (c)) (9)

where P (c) is a set of parent classes of the class c. The Smin is computed
using the following formulas:

Smin = min
t

√
ru(t)2 +mi(t)2 (10)

where ru(t) is the average remaining uncertainty and mi(t) is average
misinformation:

ru(t) =
1

n

n∑

i=1

∑

c∈Ti−Pi(t)

IC(c) (11)

mi(t) =
1

n

n∑

i=1

∑

c∈Pi(t)−Ti

IC(c) (12)

In our evaluation, we consider the complete GO ontology when
computing parent and child classes, and then separate classes into their

individual sub-ontologies (MFO, BPO, CCO) based on the namespace
attribute associated with classes in GO. This method is also used by
GOLabeler (You et al., 2018b) and DeepText2GO (You et al., 2018a).
In the CAFA3 evaluation (Zhou et al., 2019), individual classes are first
separated by their sub-ontology and parent and child classes are then
computed locally within the sub-ontology. GO has relations between
classes in the three sub-ontologies, and many MFO classes stand in a “part-
of” relation to BPO classes or in “occurs-in” relations with CCO classes.
For example, the MFO class acyl carrier activity (GO:0000036) stands
in a “part-of” relation to fatty acid biosynthetic process (GO:0006633)
in the BPO ontology, and while we take this class into account when
computing our evaluation measures, the CAFA3 evaluation does not. To
compare our results with the CAFA3 evaluation results (Zhou et al., 2019),
we perform the evaluation twice, using the complete ontology and using
the separate evaluation as in CAFA3 (using the publicly available CAFA3
evaluation tool).

3 Results

3.1 DeepGOPlus Learning Model

In DeepGOPlus, we combine sequence similarity and sequence motifs in
a single predictive model. To learn sequence motifs that are predictive of
protein functions, we use one-dimensional convolutional neural networks
(CNNs) over protein amino acid sequence to learn sequence patterns or
motifs. Figure 1 describes the architecture of our deep learning model.
First, the input sequence is converted to a one-hot encoded representation
of size 21 × 2000, where a one-hot vector of length 21 represents an
amino acid (AA) and 2, 000 is the input length. Sequences with a length
less than 2, 000 are padded with zeros and longer sequences are split
into smaller chunks with less than 2, 000 AAs. This input is passed to a
set of CNN layers with different filter sizes of 8, 16, . . . , 128. Each of
the CNN layers has 512 filters which learn specific sequence motifs of a
particular size. Each filter is scanning the sequence and their maximum
score is pooled using a MaxPooling layer. In total, we generate a feature
vector of size 8, 192 where each value represents a score that indicates the
presence of a relevant sequence motif. This vector is passed to the fully
connected classification layer which outputs the predictions. To select
the best parameters and hyperparameters for our deep learning model,
we extensively searched for optimal combinations of parameters such
as filter sizes, number of filters and depth of dense layers based on a
validation set loss. We report the list of parameters and validation losses
in Supplementary Table 1.

DeepGOPlus combines the neural network model predictions with
predictions based on sequence similarity. First, we find similar sequences
from a training set using Diamond (Buchfink et al., 2014) with an e-value
of 0.001 and obtain a bitscore for every similar sequence. We transfer
all annotations of similar sequences to a query sequence with prediction
scores computed using the bitscores. For a set of similar sequences E of
the query sequence q, we compute the prediction score for a GO class f
as

S(q, f) =

∑
s∈E I(f ∈ Ts) ∗ bitscore(q, s)∑

s∈E bitscore(q, s)
,

where Ts is a set of true annotations of the protein with sequence s. Then,
to compute the final prediction scores of DeepGOPlus, we combine the
two prediction scores using a weighted sum model (Fishburn, 1967):

S = α ∗ SDiamondScore + (1− α) ∗ SDeepGOCNN ,

where 0 ≤ α ≤ 1 is a weight parameter which balances the relative
importance of the two prediction methods.
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Method Fmax Smin AUPR
MFO BPO CCO MFO BPO CCO MFO BPO CCO

Naive 0.290 0.357 0.562 10.733 25.028 8.465 0.130 0.254 0.456
DiamondBLAST 0.431 0.399 0.506 10.233 25.320 8.800 0.178 0.116 0.142
DiamondScore 0.509 0.427 0.557 9.031 22.860 8.198 0.340 0.267 0.335
DeepGO 0.393 0.435 0.565 9.635 24.181 9.199 0.303 0.385 0.579
DeepGOCNN 0.420 0.378 0.607 9.711 24.234 8.153 0.355 0.323 0.616
DeepGOPlus 0.544 0.469 0.623 8.724 22.573 7.823 0.487 0.404 0.627

Table 2. The comparison of performance on the first CAFA3 challenge dataset.

Fig. 1. Overview of the CNN in DeepGOPlus. The CNN uses multiple filters of variable
size to detect the presence of sequence motifs in the input amino acid sequence.

3.2 Evaluation and comparison

We evaluate DeepGOPlus using two datasets. First, we use the latest
CAFA3 (Radivojac et al., 2013) challenge dataset and compare our method
with baseline methods such as Naive predictions, BLAST, and our previous
deep learning model DeepGO. We use two strategies for predicting
functions based on sequence similarity computed with the Diamond
tool (Buchfink et al., 2014) (which is a faster implementation of the
BLAST algorithm). We call them DiamondBLAST and DiamondScore.
DiamondBLAST considers only the most similar sequence whereas
DiamondScore predicts functions using all similar sequences returned by
Diamond. We also report the performance of using only our neural network
model (labeled as DeepGOCNN). We find that with the DiamondScore
approach, we can outperform DeepGO predictions in MFO and achieve
comparable results in BPO and CCO evaluations while DeepGOCNN
gives better predictions in CCO. We achieve the best performance in
all three subontologies with our DeepGOPlus model which combines the
DiamondScore and DeepGOCNN. Table 2 summarizes the performance
of the models.

To compare our approach with the state of the art methods GOLabeler
(You et al., 2018b) and DeepText2GO (You et al., 2018a), we generate
a second dataset which uses data obtained at the same dates as the
other methods so that we can generate a time-based split of training and
testing data. Both methods train on experimental function annotations
that appeared before January 2016 and test on annotations which were
asserted between January 2016 and October 2016. Furthermore, we use
the same version of GO and follow the CAFA3 challenge procedures to
process the data. As a result, we can directly compare our evaluation
results with the other methods. In this evaluation, DeepGOPlus gives the
best results for BPO and CCO in terms of Fmax measure and ranks
second in the MFO evaluation (after DeepText2GO). However, it is

important to note that DeepText2GO uses features extracted from literature
in addition to sequence based features while DeepGOPlus predictions
are only based on protein sequence. Notably, our method significantly
increased performance of predictions of BPO classes in both evaluation
datasets.

Due to large number of available sequences, analyzing sequences
require both accurate and fast prediction methods. Specifically, function
prediction is a crucial step in interpretation of newly-sequenced genomes
or meta-genomes. While we have compared DeepGOPlus in terms of
prediction performance, we could not compare the running time of the
models because the runtime of prediction models is rarely reported. With
DeepGOPlus, 40 protein sequences can be annotated per second using a
single Intel(R) Xeon(R) E5-2680 CPU and Nvidia P6000 GPU.

3.3 Comparison with CAFA3 Methods

The CAFA3 challenge results (Zhou et al., 2019) became available recently
which allowed us to evaluate our method on the same dataset used in
CAFA3. We use the method used by CAFA3 to evaluate DeepGOPlus
(see Methods) and compare against other methods that were evaluated
in CAFA3. According to the CAFA3 evaluation measures, DeepGOPlus
achieves an Fmax of 0.390, 0.557 and 0.614 for BPO, MFO and CCO
evaluations, respectively. These results would have made DeepGOPlus
one of the three best predictors in CCO and the second best performing
method in the BPO and MFO evaluations. Figure 2 shows the comparison
of DeepGOPlus with all CAFA3 top performing methods.

Using our own evaluation (based on inferring parent and child classes
over the complete GO ontology instead of separately in the sub-ontologies),
we obtain similar results for MFO and CCO as with the CAFA3 evaluation
method while the difference in the BPO evaluation is quite large.

3.4 Smin performance analysis

Although our method performed among the top-ranking methods in
several Fmax evaluations, both GOLabeler and DeepText2GO perform
significantly better when considering the evaluation based on the Smin

measure. DeepGOPlus can potentially predict any GO class, including
classes that are very specific. The Smin evaluation depend on the number
of false negatives, false positives and the information content (IC) of GO
classes. Figure 3 shows the distribution of IC values for the classes that are
predicted by the DeepGOPlus model. The IC for general classes is close to
zero and more specific classes have IC values of close to 10. Consequently,
the methods which attempt to predict many specific classes will, in general,
have a higher Smin. To test if this is true for our method, we evaluated the
false positive predictions for the CAFA3 test set. In average, our method
predicts 6.1 false positive classes per protein with a total IC of 8.3 for
MFO, demonstrating that our false positive predictions are quite specific.

3.5 Convolutional Filters

To understand what is being learned by the convolutional filters of the CNN
model we performed an experiment where we analyze sequence regions
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Method Fmax Smin AUPR
MFO BPO CCO MFO BPO CCO MFO BPO CCO

Naive 0.306 0.318 0.605 12.105 38.890 9.646 0.150 0.219 0.512
DiamondBLAST 0.525 0.436 0.591 9.291 39.544 8.721 0.101 0.070 0.089
DiamondScore 0.548 0.439 0.621 8.736 34.060 7.997 0.362 0.240 0.363
DeepGO 0.449 0.398 0.667 10.722 35.085 7.861 0.409 0.328 0.696
DeepGOCNN 0.409 0.383 0.663 11.296 36.451 8.642 0.350 0.316 0.688
DeepText2GO 0.627 0.441 0.694 5.240 17.713 4.531 0.605 0.336 0.729
GOLabeler 0.580 0.370 0.687 5.077 15.177 5.518 0.546 0.225 0.700
DeepGOPlus 0.585 0.474 0.699 8.824 33.576 7.693 0.536 0.407 0.726

Table 3. The comparison of performance on the second dataset generated by a time-based split.
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Fig. 2. Comparison of DeepGOPlus with CAFA3 top 10 methods.
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Fig. 3. Distribution of Information Content (IC) values for 5,220 GO classes that are
predicted for CAFA3 dataset.

which activate our filters. We selected the specific molecular function class
“enzyme activator activity” (GO:0008047) and filtered out all proteins
annotated to this class. In total, 623 proteins have been experimentally
annotated to this class. The reason we selected this class is that this class is
very specific and it is referenced by multiple InterPRO functional domains
and families. Our hypothesis is that our CNN filters recognize sequence
regions that are similar to sequence functional domains.

First, we extracted the scores of all 8,192 filters and ordered them in
descending order for all sequences. We found that filter number 8,048
(0-based) gives the highest score for all sequences and many other top
10 filters are active in more than 600 sequences. This shows that the
filters learned similar motifs that are related to our selected function. We
then extracted sequence regions which give the highest score for top 10
CNN filters and compare them to Pfam (El-Gebali et al., 2018) protein
families database seeds. We use Diamond BLAST (Buchfink et al., 2014)
with an e-value of 0.001 and associate similar sequence regions to Pfam

families. Furthermore, we map Pfam family IDs to InterPRO IDs. Through
this process, we associated protein sequences to InterPRO domains using
sequence regions recognized by our CNN filters. In total, 563 sequences
have been associated to at least one InterPRO ID. Finally, we compare the
InterPRO associations with InterPRO annotations in UniProt (The Uniprot
Consortium, 2007) database using a protein-centric F measure and obtain
an F -score of 0.62 with precision 0.9 and recall of 0.47. This experiment
demonstrates that our CNN filters are learning meaningful sequence motifs
and can, for enzyme activators, accurately recognize almost half of the
currently known functional domain annotations.

3.6 Implementation and availability

DeepGOPlus is available as free software at https://github.

com/bio-ontology-research-group/deepgoplus. We also
publish training and testing data used to generate evaluation and results
at http://deepgoplus.bio2vec.net/data/. Furthermore,
DeepGOPlus is available through a web interface and REST API at
http://deepgoplus.bio2vec.net.

4 Discussion
DeepGOPlus is a fast and accurate tool to predict protein functions
from protein sequence alone. Our model overcomes several limitations
of other methods and our own DeepGO model (Kulmanov et al.,
2017). In particular, DeepGOPlus has no limits on the length of
the amino acid sequence and can therefore be used for the genome-
scale annotation of protein functions, in particular in newly-sequenced
organisms. DeepGOPlus also makes no assumptions on the taxa or
kingdom to which a protein belongs, therefore enabling, for example,
function prediction for meta-genomics in which proteins from different
kingdoms may be mixed. Furthermore, DeepGOPlus is fast and can
annotate several thousand proteins in minutes even on single CPUs, further
enabling its application in metagenomics or for projects in which a very
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large number of proteins with unknown functions are identified. While we
initially expected the absence of features derived from interaction networks
to impact predictive performance, we found that we can achieve even
higher prediction accuracy with our current model; additionally, our model
is not limited by unbalanced or missing information about protein-protein
interactions.

In DeepGOPlus, we combine similarity-based search to proteins
with known functions and motif-based function prediction, and this
combination gives us overall the best predictive performance. However,
DeepGOPlus can also be applied using only sequence motifs; in particular
when annotating novel proteins for which no similar proteins with known
functions exist, our motif-based model would be most suitable.

In the future, we plan to incorporate additional features and test other
types of deep neural network models. While related methods use features
that can be derived only for known proteins, such as information obtained
from literature or interaction networks, DeepGOPlus will rely primarily
on features that can be derived from amino acid sequences to ensure
that the model can be applied as widely as possible. Possible additional
information that may improve DeepGOPlus in the future is information
about protein structure, in particular as structure prediction methods are
improving significantly (Wang et al., 2017). We have already experimented
with several types of neural networks such as recurrent neural networks,
long-short term memory networks and autoencoders to learn seqeunce
features. However, our attempts were unsuccessful and CNNs gave us the
best results. Recently, attention networks have been successfully applied to
protein sequences (Rives et al., 2019) and we plan to test them on function
prediction.
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Abstract

Motivation: A large number of protein sequences are becoming available through the application

of novel high-throughput sequencing technologies. Experimental functional characterization of

these proteins is time-consuming and expensive, and is often only done rigorously for few selected

model organisms. Computational function prediction approaches have been suggested to fill this

gap. The functions of proteins are classified using the Gene Ontology (GO), which contains over

40 000 classes. Additionally, proteins have multiple functions, making function prediction a large-

scale, multi-class, multi-label problem.

Results: We have developed a novel method to predict protein function from sequence. We use

deep learning to learn features from protein sequences as well as a cross-species protein–protein

interaction network. Our approach specifically outputs information in the structure of the GO and

utilizes the dependencies between GO classes as background information to construct a deep

learning model. We evaluate our method using the standards established by the Computational

Assessment of Function Annotation (CAFA) and demonstrate a significant improvement over base-

line methods such as BLAST, in particular for predicting cellular locations.

Availability and implementation: Web server: http://deepgo.bio2vec.net, Source code: https://

github.com/bio-ontology-research-group/deepgo

Contact: robert.hoehndorf@kaust.edu.sa

Supplementary information: Supplementary data are available at Bioinformatics online.

1 Introduction

Advances in sequencing technology have led to a large and rapidly

increasing amount of genetic and protein sequences, and the amount

is expected to increase further through sequencing of additional

organisms as well as metagenomics. Although knowledge of protein

sequences is useful for many applications, such as phylogenetics and

evolutionary biology, understanding the behavior of biological sys-

tems additionally requires knowledge of the proteins’ functions.

Identifying protein functions is challenging and commonly requires

in vitro or in vivo experiments (Costanzo et al., 2016), and it is

obvious that experimental functional annotation of proteins will not

scale with the amount of novel protein sequences becoming

available.

One approach to address the challenge of identifying proteins’

functions is the computational prediction of protein functions

(Radivojac et al., 2013). Function prediction can use several sources

of information, including protein–protein interactions (Hou, 2017;

Jiang and McQuay, 2012; Kirac and Ozsoyoglu, 2008; Nguyen

et al., 2011; Sharan et al., 2007), genetic interactions (Costanzo

et al., 2016), evolutionary relations (Gaudet et al., 2011), protein

structures and structure prediction methods (Konc et al., 2013), lit-

erature (Verspoor, 2014) or combinations of these (Sokolov and

VC The Author 2017. Published by Oxford University Press. 660
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Ben-Hur, 2010). These methods have been developed for many

years, and their predictive performance is improving steadily

(Radivojac et al., 2013).

There are several key challenges for protein function prediction

methods. One of these is the complex relation between protein

sequence, structure and function (Alberts et al., 2002); despite sig-

nificant progress in the past years in protein structure prediction

(Moult et al., 2014), it still requires large efforts to predict protein

structure with sufficient quality to be useful in function prediction.

Another challenge is the large and complex output space for any

classification method. Protein functions are classified using the Gene

Ontology (GO) (Ashburner et al., 2000) which contains over 40 000

functions and cellular locations. Additionally, the GO contains

strong, formally defined relations between functions that need to be

taken into account during function prediction to ensure that these

predictions are consistent (Radivojac et al., 2013; Sokolov and Ben-

Hur, 2010). The formal dependencies between classes in GO also

lead to the situation where proteins are assigned to multiple function

classes in GO, for different levels of abstraction. Furthermore, sev-

eral proteins do not only have a single function but may be peio-

tropic and have multiple different functions, making function

prediction inherently a multi-label, multi-class problem. A final

challenge is that proteins do not function in isolation. In particular

higher-level physiological functions that go beyond simple molecular

interactions, such as apoptosis or regulation of heart rate, will

require other proteins and cannot usually be predicted by consider-

ing a single protein in isolation. Due to these challenges, it is also

not obvious what kind of features should be used to predict the func-

tions of a protein, and whether they can be generated efficiently for

a large number of proteins.

Here, we present a novel method for predicting protein functions

from protein sequence and known interactions. We combine two

forms of representation learning based on multiple layers of neural

networks to learn features that are useful for predicting protein

functions, one method that learns features from protein sequence

and another that learns representations of proteins based on their

location in an interaction network. We then utilize these features in

a novel deep neuro-symbolic model that is built to resemble the

structure and dependencies between classes that exist within the

GO, refine predictions and features on each level of GO, and ulti-

mately optimize the performance of function prediction based on

the performance over the whole ontology hierarchy.

We demonstrate that our model improves performance of func-

tion prediction over a BLAST baseline, and performs particularly

well in predicting cellular locations of proteins. The main advantage

of our approach is that it does not rely on manually crafted features

but is entirely data-driven.

2 Materials and methods

2.1 Datasets
For our experiments, we use the Gene Ontology (GO) (Ashburner

et al., 2000), downloaded on 05 January 2016 from http://geneontol

ogy.org/page/download-ontology in OBO format. The version of

GO has 44 683 classes of which 1968 are obsolete. GO has three

major branches, one for biological processes (BP), molecular func-

tions (MF) and cellular components (CC), each containing 28 647,

10 161 and 3907 classes, respectively.

We use SwissProt’s (Boutet et al., 2016) reviewed and manually

annotated protein sequences with GO annotations downloaded on

05 January 2016 from http://www.uniprot.org/uniprot/. The dataset

contains 553 232 proteins, and 525 931 proteins have function

annotations. Furthermore, we select proteins with annotations with

experimental evidence code (EXP, IDA, IPI, IMP, IGI, IEP, TAS and

IC) and filter the proteins by maximum length of 1002 ignoring pro-

teins with ambiguous amino acid codes (B, O, J, U, X, Z) in their

sequence. Our final dataset contains 60 710 proteins annotated with

27 760 classes (19 181 in BP, 6221 in MF and 2358 in CC). The

dataset covers more than 90% of all proteins with experimental

annotations in SwissProt. Supplementary Figure S1 shows the

sequence length distribution.

2.2 Training
We trained three models, one for each sub-ontology in GO. First,

we propagate annotations using the GO ontology structure and ran-

domly split proteins into a training set (80%) and testing set (20%).

Due to computational limitations and the small number of annota-

tions for very specific GO classes, we ranked GO classes by their

number of annotations and selected the top 932 terms for BP, 589

terms for MF and 436 terms for the CC ontology. These cutoff val-

ues correspond to selecting only classes with the minimum number

of annotations 250, 50 and 50, for BP, MF and CC, respectively.

We create three binary label vectors for each protein sequence,

one for each of the GO hierarchies. If a protein sequence is anno-

tated with a GO class from our lists of selected classes, then we

assign 1 to the term’s position in the binary label vector and use it as

positive sample for this term. Otherwise, we assign 0 and use it as

negative sample. For training and testing, we use proteins which

have been annotated with at least one GO term from the set of the

GO terms for the model.

2.3 Data representation
The input of our model is the amino acid (AA) sequence of a protein.

Each protein is a character sequence composed of 20 unique AA

codes. We generate trigrams of AA from the protein sequence. The

trigrams can be represented as one-hot encoding vectors of length

8000; however, the sparse nature of one-hot encodings only pro-

vides a limited generalization performance. To address this limita-

tion, we use the notion of dense embeddings (Bengio et al., 2003;

Hinton, 1986). An embedding is a lookup table used for mapping

each code in a vocabulary to a dense vector. Initially, we initialized

the vectors randomly and then learn the actual vector-based repre-

sentations as an additional layer in our network architecture during

training. This approach allows us to learn meaningful vectors, i.e.

vectors that resemble correlations within the data that can be uti-

lized as features to predict protein functions. We have also per-

formed experiments (on a smaller dataset) with one-hot encodings

of AA trigrams, and found that dense representation performs better

than one-hot encoding.

We built a vocabulary of unique AA trigrams where each trigram

is represented by its 1-based index. Using this vocabulary, we

encoded a sequence of length 1002 as a vector of 1000 indices. If the

length of the sequence is less than 1002, we pad the vector with

zeros. We ignore all the proteins with sequence length more than

1002. The first layer in the deep learning model is intended to learn

embeddings where each index is mapped to a dense vector by refer-

ring to a lookup table, using an embedding size of 128 and therefore

representing a protein sequence of length of 1002 as a matrix of

1000�128.
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2.4 Convolutional neural network
Convolutional Neural Networks (CNNs) are biologically inspired NN

which try to mimic the receptive field of biological neuron. In CNNs,

convolution operations are applied over the input layer to compute the

output (LeCun and Bengio, 1998). They exploit local correlation by

enforcing local connections between neurons of adjacent layers, where

each region of the input is connected to a neuron in the output. Having

multiple convolution filters helps in learning multiple features and

providing insights into multiple facets of the data. In our work, we used

1-dimensional (1D) convolution over protein sequence data. The 1D

convolution exploits sequential correlation. If we have an input

g xð Þ 2 1; l½ � ! R and a kernel function f xð Þ 2 1;k½ � ! R, the convolu-

tion h(y) between f(x) and g(x) with stride d is defined as:

h yð Þ ¼
Xk

x¼1

f xð Þ � g y � d � xþ cð Þ (1)

where c ¼ k� d þ 1 is an offset constant. The output hj(y) is obtained

by a sum over i of the convolutions between gi(x) and fij(x). The output

vector h represents the feature map learned through convolution.

The resulting feature map will contain redundant information

and is of significant size. Therefore, to reduce the feature space,

redundant information is discarded through temporal max-pooling

(Collobert et al., 2011). This operation selects the maximum value

over a window of some length w. The features after convolution and

the temporal pooling layer are intended to be higher level represen-

tation of protein sequences which can then be used as input to fully

connected layers for classification.

For our experiments, we used one 1D Convolution layer with 32

filters of size 128 which are applied on the embedding matrix of

each sequence, and a 1D max-pooling layer with pool length of 64

and stride of 32. Each filter is intended to learn a specific type of fea-

ture, and multiple filters may enable learning of different aspects of

the underlying data. The output of the 1D max-pooling layer is a

vector with length of 832.

2.5 Protein–protein interaction (PPI) network features
In addition to protein sequences, we use protein–protein interaction

(PPI) networks for multiple species from the STRING database

(Szklarczyk et al., 2015), filtered by confidence score of 300 and con-

nected with orthology relations from the EggNOG database (Huerta-

Cepas et al., 2016) by creating a symmetric ortholog-of edge for each

orthology group. To further separate proteins by the orthology group to

which they belong, we introduce a new orthology relation for each

orthology group in eggNOG. In total, the network consists of

8478935 proteins, 190 649 edge types and 11 586 695610 edges.

Using this heterogeneous network, we generated knowledge graph

embeddings of size 256 for each protein (Alshahrani et al., 2017).

Since our model is based on UniProt protein identifiers, we

mapped nodes in the network to UniProt identifiers using the identi-

fier mapping provided by STRING. We mapped 6 960 395 proteins

in UniProt to our network and the resulting knowledge graph

embeddings. For the proteins with missing network representations,

we assigned a vector of zeros. We combined the knowledge graph

embeddings for the nodes with the output of the max-pooling layer

of length 832 as a combined feature vector.

2.6 Hierarchical classification layout
Using a fully connected layers for each class in GO, we created a hier-

archical classification neural network model that encodes for transitiv-

ity of subclass relations. We use only the subclass relations and create

a small neural network for each class in our subset of selected terms.

The concatenated sequence and PPI network features are passed to a

fully connected layer with 1024 neurons and its output is passed to the

hierarchically structured neural networks for classification. Each net-

work consists of one fully connected layer with a sigmoid activation

function, and takes as an input the output of first fully connected layer.

This layer is responsible for classifying the proteins for its term. To

ensure consistent hierarchical classification, for each class which has

children in GO, we created a merge layer which selects the maximum

value of the classification layers of the term and its children. Finally,

the output of the model is the concatenation of classification layers of

leaf nodes and the maximum layers of internal nodes. Figure 1 shows

the architecture of our neural network model.

2.7 Model implementation and optimization
In training, we minimize the multi-output binary cross entropy loss

function using the Rmsprop optimizer (Tieleman and Hinton, 2012)

with a mini batch of size 128 and learning rate of 0.01. Initially, the

weights of our model are initialized according to a uniform distribution

(Glorot and Bengio, 2010). We fit our model with 80% of our training

set and use the remaining 20% of the training set as a validation set. At

the end of each training epoch, we monitor the convergence of the

model on the validation set and keep the weights of the best performing

model. To prevent over-fitting of the model, we use dropout layers as

regularizers. We implement our model using the deep learning library

Keras with TensorFlow (Abadi et al., 2016) as a backend. To accelerate

the training process, we use NVIDIA Pascal X GPUs. The training time

for the Biological Process ontology model (which is the largest model)

is less than three hours and the inference time is less than one second.

We manually tuned the following set of parameters: minibatch size,

number of convolution filters, filter size, number of neurons in fully

connected layer and learning rate. We select the best parameters

depending on the value of validation loss. Supplementary Table S1

shows the validation losses for different embedding sizes and number of

convolution filters. We observe only small differences in validation loss

(based on binary cross entropy) for the different combinations of

parameters we evaluate. Source code for our implementation is avail-

able at https://github.com/bio-ontology-research-group/deepgo.

2.8 BLAST baseline and comparison
We use the BLAST (Altschul et al., 1997) sequence alignment

method as a baseline to compare our model’s performance. We use

BLAST to find the most similar sequence in a database of experi-

mentally annotated proteins for a query sequence and assign all its

annotations to the query sequence. We create a database for each

ontology with a proteins in our training set that have been annotated

with at least one term from the ontology. For a proteins in our test

set, we use the BLASTP program to obtain the protein with the high-

est alignment score from our training set and assign all its functional

terms to the protein from our test set.

For comparison, we obtain FFPred3 (Cozzetto et al., 2016) pre-

diction results for CAFA3 targets from http://bioinfadmin.cs.ucl.ac.

uk/downloads/ffpred/cafa3/ and GoFDR (Gong et al., 2016) results

through the web service available at http://gofdr.tianlab.cn/. We

apply these on a set of protein targets released on 05 June 2017 that

had no function annotations at the time of training. The dataset con-

tains 1367 proteins and 3619 annotations. It is available for down-

load at https://github.com/bio-ontology-research-group/deepgo.
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2.9 Evaluation
We evaluate our model performance with two measures (Clark and

Radivojac, 2013) that are used in CAFA challenge (Radivojac et al.,

2013). The first measure is a protein centric maximum F-measure.

Here, we compute F-measure for a threshold t 2 0;1½ � using the average

precision for proteins for which we predict at least one term and average

recall for all proteins. Then, we select the maximum F-measure of all

thresholds. We compute the Fmax measure using the following formulas:

pri tð Þ ¼
X

f I f 2 Pi tð Þ ^ f 2 Tið ÞX
f I f 2 Pi tð Þð Þ

(2)

rci tð Þ ¼
X

f I f 2 Pi tð Þ ^ f 2 Tið ÞX
f I f 2 Tið Þ

(3)

AvgPr tð Þ ¼ 1

m tð Þ �
Xm tð Þ

i¼1

pri tð Þ (4)

AvgRc tð Þ ¼ 1

n
�
Xn

i¼1

rci tð Þ (5)

Fmax ¼ max
t

2 � AvgPr tð Þ � AvgRc tð Þ
AvgPr tð Þ þ AvgRc tð Þ

� �
(6)

In these measures, f is GO class, Pi(t) is a set of predicted classes for

a protein i using a threshold t, and Ti is a set of annotated classes for

a protein i. Precision is averaged over the proteins where we at least

predict one term and m(t) is the total number of such proteins. n is a

number of all proteins in a test set.

The second measure is a term-centric where for each term f we

compute AUC of a ROC Curve of a sensitivity (or a recall) for a

given false positive rate (1 - specificity). We compute sensitivity and

specificity using the following formulas:

snf tð Þ ¼
X

iI f 2 Pi tð Þ ^ f 2 Tið ÞX
iI f 2 Tið Þ

(7)

spf tð Þ ¼
X

iI f 62 Pi tð Þ ^ f 62 Tið ÞX
iI f 62 Tð Þ

(8)

Here, Pi(t) is a set of predicted terms for a protein i using a threshold

t and Ti is a set of annotated terms for a protein i. Additionally, we

report a term-centric Fmax measure where for each term f we com-

pute the F-measure using threshold t and all proteins in our test set.

Then, we take the maximum for all the thresholds.

prf tð Þ ¼
X

iI f 2 Pi tð Þ ^ f 2 Tið ÞX
iI f 2 Pi tð Þð Þ

(9)

Fig. 1. Convolutional Neural Network Architecture. (1) The input of the model is a list of integer indexes of trig.rams generated from protein sequence and vector

of size 256 for protein PPI network representation. The trigram indexes are passed to an embedding layer which provides vector representations of size 128 for

each trigram. The output of an embedding layer is a matrix of size 1000 � 128 on which we apply convolution and max-pooling. We merge the flattened output of

the max-pooling layer and concatenate the resulting vector with the PPI network embeddings. This feature vector is then passed to hierarchically structured clas-

sification layers. (2) The hierarchically structured classification layers form a directed acyclic graph following the taxonomic structure of GO for is-a relations. For

each GO class we generate one fully connected layer with a sigmoid activation function that predicts whether the input should be classified with this GO class. To

ensure consistency, all non-leaf nodes in the graph use a maximum merge layers (rounded purple square) which outputs the maximum value of the classification

results for all child nodes and the internal node’s classification results. The output vector of the model is the concatenation of maximum merge layers of the inter-

nal nodes and the classification layers of the leaf nodes
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rcf tð Þ ¼
X

iI f 2 Pi tð Þ ^ f 2 Tið ÞX
iI f 2 Tið Þ

(10)

Fmaxf ¼ max
t

2 � prf tð Þ � rcf tð Þ
prf tð Þ þ rcf tð Þ

� �
(11)

Additionally, we compute global ROC AUC for all predictions

scores given by the models and Mathews Correlation Coefficient

(MCC) for a threshold which gives a maximum protein centric

F-measure. The ROC AUC is computed using the following formu-

las for a threshold parameter t:

AUC ¼
ð1
�1

TPR tð Þ �FPR0 tð Þð Þdt (12)

TPR tð Þ ¼ TP tð Þ
TP tð Þ þ FN tð Þ ;FPR tð Þ ¼ FP tð Þ

FP tð Þ þ TN tð Þ (13)

TP is a number of true positives, FN is a number of false negatives,

FP is a number of false positives and TN is a number of true nega-

tives. The MCC is computed using the following formula:

MCC ¼ TP � TN � FP � FNffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
TPþ FPð Þ TPþ FNð Þ TN þ FPð Þ TN þ FNð Þ

p (14)

3 Results

3.1 Feature learning and neuro-symbolic hierarchical

classification
We build a machine learning model that aims to address three chal-

lenges in computational function prediction: learning features to

represent a protein, predicting functions in a hierarchical output

space with strong dependencies, and combining information from

protein sequences with protein–protein interaction networks. The

first part of our model learns a vector representation for a protein

sequence which can be used as features to predict protein functions.

The second part of the model aims to encode for the functional

dependencies between classes in GO and optimizes classification

accuracy over the hierarchical structure of GO at once instead of

optimizing one model locally for each class. The intention is that

this model can identify both explicit dependencies between classes in

GO, as expressed by relations between classes encoded in the ontol-

ogy, as well as implicit dependencies such as frequently co-occurring

classes. While a single model over the entire GO would likely yield

best results, due to the size of the GO, we independently train three

models for each of GO’s three sub-ontologies, Molecular Function

(MF), Biological Process (BP) and Cellular Component (CC), and

focus exclusively on subclass relations between GO classes. We gen-

erate a series of fully connected layers, one for each class C in the

GO. Each of these layers has exactly one connection to an output

neuron, Out(C), and, for each direct subclass D of C, a connection

to another layer representing D. This architecture resembles the

hierarchical structure of GO and the dependencies between its

classes, ensures that discriminating features of each class can be

learned hierarchically while taking into account the symbolic rela-

tions in GO. More generally, each dense layer of this ontology-

structured neural network layout is intended to learn features that

can discriminate between its subclasses. Figure 1 illustrates the basic

architecture of our model.

We train three model in a supervised way (one model for each

of the GO ontologies). For this purpose, we first split all proteins

with manually curated GO annotations in SwissProt in a training

set (80%) and an evaluation set (20%). We use the manually

assigned GO functions of the proteins in the training set to train

our models. The performance of each model is globally optimized

over all the GO functions (within either the MF, BP, or CC hier-

archy) through back-propagation. We then evaluate the perform-

ance of our model on the 20% of proteins not used for training,

using the evaluation metrics developed and employed in the CAFA

challenge (Radivojac et al., 2013). Table 1 shows the overall per-

formance of our model and the comparison to using BLAST to

assign functions. We find that our model, which relies only on pro-

tein sequences (DeepGOSeq), outperforms BLAST in predicting

cellular locations, but does not achieve improved performance

compared to BLAST in the MF and BP ontologies when evaluated

either on the full set of GO functions or the subset used by our

model.

3.2 Incorporating protein networks
The majority of functions and biological processes in GO require

multiple proteins to be performed. One source of information for

proteins acting together can be obtained from protein–protein inter-

action networks. By adding information about protein–protein

interactions, we planned to improve our model’s performance, in

particular for prediction of associations to biological processes

which usually require more than one protein to be performed. We

encode protein–protein interactions as a multi-species knowledge

graph of interacting proteins in which proteins within a species are

linked through interacts-with edges and proteins in different species

through a orthologous-to edge. We then apply a method to generate

knowledge graph embeddings (Alshahrani et al., 2017) to this graph

and generate a vector representation for each protein. Furthermore,

we integrate this vector representation with the protein sequence

representation in our model, resulting in a multi-modal model

that utilizes both protein sequences and protein interactions.

Incorporating this network information significantly improves the

performance for almost all GO classes, and the overall performance

of our DeepGO method improves significantly in comparison with

DeepGOSeq which uses only protein sequence as a feature, and in

comparison to the BLAST baseline. Table 1 summarizes the results.

We find that the predictive performance of our model varies sig-

nificantly between proteins in different organisms, in particular

between single-cell and multi-cellular organisms. Table 2 summa-

rizes the performance we achieve for individual organisms, and fur-

ther broadly distinguishes between eukaryotic and prokaryotic

organisms. We find that DeepGO achieves high performance for

well-characterized model organisms, likely due to the rich character-

ization of protein functions in these organisms; other organisms do

not have a large set of manually asserted function annotations and

are therefore represented more sparsely in our evaluation set.

We compare DeepGO with two top-performing methods in pre-

vious CAFA challenges (Radivojac et al., 2013), FFPred3 (Cozzetto

et al., 2016) and GoFDR (Gong et al., 2016), on a benchmark

released as part of the CAFA3 competition. Neither DeepGO nor

FFPred3 or GoFDR have used the protein annotations in this bench-

mark during training. Table 3 shows the performance results of

DeepGO in comparison to FFPred3 and GoFDR on this benchmark

set. DeepGO achieves the highest AUC in all three GO branches,

while both FFPred3 and GoFDR outperform DeepGO in some GO

branches on Fmax, precision, recall, or MCC.

The UniProt database may contain orthologous proteins which

are almost identical and will have similar or identical functions.

To ensure that our testing dataset does not contain sequences that
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are highly similar to sequences in our training dataset, we clustered

the protein sequences by their sequence similarity. We computed

pairwise sequence identity using BLAST (Altschul et al., 1997) for

all the proteins with experimental annotations. Then we clustered

the protein sequences into two clusters by placing the sequences

with at least 50% sequence identity in the first cluster and all other

sequences in the second cluster. We used the first cluster as a train-

ing set and the second cluster as a testing set (both files are provided

as Supplementary files S1 and S2). Our training set contains 45 342

sequences and our testing set contains 15 368 sequences. Table 4

show the performance of our model in the scenario where we

evaluate on a set of sequences that are dissimilar to the sequences

used in training.

We further evaluated how well DeepGO performs on different

types of proteins. InterPro classifies proteins into families, domains

and important sites (Finn et al., 2017). We evaluate DeepGO’s per-

formance by grouping proteins by their InterPro annotations.

Supplementary Table S2 shows the performance for InterPro classes

with at least 50 protein annotations in our test set. We find that for

some important protein families, such as p53-like transcription fac-

tors (IPR008967), DeepGO can achieve high performance in all

three GO ontologies, while for other kinds of proteins, such as those

Table 1. Overview of our model’s performance and comparison to BLAST baseline

Method BP MF CC

F max AvgPr AvgRc AUC MCC Fmax AvgPr AvgRc AUC MCC Fmax AvgPr AvgRc AUC MCC

BLAST 0.314 0.302 0.327 0.372 0.367 0.377 0.362 0.321 0.417

DeepGOSeq 0.293 0.304 0.282 0.814 0.266 0.364 0.453 0.304 0.875 0.328 0.568 0.602 0.538 0.924 0.520

DeepGOFlat 0.387 0.393 0.382 0.899 0.395 0.451 0.529 0.393 0.925 0.428 0.632 0.635 0.629 0.966 0.595

DeepGO 0.395 0.412 0.379 0.896 0.397 0.470 0.577 0.397 0.928 0.438 0.633 0.643 0.624 0.967 0.592

BLAST (selected) 0.344 0.376 0.317 0.541 0.615 0.483 0.497 0.506 0.489

DeepGOSeq (selected) 0.322 0.319 0.324 0.814 0.266 0.392 0.453 0.346 0.875 0.328 0.574 0.602 0.548 0.924 0.520

DeepGOFlat (selected) 0.425 0.415 0.436 0.899 0.396 0.483 0.579 0.414 0.925 0.432 0.638 0.635 0.641 0.966 0.595

DeepGO (selected) 0.435 0.444 0.426 0.896 0.399 0.503 0.577 0.447 0.928 0.438 0.639 0.643 0.635 0.967 0.592

Note: The DeepGOSeq model uses only sequence information. DeepGOFlat uses both the protein sequence and network interactions as input, but instead of

hierarchically structured classification layers DeepGOFlat has one fully connected layer with sigmoid activation function to generate output predictions. Our final

DeepGO model uses sequence and interaction networks with hierarchical classification layers. The first part of the evaluation shows performance results when

considering all GO annotations (even those that our model cannot predict), while the second part focuses on the selected terms for which our model can generate

predictions. Best performing models are highlighted in bold.

Table 2. Performance of our method distinguished by organisms

Organism BP MF CC

Fmax AvgPr AvgRc AUC MCC Fmax AvgPr AvgRc AUC MCC Fmax AvgPr AvgRc AUC MCC

Eukaryotes 0.40 0.41 0.39 0.89 0.40 0.48 0.59 0.41 0.93 0.45 0.63 0.64 0.62 0.96 0.59

Human 0.42 0.46 0.39 0.89 0.42 0.51 0.64 0.42 0.94 0.46 0.60 0.58 0.61 0.96 0.56

Mouse 0.39 0.42 0.36 0.88 0.40 0.51 0.60 0.45 0.95 0.48 0.59 0.69 0.51 0.95 0.55

Rat 0.38 0.39 0.37 0.88 0.37 0.52 0.61 0.45 0.94 0.49 0.53 0.50 0.58 0.94 0.48

Fruit Fly 0.38 0.41 0.35 0.89 0.40 0.51 0.63 0.42 0.94 0.48 0.57 0.54 0.59 0.96 0.56

Yeast 0.45 0.46 0.43 0.93 0.46 0.42 0.49 0.37 0.91 0.38 0.57 0.55 0.59 0.96 0.56

Fission Yeast 0.42 0.43 0.41 0.91 0.41 0.40 0.40 0.39 0.91 0.35 0.77 0.77 0.78 0.98 0.74

Zebrafish 0.40 0.44 0.37 0.90 0.38 0.60 0.74 0.51 0.95 0.55 0.65 0.74 0.59 0.97 0.66

Prokaryotes 0.37 0.40 0.34 0.90 0.38 0.39 0.45 0.34 0.90 0.36 0.69 0.71 0.67 0.98 0.62

E.coli 0.40 0.42 0.38 0.93 0.42 0.40 0.47 0.35 0.93 0.38 0.73 0.76 0.70 0.99 0.66

Mycobacterium tuber-s 0.29 0.28 0.31 0.88 0.24 0.38 0.45 0.33 0.91 0.35 0.68 0.65 0.71 0.99 0.63

Pseudomonas aeruginosa 0.52 0.57 0.47 0.93 0.55 0.42 0.65 0.31 0.91 0.41 1.00 1.00 1.00 1.00 1.00

Bacillus subtilis 0.36 0.50 0.29 0.87 0.34 0.39 0.43 0.36 0.91 0.33 0.50 0.64 0.42 0.97 0.53

Note: We use the DeepGO model that combines both sequence and network information for this prediction. Best performance values are highlighted in bold.

Table 3. Evaluation of DeepGO, FFPred3 and GoFDR methods on a CAFA3 preliminary evaluation set

Method BP MF CC

F max AvgPr AvgRc AUC MCC Fmax AvgPr AvgRc AUC MCC Fmax AvgPr AvgRc AUC MCC

FFPred3 0.26 0.30 0.23 0.83 0.23 0.38 0.35 0.40 0.86 0.29 0.44 0.46 0.43 0.89 0.39

GoFDR 0.20 0.27 0.15 0.61 0.00 0.52 0.89 0.36 0.84 0.60 0.40 0.40 0.41 0.72 0.31

DeepGO 0.34 0.31 0.37 0.88 0.32 0.47 0.61 0.39 0.90 0.37 0.52 0.55 0.49 0.95 0.50
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with a Ubiquitin-related domain (IPR029071), DeepGO fails to pre-

dict annotations to BP and MF accurately.

Using a term-centric evaluation measure (Radivojac et al.,

2013), we test how accurate our predictions are for different GO

functions. Supplementary Table S3 shows the best performing GO

functions from each ontology. Unsurprisingly, high-level functions

with a large number of annotations generally perform significantly

better than more specific functions. We further test whether the var-

iance in predictive performance is intrinsic to our method or the

result of different amounts of training data available for proteins of

different families, with different domains, or for GO functions

with different number of annotations. We plot the predictive per-

formance of DeepGO as a function of the number of training

samples in Figure 2, and observe that performance is strongly corre-

lated with the number of training instances. However, due to

the hierarchical nature of GO, an increased number of training

instances will always be available for more general, high-level

functions. In the future, additional weights based on information

content of GO classes (Resnik, 1999) should be assigned to more

specific functions which contain more information (Clark and

Radivojac, 2013; Radivojac et al., 2013); using these weights during

training of our model may improve performance for more specific

functions.

For automated annotation of a large number of proteins, such

as the complete proteome of a newly sequenced organism, predic-

tion time is also important. To determine the time needed for pre-

dicting functions and cellular locations of multiple proteins, we

randomly selected 10 000 proteins of varying size from different

organisms and performed function prediction with DeepGO using

all three GO hierarchies, using an Intel Xeon E5-2680 CPU and an

Nvidia GeForce GTX TITAN Z GPU. DeepGO requires 15GB of

memory. As DeepGO relies on BLAST to identify a network

embedding for a query protein, the majority of time (16 000 s, or

1.6 s per protein on average) was needed to perform the BLAST

search. Actual prediction time for the neural network ranges

between 2.2 ms per protein (for the CC model) to 3.5 ms per pro-

tein (for the BP model). Our results are similar to the reported

results of GoFDR (Gong et al., 2016) where the majority of time is

required for BLAST search while actual prediction time is signifi-

cantly faster.

4 Discussion

4.1 Multi-modal function prediction
Computational approaches to function prediction have been devel-

oped for many years (Radivojac et al., 2013). One of the most basic

approaches for function prediction has been the use of BLAST

(Altschul et al., 1997) to identify proteins with high sequence simi-

larity and known functions, and assign the functions of the best

matching protein to the protein to be characterized. Approaches for

orthology-based function prediction include more comprehensive

modelling of evolutionary relations, including relations between

protein subdomains (Gaudet et al., 2011), and these can outperform

simple BLAST baseline experiments. Other approaches for function

prediction rely on structure prediction. It is well known that protein

ternary structure strongly influences a protein’s functions, but pre-

diction of protein structure remains a challenging computational

problem (Moult et al., 2014), and even with known protein struc-

ture, functions cannot always be predicted accurately. Additionally,

high-level physiological functions, such as vocalization behavior

(GO: 0071625), will not be predictable from a single protein’s

sequence or structure alone but require complex pathways and inter-

acting proteins, all of which contribute to the function. For this pur-

pose, several methods use protein–protein interaction networks to

identify significant links between proteins that can be used to trans-

fer functions, or significant network patterns that may be predictive

of a function (Baryshnikova, 2016; Jiang and McQuay, 2012; Kirac

and Ozsoyoglu, 2008; Nguyen et al., 2011).

While many of these approaches rely on hand-crafted features,

some approaches already applied feature learning (i.e. deep learning)

to parts of these data types. For example, feature learning

approaches have significantly improved the prediction of transcrip-

tion factor binding sites and functional impact of genomic variants

(Alipanahi et al., 2015; Zhou and Troyanskaya, 2015), and

DeepGO also utilizes feature learning on protein–protein interaction

networks (Alshahrani et al., 2017). Here, we have extended the

application of deep learning approaches in function prediction in

three ways: first, we apply feature learning through the use of a

CNN and embedding layer to learn a representation of protein

sequence; second, we developed a deep, ontology-structured classifi-

cation model that can refine features on each distinction present in

the GO; and third, we use multi-modal data sources, in particular

the protein sequence and information from protein–protein interac-

tion networks, within a single model. Through the multi-modal

nature of our machine learning model, other types of data can be

Fig. 2. Term centric performance. These plots show the performance of our model for each term in our subset of GO as a function of the number of supporting

proteins in test set which are annotated by the term

Table 4. Evaluation of DeepGO on a dataset split by sequence

identity

Model Fmax AvgPr AvgRc AUC MCC

BP 0.397 0.437 0.364 0.900 0.395

MF 0.403 0.495 0.339 0.908 0.359

CC 0.625 0.654 0.598 0.963 0.598
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integrated within the DeepGO model as long as they can be used as

input to a representation learning method that learns vector repre-

sentations. For example, protein structure information, if available,

could be incorporated in our model by adding another feature learn-

ing branch that generates dense, low-dimensional representations of

protein structure (Wang et al., 2017) and using these as input to our

hierarchical classifier. Furthermore, established function prediction

methods use several additional sources of information to generate

features for function prediction, including co-expression (Wass

et al., 2012), classification in functional protein families based on

protein domains (Das et al., 2015), and phylogenetic information

(Engelhardt et al., 2011). Adding these additional sources of infor-

mation may help to further improve DeepGO’s performance in the

future.

4.2 Hierarchical classification on ontologies
In addition to the multi-modal nature of features used in DeepGO,

another contribution of our work is the deep hierarchical classification

model that optimizes predictive performance on whole hierarchies,

accounts for class dependencies (i.e. the semantics of annotations in

GO) during training time, learns features in a hierarchical manner, and

is optimized jointly together with the feature learning component of

our model in an end-to-end manner. Our method can be applied to

other applications with a similarly structured output space and which

rely on learning feature representations. In particular, we plan to apply

our model for predicting disease associations of genes which are

encoded using the Disease Ontology (Osborne et al., 2009), or pheno-

type associations of genetic variants which are encoded using pheno-

type ontologies (Gkoutos et al., 2017).

The advantages of our model are its potential for end-to-end

learning, the global optimization and the potential to predict any

class given sufficient training data. In particular the end-to-end

learning provides benefits over approaches such as structured sup-

port vector machines (Sokolov and Ben-Hur, 2010), which generally

rely on hand-crafted feature vectors.

However, our model also has disadvantages. First, it needs large

amounts of training data for each class; this data is readily available

through the manual GO annotations that have been created for

many years, but will not easily be available for other areas of appli-

cation, such as predicting phenotype annotations or effects of var-

iants. Furthermore, our model is complex and requires large

computational resources for training, and therefore may not be

applicable in all settings.

In the future, we intend to extend our hierarchical model in several

directions. First, we plan to include more information from GO, in

particular parthood relations and regulatory relations, which may

provide additional information. We will also explore adding more

features, such as additional types of interactions (genetic interactions,

or co-expression networks), and information extracted from text.
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Abstract
An embedding is a function that maps entities from
one algebraic structure into another while preserv-
ing certain characteristics. Embeddings are be-
ing used successfully for mapping relational data
or text into vector spaces where they can be used
for machine learning, similarity search, or simi-
lar tasks. We address the problem of finding vec-
tor space embeddings for theories in the Descrip-
tion Logic EL++that are also models of the TBox.
To find such embeddings, we define an optimiza-
tion problem that characterizes the model-theoretic
semantics of the operators in EL++within Rn,
thereby solving the problem of finding an interpre-
tation function for an EL++theory given a partic-
ular domain ∆. Our approach is mainly relevant
to large EL++theories and knowledge bases such
as the ontologies and knowledge graphs used in the
life sciences. We demonstrate that our method can
be used for improved prediction of protein–protein
interactions when compared to semantic similarity
measures or knowledge graph embeddings.

1 Introduction
There has been a recent proliferation of methods that gener-
ate “embeddings” for different types of entities. Often, these
embeddings are functions that map entities within a certain
structure into a vector space Rn such that a set of structural
characteristics of the original structure are preserved within
the vector space. For example, word embeddings are gener-
ated for words within a corpus of text based on the distribu-
tion of words and their co-mentions [Mikolov et al., 2013].

Knowledge graph embeddings are used to project sets of
discrete facts into a vector space over real numbers and aim
to preserve some structural properties of the graph within
Rn [Nickel et al., 2016; Wang et al., 2017]. The embed-
dings can project entities and relations within a knowledge
graph into Rn such that they can naturally be used as features
for machine learning tasks such as classification, regression,
or clustering, or directly utilize similarity measures within

∗Contact Author

Rn for determining semantic similarity, performing reason-
ing by analogy, and thereby predict relations. Most knowl-
edge graph embedding approaches find the embedding func-
tion through optimization with respect to an objective func-
tion and, optionally, a set of constraints [Wang et al., 2017].

Inference in knowledge graphs is often limited to compo-
sition of relations. Model-theoretic languages such as De-
scription Logics can also be used to express relational knowl-
edge while adding operators that cannot easily be expressed
in graph-based form (quantifiers, negation, conjunction, dis-
junction) [Baader, 2003]. In particular the life sciences have
developed a large number of ontologies formulated in the
Web Ontology Language (OWL) [Grau et al., 2008], and
many of the life science ontologies fall in the OWL 2 EL
profile [Hoehndorf et al., 2011], which is based on the De-
scription Logics EL++[Motik et al., 2009]. The life science
ontologies are used to express domain knowledge and serve
as a foundation for analysis and interpretation of biological
data, for example through statistical measures [Subramanian
et al., 2005] or semantic similarity measures [Pesquita et al.,
2009]. Recently, “ontology embeddings” were developed for
life science ontologies that map classes, relations, and in-
stances in these ontologies into a vector space while preserv-
ing certain syntactic properties of the ontology axioms and
their deductive closure [Smaili et al., 2018]. However, em-
beddings that rely primarily on preserving syntactic proper-
ties of knowledge bases within a vector space are limited by
the kind of inferences that can be precomputed and expressed
in the knowledge representation language, and do not utilize
prior knowledge about the semantics of operators during the
search for an embedding function.

Here, we introduce EL Embeddings, a method to generate
embeddings for ontologies in the Description Logic EL++.
EL Embeddings explicitly generate – or approximate – mod-
els for an EL++theory and therefore approximate the inter-
pretation function. For this purpose, we formulate the prob-
lem of finding a model as an optimization problem over Rn.
An alternative view on EL Embeddings is that we extend
knowledge graph embeddings with the semantics of conjunc-
tion, existential quantification, and the bottom concept.

We demonstrate that the resulting embeddings can be used
for determining semantic similarity or suggest axioms that
may be entailed by the theory. As large EL++theories are
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Name Syntax Semantics
top > ∆I

bottom ⊥ ∅
nominal {a} {aI}
conjunction C uD CI ∩DI
existential re-
striction

∃r.C {x ∈ ∆I |∃y ∈ ∆I :
(x, y) ∈ rI ∧ y ∈ CI}

generalized
concept
inclusion

C v D CI ⊆ DI

instantiation C(a) aI ∈ CI
role assertion r(a, b) (aI , bI) ∈ rI

Table 1: Syntax and semantic of EL++ (omitting role inclusions and
concrete domains).

mainly used in the life sciences, we evaluate our approach on
a large knowledge base of protein–protein interactions and
protein functions. We show that our method can improve the
prediction of protein–protein interactions when compared to
semantic similarity measures and to knowledge graph embed-
dings.

2 Related work
2.1 The Description Logic EL++and its

application in life sciences
The Description Logic EL++ [Baader et al., 2005] is a De-
scription Logic for which subsumption can be decided in
polynomial time and which is therefore suitable for repre-
senting and reasoning over large ontologies. The syntax and
semantics of EL++ is summarized in Table 1 (omitting con-
crete domains which we will not consider here). EL++also
forms the basis of the OWL 2 EL profile of OWL [Motik et
al., 2009].

The ABox axioms (instantiation and role assertion) in
EL++can be eliminated by replacingC(a) with {a} v C and
r(a, b) with {a} v ∃r.{b}, and every EL++TBox can be nor-
malized into one of four normal forms: C v D, C uD v E,
∃R.C v D, and C v ∃R.D (where the bottom concept can
only appear on the right-hand side and only in the first three
normal forms) [Baader et al., 2005].
EL++ is widely used to represent and reason over life sci-

ence ontologies such as the Gene Ontology [Ashburner et
al., 2000], the Human Phenotype Ontology [Zemojtel et al.,
2016], or SNOMED CT [Schulz et al., 2009]. These on-
tologies are often large and require fast decision procedures
for automated reasoning, which EL++can provide [Baader
et al., 2005]. The ontologies in the life-science domain are
also used as components in knowledge graphs to structure
data and provide background knowledge about classes within
their domains.

2.2 Knowledge graph embeddings
Knowledge graph embedding methods have been developed
to map entities and their relations expressed in a knowledge
graph into a vector space while preserving relational and

other semantic information under certain vector space rela-
tions [Nickel et al., 2016]. Translation-based embeddings,
such as TransE [Bordes et al., 2013], generate vector space
representations of entities and relations in a graph such that
a + r ≈ b if r(a, b) is a relation in the knowledge graph.
Other approaches include methods for exploring the neigh-
borhood of nodes in the graph and encoding these nodes and
their relations [Wang et al., 2017].

Knowledge graphs are heterogeneous graphs with an ex-
plicit semantics and an inference relation; one way in which
the semantics of relations in a knowledge graph can be taken
into account when generating knowledge graph embeddings
is by pre-computing a limited form of deductive closure on
the graph before finding the embeddings [Nickel et al., 2016;
Wang et al., 2017]. Such an approach has also been applied
successfully in the life sciences where knowledge graph em-
beddings based on deductively closed graphs have been used
for predicting gene–disease associations or drug targets [Al-
shahrani et al., 2017].

2.3 Semantic similarity
A related yet alternative approach to using knowledge graph
embeddings for relational learning is the use of semantic sim-
ilarity measures to compare two classes within an ontology,
or two instances with respect to the axioms within an ontol-
ogy [Pesquita et al., 2009]. There is a wide range of semantic
similarity measures, most of which operate on graphs or sets
constructed from a theory syntactically (e.g., by applying a
certain closure on a theory to generate graphs) but can also
be applied to model structures such as the canonical models
of ALC theories [Harispe et al., 2015].

In life sciences, semantic similarity measures can be ap-
plied predictively [Pesquita et al., 2009]; ontologies pro-
vide biological features, and similarity between the biolog-
ical features can be indicative of an underlying biological re-
lation. For example, semantic similarity between proteins
linked to functions in the Gene Ontology [Ashburner et al.,
2000] can be used to determine protein–protein interactions
based on the biological assumption that interacting proteins
are likely to have similar functions [Kulmanov and Hoehn-
dorf, 2017]; similarly, semantic similarity measures are used
to identify candidate genes associated with diseases [Al-
brecht and Schlicker, 2007]. Widely-applied semantic sim-
ilarity measures in life sciences include Resnik’s similarity
[Resnik, 1995] or the weighted Jaccard index [Pesquita et al.,
2009]. Recently, semantic similarity is also measured based
on knowledge graph embeddings, for example for predicting
protein–protein interactions [Smaili et al., 2018].

3 Geometric models for EL++

3.1 Relation model and normalization
Our aim is to extend knowledge graph embeddings so that
they incorporate the EL++operators (conjunction, existential
quantification) and can express the bottom concept⊥. We use
a relational embedding model, TransE [Bordes et al., 2013],
to map relations into Rn. We chose TransE due to its sim-
plicity; however, our method can accommodate different re-
lational models.

286



Let O = (C,R, I; ax) be an EL++ontology consisting of
a set of class symbols C, relation symbols R, individual sym-
bols I, and a set of axioms ax. We first transform ax into
a normal form following [Baader et al., 2005]; we eliminate
the ABox by replacing each individual symbol with a single-
ton class and rewriting relation assertions r(a, b) and class
assertions C(a) as {a} v ∃r.{b} and {a} v C. Using the
conversion rules in [Baader et al., 2005] we transform the set
of axioms into one of four forms where C,D,E ∈ C and
R ∈ R: C v D; C uD v E; C v ∃R.D; ∃R.C v D.

3.2 Objective functions
If an EL++theory T has a model then it also has an infinite
model, and therefore it also has a model with a universe of
Rn for any n (Löwenheim–Skolem upwards) [Barwise and
Etchemendy, 2002]. The embedding function our model aims
to find is intended to approximate the interpretation function
I in the EL++semantics (Table 1). Specifically, our embed-
ding function η aims to map each class C to an open n-ball in
Rn (η(C)) and every binary relation r to a vector in Rn. We
define a geometric ontology embedding η as a pair (fη, rη)
of functions that map classes and relations in O into Rn,
fη : C ∪ R 7→ Rn and rη : C 7→ R. The function fη(x)
maps a class to its center or maps a relation to its embedding
vector, and rη(x) maps a class x to the radius associated with
it.

We formulate one loss function for each of the normal
forms so that the embedding η preserves the semantics of
EL++geometrical within Rn. The total loss for finding η is
the sum of the loss functions for all the normal forms. We
first assume that none of the classes are ⊥. The first loss
function (Eqn. 1) aims to capture the notion that, if C v D,
then η(C) should lie in η(D). For all loss functions we use a
margin parameter γ; if γ < 0 then η(C) lies properly inside
η(D). Also, we add normalization loss for all class embed-
dings in the loss functions, essentially moving the centers of
all n-balls representing classes to lie on the unity sphere.

lossCvD(c, d) =

max(0, ‖fη(c)− fη(d)‖+ rη(c)− rη(d)− γ)

+ | ‖fη(c)‖ − 1|+ | ‖fη(d)‖ − 1|
(1)

The loss function for the second normal form (Eqn. 2),
C u D v E, should capture the notion that the intersec-
tion or overlap of the n-balls representing C andD should lie
within the n-ball representing E; while the overlap between
η(C) and η(D) is not in general an n-ball, the loss should
characterize the smallest n-ball which includes the intersec-
tion of η(C) and η(D) and minimizes its non-overlap with
η(E). Let h =

rη(c)
2−rη(d)2+‖fη(c)−fη(d)‖2

2‖fη(c)−fη(d)‖ , then the center
and radius of the smallest n-ball containing the intersection of
η(C) and η(D) are fη(c)+ h

‖fη(c)−fη(d)‖ (fη(d)−fη(c)) and√
rη(c)2 − h2, respectively. However, we found it difficult to

implement this loss due to very large gradients and therefore
use the approximation of this loss given in Eqn. 2. The first
term in Eqn. 2 is a penalty when the n-balls representing C
and D are disjoint; the second and third terms force the cen-
ter of η(E) to lie inside the intersection of η(C) and η(D);

the fourth term makes the radius of η(E) to be larger than the
radius of the smallest n-balls of the intersecting classes; this
radius is strictly larger than the radius of the smallest n-ball
containing the intersection and therefore satisfies the condi-
tion that the intersection should lie within η(E).

lossCuDvE(c, d, e) =

max(0, ‖fη(c)− fη(d)‖ − rη(c)− rη(d)− γ)

+ max(0, ‖fη(c)− fη(e)‖ − rη(c)− γ)

+ max(0, ‖fη(d)− fη(e)‖ − rη(c)− γ)

+ max(0,min(rη(c), rη(d))− rη(e)− γ)

+ | ‖fη(c)‖ − 1|+ | ‖fη(d)‖ − 1|+ | ‖fη(e)‖ − 1|

(2)

The first two normal forms do not include any quantifiers or
relations. Every point that lies properly within an n-ball rep-
resenting a class is a potential instance of that class, and we
apply relations as transformations on these points (following
the TransE relation model). Therefore, relations are transfor-
mations on n-balls. Equations 3 and 4 capture this intention.

lossCv∃R.D(c, d, r) =

max(0, ‖fη(c) + fη(r)− fη(d)‖+ rη(c)− rη(d)− γ)

+ | ‖fη(c)‖ − 1|+ | ‖fη(d)‖ − 1|
(3)

loss∃R.CvD(c, d, r) =

max(0, ‖fη(c)− fη(r)− fη(d)‖ − rη(c)− rη(d)− γ)

+ | ‖fη(c)‖ − 1|+ | ‖fη(d)‖ − 1|
(4)

In the normal forms for EL++, ⊥ can only occur on the
right-hand side in three of the normal forms. We formulate
separate loss functions for the cases in which⊥ appear. First,
C u D v ⊥ states that C and D are disjoint and therefore
η(C) and η(D) should not overlap. Equation 5 captures dis-
jointness loss.

lossCuDv⊥(c, d, e) =

max(0, rη(c) + rη(d)− ‖fη(c)− fη(d)‖+ γ)

+ | ‖fη(c)‖ − 1|+ | ‖fη(d)‖ − 1|
(5)

Loss 6 captures the intuition that a class is unsatisfiable by
minimizing the radius rη of the class.

lossCv⊥(c) = rη(c) (6)

Since we use TransE as model for relations, the radius of
an n-ball cannot change after a transformation by a relation.
Therefore, we use the same loss (Eqn. 7) for ∃R.C v ⊥.

loss∃R.Cv⊥(c, r) = rη(c) (7)

While our model does not need negatives, we can use neg-
atives as in translating embeddings to improve predictive per-
formance. For this purpose, we add an optional loss for
C 6v ∃R.D as in Equation 8.
lossC 6v∃R.D(c, d, r) =

max(0, rη(c) + rη(d)− ‖fη(c) + fη(r)− fη(d)‖+ γ)

+ | ‖fη(c)‖ − 1|+ | ‖fη(d)‖ − 1|
(8)
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Finally, we add the constraints rη(>) = ∞ to capture
the intuition that the interpretation of > is ∆I = Rn, and
rη(x) ≥ 0 for all x.

3.3 Embeddings and models
Theorem 1 (Correctness). Let T be a theory in EL++. If
γ ≤ 0 and lossn(η(T )) = 0 then T has a model.

We outline a proof of this theorem. First, we set ∆ =
Rn. By construction, > = ∆I = Rn. We interpret each
class C as the set of points lying within the open n-ball η(C),
CI = {x ∈ Rn| ‖fη(C)− x‖ < rη(C)} and every binary
relation r as a set of tuples rI = {(x, y)|x + fη(r) = y}.
We need to show that the conditions in Table 1 are satisfied
if loss(T ) = 0. The loss is the sum of losses for the four
normal forms, all of which are non-negative.

The remaining conditions are preserved for each of the
four normal forms and their respective losses: by construc-
tion, normal form 1 ensures that, if C v D is in the TBox,
then CI ⊆ DI ; the loss of normal form 2, C u D v
E, constructs the smallest n-ball containing the intersection
of η(C) and η(D) and ensures that this n-ball lies within
the η(E); normal form 3, C v ∃R.D, applies a relation
transformation to all instances x of C (i.e., it constructs
fη(x) + fη(R) for all elements x of the n-ball η(C)) and
ensures that each instance of C lies within η(D), there-
fore ensuring that {x ∈ Rn| ‖fη(C)− x‖ < rη(C)} ⊆
{x ∈ Rn| ‖fη(D) + fη(R)− x‖ < rη(D)} and therefore
η(C) ⊆ {x ∈ Rn|∃y ∈ ∆I : (x, y) ∈ RI ∧ y ∈ DI};
normal form 4 trivially satisfies ∃R.C v D. It follows simi-
larly from the loss functions 5–7 that⊥ is interpreted as ∅; the
only case requiring more attention is C uD v ⊥ where it is
possible that the hyperspheres bounding the n-balls η(C) and
η(D) touch. In our interpretation, we assume that hyperballs
are open so that the n-balls are disjoint even if their bounding
hyperspheres touch.

3.4 Training and Implementation
While our algorithm can find, or approximate, a model with-
out any negative samples for any of the four normal forms,
these models are usually underspecified. We intend to use
our embeddings for relational learning which benefits from a
representation in which asserted and implied axioms can be
discriminated from those that should not hold true. There-
fore, we follow a similar strategy for sampling negatives as
in TransE and randomly generate corrupted axioms in third
normal form (C v ∃R.D) by replacing either C or D with a
class C ′ or D′ such that neither C ′ v ∃R.D nor C v ∃R.D′
are asserted axioms in the ontology.

We randomly initialize the embeddings for classes and re-
lations. We then sample formulas for each loss function
in mini-batches and update the embeddings with respect to
the sum of the loss functions (see Algorithm 1). We im-
plement the algorithm in two parts. First, the processing
of ontologies in OWL format and normalization into the
EL++normal forms are performed using the OWL API and
the APIs provided by the jCel reasoner which implements the
EL++normalization rules [Mendez, 2012]. Training of em-
beddings and optimization is done using Python and the Ten-

sorFlow library, and we use the Adam optimizer [Kingma and
Ba, 2014] for updating embeddings.

Algorithm 1: Algorithm used for training EL Embed-
dings.

input : An ontology O = (C,R, I; ax) in OWL
format; margin γ; dimension n; epochs
epochs; batchsize bs

output: embeddings (fη, rη)

1 // eliminate ABox
2 C ← C ∪ {a} for each a ∈ I
3 ax← ax ∪ ({a} v ∃r.{b}) for each r(a, b) ∈ ax
4 ax← ax ∪ ({a} v C) for each C(a) ∈ ax
5 // apply EL++normalization rules
6 (axnf1, axnf2, axnf3, axnf4) = normalize(ax)
7 // separate axioms with ⊥ for NF 1, 2 and 4
8 (axnf1, axbot1) = separate(axnf1)
9 (axnf2, axbot2) = separate(axnf3)

10 (axnf4, axbot4) = separate(axnf4)
11 // generate negatives for proteins in NF 3
12 negnf3 = negatives(axnf3)
13 D ← {axnf1} ∪ {axnf2} ∪ {axnf3} ∪ {axnf4} ∪
{axbot1} ∪ {axbot2} ∪ {axbot4} ∪ {negnf3}

14 // initialize embeddings
15 fη(c) = uniform(0, 1) for each c ∈ C
16 rη(c) = uniform(0, 1) for each c ∈ C
17 fη(r) = uniform(0, 1) for each r ∈ R
18 for e ∈ epochs do
19 // Randomly sample a minibatch of size bs for each

loss type
20 (snf1, snf2, snf3, snf4, sbot1, sbot2, sbot4, sneg) =

sample(D, bs)
21 // Update embeddings w.r.t.
22

∑∇loss(snf1, snf2, snf3, snf4, sbot1, sbot2, sbot4, sneg)
23 end

4 Experiments

4.1 Example: Family domain

We first construct a simple test knowledge base to test our
model. We use the family domain in which we generate a
knowledge base that contains examples for each of the nor-
mal forms (Eqn. 9–20). We chose a margin γ = 0 and an em-
bedding dimension of 2 so that we can visualize the generated
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Method Raw
Hits@10

Filtered
Hits@10

Raw
Hits@100

Filtered
Hits@100

Raw
Mean
Rank

Filtered
Mean
Rank

Raw
AUC

Filtered
AUC

TransE
(RDF)

0.03 0.05 0.22 0.27 855 809 0.84 0.85

TransE
(plain)

0.06 0.13 0.41 0.54 378 330 0.93 0.94

SimResnik 0.08 0.18 0.38 0.49 713 663 0.87 0.88
SimLin 0.08 0.17 0.34 0.45 807 756 0.85 0.86
EL Embed-
dings

0.10 0.23 0.50 0.75 247 187 0.96 0.97

Table 2: Prediction performance for yeast protein–protein interactions.

Method Raw
Hits@10

Filtered
Hits@10

Raw
Hits@100

Filtered
Hits@100

Raw
Mean
Rank

Filtered
Mean
Rank

Raw
AUC

Filtered
AUC

TransE
(RDF)

0.02 0.03 0.12 0.16 2262 2189 0.85 0.85

TransE
(plain)

0.05 0.11 0.32 0.44 809 737 0.95 0.95

SimResnik 0.05 0.10 0.23 0.28 2549 2475 0.83 0.83
SimLin 0.04 0.08 0.19 0.22 2818 2743 0.81 0.82
EL Em-
beddings

0.09 0.22 0.43 0.70 707 622 0.95 0.96

Table 3: Prediction performance for human protein–protein interactions.
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Figure 1: Visualization of embeddings in the family domain exam-
ple.

embeddings in R2. Figure 1 shows the resulting embeddings.

Male v Person (9)
Female v Person (10)
Father vMale (11)
Mother v Female (12)
Father v Parent (13)
Mother v Parent (14)

Female uMale v ⊥ (15)
Female u Parent vMother (16)
Male u Parent v Father (17)
∃hasChild.Person v Parent (18)

Parent v Person (19)
Parent v ∃hasChild.> (20)

4.2 Protein–protein interactions
Prediction of interactions between proteins is a common
task in molecular biology that relies on information about
sequences as well as functional information [Pesquita et
al., 2009; Kulmanov and Hoehndorf, 2017]. The informa-
tion about the functions of proteins is represented through
the Gene Ontology (GO) [Ashburner et al., 2000], a large
manually-created ontology with over 45,000 classes and
100,000 axioms. GO can be formalized in OWL 2 EL and
therefore falls in the EL++formalism [Golbreich and Hor-
rocks, 2007]. Common approaches to predicting protein–
protein interactions (PPIs) include network-based approaches
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and the use of semantic similarity measures [Kulmanov and
Hoehndorf, 2017].

We use the PPI dataset provided by the STRING database
[Roth et al., 2016] to construct a knowledge graph of proteins
and their interactions. We construct two graphs for human
and yeast organisms with relations for which a confidence
score of 700 or more is assigned in STRING (following rec-
ommendations in STRING [Roth et al., 2016]); if an inter-
action between two proteins P1 and P2 exists in STRING,
we assert interacts(P1, P2). We further add the associa-
tions of proteins with functions from the GO, provided by
STRING, together with all classes and relations from GO.
For this we use two representation patterns. First, we gener-
ate an OWL representation in which proteins are instances,
and if protein P is associated with the function F we add
the axiom {P} v ∃hasFunction.F (based on the ABox ax-
iom (∃hasFunction.F )(P )). We use this information to-
gether with the native OWL version of GO provided by the
OBO Foundry repository [Smith et al., 2007]; when applying
knowledge graph embeddings to this representation, we use
the RDF serialization of the complete OWL knowledge base
as the knowledge graph. While the OWL-based represen-
tation is suitable for our EL Embeddings, knowledge graph
embeddings and semantic similarity measures would benefit
from a graph-based representation. We therefore create a sec-
ond representation in which we replace all axioms of the type
X v ∃R.Y in GO with a relation R(X,Y ), and link pro-
teins to their functions using a hasFunction relation (i.e., if
protein P has function F , we assert R(P, F )).

We generate a training, testing, and validation split
(80%/10%/10%) from interaction pairs of proteins. We use
the TransE [Bordes et al., 2013] implementation in the Py-
KEEN framework [Jabeen et al., 2019] on both represen-
tations (native OWL/RDF and the “plain” representation)
to generate knowledge graph embeddings and use them for
link prediction. We implement two semantic similarity mea-
sures, Resnik’s similarity [Resnik, 1995] and Lin’s similarity
[Harispe et al., 2015], together with the best-match average
strategy for combining pairwise class similarities [Pesquita
et al., 2009; Harispe et al., 2015], and compute the similarity
between proteins based on their associations with GO classes.
To predict PPIs with EL Embeddings, we predict whether ax-
ioms of the type {P} v ∃hasFunction.{F} hold. We use
the similarity-based function in Eqn. 21 for this prediction.
sim(c, r, d) = −max(0, ‖fη(c) + fη(r)− fη(d)‖

−rη(c)− rη(d)− γ)
(21)

We evaluate the predictive performance based on recall at
rank 10, rank 100, mean rank and area under the ROC curve
using our validation set. In our experiments, we perform
an extensive search for optimal parameters for TransE and
our EL Embeddings, testing embeddings sizes of 50, 100,
200, and 400. We also evaluate the performance with dif-
ferent margin parameters γ, using −0.1, −0.01, 0, 0.01, and
0.1. The optimal set of parameters for EL Embeddings are
embedding size = 50 and γ = −0.1. For TransE (plain)
embedding size = 50 (human) and 100 (yeast), for TransE
(RDF) embedding size = 400 (human) and 200 (yeast)1.

1Detailed results are available at https://www.dropbox.com/s/

We report results on our testing set in Table 2 for the yeast
PPI dataset and in Table 3 for the human PPI dataset.

For a query interaction interacts(P1, P2) we predict inter-
actions of P1 to all proteins from our training set and identify
the rank of P2. Then we compute the mean of ranks for all
interactions in our testing set. We refer to this result as raw
mean rank. Since the interactions from our training and val-
idation set will rank higher than those in our testing set, we
perform this evaluation excluding training and validation in-
teractions and report them as Filtered. We further report the
area under the ROC curve (AUC) which is more commonly
used for evaluating PPI predictions [Kulmanov and Hoehn-
dorf, 2017; Alshahrani et al., 2017].

5 Discussion
Knowledge graph embeddings and other forms of relational
learning methods are increasingly applied in scientific tasks
such as prediction of protein–protein interactions, gene–
disease associations, or drug targets. Our work on EL Em-
beddings is motivated by the need to incorporate background
knowledge into machine learning tasks. This need exists in
particular in scientific domains in which large formal knowl-
edge bases have been created that can be utilized to constrain
optimization or improve search. Our embeddings are based
on the Description Logic EL++which is widely used in life
science ontologies [Smith et al., 2007] and combined with bi-
ological knowledge graphs [Alshahrani et al., 2017]. EL Em-
beddings generate models for EL++theories and do not rely
on precomputing deductive closures of graphs, and account
for the semantics of conjunction, existential quantifiers, and
the bottom concept (and therefore basic disjointness between
classes).

While EL embeddings do not require negatives, we im-
plement a form of negative sampling by randomly chang-
ing classes in axioms, similarly to how TransE and other
knowledge graph embeddings generate negatives [Wang et
al., 2017]. In future work, we intend to explore more of the
negatives that arise from the EL++theories directly. For ex-
ample, we can encode the unique names assumption by as-
serting {a} u {b} v ⊥ for all instances a, b ∈ I , and infer
further negatives by exploring disjointness.

Another limitation of our method is the use of TransE as
relational model which does not allow us to capture role in-
clusion axioms or model relations that are not one-to-one re-
lations. Most of the EL Embedding loss functions require no
or little changes when using a different relation model; how-
ever, as a consequence of using TransE as relation model, for
example the loss function for ∃R.C v ⊥ is degenerate and
will need to be modified. Extending the relation model is not
the only extension possible to our model; in the future, we
also intend to explore improvements towards covering more
expressive logics than EL++.

wresfh9fkfah4ei/supplement.pdf?dl=0.
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Abstract. Recent developments in machine learning have lead to a rise of large
number of methods for extracting features from structured data. The features
are represented as a vectors and may encode for some semantic aspects of
data. They can be used in a machine learning models for different tasks or
to compute similarities between the entities of the data. SPARQL is a query
language for structured data originally developed for querying Resource De-
scription Framework (RDF) data. It has been in use for over a decade as a stan-
dardized NoSQL query language. Many different tools have been developed
to enable data sharing with SPARQL. For example, SPARQL endpoints make
your data interoperable and available to the world. SPARQL queries can be ex-
ecuted across multiple endpoints. We have developed a Vec2SPARQL, which
is a general framework for integrating structured data and their vector space
representations. Vec2SPARQL allows jointly querying vector functions such as
computing similarities (cosine, correlations) or classifications with machine
learning models within a single SPARQL query. We demonstrate applications
of our approach for biomedical and clinical use cases. Our source code is freely
available at https://github.com/bio-ontology-research-group/vec2sparql and
we make a Vec2SPARQL endpoint available at http://sparql.bio2vec.net/.

Keywords: SPARQL · vector space · knowledge graph

1 Introduction

SPARQL is a standardized NoSQL query language originally developed for data rep-
resented in the Resource Description Framework (RDF) [36] format. It supports ba-
sic inference on graphs and can be used to query multiple endpoint simultaneously.
The flexibility of SPARQL has led the development of a large number of adapters and
wrappers that enable querying data formats and storage technologies beyond RDF,
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including SQL databases [29], text files and large tables [10], or any other kind of
structured data.

The flexibility and wide applicability of SPARQL makes it well suited for manag-
ing large heterogeneous data infrastructures such as found in many clinics and hos-
pitals [35], or complex research data infrastructures such as UniProt [42] and other
genomic databases [18].

SPARQL is well-suited for querying structured data, including metadata. How-
ever, it is not well suited to query the “content” of unprocessed and unstructured
data such as images, videos, or large text corpora. For example, querying all chest x-
ray images in a database that show a cardiomegaly in male patients is possible using
SPARQL based on the metadata attached to the images but cannot be done based
on the content of the images alone. Methods that could determine whether an x-ray
image shows such a phenotype will commonly rely on extracting features from an
image and using a machine learning algorithm.

Recently, several machine learning methods have been developed that extract
features from unstructured data. These features are represented within a vector space
and may encode some aspects of semantics. Deep learning techniques have been
applied to images [34], audio [14], video [19], but also to domain-specific data types
such as protein sequences [21] or DNA [45]. Deep Learning models can also be ap-
plied to structured datasets such as RDF itself [2, 32], or to formal knowledge bases
and ontologies [38]. To collect domain-specific deep learning models, domain spe-
cific model repositories have been developed in which these models are shared and
made reusable and interoperable [6].

The vector space feature representations generated from deep learning models
can also be queried using functions that perform vector operations and may have
some defined semantics. For example, similarity measures such as cosine similarity,
correlation coefficients between vectors, or other similarity measures are sometimes
used to determine relatedness between entities from which features were extracted
[24, 25], and certain vector transformation may be used for analogical reasoning and
inference [7, 8].

While the vector space representations resulting from machine learning systems
enable a type of query on a dataset, the kinds of queries that can be asked about
vector space representations are largely disconnected from SPARQL. SPARQL is ap-
plicable to querying of structured data and meta-data, while vector operations can
identify semantic relatedness based on features extracted from an item. It can be use-
ful to combine queries involving semantic relatedness (with respect to a particular
feature extraction model) and structured information represented as meta-data. For
example, once feature vectors are extracted from images, meta-data that is associ-
ated with the images (such as geo-locations, image types, author, or similar) could be
queried using SPARQL and combined with the semantic queries over the feature vec-
tors extracted from the images themselves. Such a combination would, for example,
allow to identify the images authored by person a that are most similar to an image
of author b; it can enable similarity- or analogy-based search and retrieval in pre-
cisely delineated subsets; or, when feature learning is applied to structured datasets,
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can combine similarity search and link prediction based on knowledge graph em-
beddings with structured queries based on SPARQL.

Here, we present a general framework to integrate vector space representations of
data together with their metadata, and query both within a joint framework. We im-
plement a prototype of this framework using (a) a repository of feature vector repre-
sentations associated with entities in a knowledge graph, (b) a mapping between the
entities in the repository and the knowledge graph, (c) a method to retrieve entities
from the repository based on vector space operations, among a specified set of enti-
ties, and (d) a set of function extensions for SPARQL that make this search accessible
from within a SPARQL query and semantically integrate these operations with the
SPARQL syntax and semantics. We make our prototype implementation as well as a
demo freely available on Github (https://github.com/bio-ontology-research-group/
vec2sparql). Furthermore, we demonstrate using biomedical, clinical, and bioinfor-
matics use cases how our approach can enable new kinds of queries and applica-
tions that combine symbolic processing and retrieval of information through sub-
symbolic semantic queries within vector spaces.

2 Vector space projections and operations

A large number of machine learning models have been developed that can take data
of various types as input and project them onto vectors that capture or represent
some aspects of the semantics within a vector space. A large number of models are
available for text [24], knowledge graphs [2, 7, 32], images (x-ray, dermascope, etc.)
[30, 12], and audio [14].

In the case of RDF and OWL data, the vector space projection can be done either
trivially by representing classes as binary vectors or through machine learning. As an
example for the first case, a type of genes could be represented as a binary vector
based on its associated GO classes to be further used in a similarity measurement
such as a wide range of semantic similarity measures [13, 28] or vector similarity
measures, to determine functionally similar genes. For more complex data, however,
machine learning algorithm can now be used to extract relevant features and gen-
erate vector representations of nodes and relations in knowledge graphs. As these
vector aim to encode information about nodes that represent the local structure in
which a node is embedded, these vectors are called knowledge graph embeddings.

For example, these embeddings can be generated based on a random walk ap-
proach in combination with word2vec [26, 2] to generate embeddings for diseases,
genes, or drugs [1], and which have shown utility in predicting gene-disease asso-
ciations. Other approaches rely on constrained optimization where certain invari-
ances that exist in a knowledge graph are preserved with respect to certain vector
space operations. For example, Translational Embeddings (TransE) [7] which repre-
sent knowledge graph relations as translations in a vector space. A number of trans-
lational embedding methods have been proposed which are based on TransE [44, 16,
17]

Once the biomedical entities are represented as vectors, different methods can be
applied to measure the similarity between the entities. The most widely used simi-
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larity measures for vectors generated as word or knowledge graph embeddings are
cosine similarity, and, for many types of feature vectors, also correlation coefficients
(e.g., Pearson and Spearman correlation) which are often used to compare features
and identify similarity between entities.

Cosine similarity measures the orientation of two n-dimensional vectors. It is cal-
culated by the dot product of two numeric vectors, and it is normalized by the dot
product of the vectors’ magnitudes. Output values close to 1 indicate high similarity.
Cosine similarity between two vectors x and y is formally defined in equation 1 as
follows:

cos(xxx, yyy) = xxx · yyy

||xxx|| · ||yyy || (1)

The Pearson correlation coefficient is used to measure linear relationships be-
tween two variables. An output value of 1 represents a perfect positive correlation,
−1 indicates a perfect negative relationship, and 0 indicates the absence of a rela-
tionship between variables. Peason’s correlation coefficient of X and Y is formulated
as:

ρ = cov(X ,Y )

σxσy
(2)

However, in general, any function f :Rn ×Rn 7→R that takes two vectors as input
and outputs a real number can be used to determine similarity between vectors and
potentially measure a form of “semantic” similarity between the entities represented
by the vectors. Specifically, artificial neural networks (ANNs) can implement (or ap-
proximate) any function [15] and can be trained to output specific types of similarity,
for example using a sigmoid classification function as output.

Computing similarity is not the only operation that can be performed on vec-
tor spaces. Some vector space models are built to preserve certain semantic invari-
ances under other operations, such as addition and subtraction of vectors. For ex-
ample, analogical reasoning can be performed using addition and subtraction based
on word embeddings generated by Word2Vec [24], and in translational embedding
models it is possible to add relation vectors to vectors representing nodes in the
graph to perform multi-relational link prediction [7, 44, 16, 17].

3 Vec2SPARQL: jointly querying structured data and vector space
representations

Vec2SPARQL bridges vector space embeddings of entities and the structured data
about the entities that are accessible through SPARQL in a single framework. Vec2SPARQL
assumes on the vector space side the existence of a repository (or a set) of vectors
and the ability to perform certain vector space operations (such as computing sim-
ilarity between two vectors). Each vector representation must be identified through
an Internationalized Resource Identifier (IRI). The vectors, their IRIs, and the vec-
tor space operations should be made available through an API. On the SPARQL side,
Vec2SPARQL assumes the existence of a SPARQL end-point linked to either struc-
tured data (e.g. knowledge graph) or semi-structured data (e.g., text documents). In
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SPARQL, entities and relations are identified through an IRI. Vec2SPARQL assumes
that there is an overlap between the IRIs accessible through the SPARQL endpoint
and the IRIs that are used to identify the vectors. The underlying idea is that the
structured and semi-structured information about an entity can be queried through
SPARQL, and the unstructured information about the entity can be queried through
the vector space representations. For example, we can identify metadata about chest
x-ray images in SPARQL, including an IRI to identify the image, the date the image
was taken, the anatomical location, the diagnosis, and other meta-data relating to
a patient; then, using a feature extractor for x-ray images, we can generate a vector
representation and identify the vector with the same IRI as the image, and use vector
space similarity (e.g., Pearson correlation coefficients) to identify similar or related
images. Vec2SPARQL enables a bi-directional information flow between both types
of information and combinations of these queries.

Specifically, in Vec2SPARQL, we extend the SPARQL query syntax by adding two
custom functions with a particular semantics. The first function is similarity(?x, ?y)
where x and y are entities that are identified by an IRI in SPARQL. The function com-
putes similarity of the corresponding embedding vectors. similarity is an expression
function and can be used in FILTER, BIND, and SELECT statements.

The second function in Vec2SPARQL is called mostSimilar(?x,n) where x is an IRI
of an entity accessible through SPARQL and for which a vector representation exists,
and n is an integer. mostSi mi l ar is a property function that allows to create new
matches within a query using a similarity function define on the vector representa-
tions of entities. As a result of this function we will get n entities which are the most
similar to x and can further be processed with query operators.

Vec2SPARQL is implemented using ARQ, which is a query engine for Apache Jena
[9]. It currently implements only a single similarity function (cosine similarity) but
can easily be extended to other functions. When multiple different similarity func-
tions are to be used, we will extend the Vec2SPARQL functions with an additional
argument that specifies which function to use.

Vec2SPARQL can easily be run using a Docker [23]. Docker is an open-source
container software which allows to distribute, deploy and run a software tools in a
virtual environment. We have configured a docker image which installs all required
dependencies and builds the Vec2SPARQL executable in order to start the SPARQL
endpoint.

4 Remote querying of vector similarity

To build a more flexible infrastructure we do not maintain the repository of vec-
tor representations or compute the similarity functions directly in Vec2SPARQL but
rather use an API that consists of a repository of such vectors and a set of functions
(mainly search by similarity) to execute on them. For this purpose, we rely on the
prototypical Bio2Vec platform. Bio2Vec is a platform for representing, sharing, inte-
grating, and querying vector space embeddings. Its current content covers embed-
dings from text, knowledge graphs, and biological interaction networks, and has vec-
tor representations of several types of biological and biomedical entities, including
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gene functions (from Gene Ontology [5]), genes, drugs, and diseases. Bio2Vec has an
API through which the vector space can be searched by similarity, currently using
only the cosine similarity measure.

Vec2SPARQL utilizes Bio2Vec and its similarity functions within SPARQL queries.
We implemented a first version of Vec2SPARQL to work with Bio2Vec API. However,
Vec2SPARQL can be integrated with other external APIs which provide similar kinds
of vector space operations.

Figure 1 illustrates the general picture of the Vec2SPARQL approach. Vec2SPARQL
provides a single SPARQL endpoint in which queries can be performed over the Bio2Vec
API together with data currently stored in the Vec2SPARQL endpoint. We use the
Bio2Vec REST API, which is based on an ElasticSearch index with a vector scoring
plugin, to store and search for embedding vectors. When a Vec2SPARQL custom func-
tion is used in a query, Vec2SPARQL retrieves embeddings or similarity values from
Bio2Vec. On the other side, the structured data is represented as RDF and is queried
using Apache Jena’s ARQ query engine.

Fig. 1. Overview over the Vec2SPARQL approach. Vec2SPARQL provides a SPARQL endpoint
which can query a structured dataset using SPARQL and simultaneously perform vector space
operations for the entities. Vec2SPARQL requires that there is a mapping between identifiers
used to identify vectors and entities retrieved through SPARQL.
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5 Use case: phenotype-driven disease gene prioritization

One widely used application of similarity-based search in biomedical applications
is the comparison of phenotypes using a similarity measure. Recently, several vector
space models have been developed that show competitive performance when using
phenotype similarity within and across species to predict gene–disease associations
[1, 39]. In these models, data is prepared in a custom manner and vector similar-
ity (or, in some cases, a neural network) is used to exhaustively compute similarity
between genes and diseases. We can use Vec2SPARQL to perform queries of a knowl-
edge graph of mouse genes, diseases and phenotypes and incorporate Vec2SPARQL
similarity functions.

We created a knowledge graph of mouse genes and their phenotype annotations
obtained from the Mouse Genome Informatics (MGI) [40] database (accessed on
06.08.2018) and human diseases in the Online Mendelian Inheritance in Men (OMIM)
[3] database, and their phenotype associations from the Human Phenotype Ontology
(HPO) database (accessed on 27.07.2018). Our aim in this use case is to find mouse
gene associations with human diseases by prioritizing them using their phenotypic
similarity, and simultaneously restrict the similarity comparisons to genes and dis-
eases with specific properties (such as being associated with a particular phenotype).

The phenotypic similarity can be computed in different ways. One way is to use
ontology based semantic similarity measure such as simGIC [27] or Resnik similarity
measure [31]. However, there are hundreds of similarity measures and it is difficult to
choose one. Also, semantic similarity measures can be biased towards well studied
genes when the variance of annotation size is very high [20].

Another way of computing similarity is to use representation learning method
which can provide an embedding vector for the entities of a dataset. The embeddings
can further be used as features for machine learning methods or compute similari-
ties such as cosine or correlation coefficients depending on type of the embeddings.

Here, we employ a knowledge graph representation learning method by [2]. To
include semantics of phenotype annotations both from Mammalian Phenotype On-
tology (MP) and Human Phenotype Ontology (HPO) we add an integrated phenotype
ontology PhenomeNET [33] to our knowledge graph. First, the method generates a
corpus by randomly walking the knowledge graph including edge information. The
corpus captures a neighborhood of each entity in the knowledge graph and can fur-
ther be used in a representation learning methods. Then, we use Word2Vec [24] and
extract embeddings vectors for each entity in our knowledge graph. The Word2Vec
embeddings are optimized for a cosine similarity. In other words, we can get similar
entities of our knowledge graph by computing the cosine similarity of their embed-
ding vectors.

Our hypothesis is that associated genes and diseases should have similar phe-
notype associations, therefore they should have more similar embeddings than not
associated genes and diseases. Using Vec2SPARQL, we can answer this question with
a simple SPARQL query. For example, the following query extracts disease associa-
tions for a mouse gene Pax6 (MGI:97490):
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PREFIX b2v: <http://bio2vec.net/graph_embeddings/function#>

PREFIX MGI: <http://www.informatics.jax.org/gene/MGI_>

PREFIX obo: <http://purl.obolibrary.org/>

PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>

PREFIX rdfs: <http://www.w3.org/2000/01/rdf-schema#>

SELECT ?sim ?dis (b2v:similarity(?sim, MGI:97490) as ?val)

{

?sim b2v:mostSimilar(MGI:97490 10000) .

?sim a obo:disease .

?sim rdfs:label ?dis

}

This query will return all diseases in OMIM among first 10,000 similar entities in the
knowledge graph ordered by the cosine similarity value.

6 Use case: image repositories in health care environments

During decision making in the medical and clinical domains, physicians and con-
sultants are often required to not only base their diagnosis on their medical expert
knowledge, but furthermore to relate this diagnosis to past patients. To extract and
model medical and clinical expert knowledge, a number of approaches based on ma-
chine learning and artificial intelligence have been proposed in the last decades. In
recent years, this trend has been even more accelerated with the rise of deep con-
volutional networks. Some examples include the segmentation of organs and tissues
in medical images or the prediction of diagnoses [22] and referral urgency using 3D
Optical coherence tomography (OCT) images [11]. Other approaches aim to identify
similar case histories to enhance the cased-based retrieval of similar patients based
on the available medical information, often captured using images [4, 37].

Here, we employ an approach inspired by these last approaches in order to demon-
strate the general applicability of Vec2SPARQL within the medical and clinical do-
mains. We employed a publicly available dataset of chest x-ray images [43] which is
also available from Kaggle for use in machine learning and analytics challenges. It
consist of more than 112,000 chest x-ray images including basic annotations such
as gender, age, and diagnosis of the patients. We downloaded the images and their
annotations (accessed on 12.08.2018)) and scaled the original images to a resolution
of 256× 256 pixels. We then used the BVLC GoogLeNet [41] from the Caffe Model
Zoo to extract feature vectors from these images. Specifically, we presented each re-
sized image to the network and extracted the last layer before the final softmax layer
(pool5/7x7_s1) as vector for use in Vec2SPARQL. Within our system, we have em-
ployed a set of approximately randomly chosen 15,881 images from a variety of med-
ical diagnoses, patient ages, and gender.

Our hypothesis is that similar x-ray images should have similar clinical diag-
noses. Using Vec2SPARQL, we can evaluate this with a SPARQL query. The follow-
ing query for example extracts similar chest x-ray images to a patient with patient
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ID 9890, represented by the image 00009890_001.png (patient ID 9890, diagnosis:
Atelectasis, age: 55, gender: male):

PREFIX b2v: <http://bio2vec.net/patient_embeddings/function#>

PREFIX BVP: <http://bio2vec.net/patients/BVP_>

PREFIX IMG: <http://bio2vec.net/patients/IMG_>

PREFIX BV: <http://bio2vec.net/patients/>

SELECT ?sim (b2v:similarity(?sim, IMG:00009890_001.png) as ?val) ?p ?f

{

?sim b2v:mostSimilar(IMG:00009890_001.png 10) .

?sim BV:patient ?p .

?sim BV:finding ?f .

}

The query selects 10 most similar images, of which two of the five most simi-
lar ones possess the medical diagnosis Atelectasis (patient ID: 8791, Age: 68, Gen-
der: male, similarity: 0.870 and patient ID: 9488, Age: 58, Gender: male, similarity:
0.859). These results are somewhat surprising as the vector extraction employed by
the BVLC GoogLeNet is not aimed for any kind of medical image retrieval or analysis,
yet nevertheless appears to yield results that indicate the biological relationship.

Furthermore, these results can be enhanced by further constraining the similar-
ity based image retrieval by additional, structured information such as the selection
of gender or age ranges within SPARQL. Such query capabilities should allow medi-
cal consultants an easier access to relevant cases and facilitate improved diagnosis. It
can also enable a faceted exploration of these images and their similarity, using RDF
properties as facets to filter on the similarity space. Overall, we also envision our sys-
tem to be used for other un-structured and semi-structured data in the medical and
clinical domain, such as for electrocardiograms (ECGs) and clinical notes.

7 Conclusion

Here we presented a first prototype of Vec2SPARQL, a framework which bridges vec-
tor space and structured queries in a single endpoint. We have provided a proof of
concept for our system using only a single similarity function (cosine similarity) be-
tween vectors that can be compared using this function. However, Vec2SPARQL is
generic and can be extended with other similarity functions and even functions that
have been learned in a supervised manner.

We illustrate the utility of Vec2SPARQL on two use cases: phenotype-driven prior-
itization of gene–disease associations and retrieval of clinical images based on com-
paring image feature vectors extracted through deep learning models. Both types of
similarity search are combined with structured queries in SPARQL and demonstrate
the flexibility and strength of our approach. We believe that Vec2SPARQL serves as
a useful framework that can fill the gap between the vector space operations and
SPARQL for performing semantic queries on structured and unstructured data.
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Abstract

Background: Ontologies are widely used as metadata in biological and biomedical datasets. Measures of semantic
similarity utilize ontologies to determine how similar two entities annotated with classes from ontologies are, and
semantic similarity is increasingly applied in applications ranging from diagnosis of disease to investigation in gene
networks and functions of gene products.

Results: Here, we analyze a large number of semantic similarity measures and the sensitivity of similarity values to the
number of annotations of entities, difference in annotation size and to the depth or specificity of annotation classes.
We find that most similarity measures are sensitive to the number of annotations of entities, difference in annotation
size as well as to the depth of annotation classes; well-studied and richly annotated entities will usually show higher
similarity than entities with only few annotations even in the absence of any biological relation.

Conclusions: Our findings may have significant impact on the interpretation of results that rely on measures of
semantic similarity, and we demonstrate how the sensitivity to annotation size can lead to a bias when using semantic
similarity to predict protein-protein interactions.

Keywords: Semantic similarity, Ontology, Gene ontology

Background
Semantic similaritymeasures are widely used for datamin-
ing in biology and biomedicine to compare entities or
groups of entities in ontologies [1, 2], and a large number
of similarity measures has been developed [3]. The sim-
ilarity measures are based on information contained in
ontologies combined with statistical properties of a cor-
pus that is analyzed [1]. There are a variety of uses for
semantic similarity measures in bioinformatics, includ-
ing classification of chemicals [4], identifying interacting
proteins [5], finding candidate genes for a disease [6], or
diagnosing patients [7].
With the increasing use of semantic similarity measures

in biology, and the large number of measures that have
been developed, it is important to identify a method to
select an adequate similarity measure for a particular pur-
pose. In the past, several studies have been performed
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Science and Technology, 23955-6900, Thuwal, Saudi Arabia
2Computer, Electrical and Mathematical Sciences and Engineering Division,
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that evaluate semantic similarity measures with respect to
their performance on a particular task such as predicting
protein-protein interactions through measures of func-
tion similarity [8–10]. While such studies can provide
insights into the performance of semantic similarity mea-
sures for particular use cases, they do not serve to identify
the general properties of a similarity measure, and the
dataset to be analyzed, based on which the suitability of
a semantic similarity measure can be determined. Specif-
ically, when using semantic measures, it is often useful
to know how the annotation size of an entity affects
the resulting similarity, in particular when the corpus to
which the similarity measure is applied has a high vari-
ance in the number of annotations. For example, some
semantic similarity measures may always result in higher
similarity values when the entities that are compared have
more annotations and may therefore be more suitable
to compare entities with the same number of annota-
tions. Furthermore, the difference in annotation size can
have a significant effect on the similarity measure so
that comparing entities with the same number of anno-
tations may always lead to higher (or lower) similarity

© The Author(s). 2017 Open Access This article is distributed under the terms of the Creative Commons Attribution 4.0
International License (http://creativecommons.org/licenses/by/4.0/), which permits unrestricted use, distribution, and
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values than comparing entities with a different number in
annotations.
Here, we investigate features of a corpus such as the

number of annotations to an entity and the variance (or
difference) in annotation size on the similarity measures
using a large number of similarity measures implemented
in the Semantic Measures Library (SML) [11]. We find
that different semantic similarity measures respond differ-
ently to annotation size, leading to higher or lower seman-
tic similarity values with increasing number of annota-
tions. Furthermore, the difference in the number of anno-
tations affects the similarity values as well. Our results
have an impact on the interpretation of studies that use
semantic similarity measures, and we demonstrate that
some biological results may be biased due to the choice
of the similarity measure. In particular, we show that the
application of semantic similarity measures for predicting
protein-protein interactions can result in a bias, similarly
to other ‘guilt-by-association’ approaches [12], in which
the sensitivity of the similarity measure to the annotation
size confirms a bias present in protein-protein interaction
networks so that well-connected and well-annotated pro-
teins have, on average, a higher similarity by chance than
proteins that are less well studied.

Methods
Generation of test data
We perform all our experiments using the Gene Ontology
(GO) [13], downloaded on 22 December 2015 from http://
geneontology.org/page/download-ontology and Human
Phenotype Ontology (HPO) [14], download on 1 April
2016 from http://human-phenotype-ontology.github.io/
downloads.html in OBO Flatfile Format. The version of
GO we use consists of 44,048 classes (of which 1941 are
obsolete) and HPO consists of 11,785 classes (of which
112 are obsolete). We run our experiments on several dif-
ferent sets of entities annotated with different number
of GO or HPO classes and one set of entities anno-
tated with GO classes from specific depth of the graph
structure. The first set contains 5500 entities and we ran-
domly annotated 100 entities each with 1, 2, . . . , 54, 55 GO
classes. We generate our second set of entities annotated
with HPO classes in the same fashion. The third set is a
set of manually curated gene annotations from the yeast
genome database file (gene_associations.sgd.gz) down-
loaded on 26 March 2016 from http://www.yeastgenome.
org/download-data/curation. The dataset consists of 6108
genes with annotations sizes varying from 1 to 55, and
each group of the same size contains a different number of
gene products. We ignore annotations with GO evidence
code ND (No Data). The fourth set contains 1700 entities
which is composed of 17 groups. Each group have 100 ran-
domly annotated entities with GO classes from the same
depth of the ontology graph structure.

Computing semantic similarity
After the random annotations were assigned to the enti-
ties, we computed the semantic similarity between each
pair of entities using a large set of semantic similarity
measures. We include both groupwise measures and pair-
wise measures with different strategies of combining them
[1]. Groupwise similarity measures determine similarity
directly for two sets of classes. On the other hand, indirect
similarity measures first compute the pairwise similari-
ties for all pairs of nodes and then apply a strategy for
computing the overall similarity. Strategies for the latter
include computing the mean of all pairwise similarities,
computing the Best Match Average, and others [1].
Furthermore, most semantic similarity measures rely

on assigning a weight to each class in the ontology that
measures the specificity of that class. We performed our
experiments using an intrinsic information content mea-
sure (i.e., a measure that relies only on the structure
of the ontology, not on the distribution of annotations)
introduced by [15].
The semantic similarity measures we evaluated include

the complete set of measures available in the Semantic
Measures Library (SML) [11], and the full set of measures
can be found at http://www.semantic-measures-library.
org. The SML reduces an ontology to a graph structure
in which nodes represent classes and edges in the graph
represent axioms that hold between these classes [16, 17].
The similarity measures are then defined either between
nodes of this graph or between subgraphs.
The raw data and evaluation results for all similarity

measures are available as Additional file 1: Table S1. The
source code for all experiments is available on GitHub at
https://github.com/bio-ontology-research-group/pgsim.

Measuring correlation
In order to measure the sensitivity of the similarity mea-
sures to the number of annotations we calculated Spear-
man and Pearson correlation coefficients between set of
annotations sizes and the set of average similarity of one
size group to all the others. In other words, we first com-
puted the average similarities for each entity in a group
with fixed annotation size and computed the average sim-
ilarity to all entities in our corpus. For calculating the
correlation coefficients we used SciPy library [18].

Protein-protein interactions
We evaluate our results using protein-protein interac-
tion data from BioGRID [19] for yeast, downloaded on
26 March 2016 from http://downloads.yeastgenome.org/
curation/literature/interaction_data.tab. The file contains
340,350 interactions for 9868 unique genes. We filtered
these interactions using the set of 6108 genes from the
yeast genome database and our final interaction dataset
includes 224,997 interactions with 5804 unique genes.
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Then we compute similarities between each pair of genes
using simGIC measure [1] and Resnik’s similarity mea-
sure [20] combined with Average and Best Match Average
(BMA) strategies and generate similarity matrices. Addi-
tionally, we create a dataset with random GO annotations
for the same number of genes, and the same number of
annotations for each gene. We also generate the similarity
matrices for this set using the same similarity measures.
To evaluate our results, we use the similarity values as
a prediction score, and compute the receiver operating
characteristic (ROC) curves (i.e., a plot of true positive
rate as function of false positive rate) [21] for each similar-
ity measure by treating pairs of genes that have a known
PPI as positive and all other pairs of proteins as negatives.
In order to determine if our results are valid for

protein-protein interaction data from other organisms,
we perform a similar evaluation with mouse and human
interactions. We downloaded manually curated gene
function annotations from http://www.geneontology.org/
gene-associations/ for mouse (gene_associations.mgi.gz)
and human (gene_associations.goa_human.gz) on 12
November 2016. The mouse annotations contain 19,256
genes with annotations size varying from 1 to 252 and
human annotations contain 19,256 genes with annota-
tions size varying from 1 to 213. We generate random
annotations with the same annotations sizes for both
datasets and compute similarity values using Resnik’s
similarity measure combined with BMA strategy. For
predicting protein-protein interactions we use BioGRID
interactions downloaded on 16 November 2016 from
https://thebiogrid.org/download.php. There are 38,513
gene interactions for mouse and 329,833 interactions for
human.

Gene-Disease associations
To evaluate our results with differnt ontologies, we aim
to predict gene–disease associations using phenotypic
similarity between genes and diseases. We use mouse
phenotype annotations and mouse gene–disease associ-
ations downloaded from http://www.informatics.jax.org/
downloads/reports/index.html (MGI_PhenoGenoMP.rpt
andMGI_Geno_Disease.rpt). The dataset contains 18,378
genes annotated with Mammalian Phenotype Ontology
(MPO) [22] classes with size varying from 1 to 1671, and
1424 of genes have 1770 associations with 1302Mendelian
diseases. We downloaded Mendelian disease phenotype
annotations from http://compbio.charite.de/jenkins/job/
hpo.annotations.monthly/lastStableBuild/ and generated
random annotations with the same sizes for both gene and
disease annotation datasets. We computed similarity of
each gene to each disease by computing the Resnik’s simi-
larity measure combined with BMA strategy between sets
of MPO terms and HPO terms based on PhenomeNET
Ontology [6]. Using this similarity value as a prediction

score we computed ROC curves for real and random
annotations.

Results and discussion
Our aim is to test threemain hypothesis. First, we evaluate
whether the annotation size has an effect on similar-
ity measures, and quantify that effect using measures of
correlation and statistics. We further evaluate whether
annotation size has an effect on the variance of similarity
values. Second, we evaluate whether the difference in the
number of annotations between the entities that are com-
pared has an effect on the similarity measure, and quan-
tify the effects through measures of correlation. Third,
we evaluate whether the depth of the annotation classes
has an effect on similarity measures. Finally, we classify
semantic similarity measures in different categories based
on how they behave with respect to annotation size, differ-
ences in annotation size and depth of annotation classes,
using the correlation coefficients between similarity value.
To measure the effects of annotation size, we fix the

number of annotations of entities in our test corpus, and
compare those with a certain number of annotations to all
other entities. As we have generated 100 entities for each
of the 55 annotation sizes in our corpus, we obtain a distri-
bution of 550,000 (100 × 5500) similarity values for each
annotation size. In the resulting distribution of similarity
values, we compute average (arithmetic mean) similarity
and variance. To determine if, and how much, the sim-
ilarity values increase with annotation size, we compute
Spearman and Pearson correlation coefficients for each
similarity measure. The results for a selected set of simi-
larity measures are shown in Table 1, and for Resnik’s sim-
ilarity measure [20] (with the Best Match Average strategy
for combining pairwise measures) and the simGIC mea-
sure [1] in Fig 1.We find that, in general and across almost
all similarity measures, similarity values increase with the
number of annotations associated with an entity. The vari-
ance in the average similarities, however, either increases
or decreases with the annotation size, depending on the
similarity measure.
To determine whether the results we obtain also hold for

a real biological dataset, we further evaluated the semantic
similarity between yeast proteins using a set of selected
semantic similarity measures. We find that the results in
our test corpus are also valid for the semantic similarly
of yeast proteins. Figure 1 shows the average similarity of
yeast proteins as a function of the annotation size for two
semantic similarity measures.
For example, the protein YGR237C has only a single

annotation, and the average similarly, using the simGIC
measure, is 0.035 across the set of all yeast proteins. On
the other hand, protein CDC28, a more richly annotated
protein with 55 annotations, has as average similarly 0.142
(more than 4-fold increase). These results suggest that
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Table 1 Spearman and Pearson correlation coefficients between similarity value and absolute annotation size as well as between
variance in similarity value and annotation size

Similarity measure Spearman Pearson

Yeast Synthetic GO Synthetic HPO Yeast Synthetic GO Synthetic GO

Average Variance Average Variance Average Variance Average Variance Average Variance Average Variance

GIC (Graph
Information
Content)

0.929780 0.251586 0.970924 –0.773449 0.953247 –0.980159 0.861348 0.117734 0.831167 –0.744321 0.802873 –0.958817

NTO (Normalized
Term Overlap)

0.178345 –0.860012 0.248990 –0.976335 0.123304 –0.988240 –0.014072 –0.682683 –0.009088 –0.574883 –0.158914 –0.593458

UI (Union
Intersection)

0.892631 0.298097 0.879582 –0.934921 0.729942 –0.995599 0.788675 0.030649 0.777515 –0.914405 0.736711 –0.935415

BMA with
Jiang, Conrath
1997

0.960133 –0.892027 0.998773 –0.993506 0.999351 –0.996609 0.892576 –0.812184 0.895020 –0.629497 0.907974 –0.692269

BMA with
Lin 1998

0.980519 –0.800362 0.998918 –0.994733 0.999134 –0.998052 0.925181 –0.772250 0.896497 –0.638574 0.917599 –0.677309

BMA with
Resnik 1995

0.980519 –0.717457 0.998773 –0.994228 0.998918 –0.998124 0.939044 –0.703981 0.895107 –0.642652 0.917738 –0.675426

BMA with
Schlicker 2006

0.980519 –0.800362 0.998918 –0.994733 0.999134 –0.998052 0.925181 –0.772250 0.896497 –0.638574 0.917599 –0.677309

some entities have, on average and while comparing simi-
larity to exactly the same set of entities, higher similarity,
proportional to the number of annotations they have.
As our second experiment, we evaluate whether the

difference in annotation size has an effect on the similar-
ity measure. We follow the same strategy as in our first
experiment: we have used the same datasets but measured
the average similarities as function of absolute difference
of compared entities. For the annotation sizes from 1 to
55 we get 55 groups of similarities with annotation size
difference from 0 to 54, and for each group we com-
puted average similarity and variance in similarity values.
Furthermore, we computed Pearsson and Spearman cor-
relation coefficients between annotation size difference
and average similarities to determine the sensitivity of the
similarity to annotation size difference. Figure 1 shows our
results using synthetic data as well as functional anno-
tations of yeast proteins for Resnik’s similarity measure
(using the Best Match Average strategy) and the simGIC
measure, and Table 2 summarizes the results. Full results
are available as supplementary material. We find that for
most measures, average similarity decreases as the dif-
ference in annotation size increases, while the variance
in similarity values behaves differently depending on the
similarity measure.
In our third experiment, we evaluate whether the depth

of the annotation classes has an effect on the similarity
measure. We use our fourth dataset which we randomly
generated based on the depth of classes in the GO. The
maximum depth in GO is 17, and we generate 17 groups
of random annotations. We then compute the average
similarity of the synthetic entities within one group to

all the other groups, and report Pearsson and Spearman
correlation coefficients between annotation class depth
and average similarities to determine the sensitivity of
the similarity to annotation class depth. Figure 1 shows
our results using synthetic data as well as functional
annotations of yeast proteins for Resnik’s similarity mea-
sure (using the Best Match Average strategy) and the
simGIC measure, and Table 2 summarizes the results. We
find that for most measures, average similarity increases
with the depth of the annotations, i.e., the more spe-
cific a class is the higher the average similarity to other
classes.

A classification of similarity measures
Our finding allows us to broadly group semantic similar-
ity measures into groups depending on their sensitivity to
annotation size and difference in annotation size. We dis-
tinguish positive correlation (Pearsson correlation > 0.5),
no correlation (Pearsson correlation between −0.5 and
0.5), and negative correlation (Pearsson correlation< 0.5),
and classify the semantic similarity measures based on
whether they are correlated with annotation size, dif-
ference in annotation size, and depth. Additional file 1:
Table S1 provides a comprehensive summary of our
results.
By far the largest group of similarity measures has a

positive correlation between annotation size and simi-
larity value, and a negative correlation between variance
and annotation size. Popular similarity measures such as
Resnik’s measure [20] with the Best Match Average com-
bination strategy, and the simGIC similarity measure [23],
fall in this group. A second group of similarity measures
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Fig. 1 The distribution of similarity values as a function of the annotation size (top), annotation size difference (middle) and annotation class depth
(bottom) for Resnik’s measure (using the Best Match Average strategy) and the simGIC measure

has no, or only small, correlation between annotation size
and similarity values, and might therefore be better suited
to compare entities with a large variance in annotation

sizes. The Normalized TermOverlap (NTO)measure [24]
falls into this group. Finally, a third group results in lower
similarity values with increasing annotation size.
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Table 2 Spearman and Pearson correlation coefficients between similarity value and difference in annotation size as well as between
variance in similarity value and difference in annotation size

Similarity measure Spearman Pearson

Yeast Synthetic GO Synthetic HPO Yeast Synthetic GO Synthetic GO

Average Variance Average Variance Average Variance Average Variance Average Variance Average Variance

GIC (Graph
Information
Content)

–0.895310 –0.931818 –0.999928 –0.999784 –0.999784 –0.997835 –0.875583 –0.503795 –0.964250 –0.484246 –0.963553 –0.496135

NTO (Normalized
Term Overlap)

0.901443 –0.233045 0.999784 0.961833 0.999784 0.959524 0.882986 –0.192168 0.990210 0.848649 0.993038 0.849263

UI (Union
Intersection)

–0.909524 –0.924459 –1.000000 –0.658658 –1.000000 –0.518687 –0.906605 –0.596963 –0.963476 –0.547645 –0.963569 –0.508495

BMA with Jiang,
Conrath 1997

0.283838 –0.925830 –0.902597 –0.521861 –0.891486 –0.770130 0.074788 –0.850654 –0.834208 –0.495874 –0.848264 –0.735985

BMA with
Lin 1998

0.462843 –0.674892 –0.901587 –0.552237 –0.891126 –0.731530 0.303157 –0.707318 –0.836486 –0.517670 –0.852998 –0.693744

BMA with
Resnik 1995

0.578211 –0.579149 –0.901587 –0.537807 –0.891126 –0.699856 0.442458 –0.487544 –0.835991 –0.507179 –0.854007 –0.670199

BMA with
Schlicker 2006

0.462843 –0.674892 –0.901587 –0.552237 –0.891126 –0.731530 0.303157 –0.707318 -0.836486 –0.517670 –0.852998 –0.693744

Impact on data analysis
In order to test our results on an established biological
use case involving computation of semantic similarity, we
conducted an experiment by predicting protein-protein
interactions using the similarity measures. Prediction of
protein-protein interactions is often used to evaluate
and test semantic similarity measures [8–10], but simi-
lar methods and underlying hypotheses are also used for
candidate gene prioritization [25] in guilt-by-association
approaches [12].
We use our manually curated set of yeast gene anno-

tations and then generated random GO annotations for
each protein in this set while maintaining the annotation
size fixed. Specifically, to generate a completely random
annotation dataset, we replace each GO annotation of
each protein in our yeast dataset by a random GO class.
Thereby, the number of annotations for each protein
remains constant, while the content of the annotation is
replaced by a random GO class. We then compute pair-
wise semantic similarity between the proteins, once using
the real annotations and additionally using the randomly
generated annotations, and we use the resulting ranking
as prediction of a protein-protein interaction. Using real
protein-protein interactions from the BioGRID database
[19], we compute the true positive rate and false positive
rate of the predictions for each rank and plot the receiver
operating characteristic (ROC) curves for both cases. The
ROC curves are shown in Fig. 2 for simGIC and Resnik
similarity measure. For example, for predicting PPIs using
Resnik’s similarity measure and the BMA strategy, the
area under the ROC curve (ROC AUC) using real biolog-
ical annotations is 0.69, while the ROC AUC for random

annotations is 0.65. Despite the complete randomization
of the annotations, ROC AUC is significantly (p ≤ 10−6,
one-sided Wilcoxon signed rank test) better than ran-
dom. We repeat this experiment with human and mouse
PPIs and Resnik’s similarity measure (Fig. 3, and find that
in each case, random annotations provide a predictive
signal. For mouse PPIs, ROC AUC with random annota-
tions is 0.63 while real GO annotations result in a ROC
AUC of 0.74, and for human PPIs, ROC AUC with ran-
dom annotations is 0.54 and 0.58 with real annotations.
In both cases, the ROC curves are significantly better
than random (p ≤ 10−6, one-sided Wilcoxon signed rank
test).
We further test if this phenomenon also holds for other

applications of semantic similarity, in particular disease
gene prioritization through phenotype similarity. For this
purpose, we use the PhenomeNET systems [6, 26] and
compare the semantic similarity associated with loss of
function mouse models and human disease phenotypes.
Using real annotations, ROC AUC is 0.90, while the ROC
AUC for random phenotype annotations is 0.73 (Fig. 4),
demonstrating that the phenomenon also holds for other
use cases besides predicting PPIs.
The good performance in predicting PPIs in the absence

of biological information is rather surprising. We hypoth-
esized that well-studied proteins generally have more
known functions and more known interactions, and also
that genes involved in several diseases have more phe-
notype annotations. The Pearson correlation coefficient
between the number of interactions and the number of
functions in our yeast dataset is 0.34, in the human dataset
0.23, and 0.36 in the mouse PPI dataset. Similarly, in our
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Fig. 2 ROC Curves for protein-protein interaction prediction using random annotations and interaction data from BioGRID for yeast

dataset of gene–disease associations, there is a correla-
tion between the number of phenotype annotations and
the number of gene–disease associations (0.42 Pearson

correlation coefficient). While the correlations are rela-
tively small, there is nevertheless a bias that is confirmed
by selecting a similarity measure that follows the same
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Fig. 3 ROC Curves for protein-protein interaction prediction using random annotations and interaction data from BioGRID for mouse and human

Fig. 4 ROC Curves for gene-disease association prediction using PhenomeNet Ontology with mouse phenotype from MGI and OMIM disease
phenotype annotations compared with random annotations
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bias. We tested whether the same phenomenon occurs
with another similarity measure that is not sensitive to
the annotation size or difference in annotation size. Using
Resnik’s measure with the Average strategy for combin-
ing the similarity values, we obtain a ROC AUC of 0.52
when predicting yeast PPIs. Although this ROC AUC is
still significantly better than random (p ≤ 10−6, one-
sidedWilcoxon signed rank test), the effect is much lower
compared to other measures.
In the context of gene networks, prior research has

shown that the amount of functional annotation and net-
work connectivity may result in biased results for certain
types of analyses, leading the authors to conclude that
the “guilt by association” principle holds only in excep-
tional cases [12]. Our analysis suggests that similar biases
may be introduced in applications of semantic similarity
measures such that heavily annotated entities will have,
on average and without the presence of any biological
relation between entities, a higher similarity to other enti-
ties than entities with only few annotations. A similar
but inverse effect exists for differences in annotation size.
Consequently, comparing entities with many annotations
(e.g., well-studied gene products or diseases) to entities
with few annotations (e.g., novel or not well-studied gene
products) will result, on average, in the lowest similar-
ity values, while comparing well-studied entities to other
well-studied entities (both with high annotation size and
no or only small differences in annotation size) will result
in higher average similarity for most similarity measures
even in the absence of any biological relation.

Conclusions
We find that the annotation size of entities clearly plays
a role when comparing entities through measures of
semantic similarity, and additionally that the difference in
annotation size also plays a role. This has an impact on
the interpretation of semantic similarity values in several
applications that use semantic similarity as a proxy for
biological similarity, and the applications include priori-
tizing candidate genes [6], validating text mining results
[27], or identifying interacting proteins [10]. Similarly to
a previous study on protein-protein interaction networks
[12], we demonstrate that the sensitivity of similarity mea-
sures to annotation size can lead to a bias when predict-
ing protein-protein interactions. These results should be
taken into account when interpreting semantic similarity
values.
In the future, methods need to be identified to correct

for the effects of annotation size and difference in annota-
tion size. Adding richer axioms to ontologies or employing
similarity measures that can utilize axioms such as dis-
jointness between classes [28] does not on its own suffice
to remove the bias we identify, mainly because the rela-
tion between annotated entities (genes or gene products)

and the classes in the ontologies does not consider dis-
jointness axioms. It is very common for a gene product to
be annotated to two disjoint GO classes, because one gene
product may be involved in multiple functions (such as
“vocalization behavior” and “transcription factor activity”)
since gene products are not instances of GO classes but
rather are related by a has function relation (or similar) to
some instance of the GO class. A possible approach could
be to rely on the exact distribution of similarity values for
individual entities [29] and use a statistical tests to deter-
mine the significance of an observed similarity value. An
alternative strategy could rely on expected similarity val-
ues based on the distribution of annotations in the corpus
and the structure of the ontology and adjusting similar-
ity values accordingly so that only increase over expected
similarity values are taken into consideration.

Additional file

Additional file 1: Supplementary Table. (PDF 17 kb)
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Abstract
Discriminating the causative disease variant(s) for individuals with inherited or de novo

mutations presents one of the main challenges faced by the clinical genetics community

today. Computational approaches for variant prioritization include machine learning meth-

ods utilizing a large number of features, including molecular information, interaction net-

works, or phenotypes. Here, we demonstrate the PhenomeNET Variant Predictor (PVP)

system that exploits semantic technologies and automated reasoning over genotype-phe-

notype relations to filter and prioritize variants in whole exome and whole genome sequenc-

ing datasets. We demonstrate the performance of PVP in identifying causative variants on a

large number of synthetic whole exome and whole genome sequences, covering a wide

range of diseases and syndromes. In a retrospective study, we further illustrate the applica-

tion of PVP for the interpretation of whole exome sequencing data in patients suffering from

congenital hypothyroidism. We find that PVP accurately identifies causative variants in

whole exome and whole genome sequencing datasets and provides a powerful resource for

the discovery of causal variants.

Author summary

We address the problem of how to distinguish which of the many thousands of DNA

sequence variants carried by an individual with a rare disease is responsible for the disease

phenotypes. This can help clinicians arrive at a diagnosis, but also can be instrumental in

improving our understanding of the pathobiology of the disease. Many methods are cur-

rently available to help with the problem of determining causative variant, using informa-

tion about evolutionary conservation and prediction of the functional consequences of
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the sequence variant. We have developed a novel algorithm (PVP) which augments exist-

ing strategies by using the similarity of the patients phenotype to known phenotype-geno-

type data in human and model organism databases to further rank potential candidate

genes. In a retrospective study, we apply PVP to the interpretation of whole exome

sequencing data in patients suffering from congenital hypothyroidism, and find that PVP

accurately identifies causative variants in whole exome and whole genome sequencing

datasets and provides a powerful resource for the discovery of causal variants.

Introduction

Since the first successful identification of disease-causing variation From whole exome

sequencing in 2010 [1], impressive advances have been made in the field of next generation

sequencing and its related analysis, with the aim of fulfilling the promise of whole exome

(WES) and whole genome (WGS) sequencing for personalized medicine. Such approaches

have revolutionized our ability to identify the genetic underpinnings of disease as well as

improve our capacity to stratify patient populations and diagnose them in a more accurate and

timely manner [2]. A recent critical study provided some objective estimates of the efficiency

of diagnoses by traditional medical genetics diagnostic approaches, with 54% of referred

patients undiagnosed [3]. The introduction of next generation sequencing (NGS) technologies

in clinical settings is anticipated to improve diagnosis efficiency, and between 13% [4] to 50%

of those remaining undiagnosed are likely to receive a molecular diagnosis following WES or

WGS [5]. Nevertheless, the success rate of the state-of-the-art tools for identifying causative

variants using WES data range between 22% to 25% [6, 7], and WGS data in a similar range

[8] depending on the disease type and the availability of sequence data from family members.

The identification of the causative disease mutations in an individual patient remains a

challenge due to the complexity and scale of the task. An individual exome might contain

20,000-30,000 variants with respect to the reference genome; a third of which might comprise

non-synonymous variation [9]. Many thousands of variants in an average genome might be

unique, and on average 20 genes may have complete loss of function (LOF) mutations [10]

whose physiological consequences for the bearer are unpredictable [11]. Adding to the com-

plexity of analysis are contingencies such as oligogenicity and haploid insufficiency. Oligogeni-

city is the phenomenon where additional genes modify the phenotypic effect of a variant in a

primary gene, so that the overall disease phenotype is the consequence of multiple variants in

the same genome. Haploid insufficiency describes a situation where loss of function of one

allele of a gene in a normal diploid cell or individual results in an abnormal phenotype. For

many genes, loss of function of one allele is not significant, but for some genes, dosage is criti-

cal and phenotypic effects are seen with the loss of one allele. Consequently, in haploid insuffi-

ciency, a heterozygote with a loss of function allele may develop an abnormal phenotype [12].

Given these phenomena, it is clear why finding the “needle in a stack of needles” [13] remains

one of the key challenges in fully utilizing WES and WGS data for personalized medicine.

The main approaches taken to prioritize the pathogenic consequences of genomic muta-

tions involve variant calling to identify variants from raw sequencing data, filtering by variant

quality, filtering by minor allele frequency, and then successive assessment of variant proper-

ties based on its potential to affect protein integrity and function, for example, by the insertion

of nonsense codons or indels, compromising the function of active sites, protein-protein inter-

actions, dominant or recessive inheritance, physico-chemical properties, sequence conserva-

tion [14], or analysis of changes in the DNA regulatory domains [15]. Although the majority

Semantic variant prioritization
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of the methods currently used to assess pathogenicity of a variant are focused on exonic varia-

tion, there are also methods that examine non-coding sequences, notably GWAVA, CADD,

DANN, FATHMM-MKL, and others [16–20].

However, many of these methods alone are not able to identify the causative variants under-

lying a patient’s phenotype and require additional investigation, such as analysis of additional

family members, to look for de novo variants, identification of shared rare variants in unrelated

individuals with similar diseases [21], and identity-by-descent inference [2].

Prioritizing disease candidates by using phenotypic similarity to known diseases and char-

acterized non-human disease models can potentially add an additional layer of discrimination

to gene prioritization, but until recently the ability to computationally establish formal pheno-

typic relatedness at scale was not possible. Two crucial developments have enabled the compu-

tational integration and comparison of phenotypes: the systematic application of the PATO

framework [22, 23] and the development of the cross-species anatomy ontology Uberon [24].

While PATO provides a uniform way of describing phenotypes, Uberon can be used to sys-

tematically describe and relate anatomical structures between species. In 2011, PhenomeNET

[25] was developed to exploit phenotype-genotype associations observed in humans and

model organisms and prioritize candidate causal genes based on patient phenotypes. Phenom-

eNET makes use of axioms and formal definitions in the major phenotype ontologies using

the PATO ontology [22] to formally integrate species-specific phenotypes [26–30]. It gathers

phenotype data from model organism and human genotype-phenotype databases, applies

measures of phenotypic similarity and then systematically compares them across species. Phe-

nomeNET has been demonstrated to provide a high degree of predictive accuracy for the dis-

covery of animal models of human disease [31], novel pathways [32], gene function [33], and

druggable therapeutic targets [34]. Since the introduction of PhenomeNET, several further

methods have been been developed that take advantage of this approach and utilize phenotypic

similarity between patients and gene-phenotype associations in public databases to improve

variant prioritization for WES datasets [35–37].

We developed PhenomeNET Variant Predictor (PVP) to prioritize causal variants based on

comparing patient phenotypes with gene-phenotype associations made in humans and model

organisms. PVP combines two main sources of information: molecular and phenotypic. We

use molecular information from multiple pathogenicity prediction tools to identify the patho-

genicity of a variant and the phenotypic information to determine whether a variant is causa-

tive. PVP facilitates a highly accurate identification of causative variants from both WES and

WGS datasets, and we demonstrate the performance of PVP on a set of synthetic and real

whole exome and whole genome sequences. Our results demonstrate that PVP significantly

outperforms other state of the art tools revealing that phenotypic similarity can provide a pow-

erful approach for prioritizing causal variants.

Results and discussion

Integration of genotype and phenotype information predicts causal

variants in whole exome and whole genome sequencing

PVP has been developed to facilitate the identification of causative variants in genomic data

(whole exome or whole genome). We consider a variant to be causative if it is both pathogenic

(evaluated based on molecular information) and involved in developing the patient’s pheno-

type (evaluated based on the gene–disease similarities provided by PhenomeNET). Variants

may be pathogenic but not causative if they are not involved in the pathogenesis of the

patient’s phenotype [11], whilst non-functional, benign variants are generally not causative.
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In PVP, we combine methods to determine whether a variant is pathogenic (i.e., functional)

with information about the phenotypes in which a gene is known to be involved to identify

candidate causative variants in WES and WGS data. For predicting pathogenicity, we utilize

tools that can provide a pathogenicity score for every variant within a genome, i.e. CADD [17],

DANN [18], and GWAVA [16]; for the latter, we use an improved version of the Phenom-

eNET framework to match a patient’s phenotypes with a database of gene-phenotype associa-

tions derived from human, mouse and fish resources. The full list of features used for

prediction in PVP is provided as S1 Table. PhenomeNET consists of a repository of gene-phe-

notype associations from human and model organisms, an ontology that integrates pheno-

types across species, and a semantic similarity measure that determines the similarity between

two sets of phenotypes. It provides a score that measures the similarity between a set of patient

phenotypes and sets of phenotypes in the PhenomeNET repository.

Depending on the intended application, the choice of gene-phenotype associations can

strongly affect the performance of PhenomeNET [31]. Here, we utilize two overlapping sets of

gene-phenotype associations; we include gene-phenotype associations observed in zebrafish

and mouse (marked “Model” for Model Organism Databases), and additionally include

human phenotypes propagated from known gene-disease and disease-phenotype associations

(marked “Human” in our experiments). We also use both genotype-phenotype associations

together.

We represent variants by their pathogenicity scores, the scores provided by the Phenom-

eNET system to measure similarity between the patient’s phenotype and known phenotypes

associated with the gene affected by the variant, a small set of high-level phenotypes observed

in a patient, as well as mode of inheritance of the disease (if known) and zygosity of the variant.

We use these as features to train a random forest classifier that separates variants into causative

variants and non-causative variants. Initially, we use 80% of the pathogenic variants available

from the ClinVar database [38] to train our model, keeping 20% of the ClinVar variants for

further testing. In 10-fold cross validation on these 80%, our model achieves an area under the

receiver operating characteristic curve (ROC AUC) of up to 0.994 and F-measure of up to

0.963 (S2 Table).

To test the performance of this model in identifying causal variants in sequencing data, we

generated a synthetic dataset of 11,251 whole genomes sequences (one for each of the 20% var-

iants in ClinVar that were not used to train the model). The synthetic dataset was created by

randomly choosing one of the WGS samples from the 1,000 Genomes Project (1KGP) [39]

and inserting a single causative variant in each of these. 8,746 causative variants were inserted

in exonic regions and 2,505 in non-exonic regions. Next, we mark the synthetic individual as

having the disease and use the phenotypes associated with the disease in the HPO database

[40] as the patient phenotypic profile before trying to recover the inserted pathogenic variant

using our PVP-based models. Before applying our PVP models, we apply a filter to remove

variants with� 1% global minor allele frequency from 1KGP on each variant.

We perform two experiments to test the performance of PVP, PVP-Human and PVP-Mo-

del. First, we remove all non-exonic variants from the synthetic genomes to simulate a WES

dataset and employ the resulting WES dataset to assess our recovery rate of causative variants

located in an exonic region. We identify 45.82% of the candidate causative variants as the top

ranked and 72.64% of the causative variants in the top 10 ranked variants for WES data using

only model organism phenotypes to determine phenotypic similarity, 79.21% of variants top-

ranked and 87.94% variants in the top 10 ranks when using only human phenotypes, and

78.80% top-ranked and 89.50% within the top 10 when using both human and model organ-

ism phenotypes together. As second experiment, we apply our approach to all variants in the

whole genome sequences, and recover 12.62% of the variants at first rank and 23.75% within

Semantic variant prioritization

PLOS Computational Biology | https://doi.org/10.1371/journal.pcbi.1005500 April 17, 2017 4 / 21

317



the first 10 ranks using only model organism phenotypes, 75.10% variants top-ranked and

89.36% in the top 10 ranks using only human phenotypes, and 76.47% top-ranked and 88.61%

within the top 10 when using both model organism and human phenotypes. Tables 1 and 2

summarize these results.

We compare our method against several state of the art variant prioritization tools, namely

CADD [17], DANN [18] and GWAVA [16], as well as the phenotype-based tools Exomiser/

Genomiser [41, 42], Phevor [35] and eXtasy [37]. Our results and the comparison with state of

the art tools is summarized in Tables 1 and 2 as well as Figs 1 and 2, demonstrating that PVP

outperforms the other methods in our experiments.

We further assess how well our method performs on identifying causative variants for dis-

eases with different mode of inheritance (MOI) in WES data. The percentage of cases in which

the causal variant is ranked first is shown in Table 3. We find that, unsurprisingly, our models

perform better on recessive diseases as the variants have to be homozygous, which can be used

as an additional filter, while a dominant mode of inheritance may be caused by either hetero-

zygous or homozygous variants, and complicated by haploid insufficiency, and hence cannot

be used to discriminate between causative and non-causative variants.

To evaluate the importance of the “depth” of phenotyping [43] for predicting candidate var-

iants, we compared the predictive accuracy of PVP with the information content in the disease

(or patient) description. Information content of a phenotype class is measured by its depth in

the PhenomeNET ontology and the number of diseases in our sample that contain this pheno-

type. For diseases associated with multiple phenotypes, we sum the information content of the

individual phenotype classes. We evaluate the correlation between the rank of the causative

variant in our set of 8,746 synthetic exome sequences and the information content associated

with the disease, and find a negative correlation (Spearman’s rank correlation ρ = −0.54), i.e., if

the information content of the phenotypes used to characterize the disease (or patient) is

higher, PVP can provide better predictions.

The set of phenotypes observed in patients is not always complete, or patients may suffer

from multiple co-morbidities that can affect our phenotype-based analysis. To determine the

effect of noise on our analysis, we focus on a subset of 8,522 out of 8,746 synthetic whole

exome sequences for which the disease is characterized phenotypically (the remaining cases

were imputed by our algorithm, see Materials and Methods), and we perform two experiments

(see S3 Table): first, we randomly add the phenotypes of a second disease to the phenotypes of

the patient to simulate co-morbidity; and second, we randomly remove each phenotype used

Table 1. Overview of how many causative variants out of 8,746 exonic were recovered on rank 1 and within the top 10 ranks by PVP and PVP-Hu-

man, and comparison to CADD, DANN, GWAVA, Exomiser eXtasy, and Phevor. Analysis was performed on WES data. If a tool did not provide a score

for a causative variant, we excluded the variant from this table; consequently, the total number of samples analyzed differs between the methods and the per-

centages reported are based on the number of samples for which the causative variant was ranked.

Top hit (exonic) Top 10 (exonic) Total (exonic) Median (exonic)

CADD 1,095 (15.15%) 2,317 (32.05%) 7,229 49

DANN 406 (6.06%) 1,789 (26.69%) 6,704 108

GWAVA 102 (1.41%) 458 (6.32%) 7244 339

eXtasy 553 (14.85%) 1,601 (42.99%) 3,724 19

Exomiser 2,156 (24.65%) 5,122 (58.56%) 8,746 5

Phevor 1,679 (28.25%) 3,845 (64.70%) 5,943 4

PVP-Model 4,007 (45.82%) 6,353 (72.64%) 8,746 2

PVP-Human 6,928 (79.21%) 7,691 (87.94%) 8,746 1

PVP 6,892 (78.80%) 7,828 (89.50%) 8,746 1

https://doi.org/10.1371/journal.pcbi.1005500.t001
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to characterize the patient’s disease with a probability of 1/3 (i.e., on average, 1/3 of the pheno-

type annotations for each disease are removed). Using the PVP-Human model, we find that in

the first experiment, only 3,547 (41.62%) variants are ranked first and 4,315 (50.63%) in the

top 10, compared to over 75% ranked first with phenotypes matching the disease exactly. In

our second experiment, removing phenotypes with probability 1/3 results in 3,963 (46.50%) of

causative variants ranked first and 4,921 (57.74%) in the top 10. We further investigated how

well PVP can distinguish between variants that are causative for closely related diseases. For

this purpose, we insert a second causative variant v2 to the whole exome sequence of the syn-

thetic patients (each containing a single causative variant v1). The second variant v2 is chosen

Table 2. Overview of the performance of PVP, CADD, DANN, GWAVA and Exomiser in prioritizing causative variants in WGS data. We prioritize all

variants in a VCF file resulting from WGS using the same models. Analysis is separated reflecting the performance of the various tools identifying exonic and

non-exonic variants. For CADD, DANN, and GWAVA, we report only analysis results for which a prediction score is returned; consequently, total numbers are

less than the total of 11,251 causative variants.

PVP

# top 1 hits % top 1 hits # top 10 hits % top 10 hits Total

Exonic 6,500 74.32% 7,595 86.84% 8,746

Non-exonic 2,104 83.99% 2,374 94.77% 2,505

Total 8,604 76.47% 9,969 88.61% 11,251

PVP-Model

# top 1 hits % top 1 hits # top 10 hits % top 10 hits Total

Exonic 1,012 11.57% 1,992 22.78% 8,746

Non-exonic 435 17.37% 703 28.06% 2,505

Total 1,447 12.86% 2,695 23.95% 11,251

PVP-Human

# top 1 hits % top 1 hits # top 10 hits % top 10 hits Total

Exonic 6,611 75.59% 7,620 87.13% 8,746

Non-exonic 2,156 86.07% 2,368 94.53% 2,505

Total 8,767 77.92% 9,988 88.77% 11,251

CADD

# top 1 hits % top 1 hits # top 10 hits % top 10 hits Total

Exonic 441 6.1% 1759 24.33% 7229

Non-exonic 118 4.77% 599 24.2% 2475

Total 559 5.76% 2358 24.3% 9704

DANN

# top 1 hits % top 1 hits # top 10 hits % top 10 hits Total

Exonic 325 4.85% 1287 19.2% 6704

Non-exonic 101 5.32% 347 18.27% 1899

Total 426 4.95% 1634 18.99% 8603

GWAVA

# top 1 hits % top 1 hits # top 10 hits % top 10 hits Total

Exonic 34 0.47% 44 0.61% 7244

Non-exonic 9 0.42% 22 1.04% 2121

Total 43 0.46% 66 0.7% 9365

Exomiser/Genomiser

# top 1 hits % top 1 hits # top 10 hits % top 10 hits Total

Exonic 2,747 31.41% 6,879 78.65% 8,746

Non-exonic 780 31.14% 1,895 75.65% 2,505

Total 3,527 31.35% 8,774 77.98% 11,251

https://doi.org/10.1371/journal.pcbi.1005500.t002
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to be causative for the most phenotypically similar disease (within our test dataset). We then

use the phenotypes associated with v1 and test at which rank v1 and v2 are predicted by PVP.

Using PVP-Human, we find v1 ranked first in 62.38% of the cases, while v2 is ranked first in

15.36% of the cases, demonstrating that PVP can also discriminate between closely related dis-

eases. Combining the phenotypes associated with v1 and v2, we predict both v1 and v2 with

equal probability of 37% on the first rank (see S3 Table).

To make PVP available as a tool for diagnostic support, we re-train all our models using the

whole ClinVar dataset and combine the phenotype similarity computation using Phenom-

eNET with annotation of pathogenicity into the PVP tool. PVP can analyze WES or WGS

Fig 1. Performance of PVP in retrieving causative variants in whole exome sequences. Results are compared against CADD, DANN, and GWAVA,

and the phenotype-based tools Exomiser, Phevor and eXtasy.

https://doi.org/10.1371/journal.pcbi.1005500.g001

Fig 2. Performance of PVP in identifying causative variants in whole genome sequences using human phenotypes (PVP-Human), model

organisms phenotypes (PVP-Model), and combined phenotypes (PVP), and comparison of PVP to CADD, DANN, GWAVA, and Genomiser.

https://doi.org/10.1371/journal.pcbi.1005500.g002
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datasets using the VCF file and a set of observed patient phenotypes as input and then output-

ting a list of variants ranked by the likelihood they are causative for the observed phenotypes.

PVP predicts causative variants in diagnosed cases

We evaluate the performance of PVP on a series of real exomes from individuals diagnosed

as having Congenital Hypothyroidism (CH), included in the UK10K dataset [44] (see Meth-

ods), to assess how well we could recover potentially pathological variants in genes already

associated with the disease. Congenital hypothyroidism is one of the most frequent endo-

crine disorders of the neonate with a frequency of up to 1/1,500 births [45], although some

forms and molecular etiologies can be much more rare, such as Central Congenital Hypo-

thyroidism (CCH) [46] estimated at around 1/16,000. Historically, most cases were thought

to be due to thyroid gland dysgenesis comprising ectopias, hypoplasia and complete agenesis

[47]. However, recently, an increase in diagnosis of CH in the presence of apparently

anatomically normal glands (gland-in-situ) has been reported [45]. The pathophysiology of

such cases may include organisational and functional defects (dyshormonogenesis) within

the glands leading to compromised or absent function. A range of genes has been implicated

in these processes which include thyroid transcription factors, genes involved in thyroid

hormone biosynthesis, and the Thyroid Stimulating Hormone receptor (TSHR) [48]. Muta-

tions in known genes are implicated in less than 5% of thyroid dysgenesis cases, whereas

dyshormonogenesis is usually associated with mutations in components of the thyroid hor-

mone biosynthetic machinery [47].

We analyze 43 individuals from the UK10K rare disease cohort of patients and relatives

with congenital hypothyroidism, using PVP. The dataset includes 11 confirmed cases of thy-

roid dysgenesis (DG), 30 CH with gland-in-situ (GIS, likely involving dyshormonogenesis),

and two with CCH, in addition to 80 individuals that do not show any phenotypes but have a

family relation to the affected individuals. We use a common set of phenotypes from the HPO

for the whole cohort, comprising hypothyroidism (HP:0000821), congenital hypothyroid-

ism (HP:0000851), TSH excess (HP:0002925), thyroid hypoplasia (HP:0005990), and

TSHR defect (HP:0011791); these are the most relevant phenotypes in HPO. We analyze the

individual cases independently and do not account for the relationships between individuals.

Thirty six of these show variants in genes already associated with CH within the top 20 hits, fil-

tered for a minor allele frequency (MAF) of 1% (S4 Table) while the remainder do not show

known CH-associated disease genes above this rank. We do not, in the current study, further

analyze the likelihood that high ranking genes in these 7 individuals might represent novel

genes in this disease or differential diagnoses.

Of the 11 cases of thyroid dysgenesis, 9 show homozygous or heterozygous alleles of genes

already implicated in dysgenesis-associated CH within the first five ranked hits. All were

assessed as deleterious or possibly deleterious by SIFT [49], PolyPhen [50], or both. These

genes include GLIS3 [51], NKX2-1 [52], and PAX8 [53]. One case shows a predicted deleterious

allele of LHX3 normally associated with CCH through an effect on pituitary development [46].

Table 3. Performance of PVP in variant prioritization in WGS data, separated by mode of inheritance of the disease.

Coding Noncoding

Dominant Recessive Others/Unknown Dominant Recessive Others/Unknown

PVP 4006 (77.61%) 2005 (93.26%) 881 (61.44%) 1178 (83.66%) 684 (97.3%) 310 (78.68%)

PVP-Model 2100 (40.68%) 1535 (71.40%) 372 (25.94%) 754 (53.55%) 587 (83.50%) 179 (45.43%)

PVP-Human 4027 (78.01%) 1993 (92.7%) 908 (63.32%) 1197 (85.01%) 686 (97.58%) 321 (81.47%)

https://doi.org/10.1371/journal.pcbi.1005500.t003
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Of the cases with GIS all but 9 show deleterious alleles in DUOX2 [54], TG [55], or TPO
[56], and in some cases predicted pathogenic variants of two or three of these genes are found

together in the highest ranks in our analysis. The remainder show variants in NKX2-1, LHX3,

and, in one case, PAX8. Homozygous alleles in DUOX2 and TPO are present in 15 individuals.

One homozygous variant has been previously reported in ClinVar to be pathogenic and affects

iodotyrosyl coupling (NM_003235.4(TG):c.638+5G>A) [57]. In five cases of GIS, homozy-

gous mutations of TG are found in the same individual as deleterious heterozygous DUOX2
alleles. In one case, a homozygous DUOX2 allele is found with a compound heterozygote in

TG.

While our analysis of the complete dataset provides hypotheses about the most likely dis-

ease-causing variants, confirmation requires detailed analysis and re-sequencing. Of the 43

cases we analyze, 15 individuals with CH were previously subjected to Sanger sequencing of

candidate variants, confirming the association with the disease [58]. In 9 of these 15 cases,

PVP correctly implicates the likely causative alleles as the first hit. In six of the cases, potentially

deleterious mutations are found in two genes, and in five of these six cases, PVP correctly iden-

tifies the second gene within the first 10 ranks. Additionally, multiple mutations in TG are

found in three cases, and in two of these, PVP identifies the second variant as the second rank

(S5 Table). The unexpected involvement of oligogenic and triallelic loss of function/hypo-

morphic mutations in the genesis of congenital thyroid disease is discussed in [58].

We also test PVP with diseases displaying different sets of phenotypes. We utilize data avail-

able from the Personal Genomes Project (PGP) [59] and examine if we can predict disease-

associated variants consistent with the information that patients that participate in the PGP

have declared. We analyze two patients from the PGP, one patient (PGP:hu92FD55) with a

disease in mental functioning (Asperger’s Syndrome) the other (PGP:hu432EB5) with

hemostasis abnormalities (Von Willebrand disease). For the individual associated with Asper-

ger Syndrome (OMIM:300494), the top variant predicted by our approach is in PLCB1, phos-

pholipase C beta 1, located at 20p12.3. PLCB1, which is involved in extracellular signal

transduction in the phosphoinositol pathway, has been implicated in GWAS analysis for

autism spectrum associated phenotypes in the ALSPAC study [60] and a homozygous deletion

in a single case of malignant migrating partial seizures in infancy (MMPEI) [61]. Rare muta-

tions associated with autistic spectrum disorders, largely small deletions and duplications,

have been reported within and around the gene [62]. The variant seen here is predicted to be

pathogenic, heterozygous, and has not been previously reported, suggesting that this is not a

simple LOF mutation as seen in MMPEI, and may warrant further research. For the case of the

patient associated with von Willebrand disease (OMIM:193400) [63], VWF is the top hit in

our analysis, identifying the variant (chr12:6143978G>A), already described as pathogenic.

This individual is heterozygous, consistent with the known pathogenesis of type 1 von Willeb-

rand disease.

Effects of datasets and evaluation method

PVP provides a system for prioritization of causative genomic variants. While other systems

have previously used phenotypes for variant prioritization [35, 37, 41, 42], key novelties of

PVP are a novel cross-species phenotype ontology and the way in which gene-phenotype

information is used for variant prioritization. The choice of gene-phenotype associations

strongly determines the performance of the system and possible application scenarios. In par-

ticular, in contrast to systems such as Phevor or Exomiser, we explicitly provide PVP with the

option to ignore human phenotype information and rely only on independent data from

model organisms. Human phenotypes, provided by the HPO project [40], are derived from
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disease phenotypes by identifying causative genes for a disease and propagating the pheno-

types associated with the disease to the known disease genes. While we observe a strong

increase in performance when using these propagated human phenotypes, methods that are

trained using them will likely over-emphasize known disease genes and therefore only provide

limited performance in identifying variants in novel disease genes.

Another observation from our experiments is that the type of evaluation has a strong

impact on the reported performance. We evaluate PVP and related variant prioritization sys-

tems using ClinVar variants, and, since PVP was trained using this dataset, we specifically eval-

uate PVP and the other systems using a 20% holdout set that we have not used for training our

models so that we can determine its performance on unseen variants. While we find that PVP

performs comparably to, or better than, other systems in our experiments using WES data, we

also observe a striking difference in performance to previously reported results for some vari-

ant prioritization systems. For example, Exomiser has been reported to identify up to 97% of

causative variants on the first rank in prior experiments using WES data [41], and over 70% of

causative variants on the first rank in WGS data [42]. The main difference between our experi-

ments and those performed to evaluate Exomiser/Genomiser is the use of a different evalua-

tion dataset which only partially overlaps with the dataset used to evaluate Exomiser/

Genomiser. Additionally, the results reported in the evaluations of Exomiser and Genomiser

[41, 42] that found up to 97% of variants to be predicted correctly were performed on the mod-

el’s training data, i.e., using an overfitted model [41]. Such a strategy will be able to accurately

find known variants (i.e., variants on which the model has been trained), but, as demonstrated

by our results, will perform with lower accuracy on previously unseen or novel data.

In PVP, we chose to focus on two different application scenarios that should be among the

most useful in the task of interpretation of variants in a clinical setting: identification of causa-

tive variants in known disease genes (using PVP-Human), and identification of causative vari-

ants in potentially novel genes (using PVP-Model or PVP).

Impact of the use of model organism phenotypes on variant prioritization

and disease gene discovery

Use of phenotypic similarity of experimental mouse models to human diseases has been

shown to guide the discovery of the associated human gene. For example the mouse “hairless”

mutation was first described in 1859 and the gene identified in 1994 [64]. On the basis of phe-

notypic similarity to alopecia universalis, the human gene was identified as the human homo-

logue of mouse “hairless” in 1998 [64]. In PVP, phenotype data from mouse and fish models is

particularly useful when no human phenotypes are available for a gene, i.e., when a variant is

in a gene not previously implicated in a disease. Currently (23 Jan 2017), mouse phenotypes

are available for 9,045 mouse genes with human orthologs, but only 3,698 genes are associated

with phenotypes in OMIM, and we evaluated the effect of using mouse phenotype data for var-

iants in genes without available human phenotypes (see S6 Table).

In our analysis, we can identify a variant (rs766783183) in the keratin 25 (KRT25) gene

at rank 8 for Hypotrichosis 8 (OMIM:278150) in our analysis based on a strong concordance

between mouse phenotypes (all of which are associated with hair and nail morphology and

hair growth) and the phenotypes associated with the human disease. Using PVP without

model organism phenotypes results in rank 172 for the same variant. Similarly, we can

improve the rank of a variant (rs764239923) in the Gliomedin (GLDN) gene as causative

for lethal congenital contracture arthrogryposis-11 (OMIM:617194) from rank 342 without

model organism phenotype to rank 7 using model organism phenotypes based on matching

nervous system abnormality phenotypes in the mouse.
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However, in some cases, the model organism phenotypes add noise to the results, especially

where there are discordant phenotypes, either for reasons intrinsic to the disease, due to differ-

ences in human and mouse physiology, or because the scope of phenotyping in the model

organism is distinct from that carried out on humans. For example, a variant

(rs121908425) in the collapsin response mediator protein 1 (CRMP1) gene would be priori-

tized at rank 1 for the disease Ellis-van Creveld syndrome (OMIM:225500) without relying

on any phenotypes and based on pathogenicity of the variant alone. All phenotypes associated

with the mouse ortholog Crmp1 are associated with abnormal nervous system physiology and

morphology, while the phenotypes associated with the human disease relate to a wide range of

morphological abnormalities. Consequently, when relying on PVP-Mod that uses phenotypic

similarity to model organism phenotypes, prediction of the causative variant drops to rank 65.

In our quantitative evaluation, predictive performance including mouse phenotypes is slightly

less than performance relying on human phenotypes alone, demonstrating (unsurprisingly)

that model organism phenotypes are overall less similar to a human disease than phenotypes

observed in humans. However, in particular in cases where no human phenotypes are available

or causative variants occur in genes not previously implicated in a disease, model organism

phenotypes may aid in identifying causative variants. In the future, methods should be devel-

oped that can determine automatically whether the phenotypes observed in a model organism

are of sufficient quality and depth to contribute to prioritization of causative variants.

Conclusions

Mobilizing the volume and richness of genotype-phenotype associations From human and

model organism databases provides a powerful resource with which potential disease candi-

dates can be discriminated. Data From large scale mutagenesis efforts and hypothesis-driven

science have created sufficient genotype-phenotype association data. PhenomeNET [25] was

developed as a framework that exploits these phenotypes in a computational approach, using

phenotypes as surrogates for their underlying genes. By identifying relations between pheno-

types, PhenomeNET identifies the similarity between the underlying molecular processes and

their components. We have developed PVP as a computational method to prioritize variants,

and we demonstrate here using synthetic and real patients’ genomic data that PVP is a system

for highly accurate genome-scale identification of causative variants involved in human dis-

ease. PVP on its own relies only on model organism phenotypes and is particularly useful

when variants in potentially novel genes should be found; PVP-Human emphasizes variants in

known disease genes and should be used when variants are suspected in genes already known

to be involved in the pathogenesis of a disease.

Materials and methods

Updates to the PhenomeNET system

Changes in the HPO, MP and other ontologies, as well as improved OWL reasoning technolo-

gies [65], allowed us to improve upon the method originally used to build the PhenomeNET

[25] to generate a more comprehensive phenotype ontology spanning zebrafish, mouse and

human. PhenomeNET includes all classes contained in the HPO, MP, but is formalized pri-

marily based on the structure of anatomy and physiology ontologies [66]. All our experiments

are based on ontology versions downloaded from the AberOWL ontology repository [67] on

10 June 2016, and all ontologies included in the PhenomeNET ontology are from this date.

The PhenomeNET ontology includes UBERON [24], GO [68], BSPO [69], ZFA [70],

PATO [22], CL [71], NBO [72], but removes all disjointness axioms from these ontologies

prior to inclusion due to possible inconsistencies arising from these. Furthermore, the
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PhenomeNET ontology includes the CHEBI [73] and MPATH [74] ontologies as imports.

Within the PhenomeNET ontology, axioms are rewritten to follow the phene pattern [66] so

that phenotypes are primarily organized by anatomical structure or physiological process.

In particular, within HPO and MP, we identify axioms for a phenotype class P by identify-

ing a class E and Q, and reformulate the formal definition of P as P EquivalentTo:has-
part some (E and has-qualitysome Q). We initialize E and Q with owl:Thing and

then generate axioms from the definition of P provided by HPO or MP using the following

rules:

• modifiersome X: we keep the object property and target class as modifier of the quality

Q, setting Q≔ Q and modifiersome X

• inheres-insome X: set E≔ X

• inheres-in-part-ofsome X: set E≔ part-ofsome X

• towardssome X: set E≔ E and towardssome X

• has-qualitysome X: set E≔ E and has-qualitysome X

• exists-duringsome X: set E≔ E and exists-duringsome X

• has-partsome X1 and . . . and has-partsome Xn: treated as intersection, P≔ X1
and . . . and Xn

• part-ofsome X: set E≔ E and part-ofsome X

• has-central-participantsome X: set E≔ E and has-central-partici-
pant some X

• results-fromsome X: set E≔ E and results-fromsome X

• occurs-insome X: set E≔ E and occurs-insome X

These axioms are intended to reformulate axioms in the HPO and MP so that each pheno-

type class characterizes a whole organism that has an entity E as part which is further charac-

terized by its qualities and relations to other entities. Furthermore, the axioms aim to enforce a

taxonomic structure that closely resembles anatomy (from Uberon) and physiology (from

GO). Specifically, if X is a subclass of part-ofsome Y in either Uberon or GO, the axioms

aim to force X phenotype to become a subclass of Y phenotype. To completely resemble

parthood relations, we further generate an additional phenotype class S for each unique E that

we identify, using the axiom S EquivalentTo:has-partsome (part-ofsome (E
and has-qualitysome owl:Thing)). This class serves as additional class that is not

usually present in either HPO or MP, and enforces the taxonomic structure of the Phenom-

eNET ontology to follow both the taxonomic structure and parthood structure of the GO and

Uberon.

Zebrafish phenotypes are not represented using a dedicated phenotype ontology but rather

annotated using E and Q classes directly. Within the PhenomeNET ontology, we generate one

class for each unique combination of E and Q found in annotations to zebrafish models. If two

entities are used to annotate a zebrafish model (i.e., E1 and E2, we generate the axiom P≔
has-partsome (E1 and has-qualitysome (Q and towardssome E2)).

The ontology structure is not manually created but must be inferred using deductive rea-

soning. We rely on the ELK reasoner [65] to infer the ontology structure. The PhenomeNET

ontology is updated regularly, is freely available and can be queried using the ELK reasoning

in the AberOWL ontology repository [67].
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Model organism phenotypes and similarity search

We collected the mutant model organism phenotypes for mouse from the MGI database [75]

on 14 December 2015, human phenotypes From the HPO database [40] on 14 December

2015, and zebrafish phenotypes from the ZFIN database [70] on 13 December 2015.

We compute semantic similarity between a patient phenotype and the collection of model

organism and human phenotypes using Resnik’s measure [76] with the Best Matching Average

(BMA) strategy for combining pairwise similarities. We use Resnik’s information content

measure [76] computed over the corpus of gene-phenotype associations (from human, mouse

and zebrafish) as specificity measure for each class in the phenotype ontology. Semantic simi-

larity is computed using the Semantic Measures Library [77]. We normalize semantic similar-

ity values to the range of [0, 1] for the annotation of variants by dividing each similarity value

by the maximum similarity observed for each patient phenotype profile.

Generation of model training data

To train our models, we used the set of variants from ClinVar [38]. ClinVar is a public archive

of human variations with their corresponding clinical significance. Clinical significance infor-

mation in ClinVar is provided based on the American College of Medical Genetics and Geno-

mics (ACMG) guidance in describing variants identified in genes that cause Mendelian

disorders.

We used ClinVar (dated 05 January 2016) using the reference genome of GRCh37.p13 as

our main set. Within the 120,509 records in this dataset, we identified two sets of variants that

we use for training, a set of pathogenic variants (ClinVar significance code 5) and a set of

benign variants (ClinVar significance code 2). Additionally, for each pathogenic variant, we

obtain the disease that the variant causes, identified through its OMIM identifier [78].

By default, ClinVar grouped a variant with multiple alleles into a single record. By using the

VCF2TSV parser script from VCFLIB (https://github.com/vcflib) we converted the VCF for-

mat file of ClinVar to a tab-delimited format file and split the variants with multiple alleles

into multiple records. We further split variants that are associated with multiple diseases into

multiple records.

Next, we downloaded the mode of inheritance (MOI) for diseases in OMIM From the HPO

phenotype database. We obtained a total of 5,864 MOI records which were classified as “Dom-

inant”, “Recessive”, “Multifactorial”, “Others”, “Sporadic”, “X-linked” and “Y-linked”. We

combined this information with the variants from ClinVar to generate candidate disease-caus-

ing genotypes; if the MOI of the disease associated with a ClinVar variant is “Recessive”, we

generate a single homozygote genotype using the variant; in all other cases, we generate a het-

erozygote as well as a homozygote genotype based on the variant. The results are 43,236 geno-

types classified as pathogenic and 52,084 genotypes classified as benign. This set includes

12,783 pathogenic non-coding variants (i.e., variants that do not lie in an exonic region,

including intronic and intergenic variants).

Generation of synthetic exomes/genomes

So that we can quantitatively evaluate our method, we generated 11,251 synthetic whole

genome sequences corresponding to our hold-out test sets. To generate this test set, we

inserted a single pathogenic variant into a randomly selected whole genome sequence from the

1000 Genomes Project, hg19. In 8,746 of these sequences we inserted an exonic causative vari-

ant and in 2,505 we inserted a non-exonic causative variants. 46 exonic and 7 non-exonic vari-

ants from our holdout set were excluded as they have a MAF higher than our cutoff of 1%. We

generated synthetic exome sequences by removing non-exonic variants from the 8,746 WGS
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files that include an exonic variant. We use these synthetic whole exome and whole genome

sequences to test the performance of our method.

Model training

We split the set of 43,236 pathogenic variants randomly into 80% for training and 20% for test-

ing. We annotated all variants in these sets with methods that can predict pathogenicity of

both coding and non-coding variants. We used the Combined Annotation Dependent Deple-

tion (CADD) [17], Genome Wide Annotation of VAriants (GWAVA) [16] and a deep neural

network approach (DANN) [18] to obtain three pathogenicity prediction scores for each of the

variants. Additionally, we used the genotype (homozygote or heterozygote) of a variant as

feature.

For each variant, we also added features related to the disease the variant is involved in

according to ClinVar. In particular, we added as features the mode of inheritance of the dis-

ease, using only “Dominant”, “Recessive”, “X-linked”, and “Other” as features, and a binary

vector of 54 high-level phenotypes of the disease based on our PhenomeNET ontology com-

bining HPO and MP. Finally, we added the normalized semantic similarity between the disease

phenotypes and the gene in which the variant is located as a feature. If a variant is non-exonic,

we used the gene that is closest to the variant in genomic coordinates as the gene for which

similarity was computed. In total, each variant is represented as 60 features (see S1 Table).

Based on these 60 features, we trained a random forest classifier to classify variants into

causative and non-causative (given a set of phenotypes observed in a patient). We understand

a causative variant as a variant that is both pathogenic and involved in the pathogenesis of the

disease phenotypes observed in the patient. For training, we represented the patient’s disease

phenotypes by the phenotypes associated with the disease in the HPO database. A variant may

be pathogenic but not causative for a set of patient phenotypes [11]. We simulated this case by

randomly selecting another disease from the OMIM database and assigning these phenotypes

as patient phenotypes in the feature representation of the variant. We called these variants

pathogenic non-causative variants. We treated all variants identified as benign in ClinVar as

non-causative and selected the phenotypes of a random OMIM disease to represent them. For

training, missing values were imputed using the C4.5 method [79].

We use pathogenic causative variants as positives, but have two different types of negatives:

pathogenic non-causative variants and benign non-causative variants. We train three models

that emphasize the negative variants differently: a first model uses only pathogenic non-causa-

tive variants as negatives, a second model uses only benign variants as negatives, and a third

model uses 50% pathogenic non-causative and 50% benign non-causative variants as negatives.

Since the first model cannot distinguish variants by their pathogenicity prediction scores

(since both positive and negative variants are pathogenic and only differ in the disease for

which they are causative), it is trained to under-emphasize pathogenicity of a variant and rely

primarily on the phenotype similarity. The second model can clearly distinguish pathogenic

variants from non-pathogenic based on pathogenicity prediction scores and will not have to

rely heavily on the phenotype similarity scores; therefore, it is trained to under-emphasize phe-

notype similarity and predict primarily based on pathogenicity of a variant. The third model

aims to achieve a balance between both.

For each model, we train a random forest binary classifier (using the pre-selected 80% of

the variants in ClinVar [38] while keeping 20% of the variants as holdout set for final valida-

tion) and evaluate the results using stratified 10-fold cross-validation. We trained the models

using the Random Forest implementation in Weka [80] using 100 trees, unlimited depth of

trees, and constructing each tree considering 6 random features. Random forests are trained to
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output probability estimates of class assignment, which we use as prediction score to rank vari-

ants. We report cross-validation evaluation results in S2 Table.

Model evaluation

The trained models are then applied to our synthetic exomes and genomes. Each synthetic

whole exome or whole genome sequence is taken randomly from one of the 1,000 Genomes

project sequences, with one causal variant from our holdout set artificially inserted. We use

the phenotypes associated with the disease for which this variant is causal as patient pheno-

types and use our models to compute a prediction score for each variant in the synthetic

sequences. We then evaluate the ranks on which we recover the causal variant and compare

the results against Exomiser version 7.2.1, Phevor version 2, eXtasy version 0.1beta (for whole

exome sequences only), and CADD version 1.3, DANN version 1, GWAVA version 1, and

Genomiser version 7.2.1 (for whole genome sequences). For evaluation, none of our models

were trained on the variants we inserted in these sequences. We report the area under the

receiver operating characteristic curve (ROC AUC) and the top ranks and top 10 ranks

obtained by applying each method.

We analyze the synthetic whole exome sequences with the Exomiser [41] using the same

sets of phenotypes and mode of inheritance as input and using its variant prioritization mode.

For comparison with Phevor, we first rank variants based on their CADD score and submit

the ranked list to the Phevor web interface using the same phenotypes used in our analysis.

Phevor provides a ranked list of genes, not variants, and we assign variants the Phevor rank of

the gene in which it is located. We performed the analysis with eXtasy using its default parame-

ter settings with imputation of missing values, and combining multiple phenotypes. eXtasy

was not able to utilize all HPO phenotype classes in our analysis and we omitted the pheno-

types that were not available to eXtasy.

In all tools besides PVP, we remove variants for which no rank is assigned from the analysis.

For DANN and GWAVA, this includes all insertions and deletions as they are not scored by

these tools.

PVP

In PVP, we remove all variants that are not clearly identified as homozygote or heterozygote

(e.g., genotypes that were not confidently called). Moreover, if the mode of inheritance of the

disease is known to be recessive, we filter out variants associated with 0/1 genotype call as the

disease will require a variant with a 1/1 genotype call in order to be present. MAF is also used

as a filtering option for some of the experiments we conducted. MAF data were obtained from

the 1000 Genomes Project corresponding to all populations (release August 2015) using the

Annovar tool [81]. The source code of PVP is freely available at https://github.com/bio-

ontology-research-group/phenomenet-vp.
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access.html) for researchers who meet the criteria for access to confidential data.
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