
Design of an Optimized Supervisor Module for Tomographic

Adaptive Optics Systems of Extremely Large Telescopes

Dissertation by

Nicolas Doucet

In Partial Fulfillment of the Requirements

For the Degree of

Doctor of Philosophy

King Abdullah University of Science and Technology

Thuwal, Kingdom of Saudi Arabia

November, 2019



2

EXAMINATION COMMITTEE PAGE

The dissertation of Nicolas Doucet is approved by the examination committee

Chairperson: Cécile Ferrari

Committee Members: Damien Gratadour, David Keyes, François Rigaut, Caroline

Kulcsár, Mikhail Moshkov, Markus Hadwiger, and Torsten Hoefler



3

©November, 2019

Nicolas Doucet

All Rights Reserved



1

ABSTRACT

Design of an Optimized Supervisor Module for Tomographic Adaptive

Optics Systems of Extremely Large Telescopes

Nicolas Doucet

The recent advent of next generation ground-based telescopes, code-named Extremely

Large Telescopes (ELT), highlights the beginning of a forced march toward an era

of deploying instruments capable of exploiting starlight captured by mirrors at an

unprecedented scale. This confronts the astronomy community with both a daunting

challenge and a unique opportunity. The challenge arises from the mismatch between

the complexity of current instruments and their expected scaling with the square of

the future telescope diameters, on which astronomy applications have relied to pro-

duce better science. To deliver on the promise of tomorrow’s ELT, astronomers must

design new technologies that can effectively enhance the performance of the instru-

ment at scale, while compensating for the atmospheric turbulence in real-time. This

is an unsolved problem. This problem presents an opportunity because the astronomy

community is now compelled to rethink essential components of the optical systems

and their traditional hardware/software ecosystems in order to achieve high optical

performance with a near real-time computational response. In order to realize the full

potential of such instruments, we investigate a technique supporting Adaptive Optics

(AO), i.e., a dedicated concept relying on turbulence tomography. In particular, a

critical part of AO systems is the supervisor module, which is responsible for providing

the system with a Tomographic Reconstructor (ToR) at a regular pace, as the atmo-

spheric turbulence evolves over an observation window. In this thesis, we implement

an optimized supervisor module and assess it under real configurations of the future
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European ELT (E-ELT) with a 39m diameter, the largest and most complex opti-

cal telescope ever conceived. This necessitates manipulating large matrix sizes (i.e.,

up to 100k × 100k) that contain measurements captured by multiple wavefront sen-

sors. To address the complexity bottleneck, we employ high performance computing

software solutions based on cutting-edge numerical algorithms using asynchronous,

fine-grained computations as well as approximations techniques that leverage the re-

sulting matrix data structure. Furthermore, GPU-based hardware accelerators are

used in conjunction with the software solutions to ensure reasonable time-to-solution

to cope with rapidly evolving atmospheric turbulence. The proposed software/hard-

ware solution permits to reconstruct an image with high accuracy. We demonstrate

the validity of the AO systems with a third-party testbed simulating at the E-ELT

scale, which is intended to pave the way for a first prototype installed on-site.

keywords :

adaptive optics, high performance computing, real time computer, extremely large

telescope.
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RÉSUMÉ

Conception d’un module de supervision optimisé pour les systèmes

d’optique adaptative tomographique des télescopes extrêmement

grands

Nicolas Doucet

L’arrivée de la nouvelle génération de télescopes au sol, dénommées les télescopes

extrêmement grands (ELT en anglais), marque l’avènement d’une ère de développement

d’instruments capables d’exploiter la lumière collectée par des miroirs primaires de

taille sans précédent. La communauté astronomique se trouve confrontée à des défis

de taille ainsi qu’à des opportunités uniques. Ces défis surviennent avec la différence

de complexité des instruments actuels et celle des instruments à venir, évoluant avec

le carré du diamètre des télescopes. Les astronomes doivent donc concevoir des tech-

nologies permettant d’exploiter pleinement les capacités de ses futurs ELT, et no-

tamment de compenser les effets de la turbulence atmosphérique en temps réel. Ce

problème représente une opportunité dans la mesure où la communauté astronomique

doit repenser des composants essentiels des systèmes optiques, ainsi que l’écosystème

matériel/logiciel traditionnel afin d’assurer une performance optique élevée et un

temps de calcul quasi-réel. Pour permettre d’utiliser ces instruments à leur plein

potentiel, nous utilisons l’optique adaptative, qui recourt à la tomographie de la tur-

bulence atmosphérique. Le module de supervision est un composant essentiel de ces

systèmes calculant le reconstructeur tomographic du système, régulièrement, afin de

tenir compte de l’évolution de la turbulence atmosphérique au cours de l’observation.

Dans cette thèse, nous implémentons un module de supervision optimisé et évaluons

ses performances dans des configurations correspondant au future ELT Européen,

le plus grand télescope conçu aujourd’hui avec un diamètre de 39 m. Les calculs

nécessaires font intervenir de grandes matrices (i.e., jusqu’à 100k × 100k), obtenues
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à partir des mesures de plusieurs analyseurs de surface d’onde. Afin de faire face

à la complexité du problème, nous recourons à des logiciels de calcul haute perfor-

mance, utilisant des algorithmes de calculs asynchrones, à granularité fine, ainsi que

des techniques d’approximation exploitant la structure particulière des matrices. De

plus, nous utilisons matériel et logiciel en conjonction afin d’assurer un temps de

réponse acceptable pour suivre l’évolution de la structure de la turbulence atmo-

sphérique. Nous démontrons la validité du module de supervision, à l’aide d’un outil

de simulation tiers, a l’échelle des ELT, ouvrant la voie au premier prototype installé

sur site.

Mots clés :

optique adaptative, calcul haute performance, calculateur temps réel, télescope extrêmement

grand.
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Introduction

While I am writing these lines, a new generation of telescopes is being designed:

the Extremely Large Telescopes (ELT). As the name suggests, these telescopes have

unprecedented dimensions, e.g., the primary mirror of the European ELT has a di-

ameter of 39m and anyone can imagine that such instruments come with their share

of challenges in numerous fields; some are opto-mechanical (for instance building a

39m diameter mirror) while others are related to the atmosphere; the work presented

here targets one of those. The dimension of 39m diameter is five times larger than

existing ground-based telescopes. This translates into an increase in the AO system

complexity by a factor of 25.

During my PhD, I happened to walk along a road on the shore of the Red Sea

under the strong sun of Saudi Arabia (but any road under a strong sun is fine for this

example) and the landscape above the road appeared to be waving around. In fact,

this is caused by the volumes of air at different temperatures (between observant and

observed) moving around and dynamically changing the light’s propagation direction.

A similar phenomenon happens (to a lesser extent locally but over a larger volume)

when looking at the stars and degrades the image quality even at the best astronomical

sites. Adaptive Optics (AO) is a technical design to bypass that limitation. It relies

on Wave Front Sensor (WFS) to estimate the atmospheric induced deformation and

Deformable Mirror (DM) to compensate for it. These components are coordinated by

a Real Time Controller (RTC) that requires a Tomographic Reconstructor (ToR) to

operate. The objective of this work is to develop a supervisor module for tomographic

AO systems to be installed on the ELT feeding the RTC regularly with ToR. The

supervisor module plays two major roles, not only providing the means to filter out
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the atmospheric turbulence from the light beam but also in coping with its rapidly

changing conditions.

Such a supervisor module relies mainly on dense linear algebra and, since we are

aiming at ELTs, the matrices involved are large, of the order of 100k. Even though

this size may not seem that large from an High Performance Computing (HPC) point

of view, we have to cope with a number of peculiar requirements: time-to-solution

is extremely constrained in order to adapt to the atmospheric conditions, and it

must run on small servers since it is a prototype that is meant to operate on actual

telescopes, installed in remote places.

This research work is a joint effort between the Paris Observatory and the King

Abdullah University of Science and Technology, using HPC to meet the AO supervisor

module requirements.

This document begins with a handful of concepts to introduce the adaptive optics

underlying physics, then provides details on the development progress of the super-

visor module that we divide in two parts: the Learn process for which we propose a

multi-GPU implementation and the Apply process for which we explore the possibil-

ity of approximation to leverage the matrix properties as well as a mixed precision

approach to exploit the recent Nvidia Tensor Cores. Finally we test the supervi-

sor module for various configurations both in terms of optical system including the

MAVIS instrument and atmospheric conditions.
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Chapter 1

Background Concepts

In this chapter, we introduce a few concepts needed to understand why adaptive optics

is required to achieve high angular resolution on large telescopes. These concepts

include the nature of light, some limitation of optical systems as well as evaluation of

the performance of such instruments. Finally we explain the concept of an adaptive

optics loop and how it operates.

1.1 Light

Light has a wave-particle duality and as such, behaves and propagates as a spherical

wave. One can write the electric field equation as Equation 1.1:

ψ(r) = A(r)eiφ(r) (1.1)

where A is the signal magnitude and φ the phase. In particular, we can identify

the so-called wavefront, as the surface of identical phase, orthogonal to the direction

of propagation. When observing celestial objects, such as galaxies, the distance be-

tween the object and the observer is huge, for instance the distance to the Andromeda

Galaxy, the closest one from the Milky Way, is about 2.5 million light-years corre-

sponding to 2.37 × 1019 km. If one represents the wavefront propagation as spheres

whose center is the source, given this large distance, when the wavefront reaches the

earth, the sphere’s radius appears infinite to the observer and the wavefront is a plane,

in particular, the phase is constant over the pupil, and consider null by convention.
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1.2 Diffraction Limit

The next generation of telescopes, the ELTs are designed with unprecedented dimen-

sions. The European-ELT, for instance, will have a diameter of39 meters [2], the

Thirty Meter Telescope will be 30 [3] and the Giant Magellan Telescope 25 [4]. But

these large diameters are still finite and therefore these optical systems are subject to

diffraction. Diffraction is induced by the wave nature of light. The Huygens-Fresnel

principle states that when a planar wave passes through an aperture larger than its

wavelength, each point of the aperture becomes the source of a spherical wave, and

the resulting wave is the sum of all these new waves. As a result, diffraction imposes a

hard limit in terms of resolution of the optical system that cannot be overcome since

actual instruments have finite dimensions. However, this is not the most limiting

factor, and the effect of the atmospheric turbulence has even more significant con-

sequences. Rather, the diffraction limit is a goal and once achieved, the instrument

cannot perform better.

1.3 Atmospheric Turbulence

We already mentioned that the wavefront coming from a celestial object should be

planar by the time it reaches the Earth. In fact, the wavefront loses this property in

the last twenty kilometres because of the denser parts of the atmosphere surrounding

the Earth.

1.3.1 Refraction

As the light enters the atmosphere, the propagation medium of the wave changes,

from the void to the air, inducing a change in the propagation speed and direction

known has refraction. Any medium in which light propagates has a refractive index

(noted n) that determines the refraction angle: assuming an interface between two
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propagation medium with refraction indices n1 and n2, propagation speed v1 and v2

and angle to the interface’s normal θ1 and θ2 then the following relations holds:

sin(θ1)

sin(θ2)
=
n1

n2

=
v1

v2

(1.2)

In the case of air, the refractive index depends on the volumetric mass density ρ,

according to the Gladstone relation:

n− 1 = κρ (1.3)

(with κ a constant).

1.3.2 Turbulence

Unfortunately for the astronomers, the atmosphere is not a uniform volume of air;

it is rather the opposite and its evolution is quite complex. It is a stochastic phe-

nomenon that can be modelled according to Kolmogorov theory [5]. The atmosphere

is composed of various volumes of air at different temperatures. These volumes of

air collide and the resulting energy dissipates creating swirls that splits further and

further until the viscosity is enough to dissipate them as depicted in Figure 1.1. The

Figure 1.1: Turbulent scheme (credit CFAO)
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size of the largest swirl is called outer scale, noted L0, the size of which can vary from

twenty-five to a hundred meters ([1]), and the size of the smallest, the inner scale, is

noted l0 (of the order of millimeters).

The change in temperature implies a variation of the volumetric mass and thus

of the refracting index, generating a phase delay or a phase lead locally, depending

on the case, resulting in a distorted wavefront over the scale defined by the optical

system diameter.

The structure function of the refracting index is of the air defined as:

Dn(ρ) = <(n(r)− n(r + ρ))2> (1.4)

Obukov [6] introduced the refractive index structure constant C2
n and demonstrated

that Equation 1.4 can be expressed as

Dn(ρ) = C2
n ρ

2/3 (1.5)

under the condition that ρ is in the inertial regime (i.e., greater than the inner scale

and lower than the outer scale). The refractive index structure constant characterizes

the strength of the turbulence, and in our case of a turbulence distributed across the

atmosphere, the C2
n varies as a function of the altitude. Likewise, we can define a

structure function for the variance of the phase difference between two points of the

telescope entrance pupil separated by a distance ρ:

Dφ(ρ) = <(φ(r)− φ(r + ρ))2> (1.6)

The phase distortion Φ induced by the overall turbulence is obtained by integrating

the phase distortion over the full atmosphere width. It has been demonstrated [7, 8]

that when integrating over the altitude and using Equation 1.5, the phase structure
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function becomes:

Dφ(ρ) = 2.91

(
2π

λ

)2

C2
n ρ

5/3dh (1.7)

for an atmosphere layer of thickness dh.

In order to simplify the phase distortion expression, we use the Fried parameter

[9] (noted r0):

r
−5/3
0 = 0.423

(2π

λ

)2 1

cos(z)

∫ ∞

0

C2
n(h)dh (1.8)

where z is the zenith angle, λ the observation wavelength and h the altitude. The

Fried parameter is the diameter of the disk over which the spatial variance is less

than or equal to 1 square radian, it is also the diameter over which the wavefront

can be considered planar. It can also be assimilated to the size of the diameter of

a diffraction limited telescope that would have the same resolution as a telescope

of infinite diameter (but limited by the atmospheric turbulence). The value of this

parameter is of the order of few tens centimetres in the visible wavelength at the

best astronomical sites, which means that a telescope with a diameter of a meter or

greater is necessarily limited by the turbulence.

The phase distortion expression using the Fried parameter is thus defined by:

DΦ(ρ) = 6.88

(‖ ρ ‖
r0

)5/3

(1.9)

In the following, we represent the atmosphere as a set of turbulent layers, iden-

tified by their altitude. We therefore discretize Equation 1.8 and rewrite the Fried

parameter as:

r
−5/3
0 = 0.423

(2π

λ

)2 1

cos(z)

Nlayers∑

l=0

C2
n(hl)∆hl (1.10)

and replacing Equation 1.10 in Equation 1.9 allows to write:

DΦ(ρ) = 6.88 ‖ ρ ‖5/3 0.423
(2π

λ

)2 1

cos(z)

Nlayers∑

l=0

C2
n(hl)∆hl (1.11)
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Moreover, since there is no correlation between two different atmospheric layers, the

overall phase distortion is the sum of the phase distortion of all the layers:

DΦ(ρ) =

Nlayer∑

l=1

DΦl
(ρ) (1.12)

And one can write the phase distortion of a single layer (l) as:

DΦl
(ρ) = 6.88

(‖ ρ ‖
r0

)5/3 C2
n(hl)∆hl∑Nlayers

i=0 C2
n(hi)∆hi

(1.13)

We use later this formulation which identifies clearly the overall turbulence strength

(defined through the Fried parameter r0) as well as the repartition of the turbulence

strength among the different layers with the help of the C2
n fraction:

C2
n(hl)∆hl∑Nlayers

i=0 C2
n(hi)∆hi

Kolmogorov has derived the spectrum of the phase’s spatial variation :

W kolmogorov(f) = 0.023 r
−5/3
0 f−11/3 (1.14)

where f is the bidimensional spatial frequency. However the equation above is valid

for a fully developed turbulence, where the outer scale is infinite, which is not physical

because the total energy would be infinite In particular, the Kolmogorov spectrum

diverges as the spatial frequency approaches 0. In order to make it more physical and

integrable, one considers a finite outer scale, using the Von-Karman spectrum defined

as:

W von−karman(f) = 0.023 r
−5/3
0

(
f 2 +

1

L02

)−11/6

(1.15)
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Considering the Von-Karman spectrum, the phase variance is written [10] as :

DΦ(ρ) = k1r
−5/3
0 L05/3

(
k2 − (2x)5/6K5/6(2x)

)
(1.16)

where 



x =
πρ

L0

k1 = Γ(11/6)21/6π−8/3

(
24

5
Γ(6/5)

)(5/6)

k2 = Γ(6/5)/21/6

(1.17)

and K5/6 is a modified Bessel function of the third kind of fraction order that can be

computed thanks to the asymptotic expansion:

K5/6(2x) =
1

2

∞∑

n=0

(−1)n

n!

(
Γ(−n− 5/6)x2n+5/6 + Γ(−n+ 5/6)x2n−5/6

)
(1.18)

1.3.3 Coherence Time

The atmospheric turbulence presents spatial variations (covered above), but it is

also a dynamic phenomenon: the turbulence evolves over time. If we remember the

Kolmogorov theory, eddies split into smaller ones; in addition, a turbulent layer drifts

over time, pushed by the wind. These temporal variations are dominated and can be

approximated by the layers’ displacement [11], the turbulent layers seem then to be

translated at a given speed, in a phenomenon referred to as “frozen flow.” With this

assumption, the spatial and temporal variations are linked together [12] and one can

determine the coherence time τ0 [13] during which the turbulence remains constant

(over an area of diameter r0)

τ0 ≈
r0

v̄
(1.19)
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where v̄ is the weighted average of the wind speed:

v̄ =

[∫
v(h)5/3C2

n(h)∫
C2
n

]3/5

(1.20)

The coherence time is typically of 5ms if r0 = 10cm and v̄ = 20ms−1. At this point,

we should mention that this number is related to the time scale of the AO loop, but

that another much longer time scale, is to be accounted for: the time scale of the

atmospheric profile variation which changes during the night [14] at a slower rate,

typically in the order of ten minutes, and must therefore be evaluated regularly [15],

since the parameters that describe this structure are essential for the tomography.

The prediction of the atmospheric condition’s evolution is a complex meteorolog-

ical problem and a field of research on its own [16].

1.4 Performance Assessment of Optical Systems

In this section, we introduce classical concepts used to assess the performance of

optical systems.

1.4.1 Point Spread Function

The image (I(ρ)) observed through a telescope, one has to convolve the observed

object ( O(ρ) ) by the impulse response of the optical system that we name Point

Spread Function (PSF ) [17]

I(ρ) = O(ρ) ~ PSF (ρ) (1.21)

As impulse response, the PSF is the image of a point source through the optical

system. This means we need to consider only the part of the electromagnetic field
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Ψ(r) inside the pupil, and the PSF is expressed as:

PSF (ρ) =‖ F(P (r) ·Ψ(r)) ‖2 (1.22)

where F stands for the Fourier transform, r is the position in the pupil plane, ρ the

position in the focal plane and P is the pupil function that returns 1 if the point

belongs to the pupil and 0 otherwise. For instance, assuming a telescope with a

circular mirror of diameter D and central obscuration c the pupil function is defined

by:

P (r) =





1 if |r| ∈ [c/2, D/2]

0 otherwise

(1.23)

Let us assume that there is no turbulence between the source and the optical system,

and that the system is perfect: i.e., that there is no optical aberration of any kind.

As mentioned above, any actual optical system as finite dimensions and is limited by

diffraction. As a result, the image of a point source by such system is not a point

but rather a small spot whose size and shape depends on the geometry of the pupil.

For a circular pupil, the image obtained is an Airy disk: the light intensity of the

image is obtained from the intensity E0 of the observed object (the point source), the

diameter D of the pupil, the observation wavelength λ and the angle θ to the axis.

The definition of the Airy disk is given by the Equation 1.24, where J1 is a first order

Bessel function.

E(θ) = E0

(2J1(πDθ
λ

)
πDθ
λ

)2

(1.24)

This Airy disk is the PSF for an aberration free system with a circular pupil, illus-

trated in Figure 1.2.

Of course the PSF of an actual optical system, which may suffer from optical

aberrations, will be different. The PSF provides a complete description of the quality

of the instrument at hand. On top of this, one can use other indicators, such as



25

Figure 1.2: Airy spot (logarithmic scale)

the Strehl ratio, to estimate image quality. The Strehl ratio is the ratio between the

maximum intensity of the actual resulting image of a point source and the theoretical

maximum intensity that would be achieved if the system was perfect. The previous

example of the Airy disk is the theoretical image mentioned here in the case of an

optical system with a circular pupil. The Strehl ratio is in the range of 0 and 1, where

the higher the ratio, the better the image quality of the system.

1.4.2 Resolution

Another indicator of the instrument performance is the resolution which is defined by

the Full Width at Half Maximum of the PSF, and the best achievable FWHM, i.e.,

when it is limited by the diffraction, for a circular pupil instrument is

FWHM =
λ

D
(1.25)
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On the contrary, in the case of an instrument limited by the atmospheric turbulence,

for a long exposure image,

FWHM = 0.98
λ

r0

(1.26)

This value, also known as “seeing”, gives the minimal size of observable details. This

value is related to the minimum angle at which it is possible to distinguish the images

of two distinct points through the optical system.

1.5 Adaptive Optics

The purpose of AO is to compensate dynamically for aberrations in an optical in-

strument. Such a systems requires one or several WaveFront Sensor(s) (WFS), one

or several Deformable Mirror(s) (DM) and a Real Time Controller (RTC). The WFS

collects information about the wavefront. The RTC is fed with these information and

based on them, issues commands to the DM which adapts its shape to flatten the

wavefront. Figure 1.3 shows how these components are assembled in a closed loop.

This is a controlled system: the WFS get the wavefront measurements after correction

Figure 1.3: AO system
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by the DM, the residual, so to say. We note here that there exist open loop systems,

where the sensors are used to estimate the wavefront before it is compensated by the

DM.

1.5.1 Wave Front Sensor

As mentioned above, the atmospheric turbulence introduces aberrations in the wave-

front, therefore the first step is to quantify these distortions. This is done with the

help of WFS, these devices require a guide star to operate, either an actual star

that we name “Natural Guide Star” (NGS) or a star created artificially in the up-

per atmosphere, using a laser, called “Laser Guide Star” (LGS), and which can be

used to deduce information on the wavefront. We explain below the concept of the

Shack-Hartmann WFS [18], which is the most commonly used.

Other concepts of WFS exists; we can mention the Pyramid WFS [19], which

makes use of a pyramidal-shaped prism on which the light is focused and a lens relay

to form four images (one for each face of the prism). The focal point is then moved

around the top of the prism, this is called the modulation. The gradient of the

wavefront can then be determined by a linear combination of the intensity of each

images normalized by the total intensity [20]:

mx ≈
I1(x, y) + I3(x, y)− I2(x, y)− I4(x, y)

I1(x, y) + I2(x, y) + I3(x, y) + I4(x, y)
≈ λ

π2θm

∂φ

∂x

my ≈
I1(x, y) + I2(x, y)− I3(x, y)− I4(x, y)

I1(x, y) + I2(x, y) + I3(x, y) + I4(x, y)
≈ λ

π2θm

∂φ

∂y

(1.27)

where mx and my are the measurements along each axis, Ii(x, y) the intensity of

the pixel (x, y) in the image i, θm the modulation angle and λ the wavelength. The

equation above (Equation 1.27) is only valid in the linear regime, adding a constraint
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Figure 1.4: Shack-Hartmann wavefront sensor operation principle (credit O. Martin).

on the modulation angle, relatively to the wavefront gradient.

θm >
λ

2π
max

(∂φ
∂x

)
(1.28)

We choose to concentrate on the Shack-Hartmann since this is the one we use

in the following chapters. Such device is composed of an array of lenslets, each of

which creates an image of the star so called a spot (Figure 1.4). The position of

a given spot depends on the propagation direction of the light passing through the

aperture defined by the corresponding lenslet, if this direction is orthogonal to the
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lenslet’s sub-aperture (the wavefront is planar), the spot appears at the center of

this sub-aperture, otherwise, it drifts away from this position. Since, the direction

of propagation of the light is orthogonal to the wavefront, the position of the spot

provide a measurement of the slope of the wavefront locally, at the sub-aperture’s

position.

1.5.2 Deformable Mirror

The deformable mirror (DM) is a mirror which surface can be deformed, inducing an

optical path difference and thus a phase advance or delay locally in the pupil. The

objective of the AO loop is to control the DM such that its shape matches the incoming

wavefront, the optical path difference created by the DM will compensates the phase

delay (or advance) due to the turbulence. A deformable mirror is composed of a

reflecting surface on top of a set of actuators, several types of actuators exists, such

as piezo stacks, as depicted in Figure 1.5. In this case, the size of these stacks expand

or shrink as a voltage is applied to it, thus pushing or pulling locally the reflecting

membrane. The deformation’s shape induced by a single actuator i is quantified by

Figure 1.5: DM scheme (Credit ONERA)
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the influence function fi and the actual deformation is directly proportional to the

voltage vi applied to the actuator. By summing the contribution of each actuator,

we can deduce the phase difference introduced by the deformable mirror:

φDM(r) =
nact∑

i=1

vifi(r) (1.29)

1.5.3 Real Time Controller

The Real Time Controller (RTC) aims at providing commands to the DM from the

images produced by the WFS.

The first step is to compute a set of measurements from the WFS data. In the

case of the SH, the local slope of the wavefront in front of a sub-aperture is obtained

from the position of the spot (or centroid) formed in that sub-aperture. This can

be performed in different ways, for instance by computing the center of gravity of

all the pixels’ values, or using only the brightest ones, or thresholding the signal, or

using a correlation method, etc. The analysis or description of the wealth of existing

methods for deriving the position of the spot is out of the scope of this manuscript.

In a given sub-aperture, the wavefront slope is characterized by two coordinates the

position of the centroid with respect to the center of the sub-aperture along both

axis that we name x (respectively y) measurements. These values are concatenated

for all the sub-apertures into a so called vector of measurement. In a multi-WFS

instrument, this vector is usually organized by WFS, all measurements from a same

WFS are grouped together, and for a single WFS, the measurements along the x axis

are grouped together, and so are the y measurements.

Once the vector of measurement is obtained, the next step is to find a set of

commands for the DM that will compensate for the measured wavefront. In order to
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achieve this, one has first to determine the matrix D such that

m = Dc (1.30)

where D is called the interaction matrix. The interaction matrix is an essential,

key parameter of any AO system. The interaction matrix describes the interaction

between the commands send to the DM and the measurements resulting from these

commands. One possible way to calibrate or measure such a matrix consists in pushing

and pulling the actuators of the DM one at a time and measuring the impact of this

single actuator on WFS data, each vector of measurements thus obtained is a column

of the interaction matrix [21], which dimensions are: (Nmeas × Nactu), where Nmeas

is the number of measurements and Nactu the number of actuators. This matrix

can actually be seen as a change of basis from the space of voltage applied to the

mirror to the space of measurements. In an AO system, the RTC is responsible for

determining the command vector such that the measurements after correction are

null which consist in solving the inverse of Equation 1.30. The least squares solution

to this inverse problem is obtained by minimizing:

ε =‖ m−Dc ‖2 (1.31)

Since there is no reason for the number of measurements to be the same as the

number of actuators, D is not square and thus not directly invertible, but one can

still compute the command vector using:

c = D†m (1.32)



32

Where D† is the generalized inverse of D:

D† = (DtD)−1Dt (1.33)

that we call the command matrix. One should take particular care for the inversion of

(DtD), since its condition number can potentially be quite high, due to some modes

that are not well measured by the sensors. The consequence of a high condition

number is that some eigenvalues might be accumulated to 0 and the null-space would

not be empty. As a result, this matrix is not assured to be invertible. To avoid this,

one possibility is to perform a singular value decomposition and filter the singular

values deemed too small.

As we already mentioned, the AO is a closed-loop system: the WFS is measuring

a residual wavefront that has been corrected by the DM and the RTC is used to

compute the new command to compensate for the residual error, which is introduced

by the changes in the incoming phase and possibly previous errors.

A commonly used command law for such system is the integrator, that computes

the DM’s commands based on the current measurements and the previous commands:

ck = ck−1 − g(D†mk) (1.34)

Here we recognize c = D†mk which is the optimal command set, that would flatten

completely the wavefront, and the loop gain g. The loop gain will determine the speed

of the closed-loop, and will influence the stability of the system. It is important to

tune the gain properly: if its value is too small, the actual commands do not converge

fast enough and the loop will exhibit a large temporal error, on the other hand if its

value is to large, oscillations of the response and instability of the system may appear.

In the case of Tomographic AO (explained in §2.2), the command matrix is replaced
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by a tomographic reconstructor R:

ck = ck−1 − g(R ·mk) (1.35)

When the AO system is working in an open-loop mode, one uses for instance a first

order low-pass filter such as Equation 1.36 to smooth the signal and eliminate part

of the measurement noise [22] .

ck = (1− g)ck−1 − g ·R(mk −D · ck−1) (1.36)

The temporal response of the AO loops can be modeled with transfer functions,

depending on the individual transfer function of its components. The WFS performs

an integration and a temporal sampling of the turbulent phase, with a sampling

period T its transfer function is written as:

hwfs(f) =
1− e−i2πTf

2πTf
(1.37)

The system RTC +DM can be approximated by an integrator, with the gain g and

the response period of τ , the transfer function of which is the following:

hsys = g
eiπτf

2iπτf
(1.38)

The transfer function of the opened-loop is given by :

hol =
φturbu
φε

= hwfs · hsys (1.39)

The closed-loop adds a feedback, represented as a block diagram in Figure 1.6

hcl =
φturbu
φε

=
hol

1 + hol
(1.40)
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Figure 1.6: AO closed loop block diagram

1.6 AO Systems Over the Past 40 Years

An AO system is composed of three components: the wavefront sensor (which is

possibly composed of multiple WFS), a phase corrector (one or more DM), and finally

the RTC.

This section does not intend to be exhaustive; it is merely a pretext to give the

scale of different systems that were designed over the past years or are currently under

design, up to the ELT. We mention hereafter COME-ON, NAOS, GEMS, SPHERE,

MICADO and MAORY. In the following, we use the abbreviation ”pzt” for piezo-

stack DM.

The first European AO system project, was named COME-ON [23] (CGE, Ob-

servatoire de Meudon, ESO, ONERA). It relies on a DM, a Tip-tilt mirror (TT) and

a WFS. It was first deployed at the Observatoire de Haute Provence in France on a

1.5m instrument, then latter redeployed at La Silla site on a 3.6m telescope where

it almost reached the diffraction limit [24]. This system was producing 40 measure-

ments at a frame rate of 100Hz to control 19 actuators. Amongst the limitation of
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this system we can mention the GS brightness with a limiting magnitude of 11.5

at most for the system to operate at full capacity and the anisoplanatism but also

the processing speed of the wavefront computer that limited the temporal sampling

frequency to 100Hz .

The NAOS (Nasmyth Adaptive Optics System) instrument [25], saw its first light

a decades after, in December 2001 at the ESO Very Large Telescope, composed of

four units and the primary mirror of each of them has a diameter of 8.2m. NAOS

was installed on Unit Telescope (UT) # 4 and, in its largest configuration, was pro-

ducing 288 measurements to control 185 actuators. The system dimensions had been

multiplied by almost 10 since COME-ON, ten years earlier.

In April 2011 (eleven years later), the GEMS (Gemini Multi-Conjugate Adaptive

Optics System) saw its first light. It is, as its name suggests, the MCAO system

of the Gemini observatory. The AO bench itself, CANOPUS [26] therefore relies on

multiple mirrors and sensors, This system counts roughly 2000 wavefront measure-

ments and 1000 actuators but the main difference compared to NAOS is the number

of components (WFS and DM), showing the increasing complexity of the AO systems

more than the component evolution.

The SPHERE (Spectro-Polarimetric High-contrast Exoplanet REsearch) [27] in-

strument exhibits a the clear improvement of the individual components. It saw its

first light in June 2014, and is coupled to several instruments (such as coronograph,

spectrograph). SAXO [28], is the SPHERE extreme AO system which RTC produces

3350 measurements to control 1300 actuators, and if the numbers of measurements

and actuators increased by around 50% compared to GEMS, one must keep in mind

that there is here only one DM and one WFS, the frame rate of the latter is also

faster.

Currently, the MAORY instrument is being designed for the E-ELT and the di-

mensions [29] are on par with the ones of the telescope. One has to remark on the
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Table 1.1: Evolution of the AO instruments

Instrument DM WFS
name type type diam (mm) # actu bdw (Hz) type # subap frame rate (Hz)

COME-ON SCAO pzt 65 19 3500 SH 20 100
pzt tt 80 4 140

NAOS SCAO pzt 110 185 1600 SH 144 500
coil tt 4 350

GEMS MCAO pzt 80 293 800 SH LGS (×5) 204 (×5) 800
pzt 106 416 800 SH NGS TT (×3) 4 (×3) 800
pzt 132 208 800 SH NGS focus 4
tt 300

MAORY MCAO pzt 2400 4800 1000 SH LGS (×6) 4800 (×6) 500
pzt 890 700 1000 SH NGS TT (×3) 4 (×3) 1000
pzt 820 700 1000 SH NGS focus (×3) 300 (×3) 100
tt 70

extremely large dimension of such system, which brings the number of measurements

up to 60000 in order to control 6000 actuators.

The work that is presented here aims to design a supervisor module §2, responsible

for the computation of the tomographic reconstructor for systems which dimensions

are of the same challenging order as MAORY.

The characteristics of the instruments mentioned above are listed in Table 1.1, the

DM diameter (“diam”) is expressed in millimeter while the DM bandwidth (“bdw”)

and WFS frame rate are given in Hertz.

1.7 Related Work

With the second generation of instruments for the VLT, the ESO came up with a Stan-

dard Platform for Adaptive optics Real Time Applications project (SPARTA [30]).

SPARTA is not a RTC solution but provides all the parts (hardware and software)

needed to build one, aiming to reduce the development effort on this component,

at the core of AO systems. Since RTC is essential for any AO instrument, this ini-

tiative allows ESO to save the efforts of building a new RTC from scratch for each

instrument. SPARTA takes into consideration different hardware configurations, for

instance, using only CPU, or including FPGA for data communication or even using

hardware accelerator such as GPU. It also covers software aspects, defines interfaces,



37

and provides data communication and storage as well as computation service and

testing tools. In particular, SPARTA is composed of two parts: the RT-box and Co-

processing Cluster. The RT-box (which is called Hard Real Time Controller in the

Green Flash project context) handles the real-time aspects of the AO loop, from the

wavefront processing (i.e., computing the slopes from the wavefront images) to the

DM control, computing the final actuator commands, accounting for the integrator,

possibly anti-windup, and so on. The Co-processing Cluster is dedicated (but not

limited) to the more computing intensive tasks such as intensive mathematical pro-

cessing, data recording and coordination. The Supervisor Module presented in this

work could be part of this Co-Processing Cluster.

Since SPARTA’s purpose is to provide all the pieces required to build an AO RTC,

that latter can be implemented in different ways. In particular, the tomographic

reconstruction can be achieved with various methods, such as a direct approach or

an iterative solver approach.

The direct approach consists in computing the DM commands in real time (in the

RT-box) using a Matrix Vector Multiply (MVM). The reconstruction matrix of the

MVM is computed with a relaxed time constraint, in near real-time, solving directly

a Minimum Mean Square Error problem.

The iterative solver approach [31] is composed of two steps that must be per-

formed at each iterations of the AO loop. These are the wavefront tomography and

the DM fitting steps. There exist several variations to this methods such as the

Conjugate Gradient (CG), the Fourier Transform Preconditioned CG (FPCG) or a

Fractal Iterative Method (FRIM [32]).

GALACSI is the name of the GLAO module of the ESO Adaptive Optics Facility.

It uses SPARTA components to implement its RTC. It relies on four LGS sensors

(with 40 × 40 sub-apertures each) and one low order NGS one (with 2 × 2 sub-

apertures). It makes use of an adaptive secondary deformable mirror with a total of
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1170 actuators. The reconstruction is done through a direct approach using a MVM

provided by SPARTA to compute the commands [33].

The Narrow Field Infrared AO System (NFIRAOS [34, 35]) of the future TMT

will account for six (60 × 60 sub-apertures) LGS sensors and up to three low order

NGS and two DMs (with respectively 63 × 63 and 76 × 76 actuators) for a total of

about 35k measurements and 7000 actuators. The the NFIRAOS’ RTC [35] takes

into consideration both the direct approach and the iterative solver approach, relying

on GPUs. The iterative solver approach implementations that were tested include

Conjugate Gradient (CG) methods as well as Fourier Domain Preconditioned CG, but

did not satisfy the latency requirements (1ms per iteration) even though new GPU

generation might solve this issue. The direct approach, on the other hand, already

meets the latency requirements.

The Supervisor Module presented in this work follows the track of the CANARY

MOAO demonstrator [36], a specificity of which is to perform the tomographic recon-

struction on the measurements instead of doing it on the phase [37]. It implements

the direct approach, where the turbulence knowledge is obtained with AO loop mea-

surements.

1.8 High Performance Computing

The goal of High Performance Computing is to solve challenging problems with the

help of computers. Of course the notion of “challenging” evolves across time: let

us take a look at the performance development of the supercomputers [38]. In the

first Top500 supercomputer list, published in June 1993, the system that got the first

place had a peak performance of 59.7 GFlop/s (i.e 59.7∗109 floating point operations

per second), which is on par with the laptop with which I am writing this line, while

the first of the June 2019 list goes up to 148 PFlop/s (a 109 improvement factor in

26 years).



39

Obviously, HPC does not rely only solely on the hardware improvement, it also

implies to employ the hardware the best way possible and extract the best perfor-

mance out of it. This involves algorithms that can be modified to accommodate a

paradigm or exploit some hardware characteristics (working more efficiently). We can

give the example of the dense linear algebra library LAPACK that use the fork-join

model to exploit multi-core architectures. To illustrate taking advantage of proper-

ties of the problem component (work smarter), we give the example of the H-matrix

formalism that exploits a specific characteristics that some matrices possess, namely

their data sparsity and the HLIBpro library that implement this formalism, allowing

to manipulate matrices. Such libraries are not the end goal, but rather tools that are

to be employed by applications whose complexity may be too costly to compute on

a laptop. In the case at hand, the application is the computation of a tomographic

reconstructor for ELT scale instruments. And even though the matrix size (105×105)

is not a tremendous one, the application is subject to two constraints, first, the recon-

structor must be updated regularly (near real-time constraint) and second, it must

be done with small clusters, as one cannot afford to build a supercomputer near the

telescope

This section goes over a hardware (CPU and GPU) and a software part dedicated

to the linear algebra libraries but none of these sections claim to be exhaustive.

1.8.1 Hardware

CPU

A simplified view of a Central Processor Unit (CPU) is a set of two components: a

Control Unit (CU) and an Arithmetic and Logic Unit (ALU). The CU fetches the

instructions from the main memory, decodes them and has the ALU to execute the

operations. These three steps: instruction fetch, decoding and execution form an

instruction cycle. There are two important characteristics that determine a CPU’s
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performance linked to this cycle: the first one is the number of operation (Flops) the

CPU can achieve in one cycle, for example, the generations of Intel CPU Haswell and

Broadwell can achieve 32 (single precision) operations per cycle. And the frequency

of the CPU, i.e., the number of cycles it performs in a second. Nowadays, the order

of magnitude is a bit more than 2GHz. For example, the Nirvana (Appendix Table 1)

system (Broadwell) we have been using has a frequency of 2.2GHz. Since the ALU

executes the numerical operations, it has to access some data, and eventually to find

it in the registers, which are fast but limited memory. The faster the memory is, the

more expensive it gets, which means the less there is. In order to have enough mem-

ory to run significant programs without hindering the processing speed, a memory

hierarchy is used, from the smallest (hence fastest one) to the biggest (and slowest

one). If the data is not found at some level, it will be requested from the next one.

In order to maximize the memory transfer, one usually seeks to reuse data as much

as possible, this way it will stay closer to the processing unit and therefore retrieved

faster.

At every cycle, a CPU consumes energy that is then thermally dissipated and the

heat turns out to be a limiting factor for the CPU evolution [39]: the CPU frequency

stalled about 10 years ago and even though the number of transistors continues to

rise, the single-threaded performance growth has slowed down.

In order to overcome this issue, the new paradigm is to rely on multi-core pro-

cessors, each of them having an ALU and these cores are managed by a complex

CU. For example the Nirvana system (Broadwell) has a total of 40 cores (two sock-

ets of 20 cores each). The theoretical peak performance P of a CPU, calculated as

P = Freq×#Flop/cycle×#cores, gives an indication of its capability. If we consider

Nirvana, the theoretical peak would be 2.8 TFlop/s (2.2 · 109 × 32× 40).

Hardware accelerators were designed to improve the computing performance by

leveraging many-cores architectures. Among these we can mention the Xeon Phi
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from Intel (e.g., Knights Landing or KNL) and the GPU. In the work presented here,

we conducted experiments on both aforementioned, however the KNL, which can be

programmed as a regular CPU, was discontinued by Intel in 2017, so we will not

describe it here.

GPU

The Graphics Processing Unit initially designed for graphical purposes turned out

to be also useful for computation, leading to the concept of General Purpose GPU

(GPGPU). The organization of a GPU is similar in principle to the CPU in that

there is still a Control Unit managing ALU. But a GPU launches a lot more ALUs

than the CPU even though they are simplified and slower. The GPU’s ALUs are

grouped in warps of 16 (the threads) and all the threads of a warp execute the same

instruction (on different data), unlike the CPU cores that can each perform different

operations. Here we can see clearly that a GPU is a Single Instruction Multiple Data

(SIMD) hardware. Actually a single Control Unit manages two warps. From this,

one can understand that branching in the code can be detrimental for the program: if

two group of threads in a same warp execute two different instructions, resulting for

example from an “if” statement, these instruction will be serialized and the first group

will stay idle while the second execute its instruction and vice versa. Then the warps

are grouped into Streaming Multiprocessor (SM) holding memory (L1 data cache)

shared among the different warps. A SM also holds multiple execution contexts and

when one stalls (because of a dependency for instance), the GPU switch to another

context so that it does not stay idle. This mechanism favors throughput over latency.

Finally the GPU is composed of a group SM with a L2 cache memory.

From a programming point of view, the main API to program GPU are OpenCL [40]

and CUDA [41], I used the later since it usually performs better than OpenCL, in

addition, the C/C++ like syntax is more intuitive to me.
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Programs running on GPUs are composed of kernels, executed by the GPU cores

concurrently, which are are coded the same way as a C function and identified by

a keyword ( global ) in front of the function signature. Of course, they must be

coded keeping in mind that each thread will execute the whole function. When calling

kernels, one must specified the execution configuration with the markers <<<>>>.

This configuration mentioned at least the number of threads in a block and the number

of blocks that will execute the kernel (part or all of all of the GPU cores) Both the

threads in the thread block and block in the block grid can be organized in up to 3

dimensions. A thread can be identified by its position in a block and the position of

its block in the grid, allowing for example to determine the data the thread will access

in an array. When calling a kernel, one should choose the block size with regards to

the underlying hardware (warp, SM, etc.).

1.8.2 Software

The supervisor module is based on two main building blocks as described in the fol-

lowing chapter: the measurements covariance matrix generation and a linear algebra

solver. For the later, we rely on existing libraries providing the an implementation of

the elementary tasks required it.

BLAS

The Basic Linear Algebra Subprograms (BLAS [42]) initially in Fortran contain 38 of

these subprograms. The different functions are organized into “levels” based on the

complexity of operations as a power of the vector dimension of the object:

• Level 1 vector-vector operation, O(n)

• Level 2 matrix-vector operations, O(n2)

• Level 3 matrix matrix operation, O(n3)
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The levels 1 and 2 are memory bound, which means the memory bandwidth will be

the limiting factor for the routine execution speed, i.e., the low arithmetic intensity

does not cover the memory movement. On the other hand, the level 3 is compute

bound ensuring enough data reuse. Several implementations of the BLAS exist; we

can mention netlib [43], OpenBLAS [44], and the Intel Math Kernel Library [45]

(MKL) that includes the BLAS (among other routines). To take advantage of the

shared memory systems, the BLAS rely on a fork-join model: a subprogram uses

multiple threads (fork) to complete its task which are synchronize at the end of the

subprogram (fork).

Linear Algebra packages

Linear algebra packages are libraries using the BLAS to implement more complex

linear algebra operations such as equations system solving, matrix factorization,

eigenvalues (or singular values) computation. In particular they aim for the level

3 subprograms in order to stay compute bound and maximize the performance de-

livered by the computing system. The original Linear Algebra PACKage (LAPACK)

library [46] was later also implemented for distributed systems with the Scalable

LAPACK (ScaLAPACK) [47]) relying on a Parallel BLAS (PBLAS [48]). However,

LAPACK has shown parallel performance limitations in the context of the many-

core era mostly due to its bulk synchronous programming model. Indeed, LAPACK

alternates computational memory-bound and compute-bound phases, using highly ef-

ficient multithreaded BLAS , which does not allow to seamlessly extract performance

from the underlying many-core hardware [49].

Task-based Programming Model

The task-based programming model was designed to overcome the bulk synchronous

programming model limitations. We will mention here the Matrix Over Runtime
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(a) Column major (b) Tile data layout

Figure 1.7: Data layouts

System at Exascale (MORSE). The main objective of this project is to provide linear

algebra subprograms for systems that have a large number of cores, be it CPU cores

or accelerators such as GPU (and potentially exascale systems).

As its name suggests, a task-based programming model expresses a sequential

program as a set of tasks with interdependencies (the input data of some include the

output of others). In the case of linear algebra, the matrices that are operated on

are split into tiles, changing the column-major data layout to a tile data layout (see

Figure 1.7). The algorithms are re-designed as a set of operations on the tiles, with

proper dependencies [50]. For example, a Cholesky factorization (Figure 1.8) consists

in a Cholesky (LAPACK POTRF) factorization on the first diagonal tiles, which has

a dependency for the triangular solve (BLAS TRSM) performed on the tiles of the

first column. The triangular solve unlocks the dependency to a rank update of the

remaining diagonal tiles and a matrix-matrix multiplication involving the remaining

tiles. The algorithm moves then to the next column and loops until the last one. Once

the program is expressed as a set of tasks, it can be represented as a direct acyclic
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POTRF TRSM SYRK GEMM

POTRF TRSM SYRK GEMM

Figure 1.8: Tiled Cholesky factorization scheme

graph (DAG), where the nodes are the tasks and the edges are the data dependencies

between the tasks. The Figure 1.9(a) is the DAG of a Cholesky factorization of a

(6× 6) tile matrix while Figure 1.9(b) is associated to a complete solver. To run the

program properly only requires to execute the tasks in an order that satisfies the data

dependencies, as well as moving the data on time for task execution on the computing

unit performing it. Aside from these requirements, the tasks can be executed in any

order, potentially concurrently (which improves the performance of the program, in

terms of Flop/s), for instance, in Figure 1.9, all tasks located on a same horizontal

line can be executed concurrently. And even more, in the case of multiple operations

as in Figure 1.9(b), these latter can be overlapped to further improve the concurrency.

In addition to these constraints, one must consider the multi-core, potentially

heterogeneous, nature of computing systems (using multiple CPU and accelerators

such as GPU), which necessarily involves communication that impact the software

performance. In the case of a regular and predefined communication such as halo

exchange, one can think about optimizing the network topology [51]. However, due to

the increased concurrency, the tile algorithm allows for more flexibility when it comes
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Figure 1.9: Directed Acyclic Graphs

to decide the tasks execution order. That order can then be chosen (potentially at

runtime) depending on the availability of the computational units (assigning tasks

to all of the computational resources), the data location (saving communications),

and so on. The main objective of this scheduling is to keep the hardware as busy as

possible with computation by ensuring the availability of the data for each task.

These scheduling decisions are the purpose of a dynamic runtime system. In this

work we rely on StarPU [52, 53]. Each task has implementations (called codelets)

for the different components of the system (CPU or GPU) that must be specified to

StarPU. The task definition specifies which piece of data is used as input or output

which brings to StarPU the knowledge of the dependencies. When calling a task

on given tiles, StarPU decides where to run the task, which codelet to execute, and

possibly moves data to enforce the dependencies. Any piece of data used must be

registered to StarPU allowing the scheduler to track the data replicates and keep them

up to date (for example after task modifies it on a separate memory).

H-Matrices

Some matrices, even though they are not sparse (in a sense they do not have a lot of

zeros), only need a small amount of data to describe the full matrix to a high accuracy.

A mechanism to exploit this structure was introduced some twenty years ago with

the hierarchical matrix (H-matrix [54], [55]). This formalism aims to compress these
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data sparse matrices (improve the memory) while providing the necessary arithmetic

operations to manipulate matrices expressed in this formalism.

The H-matrix formalism requires to define a hierarchical partitioning of the ma-

trices’ rows and columns index sets. This partitioning is used to identify the blocks

in the matrix, in addition an admissibility parameter is used to determine whether

a given block is compressible or not. If it is the case, a low-rank approximation of

the block is computed in the other case, the block can be further divided or judged

to be non-compressible (if the block is already sufficiently small for example). A

non-compressible block is simply represented with the dense representation. Since

compressible blocks are represented with low-rank approximation, one must deter-

mine the said rank, which can be either predefined (fixed rank) or determined at

runtime based on a predefined accuracy (fixed accuracy). Let k be the rank of the

block’s low-rank approximation, then the block M ∈ Rn×m can be written M = A·BT

where A ∈ Rn×k, B ∈ Rm×k. The matrices targeted by the Hierarchical format will

have a large number of block for which the approximation rank is small compared to

the block’s dimensions.
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Chapter 2

Supervisor Module for Tomographic AO

A simple way to control an AO system is to use a single guide source, if possible, the

object of interest itself, and give the DM the shape of the wavefront as measured by

the WFS. This compensates for the turbulence in the direction of the WFS and this

mode is called Single Conjugate AO (SCAO). However, in this case, measurements are

performed on a single direction and no other information on atmospheric turbulence

is available. This would not be a problem if a WFS could measure the wavefront

shape in the observation direction, that is to say, use the observed object itself as

guide star, but these objects are usually too faint to be used as such. As a result, we

are bound to use off axis guide stars, and due to anisoplanatism (i.e., the absence of

spatial invariance of the wavefront over a large field of view) the measurements are

only accurate close to the WFS direction. This limits the area in which the turbulence

compensation realized by the DM is relevant to a small patch around the Guide Star.

Unfortunately, the location of the Natural Guide Stars, the actual stars, cannot be

chosen. To increase the sky coverage, i.e., the area of the sky where the AO system

provides an image quality good enough to exploit it, the first solution would be to

create a guide star, using a laser, near the observation axis (this method is the LGS

AO), but the LGS comes with some limitations, such as the tip-tilt indetermination

and the cone effect (detailed in the next subsection) which motivates the use of

multiple LGS and possibly multiple DM conjugated at different altitude (the LGS

Multi-Conjugate AO) and implies to process the WFS measurements to retrieve the

3D structure of the turbulence and command the DM accordingly, and variations
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around this technique are called tomographic AO. These methods rely on multiple

guide stars, possibly artificial ones (the Laser Guide Stars) scattered around the whole

field of view to estimate the command that should be send to a single or multiple

DM, by the mean of a tomographic reconstructor, to achieve the best correction.

2.1 Laser Guide Stars

As mentioned above, the position of the actual stars cannot be chosen. However it

is possible to emit a laser from the ground, from the side of the telescope, or behind

the secondary mirror to create light source in the atmosphere, bright enough for the

WFS to operate on [56]. We mention here two types of LGS.

The Rayleigh guide stars: This process relies on the polarizability of the parti-

cles in the atmosphere. The particles are excited as the light (in this case from the

laser) goes through the atmosphere, resulting in a radiating dipole which frequency

is the same as the excitement one, emitting back to the ground. These lasers are

usually blue or green since the Rayleigh scattering is proportional to λ−4 with λ the

emission wavelength. One might notice that the scattering arises in all the atmo-

sphere, therefore, the laser is usually pulsed [57] and the altitude at which the WFS

is focused fixed with a maximum of 20 kilometres.

The sodium guide stars: This kind of LGS targets the sodium layer of the at-

mosphere [58], located between 80 and 110 kilometres of altitude. The laser, emitted

with a wavelength of 589 nm (orange), the absorption wavelength of the sodium, ex-

cites the sodium atoms in this layer which emit back photons by spontaneous emission

creating an artificial light source.

Even though the LGS allows to create artificial stars wherever needed, they come

with some limitations detailed in the following.
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2.1.1 The LGS Tip-Tilt Indetermination

In order to create an LGS, one must first emit the laser light, located on the ascending

beam, the photons either re-emitted or scattered back are gathered by the primary

mirror. Since the primary mirror diameter is of the order of several meters (8 meter

for the VLT, 39 for the E-ELT), and the laser beam of the order of 0.5 meter, one

can imagine that the photons collected by the primary do not follow the same path

as the ascending photons, which make the detection of the tip-tilt impossible [59], or

rather, the tip-tilt measured is not solely the one of the descending beam. We can

also add here that in the case of the sodium LGS, the sodium layer is part of the

atmosphere and thus not static, in particular its height is variable, therefore it is not

possible to measure accurately focus aberration. As a consequence, we cannot use

solely LGS, but also need at least one Natural Guide Star (NGS) to determine the

low order modes (focus and tip-tilt)

2.1.2 The Cone Effect

The LGS are obtained by excitement of particles in the atmosphere and their altitude

are roughly 20km in one case and 100 km in the other. These artificial stars cannot

be approximated by a sources located at infinity, in particular, the light rays are not

parallels and form a cone, rather than a cylindrical beam, the top of which is the

LGS itself. And as opposed to the NGS case, where the images provided by a WFS

would account for the atmospheric turbulence in the whole cylinder of section the

telescope’s pupil, in the LGS case, the higher the altitude, the smaller the section

of the atmosphere intercepted by the cone, therefore the images provided by a WFS

will not take into account the full atmospheric turbulence cylinder a NGS would.This

effect is even more important as the LGS altitude is low.as depicted by Figure 2.1
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Figure 2.1: Cone effect for the Sodium and Rayleigh guide stars (credit F. Vidal)

2.1.3 The LGS Elongated Spots

Creating a laser star consists figuratively in lighting up a cylinder of the atmosphere

and its shape is not a point but rather a segment. However its shape, seen from a

ground observer, depends on the position of the latter relatively to the laser launch

position. If we consider a Shack-Hartmann WFS, which is an array of lenslets and

a LGS, launched from a side of the pupil, the sub-apertures close to the launch

position “see” the LGS cylinder from right beneath it, the image provided by these

sub-apertures is almost the image of a point convolved by the Laser beam function

and the seeing. However, as the distance from the laser launch to the sub-aperture

increases, the sub-apertures perspective changes, revealing the cylinder’s shape and

the resulting image takes the form of an elongated spot, as shown in Figure 2.2.

This variation of shape brings some issues to the calculation of the spots’ centers of
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Figure 2.2: Image of a Shack-Hartmann wavefront sensing on a LGS
(launch from the bottom of the image)

gravity [60] (from which the slopes are deduced) and in the worst case, the elongation

can be such that the spots’ images do not fit in the sub-aperture boundaries resulting

in a truncated image [61]. Finally, the sodium layer’s density profile is not constant

over time, and its variations can bring variation to the image intensity [62] hence to

the noise level in the sub-aperture, across the pupil and over time.

2.2 Tomographic Adaptive Optics

This concept relies on a 3D reconstruction of the wavefront perturbations, above the

telescope, in order to provide a good compensation of the effect of turbulence, either

in a particular direction not aligned with a guide star, or over a large field of view.

As mentioned above, in the case of SCAO, the measurements lose their relevance

as the Guide Star gets further away from the observation direction. The solution

brought by the tomographic AO system relies on several WFS to measure the slopes

of the wavefront, and a reconstructor to estimate the on-axis phase (or wavefront
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slopes depending on the case). Each sensor has a pointing direction and measures the

wavefront that went through the turbulent volume in its own direction. Therefore,

multiplying the number of sensors (pointing in different directions) allows to probe a

larger turbulent volume, which increases the accuracy of the atmosphere description.

For a WFS pointing toward α, the measured phase ϕα can be expressed as:

ϕα = MPαφ+ n (2.1)

where M is the WFS measurement operator, Pα the projection in the WFS pointing

direction, φ the actual phase and n noise. And since the overall turbulent phase is

the sum of all the layers’ contributions (see Equation 1.13), the problem is solved

for these different contributions. The estimate ϕ̃ of the actual phase φ can then be

calculated from the measured phase ϕ and the reconstructor W :

ϕ̃ = W · ϕ (2.2)

The objective is then to find the reconstructor W , this can be done using for instance

a Minimum Mean Square Error (MMSE) formulation:

ε = < ‖ ϕ̃−W · ϕ ‖2 > (2.3)

where < ·> is the temporal mean operator. We deduce the following formulation for

the reconstructor:

W = <ϕ̃ · ϕt><ϕ · ϕt>−1 (2.4)

We must note here that the number of DM is usually different than the number

of layers, so the reconstructed phases must be projected onto the different DM. A

drawback of this method is that we need to operate on the layers individually, and

sample the modes on each one of them, it also implies to sample the modes on these
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layers, arbitrarily and that sampling does not necessarily correspond to the modes as

seen by the DM.

An alternative is to perform the reconstruction in the measurements space instead

of the phase. This approach may seem more intuitive in that we operate on what is

observable (the measurements), and also because we introduced the AO as a controlled

system operating a deformable mirror based on measurements issued by WFS. We

note m the concatenation of the measurements of all the WFS, which is none other

than the measurement vector already mentioned in §1.5.3.

One can imagine a (virtual) WFS, that could always provide measurements, no

matter how faint is the object it is pointing to. Such WFS could be used anywhere

in the filed of view, in particular in the observation direction, and in this case, the

measurements it provides could be used to control a SCAO loop. We call such ficti-

tious WFS a Truth Sensor (TS), and its measurements (noted t) are the ones we aim

to reconstruct with this method.

It is possible to rewrite Equation 2.2 and Equation 2.4 to define the tomographic

reconstructor as:

t = R ·m (2.5)

R = <t ·mt><m ·mt>−1 (2.6)

The reconstructor (Equation 2.6) is expressed for an LTAO system but can be ex-

tended to other AO modes (such as GLAO, MCAO and MOAO); this is detailed in

§4.1.

Note that to compute the reconstructor (Equation 2.6), the truth sensor measure-

ments are required, and that these are obtained thanks to the reconstructor itself.

The terms <t ·mt> as well as <m ·mt> are covariance matrices that can be computed

with the use of a model function.
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2.3 Covariance Matrices of Measurements

In the previous section, we defined the reconstructor as the product of <t · mt>

and the inverse of <m ·mt>. These two components are in fact covariance matrices

between two sets of measurements. In the following, to ease the notation, we notate

Cab =< a · bt > (2.7)

to be the covariance matrix between the set a and the set b of measurements.

The reconstructor (Equation 2.6) is computed based on the covariance matrices

Cmm and Ctm, which provide the ability to generate these matrices essential to the

supervisor module. We have two ways of computing these matrices, an empirical

approach and an analytical one, based on statistical assumptions.

In the case of the empirical approach, we use the WFS to provide the measure-

ments vector m, this vectors are multiplied with their transpose and the covariance

matrix is obtained averaging the result over time. In practice, the vectors are stacked

together in a matrix of measurements on which we perform the same operation. This

allows to switch from a vector-vector multiplication which is memory bound to a

compute bound matrix-matrix multiplication, thereby increasing the arithmetic in-

tensity in order to speed up the process. We should note here that to obtain the exact

matrix, one would have to acquire an infinite number of measurement vectors. Due

to the time constraint from the turbulence structure changing over time the matrices

have to be generated accordingly. As a consequence, the resulting matrices include

convergence error [63]. In addition, the measurements obtained from actual WFS,

include readout noise among other error sources. On top of this, this method requires

actual measurements, and therefore the Ctm required to compute the reconstructor

cannot be generated, as it involves a TS.

The last two remarks motivate the second approach, relying on an analytical or
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A

B

a1 a2

Dφ (a1b2)

Dφ (a1b1) Dφ (a2b1)

Dφ (a2b2)

b1 b2

Figure 2.3: Phase difference between two sub-apertures

pseudo-analytical model function, based on statistical assumptions that allows to

compute the covariance between the measurements of two sub-apertures Figure 2.3.

For a single turbulent layer l, it is possible to express the phase covariance between

two points given their distance to each other and the layer’s strength and outer scale

(see Equation 1.16). Considering two square sub-apertures A and B, the phase slope

measured by each of them is approximated by the difference of phase between the

middle of the opposite edges (for instance a1 and a2 for the sub-aperture A).

ml
x(A) = ϕl(a2)− ϕl(a1) (2.8)

The covariance between the sub-apertures A and B for the given layer is then:

C l
AB =< (ϕ(a2)− ϕ(a1))(ϕ(b2)− ϕ(b1)) > (2.9)
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Using a binomial expansion, and using the structure function of the phase variance

(Equation 1.6), the previous expression can be written as [36]:

C l
AB =

1

2

(
−Dl

ϕ(a1b1) +Dl
ϕ(a1b2) +Dl

ϕ(a2b1)−Dl
ϕ(a2b2)

)
(2.10)

The equation above gives the covariance of the measurements of two sub-apertures

along the axis x which can be used for the y axis by simply changing the notations

and a similar expression exists for the covariance between the two different axis. Here

Dϕ is computed as [10]:

Dϕ(r) = k1 · L5/3
0 ·

(
k2 − (2.π.

r

L0

)5/6K5/6(2 · π · r
L0

)

)
(2.11)

and K5/6 is defined by:

K5/6(x) = 1/2
∞∑

n=0

(−1)n

n!

(
Γ(−n−5/6)(x/2)2n+5/6 +Γ(−n+5/6)(x/2)2n−5/6

)
(2.12)

In order to calculate the covariance of the measurements for multiple layers, one

only needs to sum the contribution of each layer.

CAB =
∑

l

C l
AB (2.13)

Finally, the covariance matrix of the measurements is obtained by computing the

covariance of the measurements of each pair of sub-apertures of the instrument. A

prerequisite for this function is the knowledge of position and size of the sub-apertures

projected onto the layer of interest, as well as the turbulence profile (the latter is

also estimated by the supervisor module (§2.4)). Once the covariance between two

sub-apertures is known, on must add a noise term when the two sub-apertures con-

sidered are the same. At first, we used an arbitrary constant value for this noise
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that we replaced by a more realistic value taking into account calculated based on

characteristics of the AO system and the seeing [64]. We distinguish the LGS noise

Equation 2.14 for which we must take into account the laser’s elongation from the

NGS noise Equation 2.15 :

σ2
LGS = 0.32d2 s

2 + e2 + w2

F
+ 0.82d2 (s2 + e2 + w2)3/2(s2 + w2)1/2

z2

(
RON

F

)2

(2.14)

σ2
NGS = 0.32d2 s

2

F
+ 0.82d2 s

4

z2

(
RON

F

)2

(2.15)

where the above parameters are:

• d the size of the sub-aperture

• s the seeing angle at the WFS wavelength

• e the elongation (FWHM of the elongated plume)

• w the laser beam width

• F the number of electrons per sub-aperture per frame

• z the pixel size

• RON the read-out noise

On top of this, the model function includes approximations, in particular, the

measurement covariance is computed from the phase difference between the edges of

the sub-apertures. The approximation lies in the shape of the sub-apertures, that is

always considered to be a square. If this is true for the physical WFS device, the

illuminated part of the sub-apertures at the pupil’s edge is generally not square. To

ensure that the approximation holds, we select only the sub-aperture with a large

enough illuminated part. This approximation presents a problem in the case of WFS



59

with a limited number of sub-apertures. For example in the case of a (2 × 2) sub-

apertures WFS, none of the sub-apertures has an illuminated surface that is close

to a square. A new model function should be designed to take into account the

shape of the sub-apertures’ illuminated surface. Since the cases where the current

approximation does not hold are well identified and given that a new model would

add complexity one should consider using such new model only when necessary (i.e.,

when the illuminated part of the sub-aperture cannot be approximate by a square).

In the case of LGS AO, in which there is a mix of high order WFS, for which the

approximation is valid (since the size of the sub-apertures is small as compared to

the size of the pupil), and low order WFS, for which it does not hold, one solution is

to resort to a “split-tomography” and consider covariance between WFS that has the

same dimensioning only, splitting the problem in two: the first part where the current

model function is enough, and the second where the square approximation does not

hold. Concerning the latter, a standard least-square approach may be enough to

control the low order modes.

(a) Computed from the measurements vector
simulated with COMPASS

(b) Computed with the model function

Figure 2.4: Covariance Matrices
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The Figure 2.4shows two covariance matrices for a same optical system computed

with both technics (empirical and pseudo analytical).

2.4 Supervisor Module

Figure 2.5: supervisor module diagram

The supervisor module depicted in Figure 2.5 aims at providing AO systems with

tomographic reconstructor (ToR), using the Learn and Apply method [65], which is

recalled below.

Similarly to the command matrix for a SCAO system described above, the tomo-

graphic reconstructor is a change of basis matrix from the measurements obtained

from the WFS to the DM’s commands. Computing a relevant ToR can be decomposed

into five tasks.

The first one consists in computing an empirical covariance matrix of the mea-

surements from the actual WFS Cmm e.

The next step, so-called “Learn”, takes as input the empirical covariance matrix

newly computed. Its objective is to retrieve the atmospheric profile composed of three

parameters per layer: the altitude, strength and outer scale, as well as some particular

system parameters (depending on how well the actual system has been calibrated).
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In order to do so, we rely on a model function (§2.3), returning a covariance matrix

of measurements given parameters of the optical system, which will be considered as

invariant in the following and the atmospheric parameters of interest.

Once the atmospheric profile has been estimated, it can be used to generate, with

the help of the same model function, the theoretical covariance matrix Cmm of the

actual measurements, and the theoretical covariance matrix Ctm of the Truth Sensor

measurements with the theoretical measurements of the actual WFS.

The next step is the core of the supervisor pipeline and is so-called “Apply”. The

objective of the Apply step is to find the tomographic reconstructor R derived from

the two matrices computed at the previous step, by solving the following equation:

R = Ctm · C−1
mm (2.16)

From R one can estimate the measurements in the direction of the truth sensors based

on the actual measurements.

Finally, the tomographic reconstructor is multiplied by the command matrix D†.

M = D† ×R, (2.17)

The result of this step is a change of basis matrix, from the actual measurements to

the DM’s commands, providing a way to control the DM for a specific direction, as if

there were an on-axis WFS measuring directly the wavefront slopes in the observation

direction. The Apply is described above in the case of an LTAO system with a single

DM. It can be extended to other AO modes, namely GLAO, MCAO and MOAO

detailed in Section §4.1.

As exposed in the previous chapter (§1), the atmosphere structure is changing

with time, therefore the tomographic reconstructor has to be computed regularly to

update the atmospheric profile and ensure a good estimate of the on-axis measures in
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the order of a few minutes [15]. Given the problem size, this task is computationally

challenging. As mentioned in §1.3.3, we plan to update the reconstructor every ten

minutes. We estimate the number of Flops necessary to generate a covariance matrix

to be roughly a hundred time the number of elements in the matrix per turbulent

layer and the complexity of a reduce operation to be N2 · log(N2), where N is the

matrix size (leading to N2 elements).

The Learn process complexity is dominated by matrix generation and reduce oper-

ation. It is composed of two nested loops, the outer one (that we limit to 15 iterations)

require as many matrix generation as there are parameter to estimate in addition to a

reduce operation for each element of the derivatives (the Hessian and gradient). The

inner loop (limited to 10 iterations) is simpler and contains a single matrix generation

and reduce operation. In the largest case, we use a hundred thousand measurements

(105), forty Layers and forty parameters, leading to estimation of 3.25× 104 TFlops

to achieve the Learn process. The Apply process consists in linear algebra operations

which complexity[66] is of the order of N3 (N being the matrix size) and the number

of Flops required is estimated to 5.30× 102 TFlop. The total estimation (Learn and

Apply) requires 3.3 × 104 TFlops and a computation rate of 55 TFlop/s in order to

achieve the task within ten minutes.
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Chapter 3

For a Fistful of Atmospheric Parameters: The Learn Process

As discussed in 1.3.2, the atmosphere is a continuous mass of air that can be repre-

sented as a set of turbulent layers characterized by their altitude, strength and outer

scale. Retrieving this atmospheric profile is critical for the tomographic AO since it

is an input to the model function that allows to generate covariance matrices and the

objective of the Learn step is to retrieve these atmosphere parameters. Two ways to

estimate the atmospheric profile are presented hereafter.

Direct Measure of the Turbulence

One way to estimate the turbulence profile is to use an additional instrument (besides

the telescope), and use the insight of this instrument for the AO loop. An example of

such instrument would be the SCIntillation And Ranging SCIDAR [67] proposed in

1974. The scintillation is the variation in space and time of the brightness, caused by

the refraction of the star’s light in the atmosphere. And SCIDAR is able to estimate

the Cn2 profile based on the spatio-angular correlation of the scintillation patterns

of two stars. However, SCIDAR cannot estimate the layers that are too close to the

ground and a generalized SCIDAR [68] was proposed to solve this limitation. Another

more recent instrument, the SLOpe Detection And Ranging (SLODAR) [69] also relies

on a double star, but measures the wavefront slopes for both of them. The Cn2 profile

can then be retrieved with the stars’ slope correlation and the autocorrelation of the

slope of one of these stars.

These kinds of instruments are decoupled from the actual observation instrument,
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which can lead to some issues. One is that the pointing direction might be different,

thus the measured profile is not completely accurate. Another one is that the obser-

vation instrument introduces static aberrations that cannot be seen by an external

instrument, or even that the sensors may be misaligned and the matrices generated

by a model function that do not take these into account are inaccurate and introduce

error in the correction to be applied. Finally, if the profiler is located outside of the

telescope dome, the contribution from the turbulence close to the ground may be

different because of various effects linked to the dome (e.g., non laminar flow or dome

turbulence)

Measure of the Turbulence Using AO Loop Data

An answer to the direct measurement of the turbulence mentioned above is to use in-

stead the AO loop measurement data to“Learn” [37] the atmospheric profile, solving

immediately the pointing direction issues as well as the dome turbulence and the static

aberrations (that will be measured along with the atmospheric turbulence). Finally,

one can estimate the misalignment prior the observation, measuring the wavefront

slopes induced by a known phase screen and incorporate them in the model func-

tion. Measurements vectors of the wavefront slopes are gathered from the WFS and

aggregated into a measurement matrix and multiplied by its transpose to form an

empirical covariance matrix of measurements. The estimated atmospheric profile is

then the one that minimizes the difference between the empirical covariance matrix

and the covariance matrix generated by the model function.

3.1 A Function Minimization Problem

In this work, we are using the AO loop data to estimate the atmospheric profile. The

problem here is typically a data fitting problem: given an (empirical) input matrix,

the objective is to find the turbulent profile that minimizes the sum of the squared
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difference between the corresponding elements of the input matrix and the matrix

generated by the model function.

Algorithm 1 The Levenberg-Marquardt algorithm.

1: k = 0; ν = 2; x = x0;
2: H = J(x)TJ(x); g = J(x)Tf(x);
3: found = ‖g‖∞ ≤ ε1;
4: µ = τ.max {aii} ;
5: while (not found) and (k ≤ kmax) do
6: k = k + 1;
7: solve((H + µ.Id)hlm = −g);
8: if hlm ≤ ε2(‖x‖+ ε2) then
9: found = True;

10: else
11: xnew = x+ hlm;
12: ρ = (χ2(x)− χ2(xnew)/(hTlm(µhlm − g)/2);
13: if ρ > 0 then
14: x = xnew
15: H = J(x)TJ(x); g = J(x)Tf(x);
16: found = ‖g‖∞ ≤ ε1
17: µ = µ.max {1/3, 1− (2ρ− 1)3} ;
18: ν = 2;
19: else
20: µ = µ.ν; ν = 2.ν
21: end if
22: end if
23: end while

To achieve this task, we rely on the Levenberg-Marquardt algorithm [70] described

in Algorithm 1, which is a damped Gauss-Newton approach suited to solve least

squares minimization problems. Such approach has been already tested with success

on the the 4.2m William Herschel Telescope (WHT) in La Palma with the CANARY

instrument [22] . The estimate of the solution (the atmospheric profile) is updated

iteratively according to a descent direction, which is computed from the derivatives

of the score function, namely the Hessian and gradient. Then the descent step size

is updated with a damping parameter. Since the descent direction is determined by

the derivative, this method can by assimilated into a hill climbing method. These
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kinds of methods are known to take the shortest path to local minimum so, with the

possibility of quadratic convergence. However, as mentioned above, the minimum is a

local one, not global, therefore the choice of the initial guess is critical for this method

to find the global minimum.

Let f be the model function and x the vector of atmospheric parameters that are

to be estimated. The goal is to find the value of x that minimizes

χ2(x) =
N∑

i=1

N∑

j=1

(
fi,j(x)− Cmmi,j

)2

(3.1)

For simplification purpose, we consider Cmm as a vector of size N2 instead of a square

matrix of size N ×N and minimize:

χ2(x) =
N2∑

k=1

(
fk(x)− Cmmk

)2

(3.2)

The Levenberg-Marquardt algorithm (1) is composed of two nested loops. The

outer loop is responsible for the computation of the derivatives (Algorithm 1, line 15),

the gradient (Equation 3.3) and Hessian (Equation 3.4) of the scoring function χ2.

gi =
∂χ2

∂xj
(x) =

∑

k

∂fk
∂xi

(x)
(
fk(x)− Cmmk

)
(3.3)

Hi,j =
∂2χ2

∂xi∂xj
(x) ≈

∑

k

∂fk
∂xi

(x) · ∂fk
∂xj

(x) (3.4)

and check the termination criteria at the current iterate . These criteria include

monitoring the norm of the gradient (Algorithm 1, line 16 ) as well as the distance

between the last two estimates compared to the norm of the latest (Algorithm 1, line

9), and a maximum number of iterations. A gradient norm close to zero indicates

the algorithm reached a minimum. Too small a step size means the algorithm is not

making any progress and the limit on the number of iterations prevents an infinite
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loop.

The inner loop seeks for a suitable descent step given the derivatives (Algorithm

1, line 7), by solving the linear system:

(H + µId)x = g (3.5)

The new iterate x is accepted or rejected depending on its score. Given the size of

the Cmm (N2 with N = 105), it is clear that the most time-consuming parts are

the computation of the derivative and the scoring function, so we will focus on these

tasks.

3.2 Implementation Details

The scoring function χ2 is rather simple, it is composed of matrix generation coupled

to a reduce operation. The latter will undoubtedly grow proportionally with the

problem size. The calculation of the derivatives is however more compute intensive,

as it requires the partial derivative with respect to each variable, for all the elements

of the matrix (the variables being the atmospheric parameters that need to be fitted).

We defined the χ2 function (Equation 3.2) as well as its derivatives (Equation 3.3 and

Equation 3.4) as a sum of contributions for all pairs of measurements. Also, the val-

ues we want to compute here only depend on the model function and a constant

(the input matrix). For simplicity, we discuss only the model function in the follow-

ing. For any given elements of the sum, the telescope parameters are constants, and

it would be possible to calculate an analytical expression for the derivatives of the

model function (with respect to the atmospheric parameters only) for each element.

However the CANARY experiment made use of finite differences and achieved its

goals, which means the latter approach is sufficient in terms of numerical accuracy.

Furthermore, the number of operations would not be lowered as the model function
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relies on a polynomial function that is actually already a truncation of an infinite

sum. It would also be tempting to use an analytical approach to collapse the sum

over all the elements, but in this case the parameters related to the optical system are

not the same for two different elements. They depend in particular on the distance

between the position at which the measurement are performed, projected in altitude,

on the turbulent layer. Since the number of measurements is high (105) this kind of

formulation would be tedious, and even worse, it needs to be done for any new con-

figuration, i.e., for different number of WFS or WFS’ pointing directions. Therefore,

we use the finite difference to compute the derivatives. That is to say:

∂fk
∂xi

=
fk(x+ dx · δi)− fk(x)

dxi
(3.6)

where dx is the increment vector (for all variable) and δi the Kronecker symbol.

That being said, we do not use bluntly the model function. First, the previous

equations (Equation 3.3 and Equation 3.4) can be written using the Jacobian:

H =
N2∑

k=1

JTk · Jk (3.7)

g =
N2∑

k=1

JTk · (Cmmk
− fk(x)), (3.8)

We will not use the latter formulation to compute the derivatives, the dimensions of

this matrix are indeed too large, up to (40 × 1012) which makes it difficult to store

and too time consuming to multiply. However, this formulation highlights the fact

that the derivatives are the sum of terms depending on a single line of the Jacobian

Jk, defined as the first derivatives of fk with respect to each atmospheric parameter :

Jk =

[
∂fk
∂x1

. . .
∂fk

∂xNparam

]
(3.9)
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which can be determined from a single element of the covariance matrix. In addition,

the model function was conveniently designed such that any element of the covariance

matrix can be determined independently. As a consequence, it is possible to compute

the contribution of a single element fk to both gradient and Hessian independently

of the others. This feature is particularly interesting since all these contributions

can be computed concurrently, therefore, it can be implemented in a highly parallel

manner, especially efficient for massively parallel accelerators, such as GPU, since

each contribution can be generated by a single thread. However in both cases, the

final value of the derivatives require a reduce operation, summing the contribution of

all the covariance matrix elements.

We mentioned that the covariance is the sum of the contribution of all the layers.

Furthermore, the atmospheric parameters are composed of three parameters per layer,

which means that a single parameter is constant for all layers but one. If we consider

a parameter xi and li the layer for which it is a variable, it is possible to write:

∂fk
∂xi

=
∑

l

(
∂f lk
∂xl

)
=
∂f lik
∂xli

(3.10)

and change Equation 3.6 to:

∂fk
∂xi

=
∑

l

f lk(x+ dx · δi)− f lk(x)

dxi
=
f lik (x+ dx · δi)− f lik (x)

dxi
(3.11)

which means that a single layer contribution is enough to compute the partial deriva-

tive of an element k with respect to a given parameter. Since we apply this algorithm

on atmospheric profiles containing up to 40 turbulent layers (the ESO statistics of

the turbulent profile spans 35 of them [71]), computing only the derivative on a single

layer for a given variable allows to reduce the computational load of the Jacobian by

more than 90%. In addition, the layers’ contributions f lk(x) can be mutualized. As a

result, to compute the gradient and Hessian contribution of a single element, we only
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need to compute the contribution f lk(x) once for all layers and, for a any parameter

xi, a single contribution f lik (x+ dx ∗ δi).

Another way to reduce the number of operations to compute the derivatives is to

look once again into the model function. The latter depends non-linearly on the h

and L0 parameters. However, it depends linearly on the layer’s strength C2
n, which

means we need not to resort to the model function for this type of parameter.

One can also notice that for a given element k, the same Jacobian line Jk appears

in its contribution to both gradient (Equation 3.8) and Hessian (Equation 3.7), which

leads to the idea of computing them together in a same routine, in order to mutualize

the generation of the first order derivatives.

Finally, the covariance matrix is symmetric, so knowing only the lower (or upper)

triangle of the matrix is enough to obtain the full information.

If we recall the structure of the covariance matrix in (§2.3), we notice that the

crossed covariance blocks, the covariances of the measurements along the X axis with

the ones of the Y axis (noted XY and YX blocks), have a lower magnitude than the

other ones (the XX and YY covariance blocks). Thus one can ask if the XY and YX

blocks are mandatory to get a good minimization. We test the possibility of such

approximation. The benefit is obvious, reducing the memory footprint requirement

by half and also the number of operations required. We report the results in the next

section (§3.3).

The Levenberg-Marquardt algorithm is well known and fairly easy to implement.

The most time consuming parts are the computation of the gradient and Hessian

of the scoring function and the scoring function, itself. For comparison, it involves

generating and reducing matrices which dimensions are up to (105×105) while the next

most time consuming part is the execution of the LM inner loop’s solver Equation 3.5,

where the dimension of the matrix involved is at most (50× 50).

Therefore the whole algorithm is implemented on the CPU, except for the compu-
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tation of the derivatives that has been ported on GPU in order to exploit its many-core

architecture. The data required for the derivative are residing on the GPU, which im-

proves the runtime, in particular because the function developed here does not require

any communication aside from the last reduce operations, where the contribution of

all the elements, consisting in a matrix and a vector of size at most 50. This reduce

step is currently the bottleneck of this implementation.

In the implementation proposed here, the intermediate matrix is never stored.

However, the input matrix has to be, at all time, on the GPU. To minimize this

constraint, we implemented this function for multi-GPU systems. The matrix is then

split into blocks of the same size, at the exception of the diagonal blocks that are

twice as big as the other ones. The reason is that we are working with only the

lower part of the matrix (due to the problem symmetry), therefore only half of the

diagonal blocks’ elements are actually processed. This decomposition ensures a good

load balance: all GPU process the same number of elements.

3.3 The Learn Performance

In this section we assess the performance of the Learn process. We first show that it

is able to converge toward a target profile, then present the execution time required

to complete the task. Finally, we look at the scalability of the implementation.

3.3.1 Accuracy

We benchmarked this implementation of the Learn step on an ELT telescope of 40m

diameter and a set of nine wavefront sensors, divided in six LGS and three NGS,

each of them hosting 80 sub-apertures along the pupil diameter, for a total number

of measurement of around 90k. We used an artificial profile with a few well identified

turbulent layers. The initial guess is the following, the layers (40 in total) are evenly

distributed in altitude and the overall turbulence strength is assigned, in full to the
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first layer. The overall turbulence strength is estimated based on the variance of a

single WFS, which involves only the diagonal of WFS covariance blocks. The output,

the estimated atmospheric profile, only depend on the initial guess, therefore, the

dispersion observed is not significant, therefore a single profile is shown in each case.

We try first the Learn with a single pass: the Levenberg-Marquardt algorithm is

used once with the initial guess described above. Since we are limited in time and

that this algorithm is expected to have a fast convergence rate, we limit the number

of iterations to 15, this value is arbitrary and could be changed if needed. This case

was repeated with and without the contribution of the crossed covariance between

the X and Y measurements.

The results presented in Figure 3.1, with dashed lines, show that we can identify

roughly the location of the turbulent layers, thanks to this implementation of the

Learn process, but cannot converge to the actual profile. This is in particular true

if the XY covariances are not taken into account. In order to help the algorithm to

converge, we tried a two-pass method, in which the algorithm is executed twice. The

first pass uses the same initial guess as before but with a limited number of layers

(typically five layers), which makes it fast. In the second pass, all the layers are used,

still evenly distributed, but the the layers identified in the previous step used as initial

guess.

The results presented with the continuous lines in Figure 3.1 show that the

estimation is much closer to the target than the one pass attempt but it is clear that

it fails to estimate correctly the second and third peaks. It is also interesting to notice

that with two passes, the version with and without the crossed covariance are almost

identical, which means that the using the result of the first pass allows to obtain a

good guess for the second one.

However, this is but an artificial case, a toy example of sort, where only a few

layers have a significant value, which creates a kind of discontinuity in the profile that



73

Figure 3.1: Estimation of the atmospheric profiles with the Learn process
(artificial profile)

The target profile appears in blue. The orange curves make use of the XY covariances
while the green one does not, and the dashed lines are the profile estimated with one
pass only, while the continuous lines are estimated with two. The telescope simulated
here has a 40m diameter, equipped with nine WFS including six laser guided stars
with 80 sub-apertures along the diameter, for a total of 86688 measurements.

might be troublesome for the algorithm to identify properly.

We then switch to more meaningful profile obtained from measurements at the

Paranal (the ESO Very Large Telescope’s site) and Armazones (site of the future

E-ELT) observatories [71] . The result are presented in Figure 3.2. In this more real-

istic case, the approach using a single pass seems more accurate; the other approach
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Figure 3.2: Estimation of the atmospheric profiles with the Learn process

The target profile appears in blue. The orange curves make use of the XY covariances
while the green one does not, and the dash lines are the profiles estimated with one
pass only, while the continuous lines are estimated with two. The telescope simulated
here has a 40m diameter, equipped with nine WFS including six laser guided stars
with 80 sub-apertures along the diameter, for a total of 86688 measurements.

exhibits some peaks that do not belong to the target. We can assume that the second

initial guess is responsible for these errors; the peaks are actually close to the value

of the latter, which would indicate that this second guess is too far away from the

solution and the algorithm cannot converge in the given iterations, or that there is a

local minimum closer than the actual solution. An other possibility is that the layers

are distributed in such a way (regularly spaced in altitude) that some part of the
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Figure 3.3: Estimation of the atmospheric cumulative profiles with the Learn
process (ESO median profile)

The target profile appears in blue. The orange curves make use of the XY covariances
while the green one does not, and the dash lines are the profiles estimated with one
pass only, while the continuous lines are estimated with two. The telescope simulated
here has a 40m diameter, equipped with nine WFS including six laser guided stars
with 80 sub-apertures along the diameter, for a total of 86688 measurements.

profile are either sub-sampled or over-sampled. Since the effect of the turbulence is

summed over the altitude, we looked at the cumulative profile: the strength of the

layers are summed up starting from the ground layer (Figure 3.3). We see that in the

first 4000 meters, the target includes 12 layers, while the double passes estimates have

only 6 (then the target counts less layers). Further, it seems that the double passes



76

Figure 3.4: Estimation of the atmospheric profiles with the double pass Learn
process and an increased density of turbulent layers near the ones identified with

the first pass (ESO median profile)

The target profile appears in blue. The orange curves make use of the XY covariances
while the green one does not. The telescope simulated here has a 40m diameter,
equipped with nine WFS including six laser guided stars with 80 sub-apertures along
the diameter, for a total of 86688 measurements.

estimates are following the same trend as the target, but just not smoothly enough.

Here, we also notice that if the single pass approach profile estimates looks better, the

cumulative profile shows that the trend is actually better with two. In order to solve

these issues, we started by increasing the density of turbulent layers near the layers

identified by the first pass. The results presented in Figure 3.4 only present the
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Figure 3.5: Estimation of the atmospheric cumulative profiles with the double pass
Learn process and an increased density of turbulent layers near the ones identified

with the first pass (ESO median profile)

The target profile appears in blue. The orange curves make use of the XY covariances
while the green one does not. The telescope simulated here has a 40m diameter,
equipped with nine WFS including six laser guided stars with 80 sub-apertures along
the diameter, for a total of 86688 measurements.

double pass approach, since the difference with the previous tests lies in the initial

guess for the second minimization. And this approach allows indeed to reduce the

peaks visible in Figure 3.2 and even though some differences are obvious between the

target and estimates, the cumulative profile Figure 3.5 confirms that the solution is

more accurate and close enough to the target. Once again, the approach with and
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(a) First quartile (b) Second Quartile

(c) Third quartile (d) Fourth Quartile

Figure 3.6: Estimation of the atmospheric cumulative profiles with the double pass
Learn process and an increased density of turbulent layers near the ones identified

with the first pass (ESO quartiles)

without the crossed covariance are nearly equivalent, which makes the second one a

good choice in order to improve the time-to-solution. We tested the Learn process

against the four quartiles profiles [71]. The results presented in Figure 3.6 show that
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this implementation has a similar behavior for all the tested atmospheric conditions.

That is, the estimated profile stays close to the target profile and the largest difference

of the cumulated profile appears at the curve inflection. We show later in §5 that

these profile estimations do not degrade the reconstructor quality compared to the

exact profile.

Finally, we tried was to distribute the strength of the layers identified by the first

minimization to the neighbour layers in the initial guess for the second minimization.

This idea came from the fact that the turbulent strength (C2
n) is cumulative (recalling

the Fried parameter Equation 1.8), which means that since the number of layers

considered in the first minimization is bound to be lower than the actual number

of turbulent layer, the strength estimated for each of them is the sum of multiple

layers strength. We distribute the strengths using a Gaussian distribution, taking

care to preserve the overall turbulent strength. The possible improvement with such

modification could be a better solution or a better time to solution (the algorithm

would need less iteration to converge) but the results were almost identical to the

previous one (see Figure 3.4 and Figure 3.5).

3.3.2 Time to Solution

The Learn process has been tested on two different systems (Hippo6 and Nirvana,

detailed in the Annexes Table 1 and Table 2), where the workload is almost en-

tirely handled by the GPU accelerators, in double precision. The program was com-

piled on both systems with gcc 5.5.0 and CUDA 9.0, the system Equation 3.5 is

solved using OpenBLAS ([44], commit 62cabef85). In the following we report the

time-to-solution necessary to complete the execution of our implementation of the

Levenberg-Marquardt algorithm for both first and second passes. The two passes

are differentiated by the number of determined parameters: the first one estimates

10 parameters and the second 43. The times reported are the minimum among five
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Figure 3.7: Execution time of the Levenberg-Marquardt algorithm.

runs, except for the largest case (the targeted scale) that was executed 40 times, and

for which the difference between the fastest and slowest executions do not exceed one

second.

The telescope settings do not vary from one pass to another. The timings are

presented in Figure 3.7, in the largest case (43 parameters), on Nirvana (composed

of eight Nvidia P100) the task is accomplished in 350 seconds (700 seconds with only

four Nvidia P100) and on Hippo6 (with four Nvidia K80) it requires 1500 seconds to

terminate. We find a ratio of 4.3 between these two execution times, while the peak

performance ratio between this two systems, one generation apart, is about 5.5. If

we compare the execution of the four K80 GPUs with only four of the P100 GPUs,

we find a ratio of 2.46 while the ratio of the peak performance is 2.8.

Based on these numbers, this implementation of the Levenberg-Marquardt algo-

rithm seems to perform evenly on systems equipped with different GPU, the P100

and K80 are one generation apart which tends to prove that this implementation

performance can scale with the hardware capability. so it could benefit from the

hardware improvements. During my PhD, a new server was added to our servers’
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Figure 3.8: Execution time of the Levenberg-Marquardt algorithm.

pool, Samsara, a DGX-1 hosting eight P100 Nvidia GPUs. We simply ported the

code on this new machine and timed the execution of the same minimization prob-

lem. For this new hardware, the program was compiled with gcc 7.3.0, CUDA 10 and

OpenBLAS ([44], commit 2ffb7271). The results are compared to the timing obtained

on nirvana (another DGX-1 with eight P100 Nvidia GPUs, i.e., the previous GPU

generation) in Figure 3.8. With this new system, the minimization of the largest case

can be achieved in less than 200s. These times are the best obtained among five,

except for the largest case (the targeted scale) that was executed 40 times, and for

which the difference between the fastest and slowest executions spans 0.5 seconds for

the ten parameters case and five seconds for the 43 parameters case.

It is satisfying to see that the performance evolves with the hardware. However,

the Learn process is currently the most time consuming part of the supervisor module

and in spite of the natural speed up we obtained by upgrading the hardware, one

might want to improve it from a software point of view. A couple of options may

be considered, such as tackling the redundancy of the covariance matrices to reduce

the amount of elements computed for each derivatives, consequently lessening the
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complexity of the reduce operation that follows. Another possibility could be to

decrease the numerical accuracy, possibly resorting to a mixed precision algorithm.

These leads have not yet been explored.

3.3.3 Scalability

The previous results are given for fixed amount of computational resources, however,

one want the program to perform as well as possible, no matter the cluster size. To

assess that capability, we performed a scalability study of the two time consuming

routines of the minimization function, the score function (Equation 3.2), and the

computation of the derivative (Equation 3.3 and Equation 3.4). We distinguish two

kind of scalability:

• The strong scaling test consists in solving a fixed size problem while increasing

the computational resources. The best case scenario is a decrease of the com-

putational time proportional to the computational resource increase. In the

following, the problem size is set to a typical ELT case, almost 9 · 104 measure-

ments. Since the minimization is implemented in a GPU resident fashion, we

have to start with two GPUs. Each point of the curve is obtained by doubling

the previous number of GPU. Therefore, we hope for the computation time to

be halved at each step. The efficiency is computed as
N · TN
2 · T2

where N is the

number of GPU and TN the corresponding execution time.

• The weak scaling test consists in solving a problem which size grows up with the

computational resources. In this case, we consider the problem size to be the

number of element in the matrix, as the algorithm’s complexity is O(n2) with

n the matrix side. We start with a single GPU and double the number of GPU

for each case. The cases consider here are not realistic from an instrumentation

point of view for two reasons, the first is we need to find cases were the problem

size doubles (or almost doubles). If not, the timings are academic. The second
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(a) Efficiency of the χ2 (b) Efficiency of the Hessian and gradient

Figure 3.9: Learn process strong scaling of the Hessian and gradient and score
computation.

(notice that the performance scale starts at 0.6)

is purely a performance test (in terms of time to solution), hence the relevance

of the system loses its importance (in this particular case). Since the workload

is preserved from one case to another, we hope that the execution time will

remain constant over each case. The efficiency is computed as
T1

TN
.

Given the definition of the efficiency (above), the first value of each curve is

1. These tests are meant to assess Amdahl’s law and to highlight the effect of the

sequential part of the program, as well as the communication necessary between the

different nodes. A perfect scalability would mean to have a constant efficiency (equal

to 1), while real cases curves decrease. At first the execution times were extracted

directly from the minimization loop. The results of the strong scaling, presented in

Figure 3.9 show a good scalability of the derivative computation, in particular in

the 43-parameter cases where the efficiency stays above 95%. In the 10-parameter

cases, the communication has a more important part and the data reuse is lower, it is

therefore not surprising to see the efficiency decrease faster, staying nonetheless above

90%. When it comes to the scoring function, involving less communication than the

derivative computation, the efficiency is still good for the 10-parameter cases (above

95%). However, the graph seems strange and disappointing for the 43-parameter

cases. The fact that the plain curves are below the dashed ones suggests that the
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(a) Efficiency of the χ2 (b) Efficiency of the Hessian and gradient

Figure 3.10: Strong scaling of the Hessian and gradient and score computation
alone (outside the minimization program).

(notice that the performance scale starts at 0.75)

communication or the reduce operation is the limiting factor, but the V100 system

performs the worst while its bandwidth and computing power are both larger than

the P100’s. In addition, the graph obtained for the derivative computation shows

the opposite behavior. This issue is actually not related to the implementation of

the scoring function, as we isolated these particular functions from the context of

the minimization and performed the same scalability study. The results presented

in Figure 3.10 show the expected behavior, with an efficiency close to 99% for both

DGX-1 systems. The reason for the poor scalability lies inside the minimization loop

and still needs to be identified.

The results for the weak scaling Figure 3.11 are close to identical whether the

function are timed inside the minimization loop or independently.
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(a) Efficiency of the χ2 (b) Efficiency of the Hessian and radiant

Figure 3.11: Learn Process weak scaling of the Hessian, radiant and score
computation.

(notice that the performance scale starts at 0.75)
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Chapter 4

For a Few Observation’s Directions More: The Apply

Process

The Apply process allows to establish a relation between the optical system’s WFS

measurements and the commands that are sent to the DM to flatten the incoming

wavefront.

In order to depict the Apply process, we decompose it into three steps. The first

one is the calculation and generation of the covariance matrices Cmm containing actual

WFS measurements and (potentially several) Ctm involving truth sensors. This is

performed with the help of a model function for two reasons. The first is the virtual

nature of the TS, hence Ctm cannot be computed with actual measurements, and

even if they would exist (as in the case of the Cmm), the exact content of a covariance

matrix is obtained from an infinite number of measurement vectors, which we cannot

afford due to the near real-time constraint. Therefore, in practice, a limited number of

measurement vectors is used, which induces a convergence error (visible in Figure 2.4).

Such matrix is not usable under these circumstances. We use the model function to

recompose a covariance matrix without this convergence error but it nonetheless adds

some errors due to the model approximations.

The second step consists in solving Equation 2.6 to find a change of basis matrix,

which allows to estimate the TS measurements based on the actual ones.

The last step is to convert the estimated measurements into commands that should

be sent to the DM. It only involves a multiplication by the command matrix (Equa-

tion 1.33 computed offline). The output (i.e., the tomographic reconstructor) is a
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change of basis matrix from the actual measurements to the actuators’ commands.

In addition to LTAO, the Apply process can be extended to other AO modes such

as GLAO, MCAO and MOAO. We describe these four AO modes in the next section.

4.1 Extending the ToR for Different Adaptive Optic Modes

In this section, we detail several tomographic AO modes and the variations to be

introduced to the tomographic reconstructor computation. We first depict LTAO, the

simplest mode, which provides a way to compensate for turbulence, from tomographic

measurements, in unique small island of interest. We then describe GLAO and MCAO

aiming for a correction of the large field of view. Lastly, we explain MOAO that

combines LTAO and GLAO and compensate for turbulence in multiple small islands

of interest.

LTAO

Laser Tomography AO (LTAO) is motivated by the lack of stars bright enough to be

used as guide stars. To compensate for this, several LGS are used to create artificial

guide stars, at different position in the field of view (Figure 4.1). A WFS is used

for each LGS in order to measure the wavefront distortion in each direction, allowing

to probe the turbulent volume, potentially in the whole field of view. To these LGS

WFS, we must add at least a NGS WFS, in order to measure the turbulence’s low

order modes, inaccessible to the LGS (as described in §2.1). This mode aims at

correcting the turbulence in the particular direction of a unique target, using a single

DM. A single TS is considered in the direction of the target, which is used to compute

the covariance matrix Ctm. Once the covariance matrices Cmm and Ctm are known,

it is possible to compute the reconstructor M with respect to Equation 2.17 and

Equation 2.16. Since the measurements are estimated in the target’s direction, the

correction is limited to a small patch around the latter.
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LTAO

DM

WFSs
TS

(target)

Figure 4.1: LTAO scheme
Correct the turbulence in the observation direction with a single DM.

GLAO

We saw that the LTAO correction is limited to a small area, but other modes aiming

fat compensating turbulence in a larger field of view exist. Ground Layer AO (GLAO)

[72], depicted in Figure 4.2, is one of them. This mode also relies on multiple guide

stars to measure the wavefront distortion in multiple directions, and a single DM,

which is optically conjugated to the ground layer. Since the GLAO must be able

to compensate for atmospheric turbulence for any target in the whole field of view,

independently of its position, one first needs to estimate the measurements globally.

To achieve such correction, we use a grid of TS regularly distributed that spans the

entire field of view.

The tomographic reconstructor M is computed as follows, taking into account all
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GLAO

DM

WFSsTSs

Figure 4.2: GLAO scheme
Correct the whole field of view with a single DM using multiple TS.

of the TS

M = D† × CTm × C−1
mm. (4.1)

Despite the similarity with the formulation (Equation 2.16, Equation 2.17), the ma-

trices D† and CTm are in fact “meta-matrices” which are the concatenation of re-

spectively the command matrix ( D†) and the covariance matrix involving the truth

sensor (Ctim) for all the TS:

D† =

[
D1 . . . DN

]†
, (4.2)
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CTm =




Ct1m
...

CtNm



. (4.3)

Since the TS are virtual WFS, there is no constraint over them, so in practice,

we choose to give all the TS the same properties (except for the pointing direction

obviously), which are based on the real WFS of the system that has the largest

number of sub-apertures along the diameter. The latter should indeed be sized with

respect to the DM, and a larger number of sub-apertures would not be useful. On the

contrary, less sub-apertures would result in a sub-sampling of the correction space

and therefore not be optimal. A direct consequence is that the position and size

of the sub-apertures of all these WFS, projected on the ground layer are identical.

Furthermore the DM is also conjugated at the ground layer, which means that the

interaction matrix (Di) of the TS are identical as well. The meta-interaction matrix

can be simplified to:

D =




D

...

D




The associated meta-command matrix D† is computed the same way as Equation

1.33, and can be expressed as the concatenation of individual command matrices D†:

(D tD) =

[
Dt . . . Dt

]



D

...

D




= N(DtD)

(D tD)−1 =
1

N
(DtD)−1

D† =
1

N

[
D† . . . D†

]
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By replacing this expression into Equation 4.1, it is possible to compute the to-

mographic reconstructor as we did for the LTAO, replacing the Ctm matrix by an

average of the covariance matrix of all the TS:

M =
1

N

[
D† . . . D†

]



Ct1m
...

CtNm



C−1
mm,

M = D†
(

1

N

N∑

i=1

Ctim

)
C−1
mm.

This formulation allows to maintain the same matrix dimensions whatever the number

of TS. However, the computation of the CTm will take longer as it needs to perform

the average of the covariance matrices for all the TS.

MCAO

Multi-Conjugate AO (MCAO) aims for a wide field correction. As opposed to GLAO,

it relies on multiple DMs acting together to compensate the turbulence in the whole

field of view, each of these DM being conjugated to a given altitude (hence multi-

conjugated) to maximize performance (Figure 4.3). In the following, for the sake of

clarity, two DMs are used but it can be extended to more if needed be.

The equation involved here is the same as Equation 4.1, in the case of GLAO,

and the difference lies in the definition of the meta-matrices. Let us note DXi the

interaction matrix between the DM X and the WFS i. The meta-interaction matrix

can be written as the concatenation the interaction matrices between all the DM with
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MCAO

WFSs

DM
(ground)

DM
(altitude)

TSs

Figure 4.3: MCAO scheme
Correct the whole field of view with two DMs using multiple TS.

each one of the WFS, for example, for two DMs:

D =




D11 D21

...
...

D1N D2N




(4.4)

Unfortunately, even if one of the DM is conjugated to the ground layer, the formu-

lation of the meta-command matrix D† cannot be simplified as we did in the GLAO

case and the full matrix must be stored, the dimension of which grows with both

the number of DM and the number of TS. However, it is still possible to prevent the
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equation dimensions to grow with the number of TS. If we express D† in blocks:

D† =



B11 . . . B1N

B21 . . . B2N


 (4.5)

where the block BXi as the same dimensions as Dxti, we draw the attention on the

fact that : BXi 6= DX†i . Then Equation 4.1 can be written as:

M =



B11 . . . B1N

B21 . . . B2N







Ct1m
...

CtNm



C−1
mm

Here, one can notice that multiplying the meta-matrices (command and covariance)

together first ensures that the dimensions of the system to solve will only grow with

the number of DM.

M =
N∑

i=1



B1i · Ctim
B2i · Ctim


C−1

mm. (4.6)

MOAO

Instead of a large field of correction, to be able to observe multiple targets at the

same time, an alternative is to define the different directions of interest and apply a

correction locally for each one of them. This is the idea behind Multiple-Object AO

(MOAO), which relies on as many DMs as there are targets (Figure 4.4). In practice,

we define one TS by target, compute a tomographic reconstructor for each of the

TS and use this reconstructor to operate on the corresponding DM. From a software

point of view, this method is not different from several LTAO working at the same

time. In order to optimize the operations, the factorization of the Cmm is performed

only once. The factorized matrix is then used as many times as needed (once for each

target).
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MOAO

DM
(ground)

DMs
(targets)

WFSsTSs

Figure 4.4: MOAO scheme
Correct the turbulence in multiple directions using multiple TSs and DMs.

In the work that is presented here, the mode we call MOAO is actually a woofer-

tweeter approach of the MOAO, there will indeed be no point to implement a MOAO

mode that is a simple extension of an existing case. This woofer-tweeter approach

consists in a wide field correction performed by a single mirror (the woofer, e.g.,

M4 on the E-ELT) and the remaining aberrations are corrected for each targets

independently with their dedicated DM (tweeters) [73]. In this approach, we compute

one tomographic reconstructor for the wide field corrector DM and an additional one

for each target. The woofer DM responsible for the wide field correction is conjugated

to the ground layer, therefore, the tomographic reconstructor (noted Mg) for this DM

is computed as a GLAO reconstructor (Equation 4.1). Assuming the correction of

the first DM is already applied, the tweeters DM only need to compensate for the
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remaining turbulence. However, the measurements do not take into account the

correction that has already been performed, consequently the tweeters reconstructors

(that we note Mi) have to take it into account, individually in their own channel.

Which leads us, as mentioned in [73], to modify Equation 2.17 into

Mi = D†i (Ri −DgMg). (4.7)

where Dg is the interaction matrix of the woofer DM and D†i the command matrix of

the tweeter DM in charge of the correction for the target i.

4.2 The Apply Pipeline

The purpose of the Apply computational phase is to execute successive matrix op-

erations in order to provide the actual commands for the DM from the initial mea-

surements. These matrix operations are available in the Linear Algebra PACKage

library (LAPACK), However, as we have already discussed in 1.8, we do not rely on

LAPACK since we cannot pipeline the various matrix operations. Instead we expose

fine-grained computations using the task-based Chameleon library and the StarPU

scheduler to maintain high hardware occupancy.

4.2.1 Execution Profile

The Apply phase encompasses the matrix generation, the solver and the matrix mul-

tiplication involving the command matrix of the supervisor module. We perform an

execution profile of the pipeline in order to assess the proportions of each part for

different AO modes (i.e., LTAO, GLAO and MCAO). We set synchronization points

purposely to ensure that the scheduler does not overlap the different steps, and ob-

tain relevant profiles. We use an ELT like telescope settings with39m diameter and

a total of 90k measurements, and two different atmospheric profiles including 2 and
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10 layers. If LTAO uses a single TS in the observation direction, GLAO and MCAO

both rely on 25 TS scanning the whole field of view.

The computation times presented in Figure 4.5 are obtained on Nirvana (Ap-

pendix Table 1) using a single CPU. As expected, the share of the covariance matrix

generation increases with the number of TS and the number of atmospheric layers,

while the time dedicated to the linear algebra is constant. Therefore, as the AO sys-

tem grows in complexity by adding truth sensors and targets, the covariance matrix

generation will take a dominant part in the pipeline.
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Figure 4.5: Apply pipeline execution profiles
In the case of the LTAO, GLAO and MCAO (on Nirvana).

4.3 The Matrix Generation

As mentioned in §4.2.1, the more truth sensors and targets, the more time is dedicated

to the computation of covariance matrices. However, after visualizing the covariance

matrix (Figure 2.4), it is clear that there exists a structure even inside a WFS co-

variance block. This is not surprising since the order in which the sub-apertures

are considered is the same for all the WFS, and the covariance between two sub-

apertures depends on the distance separating them. On one hand, we have computed

the eigenvalue decomposition on a covariance matrix generated from an eight WFS

system involving 13248 measurements in total and Figure 4.6(a) shows the exponen-
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(a) (b)

Figure 4.6: Eigenvalue distribution of the global covariance matrix (a) and
Eigenvalue distribution of individual tiles with coordinates (i, j), with i the row

index and j the column index (b)

tial decay of these eigenvalues. On the other hand, the same matrix is decomposed

into tiles of size 138 on which we have performed an eigenvalue decomposition. Fig-

ure 4.6(b) exposes the eigenvalues of several tiles and shows that some tiles carry

more significant information than others. In fact, it depends on their position with

respect to the diagonal of a WFS covariance block.

That last point suggests redundancy, and therefore, that the covariance matrices

have a data sparsity structure. We propose to compress the matrix and capture the

significant data using low-rank matrix approximations. This may permit to lower

both the time-to-solution and the memory footprint of the overall pipeline.

4.3.1 Hierarchical Matrices

In order to improve the runtime required to generate the covariance matrices, we

strive in this part to leverage the data sparsity structure of the covariance matrix

using different low-rank compression formats.

These formats include the Hierarchical or H-matrix format described in §1.8.2.
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It also investigates a tile low-rank format [74, 75, 76] that is a particular case of

H-matrices. The resulting clustering is regular since the blocks comes from the same

subdivision. This representation does not present any nested blocks and we will

use the term ”flat” to refer to this approach. The last format used here, developed

by R. Kriemann [77], will be referred to as ”refine”. The idea is to identify the

incompressible blocks based on their rank after a low-rank approximation and divide

these blocks further to eventually enable low-rank compression of the resulting sub-

blocks.

The covariance matrices are generated directly in low-rank format with the Adap-

tive Cross Approximation algorithm [78]. The matrix approximation is computed it-

eratively, by adding at each step a single pair of matrix rows/columns. The algorithm

stops when the approximation is considered good enough. This algorithm computes

only a small number of the matrix elements, compared to the number of elements of

the full matrix, therefore optimizing the time-consuming generation phase.

To generate the covariance matrices, we rely on an external library dedicated to

the H-matrices, called HLIBpro [79]. In the following, the times reported are the best

achieved among five executions and were obtained with the gcc 7.3.0 compiler and

the Intel MKL 2018 library.

Constant wavefront noise We first assess the generation phase using different

low-rank formats and various matrix sizes. We study the capability of such technique,

while adjusting the matrix size with additional WFS measurements. The WFS are

ultimately dimensioned for ELT scale telescopes with the appropriate number of sub-

apertures.

For these experiments, the WFS noise has been approximated by a constant.

The time to solution of the different approaches are presented in Figure 4.7 and

Figure 4.8. All low-rank formats exhibit the same performance trend: the time
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Figure 4.7: Execution time (on Shihab) of the Cmm generation depending on the
matrix size for different flavors of low-rank approach.

Figure 4.8: Execution time (on Shihab) of Ctm depending on the matrix size for
different flavors of low-rank approach.

required to generate the matrices is reduced by a third for all matrix sizes. We

defined the compression as the ratio between the memory space required to store the

low-rank matrix and the one of the dense representation. Hence, a compression rate

of 100% means no compression. The achieved compression rates in Figure 4.9 and

Figure 4.10 show that the “refine” approach allows less compression (70% of the

dense matrix) than the two others (60%). Moreover, the compression rate is constant

with respect to the matrix size. The fact that the improvement is constant for the

computation time and compression rate demonstrates that the low-rank structure of
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Figure 4.9: Compression rate of the Cmm depending on the matrix size for different
flavors of low-rank approach.

Figure 4.10: Compression rate of the Ctm depending on the matrix size for different
flavors of low-rank approach.

the matrix actually lies in the WFS blocks.

Since the previous results being similar for the different compressed formats, we

carry on the study with the most productive low-rank approximation, i.e., the “flat”

representation.

As we already mentioned, the low-rank approach relies on a partition of the rows

and columns indices. The partition is not unique [55] and we therefore tested four of

them, based on the axis on which the measurement is performed (x or y) as well as

which WFS issued the measurement.
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The partition 0 is defined (Table 4.1) with separated X and Y measurements that

are still grouped by WFS.

Table 4.1: Partitioning 0

WFS # 1 2 N
measurement type X Y X Y ... X Y

group indices 1 N+1 2 N+2 ... N 2N

The partition 1 groups the X and Y measurements of a given WFS (Table 4.2).

Table 4.2: Partitioning 1

WFS # 1 2 N
measurement type X Y X Y ... X Y

group indices 1 1 2 2 ... N N

The partition 2 joins X measurements for all WFS on one side and all Y measure-

ments for all WFS on the other (Table 4.3).

Table 4.3: Partitioning 2

WFS # 1 2 N
measurement type X Y X Y ... X Y

group indices 1 2 1 2 ... 1 2

The partition 3 groups all measurements of all WFS (Table 4.4).

Table 4.4: Partitioning 3

WFS # 1 2 N
measurement type X Y X Y ... X Y

group indices 1 1 1 1 ... 1 1

In the following, the minimum block size is the smallest size of a low-rank block; a

block that would need to be further subdivided is instead represented in dense format.

We define the generation accuracy as the truncation accuracy of the low-rank blocks

(define blockwise).
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Figure 4.11: Numerical error using Frobenius norm on the reconstructor and Cmm
computed with low-rank matrices construction and dense arithmetic compared to

the full dense computation with a fixed matrix size and different accuracy
thresholds. the wavefront noise is set as a constant.

Performed on Shihab.

We first set the matrix size as constant with 90k measurements, which corresponds

to the typical system matching an ELT scale. We observe, for different accuracy

values during generation, the error compared to a full dense matrix generation of the

approximated covariance matrix (see Figure 4.11 left). The partitions 0 and 1 exhibit

the same behavior, as well as the partitions 2 and 3. As expected, the error increases

as the accuracy is lowered. The error of the two last partitions grows slower than

the error of the two first ones, but the error is also at least 104 times as large. The

difference in scale can be explained with the fact that the two first partitions enforce

the decomposition in WFS blocks while the others do not. As mentioned previously

the low-rank structure of the covariance matrices lies in these blocks.

From a low-rank covariance matrix, one can compute the associated reconstruc-

tor and once again observe the error compared to a full dense matrix computation,

reported in Figure 4.11 on the right. The partitions 2 and 3 do not exhibit a clear

trend but we should relate this to the high error observed on the covariance matrix

generation. On the other hand, the partitions 0 and 1 still show the same behavior

with similar values. The error presents a slow increase while the accuracy decreases,

but then the error grows quickly when the generation accuracy is lowered from 10−5

to 10−4. This growth is also recorded for other matrix sizes, as shown in Figure 4.12,
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Figure 4.12: Reconstructor error (Frobenius norm) compared to dense computation
for different accuracy thresholds, with an admissibility parameter of two. The

reconstructor is computed from low-rank matrices construction and dense
arithmetic.On a 40m diameter telescope with 78 sub-apertures along the diameter.

The wave-front noise is set as a constant.
Performed on Shihab.

suggesting that generation accuracy threshold required for a valid reconstructor lies

in the range from 10−5 to 10−4. In order to confirm this assumption, we used the

end-to-end simulation tool COMPASS [80] to estimate the performance of the approx-

imated tomographic reconstructors. To do so, we first generate the covariance matrix

in dense format and its low-rank approximation, with different accuracy thresholds.

For each of these matrices, we compute a tomographic reconstructor using only dense

arithmetic. The reconstructors are then loaded into COMPASS to simulate a thou-

sand iterations of the AO loop. It is then possible to compare the performance of

the reconstructors based on the Strehl ratio simulated by COMPASS. Different ma-

trix sizes are tested by increasing the number of WFS measurements, while keeping

the WFS dimensioning constant so that the variation of performance only depends

on the low-rank generation accuracy. Proceeding in this way is not the most rele-

vant approach in terms of AO system dimensioning, however as mentioned above,

the low-rank structure is determined in a WFS block, therefore modifying the WFS

dimensioning will change the low rank accuracy threshold we want to estimate here.

In addition, the memory footprint of an ELT simulation is too large to fit in the

system memory at hand, limiting the number of WFS to a maximum of five. Given

these restrictions and the fact that an AO system at the scale of the ELT requires a
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Table 4.5: Estimation of the reconstructor performance with the end-to-end simu-
lation tool COMPASS. Simulation of an LTAO system on a 38m diameter telescope.
The reconstructor are computed with the partition 1.

Strehl ratio(long exposure:1000 iterations)
# of WFS # of measurements dense low-rank, generation accuracy:

10−7 10−5 10−4 10−3

3 26208 6% 6% 5% 5% 5%
4 34944 7% 8% 7% 7% 0%
5 43680 8% 8% 7% 7% 0%

particular tuning, we can mention the filtering of the command matrix, the dimen-

sioning of the WFS (such as the number of pixels per sub-aperture and their size),

the Strehl ratio presented here are quite low. However, our objective is to assess

the generation accuracy threshold. The latter can be identify by the clear cut in the

AO system performance for the different cases listed in Table 4.5. Once again, the

Strehl ratio are too low to actually hold any meaning, but we can observe that tomo-

graphic reconstructors computed from covariance matrices obtained with a low-rank

generation accuracy of 10−4 or better have similar performance to the reconstructor

computed solely in dense format, whereas an accuracy of 10−3 does not provide a

valid reconstructor. We conclude that the accuracy threshold is in the range from

10−4 to 10−3, lowering the previous estimation.

More realistic wavefront noise As we progressed in the evaluation of the H-

matrix application to our problem, the software evolved, we changed the formulation

of the WFS noise (from a constant) to a more realistic approximation [81] , accounting

for the atmospheric throughput, the flux of the guide stars and the elongation of the

laser’s spots.

If the model is consequently more accurate, it limits the partition presented above

and reduces the number of subblocks that are actually generated in low-rank format.

For this reason, it degrades the performance presented above, reducing the speedup

obtained for the matrix generation. It was also the opportunity to assess the impact
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Figure 4.13: Covariance matrix structure
In this example, the two first WFS are LGS WFS and the last one is a NGS WFS.
The grey area represents the elements on which a constant offset is added to filter
out tip-tilt, while the red lines locate the elements for which WFS noise is added

of an ad hoc parameter we use to filter out tip-tilt measurements from the covariance

matrix [36]. It is a value that is added to all elements of the diagonal WFS covariance

blocks involving LGS. This constant should be great enough to invalidate the low

order modes, in particular, greater than the diagonal elements of these blocks but

small enough to preserve the covariance information: since the numerical precision is

limited, a value too high would“hide” the meaningful information. A realistic value

for this constant is typically in the range of 0.1 to 10. We noticed that the condition

number of the covariance matrix grows quickly with the constant offset and hinders

the compression. In the following we chose the smallest value for this parameter (0.1).

The Figure 4.13 depicts the location of the WFS noise terms in the covariance matrix
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Figure 4.14: Execution time (on Flamingo) to generate the covariance matrices
(Cmm) for various matrix sizes, accuracies and partitions using eta=2 nmin=200.

as well as the constant offset.

We present in Figure 4.14 the execution time to compute the covariance matrices

(Cmm and Ctm) for the partition 0 and 1 (in Table 4.1 and Table 4.2) and observe that

the low-rank approach is slower than the dense one. This is obviously troublesome

since our main objective with the low-rank format is to speed up the covariance matrix

generation, which is no longer guaranteed.

In order to understand and potentially bypass this limitation, we studied the

impact of the various atmospheric parameters on the low-rank matrix computation,

in particular the execution time, the compression rate and the approximation error.

First, we used only one layer with fixed values for the strength (Cn2) and the outer

scale (L0) while the altitude grows from 0m to 18km. The results presented in

Figure 4.15 show that the execution time is slowly decreasing for the partitions 0

and 1 for both matrices, while it goes off the chart for the other two in the case of the

Cmm and increases slightly for the Ctm. The error on the Cmm is about constant for

the first two partitions and too high to be really significant for the others, whereas

the Ctm error increases with the altitude for all the partitions.
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Figure 4.15: Computation time, error and compression rate of the Cmm (left) and
Ctm (right) for a single layer according to this layer altitude. On a 38 m diameter

telescope with 9 WFSs and 76 sub-apertures along the diameter. Eps=10−4,
eta=0.5, nmin=200, lgs cst=0.01. The “ref” curves correspond to the computation

time using dense format. (performed on Nirvana).

We conclude that the altitude does not have a significant impact on the ability

of the low-rank format to compress the covariance matrices, in particular for the

partitions 0 and 1 (the most efficient ones).

The next step is to evaluate the impact of the outer scale. We report the matrix

generation time for a single layer at different altitude and fixed layer strength in

Figure 4.16 for the first two partitions, where the reference curves (noted “ref” in the

graphs) is the dense computation. We first observe that the larger the outer scale,

the shorter the computation. In particular, if an outer scale of 25m is always slower

in low-rank format than the dense approach, a value of 100m can halve the execution
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time.

Figure 4.16: Execution time (on Flamingo) to generate the covariance matrices
(Cmm) for various matrix sizes, accuracies and partitions using eta=2 nmin=200.

As noticed above, the performance depends on the outer scale, we use two different

atmospheric profiles extrapolated from an actual measurement campaign [1] on the

astronomical site Paranal in Chile, and assess the performance (Figure 4.17) of the

low-rank format, computing one layer at a time. We can see a correlation between

the outer scale and the execution time for both Cmm and Ctm. In particular, if the

outer scale value is in the range of 20m to 40m, the low-rank approach is slower than

the dense one, otherwise the low-rank format has better performance. These results

can be related to the telescope size whose diameter is about 39m (and radius 20m).

When computing all layers together, the performance of the low-rank approach

depends on the behavior of the layer with the highest strength, as shown in Table 4.6.

Table 4.6: Cmm computation time for atmospheric parameter extrapolate from an
actual measurement campaign [1].

Cmm Ctm
dense part 0 part 1 dense part 0 part 1

maximum L0, 07/12/21 361.29 216.63 182.61 67.6 37.01 35.12
average L0, 07/12/21 373.49 390.43 340.30 72.1 76.12 69.48
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Figure 4.17: On the left side is the outer scale according the layer altitude, on the
right the computation time of a single layer according to its altitude. Using a 38m
telescope with 10 WFSs and 76 sub-apertures (along the diameter).The following
benchmark introduces a variable L0, extrapolated by linear interpolation from an

actual measurement campaign [1] , using the average values on night 07/12/21 and
the maximum L0 on night 07/12/21 the cn2 profile is identical for the three figures

above.

When the outer scale of this layer is in the range of 20 to 40 the overall computation

is faster in dense format; in the other case, the low-rank format is better.

The low rank approach’s performance depends on the turbulence profile parame-

ters. Even though significant speedup can be obtained through the low rank formal-

ism, the dense approach is faster in some cases, depending on the outer scale, and

measurements campaign [1] shows that the outer scale range that is detrimental for

the low rank approach (from 20m to 40m) is not uncommon. Given the fact that

turbulence parameters may evolve from one observation to another, it does not seem

practical to rely only on the low rank formalism and an adaptive approach. Rather,
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switching between low rank and dense depending on the actual parameters values

seems to be required. However, the achievable speedup does not seem to make the

burden of implementing such adaptive approach really worthy.

4.4 The Reconstructor’s Solver

Whatever the flavor of AO (LTAO GLAO MCAO or MOAO), computing the ToR

involves an equation of the form R = Ctm · C−1
mm, where R the unknown and Ctm

changes according to the AO type (see Equation 2.16, 4.1 and 4.6, the MOAO case

being a combination of GLAO and LTAO). To avoid a costly matrix inversion of the

Cmm, these equations are changed to matrix system of the form:

R · Cmm = Ctm (4.8)

This kind of system can be solved relying on linear algebra packages. Since the

covariance matrix Cmm is symmetric positive definite, the preferred method is to use

a cholesky factorization to express the Cmm as the product of a lower triangular matrix

L by its transpose, that are then used for a backward and a forward substitution.

These three steps are presented in Equation 4.9.

Ctext = L · LT

y · LT = Ctm

x · L = y

(4.9)

In the following subsection, we present three different approaches for this problem.

First with regular dense linear algebra, then using a mixed precision appraoch of

the dense linear algebra, leveraging the new Tensor Cores in conjunction with the

covariance matrix properties and finally we look into a Hierarchical format in an

attempt to exploit the matrix structure. In each case, we strive to report clearly
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these results, following the suggestion of [82].

4.4.1 Dense Approach

In the case of the dense approach, we rely on the state-of-the-art linear algebra library

Chameleon and the StarPU runtime system to solve Equation 4.8.

The performance is reported as both execution time and TFlop/s. We tested

various matrix sizes, up to an ELT scale problem, with a covariance matrix of size

100k × 100k. Some of the AO settings (in particular the smaller ones) do not nec-

essarily make sense from an AO point of view; the point here is merely to assess

the computational capability of the Apply solver. The performance was measured on

several systems: Shihab Figure 4.18, Condor Figure 4.19 and Nirvana Figure 4.20,

whose characteristics are listed in Appendix Table 1 and Table 2.

The program was compiled with gcc 5.3.0, relying on StarPU 1.2.3, Chameleon

0.9.1 and OpenBLAS ([44], commit 62cabef85). We report here the best execution time

out of five, except for the largest on Nirvana. This case indeed matches the targeted

scale, and given the execution time of this hardware, is the best option to satisfy the

near real-time criterion. It was run forty times and the difference between the fastest

and slowest execution time never exceeds 1 second.
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Figure 4.18: Apply solver on Shihab
Best performance of the Apply solver on the Haswell system achieves about 70% of
the peak performance with a maximum of approximately 1 TFlop/s and solves a 100k
case in 600 seconds.
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Figure 4.19: Apply solver on Condor
Best performance of the Apply solver on the Intel Xeon-Phi system achieves about
50% of the peak performance, with a maximum of 1.39 TFlop/s and solves a 100k
case in 400 seconds.
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Figure 4.20: Apply solver performance on Nirvana.
Best performance of the Apply solver on the DGX-1 (i.e., 8 P100 GPU) achieves
about 50% of the peak performance with a maximum of 21.69 TFlop/s, and solves a
100k case in 26 seconds.

If we compare the peak performance of the single Intel KNL (Condor) to the 8

Nvidia P100 GPU server (Nirvana), we observe a peak performance ratio of about

16. The measured performance ratio between the measured performance on these

two systems is similar: Condor provides 1.4 TFlop/s while Nirvana achieves up to

21 TFlop/s, thereby demonstrating the portability of the code, performing evenly,

without modification, on new hardware (at the time of the test) such as Intel Xeon Phi

KNL and Nvidia P100 GPU. We also emphasize the need for hardware accelerators

since a Haswell system (without accelerator) needs up to 600 seconds to accomplish



113

Figure 4.21: Tensor core matrix-matrix multiplication (credit Nvidia)

the task, this execution time is reduced to 400 seconds with KNL and drops below

30 seconds with a DGX-1 server

We should mention here that in order to obtain the best performance out of the

hardware, some effort must be placed into tuning the runtime parameters, which turns

out to be more difficult when dealing with accelerators with high peak performance.

The first of these parameters is the tile size, but also includes the scheduler choice

from the simplest one, where a computing resource performs the first available task,

to more complex ones taking into account the expected task completion time, data

locality and transfer time, eventually specifying the importance of the data locality

when deciding to move tiles around or even the maximum number of tasks that are

submitted at once.

4.4.2 Mixed Precision

The Nvidia Volta architecture released in December 2017 incorporates a new kind of

CUDA cores. Initially aimed for Deep Learning, the Tensor cores [83] are designed to

perform fast mixed precision matrix-matrix multiplication on square 4 × 4 matrices

by providing additional hardware support. There are several variants to compute the

operation D = A×B +C: half precision for inputs A and B, half or single precision

for the input C and the output D. See Figure 4.21 for further details.

The cuBLAS library [84] provides the cublasGemmEx function performing matrix-
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Table 4.7: 32/16-bit mixed precision cublasGemmEx supported function.

GEMM variants A/B type C type Compute type Alpha / Beta
HP3 16-bit 16-bit 16-bit 16-bit
HP2 16-bit 16-bit 32-bit 32-bit
HP1 16-bit 32-bit 32-bit 32-bit
SP 32-bit 32-bit 32-bit 32-bit

matrix multiplication relying on the tensor cores. This function allows to operate

on matrices with larger dimensions as well as different flavors of mixed precision

multiplications (listed in Table 4.7). However, there are constraints on the matrix

dimensions involved which have to be a multiple of eight, with the exception of the

first dimension of A, which has to be a multiple of four.

Given the structure of the covariance matrices exposed in section §4.3 and the fact

that we could produce approximate ToR with low-rank format whose performance,

in terms of AO compensation, is on par with a ToR computed in full single precision,

it is reasonable to think that a ToR computed using (at least partially) half precision

can be valid in terms of AO and can bring an actual correction to the AO loop. We,

therefore, consider implementing a ToR solver relying on tensor core matrix-matrix

multiplications (GEMM). The advantages are naturally to reduce the execution time

since the majority of the solver tasks are GEMM operations (for both tiled POTRF

Figure 1.8 and TRSM) and tensor cores provide an 8-fold increase in terms of peak

performance.

We start from our existing Cholesky factorization implementation relying on

Chameleon and StarPU and replaced only the GEMM tasks by mixed precision ver-

sions calling underneath the cublasGemmEx multiplication. Since all other tasks are

performed with single precision, the data tile has to be converted to half precision

prior to the multiplication. That led us to add a conversion task, applied as soon

as the tile is available for the GEMM task: right after the TRSM task. However
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Algorithm 2 Mixed-Precision Cholesky factorization.

1: for k=0..NT-1 do
2: A[k][k]← spotrf(A[k][k])
3: for m=k+1..NT-1 do
4: A[m][k]← strsm(A[k][k], A[m][k])
5: H[m][k]← SP2HP (A[m][k])
6: end for
7: for n=k+1..NT-1 do
8: A[n][n]← ssyrk(A[n][k], A[n][n])
9: for m=n+1..NT-1 do

10: precision← heuristic(m,n)
11: if precision == float then
12: A[m][n]← sgemm(A[m][k], A[n][k], A[m][n])
13: else if precision == half then
14: if variant == HP2 or HP3 then
15: H[m][n]← SP2HP (A[m][n])
16: H[m][n]← hgemm(H[m][k], H[n][k], H[m][n])
17: A[m][n]← HP2SP (H[m][n])
18: else
19: A[m][n]← hgemm(H[m][k], H[n][k], A[m][n])
20: end if
21: end if
22: end for
23: end for
24: end for

this approach fails, the Cholesky factorization report a non-positive definite matrix,

resulting from the roundoff error while converting tile to half precision. Using only

tensor cores GEMM was too ambitious and we fell back to an implementation that

performs some of the GEMM in single precision and the rest using mixed precision

with the tensor cores.

The goal is then be to determine which tiles must be operated on as single preci-

sion to maximize the use of the tensor cores. For practical reasons this decision must

be taken at runtime in a systematic way that would adapt to the matrix size. Also, it

must not be defined in the factorization function but rather at the user level, provid-

ing the user more flexibility to explore different decision criterion. For these reasons,

we introduced a functor, which is a class (we called Heuristic) that implements the
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(a) (b) (c)

Figure 4.22: Mixed precision heuristics.
Matrix composed of 71 tiles, the colour of the tiles depends the type of GEMM

performed on it: single precision in black, tensor core HP1 in grey, HP2 in white.
These heuristics takes into account the distance of a tile to the diagonal of:

(a) the matrix
(b) the WFS blocks

(c) the x/y subdivision of the WFS blocks

() operator, taking as input the tile position in the matrix and returning the type

of GEMM task to perform, be it a regular single precision or one of the tensor core

variants. Additional input can be provided to the Heuristic as attribute array, there-

fore accessible to the () operator without modifying the function’s prototype. This

mixed precision implementation of the Cholesky factorization (depicted in Algorithm

2 where SP2HP designates the conversion from single to half precision, HP2SP the

conversion from half to single precision and NT the number of tiles on the matrix

side) is flexible and can be extended to other applications than the ToR: it only needs

for the user to define a heuristic that best suits the matrix structure at hand.

Different kinds of heuristics were considered Figure 4.22 from the simplest one

taking into account only the distance of the tile to the diagonal of the matrix (Fig-

ure 4.22(a)) to more complex ones using the WFS block structure of the matrix

(Figure 4.22(b) and (c)). However as we refine the heuristic to match the matrix

structure, more GEMM tasks are performed in single precision thus limiting the use

of the tensor cores and as a consequence limiting the performance gain. One could
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Algorithm 3 Mixed-precision backward substitution.

1: for k=0..NT-1 do
2: for m=0..MT-1 do
3: B[m][k]← trsm(A[k][k], B[m][k]
4: Hb[m][k]← SP2HP (B[m][k])
5: for n=k..NT-1 do
6: Ha[n][k]← SP2HP (A[n][k])
7: B[m][n]← hgemm(Hb[m][k], Ha[n][k], B[m][n])
8: end for
9: end for

10: end for

think of reducing the tile size to keep the same amount of mixed precision GEMM,

however, as mentioned, the tile size is a parameter that should be tuned to best exploit

the hardware capability and in our case, a tile size small enough to take advantage

of the fine grain matrix structure is not optimal, limiting again the performance. We

will therefore consider only the simplest heuristic (Figure 4.22(a)) in the following.

Regarding the full computation of the reconstructor, the GEMM of the backward and

forward substitution are always performed in mixed precision and does not hinder the

quality of the ToR. The pseudo-code of the mixed precision backward substitution is

given in algorithm (3) and the forward substitution can be inferred from it.

We first estimate the quality of the reconstructor computed with mixed precision

GEMM on two different optical systems with a diameter of 8 and 40 meters with

the simplest of the heuristics (Figure 4.22(a)). The associated reconstructor involves

respectively 17k and 50k measurements, divided into 153 and 1326 tiles respectively.

The proportion of each GEMM types used during the computation is presented in

Figure 4.23 by the stacked bars (each color stands for a GEMM type), along with

the Strehl Ratio achieved by both systems provided by these reconstructors simulated

with the end-to-end tool COMPASS [80]. In some cases, when too many tiles were

operated on as mixed precision, the Cholesky factorization failed, the simulation could

not be done and the Strehl ratio is missing from the corresponding entry. For both
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Figure 4.23: Proportion of the different GEMM precision and associated ToR
accuracy on a eight meter telescope with 17k measurements (left) and an forty

meter telescope with 50k measurements (right).

graphs, the first entry corresponds to a full single precision reconstructor, and the

Strehl ratio of this column is used as reference to compare the ToR AO performance.

Here we notice that whenever the Cholesky factorization succeeds, the resulting

reconstructor provides a correction equivalent to the full single precision approach.

Since, as we mentioned above, all GEMM tasks used in the solver’s substitutions are

performed in mixed precision, showing that the limiting factor lies with the Cholesky

factorization only, and in particular with the half precision roundoff error. In the

40 meters telescope case presented above, the minimum number of tiles around the

diagonal that must be operated on as single precision to obtain a valid reconstructor

is 4 (out of 55). Obviously, these numbers depend on the tile size, and the structure

of the matrix (the number and size of the WFS blocks). Nonetheless the total number

of single precision matrix-matrix multiplications is lower than what is needed for any

other tested heuristics. Therefore, we will only consider this heuristic in the following.

The performance presented hereafter are the best obtained among five identical

executions, unless specified otherwise. They are presented for various mixed precision

variants in terms of TFlop/s in Figure 4.24 for a complete ToR computation using

the first four GPU of Samsara (see Appendix Table 1), for each of these, a maximum

number of tile is operated on as mixed precision, the only change lies in the mixed
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Figure 4.24: Performance of the ToR for various mixed precision variants with four
GPU.

precision variant used. That figure indicates that best performance is achieved when

all mixed precision GEMM use 16-bits input matrices, 32-bits output matrices and

32-bit operation and we will pursue the study considering this half precision GEMM.

We report in Figure 4.25 the ToR performances for the first four GPU of both

Samsara and Nirvana (see Appendix Table 1) in single precision and mixed precision

in the case of Samsara only (Nirvana hosting only P100 that are not equipped with

Tensor Cores). We note here that the time reported for the largest problem size,

which corresponds to the targeted scale, is the best out of forty runs. The execution

time measured in single precision for Nirvana goes from 20.97s to 21.78s and from

13.46s 13.73s for Samsara. In the case of the mixed precision, the execution time

on Samsara is between 7.17s to 7.1s which represents a larger range relatively to the

magnitude of the execution time.

Figure 4.25: ToR performance with four GPU.
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Figure 4.26: POTRF performance with four GPU.

In the single precision case, both systems achieve around 60% of the theoretical

peak performance. But the mixed precision approach, even if it outperforms the

single precision approach, only registers one-third of the theoretical peak performance.

The latter takes into account the proportion of work managed in both single and

half precisions. To identify the limiting factor, we start by removing the backward

and forward substitutions. The theoretical peak decreases slightly and the actual

performance (Figure 4.26) follows the same evolution. That last point demonstrates

that the Cholesky factorization is a bottleneck of this implementation, leading us to

focus on the GEMM operations contained in the solver’s pipeline. We consider the

same workflow as the Cholesky factorization but only keep the GEMM tasks and

report in Figure 4.27 the performance obtained on four GPU, for the single precision

(on both systems), mixed precision and half precision (on the V100 system only).

The single precision achieves 70% and 80% of the peak performance, respectively,

Figure 4.27: GEMM-only of the Cholesky factorization with 4 GPU.
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Figure 4.28: GEMM-only of the Cholesky factorization with and without conversion
on 4 GPU.

on the P100-based and V100-based systems. Hence the tasks added to perform the

Cholesky factorization, as well as the induced synchronization cause a loss of ten to

twenty percent of the achieved performance. Meanwhile, the half precision reaches

only 25% and the mixed precision 42%.

In addition, if we consider only the V100, the Figure 4.28 (even though the tests

were not completely tuned) shows that the conversion task do not have any visible

impact on the performance of the Cholesky factorization’s GEMM execution. And

since the hardware (the V100) and the workload (in terms of number and nature

of the tasks) remain unchanged, the difference between the single precision and the

half precision execution only lies in the amount of data transferred and the peak

performance of the CUDA core used (regular CUDA core or Tensor Core). This last

point tends prove that the issue comes either from the arithmetic density that is too

low or the increased memory transfer required by the mixed precision approach. Some

tiles are used both in single and half precision and are transferred as such (as shown

in Figure 4.29(b)). However, the fact that the performance of the mixed precision

Cholesky factorization’s GEMM (relatively to the peak performance) is better than

the full half precision case (42% compared to 25%) favours the explanation based on

the arithmetic density.

We ran a scalability study on the Cholesky factorization for single and mixed
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(a) Performance (TFlop/s) (b) Memory transfer ratio

Figure 4.29: Scalability for 1 to 4 GPUs for a 100k matrix.

precision and for both P100-based and V100-based systems. The results presented

in Figure 4.29(a) show that the performance almost double in each cases when the

number of GPU increases from two to four. The performance obtained for a single

GPU is low, in particular significantly lower than half the performance of the two

GPU cases. This is actually the consequence of the out-of core feature of the StarPU

runtime system, namely, the matrices manipulated here are too large to be stored

completely in the GPU memory, forcing memory exchange between the GPU and the

CPU (hosting the full data), slowing down the whole computation. The out-of-core

behavior is illustrated by Figure 4.29(b), which presents the portion of data transfer

taking place between the CPU and GPU (compared to the total) and shows a clear

decrease of this ratio as the number of GPU increases. Finally, one can notice a slight

difference between the communication ratio of the two systems in single precision:

the V100-based system has a higher ratio. If we look at the peer-to-peer bandwidth

between the GPU of the two different systems (Figure 4.30), we notice that the V100-

based system have a higher bandwidth which can explain why StarPU favors a bit

more the inter-GPU data transfer (rather than communicating with the CPU) in that

case.



123

GPU
0

GPU
1

GPU
2

GPU
3

20

20 20

20

20

20

(a)

GPU
0

GPU
1

GPU
2

GPU
3

25

50 50

50

25

25

(b)

Figure 4.30: Peer-to-Peer bandwidth for the P100 (a) and V100 (b) GPU-based
systems.

4.4.3 Hierarchical Matrices

In this section, we use theH-matrix format to represent the covariance matrices (Cmm

and Ctm). The objective is to assess the performance of a solver in this compression

format. To do so, we rely once again on the HLIBpro [79] library. In addition to

HLIBpro, for this subsection, the program was compiled with gcc 7.3.0 and mkl 2018.

The solver could not be implemented as depicted in Equation 4.9, as the Cholesky

factorization is not available in this library. Instead we make use of a LU-factorization

followed by a direct solve (Equation 4.10).

Cmm = P · L · U

y · U = Ctm

x · L = y

(4.10)

The LU factorization is a bit more complex than the Cholesky since it can operate

on general matrices (not only square ones like Cholesky) but adds a permutation

matrix P . The upper matrix U is not equal to the transpose of the lower part of the

decomposition and the algorithmic complexity is also higher: O(
2

3
n3) in the case of

a square matrix (compared to O(
1

3
n3) for the Cholesky factorization) [66].
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Figure 4.31: Execution time of the Cmm LU factorization of the apply solver using
H-matrices, depending on the matrix size for different flavors of low rank approach.

Figure 4.32: Execution time of the direct solve of the apply solver using H-matrices,
depending on the matrix size for different flavors of low rank approach

The compression ratio mentioned in this part is defined as

memory(compressed)

memory(dense)
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and allows to assess the gain obtain by switching to a H-format. The next two figures

(Figure 4.31 and Figure 4.32) present the best execution time (over five runs), for

various matrix sizes, of the two steps of this solver for the dense and compressed

format, obtained on the Shihab system (see Appendix Table 1). The increase of

the matrix size is done by adding wavefront sensors, where the WFS dimensioning

matches an ELT scale (in particular, the number of sub-apertures along the diameter

is constant). Therefore, the structure of the matrix blocks stays the same for all the

tested cases.

Interestingly, the dense operation performs better in both cases. The first guess as

to why would be a rank filling during the operation; the matrix loses its data sparse

property as it is factorized. The low-rank approach thus performs more operations

to such an extent that there is no gain. Even worse, the overhead of the low-rank

format is not compensated anymore, resulting in a longer time to solution.

A quick look to the compression ratio curves (Figure 4.33 and Figure 4.34) con-

firms the previous assumption. As a result, we will stick to the dense approach to

solve the Equation 4.8, but still look for improvement for the matrix generation, using

low-rank format (§4.3.1).
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Figure 4.33: Compression rate of the Cmm after the LU factorization of the apply
solver, depending on the matrix size for different flavors of low rank approach.

Figure 4.34: Compression rate of the Ctm after direct solve of the apply solver,
depending on the matrix size for different flavors of low rank approach.
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Chapter 5

The Learn, the Apply and the PSF: End-to-End Simulation

In this chapter, we briefly introduce the simulation software and describe the split

tomography process. We first compare the ToR to another reconstructor, the COM-

PASS implementation of the minimum variance reconstructor, then test the ToR’s

performance on a eight meter diameter telescope, and finally present our preliminary

results at ELT scale.

In the following, the results are presented in the form of Strehl maps. These maps

are samplings of the field of view: each point of the map corresponds to an observation

direction and its associated value is the Strehl ratio that has been simulated in this

direction. It is possible to assess the performance of the AO system in the considered

field of view. In the Strehl maps, additional dots are displayed to represent the

position of sensors. We distinguish three kind of sensors: the LGS WFS (in red), the

NGS WFS (in blue) and, in the case of the MCAO, the TS (in black). In all the

figures, the position of the targets and sensors are presented in arcseconds.

5.1 The Simulation Platform COMPASS

In this section, we rely on a the COMputing Platform for Adaptive opticS Systems:

COMPASS [80] to perform our simulations. COMPASS is a simulation testbed for

AO Systems, using multiple programing languages. It relies on C++ and CUDA for

the core computation of the simulation, and provides a Python user interface using

Pybind11 as glue between the C++ libraries and Python packages. The computation
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part (in C++/CUDA) is composed of two libraries : the C++ API for Massively

parallel Applications (CArMA) and the Simulation Tool for Adaptive optics (SuTrA)

The SuTrA library is dedicated to the AO simulation and provides classes to

simulate the necessary components of an AO system. That includes the WFS (Shack-

Hartmann or pyramid) taking into account the LGS spot elongation and cone effect,

the DM (piezo-stack or tip-tilt) and the reconstruction method, among which are:

• the least square, an integrator that uses the pseudo-inverse of the interaction

matrix as reconstructor (defined in Equation 1.34)

• the so-called “generic” controller, defined as:

ck = decayFactor × E · ck−1 + g ×R · sk (5.1)

where :

– decayFactor is a scalar value

– E is user defined matrix allowing to change the behavior of the controller

– ck and ck−1 are the current and previous commands vector

– sk is the measurement vector

– g is the loop gain

– R is the reconstructor that must be provided by the user, i.e. in this case

our ToR.

• the minimum variance reconstructor, similar to our ToR but uses phase esti-

mates (as opposed to measurements)

The generic controller can be used in particular to implement a pseudo open loop, i.e.,

operating a closed AO loop as an opened one. In order to do so, one must estimate
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the opened loop measurements yk that would be obtained without the DM correction:

yk = sk −D · ck−1 (5.2)

with D the interaction matrix. We then replace this measurements in the equation

of the opened loop integrator (Equation 1.36) which gives:

ck = (1− g)ck−1 − g ×R(sk −D · ck−1) (5.3)

that can be written as

ck = (g ×R ·D + (1− g)× Id)ck−1 − g ×R · sk (5.4)

It is clear that defining E = (g × R · D + (1 − g) × Id) and decayFactor = 1 in

Equation 5.1 results in a pseudo opened loop controller.

The SuTrA library also has classes to simulate the turbulent layers, the telescope

pupils and to perform raytracing through these components. The CArMA library, on

which SuTrA relies, focuses on providing a framework to easily manipulate data arrays

on the GPU. It includes the access to GPU environment information as well as the

allocation of arrays and the data transfer between the host and device instances of the

array and interfaces to external libraries for linear algebra tasks (cuBLAS,MAGMA),

Fourier transform operations (cuFFT) or random number generation (cuRAND).

The Python interface is composed of two packages. The first one, Naga, exposing

the CArMA library to the user. And the second one, Shesha that exposes the SuTrA

library, but also provides methods to initialize the different components of the AO

system with a limited number of parameters and methods to manage the AO loop.
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5.2 Split Tomography

AO systems that are designed with a large field of view, such as MOSAIC, will most

likely have at their disposal stars bright enough to be used as guide stars for high

order WFS. However AO systems with smaller field of view such as MAVIS resort to

high order LGS WFS that will be coupled with low order NGS WFS to address the

inability of the LGS to measure the tip-tilt, which leads to NGS WFS with a small

number of sub-apertures.

We already mentioned, the model we are using to compute the covariance of

measurements assumes that the sub-apertures are square §2.3. Such assumption

holds as long as the number of sub-apertures is high enough. However, in the case

the WFS has 2 × 2 sub-apertures, it would mean to approximate a quarter circle

by a square, which does not hold. On top of this, the approximations made in the

model, and in particular the fact that the covariance of the measurements between

two sub-apertures can be derived from the phase differences between the edges of

each sub-aperture, holds only if the sub-apertures have comparable physical sizes.

To mitigate these issues, and because using a tomographic reconstructor combin-

ing both the LGS high order and NGS low order would not bring significantly ore

information, we rely on “split Tomography” [85]. This method consists in splitting

the WFS measurements in two sets: the low order NGS on one side and the high LGS

on the other. The NGS are then used to control only tip-tilt mirror and the LGS the

other DMs, which also means that we rely on two controllers. The first one, asso-

ciated to the NGS and tip-tilt mirror, is the “least square” controller of COMPASS

while the second is a “generic” controller for which we provide the ToR and based on

the WFS LGS inputs.
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Alt. (m) wind speed(m/s) wind dir (◦) Frac. of C2
n (%)

various simulation scenario
#1 #2 #3

0 10 0 0.5 0.2 0.2
1000 10 10 0.2 0.5 0.2
4500 10 20 0.2 0.2 0.5
9000 10 25 0.1 0.1 0.1

Table 5.1: Default simulation’s turbulent profiles

5.3 Simulation Parameters

The following three sections present a different instrument configurations with both

LTAO and MCAO modes. In each section, a table fully describes tested configuration,

We use a default turbulent profile consisting of four layers, described in Table 5.1 .

In case another turbulent profile is used for the simulation, that later is specified along

with the simulation results.

For all simulation presented below, we are considering sodium LGS and we con-

sider the sodium layer to be located at an altitude of 90km with a Gaussian profile.

5.4 Comparison with a Minimum Variance Reconstructor

In the following sections, we will compare the correction brought by our ToR to

another reconstructor, i.e., the Minimum Variance (MV) [86] available in COMPASS,

which is one possible implementation of this reconstructor.

The minimum variance reconstructor is computed as:

R = CϕmC
−1
mm (5.5)

One recognizes the familiar Equation 2.16 and in fact, the Cmm in this equation is the

same covariance matrix of measurements that we use for the ToR. The difference lies

with the Cϕm, which is the covariance matrix of the phase at the actuators positions
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Table 5.2: Simulation parameters for the comparison with the Minimum Variance

Telescope parameters Target parameters
Diameter 8 m Wavelength λt 1600 nm

Atmospheric parameters Loop parameters
Number of layers 4 Loop frequency 500 Hz
r0 (500 nm) 0.12 m Command law Integrator
L0 25 m Loop gain 0.3

Delay 1 frame
Frames 6 000

WFS parameters DM parameters
NGS tip-tilt mirror

Number of WFS 4 Number of DM actuators 2
Number of sub-apertures 40 × 40 Conjugation altitude 0 m (pupil)
Number of pixels per subap. 8 piezo-stack mirror #1
Pixel size 0.3” Number of DM actuators 41 × 41
Wavelength λwfs 0.589 nm Conjugation altitude 0 m (pupil)
Readout noise 1 e− piezo-stack mirror #2
Centroiding method Classical CoG Number of DM actuators 51 × 51
Guide star radius 15” Conjugation altitude 4500 m

piezo-stack mirror #3
Number of DM actuators 80 × 80
Conjugation altitude 9000 m

(projected into the DM plan) with the measurements obtained by the sub-apertures

of the WFS. As a result, Equation 5.5 does not involve any command matrix (as

opposed to the ToR; see Equation 2.17). However, the Cϕm holds an a priori in the

projection of the actuators on the different altitude at which the DM are conjugated,

while the ToR that relies on a command matrix does not have this kind of a priori.

The command matrix, as explained in §1.5.2, is the pseudo inverse of the interaction

matrix that can by directly measured.

In order to compare the two reconstructors, we use a MCAO test case provided

in COMPASS for the MV, described in Table 5.2, relying on NGS only (the split

tomography is not involved here). All simulation are done in pairs, switching only

the reconstructor from a MV to a ToR.

The Figure 5.1 presents the Strehl maps at 1600 nm over 15 arcseconds and

allows to make a few observations. It is noticeable that the correction level is better
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Figure 5.1: Strehl map at 1600 nm for a 8 m diameter MCAO system, comparing
minimum variance and ToR.

Positions are given in arcseconds and WFS positions are marked with blue dots, and
TS positions with black dots. The simulated atmosphere has a Fried parameter

r0 = 12cm, with various C2
n fractions.

in the neighbourhood of the guide stars. First, the correction is homogeneous in the

whole field of view in all cases as a MCAO system is aiming at. In addition, the ToR

doubles the performance of the MV with and benefit from a better homogeneity in

the center of the field of view.

In the first and last r0 fractions, the altitude of the strongest turbulent layers

corresponds to the conjugation altitude of the first and second DM respectively while

in the second case that layer is located in between. Here, we observe that the per-

formance of the ToR improves with the altitude of the strongest layer, which is to

be related with the largest number of actuators on the second DM and also that in

the intermediary case, where the strongest turbulent layer’s altitude does not match



134

Figure 5.2: Strehl map at 1600 nm for a 8 m diameter MCAO system with MV and
ToR, increasing number of turbulent layers.

Positions are given in arcseconds and WFS positions are marked with blue dots, and
TS positions with black dots. The simulated atmosphere has a Fried parameter

r0 = 15.7cm, with various C2
n fractions.

with any DM conjugation altitude, the dispersion is larger. On the contrary, the

performance of the MV decreases with the altitude of the strongest turbulent layer.

We then compare the two reconstructors on more complex atmospheric profiles,

increasing the number of turbulent layers from 5 to 35. These profiles are generated

based on the ESO median atmospheric profile [71] composed of 35 layers. We ex-

trapolate profiles with fewer atmospheric layers by summing the neighbour layers’

C2
n fractions, reducing by a half the number of layers. The corresponding layer alti-

tudes are estimated as the average of the altitude of the summed layers. The results,
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presented in Figure 5.2 show that the ToR still outperforms the MV in terms of

maximum Strehl ratio achieved and also provides a better correction homogeneity

over the field of view. However, we note that the performance of the MV decreases

from 5 to 18 layers but increases again for a profile containing 35 layers while the

performance of the ToR decreases from 5 to 35 layers.

5.5 Validation on a Eight Meter Telescope

In this subsection, we test an 8m telescope using LGS, which adds the cone effect

into the simulation. In addition, we introduce here the split tomography to compute

the reconstructors.

5.5.1 LTAO

We first test a LTAO system, described in Table 5.3, and simulate Strehl maps over

a radius of 15 arcseconds with an observation wavelength of 650 nm. We note here

that we changed the maps size to 11 × 11 to provide the on-axis Strehl ratio

Figure 5.3: Strehl map at 650 nm obtained for a 8 m diameter LTAO system for
various WFS’ radiuses.

Positions are given in arcseconds and NGS and LGS WFS’ positions are marked
respectively with blue and red dots. The simulated atmosphere has a Fried

parameter r0 = 12cm and its C2
n fraction is {0.5, 0.2, 0.2, 0.1}.
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Table 5.3: Simulation parameters of the 8m telescope

Telescope parameters Target parameters
Diameter 8 m Wavelength λt 650 nm

Atmospheric parameters Loop parameters
Number of layers 4 Loop frequency 1500 Hz
r0 (500 nm) 0.12 m Command law Integrator
L0 25 m Loop gain 0.3

Delay 1 frame
Frames 6 000

WFSs parameters DMs parameters
NGS tip-tilt mirror

Number of WFSs 3 Number of DM actuators 2
Number of sub-apertures 1 × 1 Conjugation altitude 0 m (pupil)
Number of pixels per subap. 20 piezo-stack mirror #1
Pixel size 0.06” Number of DM actuators 41 × 41
Wavelength λwfs 1650 nm Conjugation altitude 0 m (pupil)
Readout noise 1e−

Centroiding method Classical CoG
Guide star radius variable

8.5 , 12.5, 15
LGS

Number of WFSs 6
Number of sub-apertures 40 × 40
Number of pixels per subap. 8
Pixel size 0.5”
Wavelength λwfs 589 nm
Readout noise 1e−

Centroiding method Classical CoG
Guide star radius variable

same as NGS radius

In order to maximize the LTAO performance, one can compute the optimal LGS

radius (in arcseconds) to maximize the LTAO performance using the formula:

Rlgs =
DT

2 ·Hlgs

· 206265 (5.6)

where Rlgs is the optimal LGS radius, DT the telescope diameter, Hlgs the altitude

of the sodium layer and the constant 206265 is used to convert radian to arcseconds.

In the simulation described here the optimal radius is estimated to be 9.2 arcseconds.

In the results presented in Figure 5.3, despite the small variations, the Strehl map

simulated with a WFS radius of 8.5 arcseconds (the closest to the theoretical max-
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imum), achieves indeed the best performance: the on-axis Strehl ratios are in the

order 45.2%, 44.5%, and 43.5% .

5.5.2 MCAO

In order to simulate an MCAO system, we use the same configuration described in

Table 5.3 and add two more DMs, specified in Table 5.4.

The Strehl maps presented in Figure 5.4 are simulated with different WFS ra-

dius, TS radius and TS density, over a radius of 15 arcseconds with an observation

wavelength of 650nm.

In opposition to the LTAO case above (Figure 5.3), the correction brought by

the MCAO reconstructor spreads on almost the whole field of view, as it should.

Furthermore the fact that we added two DMs on top of the LTAO system allows to

maintain the Strehl ratio at 40%. The colour scale does not allow to assess clearly

the differences between each maps in the Figure 5.4 and we will therefore display

hereinafter these differences to better visualize the impact of the WFS radius and the

TS radius and density on the MCAO system performance.

Table 5.4: Additional DMs for the 8m MCAO

DMs parameters
piezo-stack mirror #2

Number of DM actuators 41 × 41
Conjugation altitude 4500 m

piezo-stack mirror #3
Number of DM actuators 61 × 61
Conjugation altitude 9000 m
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Figure 5.4: Strehl map at 650 nm obtained for a 8 m diameter MCAO system for
various WFS’ radiuses

Positions are given in arcseconds and NGS and LGS WFS’ positions are marked
respectively with blue and red dots, and TS positions with black dots. The

simulated atmosphere has a Fried parameter r0 = 12cm and its C2
n fraction is

{0.5, 0.2, 0.2, 0.1}
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We first focus on the impact of the WFS radius on the performance, using the

WFS radius of 15 arcseconds as reference. To do so, we substract the last column of

Strehl maps of Figure 5.4 to all the columns of the same figure. These Strehl maps

differences, are presented in Figure 5.5. The last column, being the reference contains

only null maps. The results show that regardless of the TS density, the performance

in the center of the map increases as the WFS radius decreases, inversely the perfor-

mance on the edges of the field of view decreases. This results are expected since the

estimation of the turbulence is based on the WFS measurements and decreasing the

radius of the WFSs reduce the probed area to the center of the field of view.

We then look into the impact of the TS density and radius on the performance,

using as reference the cases with 25 TS spanning a square of 15 arcsecond wide.

These reference cases (the second line of Figure 5.4) are subtracted to the other lines

of the same figure. These Strehl maps differences, are presented in Figure 5.6. Once

again, the reference line (the second one) contains only null maps. By looking at

the first three lines, on can see that increasing the density of TS improves the ToR

performance in the central area of the field of view, while it decreases the correction

on the edges. This can be explained by the fact that the ToR is computed based on

the average of the estimated T measurements. Therefore increasing the density of TS

favours the inside area of the field of view.
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Figure 5.5: Impact of the WFS’ radius on a 8 m MCAO system Strehl map
obtained at 650 nm. The reference is set for a WFS’ radius of 15”.

Positions are given in arcseconds and NGS and LGS WFS’ positions are marked
respectively with blue and red dots, and TS positions with black dots. The

simulated atmosphere has a Fried parameter r0 = 12cm and its C2
n fraction is

{0.5, 0.2, 0.2, 0.1}
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Figure 5.6: Impact of the TS’ radius and density on a 8 m MCAO system Strehl
map obtained at 650 nm. The reference is set for a 25 TS spanning a square of 15”

wide.
Positions are given in arcseconds and NGS and LGS WFS’ positions are marked

respectively with blue and red dots, and TS positions with black dots. The
simulated atmosphere has a Fried parameter r0 = 12cm and its C2

n fraction is
{0.5, 0.2, 0.2, 0.1}
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Finally, the last line illustrates the evolution of the performance when the TS

radius is increased (keeping the TS density constant). The results show that the

correction improves on the edges while it decreases in the center, in accordance with

the averaging nature of the reconstructor.

5.5.3 Increasing the Number of Turbulent Layers

Up to now, the atmospheric profiles simulated had only four turbulent layers. In this

subsection, we increase the number of layers from 5 to 35 layers. These profiles are

generated based on the ESO median atmospheric profile [71] composed of 35 layers.

We extrapolate profiles with fewer atmospheric layers by summing the neighbour

layers’ C2
n fractions, reducing by a half the number of layers. The corresponding

layers altitudes are estimated as the average of the altitude of the summed layers.

The Figure 5.7 presents the Strehl maps with observation wavelength of 650 nm of

both LTAO which configuration is given in Table 5.3 and MCAO which configuration

adds two DMs described in Table 5.4 to the LTAO configuration.

We find that increasing the number of layers from 5 to 9 causes a decrease of 5%

of the on-axis Strehl ratio in the LTAO case, and a drop of 13% of the Strehl ratio in

the center of FoV in the MCAO and 7% at the edges. We also observe that the area

of the map that achieves best correction changes as turbulent layers are added. These

changes are the consequence of a lack of convergence, which demonstrates that more

iteration of the AO loop are required as the number of turbulent layers increases.

In addition of the ESO median profile, we tested all other ESO quartiles profiles

[71], for the same configuration (Table 5.3) at a observation wavelength of 650 nm.

The resulting Strehl maps are presented in Figure 5.8 for both LTAO and MCAO.

These results show that the main difference between the various profiles is the mag-

nitude of the Strehl ratio. These changes in magnitude are to be related with the

values of the Fried parameter (r0) for each profiles: the first quartile that uses the
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largest r0 also register the highest Strehl ratio as opposed to the fourth quartile that

has both the lowest r0 and Strehl ratio.

Figure 5.7: Strehl map at 650 nm for a 8 m telescope with LTAO and MCAO
system and increasing number of turbulent layers

Positions are given in arcseconds and NGS and LGS WFS’ positions are marked
respectively with blue and red dots, and TS’ positions with black dots. The Fried

parameters is r0 = 15.7cm.
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Figure 5.8: Strehl map at 650 nm for a 8 m telescope with LTAO and MCAO
system on different ESO profiles

Positions are given in arcseconds and NGS and LGS WFS’ positions are marked
respectively with blue and red dots, and TS’ positions with black dots.
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5.5.4 Evaluating the Impact of the WFS Noise and Learn

Error

We explained in §2.3 that we replaced the arbitrary WFS noise by a new one (defined

in Equation 2.14 for the LGS and Equation 2.15 for the NGS), accounting for the

flux and spots elongation in the case of the LGS. We assess in this subsection the

improvement brought by this more accurate WFS noise estimation. In addition, in

§3.3.1 we compared the profiles estimated by the Learn process to the target profiles

(the ESO median and quartiles profiles) and find that even though the estimations

are close to the targets, there are still differences (see Figure 3.5 and Figure 3.6).

Therefore, we seize the opportunity to compare the performance (in terms of AO)

of ToR obtained respectively with the exact profile and the profile estimated by

the Learn process (the “learned profile”). To do so, we simulate an atmospheric

turbulence with the ESO median profile and compute two ToR. In the first case, the

covariance matrices used to compute the ToR are generated using the same exact

ESO profile. In the second case, we use instead the profile resulting from the Learn

process, therefore different from the one used to simulate the turbulence. The results

in Figure 5.9 are presented as follows, for both LTAO and MCAO, the first line is

the Strehl maps obtained with the exact ESO median profile using the most accurate

WFS noise. This line is used as reference to compare with the other cases. The

following lines are the differences between the reference Strehl maps and the maps

obtained with a ToR that uses a constant value for the WFS noise (first line), a ToR

computed from a learned profile (second line) and the combination of both (last line).

It is possible to raise two points from these results. The first one is that the

ToR computed with a learned profile provides the same performance (in LTAO and

MCAO) as the one computed from the exact profile, or at least the difference is

negligible, whatever the estimation of the noise thus validating the Learn process.

The second is that with the noise we introduced in §2.3 we are able to improve the
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ToR’s accuracy leading to an increase of 4% of Strehl ratio.
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Figure 5.9: Strehl maps at 650 nm obtained for an 8m diameter LTAO and MCAO
comparing the performance of ToR obtain with exact and estimated profile, with a

constant or variable WFS noise.
Positions are given in arcseconds and NGS and LGS WFS’ positions are marked
respectively with blue and red dots, and TS’ positions with black dots. The first
(reference) line is exact ESO median profile with the most accurate WFS noise

The next three lines are the difference between the reference case and the Strehl
maps obtained with a ToR computed with (in order):

the exact profile and a constant WFS noise
a ”learned profile” and a WFS noise taking flux and elongation into account

a ”learned profile” and a constant WFS noise.
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5.6 Preliminary Tests at ELT Scale

In this section, we test an AO system at the ELT scale. Unfortunately, only the LTAO

case could be tested. The reason is that the amount of GPU memory required by

COMPASS to simulate an MCAO instrument at ELT scale is larger than the memory

available on the GPUs that we could use for the simulations (hosting at most 16GB

of memory). However, new GPUs hosting enough memory for such simulation were

recently added to the pool of computational resources available to us and simulation

of MCAO at ELT scale could be performed in a near future.

The Figure 5.3 presents the Strehl maps over 60 arcseconds of the system de-

Table 5.5: Simulation parameters of the ELT

Telescope parameters Target parameters
Diameter 40 m Wavelength λt 1600 nm

Atmospheric parameters Loop parameters
Number of layers 4 Loop frequency 250 Hz
r0 (500 nm) 0.12 m Command law Integrator
L0 25 m Loop gain 0.3

Delay 1 frame
Frames 6 000

WFSs parameters DMs parameters
NGS tip-tilt mirror

Number of WFSs 1 Number of DM actuators 2
Number of sub-apertures 2 × 2 Conjugation altitude 0 m (pupil)
Number of pixels per subap. 10 piezo-stack mirror #1
Pixel size 0.4” Number of DM actuators 41 × 41
Wavelength λwfs 650 nm Conjugation altitude 0 m (pupil)
Readout noise 3 e−

Centroiding method Classical CoG
Guide star radius variable

20 , 40, 60
NGS

Number of WFSs 6
Number of sub-apertures 74 × 74
Number of pixels per subap. 16
Pixel size 0.7”
Wavelength λwfs 589 nm
Readout noise 3 e−

Centroiding method Classical CoG
Guide star radius variable

same as NGS radius
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Figure 5.10: Strehl map at 1600 nm obtained for a 40 m diameter LTAO system for
various WFS’ radiuses

Positions are given in arcseconds and NGS and LGS WFS’ positions are marked
respectively with blue and red dots. The simulated atmosphere has a Fried

parameter r0 = 12cm and its C2
n fraction is {0.5, 0.2, 0.2, 0.1}

scribed in Table 5.5 in LTAO with an observation wavelength of 1600 nm. The

estimated optimal LGS radius, determined using Equation 5.6 is 45.8 arcseconds,

and the results are consistent with this radius: among the tested WFS radiuses (20 ,

40, and 60 arcseconds), the best on-axis Strehl ratio is obtained with a WFS radius

of 40 arcseconds: the on-axis Strehl ratio are respectively 36%, 45%, and 40%.

5.6.1 Simulation Runtime

The objective of this section is merely to give an idea of the time required to simulate

the Strehl maps on the different systems. In Table 5.6 we first specify a few simulation

parameters that influence the simulation runtime and the corresponding execution

time. The “AO loop time” only accounts for the time to perform the number of

iterations mentioned in each case, the initialization is not timed. This AO loop

time mainly grows up with the telescope diameter and in a smaller extent with the

number of WFSs. It is also noticeable that the time required to compute the ToR

is negligible compare to the AO loop. The ToR was computed on a single GPU

(allowing to run multiple simulation at once), and the execution time presented here
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Table 5.6: Simulation runtime

Type Diameter (m) # WFSs # targets # Layers # iterations AO loop time (s) ToR time (s)
MCAO MV 8 4 (10× 10) 4 6000 1570
MCAO ToR 8 4 (10× 10) 4 6000 1550 3.7
MCAO MV 8 4 (10× 10) 35 6000 1850
MCAO ToR 8 4 (10× 10) 35 6000 1927 7.2
LTAO ToR 8 9 (11× 11) 4 6000 2220 1.3
MCAO ToR 8 9 (10× 10) 4 6000 1726 2.7
LTAO ToR 8 9 (9 × 9) 35 6000 1531 2.9
MCAO ToR 8 9 (10× 10) 35 6000 3089 16
LTAO ToR 40 7 4 4 6000 5400 16

also takes into account the time to generate all the covariance matrices necessary for

the ToR, explaining why last two lines of the table indicates the same duration for

the ToR.

The case of the ELT simulation is somewhat special; one can notice that the ELT

entry of Table 5.6 only contains 4 targets. Actually, in the case of an 8 m telescope,

all targets can be simulated at once, however, the amount of memory required by

COMPASS to simulate an ELT only allows for 4 targets in the same simulation. The

ELT 11 × 11 Strehl maps were therefore built in several steps, 4 targets at once,

leading to 31 simulations and about 45 hours to generate a single Strehl maps at ELT

scale. That numbers has to be compared with the simulation of Strehl maps on an 8

m telescopes that are performed in less than one hour each.
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Chapter 6

Conclusion and perspectives

This thesis presents the design and high performance implementation of a new super-

vision module for Adaptive Optics (AO) systems in the context of Extremely Large

Telescopes (ELT). The supervision module has two main successive components. On

the one hand, the Learn phase aims at retrieving the atmospheric parameters, which

is achieved through a function minimization, using the Levenberg-Marquardt algo-

rithm. Our implementation is GPU resident, and thus, reduces the data movement

with the host. It can operate on a multi-GPU environment to further decrease the

time-to-solution allowing to solve ELT scale cases. We propose a two minimization

pass Learn with an automatic determination of the first guess in addition to a selec-

tion of the matrix elements used for the minimization. These approaches were tested

on both synthetic and statistical data sets. Our implementation of the Learn process

completes its task at ELT scale within four minutes. The data selection could be

further improved, leveraging the redundancy in the covariance matrices, in particular

for the computation of the function’s derivatives and score function.

On the other hand, the Apply pipeline uses the previous atmospheric estimation

to efficiently generate the matrix operator of a linear system of equations. It then

computes the Tomographic Reconstructor (ToR) based on a high performance task-

based dense solver from the state-of-the-art linear algebra library Chameleon with the

dynamic runtime system StarPU. We further extend it to satisfy different Adaptive

Optics modes.

We then explored the hardware features brought by the recent Nvidia GPU’s
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Tensor Cores, and proposed a novel mixed-precision numerical algorithm of the Apply

solver. This implementation brings down to eight seconds the time necessary to

accomplish the ToR at ELT scale. A possible follow up for the Apply process is the

implementation of the solver relying on a static scheduler to take control of the data

movement with the intention to reduce them, thereby reducing the communication

overhead. Another approach we pursued was the H-matrix format in an attempt to

exploit the data sparse structure typical to our application’s matrices. This approach

proved to be beneficial in some particular cases and further work might be needed to

fully leverage the H-matrix format.

Finally, we test the Tomographic Reconstructor obtained with the supervisor mod-

ule. We rely on the end-to-end simulation tool COMPASS [80] for this task, simulat-

ing telescopes of different sizes, with various Adaptive Optics modes. Even though

we are able to achieve such simulations, this is merely the first step of the software

integration that will provide a supervisor module such as the ones required to operate

on real optical systems.
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Abstract—The computation of tomographic reconstructors
(ToR) is at the core of a simulation framework to design the
next generation of adaptive optics (AO) systems to be installed
on future Extremely Large Telescopes (ELT). In fact, it is also
a critical component for their operation on sky. The goals of
these instruments range from the detection of the light from
the most distant galaxies to the analysis of the composition
of exoplanets terrestrial atmospheres. Based on advanced AO
techniques, the instrument MOSAIC relies on a computational
framework to filter out the Earth atmospheric turbulence and
eventually enhance the images quality out of ground-based tele-
scopes. The ToR calculation is a compute-bound operation based
on the Cholesky factorization. Due to its cubical algorithmic
complexity, the ToR may represent a major bottleneck for the
E-ELT when scaling up the large number of wavefront sensors
used in the baseline MOSAIC design. To mitigate this increasing
dimensionality overhead, this paper presents the implementation
of a novel mixed-precision Cholesky-based dense matrix solver on
hardware accelerators. The new algorithm takes into account the
data-sparse structure of the covariance matrix operator and uses
the tensor cores of NVIDIA V100 GPUs to leverage performance
at an unprecedented scale. To our knowledge, this is the first
computational astronomy application that exploits V100’s tensor
cores outside of the traditional arena of artificial intelligence.
Experimental results demonstrate the accuracy robustness and
the high performance of the mixed-precision ToR on synthetic
datasets, which paves the way for future instrument deployments
on the E-ELT.

Index Terms—European Extremely Large Telescope, Tomo-
graphic Reconstructor, Mixed-Precision Algorithms, High Per-
formance Computing, GPUs and Tensor Cores;

I. INTRODUCTION

Looking back at four decades of microprocessor trend [1],
the scientific community has come to the following striking
observation: single-thread performance increase is over and
so is perhaps the free lunch. Indeed, the semiconductor tech-
nology has reached physical limits due to power dissipation
challenges, which resulted into the end of Dennard scaling.
This has created a power wall with a plateau in processor clock
frequency expansion during the last decade. To overcome
these challenges, manycore architectures have come to the
rescue, unleashing the computational power brought by high
thread concurrency. This has been achieved at the expense of
redesigning existing high performance software libraries and
applications to take advantage of this unprecedented degree

of parallelism [2]. Nevertheless, the quest toward exascale
computing has still been slowed down and this has urged the
community to further explore disruptive hardware and software
solutions. This paper highlights both aforementioned possible
solutions and their impacts in the context of a computational
astronomy application.

Our application framework simulates and helps design the
future Adaptive Optics (AO) instrumentation for Extremely
Large Telescopes (ELT), such as the MOSAIC [3] instrument
to be deployed on the European Extremely Large Telescope
(E-ELT) [4], a.k.a., the biggest eye on Earth with a 39 meter
mirror diameter. In particular, it is in charge of filtering
out the atmospheric turbulence, captured by the wavefront
sensors (WFS), on small islands of interest in a large Field
of View (FoV). Using a multi-object adaptive optics (MOAO)
approach [5], the core simulation of MOSAIC consists in
computing a tomographic reconstructor (ToR) using covari-
ance matrices generated from WFS measurements. Once the
data is denoised after applying the ToR, the star light may be
sent to MOSAIC with a significant improvement in resolution,
from which the composition of their respective atmospheres
may be identified. While initially developed in the context of
MOAO, we have recently shown [6] that this framework can
be generalized to other AO concepts such as Ground Layer AO
(GLAO) or Multi-Conjugate (AO). MOSAIC actually provides
a unique tool to enable tomographic wavefront reconstruction
for a wide range of instruments for ELTs, including the E-ELT
as well as the giant Magellanic Telescope [7] and the Thirty
Meter Telescope [8].

The ToR executes on a symmetric dense covariance matrix,
which contains the correlations between all the measurements
of all the WFS. The ToR calculation then involves solving
a large system of linear equations using the Cholesky fac-
torization followed by a backward and forward substitution.
The algorithmic complexity grows cubically as the number
of measurements increases, making the ToR a computational
challenge. Moreover, the time variation of the atmospheric
turbulence imposes real-time constraints in order to precisely
track the atmosphere natural evolution. These constraints ne-
cessitate integrating algorithmic innovations along with ex-
ploiting underlying hardware features to rise to the aforemen-
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tioned challenge. We present herein a new high performance
implementation of the ToR workflow to effectively decrease
the time to solution.

The software solution comes from the discovery of the
data-sparse structure of the covariance matrix, which may be
typical for general covariance matrices. In other words, the
matrix carries information which may not be relevant toward
the final accuracy assessment, for instance, when considering
the weak correlations between remote WFS. Therefore, one
of the possible software solutions is to operate on these data-
sparse off-diagonal data tiles with a lower precision arithmetic
compared to other off-diagonal data tiles, which may carry
more critical information. The resulting mixed-precision ToR
algorithm (i.e., 32-bit and 16-bit floating-point arithmetic)
should still ensure numerical accuracy and robustness above
a certain application threshold to eventually meet the high
quality of the image obtained with the optical instrument. The
hardware solution consists in mapping this mixed-precision
ToR algorithm into NVIDIA GPU V100 tensor cores, which
are capable of performing half precision arithmetic up to eight
times faster than single precision arithmetic. This interesting
convergence of hardware and software solutions ultimately
raises the achieved performance to an unprecedented scale.
It further enables the MOAO application framework to ren-
der real-time computations possible, as the number of WFS
increases for next generations of ground-based telescopes.
Fine-grained computations, based on task-based programming
model, are at the core of the framework workload. It provides
the flexibility to orchestrate the mixed-precision algorithm at a
tile level, while potentially exposing asynchronous executions
to a dynamic runtime system of choice, e.g., StarPU [9].

Experimental results demonstrate the accuracy robustness
of the ToR simulation framework on synthetic datasets, repre-
sentative of E-ELT dimensions. We also report performance
scalability using various hardware accelerator generations,
including the latest NVIDIA V100 GPUs optimized for half-
precision arithmetics. To our knowledge, this is perhaps the
first astronomy application and one of the few scientific ap-
plications, which exploits NVIDIA V100 tensor cores outside
of the traditional arena of artificial intelligence.

The remainder of the paper is as follows. Section II de-
scribes related work. Section III presents the main contribu-
tions of the paper. Section IV provides detailed information on
the tomographic AO instruments to be deployed on the E-ELT.
The ToR computational phase of the MOSAIC simulation is
explained in Section V. Section VI introduces the novel fine-
grained mixed-precision ToR algorithm, while implementation
details are highlighted in Section VII. Numerical assess-
ment and performance results are reported in Section VIII
on synthetic datasets for the E-ELT using various hardware
accelerator generations. Finally, Section IX summarizes the
paper and presents future work.

II. RELATED WORK

Half precision floating-point arithmetic has been widely
used for Artificial Intelligence (AI) applications (e.g.,

image processing/segmentation, pattern recognition, etc.)
within Deep Learning (DL) frameworks, including NVIDIA
cuDNN [10], TensorFlow [11], Caffe [12], Theano [13], and
PyTorch [14]. These frameworks translate most of the DL
computational workloads to half precision general matrix-
matrix (GEMM) multiplication function calls, which may be
leveraged by tensor cores from NVIDIA V100 GPUs (i.e.,
16-bit) or Tensor Processing Units (TPUs) from Google’s
custom-developed hardware accelerators (i.e., bfloat16). AI
may typically be considered as the domain of predilection
for half precision computations. However the convergence
between Big Data and HPC [15] has pressured scientists to
look for opportunities to leverage the performance of their
applications by using half precision arithmetic. This paradigm
shift may challenge default convention of computing at higher
precisions.

Indeed, there are recent works toward democratizing half
precision arithmetics for scientific computing, which allows
the crossing for the first time of the symbolic exaflop barrier.
For instance, the use of 16-bit has been studied for genome-
wide association study in genetics [16], where the majority
of the computations has been casted to 16-bit GEMM on
NVIDIA V100 tensor cores. The same NVIDIA tensor cores
have also been applied to climate applications for acceler-
ating DL workloads [17] achieving significant performance
speedups.

In fact, mixed-precision algorithms are not new and have
been explored in the past. For instance, mixed-precision it-
erative refinement approaches have been studied for solving
dense linear system of equations [18] using single and double
precision arithmetics and recently in three precisions, adding
half precision to the mix [19]. The theoretical speedup factor
is up to two only, since floating-point units (FPUs) operate
for the traditional two-precision iterative refinement on 32-
bit operands. These algorithms represent possible software
solutions at exascale, thanks to the additional hardware support
for lower precision arithmetics. Indeed, a new mixed precision
iterative refinement approach [20] has demonstrated significant
performance improvement (speedup factor up to four) when
using for each computational stage (a typical coarse granu-
larity approach) different precision arithmetics , i.e., 16-bit,
32-bit, and 64-bit on NVIDIA V100 GPUs.

In this paper, we dive deeply into the design of a mixed-
precision algorithm for solving a dense linear system of
equations using task-based programming model, without the
need of iterative refinement. Based on tile algorithms [21],
we employ fine-grained computations to exploit the inherent
covariance matrices’ sparse structure at a tile level. This results
in the development of a new Cholesky-based dense linear
solver, customized herein for the computational astronomy
application. This may actually create new opportunities for
a wide range of scientific applications. For instance, a similar
customized approach has already been successfully applied
in the context of a climate and weather prediction applica-
tion [22], though no hardware support for lower precision has
been demonstrated.
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III. RESEARCH CONTRIBUTIONS

The main objective of the paper consists in trading-off
arithmetic precision for performance by leveraging hardware
and software features in the context of the simulation for
advanced AO concepts such as multi-object of multi-conjugate
AO to equip the future generation of giant ground-based
astronomical telescopes. The crux of the paper consists of
three contributions. We take advantage of the task-based
programming model and employ a novel mixed-precision fine-
grained Cholesky-based factorization and solve. The dynamic
runtime system StarPU orchestrates the scheduling and the
asynchronous executions of various computational tasks onto
the underlying heterogeneous hardware resources, while mon-
itor their data dependencies. We assess the numerical robust-
ness and the performance impact of the new mixed-precision
algorithm using synthetic datasets, which are proxies for the
future deployment of the E-ELT’s MOSAIC instrument. To our
knowledge, this is perhaps the first astronomy application and
one of the few scientific applications, which leverages both
software and hardware solutions for mixed-precision support
outside of traditional AI workloads.

IV. UNDERSTANDING THE ORIGIN OF THE UNIVERSE
WITH MOSAIC

For ground-based telescopes, the atmospheric turbulence is
a limiting factor since it distorts the remote star light wavefront
when it reaches the Earth. The concept of Adaptive Optics
(AO) approach appeared in 1953 [23] to address this limita-
tion, even though the enabling technologies were not mature
enough. It was eventually further developed with the advent of
large telescopes in the early 1990 [24]. This technique relies
on a Deformable Mirror (DM) to effectively compensate for
the distortions introduced by atmospheric turbulence.

As illustrated in Fig. 1, a typical AO loop incorporates one
(or more) wavefront sensors (WFS) to measure the wavefront
deformations, a Real-Time Controller (RTC) that computes the
necessary compensation conveyed through a command vector,
and a deformable mirror (DM) the surface of which distorts
as a result of applying the command vector. This loop permits
then to flatten the incoming wavefront accordingly. The DM’s
shape must constantly follow the evolution of the atmospheric
turbulence, which requires the RTC module to provide the DM
with commands at a high pace (i.e., the frequency of the AO
loop is of the order of 1kHz).

The new generation of instruments needs to support the
capability of the future ELTs, which have unprecedented sizes,
allowing to collect more photons and thus, observe the most
distant galaxies or faintest exoplanets, unreachable up to now.
For instance, the diameter of the European ELT (39m) is
almost five times as large as the largest currently deployed
ground-based telescopes. The complexity of the new AO
instruments increases as the square of the diameter growth, i.e.,
around 25 times. MOSAIC [3], one of these new instruments,
aims at studying the structure of the early universe (around
10 billion years ago) in order to understand its formation. To
collect detailed information sample large enough to provide

Fig. 1. The adaptive optic loop is composed by the deformable mirror (DM),
the wavefront sensor (WFS), and the real-time controller (RTC).

astrophysicists with sufficient statistics for this study in reason-
able time, multiple objects must be observed simultaneously.
The AO loop described in Fig. 1 is modified for this purpose
into a Multi-Object AO (MOAO) loop with more WFS probing
a wide field of view and multiple DM to compensate for
the turbulence on small patches in the different directions
of interest. The RTC relies on a Tomographic Reconstructor
(ToR), a change of basis matrix, to convert the (off axis) WFS
measurements into theoretical on axis measurements used to
determine the DM’s shape. In the case of MOAO, one ToR is
computed for each observation channel. Furthermore, the ToR
has to follow the evolution of the atmosphere structure that
varies over night and needs to be recomputed regularly (at the
minute scale).

The ToR is obtained by solving a dense linear system,
involving covariance matrices generated from the WFS mea-
surements that can reach dimensions up to 100k in the case
of the E-ELT. Beyond MOAO and the MOSAIC instrument,
the same approach can be generalized to support other AO
concepts relying on multiple wavefront sensing directions
and turbulence tomography [6]. For instance, one can cite
the MAORY MCAO instrument on the E-ELT [25] but also
the GMTIFS and associated Laser Tomography AO (LTAO)
module on the GMT [26] or the future MCAO module for the
TMT [27]. Hence, this work is meant to have a critical impact
on both the design phases of most ELTs AO instrumentation
programs as well as their future operations on-sky. MOSAIC
being one of the most challenging tomographic AO concept
contemplated so far, we use it to benchmark our framework
and prove its ability to deliver both the required accuracy and
performance in terms of time-to-solution.

V. STATE-OF-THE-ART TOR COMPUTATIONS

The computation of the Tomographic Reconstructor (ToR)
is at the core of the operations of all the tomographic AO
instruments concepts contemplated on ELTs. And even though
it is not part of the hard real-time controller (RTC), which is in
charge of pushing/pulling the DMs’ actuators to compensate
for the atmospheric turbulence, the ToR computation is still
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subject to a soft real-time constraint and must be updated
regularly to take into account the evolution of the atmosphere’s
structure. Previous works have demonstrated high performance
implementations of the ToR, which consists in computing
the Cholesky factorization of the dense symmetric covariance
matrix followed by a backward and forward substitution.
The most time-consuming kernel during the factorization
and the solve phase is the general matrix-matrix multipli-
cation (GEMM), which makes the compute-bound algorithm
run close to system’s sustained peak performance. Perfor-
mance results have been reported on shared-memory systems
equipped with hardware accelerators [5], [28], [29] as well
as distributed-memory systems [30] using single precision
floating-point arithmetic. In particular, tile algorithms [21]
have been instrumental to get high performance on GPU-
based systems [29]. The main idea is to divide these dense
matrix operations into fine-grained computations using task-
based programming model. The overall algorithm can then be
expressed as a directed acyclic graph, where nodes correspond
to tasks and edges represent data dependencies. The StarPU
dynamic runtime system [9] coordinates the scheduling of
these various computational tasks, both on CPUs and GPUs,
by ensuring data dependencies are not violated. Not only this
fine-grained computation enables asynchronous task execution,
but also it permits to overlap data movement across the
slow PCIe bus between the host and the device with useful
computations. All in all, tile algorithms associated with a
dynamic runtime system mitigate the overhead of bulk syn-
chronous programming model, by weakening the artifactual
synchronization points, while maximizing the occupancy on
the underlying hardware resources (CPUs or GPUs).

However, all these approaches do not consider exploiting
the numerical property of the matrix operator nor introducing
mixed-precisions techniques. It turns out that the dense co-
variance matrix, which may be of size as large as 100k, has a
data-sparse structure, due to weak interactions between some
of the measurements taken by the WFS, as detailed in the next
section.

VI. LEVERAGING MIXED-PRECISION TECHNIQUES FOR
THE TOR COMPUTATIONS

With the advent of hardware support for low precision
floating-point arithmetics (e.g., Google TPU chip and NVIDIA
GPU with tensor cores), the covariance matrix structure
has been placed under scrutiny to identify opportunities for
mixed precision computations. The measurements used to
generate the matrix operator comes from the analog WFS
cameras, which have to be converted to 32-bit in order to
perform floating-point computations on the covariance matrix.
Fig. 2(left) pictures an X-ray of a covariance matrix by per-
forming an eigenvalue decomposition using 13248 measure-
ments and eight WFS devices, which reveals an exponential
decay. We divide the matrix into tiles of size 138 and run an
eigenvalue decomposition on each individual tile. Fig. 2(right)
reports the eigenvalue distribution on various matrix tiles by
locations, starting from the main diagonal all the way up the

top right corner of the symmetric matrix. This figure shows
that tiles located around the diagonal carry useful information
with eigenvalues reaching highest magnitude. This is expected,
since measurements taken by WFS cameras physically located
next to each other exhibit highest correlations. By contrast,
as we move away from the main matrix diagonal tile, the
magnitudes of the off-diagonal tiles’ eigenvalues decrease.
This corresponds to weak interactions between measurements
taken by remote WFS cameras. These experiments provide
insight into the matrix tile structure and exposes the overall
data sparsity of the covariance matrix. Therefore, they pave the
way for support of low precision computations. Furthermore,
the task-based programming model gives the flexibility to
decide at a fine-grained level, i.e., at the tile level, which
precision arithmetic should be used before operating on it. This
fine-grained precision control may provide a better impact in
terms of performance, while maintaining the required instru-
ment accuracy. The traditional coarse-grained approach with
iterative refinement, as proposed in [20], not be numerically
stable for the herein application, given the high condition
number of the covariance matrix. Such matrix tile structure is

Fig. 2. Eigenvalue distribution of the global covariance matrix (left) and
Eigenvalue distribution of individual tiles with coordinates (i, j), with i the
row index and j the column index (right)

representative of the covariance matrices studied in adaptive
optics for astronomy applications on a given ground-based
telescope. Therefore, the eigenvalue decomposition may not
need to be calculated every time a covariance matrix is gener-
ated to determine its structure, since the correlations between
measurements of fixed WFS cameras may not drastically
change. Instead, a priori knowledge on the covariance matrix
structure may be sufficient to cherry-pick tiles candidate for
low precision computations.

For enabling half-precision arithmetics in our application,
the idea is to replace our original 32-bit tile GEMM CUDA
function (i.e., 4th variant) by one of the three 32/16-bit mixed-
precision GEMM CUDA function, namely cublasGemmEx,
as detailed in Table I. These three GEMM variants operate
directly on NVIDIA V100 tensor cores. They provide incre-
mental levels of support for mixed precision arithmetics. The
1st variant supports solely 16-bit muladd operations. The
2nd variant performs the add operation in 32-bit with 16-
bit input/output operands. Besides doing the add operation in
32-bit, the 3rd variant returns the output operand C in 32-bit
precision arithmetic. The four variants are ranked from fastest
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to slowest in terms of performance.

TABLE I
32/16-BIT MIXED PRECISION CUBLASGEMMEX SUPPORTED FUNCTION.

GEMM variants A/B type C type Compute type Alpha / Beta
HP3 16-bit 16-bit 16-bit 16-bit
HP2 16-bit 16-bit 32-bit 32-bit
HP1 16-bit 32-bit 32-bit 32-bit
SP 32-bit 32-bit 32-bit 32-bit

The first column will be used to specify the function’s precision in the
following.

These variants allow to precisely study the numerical re-
silience of the MOSAIC simulation framework, by trading
off precision arithmetics for performance and identifying the
point of no return. In our particular application, this point of
no return is when the symmetric covariance matrix looses its
positive definiteness, from which the Cholesky factorization
fails and the solver cannot proceed anymore.

VII. IMPLEMENTATION DETAILS

To compute the ToR, we rely on the Chameleon library [31]
with StarPU [9] as building blocks to implement the novel
mixed-precision tile Cholesky factorization and its solver on
accelerator-based systems.

a) StarPU Dynamic Runtime System: StarPU asyn-
chronously schedules the various tasks in parallel, according
to their data dependencies, onto available CPU and GPU hard-
ware resources. In case the GPU runs out of memory, StarPU
employs an out-of-core strategy and uses the CPU memory to
compensate for the lack of GPU memory at runtime. StarPU
maintains the data coherency between the CPU and GPU by
using a heuristic similar to the cache coherency protocol, while
aggressively prefetching data to ensure high occupancy on the
device.

b) Mixed-Precision Cholesky-based Solver: Since
Chameleon does not provide a spotrf GPU-resident task
implementation, we integrate the MAGMA [32] GPU kernel
implementation. For the remaining Level-3 BLAS kernels,
i.e., strsm-ssyrk-sgemm, we rely on the cuBLAS library.
We run on the NVIDIA V100’s tensor cores for the half-
precision operation, therefore only the matrix-matrix multipli-
cation (GEMM) can be performed in half precision (hgemm).
The cuBLAS hgemm implementation for the Tensor Cores
(i.e., cublasGemmEx) allows various combination of the
precision of the input/output data tile and tensor core operation
(see Table I). The direct approach is to create hgemm tasks for
half precision GEMM and replace the corresponding operation
in the ToR computation. This approach thus requires an addi-
tional GPU-resident task to convert the 32-bit tiles to 16-bit,
as soon as the tile is available for the hgemm operation. Then,
depending on the precision variant used, we convert the tile
back to 32-bit. We cannot replace all sgemm by hgemm calls
since the covariance matrix may loose its positive definiteness.
The Cholesky factorization will then fail and the overall ToR
computation cannot further proceed. To prevent such situations

from happening, we add a mechanism to choose the precision
of each GEMM with the help of a functor. It is a structure for
which the user defines the operator () as an heuristic, taking
as input argument the position of the tile in the matrix and
returning the precision variant of the GEMM operation to be
used for this tile.

c) Heuristic for Mixed-Precision Computations: The de-
cision of swapping with a lower precision computational
kernel can be made at runtime via a heuristic formulae.
The actual mechanism is non-intrusive: users can define its
own heuristic through the functor to feed the mixed-precision
Cholesky factorization and the corresponding solver functions
with information to operate on the proper tile coordinates. The
implementation of the ToR itself does not need to be modified.
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Fig. 3. Heuristic based on
the studied data-sparse matrix
structure. The color depends on
the GEMM’s accuracy, the tiles
operated in SP, HP1 and HP2
(see Table I) are respectively in
black, grey and white.

As a result, users can instanti-
ate functors and define a suitable
heuristic to choose the precision
of the GEMM operation on a
given tile, without being intrusive
into the underlying linear algebra
routine. This implementation can,
therefore, be used by other appli-
cations [22] and still exploit the
matrix specific structure at hand,
simply by customizing the heuris-
tic. A similar mechanism can be
enforced on the solve stage, i.e.,
the backward and forward substi-
tution, but in our case, all GEMMs
of the substitutions can be com-
puted with HP1, without hindering

the solution accuracy. In this paper, the heuristic we used is
fairly simple: we choose the precision of the GEMM based
on the distance of the output tile to the diagonal, using
different thresholds to address the different variants of the half
precision. Basically, the closer a tile is to the diagonal, the
more accurate the operation is. Typically, in our application,
the first tiles around the diagonal must be treated in 32-bit,
while the precision arithmetic for the far off-diagonal tiles
can be relaxed. Fig. 3 illustrates this heuristic. The current
heuristic is general enough, and thus, amenable to capture
more complex matrix structures with parametrized regions’
shape.

d) Pseudo-code: The ToR is obtained by solving X ·A =
B, where X is the m × n unknown ToR matrix, A is an
n×n symmetric definite positive matrix and B is the (m×n)
the right hand side, with n and m are the number of WFS
measurements and the number of measurements of the true
sensors, respectively. The matrices are split into MT and NT
number of tiles, using the tile size nb. Algorithm 1 introduces
the mixed-precision cholesky factorization, which decomposes
A = L ·LT . Algorithm 2 shows the mixed-precision backward
substitution y ·LT = B. The forward substitution can be easily
derived from Algorithm 2. We implement a GPU-resident
kernel SP2HP to perform the precision conversion from 32-
bit to 16-bit.
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Algorithm 1 Mixed-Precision Cholesky factorization.
1: for k=0..NT-1 do
2: A[k][k]← spotrf(A[k][k])
3: for m=k+1..NT-1 do
4: A[m][k]← strsm(A[k][k], A[m][k])
5: H[m][k]← SP2HP (A[m][k])
6: end for
7: for n=k+1..NT-1 do
8: A[n][n]← ssyrk(A[n][k], A[n][n])
9: for m=n+1..NT-1 do

10: precision← heuristic(m,n)
11: if precision == float then
12: A[m][n]← sgemm(A[m][k], A[n][k], A[m][n])
13: else if precision == half then
14: if variant == 1 or 2 then
15: H[m][n]← SP2HP (A[m][n])
16: H[m][n]← hgemm(H[m][k], H[n][k], H[m][n])
17: A[m][n]← SP2HP (H[m][n])
18: else
19: A[m][n]← hgemm(H[m][k], H[n][k], A[m][n])
20: end if
21: end if
22: end for
23: end for
24: end for

Algorithm 2 Mixed-precision backward substitution.
1: for k=0..NT-1 do
2: for m=0..MT-1 do
3: B[m][k]← trsm(A[k][k], B[m][k]
4: Hb[m][k]← SP2HP (B[m][k])
5: for n=k..NT-1 do
6: Ha[n][k]← SP2HP (A[n][k])
7: B[m][n]← hgemm(Hb[m][k], Ha[n][k], B[m][n])
8: end for
9: end for

10: end for

VIII. EXPERIMENTAL RESULTS

a) Environment Settings: We test two shared-memory
systems, each with two sockets 20-core Intel(R) Xeon(R)
Broadwell CPU E5-2698 v4 @ 2.20GHz, that are connected
to four GPU through PCIe (10GB/s). They differ on the GPU
they host. The first one has four Nvidia P100 interconnected to
each other with a 20GB/s NVLink, as depicted in Fig. 4. The
second one has four Nvidia V100, 3 GPU pairs are connected
with a double NVLink of 25GB/s (for a total of 50GB/s), and
the remaining pairs are connected with a single NVLink, as
seen in Fig. 4. A single P100 GPU has a theoretical peak
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Fig. 4. Peer-to-Peer bandwidth for the P100 (left) and V100 (right) GPU-
based systems.

performance of 10.8 TFlop/s in single precision, whereas a
V100 GPU performance goes as high as 15 TFlop/s. We
refer to these systems as P100 and V100. The half precision’s
theoretical peak performance of the V100-based system (since

the P100 is not equipped with Tensor Cores) is 500 TFlop/s
(125 TFlop/s per GPU). In the case of our mixed-precision
ToR algorithm, the sustained peak performance depends on
the ratio of GEMM performed in 32-bit versus 16-bit, as well
as the volume of data motion among the GPU pairs.

b) Numerical Accuracy: We test the numerical ro-
bustness of the mixed-precision ToR. We compare the AO
performance using the Strehl Ratio (SR) obtained with the
end-to-end simulation tool COMPASS [33] on long exposure
images. The SR corresponds to the ratio of the maximum
value of the image of a point source over its theoretical
maximum (1 being the best achievable image). In other words,
the SR provides the quality of the image obtained with the
optical instrument. We use the SR of the SP as a reference to
compare against the mixed precision approaches. In Fig. 5(left)
and 5(right), we test two different AO systems: an eight and
a forty meter diameter telescopes with a total of 17k and 50k
measurements, respectively. In addition to the SR, we specify
for each bar the proportion of each GEMM variant used (i.e.,
SP, HP1, HP2, and HP3) among all the tiles involved in a
GEMM operation, there is a total of 153 and 1326 of these
tiles for each case respectively. Due to excessive low precision
computations, the covariance matrix may loose its positive-
definiteness and the Cholesky factorization may fail. Then, the
ToR cannot be computed and the SR cannot be provided. Fig. 5

Fig. 5. Proportion of the different GEMM precision and associated ToR
accuracy on a eight meter telescope with 17k measurements (left) and an
forty meter telescope with 50k measurements (right).

shows that if the Cholesky factorization succeeds, the ToR has
an AO performance equivalent to a single precision approach.
Moreover, only a small amount of SP tiles are required when
mixed with HP1 or HP2 to achieve a reasonable SR. However,
the configurations using HP3 constantly fails getting a proper
AO performance.

c) Performance Results: We report in Fig. 6 the per-
formance results in Tflop/s obtained on the two systems
described in VIII-0a in SP and mixed precision for the V100.

Fig. 6. ToR performance with four
GPUs.

In the case of the mixed
precision, the chosen heuris-
tic uses SP GEMM for the
tiles that are near the diag-
onal and only HP1 cublas-
GemmEx for the others.
The threshold that deter-
mines the operation accu-
racy is set to maximize the
number of tasks performed
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with the tensor cores while producing a valid ToR, as high-
lighted in Section VIII-0b.

Fig. 7. ToR performance for various
mixed precision cases with four GPUs

This heuristic achieves in
fact the best performance
among the tested heuristics,
as shown in Fig. 7.

On both systems, the
ToR computation achieves
around 60% of the the-
oretical peak performance
in single precision. How-
ever, the mixed-precision
approach only attains a third

of the theoretical peak performance. The sustained perfor-
mance of the Cholesky factorization only was observed to
be almost identical to the one of the ToR computation The
performance obtained when executing only the factorization
reflects this behavior, suggesting the performance issue comes
from the factorization itself and more precisely, the GEMM
operation. This assumption is confirmed as we remove from
the Cholesky factorization workflow all operation that is not
a GEMM.

The performance obtained for the GEMM execution of
the factorization, as presented in Fig. 8, shows that the
SP approach achieves respectively 70% and 80% of the
peak performance for the P100 and V100, respectively.

Fig. 8. GEMMs-only of the Cholesky
factorization with four GPUs

The ratio gets down to 42%
for the mixed-precision and
25% for the full half pre-
cision approach. However,
the performance loss from
the Cholesky’s GEMM to
the full ToR computation
is better for the mixed-
precision case, showing that
the StarPU runtime system

schedules the additional tasks efficiently.
The scalability graph in Fig. 9(left) shows that the perfor-

mance almost doubles while moving from two to four GPUs,
but the performance obtained for a single GPU stays low.
This low performance can be explain by the fact that a single
GPU does not have enough memory to store the full matrix,
forcing the out-of-core feature of StarPU to be activated in
order to use the host memory additionally. This is visible
when one observes the data transfers from Fig. 9(right): as
GPUs are added, the portion of transfer between the host and
the GPU decreases significantly. For this mixed precision
implementation, tiles must be store both in SP and HP in-
creasing the memory usage, therefore increasing the host to
device communication. Last but not least, the communication
volume between host to device in single precision is higher
with P100-based than V100-based system. This is related to
a StarPU runtime decision which may favor time-to-time the
offloading to P100 host memory system given the higher peer-
to-peer bandwidth achieved on the V100 system, as shown in
Fig. 4.

Fig. 9. Scalability for 1 to 4 GPUs for a 100k matrix (left), Memory transfer
ratio: out-of-core (right)

IX. CONCLUSIONS AND FUTURE WORK

This paper explores the use of NVIDIA V100 tensor cores
for mixed-precision GEMM to speed up the ToR computation
achieving almost 70 TFlop/s. This brings the overall ToR
computation time of the mixed-precision ToR at the E-ELT
scale below 8s as opposed to 14s for 32-bit ToR. This comes
though at the price of additional data movement compared
to the naive 32-bit ToR, which prevents reaching even higher
performance. We plan to improve the runtime decisions within
StarPU to better overlap data traffic with useful computations.
This work represents a major milestone in assessing such
challenging instruments and has a critical impact on both the
design phases of most ELTs AO instrumentation programs as
well as their future on-sky operations, beyond the MOSAIC
instrument studied herein.
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ABSTRACT

Implementations of AO tomography for the next generation of Extremely Large Telescopes (ELTs) is challenging
because of the extremely large number of degrees of freedom of such systems, in particular when it comes to
the tomographic reconstructor computation, due to its size. The computation of this matrix, via the supervisor
module, requires leveraging high performance computing techniques, on shared or distributed memory systems,
to comply with the specifications of tomographic AO systems, which prescribe an update rate of the order of
few minutes.

In the scope of the Green-Flash project, we are exploring several approaches to optimize the execution of
this soft real-time supervision pipeline. This includes low-rank techniques to reduce the computational load. We
have tested several compression schemes to optimize the linear algebra involved in the tomographic reconstructor
as well as the computation of the covariance matrices involved in this process.

We present, in this paper, the scalable and portable pipeline we have developed to address these issues. Per-
formance in terms of time to solution and scalability are reported. Additionally, the case of low-rank algorithms
is stressed as both an attempt to address the computation challenge of the tomographic reconstructor for the
supervisor module, and a way to reduce the computational load (hence the overall RTC system latency) at the
level of the real-time data pipeline.

1. INTRODUCTION

As part of the Green-Flash project, we design a loop supervision module for tomographic Adaptive Optic (AO)
systems at the E-ELT scale. We aim in particular to provide such systems with tomographic reconstructors,
using the Learn and Apply method1 . At the ELT scale, one has to deal with very large matrices sizes (of the
order of 100k). Furthermore, the reconstructor needs to be updated frequently, at the minute rate. In order to
cope with these constraints, we propose to apply Hierarchical matrices and low-rank techniques to the Apply step
of the pipeline for computing the tomographic reconstructor, as well as the matrix generation. We first derive a
general approach to compute the tomographic reconstructor (ToR) for several AO concepts, including Ground
Layer (GL)AO, Laser Tomography (LT)AO, Multi-Conjugate (MC)AO and Multi-Object (MO)AO. While we
show that matrix generation time dominates the execution profile of the pipeline for several of these AO modes,
we report on the preliminary results obtained so far with low-rank techniques.

2. AO MODES

The software we are currently developing aims at providing an optimized loop supervision strategy for several
AO flavors. This work is based on the formalism detailed in a previous paper describing a pseudo analytical
approach[2] for AO simulations and generalized to several tomographic AO configurations. In each AO case,
detailed below, multiple wave front sensors (WFS) are used. The difference lies in the number of truth sensors
(TS), targets and deformable mirrors (DM) in the system. We consider WFS the actual sensors, TS the fictive,
and so-called truth, sensors toward a direction of interest, and targets the objects to be observed. Measurements
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This work is sponsored through a grant from project #671662, a.k.a. Green Flash, funded by European Commission
under program H2020-EU.1.2.2 coordinated in H2020-FETHPC-2014
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from the WFS are labeled m, those from the TS are labeled ti or simply t, if only one TS is used. Covariance
matrices between measurements are computed for every approach: the covariance matrix between the WFS
measurements is notated to as < m,m > and the covariance matrix between the WFS and the TS will be
written < ti,m >.

LTAO

DM

WFSs
TS

(target)

GLAO

DM

WFSsTSs

(a) (b)

MCAO

WFSs

DM
(ground)

DM
(altitude)

TSs

MOAO

DM
(ground)

DMs
(targets)

WFSsTSs

(c) (d)
Figure 1: (a) LTAO: correct the turbulences in the observation direction with a single DM. (b) GLAO: correct the
whole field of view with a single DM using multiple TS. (c) MCAO: correct the whole field of view with two DMs using
multiple TS. (d) MOAO: correct the turbulent in multiple directions.

2.1 Tomographic Reconstructor

All the tomographic AO approaches described below rely on the use of a tomographic reconstructor[2] to provide,
from the WFS measurement, the command vector to be applied on the DM. This reconstructor, which can be
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considered as a change of basis matrix, is computed as follows:

M = D† ×R, (1)

with:
R =< t,m > × < m,m >−1, (2)

and where D† is a change of basis matrix from the TS measurements to the DM’s actuators. This matrix is
typically computed as the pseudo-inverse of the interaction matrix D between the TS and the DM’s actuators,
and obtained as follows:

D† = (DtD)−1Dt. (3)

2.2 LTAO

The LTAO mode aims at correcting the turbulence in the particular direction of a single target, using a single
DM and from the measurements of a fixed number of sensors. One TS is considered in the direction of the target
of interest.

After computing the covariance matrices < m,m > and < t,m >, the reconstructor M is computed with
respect to Equations (1) and (2). This is the simplest mode presented in this document.

2.3 GLAO

The GLAO mode aims at compensating for the effect of the turbulent layer at the ground level, using a single
DM for targets distributed over the whole field of view. In order to take into account these multiple targets, we
use a grid of TS distributed regularly over the whole field of view and we average the measurements from theses
TSs. We propose to compute the reconstructor as follows:

M = D†× < T,m > × < m,m >−1 . (4)

Despite the similarity with the formulation (2), the matrices D† and < T,m > are in fact “meta-matrices” which
are the concatenation of the matrices ( D† and < ti,m > ) for all the TSs:

D† =
[
D† . . . D†

]
, (5)

< T,m >=



< t1,m >

...
< tN ,m >


 . (6)

We show in the following that solving Equation (4) is equivalent to solve Equation (2) using the average of the TS
measurements. The DM being conjugated at the ground layer, the interaction matrices of each TS are identical
and therefore the meta-interaction matrix can be defined as:

D =



D
...
D




then D† is computed with Equation (3)

(DD t) =
[
Dt . . . Dt

]


D
...
D


 = N(DtD)

(DD t)−1 =
1

N
(DtD)−1
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D† =
1

N

[
D† . . . D†

]

finally, using this last result in Equation (4)

M =
1

N

[
D† . . . D†

]


< t1,m >

...
< tN ,m >


 < m,m >−1,

M = D†
(

1

N

N∑

i=1

< ti,m >

)
< m,m >−1 .

We obtain the average mentioned above in the last formulation of the reconstructor.

2.4 MCAO

In this approach, multiple DMs conjugated at different but fixed altitudes are used to compensate turbulence
over the whole field of view concurrently. In the following, we show how our approach can be generalized for two
DMs in the MCAO case, one of which being conjugated at the ground (hence with a similar behavior than the
GLAO DM).

In this case, the tomographic reconstructor can be obtained by solving the Equation (4), rewriting the
command matrix as a meta-command matrix.

Since the first DM is conjugated at the ground layer, the interaction matrices of this DM with all the TS
are equal, noted D0. Unfortunately, this property does not hold for the second DM and each TS has its own
interaction matrix Di. The overall interaction matrix is thus written as:

D =



D D1

...
...

D DN


 (7)

and the command matrix will be of the form:

D† =

[
Dg†1 . . . Dg†N
Da†1 . . . Da†N

]
. (8)

Here, we note that the Dg†i are not the pseudo inverse of the D nor Da†i the pseudo inverse of the Di. This
partitioning can only be performed after the pseudo-inversion process. However, by replacing in the Equation
(4), the matrix can be expressed as:

M =
N∑

i=1

[
Dg†i× < ti,m >

Da†i× < ti,m >

]
< m,m >−1 . (9)

This reconstructor matrix will provide the commands to be applied to both DMs from the WFS measurements.

2.5 MOAO

In the case of MOAO, multiple targets are associated to multiple DMs and the wide field correction is obtained
only in small island of interest, defined by each target’s location. An additional DM, most likely conjugated at
the ground layer, is used to provide a first stage of compensation, for all the targets in the FoV (similarly to
GLAO). The wide field reconstructor Mg, used to compute the commands to be applied to the ground layer
DM, is computed as a GLAO reconstructor (4). The second reconstructor, used to compute the commands to
be applied to each individual DM in the target specific channels, has to compensate only for what is not done
by the wide field correction, therefore as mentioned in [3] the Equation (1) is modified into:

Mi = D†i (Ri −DgMg). (10)

With Dg the interaction matrix of the wide field DM and D†i the command matrix of the DM associated to the
target i.
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2.6 Execution profile

We profiled the execution of the different parts of the pipeline for the LTAO, GLAO and MCAO. The idea here
is to identify the most time consuming component of the pipeline, so we set synchronization points between
the different parts. The servers used for computation are referred to with their names, their specifications are
detailed at the end of the document (Tab.7). The simulated telescope has a diameter of 39 meters and 10 WFS
with a number of measurements of 90k, the LTAO uses a single TS in the observation direction whereas the
GLAO and MCAO have a total of 24 TSs scattered in the whole field of view. The computation time of the
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Figure 2: Pipeline execution profile for the LTAO, GLAO and MCAO (on Nirvana).

covariance matrices depends on the number of atmospheric layers taken into account, while the linear algebra
parts depend only on the matrices size. As the number of layers increases, the matrix generation becomes the
dominating part, up to 90%. Therefore, in order to improve the time to solution of this pipeline, we need to
improve this specific step.

3. HIERARCHICAL TECHNIQUES FOR MATRIX GENERATION

For each of the AO modes above, several covariance matrices have to be generated, and at ELT scale, it represents
a large portion of the time compare to the resolution of Equation (1) when the number of matrices to generate
grows up4 . In order to speed up the application, we explored a low-rank approach and present the first results
hereafter, in terms of compression rate (defined as memory(compressed)/memory(dense)), execution time and
error to solution. These results were obtained with the library HLIBpro5 .

In the following, we consider a LTAO system with a single target. For convenience, we note Cmm the
covariance matrix < m,m > and Ctm the matrix < t,m >.

3.1 Hierarchical matrix format

A hierarchical matrix (H-matrix6,7) is a storage format for compressible dense matrices, which also permits
full matrix arithmetic. H-matrices are based on an hierarchical partitioning of the index sets for the rows and
columns of the dense matrix. These hierarchical partitionings together with an admissibility condition enable
the identification of compressible matrix blocks. For those subblocks low-rank approximations are computed.
For all non-compressible blocks of the matrix, the original dense representation is used.

The rank of the low-rank approximation is either predefined or adaptively chosen based on a given accuracy.
Furthermore, low-rank blocks are represented in the factored form M = A ·BT with M ∈ Rn×m, A ∈ Rn×k, B ∈
Rm×k and k being the rank of the low-rank matrix.

In addition to the H-matrix format described above, we tested a block low-rank format8 , and another format
we will refer as “refin”. The block low-rank format is a particular case of H-matrices, in which the representation
is flat in the way that there is no nested blocks, in addition, the clustering is regular hence all blocks are the
result of the same subdivision. The “refine” format, was developed by Ronald Kriemann as an attempt to use
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the block rank after low-rank approximation to identify incompressible blocks and to further subdivide those
blocks to permit low-rank compression on sub blocks.

The matrix generation is performed using Adaptive Cross Approximation Algorithm9 . This algorithm
iteratively generates a low-rank approximation of a matrix by computing single pairs of matrix rows/columns,
thereby only evaluating a small amount of the matrix elements.

3.2 Apply pipeline

The last step of the Learn and Apply consists in solving Equation (2), written as:

Cmm ×R = Ctm. (11)

We assessed the capabilities of the low-rank techniques for this task. However the results (Fig. 3) of the arithmetic
is slower using compressed format compared to the dense operations. This behavior would suggest a rank growth
during the arithmetic operations. The compression rate will confirm this assumption. It decreases after both
the factorization and the direct solve, ending up worst than the dense approach. The rank growth on theses
operations can be held responsible for such behavior. As a result, the Hierarchical formalism does not seem
suitable to solve the system at hand.

The presented approach aims to use the most performant method for each component of the pipeline. Thus
the matrix generation is performed using low rank techniques while the arithmetic relies on the dense approach.

(a) (b)
Figure 3: Execution time and compression rate of the Cmm factorization (a) and direct solve (b) depending on the
matrix size for different flavors of low rank approach. The increase of the matrix size is done by adding wavefront sensors
(the number of sub-apertures along the diameter is constant). The wave-front noise is set as a constant.
Performed on Shihab.

3.3 Matrix generation

As mentioned in the 2.6, at ELT scale, the covariance matrix generation is likely to become a bottleneck for the
application. We looked at low-rank format in order to improve this operation. At first, the WFS noise defined
as a constant and as the software evolved, this noise was upgraded to take into account atmospheric and laser
parameters. we present both cases hereafter.
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3.3.1 Constant wavefront noise

A first assessment of matrix generation was performed with a constant WFS noise, for the different low-rank
formats for various matrix sizes, which is increased by adding wavefront sensors. The results, presented in the
figure 4 shows similar performances for the different low-rank formats tested, in terms of computation time,
allowing up to 30% of computation time reduction for the matrix generation, and compression rate,which is not
affected by the number of wavefront sensors, remaining under 70%. That last point indicates that the low-rank
structure lies in the wavefront sensor blocks. We also noticed that the performance depends on the number of
subapertures along the telescope diameter. In the following we use ELT scale telescopes with the appropriate
number of subapertures.

(a) (b)

(c) (d)
Figure 4: Execution time (on Shihab) of the Cmm generation (a) and Ctm (b) and compression rate for these matrices
(respectively (c) and (d)) depending on the matrix size for different flavors of low-rank approach. The increase of the
matrix size is done by adding wavefront sensors (the number of subapertures along the diameter is constant).
The wave-front noise is set as a constant.

As mentioned above, in the context of the low-rank approach, we refine the matrices into blocks. However,
matrices can be partitioned in different ways7 . Therefore, we introduced four of them, in an attempt to find the
best one. The partitioning 0 is defined (Tab.1) with separated X and Y measurements that are still grouped by
WFS. This is the partitioning used for the figure 4.

Table 1: Partitioning 0

WFS # 1 2 N
measurement type X Y X Y ... X Y

group indices 1 N+1 2 N+2 ... N 2N

The partitioning 1 groups the X and Y measurements of a given WFS (Tab.2).

Table 2: Partitioning 1

WFS # 1 2 N
measurement type X Y X Y ... X Y

group indices 1 1 2 2 ... N N

The partitioning 2 joins X measurements for all WFS on one side and all Y measurements for all WFS on
the other (Tab.3).
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Table 3: Partitioning 2

WFS # 1 2 N
measurement type X Y X Y ... X Y

group indices 1 2 1 2 ... 1 2

The partitioning 3 groups all measurements of all WFS (Tab.4).

Table 4: Partitioning 3

WFS # 1 2 N
measurement type X Y X Y ... X Y

group indices 1 1 1 1 ... 1 1

We report the performances of this low-rank approach for various generation accuracies and minimum block
size, including the error of the approximated reconstructor, an estimation of the reconstructor performance in
terms of Strehl ratio (compared to a full dense execution) and the matrix generation time.

A test on the error resulting from the low-rank approximation for a fixed matrix size (Fig. 5) show almost
identical results for partitioning 0 and 1 for the error on both Cmm and ToR: the error increases regularly as
generation accuracy decreases (to be expected), but in case of the ToR we notice a jump when the accuracy
is lowered from 10−5 and 10−4. The partitionings 2 and 3 have a much larger Cmm error than the firsts two
partitionings, and the ToR error in this case does not exhibit a clear trend. For this reason, we focused on the
first two partitionings.

Figure 5: Error on the reconstructor and Cmm (Frobenius norm) computed with low-rank matrices construction and
dense arithmetic compare to the full dense computation for a fixed matrix size and different accuracies. the wavefront
noise is set as a constant.
Performed on Shihab.

Another experiment was performed using the end-to-end simulation tool COMPASS[10] to estimate the
performance of approximated tomographic reconstructors. We proceed in a few steps, the first one is to generate
covariance matrices in either dense or low-rank (with various accuracies), then the corresponding reconstructor
is computed using dense arithmetic and finally these reconstructors are inserted into the simulator. The different
reconstructors are compared based on the Strehl ratio (on a long exposure of a thousand frames) provided by
COMPASS.

We increased the matrix size by adding WFS, the objective being to keep a constant number of subapertures on
the telescope diameter. Although it might not be the most relevant approach in terms of AO system dimensioning,
we know the low-rank structure lies in the WFS blocks and increasing only the number of WFS will modify not
this structure. Furthermore, it was not possible to go to the full ELT scale due to the too large memory footprint,
so we limit the number of WFS to 5, and since the first WFSs are far away from the TS direction, the Strehl ratio
stays low, but the point here was to assess the generation accuracy threshold and since the low-rank structure
lies in the WFS blocks, the clear cut in accuracy we observe will also appear for a full ELT scale system with
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Figure 6: Reconstructor error (Frobenius norm) compared to dense computation for different accuracies, with an
admissibility parameter of 2. The reconstructor is computed from low-rank matrices construction and dense arithmetic.On
a 39m diameter telescope with 78 subapertures along the diameter. The wave-front noise is set as a constant.
Performed on Shihab.

10 WFS, whereas the Strehl ratio will increase as the WFS cover a larger area. In the results presented in
Tab.5, even though as discussed above, the Strehl ratios are too low to be really significant, we observe a clear
cut. Reconstructors computed from covariance matrices generated with an accuracy of 10−4 or better result in
performances equivalent to the full dense approach, while an accuracy of 10−3 does not bring any correction to
the optical system. Therefore, the accuracy threshold to generate the covariance matrices is between 10−4 and
10−3 for this experiment. Based on these figures and the graphs comparing the accuracy of the reconstructor for
the different ordering (Fig. 6), the partitioning 0 should have a similar behavior, and even though the error on
the reconstructor seems less predictable, an accuracy of 10−5 or 10−4 with the partitioning 2.

Table 5: Estimation of the reconstructor performance with the end-to-end simulation tool COMPASS. Simulation of
an LTAO system on a 38m diameter telescope. The reconstructor are computed with the partitioning 1

Strehl ratio(long exposure:1000 iterations)
Number of WFS Number of measurements dense low-rank, generation accuracy:

10−7 10−5 10−4 10−3

3 26208 6% 6% 5% 5% 5%
4 34944 7% 8% 7% 7% 0%
5 43680 8% 8% 7% 7% 0%

3.3.2 More realistic wavefront noise

As we developed the software, the model function to generate covariance matrices was changed to include a more
realistic wavefront noise11 than the model using a constant presented above. This modification takes into account
the throughput of the atmosphere, the laser flux and the elongation of the lasers’ spots. As a consequence of
this modification, the partitioning is now limited to the predefined blocking which only allows a few subblocks
to be generated by low-rank methods and degrade the ability of low-rank techniques to speed up the matrix
generation (compared to the dense generation).

We also notice the impact of the parameter used to simulated the fact that LGS cannot measure the tip-tilt
and focus on the compression. this is done using a constant added on relevant blocks of the covariance matrix. A
realistic value of this constant would be in the range of 0.1 to 10. We choose this interval because this constant
must be significantly greater than the diagonal values of the covariance matrix to actually invalidate the tip-tilt
information, but not too large. The reason is that the numerical precision is limited and a too large value
of this constant will overwhelm the actual covariance value. The impact mentioned above is the following, as
this constant increase, the covariance matrix condition number grows quickly. Hence theses values result in a
high condition number hindering compression. Since this constant is only applied to the LGS, the compression
depends on the number of LGS : an increasing number of LGS leads to much less compression (this can be
highlighted by replacing some of the LGS by NGS).
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We also notice a few variations of the behavior when the this constant grows up (from 0.01 to 0.1 and 1). In
the case of the partitioning 2 and 3, the computation time decreases, the compression increases but the error on
the reconstructor increases. The partitioning 0 and 1 remain about the same.

With this new wavefront noise and this constant value, it became more difficult to outperform the dense
approach, shown in the following figure (Fig. 7). This benchmark present the matrix generation time depending
on the matrix size. The partitioning 1 is faster than partitioning 0 for the Cmm or Ctm generation but is still
slower than the dense approach.

Figure 7: Execution time (on Flamingo) to generate the covariance matrices (Cmm) according to the matrix size for
accuracies and partitioning. Eta=2 nmin=200 .

In order to understand more, we proceed to compute the covariances matrices of each layer independently.
In the following graphs (Fig. 8), we compute for various altitude the covariance matrices with a fixed outer scale
(L0) and strength (cn2). The execution time is slightly decreasing with the altitude for the partitioning 0 and
1 while it is increasing for the partitioning 2 and 3. This is particularly visible in the case of the Cmm where
for the ground layer, the partitioning 2 and 3 are faster than the 0 and 1 but takes at least twice as much time
for the higher layers. The error on the Ctm is increasing with the altitude for all the partitioning with similar
values even though the partitioning 0 and 1 have a better estimation. The error on the Cmm is constant for the
partitioning 0 and 1 and decreasing for the partitioning 2 and 3 but the error the these two last is far greater.
The altitude does not seems to have a significant influence on the behavior of the matrix generation for the
partitioning 0 and 1 in this case.

In the Figure (9), we try various combination of outer scale and altitude. The slight improvement depending on
the altitude previously mentioned now has several trends depending on the value of the outer scale. Furthermore,
in all cases, the higher the outer scale, the better the performance: an outer scale of 25m (which is the default
value used for all the previous results)result in slower execution than the dense format while an outer scale of
100m reduce the computation time by half.

Since the performance depends on the value of the outer scale, we used outer scale values extrapolate from an
actual measurement campaign.12 The results (Fig. 10) show a dependence between the value of the outer scale
and the performance of the low-rank approach. The low-rank matrix generation outperforms the dense approach
when the outer scale value is greater than 40m or smaller than 20m, this is particularly visible for the second
profile. We also notice that this interval is varying slightly with the altitude. A possible explanation would be
that the low-rank approach has better performance when the outer scale is not of the same order as the distance
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Figure 8: Computation time, error and compression rate of the Cmm (left) and Ctm (right) for a single layer according
to this layer altitude. On a 38 m diameter telescope with 9 WFSs and 76 subapertures along the diameter. Eps=10−4,
eta=0.5, nmin=200, lgs cst=0.01. The “ref” curves correspond to the computation time using dense format. (performed
on Niravna).

between the subapertures. The Ctm has a similar behavior as the Cmm but the improvement of the low-rank
compare to the dense is not as good as the Cmm case. One can show that the matrix generation runtime using

Table 6: Cmm computation time for atmospheric parameter extrapolate from an actual measurement campaign12

.
Cmm Ctm

dense partitioning 0 partitioning 1 dense partitioning 0 partitioning 1
maximum L0, 07/12/21 361.29 216.63 182.61 67.6 37.01 35.12
average L0, 07/12/21 373.49 390.43 340.30 72.1 76.12 69.48

this low-rank approach depends on the strength of the strongest layers, that is if the outer scale of theses layers
belongs to the unfavourable interval then the low-rank and dense approaches have similar performances, if on
the contrary, the outer scales have favourable values then significant improvement are observed. In the case of
the profile 1 in the Table (6) the low-rank approach halve the runtime compared to the dense format.
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Figure 9: Execution time (Flamingo)on to generate the covariance matrices (Cmm) according to the matrix size for
accuracies and partitioning. eta=2 nmin=200.
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Figure 10: On the left side is the outer scale according the layer altitude, on the right the computation time of a single
layer according to its altitude. Using a 38m telescope with 10 WFSs and 76 subapertures (along the diameter).The follow-
ing benchmark introduces a variable L0, extrapolated by linear interpolation from an actual measurement campaign12 ,
using the average values on night 07/12/21 and the maximum L0 on night 07/12/21 the cn2 profile is identical for the
three figures above.
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4. CONCLUSION

We describe in this paper a supervision strategy for different kind of tomographic AO, aiming for the ELT scale,
and exploring low-rank approach, focusing on the Apply step of the pipeline as well as the matrix generation.
The results presented here shows that if the low-rank approach does not bring improvement to the Apply step,
the matrix generation, which at ELT scale is likely to be the dominant part, can largely benefit from it and
achieve runtime reductions up to a factor of two relative to dense format. The low-rank approach could be can
be considered for operation that does not belong to the supervisor module. That is the case of the Real Time
Controller responsible for adapting the Deformable Miror (DM) shape in order to compensate for the effect of
the turbulence. It involves a matrix-vector multiply that transforms the actual measurements from the telescope
WFS into command for the DM. The matrix under consideration is the tomographic reconstructor, output of
the supervisor module. By speeding up the matrix-vector multiply, the H-matrix linear algebra is considered
promising for real-time adaptive optics.

System name Operating system hardware

Flamingo Ubuntu 16.04.2 LTS
Two sockets 28 cores Intel(R) Xeon(R) Skylake
Platinum 8176 CPU @ 2.10GHz

Nirvana Ubuntu 16.04.3 LTS
Two sockets 20 cores Intel(R) Xeon(R) Broadwell
E5-2698 v4 @ 2.20GHz

shihab Ubuntu 14.04.5 LTS
Two sockets 18 cores Intel(R) Xeon(R) Haswell
E5-2699 v3 @ 2.30GHz

Table 7: Computing systems characteristics
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ABSTRACT

A critical subsystem of the tomographic AO RTC is the supervisor module. Its role is to feed the challenging
real-time data pipeline with a new reconstructor matrix at a regular rate, computed from a statistical analysis of
the measurements, to optimize the performance of the AO system. This process involves solving a system of linear
equations defined by the covariance matrix of the wave front sensors’ measurements, the size of which may be up
to 90k×90k for the E-ELT’s first light instruments using tomographic AO modules. The computational load for
the solver of this dense symmetric matrix system is quite significant at this scale but can be efficiently handled
using state-of-the-art energy-efficient manycore x86 or accelerator-based architectures, such as KNLs or GPUs,
respectively. As part of the Green Flash project, we develop a supervisor module and demonstrate its portability
by deploying it on each aforementioned hardware system. Finally, we describe different implementations and
their trade-offs in terms of performance and accuracy and show preliminary results on the possible impact of
hierarchically low-rank approximation methods on the overall supervisor module.

Keywords: ELT, AO, tomography, MOAO, RTC, Dense Linear Algebra, High Performance Computing, Many-
core Architectures, Low-Rank Approximations

1. INTRODUCTION

In order to achieve the best performance, Extremely Large Telescopes (ELTs) will rely on Adaptive Optics
(AO) systems. Tomographic AO systems are currently developed to exploit the large field of view of this
unprecedented scale of telescopes. Due to the ELTs size, the real-time control systems of these instruments
become a computational challenge and require an efficient design to raise up to this challenge. Most notably, the
supervisor module, which provides optimized tomographic reconstructor to the real-time data pipeline, has to
achieve a throughput of around 100 TFlops. This threshold corresponds to the goal of updating the reconstructor
matrix at a fast enough pace (in the order of a few minutes1) to follow the turbulence evolution and meet the
image quality specifications.

For instance, this module is a part of the co-processing cluster (or soft real-time) of the Standard Platform for
Adaptive optics Real Time Application (SPARTA) interface designed by ESO2,3 . The SPARTA concept supports
tomographic AO systems (such as the Ground Atmospheric Layer Adaptive Corrector for Spectroscopic Imaging
GALACSI) and the supervisor approach, adopted in this platform, relies on the computation of a Minimum Mean
Square Error (MMSE) reconstructor, as described in 4. While it seems to adequately perform with the scale of
the Very Large Telescope Adaptive Optics Facilities (VLT AOF), the requirements and performance obtained
in terms of time-to-solution to produce the new reconstructor is either not addressed or not sufficient to answer
the ELT dimensioning challenge. Additionally, recent work on the Real Time Controller (RTC) dimensioning
of various tomographic AO concepts for the E-ELT5,6) lacks of a proper analysis of how the image quality
specification can map on both hardware and optimized software for the RTC.

In this work, we focus on the Learn and Apply pipeline methodology, which has been extensively tested on the
CANARY demonstrator for various cases of atmospheric AO systems: Ground Layer AO (GLAO), Multi-Object
AO (MOAO) and Laser Tomography AO (LTAO), as reported in 7. We assess the sustained performance of the
supervisor module with state-of-the-art dense linear algebra libraries on latest hardware generations.
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Figure 1: supervisor module diagram

Our baseline is the supervisor module depicted in Fig. 1, which proceeds in a the following steps: the
computation of the covariance matrix of the measurements, the Learn & Apply phase and finally, a matrix-
matrix multiplication operation. Although the generation of the covariance matrix is critical because it requires
proper memory access management, this paper only focussed on the computational challenging Learn and Apply
stage as it turns out to be the most time-consuming phase of the supervisor module.

The remainder of the paper is as follows. Section 2 describes the main algorithmic ideas behind the Learn
pipeline and highlights qualitative and performance results. Section 3 presents the Apply pipeline, which rep-
resents the bulk of the computation in the supervisor module, and shows the portability of the implementation
across various hardware architectures. In the same section, preliminary results on the performance impact of
low-rank matrix approximations are also studied. We conclude in Section 4.

2. THE LEARN PIPELINE

The atmosphere can be represented as a set of turbulent layers with their own properties, such as the altitude,
the outer scale and the strength. The objective of the Learn pipeline is to acquire knowledge or “learn” from
the layer distribution of the atmosphere. The information regarding the turbulent layers can be deduced from
the covariance matrix Cmme of actual measurements of the wave front sensors. Theoretical covariance matrices
can be computed with the help of a spatial covariance model function8 noted f in the subsequent sections. This
function requires two sets of parameters. The first one is the set of parameters inherent to the system such as
the telescope diameter, the central obscuration, the number Natural Guide Stars and Laser Guide Stars, the
number of subapertures, the pixel size, the observation wavelength , the read out noise, the width of the laser
beam and the number of targets. The second one is the set of atmospheric parameters. The system parameters
are fixed for a given observing mode, and thus, will not be addressed here. The atmospheric parameters are the
ones of interest and need to be retrieved. This set of parameters is composed, for each turbulence layer, of its
altitude, outer scale and strength.

2.1 Methodology

The Learn pipeline consists in the minimization of the following score function:

S =
∑

i,j

(
Cmme(i, j)− f(x, i, j)

)2
, (1)

where x is the unknown and i, j the position in the matrix. In order to find the best atmospheric parameter
vector x, we use a Levenberg-Marquardt algorithm,9 already tested on the the 4.2m William Herschel Telescope
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Algorithm 1 The Levenberg-Marquardt Algorithm.

k = 0; ν = 2; x = x0;
H = J(x)TJ(x); g = J(x)T f(x);
found = ‖g‖∞ ≤ ε1;
µ = τ.max {aii} ;
while (not found) and (k ≤ kmax) do
k = k + 1;
solve((H + µ.Id)hlm = −g);
if hlm ≤ ε2(‖x‖+ ε2) then
found = True;

else
xnew = x+ hlm;
ρ = (S(x)− S(xnew)/(hTlm(µhlm − g)/2);
if ρ > 0 then
x = xnew
H = J(x)TJ(x); g = J(x)T f(x);
found = ‖g‖∞ ≤ ε1
µ = µ.max

{
1/3, 1− (2ρ− 1)3

}
;

ν = 2;
else
µ = µ.ν; ν = 2.ν

end if
end if

end while

(WHT) in La Palma with the CANARY instrument.7 It is an iterative method of type damped Gauss-Newton,
as described in Algorithm 1.

This algorithm is composed of two nested loops. The outer loop where the Hessian H and gradient g of the
score function are computed at the current point. The inner loop determines a descent direction step, by solving
the system:

(H + µId)x = g. (2)

It then accepts or rejects this new vector x according to its score, and eventually, updates the damping parameter
µ. The inner loop finishes when a new vector is accepted.

For a given matrix size, the overall execution time of a single iteration depends highly on the number of
layers. For this reason, the implementation of the Learn pipeline calls the Levenberg-Marquardt algorithm two
times: the first time with a limited number of layers and parameters in order to provide a rough estimate of a
few turbulent layers in a short amount of time, and a second time with up to 40 turbulent layers to refine the
atmospheric profile.

2.2 Hessian and Gradient Computations

The dimensions of H and g are defined by the number of parameters. In this case, it should not exceed 50.
However, the computation of H and g as well as the score function relies on the core function of the covariance
matrix generation function, which may be of dimension up to 100k. In this regard, the execution time dedicated
to solve the inner loop’s system of Eq. (2) is not significant compared to any functions of the matrix generation.
Since the computation of H and g are the most time-consuming parts of this pipeline, it becomes judicious to
optimize these functions.

In the subsequent equations, N is the dimension of the covariance matrix Cmme (symmetric positive-definite)
and nparam is the number of parameters to be retrieved. To ease the notation, the score function Eq. (1) is
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written as:

S(x) =
N×N∑

k=1

(
Cmmk − fk(x)

)2
, (3)

where k = i+ j ×N . The Hessian and gradient are respectively defined as:

H = JT · J (4)

g = JT · (Cmm− f(x)). (5)

The above formulations will not be used since the Jacobian J ∈ Rnparam×N2

with N being as large as 100k.
This would require both excessive memory footprint and execution time. It is also noteworthy to mention that
given:

Hi,j =
N2∑

k=1

∂fk
∂xi
· ∂fk
∂xj

(6)

gi =

N2∑

k=1

∂fk
∂xi
· (Cmmk − fk(x)), (7)

this allows to write:

H =
N2∑

k=1

(Jk)T · Jk (8)

g =
N2∑

k=1

(Jk)T · (Cmmk − fk(x)), (9)

where Jk is the line k of the Jacobian. The equations (8) and (9) determine the contribution of each line of
the Jacobian to the Hessian and gradient. Furthermore, it is possible to generate one line of the Jacobian from
a single element of the covariance matrix. Hence, for each element of the matrix, it is possible to compute
its contribution to the Hessian and gradient. This reduces the memory footprint of H ∈ Rnparam×nparam and
g ∈ Rnparam. A convenient feature of the model function is the possibility to independently compute each
element of the covariance matrix. This allows a high degree of parallelism, particularly suited for massively
parallel devices, such as GPUs, since each contribution can be generated by a single GPU thread. In addition,
the model function can return, for a single element, the contribution of one of its layers. This avoids redundant
computations, since an atmospheric parameter only impacts one layer, while the derivatives of the other layers
are null and do not need to be computed.

2.3 Filtering the Covariance Matrix

The covariances between the measures along axis x and the ones along the axis y (XY covariances) have a lower
magnitude than the covariances between measures of a same axis (XX and Y Y covariances), as shown in Fig. 2.
One can assume the XY covariances are not significantly contributing to the accuracy of to the overall Learn
pipeline. In this regard, the Learn pipeline was tested in both cases: with and without using the XY covariances.
As shown by the obtained results, the accuracy of the solution is similar when the XY covariances are not taken
into account, as highlighted in Fig. 3. This filtering process allows to reduce memory footprint as well as a better
execution time since only half of the data is processed while not degrading the solution accuracy.

2.4 Performance Results

The Learn pipeline is tested on two different systems, as described in Tab. 1). The goal is to reduce time to
solution and to assess its strong scalability. The strong scaling consists in running the same problem size with an
increasing number of processing elements. In this case, the program is using exclusively GPUs (the processing
element) for the most time-consuming functions tested here (the computation of the Hessian, gradient and the
score function).
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Figure 2: The Cmme covariance matrix: the darker the blocks, the lower the magnitude of the covariance between the
measures along the x axis of a sensor and the y axis of another sensor.
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Figure 3: Atmospheric profiles. In black the target, in blue and red the output of the Learn pipeline with and without
the XY covariances. The system parameters are the following, telescope diameter=40m, 9 wave front sensors including 6
laser guided stars with 80 subapertures along the diameter, with a total of 86688 measurements.
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Figure 4: Strong scaling of the computation of the score (left) and the Hessian and gradient (right).

For the strong scaling, we consider a system at the E-ELT scale with a 40m diameter telescope and 9
wave front sensors including 6 laser guided stars with 80 subapertures along the diameter, for a total of 86688
measurements. The strong scaling graphs in Fig. 4 are built with the average execution time of single iteration,
over all the iterations of the execution.

The efficiency remains above the 90%, except for the score function with 8 P100 and 43 parameters. In
the latter case, more investigation is needed to better understand this unexpected behavior, since it requires
the same amount of communications as the 10 parameters case with a more challenging computation load. In
fact, these two functions contain a reduce operation (the sums in the equations (3),(8) and (9)), that may limit
their scalability, although there are not enough computational resources to trigger the efficiency drop that would
highlight this limitation.

The full execution of the Learn pipeline is currently achieved in about 300 seconds for the 86k case with
the 8 NVIDIA P100 DGX-1 system against 1300 seconds with 4 NVIDIA K80 system (8 GPUs total), as
depicted in Fig. 5. An execution time speedup of 4 is obtained between two eight GPUs systems that are one
generation apart (while there is a factor of five between their peak performance). Reducing further the Learn
computational time to less than a minute is a challenge that needs to be explored more densely-occupied systems
or with distributed-memory systems.

Table 1: Hardware Specifications for the Learn Phase.

Name System Peak performance

hippo6 Intel(R) Xeon(R) CPU E5-2620 v3 @ 2.40GHz + 4 K80 7.9 TFlops

Nirvana Intel(R) Xeon(R) CPU E5-2698 v4 @ 2.20GHz + 8 P100 GPUs (DGX-1) 43.8 TFlops
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Figure 5: Execution time of the Levenberg-Marquardt algorithm.

3. THE APPLY PIPELINE

Once the Learn pipeline has been successfully executed, the covariance matrices of the wave front sensors mea-
surements can be computed for the current atmosphere, knowing their observation’s directions. This includes
virtual sensors, and in particular, the one oriented toward the object of interest named the truth sensor. The
Apply pipeline aims to provide a projector matrix (R′) between the basis of the actual measurements and the one
of the truth sensor’s measurements. This projector matrix is obtained from the covariance matrix of the measure-
ments of the actual sensors with themselves (Cmm) and the covariance matrix of the truth sensor measurements
and those of the actual sensors (Ctm) using the following equation:

R′ = Ctm× Cmm−1 (10)

We do not calculate the explicit inverse of the matrix, as this would require extra operations. Instead, we take
advantage of the covariance matrix structure (symmetric positive-definite) and solve instead the following linear
system of equations:

R′ × Cmm = Ctm, (11)

with R′ containing the unknowns.

3.1 The Chameleon and StarPU Software Libraries

The state-of-the-art Linear Algebra PACKage (LAPACK)10 library provides routines to solve dense systems of
the form Ax = B, where A is symmetric positive-definite and B is the right hand side, based on the Cholesky
decomposition (named DPOSV ). However, our actual system is rather of the form xA = B.

Therefore, we have to break down the DPOSV routine into several subsequent calls to be able to solve
xA = B, including the Cholesky factorization followed by a backward and a forward substitution, using the
proper side parameters.

However, LAPACK has shown parallel performance limitations in the context of the manycore era mostly
due to its bulk synchronous programming model. Indeed, LAPACK alternates computational memory-bound
and compute-bound phases, using highly efficient multithreaded BLAS,11 which does not allow to seamlessly
extract performance from the underlying manycore hardware.12 Therefore, we use the Chameleon library, a
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task-based dense linear algebra library that is part of the Matrix Over Runtime System (MORSE).13 The main
objective of this project is to provide linear algebra methods for large scale multicore systems with hardware
accelerators, such as x86 manycore or GPUs, and eventually aims for the exascale systems. As its name suggests,
a task-based programming model expresses a sequential program as a succession of tasks and translates it into
a directed acyclic graph, where nodes represent tasks and edges define the data dependencies among them. A
dynamic runtime system StarPU14 is then employed to efficiently schedule tasks across computational units
(CPUs and/or GPUs, shared or distributed-memory environment), while (1) making sure the data dependencies
are not violated and (2) hiding the overhead of data transfers.

Indeed, when it comes to heterogeneous systems, a given task can have several implementations to target
different components of the system (CPU and/or GPU). The various tasks are then executed on the different
part of the system, in parallel, according to the availability of the computational resources. In order to take
advantage of this fine-grained programming model, the task scheduling and data movement need to be taken
into consideration in a systematic way, especially when dealing with GPU’s remote memory. This is where the
runtime system approach allows applications’ developers to experience productivity.

3.2 Performance Results

The Chameleon library performs dense linear algebra matrix computations and relies on StarPU for task schedul-
ing across various shared/distributed memory and homogeneous/heterogeneous systems. The Apply pipeline has
been tested on various systems, as described in Table 2.

Table 2: Hardware Specifications for the Apply Phase.

Name system Peak performance

Shihab two sockets eighteen-cores Intel Haswell E5-2699 v3 @ 2.30GHz 1,3TFlops

Condor one socket 64-cores Intel Xeon-Phi(TM) CPU7210 @ 1,3GHz (KNL) 2,7TFlops

Nirvana Intel(R) Xeon(R) CPU E5-2698 v4 @ 2.20GHz + 8 P100 GPUs (DGX-1) 43.8TFlops

In our tests, the performance is estimated both in terms of achieved Flops/s and time to solution. We
tested various matrix sizes, corresponding to various AO systems dimensioning, up to a typical E-ELT scale
tomographic AO system with its 100k × 100k measurements covariance matrix.
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Figure 6: Best performance of the Apply pipeline on the Haswell system achieves about 70% of the peak performance
with a maximum of approximately 1 TFlops/s and solves a 100k case in 600 seconds.

The peak performance speedup factor between condor, the single Intel KNL system and nirvana the 8xP100
GPUs system is about 16, as described in Tab. 2. The obtained performance ratio between the two systems is
16, as shown in Figs. 7 and 8). This also demonstrates the high portability of the code, which is able to run on
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Figure 7: Best performance of the Apply pipeline on the Intel Xeon-Phi system achieves about 50% of the peak
performance, with a maximum of 1.39 TFlops/s and solves a 100k case in 400 seconds.
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Figure 8: Best performance of the Apply pipeline on the DGX-1 (i.e., 8 P100 GPUs) achieves about 50% of the peak
performance with a maximum of 21.69 TFlops/s, and solves a 100k case in 26 seconds.

Xeon Phi and GPU with similar efficiency, without changing the actual code. There are still lots of rooms for
improvements, in particular, from a runtime perspective to further reduce date motion between GPUs.

In terms of time-to-solution, our benchmark shows that with the state-of-the-art dense linear algebra libraries
Chameleon associated with the dynamic runtime system StarPU using leading edge densely-occupied GPU server
(i.e., DGX-1), the tomographic reconstructor for an AO system of the size of the E-ELT first light instrument can
be computed in less than 30 seconds. This is compliant with the initial requirement of a few minutes discussed
in 1 for the overall Learn & Apply pipelines.

3.3 Pushing the Limits with Low-Rank Matrix Approximations

A hierarchical matrix (H-matrix15,16) is a storage format for compressible dense matrices, which also permits
full matrix arithmetic. H-matrices are based on an hierarchical partitioning of the index sets for the rows and
columns of the dense matrix in such a way that thereby constructed matrix subblocks may be identified as
compressible. For those subblocks low-rank approximations are computed. For all non-compressible blocks of
the matrix, the original dense representation is used.

The rank of the low-rank approximation is either predefined or adaptively chosen based on a given accuracy.
Furthermore, low-rank blocks are represented in the factored form M = A ·BT with M ∈ Rn×m, A ∈ Rn×k, B ∈
Rm×k and k being the rank of the low-rank matrix.

Covariance matrices generated here (Cmm,Ctm) are representable in the H-matrix format and the com-
pression rate (defined as memory(compressed)/memory(dense)) of these matrices, assessed with the library
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HLIBpro,17 can be up to 40%.

This figure was obtained by first assessing the accuracy required for the low-rank approximation of the
covariances matrices (Cmm,Ctm) so that the reconstructor is accurate enough for the AO system (tested on an
end to end simulation tool: compass) then tuning the compression of the covariances matrices, testing several
different orderings for the rows and columns and tuning compression parameters such as the minimal block size.

But problems arise during H-matrix factorization and solving the system (11). The rank of the low-rank
subblocks increases (e.g., in (R′)) such that the memory consumption is equal to the dense case. However, when
applying the H-matrix compression directly to R′ computed in dense format, compression is observable.

Investigating further how this formalism could be applied to integrate the supervisor module is our short
term objective, since it may further reduce the time to generate the covariance matrices.

4. CONCLUSION

Even though the Learn pipeline could be further optimized and the task-based implementation of the Apply
pipeline improved, the performance results presented in this paper are still very encouraging. It demonstrates
that an efficient supervisor strategy for tomographic AO can be implemented on leading edge hardware and
software technologies, with a degree of portability and optimized performance through the use of standard linear
algebra and runtime system libraries. The time-to-solution for the full Learn & Apply pipelines, targeting a
tomographic AO system instrument with up to 10 high order WFS on the E-ELT, lies in the range of a few
minutes on COTS multi-GPU platforms. This represents a major milestone moving forward, since it is already
compatible with rough estimates of the requirements in terms of reconstructor update rates, in order to follow
the turbulence evolution structure during a long exposure. If the science requires performance to be pushed
further and if a tomographic reconstructor is to be provided every minutes, with this implementation of the
Learn & Apply methodology, one would require several multi-GPU servers, with possible performance loss due
to inter-server communication. Also, from a first assessment with the H-Matrix library HLIBpro, the Apply
pipeline structure does not seems to fit well with state-of-the-art H-Matrix frameworks. However, leveraging the
compression of the tomographic reconstructor using H-Matrix formalism may have significant impact in reducing
the latency of the real time data pipeline.
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Table 1: Characteristics of computing systems

Name OS hardware accelerator

Samsara
Ubuntu Two sockets 20 cores 8

18.04.1 LTS
Intel(R) Xeon(R) Broadwell Nvidia
CPU E5-2698 v4 @ 2.20GHz V100

Nirvana
Ubuntu Two sockets 20 cores 8

16.04.1 LTS
Intel(R) Xeon(R) Broadwell Nvidia
CPU E5-2698 v4 @ 2.20GHz P100

Hippo6
Ubuntu Two sockets 6 cores 4

16.04.1 LTS
Intel(R) Xeon(R) Haswell Nvidia
CPU E5-2620 v3 @ 2.40GHz K80

Condor
Ubuntu One socket 64 cores

16.04.2 LTS
Intel(R) Xeon-Phi(TM) KNL
CPU 7210 @ 1.3GHz

Flamingo
Ubuntu Two sockets 28 cores

16.04.2 LTS
Intel(R) Xeon(R) Skylake
Platinum 8176 CPU @ 2.10GHz

Shihab
Ubuntu Two sockets 18 cores

14.04.5 LTS
Intel(R) Xeon(R) Haswell
CPU E5-2699 v3 @ 2.30GHz

Table 2: Peak performance of computing systems in TFlop/s

Name
Peak CPU Peak GPU

double float double float half tensor cores

Samsara 1.4 2.8 60 120 240 960
Nirvana 1.4 2.8 42.4 84.8 169.6
Hippo6 0.5 1 7.48 23.2
Condor 2.7 5.4
Flamingo 1.9 3.8
Shihab 1.3 2.6
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