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ABSTRACT

Ongoing development of a CFD framework for the sim-
ulation of primary atomization of a high pressure diesel
jet is presented in this work. The numerical model is
based on a second order accurate, polyhedral Finite Vol-
ume method implemented in foam-extend-4.1, a com-
munity driven fork of the OpenFOAM software. A ge-
ometric VOF method isoAdvector is used for interface
advection, while the Ghost Fluid Method (GFM) is used
to handle the discontinuity of the pressure and the pres-
sure gradient at the interface between the two phases:
n-dodecane and air in the combustion chamber. In order
to obtain highly resolved interface while minimizing com-
putational time, an Adaptive Grid Refinement (AGR) strat-
egy for arbitrary polyhedral cells is employed in order to
refine the parts of the grid near the interface. Dynamic
Load Balancing (DLB) is used in order to preserve parallel
efficiency during AGR. The combination of isoAdvector–
GFM–AGR–DLB presents a unique framework for diesel
jet atomization. The developed numerical framework is
preliminarily tested on the Spray D geometry. The un-
structured, mostly hexahedral grid is used with the base
cell size of 40 micrometres. Four refinement levels are
used in the close proximity of the interface in order to at-
tempt to resolve break–up of droplets. The finest cells
near the interface have the size of 2.5 micrometres. Part
of the nozzle is also considered in the simulation in or-
der to capture the developed jet profile at the entry into
the combustion chamber. The temporal evolution of the
jet is presented, along with the preliminary comparison of
droplet statistics with available results.

INTRODUCTION

The multi–physics nature of the combustion process hap-
pening in a direct Compression Ignition (CI) engine makes

a Direct Numerical Simulation (DNS) of a whole engine
cycle close to impossible with present resources. This
leads to development of numerical models for the spray
utilizing either the Lagrangian–Eulerian framework [1, 2]
or Eulerian–Eulerian framework [3]. Both Lagrangian–
Eulerian or Eulerian–Eulerian numerical frameworks re-
quire sub–models to capture the unresolved physics,
whether it is the primary or secondary break–up, coales-
cence or evaporation.
With present computational resources and high–fidelity
CFD codes, the DNS of the primary break–up is slowly
beginning to become feasible. The computational re-
sources required to perform such computations are still
prohibitively large from the engineering point of view, but
may provide rich information on the primary break–up,
which can readily be used to develop better sub–models
for the engineering type CFD codes. As an early example,
Desjardins et al. [4] developed a conservative LS/GFM
and applied it to turbulent atomization of a liquid diesel
jet, where the Reynolds and Weber numbers have been
reduced to make the direct simulation possible at the time
(2008). The computational grid had approximately 17 mil-
lion elements, providing quite rich flow details. Another
set of high–fidelity numerical simulations has been per-
formed by Ghiji et al. [5] in their combined numerical and
experimental analysis of early stage diesel sprays. They
have shown that the first break–up pattern obtained with
their VOF code qualitatively matches the one observed in
the experiments. They also found that the finer grids lead
to smaller droplet sizes, decrease in the early spray angle
and increase in the liquid core length. Recently, Arienti
and Sussman [6] performed a numerical analysis of the
Engine Combustion Network’s (ECN) Spray A injector that
includes thermal transient effects. Both n–dodecane and
air are considered compressible and the simulations are
performed with the assumption of adiabatic and isother-
mal wall conditions with the lifting needle. The simula-
tions provided useful insight on the break–up length vari-
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ation ultimately caused by the difference in the surface
tension coefficient depending on the varying temperature
of the fuel. The simulations also proved to be quite infor-
mative on the structures of separated fuel: approximately
two thirds of the structures had a nearly spherical shapre,
while the remaining one third had a more elongated shape
(ligaments), which would have probably undergone a sec-
ondary break–up eventually. Another state–of–the–art pri-
mary break–up simulation has been presented as a part
of the Battistoni et al.’s review paper [7]. The simulation
concerns ECN’s Spray D injector and it required 188 000
core hours of computational time to perform, providing in-
sightful physics happening during the atomization. The
DNS code is based on a compressible, multiphase semi–
implicit method by Jemison et al. [8]. The interface is
represented with the Coupled Level Set-Volume–Of–Fluid
(CLS–VOF) method, while the code employs AGR in or-
der to keep the grid coarse in regions of minor interest far
from the interface. The research suggests that the sci-
entific community is constantly pushing the limits of the
present–day numerical codes in order to understand the
underlying combustion physics in a better way. Follow-
ing these trends, we present a numerical framework for
primary jet atomization based on the open source library
foam-extend-4.1.
The paper is organized as follows. The next section
presents the mathematical model of two incompressible,
Newtonian fluids with a sharp interface between them.
Following the mathematical model, the numerical model is
presented in detail, which contains four parts: i) Handling
of interface discontinuities using the Ghost Fluid Method
(GFM), ii) Interface advection using the isoAdvector al-
gorithm, iii) Polyhedral Adaptive Grid Refinement (AGR)
and iv) Parallel Dynamic Load Balancing (DLB). The nu-
merical modelling section also presents the solution algo-
rithm of the combined framework. The ongoing research
regarding the ECN’s Spray D injector are presented next.
The paper is concluded with a discussion and a pathway
to future work.

MATHEMATICAL MODEL

We consider two incompressible, Newtonian fluids sep-
arated by a sharp interface in a gravitational field. The
motion of each fluid is governed by Navier–Stokes equa-
tions in primitive form together with the incompressibility
constraint [4]:

∂u

∂t
+∇•(uu)−∇• (ν∇u) = −1

ρ
∇pd , (1)

∇•u = 0. (2)

Here u is the velocity field, and ν is the kinematic viscos-
ity field assumed to take different constant values, ν+ and
ν−, in each of the two fluids. Similarly, ρ is the density
field taking different constant values, ρ+ and ρ−, in each
fluid. Following the conventions from the potential flow
and some CFD models, the quantity pd in (1) is the dy-
namic pressure defined as the pressure field, p, with the

hydrostatic potential subtracted:

pd = p− ρg•x , (3)

where g is the gravitational acceleration and x is the po-
sition vector. For two–fluid problems we must also ac-
count for the position and motion of the fluid interface, on
which appropriate boundary conditions must be imposed.
In what follows, we will work with a slightly simplified form
of jump conditions at the interface, neglecting the effect of
tangential stress balance compared to normal stress bal-
ance [9]. This assumption is justified for flows with high
Reynolds numbers that are of interest in this work, as dis-
cussed by Huang et al. [10] in detail. The jump conditions
are briefly outlined here, while the reader is referred to [9]
for a detailed analysis.

• Density discontinuity:

[ρ] = ρ− − ρ+ , (4)

where [•] notation is taken from the GFM litera-
ture [4, 10] and denotes the jump in variables across
the interface. Superscripts + and − denote the values
infinitesimally close to the interface in heavier and in
lighter fluid, respectively.

• Kinematic boundary condition:

[u] = u− − u+ = 0 . (5)

Kinematic boundary condition ensures the continuity
of the velocity field at the interface.

• Simplified tangential stress balance:

[∇nut] = 0 , (6)

stating that the normal gradient of the tangential ve-
locity field does not have a jump. This simplified form
is obtained by neglecting surface divergence of sur-
face tension force and surface gradient of the normal
velocity component [9].

• Dynamic boundary condition:

[pd] = − [ρ]g•x− σκ , (7)

where σ is surface tension coefficient and κ is twice
the mean curvature of the interface.

• Additional dynamic boundary condition:[
∇pd
ρ

]
= 0 , (8)

follows from the inspection of Navier–Stokes equa-
tions ((1)) when one assumes the simplified form of
the tangential stress balance given by (6).

It is important to clearly state that the jump conditions
given by Eqns. (4)–(8) have been derived with the as-
sumption of high Reynolds numbers. High Reynolds num-
ber flows investigated in this work allow us to assume
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that the tangential stress balance is of minor importance
compared to normal stress balance [10]. The kinematic
viscosity is therefore defined in terms of volume fraction
function [9]:

ν = αν+ + (1− α)ν− , (9)

where ν+ is the kinematic viscosity of heavier fluid and
ν− is the kinematic viscosity of lighter fluid. In the VOF
method, the volume fraction α is defined as:

α =
V +

V
, (10)

where V + is the volume occupied by water inside a con-
trol volume V . The mass conservation equation for one
phase (fluid +) reduces to the well–known VOF advection
equation:

∂α

∂t
+∇•(uα) = 0 , (11)

where solenoidal velocity field has been assumed, as
given by (2).

NUMERICAL MODEL

Continuity and Navier–Stokes equations ((2) and (1)) are
discretised in space using a second–order accurate, col-
located FV method for general unstructured/structured
grids [11]. An arbitrary polyhedral control volume (CV)
has a number of neighbours, each defined with surface
area vector sf and distance vector df from cell centre
P to neighbouring cell centre N , as shown in Figure 1.
The governing equations for the flow field ((2) and (1))
and the interface advection equation ((11)) constitute a
nonlinear system of coupled partial differential equations.
The pressure–velocity–interface coupling is achieved us-
ing a combination of SIMPLE [12] and PISO [13] algo-
rithms, where a number of PISO correctors can be used
within each SIMPLE (nonlinear, or outer) correction step
to ensure faster convergence without relaxation factors,
as discussed by Vukčević et al. [14]. The continuity equa-
tion is used to derive a dynamic pressure equation us-
ing the Rhie–Chow interpolation [15] as a filter for spu-
rious pressure oscillations. The reader is referred to
Jasak [11] and Ferziger and Perić [16] for the details re-
garding polyhedral FV discretisation and the solution al-
gorithms. In the following text, we present the interface–
corrected dynamic pressure interpolation using the GFM,
isoAdvector method for interface advection and AGR
strategy for polyhedral cells combined with DLB.

INTERFACE–CORRECTED DYNAMIC PRESSURE IN-
TERPOLATION WITH THE GHOST FLUID METHOD
One of the fundamental steps in the collocated FV method
is the interpolation of fields from cell centres to face cen-
tres. Linear interpolation (or central differencing), based
on Taylor series expansion becomes erroneous in pres-
ence of a discontinuity, since the expansion assumes suf-
ficiently smooth spatial variation (C1 continuity). This can
be easily demonstrated in a simplified, one–dimensional
case presented in Figure 2, where P and N denote cell

f

P

Vy

z

x

N

d

sf

f

r

Figure 1: Polyhedral control volume. Control volume P
shares a common face with its immediate neighbour N .

centres, f is the face between them and Γf represents the
interface where the discontinuity in φ and ∇φ is present.
Simple linear interpolation of cell centred values φP and
φN to face centred value φf yields an incorrect value
since the discontinuity is not taken into account. The
idea behind the GFM is to use one–sided extrapolates
to define ”ghost” values at the other side of the interface
by second–order accurate discretisation of interface jump
conditions. Since two equations ((7) and (8)) for dynamic
pressure discontinuities exist, one can introduce two ad-
ditional unknowns: p+

d and p−d , infinitesimally close to the
interface from both sides. These values can be solved
for and expressed in terms of cell–centred values (i.e.
p+
d = p+

d (pdN , pdP )), providing correct gradients. Using
the correct gradients, the second–order extrapolation from
the interface towards the neighbouring cell centre is car-
ried out. This procedure is presented in Figure 3 for a gen-
eral discontinuous variable φ, defining one–sided extrap-
olates respecting the jump conditions at the interface. It is
important to stress that no assumption has been made so
far on the location of the interface.

The GFM interpolation is only required in the presence of
discontinuities, while far from the interface, ordinary inter-
polation is sufficiently accurate. In the following analysis,
we assume that the interface location can be readily es-
timated from the volume fraction field, provided that it re-
mains sharp.
Consider a computational stencil on polygonal two–
dimensional grid for clarity, Figure 4. The interface, de-
noted by blue dashed line is defined with volume fraction
contour α = 0.5. Cells with α > 0.5 are marked as ”wet
cells”, while the cells with α < 0.5 are marked as ”dry
cells”. xΓ represents the location of the interface some-
where along the distance vector df between adjacent cell
centres. The exact location of the interface between P
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and N can be defined as:

xΓ = xP + λdf , (12)

where the parametrised distance to the interface λ can be
readily estimated using the volume fraction [14]:

λ =
αP − 0.5

αP − αN
. (13)

Note that such procedure of defining the location of the
interface does not require reconstruction using the Level
Set signed distance field [10]. Formally, the location es-
timate given by (13) is of the same order of accuracy as
the advection step.

Before discretising the jump conditions at the interface,
we introduce a substitution for the inverse density follow-
ing Huang et al. [10]:

β =
1

ρ
. (14)

The dynamic pressure jump conditions, written in terms of

x

φ

P NfΓf

φP

φN

φf

Figure 2: Inaccurate linear interpolation from cells P and
N to face f for a field with discontinuity at the interface Γf .

x

φ

P NfΓf

φP

φ +

φ −
φN

φ +
f

φ +
N

φ −f
φ −P

Figure 3: Ghost Fluid Method interpolation from cells P
andN to face f for a field with discontinuity at the interface
Γf .

N

dry cell,  αN < 0. 5

P

wet cell,  αP > 0. 5

α=0. 5ρ −

ρ +

df

xΓ

Figure 4: Unstructured interface stencil in two–
dimensions [14]. Red face is an interface face.

inverse density β reads:

[pd] = p−d − p
+
d =

(
1

β− −
1

β+

)
g•xΓ − σκ

= H ,

(15)

After the advection step, the location of the interface is
calculated for each pair of the interface cells using (12).
The jump in dynamic pressure can then be evaluated ex-
plicitly using (15).
The interface curvature κ is calculated with volume frac-
tion field as:

κ =
∇α

|∇α|+ ε
, (16)

where ε = 10−15 is used to stabilise the division in the
areas far from the interface. Note that the gradient of vol-
ume fraction, ∇α is evaluated with least squares gradi-
ent [17]. Furthermore, the gradient is smoothed by inter-
polating from cell–centres to cell vertices and back from
cell vertices to cell–centres, which proved to decrease the
magnitude of parasitic velocities related to curvature cal-
culation. Future work needs to be done in order to quan-
tify this effect and compare it with well–known methods
such as the Height Function method presented by Ivey
and Moin [18].
Following Huang et al. [10] and previous work by
Vukčević et al. [14], the dynamic pressure gradient
jump condition is discretised in a second–order accurate
manner using one–sided gradient evaluations based on
parametrised distance to the interface (13):

[β∇pd] = β−(∇pd)− − β+(∇pd)+

= β− pdN − p
−
d

1− λ
− β+ p

+
d − pdP
λ

= 0 .
(17)

The system of equations given by discretised jump con-
ditions ((15) and (17)) can be easily solved for p+

d and
p−d . Here, the complete procedure for extrapolation is pre-
sented for cell P using p+

d , while the procedure for cell N
using p−d is analogous and can be easily inferred.

p+
d =

λβ−

βw
pdN +

(1− λ)β+

βw
pdP −

λβ−

βw
H , (18)

where βw is the weighted inverse density:

βw = λβ− + (1− λ)β+ . (19)
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It is interesting to note that βw actually represents the
harmonic interpolation of density based on the actual dis-
tance to the interface. Once the p+

d is known, the dynamic
pressure field is extrapolated from the heavier fluid (fluid
”+”) at the location infinitesimally close to the interface,
towards the neighbouring cell centre:

p+
dN = p+

d +
1− λ
λ

(
p+
d − pdP

)
. (20)

Substituting (18) into (20) yields the extrapolated value at
the neighbouring cell centre given in terms of two cell cen-
tred values, inverse density and the explicit jump term H:

p+
dN =

β−

βw
pdN +

(
1− β−

βw

)
pdP −

β−

βw
H , (21)

(21) (and analogous expression for p−dP ) are used when-
ever the discretisation requires cell–centred values from
the other side of the interface. The jump conditions at
the interface are therefore taken into account for the pres-
sure gradient in the Navier–Stokes equations ((1)) and the
pressure Laplacian in the continuity equation ((2)). The
procedure has been derived using a compact computa-
tional stencil, respecting the collocated FV framework with
face–based connectivity [11]. This procedure results in a
symmetric discretisation of the Laplacian operator, thus
preserving the symmetry of the underlying differential op-
erator. This has been discussed in detail by Vukčević et
al. [14], while in–depth derivation of the procedure is pre-
sented by Vukčević [9], and shall not be repeated here.
The proposed method belongs to a family of balanced
force methods (see e.g. [19]), where the coupling between
density field and dynamic pressure is resolved within the
pressure equation instead of the momentum equation.
The procedure assumes a–priori known location of the in-
terface defined by the volume fraction field α, making it
suitable for segregated (or partitioned) solution algorithms
as the one used in this work. The method presented so
far is at most second–order accurate, although the accu-
racy will directly depend on the accuracy of the advection
step, (11). The next section is devoted to second–order
accurate advection of the interface.

INTERFACE ADVECTION WITH THE ISOADVECTOR
SCHEME The implicit representation of a fluid interface
via volume fractions is the natural one in the FV frame-
work. The task of advancing the interface in time be-
comes a matter of modelling the composition (heavy and
light fluid) of the total volume of fluid passing from one
cell into its neighbour during a time step. Typically, the
available information consists of volume fractions in cells
at the beginning of the time step, αP , and the velocity field
represented in two ways, namely by the cell averaged ve-
locity, uP , and by the volumetric face flux, φf . These
velocity field representations are available at the begin-
ning of the time step, and since the nonlinear (outer) it-
erations are performed, we may also have estimates for
them at the end of the time step. The challenge of ad-
vecting the fluid interface becomes a question of using

αP (t), uP (t) and φf (t), and possibly available estimates
of uP (t + ∆t) and φf (t + ∆t), to predict αP (t + ∆t). In
the following, we will describe how this task is performed
using the isoAdvector algorithm by Roenby et al. [20].
The starting point of the isoAdvector is the continuity
equation for the density field integrated over the volume
of an interface cell:

d

dt

∫
V

ρ(x, t) dV +
∑
f

∫
Sf

ρ(x, t)u(x, t) · dS = 0. (22)

Here V is the cell volume, Sf is the surface of one of the
faces comprising the cell boundary and the sum

∑
f is

over all the cell’s faces. Without loss of generality, we
define a normalised and shifted density field, or indicator
function as:

H(x, t) =
ρ(x, t)− ρ−

ρ+ − ρ−
, (23)

where ρ− and ρ+ are considered constant. Isolating
ρ(x, t) in (23) and inserting it into (22), after some rear-
rangement it follows:

d

dt

∫
V

H(x, t) dV +
∑
f

∫
Sf

H(x, t)u(x, t) · dS

= − ρ−

ρ+ − ρ−
∑
f

∫
Sf

u(x, t) · dS.
(24)

So far no assumption of incompressibility has been made.
Assuming two constants ρ+ and ρ− are indeed the den-
sities of the heavy and light fluid, respectively, then both
fluids are incompressible, causing the right hand side in
(24) to vanish. The indicator function, H(x, t), becomes
a 3–dimensional Heaviside function taking the values 0
and 1 in the region of space occupied by the light and the
heavy fluid, respectively. With the definitions of the vol-
ume fraction of cell P :

αP =
1

VP

∫
VP

H(x, t) dV, (25)

(24) can be written as:

dαP

dt
+

1

VP

∑
f

∫
Sf

H(x, t)u(x, t) · dS = 0. (26)

This equation is exact for incompressible fluids. The key to
accurate interface advection is to realise that the discon-
tinuous nature of the problem demands geometric mod-
elling involving considerations of the shape and orienta-
tion of the face, as well as of the local position, orientation
and motion of the interface. We formally integrate (26)
over time from time t to time t+ ∆t:

αP (t+ ∆t) = αP (t)− 1

VP

∑
f

∆Vf (t,∆t) (27)

where ∆Vf (t,∆t) denotes the volume of heavy fluid trans-
ported through the face f during the time step [t, t+ ∆t]:

∆Vf (t,∆t) =

∫ t+∆t

t

∫
f

H(x, τ)u(x, τ) · dSdτ. (28)

5



If the flow was steady and face f completely immersed in
the heavy fluid during the entire time step, this will just be
∆Vf (t,∆t) = φf∆t. Likewise, if the face was in the light
fluid throughout the time step, ∆Vf (t,∆t) would be zero.
But even for steady flows, some faces will in general be
fully or partially swept by the interface in a non-trivial man-
ner during a time step. In the isoAdvector advection step
we model the face-interface intersection line sweeping the
face during the time step. This approach is geometric in
nature, but novel compared to existing geometric advec-
tion methods that focus on calculation of flux polyhedra
and their intersection with the grid cells [21, 22, 23, 24].
The first step in our modelling process is to realise that
the rapid changes in ∆Vf during a time step is typically
not due to an abruptly varying velocity field but due to the
passage of the interface through the cell face. Hence, we
will assume that u(x, τ) ·dS in (28) can be written in terms
of an averaged flux over the face and over the time step:

u(x, τ) · dS ≈ uf · nf dA =
φf
Af

dA, for x ∈ Sf

and t ∈ [t, t+ ∆t].

(29)

Here uf and φf can be thought of as averages over both
time step and face area. At the beginning of the algorithm,
stepping forward from time t, we may use the available
φf (t) as the estimate of the average flux over the time
step, φf . However, during nonlinear iterations in a single
time step, the averaged flux is readily available due to the
availability of φf (t + ∆t). In any case, inserting (29) into
(28) we can write:

∆Vf (t,∆t) ≈ φf
∫ t+∆t

t

α+
f (τ) dτ, (30)

where we have defined the quantity:

α+
f (t) =

1

Af

∫
f

H(x, t) dA, (31)

which is the instantaneous “Area-Of-Fluid” of face f , i.e.
the fraction of the face area submerged in heavy fluid. If
the velocity field is constant in space and time and the
face is planar, the approximation in (30) becomes exact.
To progress, we now assume that the interface has been
reconstructed within the interface cell from which face f
receives fluid (upwind cell). The reconstructed interface
is represented by an internal polygonal face. We will call
such a cell cutting face an isoface, for reasons to become
clear below. The isoface cuts the cell into two disjoint sub–
cells occupied by the heavy and light fluid, respectively, as
illustrated in Figure 5.

The isoface will intersect some cell faces, cutting them
into two subfaces immersed in heavy and light fluid, re-
spectively, while others will be fully immersed in one of
the two fluids. This is the state at time t. However, (30)
requires α+

f for the whole interval [t, t+ ∆t]. To obtain an
estimate of this, we first note that the isoface will have a
well-defined face centre, xS and a well defined unit nor-
mal, nS , the latter by convention pointing away from the

heavy fluid. We may then interpolate the cell averaged
velocity field, uP to the isoface centre, xS , to obtain the
isoface velocity uS . If the fluid interface is a plane with unit
normal nS starting at xS at time t and moving with con-
stant velocity uS , then the interface will arrive at a given
point xv at time:

tv = t+
(xv − xS) · nS

uS · nS
. (32)

In particular, this holds true for all points on the gen-
eral polygonal (N–sided) face f , including its vertices
x1, ...,xN , and therefore defines the face-interface inter-
section line at any τ ∈ [t, t + ∆t] as required in (30). We
will now use this to explicitly calculate the time integral in
(30).
First note that a planar polygonal face may be triangu-
lated in a number of ways, with the triangles lying exactly
on the surface of the face. For a non-planar polygonal
face we must define its surface, which we do by estimat-
ing a face centre and using that as the apex for N triangles
with the N face edges as base lines. The face surface is
then defined by the union of these N triangles. In other
words, any polygonal face may be represented as a union
of triangles. Our analysis can therefore be confined to a

𝒙𝑆

𝒏𝑆

𝑼𝑆

Figure 5: Reconstructed ”isoface” in a polyhedral interface
cell.

𝒙1

𝒙2

𝒙4

𝒙3

Figure 6: Triangular subface cut by planar isoface at face–
interface intersection line.
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triangular subface since the contribution from these can
subsequently be accumulated to obtain the time integral
in (30) for the whole face. Therefore, we consider a trian-
gle with vertices x1,x2 and x3. The interface arrival times
from (32) can be calculated and we may assume with-
out loss of generality that the points are ordered such that
t1 ≤ t2 ≤ t3. The interface enters the triangle at time t1 at
the point x1, and then sweeps the triangle reaching x2 at
time t2, where it also intersects the edge x1−x3 at a point
we shall call x4,illustrated in Figure 6. In what follows, we
denote an edge between xi and xj as xij = xi−xj . Then
for x4 we have:

x41 =
x21 · nS

x31 · nS
x31. (33)

Finally, at time t3, the interface leaves the face through x3.
We note that in general the three times t1, t2 and t3 and
the two times t and t + ∆t can be distributed in various
ways. For instance if t < t1 < t2 < t + ∆t < t3, then
the triangle is completely immersed in the light fluid from
time t to time t1 at which point the isoface will enter the
triangle sweeping it and ending up at time t + ∆t on the
triangle. The correct ordering must be taken into account,
when doing the time integration in (30). Let us for the
sake of simplicity consider the case where the triangle is
entirely swept during the time step, i.e. where t < t1 and
t3 < t+ ∆t. We will derive an expression for α+(τ) under
the assumption that Us·nS > 0, meaning that the interface
is moving towards the light fluid region within the cell. If
this is not the case, what we have derived is instead an
expression for 1 − α+, which is equally useful. At a time
τ between t1 and t2, the immersed part of the triangle will
have area:

A+(τ) =
1

2
|x41t̃× x21t̃|, where t̃ =

τ − t1
t2 − t1

. (34)

With a total area of the triangle of A = 1
2 |x31 × x21|, we

can then write:

α+(τ) =
|x41 × x21|

2A

(
τ − t1
t2 − t1

)2

, for t1 < τ < t2. (35)

In a similar manner we find:

α+(τ) = α+(t2)+
|x43 × x23|

2A

[
1−

(
1− τ − t3

t2 − t3

)2
]

for t2 < τ < t3.

(36)

From (35) and (36) it is evident that α+ for the sub-
triangles of a polygonal face are quadratic polynomials in
τ with coefficients changing at the intermediate time t2.
The coefficients are uniquely determined by the face ver-
tex positions, x1,x2 and x3, the isoface velocity, us, the
unit normal, nS , and the isoface centre at the beginning
of the time step, xS . In Figure 7 and Figure 8, we show
an example of the time evolution of α+

f (t) for a polygonal
face as it is swept by a planar interface. If we name
the polynomial coefficients for the first sub time interval
of an polygon’s i’th triangle Ai,1, Bi,1 and Ci,1 (see (35)),
and the coefficients for its second sub interval Ai,2, Bi,2

and Ci,2 (see (36)), then the time integral in (30) takes the
form:∫ t+∆t

t

α+
f (τ) dτ ≈

N∑
i=1

2∑
j=1

1

3
Ai,j(t

3
i,j+1 − t3i,j)

+
1

2
Bi,j(t

2
i,j+1 − t2i,j)

+ Ci,j(ti,j+1 − ti,j).

(37)

Here ti,1, ti,2 and ti,3 are the arrival times for the i’th trian-
gle of our polygonal face (see (32)). The approximation in
(37) is exact if the interface is in fact a plane with normal
nS starting at position xS at time t and travelling with
constant velocity uS · nS normal to itself.
This concludes our description of the isoAdvector advec-
tion step. We will now briefly describe the isoAdvector

reconstruction step giving rise to the first syllable, the
”iso”, in the method name. The reconstruction step is
used to obtain the isoface at the beginning of a time step
including its centre xS and unit normal, nS . As suggested
by the name, this is done by representing the isoface

Figure 7: Face–interface intersection line sweeping a
polygonal face and passing by its vertices.

-1 -0.5 0 0.5 1 1.5
0

0.2

0.4

0.6

0.8

1

+
(

)

Figure 8: The evolution of the area–of–fluid as the face is
swept. Quadratic dependency on τ with different coeffi-
cients on each subinterval.
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as the intersection between the cell and a numerically
calculated isosurface of the volume fraction field, αP (t).
To calculate such isosurface, the volume fraction field
is first interpolated from the cell centres to the vertices
of the cell. In the current implementation the inverse
centre-to-vertex distances are used as interpolation
weights. With a volume fraction value associated with
each cell vertex, we can now for a given iso–value, α0,
determine for each cell edge, if α0 lies between the two
vertex values of that edge. If this is the case, we mark
a cut point on the edge by linear interpolation. Doing
this for all the cell’s edges and connecting the cut points
across the cell faces, we obtain the isoface. Its centre
and normal can be calculated by triangulation as for any
other polygonal face.
It is important to choose for each interface cell a distinct
iso–value giving rise to an isoface cutting the cell into
sub–cells of volumetric proportions in accordance with
the volume fraction of the cell. The search algorithm for
finding the iso–value to within a user specified tolerance
has been optimized by exploiting the known functional
form of a sub–cell volume as a function of the iso–value.
For more details, the reader is referred to Roenby et
al. [20].
The final element in the isoAdvector algorithm is a
heuristic bounding step. It is introduced to correct volume
fractions ending up outside the meaningful interval, [0, 1],
if the isoAdvector algorithm is stressed beyond its formal
region of validity by taking time steps so large that the
underlying geometric assumptions break down. The
bounding step is optional and contains both a volume–
preserving step and an optional non–conservative brute
force chopping of the volume fractions, which is not used
in this work. For more details, the reader is referred to
Roenby et al. [20].

POLYHEDRAL ADAPTIVE GRID REFINEMENT Poly-
hedral Adaptive Grid Refinement (AGR) is implemented
in foam-extend-4.1 and used in this work. The first step
of the AGR algorithm is to select the refinement and unre-
finement candidates. The refinement candidates are se-
lected based on the GFM data, namely all the cells shar-
ing an interface face in the grid are marked for refinement
(see Figure 4). An additional layer of face–neighbouring
cells is marked for refinement starting from the initial set
of interface cells. Such procedure ensures that the re-
fined region is close to the interface where discontinuities
occur and where the curvature needs to be calculated for
surface tension force. Refinement and unrefinement fre-
quency can be specified separately, although in this work,
both refinement and unrefinement are performed simul-
taneously in each time–step. The refinement works for
arbitrary polyhedral cells by adding points at the: i) Cell
centre, ii) Face centres and iii) Edge centres. Each N–
sided face is then split into N new faces by connecting
existing corner point, edge mid–point, face centre and an-
other edge mid–point sharing the initial corner point. The
new internal faces are created by connecting the edge

mid–point, face centre, cell centre and another face centre
sharing the initial edge. The method is well–defined for an
arbitrary polyhedra, where the refinement for a polyhedral
cell with eight faces is presented in Figure 9. Note that
the refinement procedure for a hexahedral cell reduces
to standard hexahedral refinement that breaks down the
hexahedral cell into eight smaller hexahedral cells. Addi-
tional details regarding the implementation of the AGR in
foam-extend-4.1 are beyond the scope of this work.

Figure 9: Polyhedral cell refinement. Top to bottom: origi-
nal cell, first refinement level, second refinement level.
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DYNAMIC LOAD BALANCING The numerical model re-
lies on the domain decomposition in order to ensure effi-
cient parallelisation of the solution algorithm. At the be-
ginning of the simulation, the domain is decomposed in N
subdomains, where N is the number of processors. Dur-
ing the simulation, as the spray undergoes atomization
and the AGR keeps the specified refinement level close to
the interface, a large difference in number of cells per pro-
cessor can be obtained, which significantly deteriorates
the parallel performance. In order to avoid this issue, a
Dynamic Load Balancing (DLB) is performed where the
cells on each processor are re–distributed to other pro-
cessor if a user–specified criterion is reached. The crite-
rion is based on the number of cells per processor, where
Nmin represents the smallest number of cells on one pro-
cessor and Nmax represents the largest number of cells
on another processor. If their ratio is smaller than a given
input value, i.e. Nmin/Nmax < ∆ the parallel load balanc-
ing is triggered. In this work, ∆ = 0.7 has been used with-
out an attempt to optimize the overall parallel performance
by changing this factor. The details regarding the imple-
mentation of the DLB in foam-extend-4.1 are beyond the
scope of this work.

SOLUTION ALGORITHM The solution algorithm based
on the combination of GFM for interface discontinuity
treatment, isoAdvector for interface advection and com-
bined AGR and DLB for parallel performance is presented
in Algorithm 1. In each time–step, the algorithm starts
by performing the AGR. The DLB is performed only if the
AGR is performed in the same time–step and the paral-
lel load imbalance is detected by the ∆ criterion. After
AGR and DLB, a pressure correction equation is solved
in order to ensure that the fluxes are solenoidal before
reaching the momentum equation. The momentum equa-
tion is solved first within the nonlinear SIMPLE loop. After
the momentum equation, the pressure equation is solved
in an embedded PISO loop NPISO times. After the mo-
mentum predictor and pressure corrector steps are fin-
ished, the interface is advected using the isoAdvector

algorithm, providing the new volume fraction field that is
then used to calculate the new GFM discretisation data
for discretisation of the pressure gradient in the momen-
tum equation and the pressure laplacian in the pressure
equation. Due to the nonlinear convection term, the
flow solution is repeated NSIMPLE times. In this work,
NSIMPLE = NPISO = 2 is used, resulting in two momen-
tum equation solutions, two interface advection steps and
four pressure equation solutions. No attempt in this work
has been made to optimize the number of nonlinear (SIM-
PLE) iterations and pressure solution (PISO) iterations.

PRELIMINARY SIMULATION OF THE SPRAY D INJEC-
TOR

Spray D injector nozzle #209133 in cold condition [25] is
considered in order to perform a preliminary test of the de-
veloped framework. The nominal orifice diameter is 180
µm and the injection pressure is 150 MPa. The temper-

Algorithm 1 Solution algorithm for each time step.

Perform AGR
if AGR performed and Nmin/Nmax < ∆ then

Perform DLB
end if
Solve pressure correction equation
while iSIMPLE < NSIMPLE do

Solve momentum equation
while iPISO < NPISO do

Solve pressure equation
end while
Advect interface
Assemble GFM discretisation data

end while

ature of the n–dodecane and of the ambient air is 298 K,
with the ambient density of 22.8 kg/m3.
The computational grid at the beginning of the simula-
tion is presented in ??. The grid consists of two parts:
i) Cylindrical part covering a part of the nozzle that is 0.5
mm long and has a diameter of 0.191 mm; ii) Cuboid part
that is 8 mm long and has a cross section of 0.8 × 0.8
mm. The base cell size is ∆x = ∆y = ∆z = 40 µm
in the cuboid region. The simulation starts with a small
amount of fuel in the nozzle in order to initially refine the
interface up to four refinement levels. This is presented
in Figure 11, where the side view of the nozzle part is pre-
sented, and in Figure 12 where the slices through the noz-
zle grid are presented. The cells in the nozzle are initially
refined two times in order to capture the jet contraction
due to boundary layer effects. Two additional refinement
levels are used near the initial location of the fuel–air in-
terface, leading to the cell size of 2.5 µm. This is done
in order to keep the interface Courant number nearly con-
stant during the whole simulation. The grid initially has
approximately 0.67 million cells, mostly hexahedral (98%
of all cells).

The time step in the simulation is controlled by the
maximum Courant number of 0.9, resulting in approximate
time step of ∆T ≈ 1.25 ns. The simulation has been per-
formed in parallel on 112 cores (Intel Xeon CPU E5-2637
v3 @ 3.5 GHz). The AGR caused the grid to refine from
0.67 million cells at the beginning to 137 million cells at
the end of the simulation. The simulation has been per-
formed up to t ≈ 10.4 µs, taking approximately 11 days
or 30 000 core hours. In total, approximately 8000 time–
steps have been performed. At the onset of the atom-
ization, a mushroom shaped pattern is observed as can
be seen in Figure 13. Figure 13 presents an iso–surface
of α = 0.5 coloured by the velocity magnitude. A similar
shape has been observed both numerically and experi-

Figure 10: Side view of the whole computational grid.
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mentally by Ghiji et al. [5]. The perspective view of the
primary atomization processes is presented in Figure 14.
At t = 9 µs, the jet is almost fully atomized at the distance
of approximately 20 orifice diameters. Additionally, Fig-
ure 15 presents the side view of the atomization process
at the same time instants.
Following Herbert et al. [26], a droplet identification
method has been implemented in the existing framework.
The method uses volume fraction field to determine con-
nected volumes of the atomized fuel. The diameter of the
connected volume is calculated based on the enclosed
volume, assuming spherical shape. The method therefore
does not discern different structures such as ligaments
from close to spherical droplets, which represents a limita-
tion that should be addressed in future work. The method
has been used to collect the droplets from 1 µm to 20 µm
in diameter far from the core in a hollow cylinder starting
from 0.2 mm radially. The number of droplets far from

Figure 11: Zoomed side view of the whole computational
grid near the nozzle.

Figure 12: Two orthogonal slices through the grid near the
nozzle.

the core grows from approximately 3 000 at t = 2 µs to
5 000 000 droplets at t = 10 µs, which can be seen at Fig-
ure 16. The mean droplet diameter slightly increases
from 6.5 µm to 6.7 µm at the end, which is not intuitive.
Furthermore, compared to experimentally measured re-
sults, the droplet diameter of approximately d ≈ 6.7 µm
is significantly higher than the experimentally measured
Sauter Mean Diameter (SMD) of approximately d32 ≈ 1.8
µm [7, 25]. The reason for such a discrepancy could lie
either in the droplet detection algorithm used for post pro-
cessing of the results or the computational set–up. The
authors are working on finding the cause of this discrep-
ancy before performing more detailed analysis of the re-
sults. Figure 18 presents the time evolution of the stan-
dard deviation of the droplet diameter, which is lowered
from 4.3 µm at the beginning of the atomization to ap-
proximately 4 µm at the end of the simulation.

(a) t = 0.5 µs.

(b) t = 1 µs.

Figure 13: Side view of the atomization onset at the two
time steps.
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(a) t = 0.1 µs. (b) t = 1 µs.

(c) t = 2 µs. (d) t = 3 µs.

(e) t = 4 µs. (f) t = 5 µs.

(g) t = 6 µs. (h) t = 7 µs.

(i) t = 8 µs. (j) t = 9 µs.

Figure 14: Perspective view of the primary atomization.
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(a) t = 0.1 µs. (b) t = 1 µs.

(c) t = 2 µs. (d) t = 3 µs.

(e) t = 4 µs. (f) t = 5 µs.

(g) t = 6 µs. (h) t = 7 µs.

(i) t = 8 µs. (j) t = 9 µs.

Figure 15: Side view of the primary atomization.
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Figure 16: Time evolution of the number of droplets in fully
atomized region.
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Figure 17: Time evolution of the mean droplet diameter in
fully atomized region.
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Figure 18: Time evolution of the standard deviation of the
droplet diameter in fully atomized region.

CONCLUSION AND DISCUSSION

The paper presents a development of the Finite Volume
numerical framework implemented in foam-extend-4.1

for the primary atomization based on the isoAdvector–

GFM–AGR–DLB. The methodology for interface advec-
tion and handling of discontinuities proved to be accu-
rate in previous research [14, 20], where their combina-
tion with AGR and DLB is implemented and investigated
in this work. The combined AGR and DLB enables us
to run large–scale computations in an efficient manner,
keeping the fine cell resolution in the area of interest near
the interface using the AGR, while preventing the deterio-
ration of parallel scalability using the DLB.
The framework has been initially tested on Spray D injec-
tor, which presents an ongoing effort. The first simulation
lasted approximately 11 days on 112 cores (equivalent to
30 000 core hours) for approximately 10 µs. Although rich
information on the initial transient can be obtained from
such a simulation, further work needs to be done in order
to validate the methodology. The discrepancy between
the mean diameter of d ≈ 6.7 µm compared to the exper-
imentally measured SMD of d32 ≈ 1.8 µin the atomized
region needs to be further investigated. The difference in
results may be due to: i) An error in the post processing;
ii) The simulated conditions; iii) The insufficient grid res-
olution of 2 µm near the interface (as similarly observed
by Ghiji et al. [5] or; iv) Too short simulation that did not
achieve quasi steady–state conditions. All of these factors
are currently under investigation and we hope to find the
cause of the discrepancy and publish it in future publica-
tions.
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