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ABSTRACT

Algorithms and Frameworks for Graph Analytics at Scale

Fuad Jamour

Graph queries typically involve retrieving entities with certain properties and con-

nectivity patterns. One popular property is betweenness centrality, which is a quan-

titative measure of importance used in many applications such as identifying influen-

tial users in social networks. Solving graph queries that involve retrieving important

entities with user-defined connectivity patterns in large graphs requires efficient com-

putation of betweenness centrality and efficient graph query engines. The first part of

this thesis studies the betweenness centrality problem, while the second part presents

a framework for building efficient graph query engines.

Computing betweenness centrality entails computing all-pairs shortest paths; thus,

exact computation is costly. The performance of existing approximation algorithms

is not well understood due to the lack of an established benchmark. Since graphs

in many applications are inherently evolving, several incremental algorithms were

proposed. However, they cannot scale to large graphs: they either require excessive

memory or perform unnecessary computations rendering them prohibitively slow.

Existing graph query engines rely on exhaustive indices for accelerating query evalu-

ation. The time and memory required to build these indices can be prohibitively high

for large graphs. This thesis attempts to solve the aforementioned limitations in the

graph analytics literature as follows.

First, we present a benchmark for evaluating betweenness centrality approxima-

tion algorithms. Our benchmark includes ground-truth data for large graphs in ad-

dition to a systematic evaluation methodology. This benchmark is the first attempt
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to standardize evaluating betweenness centrality approximation algorithms and it is

currently being used by several research groups working on approximate between-

ness in large graphs. Then, we present a linear-space parallel incremental algorithm

for updating betweenness centrality in large evolving graphs. Our algorithm uses

biconnected components decomposition to localize processing graph updates, and it

performs incremental computation even within affected components. Our algorithm

is up to an order of magnitude faster than the state-of-the-art parallel incremen-

tal algorithm. Finally, we present a framework for building low memory footprint

graph query engines. Our framework avoids building exhaustive indices and uses

highly optimized matrix algebra operations instead. Our framework loads datasets,

and evaluates data-intensive queries up to an order of magnitude faster than existing

engines.
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Chapter 1

Introduction

Graphs model complex relationships and interactions between entities in many do-

mains; such as friendships in a social network, interactions between proteins in bio-

logical networks, and links among web pages. Studying graph data provides useful

insights and unveils interesting patterns and phenomena. For example, financial

transactions networks can be used to detect money laundering activities; heteroge-

neous information networks can be used for early stage drug discovery; and road

networks can be used to identify potential traffic congestion spots. Graph analyt-

ics is a broad term that describes the techniques used to analyse and query graph

data, from simple tasks such as counting node degrees to more complex tasks such as

subgraph pattern matching.

Consider the example graph in Figure 1.1, which shows authors, papers, publica-

tion venues, and their connections. A possible question that can be answered from

this graph is:“find a list of authors who have written a high-impact paper published

in VLDB”. To answer this question, papers have to be classified into high-impact

and low-impact papers. This can be done by using one of the quantitative measures

of node importance, which are referred to as centrality metrics. Once such a classifi-

cation is computed, the raw graph (nodes and edges with solid borders in Figure 1.1)

can be augmented with computed properties (nodes and edges with dotted borders)

to indicate the importance of each paper based on its centrality. Then, we need to

query the resulting graph to extract a list of authors that satisfy the constrains de-

fined in the query. One popular graph query language that can be used to formulate
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P1

P2

P3

KDD

VLDB

AuthorPaperVenue

A1

A2

A3

A4

High

High

Low

:  PublishedIn
:  Wrote
:  Cites

Figure 1.1: Example heterogeneous information network of authors, papers, and pub-
lication venues. Solid borders refer to actual data elements and dotted borders refer
to computed data. Such graph can be extracted from bibliographic databases such
as DBLP [1]. This figure is a modified reproduction of Figure 1 in [2].

our question is SPARQL. A possible SPARQL formulation of our query is:

SELECT ?author WHERE {

?author <Wrote> ?paper .

?paper <Centrality> High .

?paper <PublishedIn> VLDB .

}.

A graph query engine can be used to solve this query, which will return authors A1,

A2, and A3.

The graph in Figure 1.1 is a heterogeneous information network (HIN) [2]. Such

graphs model interactions between entities of different types, and potentially com-

bine knowledge from different domains. Studying heterogeneous information networks

constitutes a particularly interesting application for graph analytics. Analyzing these

graphs can reveal insights that cannot be revealed by analyzing each constituent ho-

mogeneous graph independently. Analyzing HINs demands a wide array of graph

analytics techniques. In the case of our query, a quantitative measure of node im-

portance was needed, in addition to a subgraph pattern matching query formulated

using a graph query language.

To solve the aforementioned query, we needed to compute node centralities to
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identify high-impact papers, and we needed a graph query engine to retrieve authors

who match the constraints defined in the query. There are several centrality metrics

that can be used in this context. In this particular example, a simple metric such as

degree centrality is sufficient, however, different applications require more involved

centrality metrics such as betweenness centrality. Computing betweenness centrality

involves calculating all-pairs shortest paths in the input graph, which can be pro-

hibitively expensive for large graphs. Also, graphs in many applications are evolving.

For example, in a social network, users join and leave the network and friendships

are established and demolished. This makes maintaining centrality even more chal-

lenging for applications where graphs are changing, and centrality has to be updated

in an on-line fashion. Part I of this thesis (Chapters 3 and 4) focuses on the efficient

computation of betweenness centrality in large static and evolving graphs.

Graph data can be stored in a traditional relational database management sys-

tem and queried using the SQL query language, however, following this approach for

solving graph queries is inefficient for large graphs and complex queries, which led

to the evolution of graph management systems. Existing graph management systems

offer graph querying capabilities through a graph query language such as SPARQL.

Solving complex graph queries can be very computationally intensive. Modern hard-

ware such as multi-core CPUs, GPUs, and distributed-memory systems offer great

opportunities for accelerating graph queries evaluation. Unfortunately, even though

some existing graph query engines take advantage of modern hardware such as GPUs

and distributed-memory systems, such query engines are typically built from scratch

for each hardware architecture, and to date, there are no graph queries engines that

utilize GPUs effectively. Building portable, scalable, and efficient graph query engines

is the focus of Part II of this thesis (Chapter 5).
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1.1 Thesis Contributions

Chapter 2 discusses and summarizes the relevant related work in graph analytics.

Chapter 3 introduces a benchmark for evaluating betweenness centrality approxi-

mation algorithms. The computational intensity of betweenness centrality led

many research teams to develop approximation algorithms for the metric. The

quality and the suitability of the different available approximation algorithms

for specific applications were not well understood due to the lack of a standard

benchmarking methodology and the lack of ground-truth data for the metric for

large graphs. In this chapter, we propose a benchmarking methodology for eval-

uating the different aspects of an algorithm’s accuracy and performance. The

benchmark also provides ground-truth data for many large-scale datasets from

a diverse set of domains. Computing the exact betweenness centrality values

for such large datasets would take years of continuous computation if a single

machine is used. We developed a parallel implementation and deployed it on

Shaheen II supercomputer to produce exact betweenness centrality values for

large graphs to be used as ground-truth data when evaluating approximation

algorithms. We shared these ground-truth exact scores and the scripts used to

compute the evaluation metrics online to enable other researchers to evaluate

and compare their novel algorithms. Several research groups are currently using

our benchmark for evaluating their work on approximate betweenness central-

ity. This chapter also contains an extensive study and experimental evalua-

tion of existing approximation algorithms. Our experimental study highlights

the strengths and weaknesses of the different algorithms and demonstrates the

trade-off between the accuracy and the computation time for each algorithm.

Chapter 4 introduces a novel parallel algorithm for computing betweenness central-

ity in large evolving graphs. Our algorithm utilizes graph theoretic properties
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and heuristics to avoid unnecessary computations when a graph is updated.

Specifically, we observed that updates to parts of the graph do not result in

changes of betweenness centrality values across the whole graph, even though

betweenness is a global metric. The key to utilize this insight is using the bi-

connected components decomposition of the input graph after a graph update.

We formally prove in this chapter that the betweenness centrality values for

nodes that do not belong to the affected biconnected component do not change

after a graph update. Betweenness centrality is defined as a function of short-

est paths, which are captured in breadth-first search DAGs. Many breadth-first

search DAGs, even within the affected graph component, do not change after

an update. Our algorithm identifies such DAGs and avoids recomputing them,

and for the DAGs that do change, our algorithm performs an incremental com-

putation to maintain only parts of the affected DAGs. We developed serial and

parallel implementations of our algorithm. Our parallel implementations run on

multi-core CPUs and on distributed-memory systems. We performed an exten-

sive experimental evaluation using real and synthetic datasets and showed that

compared to the state-of-the-art, our serial implementation is up 3.7x faster

than the best serial methods. Moreover, our parallel implementation is up to

an order of magnitude faster than the best parallel method, while using an order

of magnitude less computational resources.

Chapter 5 introduces a framework for building portable, scalable, and efficient

graph query engines. We propose replacing the design paradigms typically

used for building graph query engines, namely; relational algebra and graph

traversals, with sparse matrix algebra. The main motivation is that porting

existing query engines to run efficiently on different hardware platforms entails

significant engineering and tuning efforts. The rich software infrastructure for

processing sparse matrices, optimized for different hardware offers a great op-
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portunity for building portable graph query engines. Formulating graph queries

as matrix algebra programs enables taking advantage of such heavily optimized

software for efficient graph query evaluation. In addition to portability, the

sparse matrix algebra paradigm eliminates the need for building exhaustive in-

dices; consequently, a matrix algebra graph query engine can load larger datasets

than existing engines that rely on exhaustive indices for accelerating query eval-

uation. In this chapter we present MAGiQ; a framework for implementing graph

query engines that are portable on various hardware architectures, scalable over

thousands of compute nodes, and efficient for very large datasets. MAGiQ de-

fines a domain specific language for matrix operations. The language consists

of the usual matrix algebraic operations, with the addition of a custom ma-

trix multiplication operation defined on a modified semiring that replaces the

usual arithmetic addition and multiplication with logical OR and equality op-

erator, respectively. MAGiQ stores the input graph as sparse integer matrix,

and translates graph queries to concise matrix algebra programs that operate

on the matrix representation. These programs are oblivious to the underlying

computing infrastructure and are executed by existing back-end matrix libraries,

optimized for each particular hardware architecture. MAGiQ loads data 3x to

28x faster1 than existing engines. Moreover, the reduced memory footprint of

MAGiQ implementations enabled loading a dataset with 4.3 billion edges on

a single machine. In comparison, the largest dataset used in several state-of-

the-art engines [3, 4, 5] contains 1.3 billion edges. Moreover, MAGiQ inherits

the good scalability of the underlying libraries, both in terms of data size and

number of compute nodes. We managed to process a dataset with 512 billion

edges and utilized up to 2,048 distributed-memory compute nodes on the Sha-

heen II supercomputer. Interestingly, the improved portability and scalability

1The trade-off is slower execution for simple queries; see Section 5.7.
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of MAGiQ do not pose an adverse effect to performance, especially for complex

queries that challenge most engines. Using the same hardware configuration on

the complex queries of the established LUBM [6] benchmark, MAGiQ is in the

worst case 2.2x slower, but it can be up to 147.2x faster than existing engines.

1.2 Thesis Organization

This thesis contains published work. Chapter 3 is based on a paper [7] published

in the International Conference on Scientific and Statistical Databases (SSDBM).

Chapter 4 is based on an article [8] published in the IEEE Transactions on Parallel

and Distributed Systems (TPDS). Chapter 5 is based on demo paper [9] published

in the International Conference on Very Large Data Bases (VLDB) and a paper [10]

published in the ACM European Conference on Computer Systems (EuroSys).
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Chapter 2

Background and Related Work

2.1 Centrality in Graphs

Different entities, represented by nodes, in a graph vary in importance based on their

position and connectivity patterns within the graph. The centrality of a node within a

graph is a quantitative measure of its relative importance. Several centrality metrics

were defined in the network analysis literature, each captures the notion of importance

in a different way, such as degree centrality eigenvector centrality, closeness centrality,

and betweenness centrality [11]. Degree centrality is a simple local centrality metric,

where the centrality of a node is defined as the number of its direct neighbours. A

common application of degree centrality is identifying influential or prominent entities.

Consider the example graph in Figure 2.1, where nodes represent countries and edges

represent oil export relationships. For example, Saudi Arabia exports oil to USA,

and thus a directed edge from Saudi Arabia to USA. Larger nodes indicate higher

out-degree (i.e., a country that exports oil to more countries). The largest node in the

graph is Saudi Arabia, which exports oil to more countries than any other country

represented in the example graph.

While degree centrality is easy to understand and compute, it fails to capture the

global importance of an entity across the whole graph. Other centrality metrics such

as eigenvector, closeness, and betweeness are global metrics that capture the notion

of node importance across the whole graph.

Eigenvector centrality, for instance, defines the centrality of a node as a recursive
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Figure 2.1: Example oil export network1. Nodes represent countries, and edges rep-
resent oil export relationships. Larger circles indicate higher out-degree, and thicker
edges indicate larger export magnitude.

function of its neighbours centralities, which makes it a good fit for measuring the

importance of a web page in the world wide web. A web page linked to by a large

number of unimportant web pages is not necessarily important, while a web page

linked to by a smaller number of important pages is more likely to be an important

web page.

Closeness and betweenness centralities are defined using shortest paths in a graph.

The closeness centrality of a node is the reciprocal of the average shortest distance

between the node of interest and all other nodes in the graph. Closeness centrality,

as the name suggests, captures the global closeness of a node to other nodes in the

graph. Take a road network for example, a point of interest with high closeness can

be thought of as a location that can be reached easily from all other locations.

Betweenness centrality of a node is defined as the fraction of the shortest paths

between all pairs of node that pass through this node. A node with high betweenness

centrality value can be thought of as a globally central node in the sense that for

other nodes to communicate, their communication has to pass through this node.

High betweenness centrality of a node or an edge also indicates that such node/edge

1Figure from slides at https://github.com/ladamalina/coursera-sna/



22

are on a boundary of a community within a graph. This insight led to the develop-

ment of one of the most prominent community detection algorithms; Girvan-Newman

algorithm [12], which uses the betweenness centrality metric to produce a hierarchical

decomposition of a graph (i.e., community detection).

Consider the social network in Figure 2.2. This social network is a subset of the

Facebook social network the author has access to; i.e., Facebook friends of the au-

thor and connections among them in addition to friend’s connections whose privacy

settings allow automated information retrieval. Nodes with high betweenness appear

in larger circles, and nodes with higher degree centrality appear in darker green. No-

tice that high betweenness centrality nodes lie on boundaries of communities. These

nodes represent friends of the author who happen to belong to multiple social cir-

cles due to multiple common work places. For example, one of the high centrality

nodes represents a friend who studied at the same undergraduate school and here at

KAUST. The two communities in this case are: one community for the social circle

in the undergraduate institution and one community for the mutual social circle at

KAUST. This example illustrates the importance of betweenness centrality in com-

munity detection, as explained in the previous paragraph. This example network

also demonstrates that simple local centrality metrics such as degree centrality fail

to capture such insight. Betweenness centrality is also used in many other graph

analytics applications such as finding influential persons in social networks [13]; iden-

tifying hubs in wireless ad-hoc networks [14]; identifying potential leaders in terrorist

networks [15]; and optimizing routing protocols [16].

Due to the popularity of the betweenness centrality metric and its high com-

putational intensity, and the lack of scalable algorithms and implementations for

computing it, we focus on the betweenness centrality metric in this thesis.

Betweenness centrality was first proposed by Anthonisse [17] and Freeman [18].

Freeman also proposed a O(|V |3) algorithm for computing betweenness centrality.
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Figure 2.2: The Facebook social network of the thesis author. Nodes represent people
and edges represent Facebook friendships. Larger node size indicates higher between-
ness centrality values, while darker green indicates higher degree centrality.

The need for more efficient algorithms emerged with the increasing popularity of this

metric. Brandes proposed the fastest known algorithm that runs in O(|V ||E|) time

[19]. There have been several attempts [20, 21] to improve the runtime; however,

such works use heuristics that do not improve the theoretical complexity of Brandes

algorithm. There are many research works on scaling the computation of betweenness

centrality to large graphs using parallel and distributed architectures [22, 23, 24, 25,

26].

2.2 Approximate Betweenness Centrality

The computational cost of producing exact betweenness centrality can be prohibitive

for large graphs. For example, for a relatively small graph with 4M vertices and 34M
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edges, the algorithm would require more than a year on a typical workstation2. More-

over, many networks evolve dynamically [27], rendering the computation of updates

infeasible in practice.

To mitigate the cost of computing exact betweenness centrality, many approxima-

tion algorithms were introduced. Instead of computing all-pairs shortest paths, they

either consider only a subset of them [28, 29, 30, 31, 32], or approximate the shortest

path computation itself [33, 34]. There exist numerous variations of each approach.

Nevertheless, assessing their accuracy and efficiency is difficult. Because of the un-

availability of large-scale ground truth data, accuracy is typically calculated on tiny

inputs, with a few thousands of vertices and edges. Even if the algorithms provide

theoretical bounds, these are typically loose. Therefore, the reported results are not

guaranteed to be representative for large, real-life graphs. To the best of our knowl-

edge, there has been no surveys to asses the quality of the existing approximation

algorithms, which motivated us to include a comprehensive survey in Chapter 3.

2.3 Betweenness Centrality in Evolving Graphs

Several researchers proposed algorithms and systems for updating betweenness cen-

trality values in evolving graphs (i.e., graphs where nodes and edges are inserted and

removed dynamically). There are two lines of approaches; one approach relies on

storing intermediate breadth-first search DAGs generated while computing the met-

ric, and later use them for updating the metric when the graph changes. The first

such approach was proposed by Green et al. [35]. Kourtellis et al. [36] implemented

a parallel MapReduce system that follows this method and was able to scale to rel-

atively large graphs. The problem with storing the intermediate DAGs is the high

storage complexity. Such approaches need Θ(|N |2) storage, which is prohibitive for

2Serial implementation of Brandes algorithm on a 64-bit machine with Intel Xeon X5550 @
2.67GHz CPU and 192GB RAM
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large graphs.

The second approach is to identify smaller subgraphs in the input graph that are

affected by a change, and localizing the computations within the smaller subgraph.

The first paper describing such an approach was published by Lee et al. [37]. While

this approach needs linear storage in the number of nodes and edges in the input

graph, it uses a suboptimal graph decomposition, i.e.; the subgraphs where changes

have to be computed can be further decomposed to smaller subgraphs with similar

guarantees. This approach scales to large graphs, however, it can be prohibitively

slow for graphs that are not very sparse.

Chapter 4 describes our algorithm for updating betweenness centrality in evolving

graphs which has a linear space requirement, while using a finer graph decomposition.

In addition to that, our algorithm avoids many unnecessary computation even within

the affected subgraph.

2.4 Graph Query Engines

The increasing popularity of large graph datasets and graph-based services such as

social networks, and the limited support for efficient graph querying in existing re-

lational database management systems created the need for specialized graph query

engines graph and query languages. Several research and commercial graph manage-

ment systems are available nowadays, such as RDF-3X [38] and Neo4J [39]. Graph

management systems represent graphs using different data models and use different

query languages, however, the fundamental idea is the same; nodes and edges are

the main elements in graph engines, unlike relational database management systems,

where a relation, or a table, is the main element. Cypher [40] and SPARQL [41] are

among the popular graph query languages. These languages are supported by many

graph query engines. The fundamental operation these query languages provide is

subgraph pattern matching. Regardless of the syntax of the query language, a graph
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Figure 2.3: Example RDF dataset: an academic graph that describes relationships
among students, professors, universities, and departments.

query can typically be represented as a small graph, and evaluating the query entails

matching the query graph within the data graph.

Some of the popular graph storage formats are provided by the Resource Descrip-

tion Framework (RDF) [42]. RDF data are collections of triples of the form 〈subject,

predicate, object〉, where predicates describe relationships between subjects and ob-

jects; for example, 〈apple, isA, fruit〉. In the RDF terminology, labelled nodes

are referred to as subjects or objects and labelled edges are referred to as predi-

cates. The RDF model is popular in many application domains such as the semantic

web, bioinformatics, and knowledge graphs [43, 44, 45]. SPARQL [41] is the de-facto

query language for RDF data, and there exist many graph query engines that support

SPARQL [38, 46, 4, 47]. We focus in this thesis on the RDF model and the SPARQL

query language due to their popularity and wide adoption.

Figures 2.3 and 2.4 show an example RDF graph and an example SPARQL query,

respectively3. Figure 2.3 shows an academic graph of professors, students, institu-

tions, departments, and the connections between them. For instance, James works

for the CS department, and thus the ’worksFor’ label between James and CS. The

SPARQL query in Figure 2.4 asks for a list of students and their advisers, where the

3Figures from [43].
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SELECT ?prof ?stud WHERE {

?prof <worksFor> ?CS .

?stud <advisor> ?prof .

}

Figure 2.4: Example SPARQL query (left), and its graph representation (right).

advisor works for the CS department. The answer to this query is: (?prof, ?stud) ∈

{(James, Lisa), (Bill, John), (Bill, Fred),(Bill, Lisa)}.

2.5 Algebraic Graph Processing

The adjacency matrix representation of graphs existed since the inception of graph

theory [48], and algebraic formulations for many prominent graph algorithms exist in

the literature [49]. However, the algebraic graph processing has not received enough

attention from researchers until recently. Most of the works on scalable graph pro-

cessing in the last decade focused on using big data processing frameworks such as

MapReduce [50] and Spark [51] to implement scalable graph algorithms and frame-

works. The development of efficient data structures and algorithms for sparse matri-

ces encouraged many researchers to adopt the matrix algebra formulation for graph

problems [49]. GraphBLAS [52] emerged as a conversion of efforts towards building a

standard set of sparse matrix algebra primitives for solving graph problems. One of

the premises of GraphBLAS is to identify a limited set of operations (e.g., sparse ma-

trix multiplication) that can be used to formulate a wide range of graph algorithms,

and build very optimized implementations of these primitives across different archi-

tectures. This direction reduces the replication of effort inherent in current scalable

graph processing schemes. Many experimental implementations of the GraphBLAS

standard are available [53, 54], and a high performance full implementation became

available recently; SuiteSparse:GraphBLAS [55].

One of the commonly used analytics tasks on graphs is triangle listing and count-

ing. A triangle in a graph is a clique of size 3, or a fully connected subgraph with size
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Figure 2.5: Counting triangles in graph G. Empty cells in a matrix indicate a zero.

3. Listing and counting triangles in graphs has many applications such as detecting

spam activities and analysing web graphs [56]. We show in the following example the

algebraic formulation of a simple triangle counting method in undirected graphs using

matrix algebra. Graph G in Figure 2.5 shows a graph with two triangles; (A,B,C)

and (B,C,D). The sparse matrix A in Figure 2.5 is the upper triangle of adjacency

matrix of graph G. Counting triangles in graph G can be done using the following

formula:

T = (A×A) .×A

The resulting matrix T contains a non-zero for each pair of nodes connected with

a path of length one and a path of length two, which indicates the existence of a

triangle. The process goes as follows. Multiplying A by itself results in a matrix

where a cell at (i, j) contains the number of paths of length 2 between nodes i and

j. The second operation .× is an element-wise multiplication, which in this context

does a logical AND operation. Non-zeros in T represent pairs of nodes such that there

is a path of length two, and a path of length one (i.e., an edge) between these nodes.

Such pair of nodes is a part of triangle. The number of triangles in G is the number

of non-zeros in matrix T.

Algebraic formulations for many prominent graph algorithms such as PageR-

ank [54] and BFS [57] are available in the literature. However, to the best of our

knowledge, there are no matrix algebra formulations for complete graph query en-

gines. Chapter 5 of this thesis explains the first such formulations.
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Part I

Centrality in Large Graphs
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Chapter 3

Benchmark for Approximate Betweenness Centrality

Computation

3.1 Introduction

In the previous chapter, we discussed the importance of the betweenness centrality

metric, and the high computational intensity of its computation. Motivated by the

need of utilizing approximation algorithms and the lack of a golden standard to

evaluate them, in this chapter we propose a benchmark for approximate betweenness

centrality, called BeBeCA1. Our benchmark contains:

1. pre-calculated exact betweenness centrality values for many large real-life graphs;

2. an evaluation methodology consisting of several relevant accuracy metrics;

3. a collection of implementations of the most representative existing approxima-

tion algorithms; and

4. all necessary scripts to automate the evaluation.

BeBeCA can be used by researchers to evaluate their novel algorithms in a systematic

manner, or by practitioners to select the most appropriate existing approximation

algorithm, depending on their application and characteristics of their datasets. To

the best of our knowledge, this is the first effort toward standardizing the process of

evaluating betweenness centrality approximation algorithms.

1BeBeCA: Benchmark for Betweenness Centrality Approximation
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The contributions of this chapter can be summarized as follows:

Survey of approximate methods: We present an extensive survey of existing

approximation algorithms for betweenness centrality. Most of them are variations of

the exact Brandes algorithm [19], which performs breadth-first and reverse breadth-

first traversals (BFT ) from all vertices in the graph and accumulates the contributions

of all node-pairs to the betweenness centrality of each vertex. We identify three

categories of approximation algorithms:

Source sampling : Instead of performing BFTs from every vertex, the methods in

this category first sample a subset of vertices and start BFTs only from that

subset, thus, reducing the number of BFTs; each method differs on the sampling

technique [28, 29, 58, 30, 59, 60, 61].

Node-pair sampling: This category first samples pairs of vertices. Then, betweenness

centrality values are approximated for each graph node by taking into account

only the contributions of the sampled vertex pairs. Each method uses a different

sampling technique [31, 62, 32, 63, 64, 65, 66].

Bounded traversal: This category reduces the cost of the shortest-path algorithm

by bounding the number of hops of the BFTs and approximating the actual

shortest distance [33, 34, 67, 68, 69].

Benchmark and golden standard: We select 20 real-life graphs to obtain the

ground truth betweenness centrality values. The graphs are characterised by a variety

of sizes (i.e., number of vertices and edges), average node degrees and diameters. The

largest graph contains 18M nodes and 126M edges, which is orders of magnitude larger

than any graph reported in the literature. To tackle the excessive cost of computing

the exact values, we implemented a parallel version of the Brandes algorithm and

executed it on a Cray XC40 supercomputer, using 96,000 CPU cores and roughly
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400TB of RAM. We spent 2M core hours; for comparison, a high-end workstation

(24-core CPU, 256GB RAM) would have required around 10 years of continuous

calculations. We publish the computed ground truth values as part of our benchmark,

BeBeCA. We also propose an evaluation methodology that considers the following

metrics:

� Execution time.

� Absolute accuracy, represented by the maximum and average error between the

exact and approximate betweenness centrality values.

� Node ranking accuracy, measured by the Kendall-tau distance.

� Top-1% accuracy.

� Accuracy for specific nodes.

These metrics encapsulate the requirements of user applications and, consequently,

the practical usefulness of the approximation. We publish the scripts for calculating

the metrics as part of BeBeCA.

Experimental evaluation: As a case study of our benchmark, we select 7 repre-

sentative approximate methods and 5 representative graphs. We perform extensive

experimental evaluation and discuss the trade-offs of each method. We observed that,

in general, source sampling methods perform well in terms of accuracy. With the ex-

ception of some code provided by the original authors, we implemented most of the

methods on a common platform for fairness. All our implementations are available

online.

The remainder of this chapter is organized as follows: In Section 3.2 we introduce

the necessary background. Section 3.3 contains the survey of existing approximation

algorithms following our categorization. In Section 3.4 we describe the datasets and
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Figure 3.1: Graph G contains two shortest paths from node 2 to node 4; node 1 lies
on one of them, so σ24=2 and σ24(1)=1

metrics of the proposed benchmark. The experimental results of our case study are

presented in Section 4.4, whereas, Section 3.6 concludes the chapter.

3.2 Preliminaries

A graph G = (V,E) is composed of a set of nodes V and a set of edges E ⊆ V × V .

For simplicity, we assume that G is unweighted, undirected and connected.

The betweenness centrality [19] value BCG[v] of node v in graph G is the fraction

of the shortest paths between all pairs of nodes in the graph that pass through v.

Formally:

BCG[v] =
∑
s,t∈V
s 6=t6=v

σst(v)

σst
(3.1)

where σst is the number of shortest paths from node s to node t, and σst(v) is the

number of shortest paths from s to t that pass through v. For example in Figure 3.1,

σ24=2, σ24(1)=1, and BCG[1]=0.5.

The fastest known algorithm for computing betweenness centrality of the nodes

of a graph was proposed by Brandes [19]. For any triplet of nodes s, t, and v in V ,

Brandes defines pair dependency, denoted by δst(v), and source dependency, denoted

by δs•(v) as:

δst(v) =
σst(v)

σst
and δs•(v) =

∑
t∈V
t6=v

δst(v) (3.2)
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respectively. Using the above notions, Equation 4.1 can be equivalently written as:

BCG[v] =
∑
s∈V
s 6=v

∑
t∈V
t6=v

δst(v) =
∑
s∈V
s6=v

δs•(v) (3.3)

Brandes proved that δs•(v) can be computed using the following formula:

δs•(v) =
∑

v∈Ps(w)

σsv
σsw
· (1 + δs•(w)) (3.4)

where σij is the number of shortest paths from i to j and Ps(w) is the list of parents of

w in the breadth-first search DAG of s. Brandes performs a two-phase process. The

first phase executes breadth-first search initiated from s to compute σst and Ps(t) for

all nodes t ∈ V with s 6= t. The second phase performs reverse breadth-first search

(i.e., from the leaves to the root) and uses Equation 3.4 to compute δs•(v). The

process is highlighted in the following example:

Example 1. Consider graph G of Figure 3.1. The computation of δ1•(v) for all

v ∈ V is illustrated in Figure 3.2. The first phase of Brandes algorithm performs

breadth-first search and computes σ1v and P1(v) (these results are illustrated in light

gray boxes numbered according to the search order). For instance, in the 3rd step, we

have σ13=2 and P1(3)={2, 4}. The second phase performs reverse breadth-first search

and uses σ1v, P1(v) and Equation 3.4 to compute δ1•(v) (these results are illustrated

in dark gray boxes numbered according to the search order). For instance, in the 12th

step, δ1•(3)=σ13
σ15

(1+δ1•(5)) + σ13
σ18

(1+δ1•(8))=2.

To summarize, computing exact betweenness centrality values with Brandes algo-

rithm requires a graph traversal starting from every node of the graph. Each graph

traversal takes linear time in the number of nodes |V | and the number of edges |E| of

the input graph. Thus, since |V | traversals are required to produce the exact results,

the total time complexity is quadratic in the number of nodes of the input graph.
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σ13 = 2
P1(3)={2, 4}3:

δ1•(3) = 212:

σ15 = 2
P1(5)={3}5:

δ1•(5)=010:

σ14 = 1
P1(4) = {1}2:

δ1•(4) = 3.513:

σ16 = 1
P1(6) = {4}4:

δ1•(6) = 111:

σ17 = 1
P1(7) = {6}7:

δ1•(7) = 08:

σ18 = 2
P1(8)={3}6:

δ1•(8) = 09:

Figure 3.2: Computing δ1•(v) (illustration of Example 1): The breadth-first search
DAGs of node 1 in the example graph of Figure 3.1.

Such computational complexity is prohibitive for large graphs with millions of nodes.

To this end, approximation algorithms were introduced. Such methods trade the

accuracy of the betweenness centrality values for a reduced number of traversals (re-

ducing the number of traversals also reduces execution cost). The ideas incorporated

by the state-of-the-art approximation methods are described in the following section.

3.3 Approximation Methods

The exact betweenness centrality values are computed by the pair dependencies δst

of all pairs of nodes (s, t) of the input graph (Equation 4.3). The general idea of

approximation is to reduce the computational cost by using a subset of the pair

dependencies (instead of the complete set required by the exact computation). The

key difference between approximation methods is the mechanism used to select a

sample (i.e., choosing the specific pairs of nodes to form the particular subset). Such

methods can be categorized into the following three categories (see also Table 3.1).

Source sampling methods (described in Section 3.3.1) form the subset by select-

ing all pairs starting from several source nodes.

Node-pair sampling methods (described in Section 3.3.2) form the subset by se-

lecting several pairs of nodes.

Bounded traversal methods (described in Section 3.3.3) form the subset by se-
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Table 3.1: Summary of the presented approximation methods (methods presented in
bold are evaluated in Section 4.4)

Category Method Main idea

Source
sampling

RAND1 [28] Uniform random sampling.
Brandes and Pich [28] Pivots with highest degree.
Brandes and Pich [28] Pivots with maximum distance.
Brandes and Pich [28] Pivots with minimum distance.
RAND2 [29] Uniform random sampling with lower contributions for near

to pivots nodes.
Khopkar et al. [58] Non-uniform random sampling based on proximity to pre-

viously selected pivots.
GSIZE [30] Progressive sampling based on the number of nodes in the

graph.
Chehreghani [59] Random sampling with different probabilities assigned to

the graph nodes.
Lim et al. [60] Random walks with expansion based sampling.
Maiya and Berger-Wolf [61] Expansion sampling via crawling using BFS, DFS, and ran-

dom walks.

Node-pair
sampling

ABRA [31] Progressive sampling based on Rademacher averages.
Ji and Yan [62] Combining ABRA [31] and GSIZE [30] for estimating cer-

tain vertex value.
DIAM [32] Sampling paths based on the graph vertex diameter.
Bergamini et al. [63] Built on top of DIAM [32] and supports only incremental

updates on a graph.
Bergamini and Meyerhenke [64] Built on top of DIAM [32] and supports fully-dynamic

graphs.
Yoshida [65] Finding top nodes using hypergraphs from all shortest

paths between the node-pairs.
Mahmoody et al. [66] Finding top nodes using hyperedges from any shortest path

between the node-pairs.

Bounded
traversal

KPATH [33] K-Bounded distance shortest path calculation.
Ostrowski [67] Bounded-distance of betweenness centrality following

MapReduce paradigm.
EGO [34] Calculating centrality based on direct neighbors.
Kourtellis et al. [68] Sampling random walks with k bounded steps.
Lee et al. [69] Approximate values on subgraph where the graph’s update

occurs.

lecting all pairs with a specific shortest distance starting from several source

nodes.

3.3.1 Source Sampling

Source sampling methods initially sample several nodes of the graph, commonly re-

ferred to as pivots. Briefly, these methods compute all pair dependencies that start

from the selected pivots and use these values to approximate betweenness centrality

values.

More specifically, if P is the set of pivots, source sampling methods compute the

source dependencies δp•(v) for all pivots p ∈ P and all graph nodes v ∈ V . Follow-
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ing, pivot source dependencies are scaled up to approximate the source dependencies

values of non-pivot nodes (i.e., δu•(v) for all u ∈ V − P and all graph nodes v ∈ V ).

Typically, the scale up is performed by multiplying pivot source dependencies by

|V |/|P |. Finally the computation of the betweenness centrality values is performed

using Equation 4.3.

Initial methods. Brandes and Pich [28] explored and evaluated the following dif-

ferent strategies for selecting pivots.

� The first strategy selects pivots uniformly at random. This strategy is simple,

easy to implement and totally unbiased.

� The second strategy selects as pivots the nodes with the highest degree since

such nodes are likely to be middle nodes in many shortest paths.

� The third strategy selects pivots having maximum distance in order to spread

the selection in the whole graph.

� Selecting pivots having large distance may result in overestimating betweenness

centrality values [28]. Thus, the fourth strategy selects pivots having minimum

distance.

Brandes and Pich [28] evaluated all the above selection strategies. Highest degree

and maximum and minimum distance strategies do not show a consistent behavior.

Their performance highly depends on the input graph. Particularly, common imbal-

ances in a graph’s structure may result in poor pivot choices [28]. There are even cases

where the introduction of additional pivots decreases the quality of the betweenness

centrality approximation.

The experimental analysis of [28] showed that uniform random sampling forms

the best selection strategy. The random selection of the pivots allows the strategy

to handle structural imbalances of the input graph and avoids the drawbacks of the
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Figure 3.3: Example of overestimating node 1 using RAND1

other strategies. In total, uniform random sampling is a simple method that is both

effective and consistent in all tested graphs. For these reasons, it is used in several

studies as a comparison method [29, 32, 58, 68]. Thus, we have also decided to include

the uniform random source sampling selection in our evaluation framework (Section

3.4). This method is referred to as RAND1 (see Table 3.1).

Different contributions sampling. Initial sampling methods tend to overestimate

betweenness centrality values for nodes that are near to the sampled pivots [29, 58].

For example, consider Figure 3.3 and assume that we only sample as a pivot node 1

(with degree one). To compute the approximation of the betweeness centrality value

of node 2 (that is close 1 and has degree two), initial sampling methods compute

δ1•(2) = 5 and scale it up using |V |/|P | = 7/1 = 7 where V and P is the set of

nodes and pivots respectively. Overall the betweeness centrality value of node 2, is

approximated by 5 · 7 = 35. Compared with the exact betweeness centrality value of

node 2, which is 5, the approximation overestimates by a factor of |V |/|P | = 7/1 = 7.

Although this example shows an extreme overestimation case, Geisberger et al. [29]

showed that it is rather common particularly for the nodes lying close to pivots.

To address this overestimation problem, Geisberger et al. [29] and Khopkar et

al. [58] introduce ideas that reduce the contribution of pivots to the betweenness

centrality values of nodes in their proximity. To this end, Geisberger et al. [29]

determine the contribution of the node in computing the betweenness centrality based

on the distance from the sampled pivots; nodes closer to sampled pivots have lower

contribution. Geisberger et al. [29] introduced and evaluated several scaling functions
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Algorithm: GSIZE

Input: Graph G(V,E), approximation constant α and an arbitrary node v ∈ V
Output: The approximate betweenness centrality values BCG for all nodes of graph

G

1 Set s← 0 and k ← 0
2 while s ≤ α · |V | do
3 Sample a pivot w ∈ V and set k ← k + 1
4 For all nodes u ∈ V , compute all the dependencies δw•(u) and set

BCG(u)← BCG(u) + δw•(u)
5 Set s = s+ δw•(v)

6 for all u ∈ V do

7 BCG(u)← BCG(u) · |V |k
8 return all BCG values

that consider the distance to the sampled pivots and showed that better results were

achieved using the linear scaling function f(x) = x, where x is the distance from a

node to a pivot.

In the same spirit, Khopkar et al. [58] introduced a non-uniform random sampling

method that discourages near to pivot nodes form being sampled. To this end, they

incorporate a penalty box that contains nodes that cannot be sampled. Nodes near

the sampled pivots are put in the penalty box. If a node stays in the penalty box for

more than k subsequent sampling iterations (where k is a parameter) it is released

and can be used as a pivot in a following sampling iteration.

In our evaluation framework (Section 3.4), we have included Geisberger et al. [29]

method with the linear scaling function. This method is referred to as RAND2 (see

Table 3.1).

Graph size sampling. Bader et al. [30] proposed an approximation algorithm that

is based on progressive sampling and aims to quickly approximate a particular node’s

betweenness centrality value. The proposed algorithm keeps sampling pivots until a

stopping condition is met. Without changing the stopping condition, we have slightly

modified the original algorithm in order to compute betweenness centrality values
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of all nodes. The resulting algorithm, named GSIZE, takes as input a graph G, an

arbitrary node v and an approximation constant α and computes the approximated

betweenness centrality values BC(u) for the all nodes u of graph G. Constant α

determines the sample size; increasing α also increases the sample size, and vice

versa. Bader et al. [30] showed that α = 5 is an appropriate choice since it gives a

good trade-off between the sample size and the quality of the approximation value in

most of the tested graphs.

Algorithm GSIZE continues to sample pivots (Lines 2–5) until the sum of the

dependencies s on the chosen node v (computed in Line 5) is larger than α · |V |. At

the same time, it updates betweeness centrality values (Line 4). When the sample is

complete, the betweeness centrality values are scaled up to approximate the remaining

pair dependencies (Line 7) and the final approximate betweeness centrality values are

returned (Line 8).

In our evaluation framework (Section 3.4), we have included Bader et al. [30]

method with α = 5. This method is referred to as GSIZE (see Table 3.1).

Changing sampling probabilities. Common sampling assigns to the pivots of a

graph G(V,E), a uniform sampling probability 1/|V |. Chehreghani [59] proposed to

assign probabilities in a non-uniform fashion and proved that considering a single

node v and sampling pivots i with the a probability pi, defined as:

pi =
δ•i(v)∑|V |
j=1 δ•j(v)

(3.5)

results in the exact betweenness centrality value for the node v (δ•i(v) ia defined

analogously to δi•(v), see also Equation 4.2). Unfortunately, computing the probabil-

ities of Equation 3.5 is as hard as computing the exact betweenness centrality values

[59]. As an alternative, Chehreghani [59] proposed to sample pivots k with the a
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probability pk, defined as:

pk =

1
d(k,v)∑|V |
j=1

1
d(j,v)

(3.6)

which can be computed efficiently, but does not have the same guaranties.

Online sampling. Finally, there are research efforts that compute the approximate

betweeness centrality values by using online source sampling methods. Such methods

are applicable in cases where full access to the graphs is not possible. For instance,

Lim et al. [60] and Maiya and Berger-Wolf [61], sample pivots on the available set

of nodes, and as the graph expands, new nodes are added as potential pivots. Such

methods are beyond the scope of our evaluation.

3.3.2 Node-pair Sampling

The general idea behind node-pair sampling is to sample pairs of nodes at random

directly and computing pair dependencies between them to approximate betweennes

centrality values for all nodes. Each node-pair sampling approximation method has

a different approach of computing the pair dependencies between the sampled pairs,

and a different way of producing the approximate betweenness centrality values.

Some node-pair sampling methods use the structural properties of the input graph

to decide the number of pairs to be sampled, and then use the shortest paths between

sampled pairs to produce approximate betweenness centrality values [32, 63, 64].

Other methods use progressive sampling of node-pairs to reach a certain accuracy

with some guarantees [31, 62]. In other words, they keep sampling node-pairs and

updating betweenness centrality values until a predefined stopping condition is met.

Finally, some methods attempt to find the approximate top-k betweenness centrality

nodes by producing a hypergraph where a hyperedge is constructed with the nodes

along the shortest paths between the sampled node-pairs, and then using the hyper-

edge degrees of nodes in the resulting hypergraph to approximate the betweenness
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Algorithm: AVD

Input: Graph G(V,E)
Output: The approximated vertex-diameter VD(G) of graph G

1 Choose a node v ∈ V uniformly at random.
2 Perform a single-source shortest path problem from node v to all other nodes of the

graph.
3 Set VD(G) to be the sum of the lengths of the two longest shortest paths initiated

from v.
4 return VD(G)

centrality ranking of the input graph nodes [65, 66].

Sampling based on graph structural properties. Riondato and Kornaropoulos

[32] showed that the number of sampled paths should be determined by the structure

of the graph and not by the number of its nodes. Therefore, they introduced an

approximation algorithm that determines the size of the sample based on vertex-

diameter of the graph, i.e., the length of graphs’ longest shortest path plus one.

Their approach uses the Vapnik-Chervonenkis dimension [70] to decide the number

of node-pairs to be sampled and provide a guarantee on the average error of the

produced approximate betweenness centrality values.

Given the graph vertex-diameter VD(G), and the allowed additive error ε with

probability 1 − δ, we can compute the required sample size using the following for-

mula [32]:

r =
c

ε2
(
blog2(VD(G)− 2)c+ 1 + ln

1

δ

)
(3.7)

where c is a constant typically set to 0.5 [32].

Unfortunately, computing the vertex-diameter is as hard as computing the exact

betweenness centrality values of a graph (since both require finding all-pairs shortest

paths). Thus, Riondato and Kornaropoulos [32] use Algorithm AVD to efficiently

approximate the vertex-diameter (G) of a graph G.

Riondato and Kornaropoulos [32] proposed Algorithm DIAM that takes as input

a graph G, an allowed error ε and a probability δ. The algorithm outputs the ap-
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Algorithm: DIAM

Input: Graph G(V,E), allowed error ε and probability δ
Output: The approximate betweenness centrality values BCG for all nodes of graph

G

1 VD(G)← AVD(G)
2 r ← c

ε2
(blog2(VD(G)− 2)c+ 1 + ln 1

δ )
3 for i← 1 to r do
4 Sample distinct pair of nodes v ∈ V and w ∈ V uniformly at random
5 Compute all shortest paths between v and w
6 Choose uniformly at random a path between v and w
7 for all nodes u in the chosen path do
8 BCG(u)← BCG(u) + 1

r

9 return all BCG values

proximated betweenness centrality for all the graph’s nodes. The main idea of this

algorithm is to compute the graph’s vertex-diameter (Line 1) and the required sample

size (Line 2). Following, DIAM samples node-pairs (Line 4) and paths (Line 6), and

then compute the betweenness centrality values for nodes laid on the sampled paths

(Lines 7-8).

Bergamini et al. [63] proposed a method based on [32] that supports incremental

updates on a graph. They showed that it is possible to recompute an upper bound of

the diameter after inserting edges in linear time instead of computing the approximate

diameter from scratch, and then sample additional paths accordingly. In the same

setting, Bergamini and Meyerhenke [64] introduced an algorithm that approximates

betweenness centrality in fully-dynamic graphs supporting both edge insertions and

deletions. The proposed algorithm is also based on [32] and provides an alternative

algorithm for recomputing an upper bound for the vertex-diameter of the graph.

Moreover, Bergamini and Meyerhenke [64] adopt the Tuned-SWSF [71] to update the

necessary single source shortest paths after an edge update. Overall, the proposed

method approximates betweenness centrality values in fully-dynamic graphs with an

error ε with probability of at least 1− δ.

In our evaluation framework (Section 3.4), we have included Riondato and Ko-
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Algorithm: ABRA

Input: Graph G(V,E), allowed error ε and probability δ
Output: The approximate betweenness centrality values BCG for all nodes of graph

G

1 Set S to be the initial sample size
2 while true do
3 for j ← 1 to S do
4 Sample distinct pair of nodes v ∈ V and w ∈ V uniformly at random
5 Compute all shortest paths P between v and w
6 Choose uniformly at random a path between v and w
7 for all nodes z in the chosen path do

8 Compute fz(v, w) = σvw(z)
σvw

9 Add fz(v, w) to the set of functions Fz

10 Use all available sets of functions to check the stopping condition and if it is met
exit the while loop

11 Set S′ to the next sample size and S=S′ − S
12 for all nodes u in graph G do
13 BCG(u)← (

∑
f ∈ Fu

f)/S

14 return all BCG values

rnaropoulos [32] method with an allowed error ε = 0.01 and probability δ = 0.1. This

method is referred to as DIAM (see Table 3.1).

Progressive sampling. Riondato and Upfal [31] suggested an approximation al-

gorithm based on progressive sampling. Using the analysis of Rademacher Averages

and pseudodimension [72, 73], they set a stopping condition when the desired level of

accuracy is reached. In a nutshell, giving a finite domain D, a uniformly random and

independent sample from that domain S and a family of functions F that map the

domain to [0,1]; the maximum deviation from the sum of functions on the domain and

the sum of functions on the sample could be bounded using the Rademacher average

formula.

Specifically for betweenness centrality computation, the goal is to bound the maxi-

mum deviation between the exact betweenness centrality mean and the approximated

mean. Assuming a pair of sampled nodes u and v, for each node w, we can define
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fw : D → IR+ as the function:

fw(u, v) =
σuv(w)

σuv
(3.8)

Let F be the set of these functions defined on the pair of nodes u and v. Using F ,

we can define our stopping condition and as we sample node-pairs and compute the

approximated betweenness centrality values, we keep checking if our desired accuracy

is reached or not.

However, computing or even estimating Rademacher average is an expensive op-

eration [31]. Therefore, Riondato and Upfal [31] proposed alternative methods to

upper bound the Rademacher average without computing it. With the use of their

proposed formula, they were able to compute the stopping condition efficiently.

In total, Riondato and Upfal [31] introduced Algorithm ABRA that takes as input

a graph G, an allowed error ε and a probability δ and outputs the approximate

betweenness centrality values of all nodes of the graph G. The algorithm starts by

computing the initial sample size S (Line 1). After sampling the required number

of node-pairs and paths, it computes Equation 3.8 (Line 8) for all nodes that lie on

the sampled paths (Line 7). These are used to compute the stopping condition (Line

10). If the stopping condition is satisfied, the algorithm computes and returns the

betweenness centrality values (Line 13). Otherwise, it increases the sample size and

samples new node-pairs and paths (i.e., repeats the While loop of Line 2-11).

Note that there are two critical points that may affect the performance dramati-

cally; the initial sample size (Line 1) and the incremental factor of the sample size at

each iteration (Line 11). These two factors affect the performance because expensive

computations are performed whenever the stopping condition is checked. If we in-

crease the sample size dramatically, we might end up having unnecessary samples. On

the other hand, if we increase the sample size slightly, we will have too many iterations
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with too many expensive operations to check the stopping condition. Riondato and

Upfal [31] proposed formulas to compute the initial size and the incremental factor

in each iteration.

In our evaluation framework (Section 3.4), we have included Riondato and Upfal

[31] method with an allowed error ε = 0.01 and probability δ = 0.1. This method is

referred to as ABRA (see Table 3.1).

Other approaches. All previously mentioned node-pair sampling methods are

meant to approximate the betweenness centrality values for all nodes. Ji and Yan [62]

introduced an approximation algorithm that combines both techniques introduced by

Bader et al. [30], and Riondato and Upfal [31] to have a progressive sampling approach

for approximating betweenness centrality for a specific node.

3.3.3 Bounded Traversal

The general idea behind bounded traversal methods is to sample pairs of nodes with

a specific shortest distance, compute their pair dependencies and use these values to

approximate the betweenness centrality values. The sum of all dependencies on a

node v will form the approximated betweenness centrality value for that node.

Pfeffer and Carley [33] proposed a bounded traversal method that works similarly

to Brandes algorithm, except that all traversals are bounded by K steps, i.e., the

height of the DAGs considered is K. Given a node v, the intuition behind this ap-

proach is that nodes that are distant from v are unlikely to affect the betweenness

centrality value of v. Ostrowski [67] proposed a methodology that follows the MapRe-

duce paradigm to enable parallel implementation of bounded-distance approximation

of betweenness centrality.

Everett and Borgatti [34] devise a method utilizing the notion of ego network. The

ego network of a node v is a subgraph that consists of node v and all its direct neigh-

bors [34]. Specifically, their experiments showed that there is a correlation between
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Table 3.2: Summary of datasets. The bolded datasets are used for evaluation in
Section 4.4.

Graph |V | |E| Average degree Diameter Exact result computed on
ca-GrQc 4,158 13,428 6.46 17 Workstation
ca-HepTh 8,638 24,827 5.75 17 Workstation
ca-HepPh 11,204 117,649 21.00 13 Workstation
ca-AstroPh 17,903 197,031 22.01 14 Workstation
ca-CondMat 21,363 91,342 8.55 14 Workstation
email-Enron 33,696 180,811 10.73 11 Workstation
com-DBLP 317,080 1,049,866 6.62 21 Supercomputer
com-Amazon 334,863 925,872 5.53 44 Supercomputer
com-Youtube 1,134,890 2,987,624 5.27 20 Supercomputer
flickr-links 1,624,992 15,472,576 19.04 24 Supercomputer
as-skitter 1,694,616 11,094,209 13.09 31 Supercomputer
Amazon 2,146,057 5,743,146 5.35 28 Supercomputer
Wiki-Talk 2,388,953 4,656,682 3.90 9 Supercomputer
orkut-links 3,072,441 117,185,083 76.28 10 Supercomputer
youtube-u-growth 3,216,075 9,369,874 5.83 31 Supercomputer
cit-Patents 3,764,117 16,511,741 8.77 26 Supercomputer
com-LiveJournal 3,997,962 34,681,189 17.35 17 Supercomputer
Dblp 4,000,148 8,649,011 4.32 50 Supercomputer
livejournal-links 5,189,809 49,151,786 18.94 23 Supercomputer
dbpedia-link 18,265,512 126,888,089 13.89 12 Supercomputer

the betweenness centrality value of a node in its ego network and its betweenness

centrality value in the whole graph. However, considering only direct neighbors will

not give a good indicator of the betweenness centrality of all nodes in an ego network.

Therefore, Everett and Borgatti [34] suggested using all neighbors with distance one

or two hops.

In addition to the previously mentioned methods, Kourtellis et al. introduced

a new metric called k-path centrality that is based on random walks with at most

k steps [68]. They reported that the nodes with high k-path centrality values also

have high betweenness centrality values. Lee et al. [69] showed that the exact or the

approximate betweenness centrality values of a modified graph could be found by

recalculating the betweenness centrality values on the portion of the graph where the

update occurred.

In our evaluation framework (Section 3.4), we have included Pfeffer and Carley

[33], and Everett and Borgatti [34] methods, referred to as KPATH and EGO, re-

spectively (see Table 3.1).
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3.4 Our Benchmark: BeBeCA

In this section we present BeBeCA, our benchmark for the evaluation of approximate

betweenness centrality algorithms. BeBeCA consists of:

� 20 real-world graphs with different sizes, average degrees and diameters; their

characteristics cover a wide range of real applications.

� The exact betweenness centrality values for all the above graphs. These values

form the golden standard that is needed to assess the accuracy of the tested

methods.

� A set of metrics that allow us to assess various aspects of the approximation

efficiency and effectiveness: execution time, absolute accuracy (i.e., maximum

and average error), whole graph ranking and top-1% ranking accuracy, plus

accuracy for specific nodes.

� Implementations of the most representative state-of-the-art approximation meth-

ods, and the scripts that calculate the above-mentioned evaluation metrics.

BeBeCA can be used by researchers to evaluate any betweenness centrality ap-

proximation method in a systematic way, or by practitioners to select the most ap-

propriate method for the characteristics of their applications and datasets. BeBeCA

is available online2.

Computing infrastructure: We used two machines:

Workstation: We have used a server with twin AMD Opteron-6172 CPUs (24 cores

in total) running at 2.1GHz and 192GB of RAM. We used the workstation for

all approximate algorithms and for computing the exact values for small graphs.

2https://ecrc.github.io/BeBeCA/

https://ecrc.github.io/BeBeCA/
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Supercomputer: We have used a Cray XC40 supercomputer with 6,174 nodes. Each

node contains four 8-core Intel Haswell CPUs running at 2.3GHz and 128GB

RAM. We used roughly half of the machine, that is 96,000 CPU cores and

almost 400TB of RAM. The supercomputer was used for computing the exact

betweenness centrality values of all large graphs.

3.4.1 Datasets

BeBeCA contains 20 real-world datasets (see Table 3.2) downloaded from SNAP [74]

and Konect [75] repositories. They cover a variety of domains and properties. We

extract the largest connected component in each graph and perform our analysis on

it. The ground truth for all 20 datasets is included in our benchmark. However, for

clarity, in the experimental section of this chapter we consider only 5 representative

datasets (highlighted in bold in Table 3.2). The following are brief descriptions of the

chosen datasets:

ca-GrQc is a collaboration network between authors in arXiv, published under cat-

egory “General Relativity and Quantum Cosmology”. Nodes are authors, whereas

edges represent co-authorship. The data covers all papers between 1993 and 2003.

email-Enron captures email communications. Nodes are email addresses, wheras

edges represent email exchange between two addresses.

com-Amazon is a customer-product network created by crawling the Amazon online

store. Nodes are customers and edges denote that two customers bought the same

product.

com-LiveJournal is a social network where nodes are users and edges are friendships.

dbpedia-link is a hyperlink network created from Wikipedia; pages are nodes and

hyperlinks are edges.
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3.4.2 Golden Standard: Exact Values

In order to evaluate the various accuracy metrics for the approximation algorithms,

it is necessary to compare against the ground truth. However, this is a difficult

issue because of the excessive cost of computing the ground truth for large realistic

graphs. To solve this problem, we used 96,000 CPU cores with 400TB RAM on

a supercomputer to compute the exact betweenness centrality values of the above-

mentioned 20 datasets. The largest one contains 126M edges; that is 3 orders of

magnitudes larger than any graph discussed in the literature so far. We publish the

calculated exact values as a golden standard for the evaluation of existing and future

approximation algorithms. It is worth noting that we spent 2M core hours for the

calculations; for comparison, this corresponds to roughly 10 years of calculations on

a high-end workstation with 24 CPU cores and 256GB RAM.

Our parallel Brandes algorithm implementation works as follows:

1. The sources of the input graph are divided uniformly among available threads.

2. Each thread solves the single-source shortest path problem (SSSP) from its as-

signed source and computes the contribution of these sources to the betweenness

centrality of all nodes in the graph.

3. The results is accumulated and summed by the master thread to have the exact

betweenness centrality values for all nodes.

3.4.3 Evaluation Metrics

In this section, we detail the measures incorporated by our evaluation framework.

Execution time. To measure the efficiency of the tested algorithm, our framework

incorporates wall-clock time.

Accurancy. To evaluate the accuracy of the tested approximation algorithm, we

measure the maximum and the average error between the exact and the approximate
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betweenness centrality values. Since there are nodes with betweenness centrality equal

to zero in all the chosen datasets, we do not measure the minimum error because

all approximation algorithms do not overestimate nodes with betweenness centrality

values equal to zero. Thus, the maximum and the average error suffice to assess the

deviation between the exact and the approximate betweenness centrality values and,

thus, the accuracy of the tested method.

Ranking. Many applications use the ranking of the nodes based on the betweenness

centrality values rather than the actual betweenness centrality values. To measure

the quality of the ranking produced by the tested method, we use the Kendall-tau3

distance [76, 77] to compare it with the ranking produced by the exact method.

Kendall-tau distance [76, 77] calculates the number of disagreements between the

rankings of the compared methods. The value of Kendall-tau distance is in the range

[-1,1], where 1 means that the two rankings are in total agreement, while -1 means

that the two rankings are in complete disagreement. For instance, say we have a

graph with n = 5 nodes A, B, C, D and E. Let their exact and approximate rankings

be τ1(A,B,C,D,E) = (1, 2, 3, 4, 5) and τ2(A,B,C,D,E) = (1, 5, 2, 4, 3), respectively.

Let the number of concordant pairs be α = 6 and the number of discordant pairs be

β = 4. The Kendall-tau distance for the two rankings is:

K(τ1, τ2) =
α− β

1
2
n(n− 1)

= 0.2 (3.9)

Identifying top 1%. Some applications require only the nodes with highest be-

tweenness centrality values. Therefore, we measure how many nodes the approxi-

mation methods managed to identify in the top 1% set of nodes with the highest

betweenness centrality values.

3Several other correlation measures could be used instead of Kendall-tau, resulting in different
reported quality for an algorithm. Interested researchers can use the ground truth data we published
online to experiment with different measures.



52

Betweenness centrality for specific nodes. Some approximation algorithms

showed that they could estimate certain nodes’ betweenness centrality values in very

limited time. Therefore, we use these algorithms to estimate the betweenness cen-

trality values of some nodes and compare these values with the respective values that

were produced by other approximation algorithms that estimate all nodes’ values.

We measure the average error for approximating the chosen nodes’ values.

3.4.4 Approximation Algorithms

Our framework includes the implementations of seven methods for the approximate

computation of betweenness centrality values, namely RAND1, RAND2, GSIZE,

DIAM, ABRA, KPATH and EGO. As discussed in Section 3.3 the chosen meth-

ods are representative of the related state-of-the-art literature. Let us now briefly

discuss the implementation of these methods. Note that for all tested algorithms, we

have used their original implementation whenever it was publicly available or it was

kindly provided by the authors, otherwise, we have implemented them using C++.

RAND1. To implement RAND1, we first implemented Brandes’ algorithm. Then,

instead of using all nodes of the graph, pivots are sampled uniformly at random and

Brandes’ algorithm is executed from the selected pivots. The sums of dependencies

are kept for all nodes in the input graph. Finally, for any node v, the betweenness

centrality approximation is scaled up by multiplying the sum of dependencies by

|V |
|P | , where |P | is the number of sampled pivots to find its approximate betweenness

centrality value.

RAND2. For the implementation of RAND2, we used the available source code in

NetworKit library [78].

GSIZE. The implementation of GSIZE is also based on our implementation of Bran-

des’ algorithm. However, instead of sampling all the pivots from the beginning, we
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use an adaptive sampling where we sample until we meet a certain stopping condi-

tion then we terminate. Therefore, we modified our Brandes’ implementation such

that it will take as an additional arguments node v and constant C, and then it will

keep sampling pivots until the sum of source dependencies on v is larger than C|V |.

Meanwhile, we compute and maintain the sum of dependencies for all nodes in the

input graph. After that, for any node v, we scale up our betweenness centrality ap-

proximation by multiplying the sum of dependencies by |V ||P | , where |P | is the number

of sampled pivots, to find its approximate betweenness centrality value.

DIAM. For the implementation of DIAM, we used the available parallel implemen-

tation by the authors in NetworKit library [78].

ABRA. For the implementation of ABRA, we used the available parallel implemen-

tation by the authors in NetworKit library [78].

KPATH. According to Brandes [79], KPATH can be implemented by modifying

Brandes’ algorithm by backtracking whenever a node of K distance is reached. There-

fore, we modified our implementation of Brandes’ algorithm to implement KPATH

algorithm. For the value of K, we choose it to be 20% of the diameter of the graph.

EGO. For the implementation of EGO, we followed the same approach as KPATH,

except that we traverse at most two hops from any node instead of K steps.

However, we need to emphasize that all of the above implementations of the

approximation algorithms are serial except for DIAM and ABRA where the available

source codes by the authors run in parallel.

3.5 Experiments

In this section, we compare the selected approximation methods (Section 3.3) using

our evaluation methodology (Section 3.4). We show the results for 5 real world

datasets (Section 3.4.1) . Note that we set a limit of 7 days on the execution time
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for an algorithm. So if an algorithm does not finish within 7 days, we terminate it

and we do not include its results in our comparisons. Note that we plot datasets with

an increasing size order on the x-axes with lines instead of, the more intuitive, bars.

We do this to highlight the point at which an algorithm becomes better/worse than

another one.

3.5.1 Runtime

As we can see in Figure 3.4, the runtime follows the same behavior for all approxi-

mation methods; the runtime increases as the dataset size increases.

GSIZE outperforms all other approximation methods by a factor of 10 and termi-

nates within a limited time for all datasets. On the other hand, EGO and KPATH

outperform most approximation algorithms for the smallest dataset, but their run-

ning time increase dramatically as the size of the dataset increases and they become

the worst. EGO and KPATH did not finish within 7 days for the largest datasets

com-LiveJournal and dbpedia-link, so we terminated them. The data points for EGO

and KPATH are not available in all the figures. DIAM did not finish within 7 days

for the largest dataset, and its data points for that dataset are not available in all

figures as well.

As the dataset size increase, the differences in the runtime become more clear.

Hence, by taking into consideration that DIAM and ABRA ran in parallel, the ap-

proximation algorithms performances could be generally, in all datasets, ranked as

follows: GSIZE, RAND2, RAND1, ABRA, DIAM, EGO then KPATH.

3.5.2 Max and Average Error

To measure the approximation accuracy for all nodes, we measured the average and

maximum error between the exact and the approximated betweenness centrality val-

ues. As we can see in Figures 3.5 and 3.6, RAND1, RAND2, DIAM and ABRA
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Figure 3.4: Runtimes of approximation algorithms.

perform almost similarly on the datasets ca-GrQc and email-Enron. However, as we

move to the larger datasets, com-Amazon, com-LiveJournal and dbpedia-link, we can

see that RAND2 provides more accurate results with smaller average and maximum

error in general.

Furthermore, GSIZE provides less accurate approximation in general than RAND1,

RAND2, DIAM and ABRA but better than KPATH and EGO. However, it is almost

10 times faster than all approximation algorithms, so it offers a good trade off between

accuracy and speed.

On the other hand, KPATH and EGO provide the worst accuracy among all other

approximation algorithms in all datasets, since they result in the highest maximum

and average error.

3.5.3 Ranking

As mentioned earlier, Kendall-tau distance is used to evaluate the nodes’ rankings

produced by the approximate algorithms to the exact rankings produced by Brandes’

algorithm.
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Figure 3.6: Max error of approximation algorithms.

As shown in Figure 3.7, all approximation algorithms produce good nodes’ rank-

ings in the smallest dataset, ca-GrQc. However, as the dataset size increases, we can

see that KPATH, EGO, DIAM and ABRA ranking quality decreases. Furthermore,

DAIM and ABRA ranking quality becomes the worst among all other approximation

algorithms, especially in com-Amazon and com-LiveJournal.

Although ABRA’s ranking quality improved in the largest dataset, it is still out-

performed by all the approximation methods. When we investigated this case, we

found that dbpedia-link has lots of nodes with the same betweenness centrality val-
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Figure 3.7: Kendall correlation coefficient for approximation algorithms.
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Figure 3.8: Percentage of top 1% nodes identified by approximation algorithms.

ues. Therefore, these nodes will always be ranked by their node IDs, and this will

improve the overall ranking quality of the approximation method.

On the other hand, RAND1, RAND2 and GSIZE provide high quality rankings

consistently for all datasets. However, for applications that care only about the

nodes’ ranking, GSIZE is the best option taking into consideration its running time

performance demonstrated previously.



58

10-4

10-3

10-2

10-1

ca
-G

rQ
c

em
ai
l-E

nr
on

co
m

-A
m

az
on

co
m

-L
iv
eJ

ou
rn

al

db
pe

di
a-

lin
k

A
v
g

. 
E

rr
o

r

Dataset

RAND1 RAND2 DIAM ABRA GSIZE KPATH EGO

Figure 3.9: Average error of selected nodes.

3.5.4 Identifying Top 1%

As we can see in Figure 3.8, for ca-GrQc, EGO was the worst in identifying the top

betweenness centrality values; it managed to identify almost half of them. GSIZE and

KPATH identified almost 80% of the top ranked nodes. On the other hand, RAND1,

RAND2, DIAM and ABRA performed the best and managed to identify more than

90% of the top ranked nodes.

For the datasets email-Enron and com-Amazon, GSIZE, KPATH and EGO per-

form almost similarly and they managed to identify almost 80% of the top ranked

nodes. On the other hand, RAND1, RAND2, DIAM and ABRA still performed better

and they managed to identify around 90% of top ranked nodes on both datasets.

However, as we move toward the largest dataset, we can see that RAND2 starts

outperforming other approximation algorithms.

3.5.5 Betweenness Centrality for Specific Nodes

GSIZE’s goal is to produce a good estimation of an individual node in very limited

time. We have witnessed in the previous subsections that it has the best runtime

performance among the approximation algorithms, and we want to test if it will give
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a good estimation for certain nodes we choose at random.

To that end, we select 10 nodes with high betweenness centrality, and we run

GSIZE to approximate their betweenness centrality. We report in Figure 3.9 the

average error produced by GSIZE for these nodes only. For comparison, we include

the average error of the other approximation algorithms for these nodes.

As we can see in Figure 3.9, for all datasets, KPATH and EGO provide the worst

approximation for the chosen nodes. On the other hand, RAND1, RAND2, DIAM

and ABRA produce more accurate approximations than GSIZE.

Therefore, GSIZE does not provide more accurate estimation for the chosen ver-

tices, but it does give a good estimation in very limited time. As we were observing

the behaviour of GSIZE, when we change its input from c = 5 to c = 10, it will take

a longer time with larger sample size, but it will produce a better approximation for

the chosen nodes.

3.6 Conclusions

The lack of a golden standard benchmark for evaluating approximate betweenness

centrality algorithms made it difficult for researchers to compare their algorithms to

existing ones, and difficult for users to choose the appropriate algorithm for their

applications. Motivated by that, we developed BeBeCA in an attempt to standard-

ize and facilitate evaluating betweenness centrality approximation algorithms. This

chapter described BeBeCA and presented an extensive experimental evaluation of the

prominent approximation algorithms. Our evaluation of existing betweenness central-

ity approximation algorithms showed that simple approximation algorithms based on

source sampling offer a good trade-off between performance and accuracy. More

specifically, algorithms based on a uniform random sampling of sources perform well

consistently as the graph size grows, with tolerable runtimes, and they outperform

more sophisticated and recent algorithms both in terms of performance and accuracy.
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Chapter 4

Betweenness Centrality in Evolving Graphs

4.1 Introduction

The previous chapter addressed betweenness centrality computation in static graphs

(i.e., graphs that do not change over time). However, modern graphs are inherently

evolving [80]. For instance, users join and leave social networks over time, and con-

nections between users (e.g., friendships) are established or demolished. Consider the

relatively small twitter-munmun dataset with 460K nodes and 833K edges (see Sec-

tion 4.4 for details) and assume one new edge is inserted. To recompute betweenness

centrality from scratch, Brandes algorithm requires a day. Consequently, in evolving

graphs, betweenness centrality should be updated in an incremental way that avoids

complete recomputation. This is challenging because it requires all-pairs shortest

path information in the entire graph. Even a small graph update can result in many

shortest path alternations, causing many betweenness centrality values updates.

In this chapter we concentrate on the incremental computation of betweenness cen-

trality. In the related literature, three approaches stand out for updating betweenness

centrality in evolving graphs:

1. Green’s algorithm [35] stores and maintains the all-pairs shortest path infor-

mation of the graph in the main memory. Although this approach is fast,

memory requirements are prohibitive. For example, for the relatively small

twitter-munmun graph mentioned above, Green requires more than 4TB of RAM,

causing the algorithm to crash on our machine with 256GB of RAM, as shown
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Table 4.1: Performance of the best incremental algorithms for updating betweenness
centrality after inserting one edge; twitter-munmun dataset (460K nodes, 833K edges).

Algorithm Time (sec) Space (GB) Cores
Green [35] crashed 4,000.0 1
QUBE [37] 4,210 0.2 1
Lee 2016 [69] 2,634 0.06 1
Kourtellis [36] 2,376 4,000.0 100
iCENTRAL 190 1.6 20

in Table 4.1.

2. QUBE [37] decomposes the input graph into independent components using

minimum union cycles, such that a change in one component does not affect

the betweenness centrality values of nodes in other components. After a graph

update, complete recomputation is only performed within the affected compo-

nent. QUBE has linear space requirements and needs only 0.2GB of RAM for

the twitter-munmun graph, but it is very slow (see Table 4.1). Recently, the

same authors proposed using biconnected components (a graph decomposition

that results in smaller components compared to the minimum union cycles) [69].

This approach is faster than the original QUBE (refer to Lee 2016 in Table 4.1),

but it is still slow, since it requires complete recomputation within each affected

biconnected component.

3. Kourtellis’ algorithm [36] is a parallel map-reduce variation of Green’s algorithm

that uses the Hadoop file system, instead of RAM, to store the all-pairs shortest

path information. As shown in Table 4.1, Kourtellis needs 4TB of distributed

disk space for the twitter-munmun graph, and finishes roughly 2 times faster than

QUBE, but uses 100 cores whereas QUBE needs only one.

In this chapter we propose iCentral: an incremental algorithm for computing

betweenness centrality in evolving graphs, that needs space linear to the size of the

graph allowing it to scale to large graphs. The main novelty of iCentral is the
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incremental computation within each graph component, allowing it to avoid many

unnecessary recomputations and be much faster than the state-of-the-art; for the

example in Table 4.1, iCentral on 20 cores is 10x faster than Kourtellis on 100

cores. iCentral is based on three key ideas:

Avoid BFSs. Betweenness centrality needs the all-pairs shortest path information,

which entails the computation of breadth-first search DAGs of all nodes in the

graph [19]. We observe that after a graph update, many breadth-first search

DAGs do not change at all. iCentral implements a novel method that identi-

fies efficiently the breadth-first search DAGs that remain intact without realizing

the actual DAGs.

Incremental BFSs. For those DAGs that are affected by a graph update, iCent-

ral implements a novel algorithm that incrementally maintains only the parts

of the breadth-first search DAGs that are affected without recomputing the

actual DAGs.

Biconnected components. iCentral decomposes the graph into biconnected com-

ponents [81]. We formally prove (Theorem 1) that the betweenness centrality

values of nodes not belonging to the affected biconnected components do not

change after the update. We also show how to incrementally update between-

ness centrality values within the affected components (Theorem 2). This con-

trasts existing approaches [37, 69] that need to recompute everything within

each affected component.

The ideas above result in significant speedups over recomputation of betweenness

centrality from scratch. Still, the computational intensity of betweenness centrality

cannot be handled effectively by a single machine. Thus, exploiting parallelism is

necessary to scale to large graphs. To this end, we develop a parallel version of

iCentral that runs on multiple cores on one machine, or on many machines. The
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main idea is to perform in parallel many breadth-first searches from different starting

nodes. Other than some synchronization at the beginning and the end of the breadth-

first searches, our implementation is embarrassingly parallel; therefore it scales well to

large computer clusters. Parallel iCentral can handle the largest graphs reported

in previous work, using an order of magnitude less computational resources than the

best existing parallel algorithm [36].

We make the following contributions in this chapter:

� We propose iCentral, a novel incremental method for updating betweenness

centrality in evolving graphs. iCentral scales to large graphs by using space

linear to the graph size.

� We couple iCentral with biconnected components graph decomposition and

prove formally the correctness of our algorithm. iCentral is the first algorithm

to support incremental betweenness centrality computation within each graph

component.

� We evaluate our method experimentally by using large real graphs. We show

that the serial version of iCentral is up to 3.7 times faster than the best serial

methods.

� Finally, we develop a scalable parallel implementation of our algorithm. Com-

pared to the state-of-the-art parallel incremental algorithm, parallel iCentral

is an order of magnitude faster and requires an order of magnitude fewer ma-

chines.

The rest of this chapter is organized as follows: Section 4.2 contains essential

background on the incremental computation of betweenness centrality. Section 4.3

introduces iCentral. Section 4.4 presents the experimental analysis, followed by

related work in Section 4.5 and conclusions in Section 5.9.
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4.2 Background and Definitions

Recall from Section 3.2 that a graph G = (V,E) is composed of a set of nodes V and a

set of edges E⊆V×V . For simplicity, we assume that G is unweighted, undirected and

connected. The results of this chapter can be generalized to directed and weighted

graphs.

4.2.1 Betweenness Centrality

Recall from Section 3.2 that the betweenness centrality value BCG[v] of node v in

graph G is the fraction of the shortest paths between all pairs of nodes in the graph

that pass through v. Formally:

BCG[v] =
∑

s,t∈V, s6=t6=v

σst(v)

σst
(4.1)

where σst is the number of shortest paths from node s to node t, and σst(v) is the

number of shortest paths from s to t that pass through v.

For any triplet of nodes s, t, and v in V , Brandes [19] defines pair dependency,

denoted by δst(v), and source dependency, denoted by δs•(v) as:

δst(v) =
σst(v)

σst
and δs•(v) =

∑
t∈V, t6=v

δst(v) (4.2)

respectively. Using the above notions, Equation 4.1 can be equivalently written as:

BCG[v] =
∑

s∈V, s6=v

δs•(v) (4.3)

Brandes proved that δs•(v) can be computed using the following formula:

δs•(v) =
∑

v∈Ps(w)

σsv
σsw
· (1 + δs•(w)) (4.4)
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where σij is the number of shortest paths from i to j and Ps(w) is the list of parents of

w in the breadth-first search DAG of s. Equation 4.4 defines the source dependency of

a source s on a node v as a function of the source dependencies of v’s children, however,

it does not define the process that needs to be performed to compute the source

dependencies. To implement Equation 4.4, Brandes performs a two-phase process.

The first phase executes a breadth-first search initiated from s to compute σst and

Ps(t) for all nodes t∈V with s 6= t. The second phase performs a reverse breadth-first

search (i.e., from the leaves to the root) and uses Equation 4.4 to compute δs•(v).

In Brandes method, the cost of computing the betweenness centrality of a single

node does not differ much from the cost of computing betweenness centrality of all

nodes of the graph. For verification consider Equation 4.3; the computation of BCG[v]

for a given node v requires δs•(v) for all s ∈ V, s 6= v. Computing δs•(v) requires

δs•(vdec) for all nodes vdec that are descendants of v in the breadth-first search DAG

of s. For instance, in Fig. 3.2, to compute δ1•(4), δ1•(i) for all i ∈ {3, 5, 6, 7, 8} are

required. With minor effort we may also compute all other values δs•(i), i ∈ V (i.e.,

δ1•(2) in the previous example). Using these values, we may compute the betweenness

centrality of all other nodes.

4.2.2 Updating Betweenness Centrality

Graphs are rarely static; edges and nodes are inserted and deleted as a graph evolves.

The most important update operation is the insertion of a new edge between two

existing nodes; deletions can be performed analogously.

Consider graph G(V,E) and the betweenness centrality values BCG[v] for all of

its nodes. Assume that a new edge e is inserted into G. The new graph is denoted by

G′(V ′, E ′) where V ′=V and E ′=E ∪ {e}. As explained in Section 4.2.1, computing

BCG[v] is done by computing of δs•(v) for all s, v∈V (Equation 4.3). For each s∈V ,

the breadth-first search DAG of s is used to compute σsv, Ps(v) and finally δs•(v) for
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all v ∈ V (see also Example 1). Adding edge e to G affects some of these DAGs and

the corresponding values of δs•(v). In our example, consider the breadth-first search

DAG of node 1 (Fig. 4.2) and add a new edge e between nodes 2 and 4. e does not

change the DAG of node 1, so it does not affect the values of σ1v, P1(v) and δ1•(v).

This observation is captured in the following proposition [35].

Proposition 1. Let us add a new edge e to a graph G. If for a node s, edge e connects

two nodes at the same level in its breath-first search DAG (or equivalently s has the

same distance to both nodes of edge e) then all δs•(v) values remain unchanged for all

nodes v.

This proposition allows updating betweenness centrality values after a graph up-

date without recomputing all the breadth-first search DAGs in the graph. Previous

works [35, 36] utilize Proposition 1 by storing the breadth-first search DAGs for all

nodes in the graph, and querying these DAGs upon an edge insertion to identify the

DAGs that need to be considered to update the betweenness centrality values. Such

approach requires O(|V |2) storage, which is prohibitive for large graphs. iCentral

scales to large graphs by removing this storage requirement.

4.2.3 Biconnected Components

A biconnected graph is a graph that cannot be disconnected by removing any node [81].

Biconnected component of a graph is a maximal biconnected subgraph. An articu-

lation point is a node whose removal disconnects the graph. A node can belong to

multiple biconnected components while an edge belongs to only one biconnected com-

ponent. Intuitively, a biconnected component is a maximal subgraph separated from

the rest of the graph by articulation points. A graph can be decomposed into multiple

biconnected components; two such components may share only one articulation point.

In Fig. 4.1, we present a graph with 5 biconnected components B1, . . . ,B5 highlighted

with different colors. Articulation points 1, 6, 5 and 17 connect the biconnected
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Figure 4.1: Biconnected components of a graph

components and are illustrated in dark gray. The following example illustrates our

notation:

Example 2. Let G (respectively, G′) be the graph of Fig. 4.1 without (respectively,

with) the dotted edge e. The biconnected component affected by the insertion of edge

e is denoted by B′e. In this case, B′e is B3 and has 3 articulation points, namely 1, 5

and 6, that connect B′e with the rest of the graph. We refer to the subgraphs connected

to the affected biconnected component B′e by G1, G2, . . . In Fig. 4.1 there are three

such subgraphs composed of nodes 9 – 11, 15 – 20 and 12 – 14, respectively.

Inserting an edge e in graph G may affect the partitioning. If the nodes of edge e

belong to the same biconnected component then the partitioning remains intact. In

the general case, edge e is between two distinct biconnected components Bi and Bj.

In this case, after the insertion of e all biconnected components on the path from Bi

to Bj are merged to form a new biconnected component B′e.

The following lemmas demonstrate two important properties of biconnected com-

ponents. These lemmas are used in the proofs of Theorem 1 and Lemma 3.

Lemma 1. Let VB be the nodes of biconnected component B of graph G. Any shortest

path that connects two nodes v1 and v2 of VB stays within B.

Proof. For the sake of contradiction, let p be a shortest path between two arbitrary

nodes v1 and v2 of VB that goes outside the biconnected component B. Thus, path

p is of the form v1 → · · · → a → o1 → · · · → ok → a → · · · → v2 where a is an

articulation point of B and nodes o1, . . . , ok are outside B. Note that p exits and enters
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B through the same articulation point a otherwise B is not maximal. Now, consider

path p′ = v1 → · · · → a → · · · → v2, i.e., the path constructed by removing nodes

o1, . . . , ok from p. Path p′ connects v1 and v2 and is shorter than p which contradicts

our initial assumption that p is a shortest path.

Lemma 2. Let B and B′ be two biconnected components of graph G and let s ∈ B

and t ∈ B′. All shortest paths from s to t follow the same sequence of biconnected

components starting at B and ending at B′.

Proof. Let B1, . . . ,Bk be the biconnected components of a graph G. It is easy to

verify that replacing B1, . . . ,Bk with meta-nodes ν1, . . . , νk turns G into a tree (i.e.,

a graph without cycles). It is also easy to see that in a tree the path connecting

two nodes νi and νj (and, thus, the respective biconnected components Bi and Bj) is

unique.

Theorem 1. Let G′ be the graph constructed by adding edge e to graph G. Let also

B′e be the biconnected component of G′ that edge e belongs to. BCG′ [v]=BCG[v] for

all nodes v of graph G′ that do not belong to B′e.

Proof. Let v be a node that does not belong to B′e and let us denote by B′v the

biconnected component of v in G′ (if v is an articulation point, we may choose any

biconnected component that v belongs to). To compute BCG′ [v] we use Equation 4.3

and compute the pair dependencies δst(v), for all s, t ∈ VG′ such that s 6=v 6= t. In the

following, we prove that δst(v) does not change by inserting edge e. We consider the

following cases:

Nodes s, t∈B′v. Equation 4.2 defines δst(v)=σst(v)
σst

as a function of the shortest paths

between s → v, v → t and s → t. Since all s, t, v ∈ B′v and e is not inserted

in B′v, it follows from Lemma 1 that these values are not affected, which means

that δst(v) does not change.
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Node s∈B′v and node t 6∈ B′v. In this case, there exists an articulation point a∈B′v

such that all paths between s and t pass through a. Thus, δst(v)=σst(v)
σst

=

σsa(v)·σat
σsa·σat =σsa(v)

σsa
= δsa(v). Since all s, v, a ∈ B′v, it follows from the previous case

that δsa(v) does not change; thus, δst(v) does not change.

Nodes s, t 6∈B′v. We consider two cases. In the first case, B′v is not on the sequence of

biconnected components connecting s and t. It follows from Lemma 2 that no

shortest path passes through v, so δst(v) does not change. In the second case,

B′v is on the sequence of biconnected components connecting s and t. Then,

there exist articulation points a and a′ in B′v such that all paths between s and

t pass through a and a′. Therefore, δst(v)=σst(v)
σst

=
σsa·σaa′ (v)·σa′t
σsa·σaa′ ·σa′t

=
σaa′ (v)

σaa′
=δaa′(v).

Since a, a′, v ∈ B′v, it follows from the first case that δaa′(v) does not change;

thus, δst(v) does not change.

For all the cases above, the values of δst(v) are not affected by the insertion of the

new edge e; therefore, BCG′ [v]=BCG[v].

Theorem 1 states that the betweenness centrality values do not change outside

biconnected component B′e; therefore, an incremental method does not need to update

such values. Now let us consider the betweenness centrality values for nodes v ∈ B′e

that need to be updated. To compute BCG′ [v], we need δ′st(v) of all nodes s and t;

some of these nodes are inside and others are outside of B′e. However, we prove in

Lemma 3 that δ′st(v) can be computed by only considering nodes in B′e.

Lemma 3. Let G′ be the graph constructed by adding edge e to graph G. Let B′e be

the biconnected component of G′ containing edge e. For all nodes v of G′ that belong

to B′e and all pairs of nodes s and t of G′, the pair dependency δ′st(v) of G′ either does

not change or can be computed within biconnected component B′e.

Proof. Let v be a node of B′e, a1, . . . , ak be the articulation points of B′e and G1, . . . , Gk
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be the subgraphs of G′ connected to B′e through a1, . . . , ak, respectively. We consider

the following cases:

Nodes s, t ∈ B′e. In this case it follows from Lemma 1 that δ′st(v) can be computed

by considering only biconnected component B′e.

Nodes s and t belong to the same subgraph Gi. In this case we have δ′st(v)=δst(v).

This follows from Lemmas 1 and 2.

Node s belongs to subgraph Gi and t ∈ B′e. Let us consider articulation point

ai that connects Gi and B′e. All paths from s to t pass through ai. Thus,

δ′st(v)=
σ′st(v)

σ′st
=
σ′sai ·σ

′
ait

(v)

σ′sai ·σ
′
ait

=
σ′ait

(v)

σ′ait
=δ′ait(v), and δ′st(v) can be computed by con-

sidering only biconnected component B′e.

Node s belongs to subgraph Gi and node t belongs to subgraph Gj. Let us

consider articulation point ai (respectively aj) that connects Gi (respectively

Gj) and B′e. All paths from s to t pass through ai and aj. Thus, δ′st=
σ′st(v)

σ′st
=

σ′sai ·σ
′
aiaj

(v)·σ′ajt
σ′sai ·σ

′
aiaj
·σ′ajt

=
σ′aiaj (v)

σ′aiaj
=δ′aiaj(v), and δ′st(v) can also be computed by considering

only biconnected component B′e.

Previous works used biconnected components [69], as well as the minimum union

cycles 1 decomposition [37] in conjunction with the insights of Theorem 1 and Lemma 3

to update betweenness centrality values. However, they recompute everything inside

B′e. In contrast, iCentral performs incremental computation within the affected

component.

1Minimum union cycles provide similar guaranties to biconnected components, but result in an
inferior decomposition with larger components
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4.3 iCENTRAL

In this section we present our approach, iCentral, which incrementally updates

betweeness centrality values in a graph after an edge insertion or deletion. There are

two main novelties: (i) In contrast to existing methods [35, 36] that need O(|V |2)

space, iCentral needs linear space; and (ii) we prove theoretically (Theorem 2) that

iCentral performs incremental updates within the affected biconnected component,

whereas existing work [69] must recompute everything from scratch. In what follows

we focus on edge insertions; in Section 4.3.5 we discuss edge deletions.

4.3.1 Incremental Computation

Let δs•(v) (respectively, δ′s•(v)) be the node dependencies of the original graph G

(respectively, of the updated graph G′). From Equation 4.3, we have:

BCG[v] =
∑

s∈V, s6=v

δs•(v) and BCG′ [v] =
∑

s∈V, s6=v

δ′s•(v) (4.5)

Let Q⊆V be the set of all nodes for which the values of δs•(v) change with the

insertion of edge e (which means that the node dependencies for all nodes in V − Q

remain intact). BCG[v] and BCG′ [v] in Equation 4.5 can be combined:

BCG′ [v] = BCG[v] −
∑

s∈Q, s6=v

δs•(v) +
∑

s∈Q, s6=v

δ′s•(v) (4.6)

Equation 4.6 provides an incremental way to update betweenness centrality. To

compute δs•(v) and δ′s•(v), we perform breadth-first and reverse breadth-first traver-

sals, respectively, on the breadth-first search DAG of s. Specifically, to identify set Q,

we need the distances between all nodes of the graph and the nodes of the inserted

edge e. Let e = (v1, v2). A node s belongs to Q if dsv1 6= dsv2 ; since G is undirected,

this is equivalent to dv1s 6= dv2s. Thus, instead of storing the breadth-first search



72
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P1(2) = {1}1:

1

δ1•(2) = 1.514: 2 4
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6

7

σ13 = 2
P1(3)={2, 4}3:

δ1•(3) = 212:

σ15 = 2
P1(5)={3}5:

δ1•(5)=010:

σ14 = 1
P1(4) = {1}2:

δ1•(4) = 3.513:

σ16 = 1
P1(6) = {4}4:

δ1•(6) = 111:

σ17 = 1
P1(7) = {6}7:

δ1•(7) = 08:

σ18 = 2
P1(8)={3, 6}6:

δ1•(8) = 09:

(a)

σ12 = 1

P1(2) = {1}

1

δ1•(2)=0.8310:
2 4

3

5

8 6

7

σ13 = 2

P1(3)={2, 4}

δ1•(3)=0.678:

σ15 = 3

P1(5)={3, 8}
2:

δ1•(5) = 05:

σ14 = 1

P1(4) = {1}

δ1•(4) = 4.1659:

σ16 = 1

P1(6) = {4}

δ1•(6)=0.56:

σ17 = 2

P1(7)={6, 8}
3:

δ1•(7) = 04:

σ18 = 1

P1(8) = {4}
1:

δ1•(8)=0.837:

(b)

Figure 4.2: Computing δ1•(v) (illustrations of Example 3). The breadth-first search
DAGs of node 1 in the example graph of Fig. 3.1 before and after inserting edge
(4, 8) are shown in (a) and (b) respectively. For clarity, we do not illustrate edges
connecting nodes at the same level

DAGs, we can perform two breadth-first traversals from v1 and from v2 to determine

Q.

Example 3. Consider graph G of Fig. 3.1 (the computation of δ1•(v) for all v ∈ V

is discussed in Example 1 and is illustrated in Fig. 4.2a). Adding a new edge e,

illustrated with a dotted line, that connects nodes 4 and 8 modifies the breadth-first

search DAG of node 1 and the values of δs•(v) as presented in Fig. 4.2b.

Until here we discussed the main block of iCentral, which is the incremental

computation of betweenness centrality values. This is the part of iCentral that

utilizes the fact that not all shortest paths change after a graph update and allows

avoiding many breadth-first traversals. It is worth noting that the incremental com-

putation method described in this section is generic and can be applied independently

of the graph decomposition. That is, it can be applied either to the input graph di-

rectly; or with the biconnected components decomposition; or with any other suitable

decomposition.

4.3.2 Using Biconnected Components

In Theorem 2 we combine the incremental computation idea with Lemma 3 to show

how iCentral incrementally computes the affected betweenness centrality values
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within the affected biconnected component.

Theorem 2. Let G′ be the graph constructed by adding edge e to graph G, B′e be

the biconnected component of G′ that edge e belongs to, a1, . . . , ak be the articulation

points of B′e and G1, . . . , Gk be the subgraphs of G′ connected to B′e through a1, . . . , ak

respectively. For all nodes v of graph G′ that belong to B′e we have:

BCG′ [v] = BCG[v]− A[v] + A′[v]−B[v] +B′[v]− C[v] + C ′[v] (4.7)

where:

A[v] =
∑

s,t∈B′e
s 6=t6=v

δst(v), A′[v] =
∑

s,t∈B′e
s 6=t6=v

δ′st(v),

B[v] =
∑

s∈Gi,t∈B′e
s 6=t6=v,
i=1···k

δst(v), B′[v] =
∑

s∈Gi,t∈B′e
s 6=t6=v,
i=1···k

δ′st(v),

C[v] =
∑

s∈Gi,t∈Gj
s 6=t6=v, i=1···k,
j=1···k, i6=j

δst(v), C ′[v] =
∑

s∈Gi,t∈Gj
s6=t6=v, i=1···k,
j=1···k, i6=j

δ′st(v)

Note that:

Expression A[v] (resp. A′[v]) is the contribution of nodes s and t, that both belong

to the affected biconnected component B′e, to the betweenness centrality of v in graph

G (resp. G′). Both expressions can be computed by considering only biconnected

component B′e.

Expression B[v] (resp. B′[v]) is the contribution of node s that does not belong,

and node t that belongs to the affected biconnected component B′e, to the betweenness

centrality of v and can be computed by:

B[v] =
∑
i=1···k
t∈B′e,t 6=v

|VGi | · δait(v), B′[v] =
∑
i=1···k
t∈B′e,t6=v

|VGi | · δ′ait(v)

where δait(v), δ′ait(v) can be computed by considering only biconnected component B′e.
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Expression C[v] (resp. C ′[v]) is the contribution of nodes s and t, that both do

not belong to the affected biconnected component B′e, to the betweenness centrality of

v and can be computed by:

C[v] =
∑

i=1···k,
j=1···k,
i 6=j

|VGi |·|VGj |·δaiaj(v), C ′[v] =
∑

i=1···k,
j=1···k,
i 6=j

|VGi |·|VGj |·δ′aiaj(v)

where δaiaj(v) and δ′aiaj(v) can be computed by considering only biconnected component

B′e.

Proof. We need to show that Equation 4.7 is correct and that the equations given for

expressions B[v], B′[v], C[v], and C ′[v] are correct.

We start by showing the derivation of Equation 4.7. BCG[v] is the summation of

all pair dependencies in the graph, which can be written as:

BCG[v] = A[v] +B[v] + C[v] +D[v]

where

D[v] =
∑
s,t∈Gi
s 6=t6=v,
i=1···k

δst(v).

Note that D[v] is the summation of pair dependencies where both s and t belong to

the same subgraph Gi. Note that equation Equation 4.7 is equivalent to Equation

4.1 in Section 4.2.1 with the summation expanded to cover different cases of s and t

memberships explicitly. Similarly,

BC ′G[v] = A′[v] +B′[v] + C ′[v] +D′[v] (4.8)



75

where

D′[v] =
∑
s,t∈Gi
s6=t6=v,
i=1···k

δ′st(v).

By adding BCG[v] to both sides of Equation 4.8, we get:

BC ′G[v] = BCG[v] + A′[v] +B′[v] + C ′[v] +D′[v]− BCG[v]

= BCG[v] + A′[v] +B′[v] + C ′[v] +D′[v]

− (A[v] +B[v] + C[v] +D[v])

It follows from the proof of Lemma 3 that D[v] is equal to D′[v] (the case when both

s and t belong to the same subgraph Gi). Consequently,

BCG′ [v] = BCG[v]− A[v] + A′[v]−B[v] +B′[v]− C[v] + C ′[v]

Now we show that

B[v] =
∑
i=1···k
t∈B′e,t 6=v

|VGi | · δait(v).

B[v] can be expressed as (by explicitly showing the summation over s):

B[v] =
∑
t∈B′e,
i=1···k

∑
s∈Gi,
s6=t6=v

δst(v).

Note that δst(v) = δait(v) for pairs s ∈ Gi and t ∈ B′e (from the proof of Lemma 3).

Consequently,

B[v] =
∑
t∈B′e,
i=1···k

∑
s∈Gi,
s 6=t6=v

δait(v).
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Because the inner summation is independent of s, and s belongs to subgraph Gi whose

node set cardinality is |VGi |, B[v] can be written as:

B[v] =
∑
i=1···k
t∈B′e,t 6=v

|VGi | · δait(v).

The case of B′[v] can be shown similarly.

Now we show that

C[v] =
∑

i=1···k,j=1···k,
i 6=j

|VGi | · |VGj | · δaiaj(v).

C[v] can be expressed as (by explicitly showing the summations over s and t):

C[v] =
∑
i=1···k,
j=1···k,
i 6=j

∑
s∈Gi,t∈Gj
s 6=t6=v

δst(v).

Note that δst(v) = δaiaj(v) for pairs s ∈ Gi and t ∈ Gj (from the proof of Lemma 3).

Consequently,

C[v] =
∑
i=1···k,
j=1···k,
i 6=j

∑
s∈Gi,t∈Gj
s 6=t6=v

δaiaj(v).

Because the inner summation is independent of both s and t, s belongs to subgraph

Gi whose node set cardinality is |VGi |, and t belongs to subgraph Gj whose node set

cardinality is |VGj |, C[v] can be written as:

C[v] =
∑

i=1···k,j=1···k,
i 6=j

|VGi | · |VGj | · δaiaj(v).

The case of C ′[v] can be shown similarly. This concludes our proof of Theorem 2.
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Theorem 2 is crucial. It states that the affected betweenness centrality values

BCG′ [v] can be incrementally computed after a graph update by considering the

nodes within the affected biconnected component B′e. This theorem distinguishes

iCentral from existing work [69], which requires recomputation from scratch inside

the affected component.

4.3.3 Computing Source Dependencies

In this subsection we show how to compute the source dependencies that encapsulate

the pair dependencies in each of the expressions A[v], A′[v], B[v], B′[v], C[v], and

C ′[v] of Theorem 2 to enable updating the betweenness centrality with breadth-first

and reverse breadth-first traversals. Below we show how the source dependencies are

computed for A[v], B[v], and C[v]. The source dependency computation of A′[v],

B′[v], and C ′[v] can be shown similarly.

Expression A[v] (s, t ∈ B′e). This case is similar to computing the source de-

pendencies in a graph. Thus, the source dependencies that encapsulate the

pair dependencies in A[v] are computed with Equation 4.4, (i.e., δs•(v) =∑
v∈Ps(w)

σsv
σsw
· (1 + δs•(w))).

Expression B[v] (s /∈ B′e, t ∈ B′e). Let s ∈ Gi. In this case, each pair dependency

δst(v) is equal to δait(v), (from the proof of Lemma 3). Consequently, the source

dependency of each node s ∈ Gi is equal to the source dependency of ai (i.e.,

δs•(v) = δai•(v)). This means that the summation of the source dependencies of

all nodes s ∈ Gi can be computed at once with |VGi | ·δai•(v), which encapsulates

the pair dependencies in B[v].

Expression C[v] (s, t /∈ B′e). Let s ∈ Gi and t ∈ Gj where i 6= j. For this case, we

define the external graph pair dependency and the external graph dependency
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as:

δGiGj(v) =
∑

s∈Gi,t∈Gj

δst(v) and δGi•(v) =
∑

j=1···k, i 6=j

δGiGj(v).

The external graph dependencies encapsulate the pair dependencies in C[v],

and can be computed using the following equation: (derivation below)

δGi•(v) =


|VGi | · |VGv | v is articulation point∑
v∈

Pai (w)

σaiv
σaiw
· δGi•(w) otherwise

(4.9)

We define δGi•(v) to be |VGi | · |VGv | if v is an articulation point. Note that the

case of articulation points is the base case of Equation 4.9, and it facilitates deriving

the recursive Equation 4.9. Below we show the derivation of Equation 4.9 for nodes

that are not articulation points.

We start from the definition of δGi•(v):

δGi•(v) =
∑

j=1···k,
i 6=j

δGiGj(v),

which can be written as:

δGi•(v) =
∑

j=1···k,
i 6=j

|VGi | · |VGj | · δaiaj(v).

Define δaiaj(v, w) =
σaiaj (v,w)

σaiaj
to be the fraction of shortest paths that pass through

both v and w, where w is a child of v in the breadth-first DAG of ai, and σaiaj(v, w)

is the number of shortest paths between ai and aj that pass through v and w. Note

that δaiaj(v) is the summation of δaiaj(v, w) for its children. Consequently, δGi•(v)
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can be expressed as:

δGi•(v) =
∑

j=1···k,
i 6=j

∑
v∈Pai (w)

|VGi | · |VGj | · δaiaj(v, w),

and by reversing the summations we get:

δGi•(v) =
∑

v∈Pai (w)

∑
j=1···k,
i 6=j

|VGi | · |VGj | · δaiaj(v, w).

Since δaiaj(v, w) =
σaiaj (v,w)

σaiaj
, we get:

δGi•(v) =
∑

v∈Pai (w)

∑
j=1···k,
i 6=j

|VGi | · |VGj | ·
σaiaj(v, w)

σaiaj
.

The number of shortest paths between ai and aj that pass through v and w can be

written as σaiv · σvw · σwaj , and since σvw = 1 (v and w are connected with an edge)

we get σaiaj(v, w) = σaiv · σwaj . Which results in:

δGi•(v) =
∑

v∈Pai (w)

∑
j=1···k,
i 6=j

|VGi | · |VGj | ·
σaiv · σwaj
σaiaj

.

Note that σaiaj(w) = σaiw · σwaj , which means that σwaj =
σaiaj (w)

σaiw
. By plugging the

value of σwaj in the equation above, we get:

δGi•(v) =
∑

v∈Pai (w)

∑
j=1···k,
i 6=j

|VGi | · |VGj | ·
σaiv · σaiaj(w)

σaiw · σaiaj
.
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By rearranging the terms and replacing
σaiaj (w)

σaiaj
with δaiaj(w), we get:

δGi•(v) =
∑

v∈Pai (w)

σaiv
σaiw

·
( ∑
j=1···k,
i 6=j

|VGi| · |VGj | · δaiaj(w)
)
.

Finally, note that the summation inside the big parenthesis is the external graph de-

pendency of node w. Which means that δGi•(v) for a node v that is not an articulation

point can be expressed as:

δGi•(v) =
∑

v∈Pai (w)

σaiv
σaiw

· δGi•(w),

and that:

δGi•(v) =


|VGi | · |VGv | v is articulation point∑
v∈

Pai (w)

σaiv
σaiw
· δGi•(w) otherwise

This concludes the derivation of Equation 4.9.

4.3.4 iCENTRAL Algorithm

Algorithm iCentral works as follows: Line 1 decomposes the input graph G′ into

its biconnected components using Hopcroft and Tarjan algorithm [82]. Then, Line 2

identifies biconnected component B′e that is affected by the graph update. iCentral

performs the biconnected components decomposition on G′ instead of G to support

the general case when the inserted edge e connects multiple biconnected components

of G. Following, Lines 5–9 identify set Q by performing two breadth-first traversals

in Be.

For all nodes in set Q, Lines 10 – 40 iteratively update the betweenness central-

ity of nodes in B′e by performing a breadth-first and a reverse breadth-first search,
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Algorithm: iCentral
Input: Graph G(V,E), the betweenness centrality values BCG of G, and new edge e ∈ V×V
Output: The betweenness centrality values BCG′ of graph G′ that is constructed by inserting edge e to

graph G

1 Find the biconnected components of G′

2 Let B′e(VB′
e
, EB′

e
) be the biconnected component of G′ that edge e belongs to

3 Let Be(VBe , EBe ) be B′e(VB′
e
, EB′

e
− {e})

4 Let e = (v1, v2)

5 Perform a breadth-first search to compute the distance dv1s between v1 and s in Be
6 Perform a breadth-first search to compute the distance dv2s between v2 and s in Be
7 for all nodes s ∈ VBe do
8 if dv1s 6= dv2s then
9 Add s to Q

10 for all nodes s ∈ Q do
11 Find σs[v] and Ps[v] for v ∈ VBe (BFS from s)
12 δs•[v] = 0 for v ∈ VBe
13 δGs•[v] = 0 for v ∈ VBe
14 for all nodes w ∈ VBe in reverse BFS order from s do
15 if s and w are articulation points then
16 δGs•[w] = |VGs | · |VGw |

17 for p ∈ Ps[w] do

18 δs•[p] = δs•[p] +
σs[p]
σs[w]

· (1 + δs•[w])

19 if s is an articulation point then

20 δGs•[p] = δGs•[p] + δGs•[w] · σs[p]
σs[w]

21 if w 6= s then
22 BCG′ [w] = BCG′ [w]− δs•[w]/2.0

23 if s is an articulation point then
24 BCG′ [w] = BCG′ [w]− δs•[w] · |VGs |
25 BCG′ [w] = BCG′ [w]− δGs•[w]/2.0

26 Find σ′s[v] and P ′s[v] for v ∈ VB′
e

(partial BFS from s)

27 δ′s•[v] = 0 for v ∈ VB′
e

28 δ′Gs•[v] = 0 for v ∈ VB′
e

29 for all nodes w ∈ VB′
e
in reverse BFS order from s do

30 if s and w are articulation points then
31 δ′Gs•[w] = |VGs | · |VGw |

32 for p ∈ P ′s[w] do

33 δ′s•[p] = δ′s•[p] +
σ′
s[p]

σ′
s[w]
· (1 + δ′s•[w])

34 if s is an articulation point then

35 δ′Gs•[p] = δ′Gs•[p] + δ′Gs•[w] · σ
′
s[p]

σ′
s[w]

36 if w 6= s then
37 BCG′ [w] = BCG′ [w] + δ′s•[w]/2.0

38 if s is an articulation point then
39 BCG′ [w] = BCG′ [w] + δ′s•[w] · |VGs |
40 BCG′ [w] = BCG′ [w] + δ′Gs•[w]/2.0

41 return BCG′
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respectively. The updates are done in two steps: subtracting the old source and ex-

ternal graph dependencies; i.e., A[v], B[v], and C[v] (Lines 11 – 25), and adding the

new source and external graph dependencies; i.e., A′[v], B′[v], and C ′[v] (Lines 26 –

40). In the next paragraph we explain how to use the equations in Section 4.3.3 to

compute and subtract A[v], B[v], and C[v] (Lines 11 – 25). Computing and adding

A′[v], B′[v], and C ′[v] are done similarly in Lines 26 – 40.

Computing the source dependencies that encapsulate node pairs in A[v] is done

with a direct application of Equation 4.4 in Line 18. These source dependencies are

subtracted from the betweenness centrality values in Line 22. The pair dependencies

in B[v] are encapsulated in δs•(w) · |VGs |, which is subtracted in Line 24. This is

done only if s is an articulation point as explained in Section 4.3.3. The case of pair

dependencies in C[v] is more involved, and requires maintaining the structure δGs•[v]

to compute the external graph dependencies (Line 13). Computing δGs•[v] starts

with the base case of Equation 4.9 when both the source s and the node considered in

the reverse breadth-first search (i.e, w) are articulation points. This is done in Line

16. The external graph dependency on node w is computed with Equation 4.9 if the

source s is an articulation point in Line 20. Note that δGs•(w) is defined only if s is

an articulation point, because that is the case when external graph dependencies are

defined and needed to be propagated to nodes in B′e (see Section 4.3.3). Note that

δs•(w) and δGs•(w) are divided by 2 in Lines 22 and 25 to avoid counting the same

path twice, since the input graph is undirected.

iCentral utilizes the fact that many σsv values remain unchanged in the breadth-

first search DAG of s after inserting edge e, even when s ∈ Q. Let l be the node of

e further from s in its breadth-first search DAG. To find the nodes for which σsv

changes, we only need to start a breadth-first search from l in the breadth-first DAG

of s. We refer to this optimized traversal as partial breadth-first search (Line 26).



83

4.3.5 Edge Deletions

Minimal modifications are required to support edge deletions. Specifically, Lines 1,

2, and 3, and are modified as follows. Line 1 becomes:

Find the biconnected components of G

The biconnected component decomposition is computed on G to support the case

when the removal of e breaks an existing component into multiple components. The

subgraph that needs to be considered is the union of the resulting smaller components,

which is the biconnected component that e belongs to in G, denoted by Be (as reflected

in the updated Lines 2 and 3 below).

Let Be(VBe , EBe) be the biconnected component of G that edge e belongs to
Let B′e(VB′e , EB′e) be Be(VBe , EBe ∪ {e})

4.3.6 Weighted and Directed Graphs

iCentral can be generalized to weighted and directed graphs. To handle weighted

graphs, Dijkstra’s algorithm should be used instead of breadth-first traversal in Lines

11 and 26. To handle directed graphs, the main change is identifying set Q by

performing breadth-first traversals on the transpose of B′e rather than on B′e itself.

4.3.7 Parallel Implementation of iCENTRAL

Even though iCentral saves a lot of computation, updating betweenness centrality

in large graphs requires a many independent breadth-first traversals that can be done

in parallel. Thus, in this subsection we describe two versions of parallel iCent-

ral; a shared-memory (multi-threaded) implementation and a distributed-memory

implementation. Note that the iterations of iCentral (Lines 10–40) are independent
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of each other. Thus, we are able to follow a simple coarse-grained approach and

compute the contributions of subsets of Q in parallel.

Shared-memory implementation. The main thread computes the biconnected compo-

nents decomposition and set Q (i.e, the set of nodes for which δs• changes). Following,

set Q is divided uniformly among the available threads and each thread computes the

changes of δs• for its assigned sources. To avoid excessive allocations and dealloca-

tions of intermediate structures, memory allocation is performed at the initialization

of each thread. All iterations in a particular thread share the same intermediate struc-

tures. After all threads complete their computation, the main thread summarizes all

partial contributions to produce the final updated betweenness centrality values. Note

that the shared-memory implementation needs only one copy of the graph, and each

thread maintains intermediate structures (i.e., shortest distances, shortest distance

counts, and parent lists).

Distributed-memory implementation. This implementation adds another level of par-

allelism. The nodes in set Q are first divided uniformly among the available machines.

The assigned subset of Q within a machine is further divided uniformly among the

cores of the machine similarly to the shared-memory implementation. The final result

accumulation is done in two steps. The partial results are accumulated at the master

thread of each machine, and then the master machine collects the accumulated par-

tial results from all other machines and summarizes them for each node to produce

the final updated betweenness centrality values. A copy of the graph is stored in

each of the machines to avoid communication among machines to retrieve the graph

structure.

iCentral uses a serial implementation of Hopcroft and Tarjan algorithm [82] to

compute the biconnected components. This algorithm is fast (i.e., takes linear time),

and it takes an insignificant portion of the total execution time of iCentral. To

give a concrete example, the serial version of iCentral needs about 1800 seconds
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to compute the betweenness centrality updates for the twitter-munmun dataset after

an edge insertion, out of which 1.3 seconds are spent to compute the biconnected

components (i.e., less than 0.1% of the total execution time). Additionally, parallel

biconnected components computation methods do not achieve more than 0.4 paral-

lel speedup efficiency [83]. For the above two reasons, we do not consider parallel

algorithms for finding biconnected components and focus on the optimization of the

remaining tasks that are quadratic and dominate the execution time.

4.3.8 Complexity Analysis of iCENTRAL

Let V and E be the sets of nodes and edges in the input graph G. Let VB′e and EB′e

be the sets of nodes and edges of the biconnected component of the updated graph

G′ that the inserted edge e belongs to.

Initially, iCentral computes the biconnected components (Line 1). This is done

by depth-first traversal [82], requiring O(|V |+|E|) time and O(|V |+|E|) space. Then

iCentral computes set Q by doing two breadth-first traversals and one loop through

the nodes of B′e to check for sources that qualify for Q membership (Lines 5–9), which

take O(|VB′e|+ |EB′e|) time and space. Following, iCentral considers all nodes s in Q

(which is a subset of VB′e). Each iteration (Lines 10 – 40) performs two breadth-first

and two reverse breadth-first traversals and is performed in O(|VB′e|+ |EB′e|) time and

O(|VB′e|+ |EB′e|) space. Thus, the complexity of Lines 10 – 40 is O(|Q||EB′e|) time and

O(|VB′e|+ |EB′e|) space (the space bound does not change because the reserved space

is freed after each iteration). To summarize, the overall complexity of iCentral is

O(|Q||EB′e|) time and O(|V |+ |E|) space.

With T processing units we may parallelize the execution of Lines 10 – 40. iCent-

ral can be performed in O(|Q||EB′e|/T ) time and requires O(T (|V | + |E|)) space

(since each unit needs independent storage). Since Q is bounded by V and EB′e is

bounded by E, the time bound can be also expressed as O(|V ||E|) for the serial and
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O(|V ||E|/T ) for the parallel case. In real graphs, though, we typically have |Q| < |V |,

so these bounds are crude and the expected time is much lower. This is also verified

in our experiments (Section 4.4).

4.3.9 Time and Space Complexity Comparison.

We present in Table 4.2 a time and space complexity comparison between the state-

of-the-art algorithms we compare in our experiments. Refer to Section 4.4 for a

brief description of these algorithms. Table 4.2 provides a theoretical insight into

the advantages and the limitations of each algorithm. Specifically, Table 4.2 shows

the time and space complexity of the algorithms under consideration when used to

update the betweenness centrality values in a graph G(V,E) after inserting edge e.

We use the following notation in Table 4.2. The minimum union cycle subgraph

to which edge e belongs is denoted byM′
e(VM′e , EM′e). The biconnected component

subgraph to which edge e belongs is denoted by B′e(VB′e , EB′e) The number of nodes

in G, M′
e, and B′e are denoted by |V |, |VM′e|, and |VB′e|, respectively. The number

of edges in G, M′
e, and B′e are denoted by |E|, |EM′e|, and |EB′e|, respectively.

Finally, |Q| and |QB′e| denote the number of the breadth-first search DAGs whose

root (i.e., source node) is not equidistant from the two nodes of edge e in G and B′e,

respectively.

iCentral has a lower time complexity compared to Qube because a minimum

union cycle an edge belongs to, M′
e, is always larger than or equal to the bicon-

nected component, B′e, the same edge belongs to, resulting in smaller number of

nodes and edges to be processed in the case of using the biconnected components

decomposition. This is verified in Table 4.9. Compared to Lee-BCC, the time com-

plexity of iCentral is also lower because iCentral avoids many iterations, and

only performs an iteration for a source node if it belongs to set Q (see Section 4.3

for details on Q). iCentral performs lower number of iterations than Green and



87

Table 4.2: Time and space complexity of the state-of-the-art incremental betweenness
centrality algorithms.

Algorithm Time Space
Brandes O(|V ||E|) O(|V |+ |E|)
Qube O(|VM′e||EM′e|) O(|V |+ |E|)
Lee-BCC O(|VB′e||EB′e|) O(|V |+ |E|)
Green O(|Q||E|) O(|V |2)
Kourtellis O(|Q||E|) O(|V |2)
iCentral O(|QB′e||EB′e|) O(|V |+ |E|)

Kourtellis; however, the iterations of Green and Kourtellis can be faster, even

though they have a higher upper bound than iCentral, because these algorithms

rely on stored breadth-first DAGs to accelerate their iterations which results in their

prohibitively high space complexity. Regarding the parallel algorithms, iCentral

and Kourtellis; both of these algorithms do not require communication among the

processing elements, which means that their theoretical speedup is P , if P processing

elements are provided.

It is worth noting however that |VM′e |, |EM′e|, |VB′e|, |EB′e |, |Q|, and |QB′e| vary

across different datasets and cannot be determined as a function of the input size.

This implies that the time complexity of all the compared algorithms has an upper

bound of O(|V ||E|). We provide these time complexities for the sake of comparison,

and to supplement our experimental findings in Section 4.4 with some theoretical

insight.

4.4 Experimental Evaluation

We experimentally evaluate iCentral and compare it with several state-of-the-art

methods [19, 35, 37, 69, 36]. Our results illustrate that iCentral is more than

an order of magnitude faster than non-incremental methods, and 3.7 times faster

than the state-of-the-art serial incremental algorithm. We also demonstrate that the

parallel version of iCentral scales to graphs with millions of nodes and edges, is
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an order of magnitude faster, and uses an order of magnitude less resources than the

state-of-the-art parallel incremental algorithm.

4.4.1 Experimental Setup

Datasets. We use the synthetic and real graph datasets listed in Table 4.3. If a

graph dataset is directed, we consider its undirected version and if a graph is not

connected we consider its largest connected component. We refer to graphs with less

than 100,000 nodes as small, and those with more nodes as large. Small graphs were

used in [37], and large graphs were downloaded from KONECT2 and SNAP3. We

keep the dataset names of the original sources to avoid confusion. The datasets cover

a wide variety of properties and domains. Specifically:

� Synthetic graphs: ER, PA, and FF are synthetic graphs generated by SNAPPY4

using the following random graph generation models, respectively: Erdős-Rényi

[84], Preferential Attachment [85] (with node out-degree of 10), and Forest Fire

[86] (with forward and backward probabilities of 0.35).

� Real small graphs: Cagr, Erdos02, and Erdos972 are collaboration networks; Epa

is a web graph; Eva is a media ownership network; Wiki-Vote is vote network

between users of Wikipedia; and Contact is a communication network. slashdot

and facebook are snapshots of the Slashdot and the Facebook social networks;

edges in these two networks are timestamped, and they represent real evolving

graph data.

� Real large graphs: epinions is a trust network between Epinions users; email-EuAll

is a communication network between an EU’s institution researchers; com-dblp

is a co-authorship network; web-NotreDame is the web graph of the University of

2http://konect.uni-koblenz.de/networks
3http://snap.stanford.edu/data
4http://snap.stanford.edu/snappy/

http://konect.uni-koblenz.de/networks
http://snap.stanford.edu/data
http://snap.stanford.edu/snappy/


89

Table 4.3: Graph datasets used in the experiments

Graph dataset |VG| |EG| Diam.

S
y
n
th

et
ic ER 10,000 100,000 5

PA 10,000 99,945 4

FF 10,000 151,433 14

R
ea

l
d
at

as
et

s

Cagr 4,158 13,428 16
Epa 4,253 8,897 10
Eva 4,475 4,654 17
Erdos972 5,440 8,940 11
Erdos02 6,927 11,850 4
Wiki-Vote 7,066 10,0736 6
Contact 13,373 79,823 9
slashdot 51,083 117,378 13
facebook 63,392 816,831 12
epinions 119,130 704,572 13
email-EuAll 224,832 340,795 11
com-dblp 317,080 1,049,866 20
web-NotreDame 325,729 1,117,563 31
twitter-munmun 465,017 833,540 8
amazon 2,146,057 5,743,146 11

Notre Dame; twitter-munmun is a snapshot of the Twitter follower network; and

amazon is an Amazon product rating network.

Detailed information about these datasets is available in the respective sources.

Note that the amazon dataset (2M nodes and 6M edges) is the largest dataset ever

considered for incremental betweenness centrality. iCentral scales to this dataset

using a computer cluster with 19 machines, whereas the only existing work [36] that

scales to it requires a cluster with hundreds of machines. Note that these graphs are

considered small in today’s standard. However, for exact computation of between-

ness centrality, these datasets require a large amount of computation, and thus are

considered large.

Graph updates. For insertions, we insert random edges selected from a uniform

distribution to update a graph, except for the facebook and the slashdot datasets where

we remove the most recent edges and insert them back. For deletions, we select
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random edges from the graph excluding bridge edges to maintain the connectedness

of the graph. In our study, we evaluate the average runtime for all edge insertions or

deletions.

Competitors. We compare against the following algorithms:

Kourtellis: This is the original parallel map-reduce implementation5 by Kourtellis

et al. [36]. It is incremental and stores intermediate results in HDFS files. We

execute it on Hadoop 1.2.1 with 100 mappers and one reducer. Kourtellis is

a direct competitor to the parallel version of iCentral.

Green: This is the original implementation of Green’s algorithm [35] provided by

its authors. Green is incremental and stores intermediate results in memory.

Qube: This is our implementation QUBE [37]; the original implementation was not

available to us. As in the original version [37], we use Brandes algorithm and

the minimum union cycle decomposition. In our implementation, we replace

the original minimum union cycles decomposition algorithm, which has a time

complexity of O(|E|3) with a linear time alternative [87]. Qube is incremental

and does not store intermediate results; thus, is a direct competitor to serial

iCentral.

Brandes: This is our implementation of Brandes algorithm [19]. Brandes is the

best algorithm for static graphs and can be used as baseline for the incremental

solutions. We also use the parallel implementation of Brandes6 from [7] for the

parallel Brandes experiment.

Lee-BCC: This is our implementation that mimics the improved QUBE algorithm

[69]. Since we did not have access to the original implementation, we developed a

simulated version that inserts an edge within the largest biconnected component

5https://github.com/nicolaskourtellis/StreamingBetweenness
6https://ecrc.github.io/BeBeCA/

https://github.com/nicolaskourtellis/StreamingBetweenness
https://ecrc.github.io/BeBeCA/
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Table 4.4: Average execution time (in sec) of iCentral and Kourtellis for the
large datasets on 19 machines. Kourtellis could not process the amazon dataset
within 24h.

Insertions Deletions
Graph dataset iCentral Kourtellis iCentral Kourtellis
epinions 14.82 214.23 26.59 12.75
email-EuAll 4.15 80.89 6.01 140.39
com-dblp 151.63 1,027.25 108.65 314.70
web-NotreDame 42.06 322.68 30.19 272.87
twitter-munmun 35.01 2,376.28 66.73 2,522.56
amazon 13,567.79 N/A 14,803.24 N/A

of the input graph and runs Brandes in that component, but avoids all other

overheads. Therefore, the reported runtimes consist a lower-bound of the actual

Lee-BCC implementation.

Implementation. All algorithms are coded in C++. The parallel version of iCent-

ral7 is implemented using MPI and C++11 threads. All serial and multi-threaded

experiments are executed on a Linux machine with a 20-core Intel Xeon 2.80GHz

CPU and 128GB main memory. The distributed implementations of iCentral and

Kourtellis are executed on a Linux cluster with 19 machines, each with 2x12-core

AMD Opteron 2.10GHz CPUs and 140GB of main memory.

4.4.2 Comparison with State-of-the-art

In this subsection, we show that iCentral can support real evolving graphs, and its

real-time update capabilities outperform the state-of-the-art parallel algorithm. We

also illustrate that iCentral is able to handle graphs with millions of nodes and

edges. Finally, we compare serial iCentral with the existing state-of-the-art serial

algorithms.

7iCentral is available at:
https://github.com/fjamour/icentral

https://github.com/fjamour/icentral
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Parallel Algorithms

We start by comparing iCentral with Kourtellis the state-of-the-art parallel

incremental algorithm. We use the facebook and the slashdot datasets in this evalua-

tion, for which timestamped edges are available. Edge timestamps make it possible

to compute edge inter-arrival times, which allows evaluating the real-time update

capabilities of an incremental algorithm.

Let ti (respectively ti+1) be the arrival time of edge ei (respectively of the following

edge ei+1) and let Ti be the time required for an algorithm to insert edge ei. When

Ti ≤ ti+1 − ti the algorithm is able to successfully insert ei before ei+1 arrives. On

the contrary, when ti+1 − ti < Ti the algorithm is not able to process edge ei. Thus,

we say that the algorithm missed edge ei. In such a case, we say that the algorithm

showed a delay of Ti − (ti+1 − ti) time. Missed edges and delays are two valuable

metrics for our comparison. An efficient algorithm should report a small number for

both metrics.

In this experiment, we remove the 100 most recent edges from each of the face-

book and the slashdot datasets and then insert them again in order. We measure

the number of missed edges and the corresponding delay for multi-threaded iCent-

ral, distributed memory iCentral, and Kourtellis. Our results are illustrated

in Table 4.5. Since both methods are parallel, we also report the number of used

machines (denoted by M). Our results clearly indicate that iCentral outperforms

Kourtellis. Specifically, for the facebook dataset, Kourtellis parallel update al-

gorithm requires 19 machines to achieve 23 missed edges with an average delay of

117.86 seconds (Table 4.5). To compare, iCentral misses only 5 edges with nearly

300 times lower average delay (0.35 sec). Even on a single machine (our 20-core ma-

chine), multi-threaded iCentral misses 17 edges with 18 times lower average delay

than Kourtellis.

The slashdot dataset is smaller (has nearly 8 times fewer edges than facebook)
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Table 4.5: Number of missed edge updates and average delays for different algorithms.
M is the number of machines used.

Algorithm M

M
is

se
d

ed
ge

s

A
v
g.

d
el

ay
(s

ec
)

fa
ce
b
o
ok iCentral 1 17 6.47

iCENTRAL 19 5 0.35

Kourtellis 19 23 117.86

sl
as
h
d
ot iCentral 1 4 0.24

iCENTRAL 19 4 0.09

Kourtellis 19 4 0.62

and can be adequately handled by both algorithms iCentral and Kourtellis

(Table 4.5). The four edges that both algorithms cannot process correspond to the

ones that arrive at exactly the same time with the previous edge (i.e., ti+1 − ti = 0).

Still, iCentral achieves lower average delay even when a single machine is used

(Table 4.5).

We also compare the execution times of iCentral and Kourtellis on the large

datasets (Table 4.4) for both edge insertions and edge deletions.

Insertions: iCentral is, on average, 23 times faster than Kourtellis for all the

large datasets and can be up to 67 times faster for the twitter-munmun dataset.

Deletions: iCentral is, on average, 14 times faster than Kourtellis, and is up to

37 times faster for the twitter-munmun dataset. Kourtellis is faster than iCentral

only for deletions on the epinions dataset.

Note that iCentral scales to the amazon dataset using a cluster of 19 machines,

whereas Kourtellis does not finish in 24 hours on the same cluster. To handle the

amazon dataset, Kourtellis needs a cluster with hundreds of machines, as reported

in [36].
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Table 4.6: Average execution time (in sec) of iCentral (for 20 cores and 1 core),
Qube, and Brandes.

Graph dataset iCentral Brandes Qube
20 cores 1 core 20 cores 1 core

S
m

al
l

d
at

as
et

s
ER 1.31 18.54 1.55 20.77 27.53
PA 1.11 16.56 1.80 16.62 23.23
FF 0.79 9.94 1.55 22.41 22.83
Cagr 0.09 0.87 0.12 1.43 1.55
Epa 0.06 0.46 0.09 0.98 0.75
Eva 0.02 0.02 0.07 0.58 0.04
Erdos972 0.05 0.36 0.15 1.31 0.51
Erdos02 0.05 0.27 0.21 2.12 0.78
Wiki-Vote 0.44 5.59 0.63 9.13 9.11
Contact 0.73 11.25 1.58 20.32 18.78
slashdot 4.08 45.47 42.93 184.75 94.60
facebook 77.44 914.30 175.84 995.07 1,435.37

L
ar

ge

epinions 83.56 827.27 475.33 2,836.07 1,514.37
email-EuAll 9.77 88.71 1,086.45 6,713.19 229.76
com-dblp 922.63 12,365.75 2,183.17 21,232.16 29,944.44
web-NotreDame 193.25 3,297.11 999.11 10,472.47 6,038.25
twitter-munmun 189.88 1,793.71 2,759.99 27,636.73 4,210.28

Serial Algorithms

We compare the performance of iCentral against the performance of serial meth-

ods, namely Brandes, Qube and Green, to highlight the algorithmic value of our

approach. For fairness, we illustrate the performance of iCentral in two different

settings: The first restricts iCentral to use one thread; thus, making its execu-

tion serial and directly comparable with the rest. Since iCentral is parallel, for

completeness, we also illustrate the performance of multi-threaded iCentral on one

machine. We compute the average runtime of inserting 100 edges for small and 10

edges for large graph datasets.

Qube and Brandes: We compare iCentral against Qube, which is incremental

and scales to large graphs, and Brandes, the state-of-the-art static algorithm. The

results are shown in Table 4.6. For all datasets, iCentral outperforms Qube and

Brandes. Specifically, the serial version of iCentral (i.e., 1 core) is up to 2.89
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Table 4.7: Average execution time and memory consumption comparison of iCent-
ral and Green.

iCentral Green
Graph dataset Time Memory Time Memory Time Memory

(in sec) (in GB) (in sec) (in GB) ratio ratio

S
m

al
l

d
at

as
et

s

ER 18.54 0.03 0.17 4.84 89.29 161.33
PA 16.56 0.03 0.21 4.84 51.91 161.33
FF 9.94 0.04 0.68 4.84 32.86 121.00
Cagr 0.87 0.0156 0.06 2.99 16.14 191.67
Epa 0.46 0.0156 0.04 3.01 8.86 192.95
Eva 0.02 0.0137 0.09 3.05 0.08 222.63
Erdos972 0.36 0.0146 0.05 3.26 5.22 223.29
Erdos02 0.27 0.0156 0.04 3.68 6.40 235.90
Wiki-Vote 5.59 0.0332 0.21 3.72 30.83 112.05
Contact 11.25 0.0303 0.52 6.6 21.46 217.82
slashdot 45.47 0.0397 3.33 60.9 7.66 1,534.00
facebook 914.30 0.1709 9.31 92.4 117.85 540.67

L
ar

ge

epinions 827.27 0.1611 Crashed 319 N/A 1,980.14
email-EuAll 88.71 0.0850 Crashed 1,132 N/A 13,317.65
com-dblp 12,365.75 0.2842 Crashed 2,249 N/A 7,913.44
web-NotreDame 3,297.11 0.2529 Crashed 2,374 N/A 9,387.11
twitter-munmun 1,793.71 0.2051 Crashed 4,836 N/A 23,578.74

times faster than Qube and up to 75 times faster than Brandes, for the Erdos02

and email-EuAll datasets, respectively. On average, for all datasets iCentral is 1.93

times faster than Qube and more than 9 times faster than Brandes. The results

for the parallel version (20 cores) are more impressive: iCentral is up to 32.46

times faster for the com-dblp dataset and more than 20 times faster on average than

Qube. Compared to parallel Brandes, iCentral is up to 111.20 times faster for

the email-EuAll dataset and more than 10 times faster on average. Note that iCent-

ral provides a similar scalability to Brandes, even though it employs many more

optimizations tuned for the incremental set-up.

The synthetic graphs ER and PA highlight the advantage of iCentral over Qube.

These graphs decompose into one component. Qube needs more time than Brandes

(i.e., simple recomputation from scratch), because the overhead of computing and
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maintaining the minimum union cycles decomposition is not amortized. Although

iCentral also decomposes these graphs to one large biconnected component, the

overhead is amortized because of the incremental computation within the affected

component.

Green: iCentral and Green are both incremental algorithms but they are fun-

damentally different: Green stores intermediate results, while iCentral does not.

Due to the stored results, Green is expected to be more efficient on small graphs, but

storage becomes prohibitive for large graphs. In this experiment, we restrict iCent-

ral to use one core. We measure the execution time and the memory consumption

reported by the operating system. The results are illustrated in Table 4.7. Green

crashed while processing the large graphs, due to excessive memory consumption.

Specifically, Green requested 319GB RAM for the epinions dataset, and nearly 5TB

RAM for the twitter-munmun dataset. As expected for the smaller datasets, Green

is faster but requires significantly more memory than iCentral. For a meaningful

comparison, we report the time and memory ratio of the two algorithms. The time

ratio indicates how faster Green is over iCentral: Time ratio = iCentral runtime
Green runtime

while the memory ratio shows how much more memory is required by Green over

iCentral: Memory ratio = Green memory
iCentral memory

. Table 4.7 shows that although Green

is on average 33 times faster than iCentral for the small datasets, it consumes on

average nearly 326 times more memory, and cannot scale to the large datasets.

Lee-BCC: We compare iCentral against Lee-BCC on large graphs, where we

expect the differences to be more pronounced. Table 4.8 shows the runtimes of iCent-

ral and Lee-BCC. iCentral is up to 3.73 times faster than Lee-BCC for the

twitter-munmun dataset. iCentral is on average 2.21 times faster than Lee-BCC

over all large datasets. For a fair comparison with Lee-BCC, we select edges from

the largest biconnected component when evaluating iCentral in this experiment.
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Table 4.8: Average execution time (in sec) of iCentral and Lee-BCC.

Graph dataset iCentral Lee-BCC
epinions 518.99 970.82
email-EuAll 60.35 177.04
com-dblp 6,476.23 8,696.06
web-NotreDame 1,672.67 2,005.57
twitter-munmun 706.49 2,634.20

4.4.3 Evaluating the Scalability of iCENTRAL

In this subsection, we evaluate the scalability of iCentral on our 19 machine com-

puter cluster. We use two real large datasets in this experiment (web-NotreDame and

twitter-munmun). We insert 5 random edges and report the average runtime for each

machine count in this experiment. Fig. 4.3 shows the speedup as the number of

machines increases. The speedup for web-NotreDame is close to ideal, and in some

cases (i.e., for machine counts less than 12) is slightly super linear. We believe that

the superlinear speedup is due to larger collective cache size. For the twitter-munmun

dataset, the speedup is close to ideal until 14 machines. The twitter-munmun dataset

has a smaller largest biconnected component (twitter-munmun decomposes into smaller

biconnected components, see Table 4.9), which results in less work per machine, and

when the number of machines becomes higher, the computation per machine is not

large enough to amortize the synchronization costs. The speedup efficiency of iCent-

ral on web-NotreDame and twitter-munmun is at least 0.8 on our computer cluster.

4.4.4 Evaluating iCENTRAL Components

In this subsection, we evaluate the different components of iCentral, namely; the

incremental computation part and the biconnected components decomposition part,

and investigate the graph properties that affect performance.

Incremental computation. In this experiment, we establish the benefits of us-

ing the incremental computation method discussed in Section 4.3.1 over a non-
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Figure 4.3: Scalability of iCentral on web-NotreDame and twitter-munmun datasets
using our 19 machines computer cluster.

incremental method. To this end, we compare the performance of the serial ver-

sion of iCentral without the biconnected components decomposition, denoted by

iCentral(serial/noBCC) and Brandes. We present the pseudo-code for iCent-

ral(serial/noBCC) in the appendix. We insert 100 random edges and measure the

average time required to update the betweenness centrality values. The results are

illustrated in Fig. 4.4. iCentral(serial/noBCC) is faster than Brandes for all

datasets except for Eva dataset, even without using the biconnected components de-

composition, and is up to 3.12 times faster for the Erdos02 dataset.

The performance improvement of the incremental computation part of iCent-

ral(serial/noBCC) happens because it does not consider the search DAGs of nodes

whose source dependencies remain intact. These nodes have the same distance from

both ends of the inserted edge. In this experiment, we show that in real graphs the

fraction of such sources can be significant. For each measurement, we insert 160

random edges and measure the fraction of saved iterations and the average speedup

for several datasets. The results are illustrated in Fig. 4.5 and are presented with an

increasing order of the diameter of the dataset. It is clear that the fraction of saved

iterations can be very high in low diameter graphs, and it becomes smaller when the
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Figure 4.4: Evaluating the incremental computation part of iCentral.

diameter of the graph increases. The average speedup of the incremental computation

component of iCentral(serial/noBCC) follows the same trend. The reason is that

in graphs with smaller diameter, the probability that the nodes of the inserted edge

are on the same level is higher; thus, more iterations can be avoided.

Biconnected components decomposition. A graph decomposition can be eval-

uated by the number and the sizes of the components. In our case, a decomposition

can be judged mainly by the size of its largest component. To explain this, note that:

(i) the cost of inserting a new edge is mainly determined by the size of the component

the new edge belongs to; and (ii) the insertion of a random edge is more probable to

involve the largest component of the graph since it contains more nodes. Obviously,

this probability increases with the largest component size.

In Table 4.9, we quantitatively illustrate the benefit of using graph decomposition

for both MUC and BCC decompositions over doing the computation on the input

graph directly. Graph decomposition reduces the computation in two ways: (i) By

eliminating iterations from sources outside the affected component. (ii) By reducing

the size of the graph where these iterations are performed (see Section 4.2.3 for
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Figure 4.5: Effect of diameter on the average speedup of the incremental computation
part of iCentral(serial/noBCC).

details). The fraction of nodes in the largest component (VMUC

VG
and VBCC

VG
for MUC

and BCC decompositions, respectively) shows how many iterations are saved using

the respective decomposition. For example, the fraction of iterations that need to be

performed if BCC decomposition is used for the slashdot dataset is 0.38, which means

62% of the iterations are skipped. The fraction of the component size to the graph size

( |MUC|
|G| = |VMUC |+|EMUC |

|VG|+|EG|
and |BCC|

|G| = |VBCC |+|EBCC ||VG|+|EG|
for MUC and BCC decompositions,

respectively) shows the amount of saved work within an iteration. For example, an

iteration using BCC decomposition for the slashdot dataset performs computation on

a subgraph that is 38% smaller than the input graph.

We show in Table 4.9 that BCC decomposition is better than MUC decomposition

in the sense that it produces a decomposition with smaller largest component. The

largest component of BCC is never larger than the largest component of MUC. BCC

can save up to 19% more iterations, with 13% less work in each iteration (for the

com-dblp dataset).

To conclude this comparison, we present an evaluation of MUC and BCC decom-

positions for the computation of betweenness centrality for several datasets. For this
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Table 4.9: Largest component node and subgraph fraction for minimum union cycle
(MUC) and biconnected component (BCC) decompositions.

MUC BCC

Graph dataset |VMUC |
|VG|

|MUC|
|G|

|VBCC |
|VG|

|BCC|
|G|

ER 1.00 1.00 1.00 1.00
PA 1.00 1.00 1.00 1.00
FF 0.76 0.97 0.71 0.96
Cagr 0.78 0.88 0.64 0.75
Epa 0.52 0.69 0.51 0.68
Eva 0.06 0.08 0.05 0.07
Erdos972 0.32 0.48 0.32 0.48
Erdos02 0.31 0.49 0.31 0.49
Wiki-Vote 0.68 0.96 0.68 0.96
Contact 0.63 0.89 0.62 0.89
slashdot 0.38 0.63 0.38 0.62
facebook 0.86 0.98 0.86 0.98
epinions 0.50 0.85 0.49 0.85
email-EuAll 0.16 0.33 0.16 0.33
com-dblp 0.83 0.92 0.67 0.80
web-NotreDame 0.46 0.74 0.41 0.69
twitter-munmun 0.24 0.46 0.24 0.46
amazon 0.64 0.81 0.64 0.81

evaluation, we use the incremental computation part of iCentral with MUC and

BCC decompositions. The results of Fig. 4.6 illustrate the speedup achieved by BCC

over MUC.

4.5 Related Work

One group of approaches to incremental betweenness centrality relies on storing all in-

termediate results, including all-pairs shortest paths and shortest path counts. When

the graph is updated, the stored information is also updated and used to recalculate

the affected betweenness centrality values. Green et al. [35] store all-pairs shortest

distance information in the form of breadth-first DAGs; specifically, they store one

DAG for every node in the graph. When an edge is inserted, incremental breadth-

first search is performed in the affected DAGs and betweenness centrality values are
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Figure 4.6: Comparing graph decompositions

updated in a way similar to that of Brandes algorithm. Green uses the optimization

proposed in [88], where the parent lists are not stored but rather computed when

needed, to decrease the storage requirement from O(|V |2 + |E|) to O(|V |2). Kas et

al. [89, 90] also store intermediate results. They use an existing incremental all-pairs

shortest path algorithm to find the updated shortest distances and shortest path

counts on edge insertions, and introduce algorithms that use the updated values to

compute the new betweenness centrality values. Kas’ algorithm was further opti-

mized by Wei et al. [91]. Many other approaches also store the intermediate all-pairs

shortest path information in various ways [92, 93, 94, 95]. Kourtellis et al. [36] extend

Green’s algorithm [35] and deploy a Hadoop implementation on a large cluster to

support large graphs. All aforementioned works need Ω(|V |2) space to store inter-

mediate data, which is prohibitive for large graphs. In contrast, iCentral requires

only linear space, and thus seamlessly scales to large graphs.

A second group of research efforts to compute incremental betweenness centrality

decomposes the graph into components and recomputes the metric only within the

affected component. QUBE [37] is the first system that facilitates this approach. It

decomposes the graph into minimum union cycles (MUC), which are maximal sub-

graphs separated by bridge edges. Computation is performed with a modified version
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of Brandes algorithm. QUBE implements an expensive O(|E|3) preprocessing step to

extract MUCs; Goel et al. [87] propose a linear time alternative. Independently and

concurrently with our approach, the same authors proposed an improved version [69]

that uses biconnected components, which is a finer decomposition. Both methods

recompute all values from scratch for all nodes in the affected component. However,

real graphs often contain a large MUC or biconnected component; with high proba-

bility, a random edge involves a node in the large component. In such a case, both

methods become very slow. In contrast, iCentral is much faster because it imple-

ments a novel incremental method that avoids redundant recomputation within the

affected component.

In another line of research, many research efforts consider approximating between-

ness centrality [30, 29], and some more recent efforts offer approximation methods to

compute the changes of betweenness centrality values on graph updates [96, 63]. In

contrast, our work deals with the exact calculation of betweenness centrality. Note

that computing exact betweenness centrality updates for truly massive graphs (i.e.,

billions of nodes and edges) might not be fast enough, even using efficient incremen-

tal methods. In such a case, approximate betweenness centrality algorithms might

offer a fast alternative. A study of the available approximation algorithms and their

appropriateness for massive graphs is available in [7].

4.6 Conclusions

This chapter presented iCentral: a parallel incremental algorithm for updating

betweenness centrality in large evolving graphs. iCentral combines a novel method

for doing incremental computation with linear space and biconnected components

decomposition. iCentral reduces the update time of betweenness centrality after

an edge insertion in many large graphs from many hours to a few minutes, and it is

able to handle real evolving graph data.
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Part II

Query Engines for Large Graphs



105

Chapter 5

Portable, Scalable and Efficient Query Engines for RDF

Graphs

5.1 Introduction

Chapters 3 and 4 of this thesis studied the efficient computation of the betweenness

centrality metric in large graphs. Recall from Figure 1.1 and the example query in

Chapter 1 that computing node centrality is not enough to fulfil the needs of many

real analytics tasks. In that example query, we needed to identify high-impact papers

using the notion of node centrality and we needed to retrieve nodes satisfying a pattern

that involves the computed property of node centrality and other raw properties. To

enable solving our example query, we formulated a SPARQL query which can be

solved using a SPARQL query engine. This chapter studies the limitations of the

existing engines, and presents a new paradigm for building SPARQL query engines

that overcomes these limitations.

Many research efforts focus on scalable engines for SPARQL queries over large

RDF datasets [43, 45]. Two design paradigms are dominant: the relational paradigm

and the graph-based paradigm. The graph-based paradigm represents RDF data in

its native graph form and uses graph traversal for query evaluation [98, 99, 46]. Re-

gardless of the paradigm, all existing solutions are tightly coupled to a particular

hardware architecture, typically CPUs [3, 38, 46]. However, modern computing sys-

tems are equipped with diverse hardware configurations; for example it is common to

find GPUs. Unfortunately, few existing RDF query engines support GPUs [5, 100].
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Figure 5.1: Overview of MAGiQ. The pre-processing, main computation and post-
processing phases are shown.

Adapting existing query engines to utilize GPUs takes substantial engineering effort

even though the underlying ideas for query planning and execution are well estab-

lished in the literature.

The High Performance Computing (HPC) community has been dealing with a

similar problem for decades. For each novel NUMA configuration (e.g., non-volatile

RAM), many-core accelerator (e.g., Intel Phi), GPU system (e.g., NVIDIA NVLink),

or proprietary supercomputer network (e.g., Cray Aries), they do not reimplement

their partial differential equation solvers or heat transfer simulations from scratch.

Instead, they rely on basic algebraic operations libraries, such as BLAS [101]. These

libraries are optimized for each new architecture and alleviate the burden of difficult

tasks such as data partitioning, cache locality, parallel execution, synchronization,

communication and load balancing.

Interestingly, since RDF data correspond to graphs, they can be represented as

adjacency matrices. The question that arises is whether we can use matrix alge-

bra, and hence rely on existing libraries, to perform useful processing on graphs. It

turns out there are several research efforts towards this direction [49], culminating

to GraphBLAS [52] that defines a standard set of sparse matrix algebra primitives for

solving graph problems. Several implementations of the standard are available [53];

for example SuiteSparse:GraphBLAS [55]. Matrix algebra libraries have been used
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to implement several graph algorithms. However, these algorithms either have well-

defined algebraic formulations as in the case of PageRank [54, 102] and betweenness

centrality [53, 103], or are simple graph traversals, such as BFS [57]. To the best of

our knowledge, there does not exist any implementation of anything as complex as a

complete SPARQL query engine.

In this chapter we present MAGiQ; a framework for implementing SPARQL query

engines that are portable on various hardware architectures, scalable over thousands

of compute nodes, and efficient for very large RDF datasets. MAGiQ defines a domain

specific language for matrix operations. The language consists of the usual matrix

algebraic operations, with the addition of a custom matrix multiplication operation

defined on a modified semiring that replaces the usual arithmetic addition and multi-

plication with logical OR and equality operator, respectively. MAGiQ stores the RDF

graph as sparse integer matrix, and translates conjunctive SPARQL queries to concise

matrix algebra programs that operate on the matrix representation. These programs

are oblivious to the underlying computing infrastructure and are executed by existing

back-end matrix libraries, optimized for each particular hardware architecture. Devel-

opers only need to implement an API bridge between the domain specific language of

MAGiQ and the back-end library; the concept is similar to the ODBC/JDBC drivers

for databases. We present three case studies using SuiteSparse:GraphBLAS [55] for

CPUs, Matlab for CPUs and GPUs, and CombBLAS [53] for distributed-memory

systems. We describe the corresponding API bridges and demonstrate that the re-

quired effort to support additional libraries is negligible.

In contrast to existing specialized RDF query engines, the sparse matrix algebra

paradigm eliminates the need for building exhaustive indices; consequently, MAGiQ

loads data 3x to 28x faster1. The memory footprint is also reduced, enabling us to

load an RDF dataset with 4.3 billion triples on a single machine. In comparison, the

1The trade-off is slower execution for simple queries; see Section 5.7.
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largest dataset used in several state-of-the-art engines [3, 4, 5] contains 1.3 billion

triples. Moreover, MAGiQ inherits the good scalability of the underlying libraries,

both in terms of data size and number of compute nodes. We managed to process a

dataset with 512 billion triples and utilized up to 2,048 distributed-memory compute

nodes on a Cray XC40 supercomputer. Interestingly, the improved portability and

scalability of MAGiQ do not pose an adverse effect to performance, especially for

complex queries that challenge most systems. Using the same hardware configuration

on the complex queries of the established LUBM [6] benchmark, MAGiQ is in the

worst case 2.2x slower, but it can be up to 147.2x faster than existing specialized

systems.

This chapter is organized as follows. Section 5.2 gives a high level overview of

MAGiQ, while Sections 5.3 and 5.4 explain how SPARQL queries are translated to

matrix algebra programs. Section 5.5 describes case studies with three back-end

libraries. Our experimental evaluation is presented in Section 5.7 and Section 5.9

concludes the chapter.

5.2 Overview of MAGiQ

Figure 5.1 shows an overview of MAGiQ’s architecture. Similar to HPC workflows,

there are three phases; pre-processing, main computation and post-processing. Pre-

and post-processing phases are lightweight, while most of the query evaluation time

is spent in the main computation phase.

subsectionRDF Graph Representation MAGiQ stores the RDF graph as sparse

square matrix A : Zn×n, where n is the number of nodes in the graph (i.e., the

number of unique subjects and objects). A non-zero entry A(i, j) = pij denotes that

subject i is connected to object j with predicate pij. nnz(A) is the number of non-zero

entries in A, i.e., the number of edges in the graph. Row A(i, :) stores the predicates

of the outgoing edges of node i. Figure 5.2 shows an example RDF graph with 5
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A B C D E

A b a a
B b b
C c
D
E e e


Figure 5.2: Example RDF graph (left), and corresponding RDF sparse matrix (right).

nodes A,B, . . . E and 5 unique predicates a, b, . . . e. There are 8 triples resulting in 8

non-zero entries in A.

The specific data structure used to store A is out of the scope of this thesis. The

choice is left to the matrix algebra back-end. However, it is worth noting that space

efficient data structures are available, such as the compressed sparse column (CSC)

[104], the doubly compressed sparse column (DCSC) [105], and the coordinate list

(COO) format. These data structures have linear space complexity in the number of

edges of the input graph, which enables us to support very large RDF graphs.

It is common for RDF datasets to contain multi-edges; i.e., several edges con-

necting the same pair of nodes with different predicates. Multi-edges are seamlessly

supported by the COO format. CSC and DCSC, on the other hand, do not support

multi-edges. A simple workaround is to store multiple binary matrices, one matrix

per predicate, to indicate the existence of an edge with a certain predicate.

The COO format also supports efficient updates. Adding/removing triples to/from

the RDF graph, corresponds to adding/removing an entry to/from the COO list. Our

Matlab implementation uses the COO format.

5.2.1 Workflow

Similar to most RDF engines [38, 106, 47, 99, 43], MAGiQ starts by loading the input

RDF graph, encoding its strings into numerical IDs and building a bi-directional

dictionary. The encoded graph is represented as sparse square integer matrix. Then

MAGiQ receives SPARQL queries that are translated by our compiler to matrix
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SELECT ?x ?y ?z ?w WHERE {

?x <a> ?y .

?y <c> ?z .

?x <b> ?w .

}

Figure 5.3: Example SPARQL query (left), and its graph representation (right).

algebra programs. Then, our optimizer utilizes matrix algebra properties to re-order

the operations to generate more efficient programs.

Once a matrix algebra program is available, an existing sparse matrix algebra en-

gine is used to evaluate the query over different hardware architectures. For example,

one can use Matlab for CPU and GPU, SuiteSparse:GraphBLAS [55] or MKL [107]

for CPU, CuSPARSE [108] for GPUs, or CombBLAS [53] for distributed-memory

systems. MAGiQ’s API Bridge maps the intermediate matrix algebra program to the

corresponding back-end syntax; the concept is similar to the ODBC/JDBC drivers

in databases. The back-end gets as inputs both the graph matrix and the matrix al-

gebra program. It performs a set of matrix operations that generate a set of binding

matrices containing the matches of the query variables; these are passed to the result

generation phase that constructs the final query answer.

Example: Consider the example SPARQL query in Figure 5.3. This query is

translated to the following matrix algebra program, where query edges are processed

in the following order: 〈?x, a, ?y〉, 〈?y, c, ?z〉 and 〈?x, b, ?w〉:

Mxy = I ∗ a⊗A

Myz = diag(any(M′xy)) ∗ c⊗A

Mxy = Mxy × diag(any(Myz))

Mxw = diag(any(Mxy)) ∗ b⊗A

The ⊗ symbol denotes matrix multiplication over a semiring (explained in Section

5.3). The example program above works as follows. The first line selects the valid
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Table 5.1: Summary of MAGiQ’s matrix algebra building blocks.

Operation Semantic
S ∗ p Multiply matrix S by integer p
S ∗ p⊗A Select nodes specified in S with predicate p from RDF graph A
M× S Select nodes specified in S from binding matrix M
any(M) Extract query variable bindings from binding matrix M
diag(v) Produce a selection matrix from query variable bindings in v
one(i) Produce a binding vector with a single literal i
M′ Transpose matrix M

bindings of variables x and y using predicate a from the RDF matrix A, and stores

the results in matrix Mxy. The second line uses the bindings of y and predicate c to

select the bindings of z. The third line updates Mxy to eliminate bindings invalidated

by predicate c. Finally, the fourth line uses the bindings of x in Mxy with predicate

b to select the valid bindings of w.

5.3 Matrix Algebra Constructs

This section introduces the matrix algebra constructs that serve as the main building

blocks in our domain-specific language. These constructs are oblivious to any specific

implementation; the underlying data structures and algorithms used to realize them

vary across different back-ends.

5.3.1 Selection Operation in RDF Matrices

Row/column selection. A selection matrix is a diagonal matrix with 1s on diagonal

entries at row/column indices to be selected. When a selection matrix is multiplied

with a matrix of the same size, the product is a matrix with the specified rows/columns

present. Placing the selection matrix on the left side of the multiplication results in

row selection, while placing it on the right side results in column selection. We refer

to the multiplication of a matrix A with a selection matrix S as selection operation.

The following example selects a row from A. Let selection matrix S2 have a single
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1 at index (2, 2). The operation results in matrix M, where only the second row of

A is present. The same operation can extract multiple rows by placing more 1s on

the diagonal of the selection matrix.


0 0 0

0 1 0

0 0 0


︸ ︷︷ ︸

S2

×


a b c

a b c

a b c


︸ ︷︷ ︸

A

=


0 0 0

a b c

0 0 0


︸ ︷︷ ︸

M

Semirings. A semiring is a set with two binary operators, “addition” and “multipli-

cation” [49]. A matrix algebra can be defined over semirings other than the standard

arithmetic addition and multiplication. We use a semiring with the set of integers;

LOR as the “addition” operator; and iseq as the “multiplication” operator. LOR is

logical OR operator and iseq is a binary operator that returns 1 if both integer

operands are equal and neither of them is 0, or zero otherwise. We use ⊗ to denote

matrix multiplication using the LOR and iseq semiring2.

Row/column selection with predicates. Let predicate selection matrix be a diag-

onal matrix with a predicate value on diagonal entries corresponding to rows/columns

to be selected. Applying the ⊗ operator between the RDF matrix and a predicate

selection matrix, selects rows from the graph (i.e., nodes) and columns within these

rows with matching predicate value; we call this predicate selection operation. The

example below demonstrates the selection of those elements of A that belong to the

2Formally, the operators in a semiring should contain identity elements; this is not satisfied by
iseq. However, in the context of GraphBLAS and its surrounding literature, it is common to refer
to semiring-like constructs as semirings.
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1st or 3rd row and contain value b.
b 0 0

0 0 0

0 0 b


︸ ︷︷ ︸

S1,3∗b

⊗


a b c

a b c

a b c


︸ ︷︷ ︸

A

=


0 1 0

0 0 0

0 1 0


︸ ︷︷ ︸

M

Predicate selection matrix Sb1,3 is produced by multiplying selection matrix S1,3 with

scalar b using the usual scalar multiplication operator ∗. Matrix M contains two 1s

at (1, 2) and (3, 2), corresponding to cells A(1, 2) and A(3, 2) with value b.

5.3.2 Matrix Algebra Building Blocks

We describe below the seven operations defined in the domain-specific language of

MAGiQ; Table 5.1 contains a summary. The API bridge needs only to provide map-

pings from these operators to the corresponding function calls of each back-end library.

Scalar multiplication. Denoted by ∗, this operation receives selection matrix S :

Zn×n2 and integer p, and produces matrix Sp : Zn×n with the 1s of S multiplied by p.

Matrix multiplication with LOR.iseq semiring. Denoted by ⊗, this operation

receives predicate selection matrix S ∗ p : Zn×n and RDF matrix A : Zn×n, and

produces binding matrix M : Zn×n2 .

Standard matrix multiplication. Denoted by ×, this operation receives selection

matrix S : Zn×n2 and binding matrix M : Zn×n2 , and produces an updated binding

matrix M : Zn×n2 .

Reduction with LOR. Denoted by any (inspired by Matlab’s any function), this

operation receives binding matrix M : Zn×n2 and produces column vector v : Zn×1
2 .

Each element v(i) is the result of applying the LOR operator on the elements of row

i in M.
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Selection matrix construction. Denoted by diag (inspired by Matlab’s diag

function), this operation receives binding vector v : Zn×1
2 and produces selection

matrix S : Zn×n2 with the elements of v on the main diagonal.

Vector constructor. Denoted by one, this operation receives query literal integer i

and produces binding vector v : Zn×1
2 with a single 1 at index i.

Matrix transposition. Denoted by a single quote (′), this operation receives matrix

M : Zn×n and produces the transposed matrix M′ : Zn×n.

5.4 SPARQL to Matrix Algebra

In this section, we explain how a conjunctive SPARQL query is evaluated in MAGiQ.

The query graph is translated to a matrix algebra program that uses the operations

described in Section 5.3. The outcome of the matrix algebra program is a collection

of intermediate matrices that hold the bindings of each pair of variables specified in a

SPARQL query edge. The binding matrices are then used to produce the final results.

5.4.1 Query Translation

Binding matrices. A binding matrix denoted by Mv1v2 : Zn×n2 is a sparse binary

matrix that stores the bindings of SPARQL query edge variables v1 and v2. A value

of 1 at index (i, j) in Mv1v2 means that i is a binding for variable v1 and j is a binding

for variable v2. Each edge in a query needs a binding matrix to store its variables’

bindings.

Single edge query translation. Below we show how to compute the binding

matrices for a simple SPARQL query. Consider the following query to be evaluated

over the toy RDF graph in Figure 5.2.

SELECT ?x ?y WHERE {?x <a> ?y .}
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This single edge query asks for all pairs of nodes x and y with an a-labelled edge

from x to y. Such node pairs constitute the valid bindings of variables x and y,

respectively. The query is translated to a selection operation. Since no prior variable

bindings are available, we must consider the entire domain. Therefore, the predicate

selection matrix is the identity matrix I multiplied by predicate a (i.e., S = I ∗ a).

The variable bindings are stored in binding matrix Mxy:

Mxy = I ∗ a⊗A

The operation is calculated as follows:

Mxy =



A B C D E

A a

B a

C a

D a

E a


︸ ︷︷ ︸

I∗a

⊗



A B C D E

A b a a

B b b

C c

D

E e e


︸ ︷︷ ︸

A

and results in:

Mxy =



A B C D E

A 1 1

B

C

D

E


The bindings of x and y are: (x, y) ∈ {(A,C), (A,E)}.

Query graph translation. In a general SPARQL query, each edge is translated to

a predicate selection operation. The bindings of a variable constrain the bindings of

the next connected variable. Given a binding matrix Mv1v2 , the bindings of variable
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v2 can be converted to a selection matrix as follows:

Sv2 = diag(any(M′
v1v2

))

where the any operation returns a vector with all bindings of v2 and the diag operation

places the resulting vector on the diagonal of an empty matrix. Suppose the query

had another edge involving v2 and v3 with predicate pv2v3 . The binding matrix Mv2v3

is computed as follows:

Mv2v3 = Sv2 ∗ pv2v3 ⊗A

The bindings in Mv2v3 satisfy the constraints of all edges processed so far, i.e., (v1, v2)

and (v2, v3). However, some bindings of v2 in Mv1v2 may have been invalidated by the

constraint of edge (v2, v3). To accommodate this, Mv1v2 must be updated to include

only the bindings of v2 that appear in both binding matrices. This is done as follows

(refer to column selection in Section 5.3.1):

Mv1v2 = Mv1v2 × diag(any(Mv2v3))

Note that if a binding of v1 is left without matching bindings of v2, the operation

above eliminates such bindings of v1.

Algorithm Query-Translation shows how MAGiQ translates acyclic query graphs

(i.e., tree queries) without literals to matrix algebra programs. We describe the

required modifications for queries with cycles and literals in Section 5.4.2. The algo-

rithm works as follows: First, the undirected version of the query graph is traversed

in a depth-first fashion to produce a closed walk (Line 3) such that edges connecting

non-leaf nodes appear twice; once when traversing down the tree, and once when

backtracking. In DFS-walk, edges discovered for the first time are labelled forward

edges, and other edges are labelled back edges. The extracted walk (qwalk in Query-
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Algorithm: Query-Translation

Input: Query graph q(Vq, Eq)
Output: Matrix algebra program: statements s0 . . . sk each with 4 components si.Mout,

si.Min1 , si.Min2 , and si.op.
1 Let S = φ
2 Let g be the undirected version of q
3 qwalk = DFS-walk(g) // Forward DFS and backtracking walk
4 for e ∈ qwalk do
5 Let pe be the edge before e in qwalk
6 Let p be the predicate of edge e

7 (v1, v2, etype) = (e.v1, e.v2, e.type)
8 (w1, w2) = (pe.v1, pe.v2)
9 if pe.type == ’back’ then (w1, w2) = (pe.v2, pe.v1)

10 if e is the first edge in qwalk then
11 (Mout, Min1

, Min2
, op) = (Mv1v2 , I ∗ p, A, ⊗)

12 if e /∈ Eq then Min2
= A′

13 else if etype == ’forward’ then
14 (Mout, Min1

, Min2
, op) =

(Mv1v2 , diag(any(Mw1w2
)) ∗ p, A, ⊗)

15 if v1 6= w1 then
16 Min1 = diag(any(M′w1w2

)) ∗ p
17 if e /∈ Eq then Min2

= A′

18 else if etype == ’back’ then
19 (Mout, Min1 , Min2 , op) =

(Mv2v1 , Mv2v1 , diag(any(Mw1w2
)), ×)

20 s = (Mout, Min1 , Min2 , op)
21 S.append(s)

22 return S

Translation) guides the program generation through the loop in Lines 4-21.

The first edge in qwalk results in a ⊗ operation, where the first matrix is the

identity matrix multiplied by the predicate of the respective edge, and the second

matrix is either the RDF matrix A or its transpose A′ (Lines 10–12). A′ is used

when the direction of e in qwalk does not match that in the directed query graph, in

which case the row indices in the resulting binding matrix correspond to nodes with

incoming edges with predicate p in the RDF graph, or rows in A′. Edges in qwalk with

type forward result in a ⊗ operation, where the first operand is a selection matrix

with the bindings of the previous variable w1, if the current edge e and the previous

edge pe share the same query variable as a first node (Lines 13–17). Otherwise the

bindings of pe’s second variable are used in the selection matrix (Line 16). If the
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direction of e in qwalk does not match that of the corresponding edge in the directed

query graph, the next bindings are those of nodes with outgoing edges to the previous

bindings, or equivalently rows in A′; thus the row selection is done on A′ (Line 17).

Finally, edges with type back result in column selection on the binding matrix under

consideration to eliminate bindings invalidated by another selection (Lines 18–19).

Example: Consider the query of Figure 5.3 on the RDF graph of Figure 5.2. Assume

the query graph is traversed starting from node x to generate the following qwalk (as

shown in Figure 5.4): (x, y, forward), (y, z, forward), (y, x, back), (x, w, forward).

The first edge translates ( Line 11) to a selection of all rows with predicate a in A:

Mxy = I ∗ a⊗A. After this step, Mxy contains two non-zeros at (A, C) and (A, E).

The second edge is a forward edge, and the first node in e and pe are not equal (v1

is y, while w1 is x), so the selection matrix Min1 should have the bindings of w2 = y,

and thus Mxy has to be transposed before constructing the selection matrix Min1 =

diag(any(M′
xy)). The statement for this edge extracts nodes connected to bindings

of y with an outgoing edge from y, or equivalently rows in A (Lines 14 and 16). The

resulting statement is: Myz = diag(any(M′
xy)) ∗ c⊗A. After this step, Myz has one

non-zero at (C, D). The third edge is a back edge, which updates the bindings in Mxy

to eliminate bindings invalidated by the previous selection (computing Myz). Mxy is

updated by selecting the columns that are bindings of y in Myz, or diag(any(Myz)).

The resulting statement is (from Line 19): Mxy = Mxy × diag(any(Myz)). After

this step, Mxy has one non-zero at (A, C). Finally the last edge is a forward edge

where both v1 and w1 are equal to x, in which case a row selection is done on A using

bindings of x in the selection matrix (Line 14), resulting in the following statement:

Mxw = diag(any(Mxy)) ∗ b⊗A. After this step, Mxw has one non-zero at (A, B).
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Figure 5.4: DFS walk over the query in Figure 5.3 starting from node x. Red arrows
represent forward edges while green arrows are back edges.

5.4.2 General Conjunctive SPARQL Queries

So far, we discussed the translation of conjunctive SPARQL queries that are acyclic

and literal free (i.e., all query graph nodes are variables). MAGiQ handles queries

with cycles and literals as follows.

Queries with cycles. For such queries, the first step is converting the query graph

to a tree by introducing new shadow nodes for nodes that participate in a cycle. The

resulting query tree has the same number of edges as the input graph, but with more

nodes. This is done by doing a depth-first traversal in the query graph and adding

a new node when a visited node is encountered. The edge connecting the replicated

node and its parent is removed, and another edge, with the removed edge’s predicate,

connecting the parent node and the newly introduced node is added.

Queries with literals. A literal l in an edge implies selecting nodes connected to

node l in the RDF graph, or equivalently selecting a specific row or column from

A. Literals are handled as follows. If the literal is the first node in the first edge in

qwalk, the selection matrix I ∗ p is replaced by diag(one(l)) ∗ p. Otherwise, A (or

A′) is replaced by A∗diag(one(l)) (or A′ ∗diag(one(l)), respectively) when the edge

involving the literal is processed.

5.4.3 Query Optimization

The query execution time in MAGiQ depends mainly on the efficiency of the matrix

algebra back-end. However, for a given query, different equivalent matrix algebra pro-
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grams can result in different runtimes. One factor that contributes to the efficiency

of a query program, regardless of the back-end, is the number of non-zeros in binding

matrices. Some binding matrices may become as dense as the matrix of the input

graph. During processing, some may become sparser after a back edge removes inval-

idated bindings. Different orders of processing the query edges can result in programs

with varying efficiency. The selection of the starting node vs in Algorithm DFS-walk

controls the order of processing query edges. Since query optimization is not the

focus of this thesis, we follow a simple query planning strategy where we start with

the edge that involves a literal, in the hope that such an edge is selective and that the

resulting binding matrices will remain sparse while evaluating the query. We show

in Section 5.7.1 that the query evaluation program produced by this simple strategy

often picks either the fastest possible plan, or close to it. We defer more involved

optimization approaches to our future work.

MAGiQ also takes into account the storage format of the sparse matrix in the

back-end engine. For engines with column major data structures such as compressed

sparse columns, column selection operations are faster and should be used instead

of row selection where possible. This can be done by computing the transpose of a

binding matrix, instead of the binding matrix itself. Consider row selection operation

M = S⊗A; the transpose M′ equals A′⊗S′. Since S is a square diagonal matrix, it

is equal to its transpose. Thus, statement M′ = A′ ⊗ S is used where possible when

the back-end uses column major format.

5.5 Main Computation - Implementation

We present three case studies with different back-end matrix algebra engines: single-

threaded SuiteSparse, multi-threaded CPU and GPU Matlab, and distributed-

memory CombBLAS. We map the domain specific language of MAGiQ to the func-

tions of the back-end library by implementing the API Bridge of Figure 5.1. Ad-
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ditional libraries can be easily supported by implementing the corresponding API

Bridge. As shown below, in most cases such implementation is trivial.

MAGiQ (SuiteSparse) implementation. We use the SuiteSparse:GraphBLAS [55]

implementation of the GraphBLAS [52] standard. GraphBLAS offers the GrB Matrix

and GrB Vector data types for storing matrices and vectors, respectively, in com-

pressed sparse column format. RDF graph construction is done with GrB Matrix build,

which constructs a GrB Matrix from 〈rowIndex, columnIndex, value〉 tuples. Since

this back-end supports the GraphBLAS standard, mapping our operators is straight-

forward. × and ⊗ map to GrB mxm with a GxB PLUS TIMES and GxB LOR EQ semirings,

respectively. Scalar multiplication and diag map to calls to GrB Matrix setElement

in GrB NONBLOCKING mode, which avoids reconstructing the matrix upon each call.

any maps to GrB Matrix reduce Monoid with GxB LOR BOOL MONOID binary opera-

tor. Operation one maps to GrB Vector setElement. Transposing a matrix maps

to GrB transpose. Since this back-end engine uses column major storage format,

columns in a matrix are stored contiguously in memory, consequently column selec-

tion operations are much faster. MAGiQ adjusts the query evaluation programs for

this engine such that row selection operations are replaced with column selection

operations. The RDF matrix and its transpose are stored to avoid the redundant

computation of A′.

MAGiQ (Matlab) implementation. Matlab, like most mature matrix alge-

bra engines, does not support matrix multiplication over semirings. However, the

LOR.iseq semiring multiplication can be implemented using standard matrix multi-

plication by decomposing the input RDF graph in multiple sparse binary matrices

Ap, called predicate matrices. A predicate matrix Ap can be extracted from the RDF

matrix A with the Matlab comparison operator ==, that is Ap = (A == p). Con-

sequently, a LOR.iseq semiring multiplication Mv1v2 = S ∗ p⊗A can be implemented

in Matlab as: Mv1v2 = S ×Ap. The sparse matrix-matrix multiplication in Mat-
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Algorithm: Result-Generation

Input: Binding matrices Me1
v1v2 . . .M

en
v1v2

Mei
v1v2 is the binding matrix for edge ei in the undirected query graph g, which has the

bindings of ei.v1 and ei.v2
Output: Query results table R

1 R = Get-IJ (Me1
v1v2)

2 for M ∈Me2
v1v2 . . .M

en
v1v2 do

3 L = Get-IJ (M)
4 R = JOIN (R, L)

5 return R

lab is slow on GPUs, so we replace matrix-matrix multiplications with matrix-vector

multiplications and compute binding vectors instead of binding matrices. Binding

matrices are then computed from the binding vectors and A using Matlab vector-

ized operations.

MAGiQ (CombBLAS) implementation. This implementation uses the Comb-

BLAS engine [53]; a distributed matrix algebra engine that supports matrix mul-

tiplication over semirings and offers an interface similar to GraphBLAS. Mapping

MAGiQ’s operations to CombBLAS operations is straightforward and similar to the

mappings to GraphBLAS functions. However, this engine also provides an operation

that can be used to implement selection operations faster than matrix multiplica-

tion; DimAppy(M, v, fun). This operation accepts a sparse matrix M, a vector

v, and a binary function fun, and produces a sparse matrix. DimApply works in

two modes ‘Column’, and ‘Row’. When in ‘Column’ mode, it places the output

of fun(M(i, j),v(i)) for all values of i in column j in the output matrix. We use

DimApply to implement selection operations by passing the RDF matrix A (or its

transpose A′) and the resulting vector from any(S) ∗ p along with the operator iseq.

5.6 Post-processing and Result Generation

Once the binding matrices of all query edges are generated, the result generation

phase starts (see Algorithm Result-Generation). Binding matrices are processed in
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LIFO order. Function Get-IJ(M) (Line 3) retrieves all the non-zero indices from

matrix M in a two-column 〈rowIndex, columnIndex〉 table. Function JOIN(T1, T2)

in Line 4 joins tables T1 and T2 on the common variable. In cyclic queries, when a

binding matrix involving a shadow node is encountered, it results in a filtering step

instead of a JOIN. This step removes entries if the binding of the replicated node and

the binding of its shadow node do not match. The output of Result-Generation is

a table with as many columns as the number of variables in the query, where each

tuple contains valid bindings for each query variable.

SPARQL standard allows filtering based on string matching, regular expressions

or inequalities. Users can also use functions like sum, count, min and max to perform

aggregation on the bindings of query variables. MAGiQ can handle SPARQL filters

and aggregation constructs during its post-processing phase. If the filter is over a

single variable, then it can be handled during the binding matrices generation phase.

Otherwise, the filter is applied in the post-processing phase once all binding matrices

are ready. Aggregation functions can be handled similarly.

5.7 Experimental Evaluation

Hardware configuration. Single machine experiments were conducted on a Linux

machine with two 14-core Intel Xeon E5-2680 CPUs @ 2.4GHz and 512GB memory.

This machine is equipped with a desktop-grade NVIDIA Quadro P6000 GPU with

24GB GDDR5X GPU memory. Distributed-memory experiments were conducted on

a Cray XC40 supercomputer which has 6,174 compute nodes each with two 16-core

Intel CPUs @ 2.3GHz and 128GB RAM.

Datasets. Table 5.2 summarizes our datasets. We used the LUBM [6] and Wat-

Div [109] benchmarks to generate synthetic datasets with up to 512 billion triples

(i.e., LUBM-512B). These benchmarks contain several queries with different com-
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Table 5.2: Datasets statistics in millions (M). #P is the number of unique predicates
in a dataset.

Dataset #Triples (M) #Nodes (M) #P
WatDiv-100M 109.23 10.28 85
YAGO2 284.30 60.70 98
WatDiv-1B 1,092.16 97.39 86
LUBM-1B 1,366.71 336.51 18
Bio2RDF 4,287.59 1,135.93 1,714
LUBM-10B 10,677.83 2,628.99 18
LUBM-512B 512,527.41 126,188.23 18

plexities and are commonly used in the literature [98, 3, 4, 43]. We also used the real

datasets YAGO2 [110] and Bio2RDF [111] with 284 million and 4.3 billion triples,

respectively. Datasets with less than 10 billion triples are used in single machine

experiments; the larger ones are used in distributed-memory experiments.

MAGiQ prototypes. We evaluate four versions of MAGiQ with different back-

end libraries; SuiteSparse:GraphBLAS, Matlab-CPU, Matlab-GPU and Comb-

BLAS. MAGiQ (SuiteSparse) uses the SuiteSparse:GraphBLAS [55] implementation

of GraphBLAS and runs on a single CPU thread. MAGiQ (Matlab-CPU) and

MAGiQ (Matlab-GPU) are built on top of Matlab. MAGiQ (Matlab-GPU)

uses multiple CPU threads while MAGiQ (Matlab-GPU) uses a single GPU. Fi-

nally, MAGiQ (CombBLAS) uses CombBLAS [53], which employs MPI in distributed-

memory environment.

Competitors. We compare against a variety of state-of-the-art and established

systems in our experiments, including relational, graph-based and specialized graph

processing hardware.

RDF-3X [38]: Relational engine that creates exhaustive indices to accelerate its

join-based query processor. Even though this is a relatively old system, it holds

the record for some queries compared to state-of-the-art engines.

gStore [46]: Graph-based engine that evaluates SPARQL queries using efficient

subgraph matching algorithms.
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UrikaGD [112]: A data analytics appliance by Cray, which consists of a graph-

optimized hardware with 2TB of global shared-memory and 64 Threadstorm

processors with 128 hardware threads per processor, and provides a SPARQL

query engine.

Virtuoso [113]: An enterprise grade solution built on top of a hybrid row/column-

oriented DBMS. This system scales to very large graphs using a single machine.

Wukong3 [4]: State-of-the-art engine that runs efficiently on a single machine (us-

ing multi-threading) and on RDMA-enabled distributed-memory machines. It

employs several query planning and graph exploration techniques to achieve

good performance for many queries.

AdPart [47]: State-of-the-art distributed-memory RDF query engine. It imple-

ments a query optimizer that exploits the query structure and hash-based data

locality to produce query execution plans with minimal communication. This

system was shown to outperform several distributed-memory systems in a recent

study [43].

RDF-3X and gStore use disk to store indices, so we mount their indices in memory

for fairness. The query times reported for each system are averaged over 5 runs to

account for randomness and noise.

5.7.1 Single Machine Experiments

Data Loading

Table 5.3 shows the time needed by each system to load the input RDF dataset;

it includes the time to collect statistics, construct various indices and perform any

3The authors of this system also developed a GPU assisted version; Wukong+G [5]. However,
its source code is not available yet, so we were not able to use the GPU assisted version in our
experiments.
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Table 5.3: Loading times (minutes); n/a: failed to load within 24 hours or crashed
while loading.

Dataset

R
D
F
-3
X

g
S
t
o
r
e

V
ir
t
u
o
so

W
u
k
o
n
g
4

M
A
G
iQ

WatDiv-100M 18 40 9 4 1
YAGO2 78 63 50 9 3
LUBM-1B 447 n/a 191 57 16
Bio2RDF n/a n/a 331 n/a 92

required pre-processing before answering queries. All existing systems require signifi-

cant loading times. Virtuoso is the only competing system that was able to load all

datasets successfully. MAGiQ is considerably faster. For example, for the LUBM-1B

dataset, Virtuoso needs more than 3 hours, while MAGiQ loads the data in 16 min-

utes. MAGiQ loads the input datasets faster than all competitors (3x to 28x faster)

because it does not build explicit indices; its loading time is dominated by the time

to read the graph from the disk.

Query Evaluation

LUBM-1B dataset. We use the same 7 queries5 used in most of the RDF litera-

ture [43, 4, 47, 3, 98, 46]. LUBM queries can be classified into simple and complex,

based on the structure of the query and the number of intermediate and final results.

L4 and L5 are simple star queries that generate few intermediate and final results.

L6 is a very selective simple query. L2 is a star query, however, it is a reporting

query that generates a large number of intermediate and final results. L1, L3, and L7

are 6-hop queries with many intermediate results. We refer to computationally light

queries (i.e., L4, L5, and L6) as simple queries, and to computationally heavy queries

4Wukong failed to load YAGO2 dataset initially because this dataset has labels that appear
as subjects/objects and predicates, which is not supported in Wukong. We filtered out triples
containing such labels from YAGO2 with the help of the authors of Wukong to enable loading.

5The LUBM benchmark contains other queries that involve inferencing, which is out of the scope
of this thesis.
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Table 5.4: Runtimes for complex queries on LUBM-1B (sec).

L1 L2 L3 L7 GeoMean
RDF-3X 901.4 115.6 898.2 426.2 307.6
Virtuoso 25.0 1,268.2 11.7 308.1 103.3
UrikaGD 5.8 2.4 1.9 7.0 3.7
Wukong 11.1 10.3 10.5 42.0 15.0
MAGiQ (SuiteSparse) 173.2 38.0 107.7 155.0 102.4
MAGiQ (Matlab-CPU) 24.9 14.3 6.1 38.2 17.0
MAGiQ (Matlab-GPU) 3.2 2.1 1.5 5.4 2.7

(i.e., L1, L2, L3, and L7) as complex queries.

Table 5.4 shows the runtimes of complex queries for LUBM-1B dataset. In the case

of complex queries that touch large portions of the input dataset, MAGiQ performs

well compared to the highly optimized existing systems. Particularly, our Matlab-

GPU implementation outperforms specialized systems by up to two orders of magni-

tude (compared to RDF-3X) and is at least 1.4x faster (compared to UrikaGD).

Compared to the state-of-the-art system Wukong, MAGiQ (Matlab-GPU) is 5.6x

faster on average, while MAGiQ (Matlab-CPU) is 1.13x slower. Note that our ma-

trix algebra based GPU implementation achieves a speedup up to 7.8x compared to

Wukong. This is comparable to the speedups achieved by a specialized state-of-

the-art GPU system; Wukong+G [5], which achieves up to 9x speedup compared to

Wukong.

Table 5.5 shows the runtimes of simple queries for LUBM-1B dataset. Simple

queries touch a small portion of the data; therefore the indices of RDF-3X, Vir-

tuoso, and Wukong are beneficial. Wukong is by far the fastest system for this

category of queries with a geometric mean of 1.3ms compared to 31ms for the sec-

ond fastest system RDF-3X. Even though MAGiQ (Matlab-GPU) has a geometric

mean of less than a second, MAGiQ is not a good choice for solving simple queries

compared to Wukong and RDF-3X. However, the fastest system Wukong used

312GB of memory to load the LUBM-1B dataset, while MAGiQ used 26GB only.

YAGO2 dataset. Since YAGO2 is a real dataset with no benchmark queries, we
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Table 5.5: Runtimes for simple queries on LUBM-1B (msec).

L4 L5 L6 GeoMean
RDF-3X 17 10 181 31
Virtuoso 1,941 32 42 137
UrikaGD 1,442 720 1,588 1,181
Wukong 1.9 0.3 1 1.3
MAGiQ (SuiteSparse) 55,167 32,737 68,927 49,931
MAGiQ (Matlab-CPU) 4,892 1,095 2,571 2,397
MAGiQ (Matlab-GPU) 2,337 610 698 998

Table 5.6: Runtimes for YAGO2 queries (msec). Y1 and Y2 are simple queries,
whereas Y3 and Y4 are complex.

Y1 Y2 Y3 Y4
Geo.
Mean

RDF-3X 51 234,600 9,800 112 1,904
gStore 274 136 8,473 1,053 758
Virtuoso 537 21 9,136 16 202
UrikaGD 1,864 1,649 1,523 1,415 1,604
Wukong6 4 5 172 758 38
MAGiQ (SuiteSparse) 26,069 33,139 17,331 21,551 23,834
MAGiQ (Matlab-CPU) 118 122 246 111 141
MAGiQ (Matlab-GPU) 54 66 105 40 62

used the same set of queries (Y1-Y4) defined in [43, 47]. Y1 and Y2 are selective

queries that result in small number of results, while Y3 and Y4 are complex queries

that consist of non-selective object-object joins. Table 5.6 shows the runtimes for

all compared systems. The conclusions are similar to those of LUBM-1B dataset;

MAGiQ provides competitive performance compared to specialized engines for com-

plex queries.

WatDiv-100M dataset. The WatDiv benchmark defines 20 query templates [109]

classified into four categories: linear (L), star (S), snowflake (F) and complex queries

(C). Similar to [3, 47]; we create 20 queries of each query category. Table 5.7 shows the

runtimes; for each query class, we report the runtime geometric mean for each engine.

RDF-3X performs best for star (S) queries, while Wukong achieves the best perfor-

6Reported results are those for optimal query plans manually generated by the authors of the
engine. Feeding the original queries directly to Wukong results in a significantly slower performance
because Wukong does not support automatic query planning for datasets with a large number of
unique predicates like YAGO2 and real datasets in general. The authors informed us that they are
currently working on automatic query planning for such datasets in an email correspondence.
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Table 5.7: Runtimes (GeoMean) for WatDiv-100M queries (msec).

S1-S7 F1-F5 L1-L5 C1-C3
RDF-3X 11 32 11 813
gStore 139 187 230 1,154
Virtuoso 22 30 20 1,213
UrikaGD 1,264 1,330 1,743 2,357
Wukong 16 2 1 47
MAGiQ (SuiteSparse) 1,028 2,168 790 5,393
MAGiQ (Matlab-CPU) 25 44 16 234
MAGiQ (Matlab-GPU) 26 48 16 195

mance for other query categories. For complex (C) queries, both MAGiQ (Matlab-

GPU) and MAGiQ (Matlab-CPU) are significantly faster than all other systems;

3x to 10x faster, except for Wukong. Wukong performs well on WatDiv bench-

mark because the high selectivity of its queries enables its graph exploration engine

to touch only small portions of the data [4].

Bio2RDF dataset. We use the same Bio2RDF queries (B1-B5), extracted from

a real query log, as in [47]. B1 contains two triple patterns that require object-

object join. B2 and B3 are star queries with different number of triple patterns. B4

is a complex query with 2-hop radius while B5 is a simple star query with only

one triple pattern. We show the runtimes in Table 5.8. Virtuoso and Urik-

aGD achieve better performance than MAGiQ for star queries (i.e., B2 and B3).

However, MAGiQ (Matlab-GPU) and MAGiQ (Matlab-CPU) are faster for the

rest of the queries. The intermediate binding matrices of B4 are small, resulting

in MAGiQ (Matlab-CPU) being more efficient than MAGiQ (Matlab-GPU). For

B5, the cost of copying the predicate matrices to the GPU and fetching the binding

matrices back to the CPU is not amortized due to the high selectivity of the query.

Therefore, MAGiQ (Matlab-CPU) performs better than MAGiQ (Matlab-GPU).

However, the geometric mean of MAGiQ (Matlab-GPU) is lower than all other

systems.
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Table 5.8: Runtimes for Bio2RDF queries (msec).

B1 B2 B3 B4 B5
Geo.
Mean

Virtuoso 588 941 1,656 298 198 382
UrikaGD 879 798 1,832 1,180 947 1,075
MAGiQ (Matlab-CPU) 658 2,674 7,052 54 8 351
MAGiQ (Matlab-GPU) 232 1,111 2,740 186 10 265

Query Workload Evaluation

We show in this experiment a breakdown of MAGiQ’s runtime for workloads of

queries. Two workloads are used in this experiment; 10,000 LUBM benchmark queries

on the LUBM-1B dataset and 20,000 WatDiv benchmark queries on the WatDiv-1B

dataset. These workloads were defined by the state-of-the-art distributed-memory

workload-aware RDF engine [47]. Runtimes are shown for the following steps: pre-

processing (i.e., graph loading), main program execution (binding matrices gener-

ation), copying data to GPU memory (for the GPU implementation), and post-

processing (i.e., result generation).

Figure 5.5 shows the results for the Matlab-CPU and Matlab-GPU implemen-

tations. MAGiQ took less than two seconds for translating all the 10K LUBM and the

20K WatDiv queries. For MAGiQ (Matlab-CPU), loading the graph and generating

the results incurs insignificant overhead; the dominant factor is the query evaluation

program execution. This shows that the performance critical part is the main query

program execution, which is affected mainly by the back-end implementation of the

matrix algebra operations. Similar observations can be made when running these two

workloads using MAGiQ (Matlab-GPU). For the WatDiv-1B workload, the main

query program execution dominates the execution time. However, copying LUBM-1B

matrices to the GPU took more time compared to WatDiv-1B since LUBM has fewer

predicates and more dense predicate matrices.
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Figure 5.5: Breakdown of MAGiQ runtime when evaluating 10K and 20K query
workloads for LUBM-1B and WatDiv-1B, respectively. Query translation took only
two seconds. Binding matrices generation is the dominant performance factor.

Effect of Query Planning

In this experiment, we evaluate the efficiency of our query optimizer. We run the

LUBM complex queries (L1, L3 and L7) on Matlab-CPU and Matlab-GPU. We

execute all possible plans for each query. Figure 5.6 shows the fastest and slowest

execution times over all plans. It also compares them with the execution time for the

plan selected by MAGiQ. For MAGiQ (Matlab-CPU) (Figure 5.6a), our optimizer

selects a plan that is either optimal in the search space or has performance very close

to the fastest execution plan. This is also observed for MAGiQ (Matlab-GPU)

(Figure 5.6b).

Data Scalability

In this experiment, we show how the performance of our Matlab implementations

change as we increase the dataset size. We generate 5 datasets ranging from 85

million triples to 1.3 billion triples using the LUBM benchmark. Figure 5.7a shows

the geometric mean of runtimes for all queries; L1 to L7, for each dataset size. As

shown, the geometric mean of both CPU and GPU implementations increases slowly

with the dataset size.
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Figure 5.6: Query plan selection for LUBM-1B. MAGiQ’s optimizer selects plans
close to the optimal.

5.7.2 Distributed-Memory Experiments

Data Loading and Query Evaluation

We show in this section the performance of MAGiQ (CombBLAS) compared to the

performance of the state-of-the-art distributed-memory engine AdPart using the

LUBM-10B dataset. Both systems were deployed on our Cray XC40 supercomputer

using 1,024 compute nodes.

AdPart takes a total of 57.13 minutes to load the graph, while MAGiQ (Comb-

BLAS) takes a total of 2.75 minutes (20x faster than AdPart). MAGiQ (Comb-

BLAS) reads the graph once in parallel and distributes it across the available com-

pute nodes. AdPart graph partitioning utility reads the input dataset serially and

splits it into one file per compute core, then AdPart query engine loads all the files

in parallel. The bottleneck of AdPart is the initial serial graph read, which takes

most of the loading time.

Table 5.9 shows runtimes for LUBM-10B queries L1-L7. For queries L2-L5, Ad-

Part is faster because it was able to do the evaluation without communication,

which was enabled by its data distribution mechanism and locality-aware query plan-

ning. For queries L1, L6 and L7, AdPart is slower because it was not able to do

communication-free evaluation. MAGiQ (CombBLAS) inherits its efficient commu-
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Table 5.9: Runtimes for LUBM-10B queries (sec).

L1 L2 L3 L4 L5 L6 L7
AdPart 5.12 0.12 0.24 0.07 0.08 3.51 4.84
MAGiQ (CombBLAS) 3.08 0.93 0.67 1.66 0.61 1.36 3.79

nication from CombBLAS, and thus scales to many compute nodes.

Scalability

Figure 5.7b shows the runtime of MAGiQ (CombBLAS) for queries L1-L7 on dataset

LUBM-10B as we increase the number of compute nodes from 64 to 1,024. Comb-

BLAS has an ideal speedup
√
p [105], where p is the number of CPU cores. Con-

sequently, the ideal speed MAGiQ (CombBLAS) is expected to have is
√
p, so we

quadruple the number of compute nodes at each step in Figure 5.7b similarly to [105].

Note that we used a dataset with 10 billion edges in this experiment. Querying this

dataset does not generate enough computation to utilize more than 1,024 compute

nodes. Adding more compute nodes will result in either slightly improved runtimes

or similar ones

Figure 5.7c shows the runtimes for queries L1-L7 on 2,048 compute nodes as we

increase the dataset size from 64 to 512 billion triples; the increase of runtime is

almost linear at such a large scale, which suggests that MAGiQ (CombBLAS) is

suitable for querying very large datasets. We used the LUBM benchmark to generate

the datasets used in this experiment.

5.7.3 Discussion and Limitations

While MAGiQ provides competitive performance for complex queries, it is evident

in our experimental evaluation that the main limitation is its poor performance on

simple queries. Such queries benefit from building exhaustive indices because their

evaluation involves selecting very small parts of the input dataset without requir-

ing heavy computations. Consequently, parallelism does not help accelerating such
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Figure 5.7: Scalability of MAGiQ: (a) Data scalability on a single machine. (b)
Strong scalability on a supercomputer using LUBM-10B. (c) Data scalability on a
supercomputer using 2,048 compute nodes.

queries. Specialized systems such as Wukong [4] and RDF-3X [38] solve such queries

in milliseconds, whereas MAGiQ requires seconds.

In summary, MAGiQ trades off simple query performance for: (i) portability over

a variety of infrastructures; (ii) good performance for complex queries; (iii) scalability

to very large datasets and computing infrastructures; (iv) reduced memory footprint;

and (v) fast loading time.

5.8 Related work

Specialized RDF Engines. Many research efforts focus on building efficient cen-

tralized RDF engines [114, 46, 115, 38, 106, 43, 45]. RDF-3X [38] and HexaStore [116]

are relational RDF engines that create exhaustive indices to accelerate their join-based

query processor. Openlink Virtuoso [113], an enterprise grade solution, is a SPARQL

engine built on top of a hybrid row/column-oriented DBMS. TripleBit [115] uses

compact sorted indices and performs merge-joins for query evaluation. BitMat [106]

uses a compressed 3-dimensional bit-matrix for storing RDF graphs and performs

joins on the compressed representation for query evaluation without materializing

intermediate join results. gStore [46] utilizes the graph storage model to store RDF

data and solves SPARQL queries using efficient subgraph matching algorithms. Many
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distributed RDF engines [43, 4, 5, 47, 3, 117, 99, 118, 98] have also been proposed

recently. These systems can be classified into (i) systems built on top of a gen-

eral purpose data or graph processing system like MapReduce [50], Spark [51] or

Pregel [119], and (ii) systems specifically built for SPARQL query execution. Such

systems use native RDF indices, efficient communication frameworks and customized

query optimizations to minimize query runtime. All the above mentioned systems

are designed with a particular hardware architecture in mind. Therefore, adapting

these engines to run effectively on a different architecture; e.g., GPUs, entails almost

redesign from scratch. This is evident in Wukong+G [5] which implements several

GPU specific optimizations, including GPU-friendly indices, GPU-based query exe-

cution and GPUDirect RDMA. In contrast MAGiQ is easily portable to a variety of

hardware architectures.

Matrix algebra libraries for graphs. GraphBLAS [52] is an emerging standard

API of matrix algebra operations for graph processing. The mathematical foundations

of GraphBLAS and the motivation for having such a standard interface are described

in [120, 48]. SuiteSparse:GraphBLAS provides a fully conformant serial C implemen-

tation of the GraphBLAS C API [55]. Many other graph processing frameworks adopt

the philosophy of GraphBLAS by providing a limited set of highly optimized sparse

matrix algebra operations. GPI [102] defines an interface very similar to GraphBLAS

and provides a distributed implementation built on top of Spark [51]. Combinatorial-

BLAS [53] provides a scalable distributed C++ implementation of an interface similar

to GraphBLAS, optimized for large scale distributed-memory systems. GraphPad [54]

provides another distributed implementation for a subset of GraphBLAS. Some pa-

pers propose efficient storage formats for sparse matrices suited for graph processing

[121].

Graph algorithms using matrix algebra. The authors in [103] present an algo-

rithm for computing betweenness centrality using sparse matrix multiplication, and
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provide some advances in sparse matrix-matrix multiplication. Furthermore, many

graph algorithms have been formulated using matrix algebra; like PageRank, be-

twenness centrality, shortest paths, maximum flow and breadth-first search [49, 53].

The authors of [123] and [124] present implementations of systems that combine the

vertex-centric programming paradigm for parallel graph processing [119] with matrix

algebra by mapping vertex-centric programs to sparse matrix-vector multiplications.

Unlike complex SPARQL query evaluation, most of these implemented algorithms

either have well-defined algebraic formulations or rely on simple graph traversals. To

the best of our knowledge, this is the first work to build a graph query engine using

matrix algebra. The authors in [125] propose a theoretical formulation of RDF graphs

as boolean tensors, and propose a query evaluation mechanism based on Khatri–Rao

product, which (quote from the paper) “is relatively unknown and unstudied”; no

implementation is provided. Our goal is to build a real framework to be executed in a

wide variety of architectures. Since sparse matrix algebra is well studied and efficient

libraries are available, we believe it is a good choice for our framework.

5.9 Conclusions

After studying existing SPARQL query engines, we identified two limitations: high

data loading overhead (both time and memory) and lack of portability. This chap-

ter presented a framework for building SPRAQL query engines using matrix algebra

where query evaluation is accelerated using very efficient implementations of algebraic

operations instead of using exhaustive indices. We presented different implementa-

tions that run using CPUs, GPUs, and distributed-memory systems. Our experiments

using large-scale datasets showed that our implementations can be orders of magni-

tude faster than existing SPARQL query engines for complex query evaluation and

data loading.
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Chapter 6

Concluding Remarks

6.1 Summary of Contributions

Graph analytics pipelines typically involve computing properties of the input graph’s

nodes and querying the computed properties together with the raw properties. One

popular computed property is betweenness centrality, which is commonly used for

identifying influential entities, community detection, and many other applications.

Computing betweenness centrality entails computing all-pairs shortest paths, which

makes it very costly for large graphs. Many approximation algorithms have been

proposed to mitigate the computational cost of betweenness, however, it has been

difficult to understand and compare the accuracy and the performance of the existing

approximation algorithms due to the lack of a standard benchmark. Efficient com-

putation of betweenness centrality in static graphs is important, however, it is not

enough because modern graphs are inherently evolving; thus, efficient incremental

algorithms are needed to update betweenness centrality values efficiently and catch

up with the pace of updates. This is a difficult task since betweenness centrality

is a global metric. Many incremental algorithms have been proposed for updating

betweenness in evolving graphs, however, existing algorithms either require quadratic

memory in the number of nodes in the graph, or perform many unnecessary compu-

tations. Consequently, existing incremental algorithms do not scale to large graphs.

After betweenness is computed, using it in a real application often entails querying the

properties of the graph together with the computed values. This can be done using
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a graph query engine. Graph queries typically involve subgraph pattern matching,

which is an expensive operation in graph processing. Existing query engines are lim-

ited in two ways: (i) they build exhaustive indices whose construction requires a lot of

time and memory which can be prohibitive for large graphs and (ii) porting them to

take advantage of different hardware platform requires significant engineering effort.

This thesis attempts to solve the aforementioned challenges in betweenness centrality

computation and graph query engines by making the following contributions:

Benchmark for approximate betweenness centrality algorithms. Chapter 3

of this thesis presents BeBeCA; a benchmark for betweenness centrality approxima-

tion methods on large graphs. Specifically: (i) We generated a golden standard by

deploying a parallel implementation of Brandes algorithm using 96,000 CPU cores

on a supercomputer to compute exact betweenness centrality values for several large

graphs with up to 126M edges. (ii) We proposed an evaluation methodology to as-

sess various aspects of approximation accuracy, such as average error and quality of

node ranking. (iii) We surveyed a large number of existing approximation methods

and compare their performance and accuracy using our benchmark. (iv) We pub-

licly shared our benchmark, which includes the golden standard exact betweenness

centrality values together with the scripts that implement our evaluation methodol-

ogy; for researchers to compare their own algorithms and practitioners to select the

appropriate algorithm for their application and data.

Updating betweenness centrality in large evolving graphs. Since efficient

computation of betweenness in static graphs does not accommodate the case of evolv-

ing graphs, Chapter 4 of this thesis presents iCentral; a novel incremental algorithm

for computing betweenness centrality in evolving graphs. We decompose the graph

into biconnected components and prove that processing can be localized within the

affected components. iCentral is the first algorithm to support incremental be-

tweeness centrality computation within a graph component. This is done efficiently,
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in linear space; consequently, iCentral scales to large graphs. We demonstrate

with real datasets that the serial implementation of iCentral is up to 3.7 times

faster than existing serial methods. Our parallel implementation that scales to large

graphs, is an order of magnitude faster than the state-of-the-art parallel algorithm,

while using an order of magnitude less computational resources.

Matrix algebra framework for solving graph queries. Finally, to enable tak-

ing advantage of betweenness, or any other computed property, in the context of a

real application, a scalable and efficient graph query engine is needed. Chapter 5 of

this thesis studies the plausibility of using matrix algebra for building graph query

engines by describing MAGiQ and comparing it with specialized graph query engines.

MAGiQ leverages the existing rich software infrastructure for processing sparse ma-

trices optimized for many hardware architectures. We presented four different pro-

totypes of MAGiQ over different hardware; single-core, multi-core CPU, GPU and

distributed-memory systems. MAGiQ combines portability, scalability, and efficiency

all together thanks to the sparse matrix algebra design paradigm. It enables almost

effortless utilization of different hardware for accelerating query evaluation on graphs.

Our experimental results on various large scale real and synthetic graphs show that

MAGiQ’s performance is comparable to or better than state-of-the-art specialized

graph query engines for complex queries. Furthermore, we show that MAGiQ scales

to very large graphs (4.3 billion edges on a single machine, and 512 billion edges on

a distributed-memory machine).

6.2 Directions for Future Research

Support for batch updates in iCentral. It is common for graph updates to

happen at the same time, i.e., batch updates. While the techniques used in iCent-

ral are suitable for updating betweenness centrality after a single edge update, they
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might fail in the face of batch updates. Specifically, the traversal avoidance is based

on the observation that many BFS DAGs do not change after a single edge update.

This observation does not hold in the batch updates case, and thus it is interesting

to study other techniques to accommodate the batch update case.

Introducing partial indices in MAGiQ. While MAGiQ provides very competitive

performance for complex queries, its performance does not match the performance

of existing query engines for simple queries. One interesting direction is to inves-

tigate the possibility of introducing partial indices in MAGiQ. Such indices can be

precomputed binding matrices for common query patterns. In such a case, if a query

contains one of the indexed patterns, its evaluation time can be significantly reduced

by skipping many steps of the query evaluation program and using the precomputed

binding matrices instead. Another possible direction is to dynamically choose between

MAGiQ and an index-based approach; however, it implies building an exhaustive in-

dex. Since we want to avoid incurring the cost of building an exhaustive index,

we believe that finding an innovative way to incorporate a partial index is a more

promising direction.

Pushing filters and aggregations to pre-processing in MAGiQ. The current

architecture of MAGiQ enables implementing filters and aggregation functions in the

post-processing phase. This results in producing potentially large binding matrices

that are unnecessary if the input query contains filters or aggregations. Performance

gains for such queries can be achieved if the query translation module of MAGiQ is

aware of such operations.

Better query optimization in MAGiQ. The query optimizer of MAGiQ uses a

simple strategy of building the query evaluation program starting from a literal if

one is available. An interesting direction would be to study the applicability of the

existing query optimization techniques within the matrix algebra framework.
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[46] L. Zou, J. Mo, L. Chen, M. T. Özsu, and D. Zhao, “gStore: Answering SPARQL

queries via subgraph matching,” PVLDB, vol. 4, no. 8, pp. 482–493, 2011.

[47] R. Harbi, I. Abdelaziz, P. Kalnis, N. Mamoulis, Y. Ebrahim, and M. Sahli,

“Accelerating SPARQL queries by exploiting hash-based locality and adaptive

partitioning,” VLDBJ, vol. 25, no. 3, pp. 355–380, 2016.
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