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ABSTRACT

Variants Prioritization in Cancer: Understanding and Predicting Cancer
Driver Genes and Mutations
Sara Waslallah Althubaiti
Millions of somatic mutations in human cancers have been identified by sequencing. Identifying and distinguishing cancer driver genes amongst the millions of candidate mutations remains a major challenge. Accurate identification of driver genes and
mutations is essential for the progress of cancer research and personalizing treatment
based on accurate stratification of patients. Because of inter-tumor genetic heterogeneity, numerous driver mutations within a gene can be found at low frequencies.
This makes them difficult to differentiate from other non-driver mutations. Inspired
by these challenges, we devised a novel way of identifying cancer driver genes. Our
approach utilizes multiple complementary types of information, specifically cellular
phenotypes, cellular locations, function, and whole body physiological phenotypes
as features. We demonstrate that our method can accurately identify known cancer
driver genes and distinguish between their role in different types of cancer. In addition to identifying known driver genes, we identify several novel candidate driver
genes. We provide an external evaluation of the predicted genes using a dataset
of 26 nasopharyngeal cancer samples that underwent whole exome sequencing. We
find that the predicted driver genes have a significantly higher rate of mutation than
non-driver genes, both in publicly available data and in the nasopharyngeal cancer
samples we use for validation. Additionally, we characterize sub-networks of genes
that are jointly involved in specific tumors.
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Chapter 1
Introduction

Cancer is a biological disease and it is characterized by the complex interaction between genetic and environmental factors that coordinate carcinogenesis [1]. Cancer is
one of the most serious diseases in the world, affecting millions of people worldwide
[2]. In 2015, it accounted for 8.8 millions deaths and this is expected to increase to
14.6 millions by 2035 [3]. Cancer is a disease which is characterized by disturbances
to normal cellular functions [4, 5]. Mutagenic events which affect a cell’s genetic
material are known to cause deregulation of the pathways that control the most fundamental processes of the cells [5]. Specifically, the onset of cancerous conditions
is caused by an accumulation of multiple genetic mutations, which then lead to the
deregulation of signaling pathways that control cell growth, apoptosis, and DNA repair [5, 6]. When these pathways have been transformed to remove the effects of
cellular controls, cancer cells are able to proliferate and develop without the normal
restrictions.
There are certain, well-defined means by which normal cells can transform into
cancerous ones. In the latter part of the twentieth century, oncological research
indicated that almost all cancerous cells display a relatively low number of acquired
molecular, biochemical, and cellular features that are a result of the alteration of
key pathways [5]. This may seem like a strong generalization, as there are over 100
unique types of cancer, not including further subtypes of malignancies that have
been identified [4]. However, it is not so difficult to accept when we understand
that the field of cellular biology emphasizes the similarity between all types of living
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cells. For example, all mammalian cells are alike in their mechanistic regulation of
normal cellular processes, such as division, differentiation, and programmed cell death
(apoptosis). Thus, it is not surprising that there are certain rules that control the
transformation of normal human cells to cancerous ones [4].
Further evidence of the universal nature by which cancer occurs can be seen in
the ongoing identification of specific mutation sites on the human genome, which
can be found in many forms of cancer. There are also attempts by researchers to
classify the genes which are crucial to carcinogenesis into specific classes by studying cancerous phenotypes in experimental models [4]. Two specific gene classes are
predominantly discussed: oncogenes and tumor suppressor genes. Cancer is caused
by the accumulation of activated oncogenes as well as inactivated tumor suppressor
genes, which subsequently confer the abnormal attributes which characterize cancerous cells [7]. The precursors to oncogenes, known as proto-oncogenes, are altered
by dominant mutations. This consequently provides a gain of function, such as proliferation, to a normal cell. In their mutated form, these specific genes are called
oncogenes and they are known to enhance the proliferative capability of cells. By
contrast, tumor-suppressor genes are altered and inhibited [7].
Fundamental cellular processes are altered in cancer cells due to mutations in both
classes of genes. Examples of these processes include metabolism, growth, proliferation, and death [4, 8]. The alteration of these pathways provides cancerous cells with
the ability to grow in number, forming tumors at the local site [9]. The uncontrollable growth of these cells can occur by avoiding the regulatory effects of the multiple
mechanisms which are present in a cell, controlled by key proto-oncogenes and tumor
suppressor genes [10]. Local tumors develop into carcinomas when they travel and
invade foreign tissues in the body [9].
Recognizing new driver genes is still a major challenge, although many methods
have been developed to attempt to identify them. For example, MuSiC-SMG [11]
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identifies genes which mutate more frequently than the background mutation rate,
and OncodriveFM [12] identifies genes with a bias towards high functional mutations
(FM bias).
By identifying the sub-network, gene groups containing driver mutations can be
directly discovered from cancer mutation data, with or without previous knowledge
of pathways or other information on protein/genetics interactions [13, 14, 15]. This
method is particularly successful when the passenger and driver mutations observed
frequencies cannot be distinguished from each other, which creates a circumstance
where single gene tests fail. Furthermore, it is believed that sub-networks can identify
low recurrence cancer driver genes [16].
Furthermore, the functional impact of a mutation can be predicted using additional biological information about the sequence and/or structure of the protein
encoded by the mutated gene. These methods are applied to the non-silent SNVs,
resulting in changes to the corresponding proteins’ amino-acid sequence. Various
methods have been developed to predict the impact of the SNVs. ANNOVAR [17]
provides an annotation of transcript variants. FunSeq [18] includes an additional
annotation of non-coding elements and regulatory features. MutationAssessor [19]
combines protein domain information with evolutionary conservation model, in order
to identify the functional impact of somatic mutations. In addition, CHASM [20],
TransFIC [21], and OncodriveFM [12] use machine-learning algorithms which trained
on known cancer mutations, and they can highlight potential driver mutations. ActiveDriver [22] predicts effects that are connected to protein aggregation, protein
stability and residues alterations which are targeted by post-translational modification. Condel [23], SIFT [24], and Polyphen [25] are other popular methods to access
the effect of SNVs on protein function.
There is a source of information which is, to the best of our knowledge, not yet
used for the prediction of cancer driver genes or driver mutations. This relates genes
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or variants to phenotypes, either on the cellular or whole body organism level. Phenotypes are systematically collected in the context of genotype-phenotype relations,
both from human clinical information [26, 27, 28] and from model organism experiments [29, 30, 31].
Here, we develop a novel method that uses and combines the information that
relates genes or variants to phenotypes, either on the cellular or whole body organism
level, in order to predict candidates driver genes/mutations by generating embedding
features for gene-gene functions and gene-phenotype associations. To achieve this
goal, this method uses an artificial neural network (ANN) based model to train over
all gene associations, based on known driver genes, to discover new ones. We demonstrate that our method can be used for real populations in hospitals. Specifically, the
contributions in this thesis are as follows:
• We develop a novel machine learning-based method to identify cancer driver
genes.
• We demonstrate the importance of integrating information from genes and variants to phenotypes, and integrating biological background knowledge behind
using different ontologies.
• We evaluate our findings using different statistical analysis models.
• We apply the method to analyze 26 authentic nasopharyngeal cancer samples
that underwent whole exome sequencing for validation.
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Chapter 2
Literature review

2.1

Finding driver genes

Cancer is a complex and heterogeneous disease, and there are diverse factors of a
genetic and environmental nature which contribute to its etiology. Due to developments in deep sequencing technology, a vast amount of cancer genomics data has been
generated by a number of programs, for example the Cancer Genome Atlas (TCGA)
[32], International Cancer Genome Consortium (ICGC) [33] and the Cancer Cell Line
Encyclopedia (CCLE) [34], that all give great opportunities to understand the molecular mechanisms and pathogenesis underlying cancer [35]. A major challenge which
cancer genomics is facing today is the distinction of driver genes, which are a factor
in the onset and development of cancer, from passenger genes. These gather in cells
but are not a factor in carcinogenesis [36, 37]. The focus of most early attempts
has been to identify individual driver genes which have recurring mutations [38], but
these types of methods do not take into consideration the complex mutational heterogeneity in cancer genomes which have varied gene mutations. Because of this, a large
amount of attention has been devoted to evaluating mutation recurrences in gene
groups which originate from pathways which are already known or protein-protein
interaction networks [15, 39, 40]. They are regarded as candidate driver pathways.
They are often disturbed inside tumor cells [41, 42], which may cause carcinogenic
properties, for example cell proliferation, angiogenesis or metastasis [4, 43]. A major
issue is that the interaction between the human protein network and biological path-
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ways is incomplete. It is of the utmost importance to find novel approaches which
do not depend on previous knowledge to identify pathways or new driver gene sets
which are mutated.
Past research demonstrates there are two main properties of a driver gene set:
the high coverage of samples; and the high level of mutual exclusivity of the driver
gene set. This means that, to disrupt one pathway, one mutation is usually adequate
[44, 45, 46]. To provide an example, the mutation of TP53 and the copy number
amplication of MDM2 are rarely seen at the same time in glioblastoma multiforme
(GBM) patients (p53 pathway) [32]. In recent years there has been frequent use
of these rules to identify mutated driver gene sets [16, 47, 48]. For example, [16]
developed Dendrix through the design of a weight function which combines gene
set coverage as well as exclusivity. It was then maximized by a Markov chain Monte
Carlo (MCMC) method in order to identify driver genes. [47] designed a binary linear
programming (BLP) model to obtain precise solutions for the maximization issue. A
genetic algorithm was then developed to maximize variant weight functions, as well as
implement previous biological knowledge more flexibly. However, all this research has
concentrated on a single pathway and have not considered the cooperation between
pathways.

2.2

Pathogenic variants

Mutations in cancer lead to uncontrolled growth in a population of cells by targeting
genes which are responsible for key biological functions [49]. At the most basic level,
driver mutations either activate or inactivate a cancer gene. Activating the mutations
provides cells with an ability which is required for cancer (e.g. proliferation), and
inactivating the mutations switches off a function of healthy cells which monitors and
checks cell growth (e.g. DNA damage repair). The genes targeted by driver mutations
are often called driver genes. However, it should be noted that not all mutations in
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driver genes are driver mutations, as most mutations in the genome (even in cancer
genes) do not contain any functional effect.
Therefore, predicting the effect of driver mutations is a key challenge in identifying
them. Predicting the effect of putatively activating mutations is particularly difficult.
In relation to this, sophisticated methods have been developed by researchers in order
to predict the functional impact of a mutation. If there is a mutation at a specific
locus, algorithms such as SIFT [24] and PolyPhen [25] can predict its impact as well as
the structural effect of the protein sequence change. MutationAssessor [19] and other
tools can predict the functional impact by determining the level of locus conservation
across related species.
Driver mutations are comparatively rare and this is a second key challenge in their
identification; a typical tumor generally has considerably more passenger than driver
mutations [50]. In order to overcome this challenge, researchers have introduced
methods to search for significantly recurrent mutations in a cohort of tumors. The
analysis of three types of mutations which affects genes has been the focus of most
studies. The three types of mutations are as follows: (1) single nucleotide variants,
where a single base is changed in the genome; (2) small insertions/deletions, where
few bases are added/deleted from a gene, and, (3) copy number aberrations, where
(part of) a gene is duplicated or deleted. For example, GISTIC2 [51] and RAIG
[52] look for regions of copy number change which recur significantly in a cohort of
tumors. Other methods look for highly mutated genes through the evaluation of all
mutations that target a specific gene. Oncodrive-FM [12] uses algorithms which can
predict mutations to evaluate each one in a given gene. MuSiC [11] and MutSigCV
[53] use a background mutation rate (BMR) concept - the per base rate where new
mutations take place - to compute the significance of the number of mutations in
each gene. MuSiC uses a per sample BMR as an option, since different tumors can
have greatly differing mutation rates depending on their mutations and cancer type.
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MutSigCV goes one step further with this, computing the BMR for a given gene and
sample using covariates (CV) that capture the replication timing or expression level
of the gene.
In order to predict driver genes and mutations, machine-learning approaches are
widely used. An early machine-learning technique [54] was devised to distinguish
driver from passenger mutations in cancer. It utilizes a random forest classifier and
relies on scores from SIFT, Pfam-based LogR.E-value and GOSS metrics for its features. However, [55] use the same type of classifier that trained on known cancer
driver genes in order to identify cohort-level cutoffs which are suitable for this identification. All these methods require prior molecular information for the mutations.

2.3
2.3.1

Embeddings methods
Embeddings for Knowledge Graph

Recently, a large number of studies has been conducted about knowledge graph embedding techniques. [56] describes many related machine learning methods that have
been developed, for example, the Neural Tensor Network (NTN) [57]. This employs
neural networks to discover how two entities interact and demonstrates good results.
Kolda et al. [58] and Franz et al. [59] carried out the factorization of adjacency tensors
by utilizing the CP tensor decomposition in order to evaluate the relation between
web pages and semantic web data. Drumond et al. [60] carried out the application
of pairwise interaction tensor factorization [61] in order to predict knowledge graph
triples. Factorization machines were applied to big uni-relational data sets in recommended settings by Rendle [62]. For knowledge graphs with a vast amount of various
links, a tensor factorization model was proposed by Jenatton et al. [63]. Moreover,
RESCAL [64], which is a model for relational latent features, explains triples of these
features via pairwise interactions. Another approach is based on matrix factorization
[65], which is mostly based on the linear factor model. In this type of model, rat-
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ing matrix is modeled as the product of a user coefficient matrix and an item factor
matrix. As part of the training stage, a low rank approximation matrix is fitted under the given loss function. Sum-squared error, is one of the most frequently used
loss functions. The sum-squared error optimized the low rank approximation and
can be found using Singular Value Decomposition (SVD) or QR factorization. [66]
is another term for feedforward neural networks, which can be referred to as multiway neural networks with regard to multidimensional data. By using this method
we can consider other ways of creating composite triple representations and of using
nonlinear functions in order to predict their existence. Another model category is
latent distance models, also known as latent space models [67]. These calculate the
relationship probability based on the distance between entities, where these have a
high probability of being in a relationship if their latent representations are near in
terms of a distance measurement.

2.3.2

Embeddings for Ranking and Retrieval

Notable and ongoing research in natural language processing has been carried out in
the field of domain specific information retrieval process. Several methods exist, for
example, Latent Semantic Indexing [68], which is an approach to benefiting from implicit higher-order structures in order to enhance the detection of relevant documents
based on terms found in queries. A further example is Supervised Semantic Indexing
[69]. This is an algorithm that is trained on pairs of queries and documents to predict
the quality of their match. Additionally, WSABIE [70] is an approach that scales
to these datasets by simultaneously learning to maximize precision at the top of the
ranked list of annotations, while learning a low-dimensional joint embedding space.

19

2.3.3

Embeddings for Language Modeling

Neural language models are the latest and most up to date models for language
modeling. These models encode words as vectors (word embeddings) and then feed
them into the neural network [71]. Furthermore, [72] introduces the compression
layer between the recurrent and output layers. This not only reduces the number
of parameters in the output layer, but also reduces the time complexity of training
and inference. word2vec [73] is an efficient predictive model which can learn word
embeddings from raw text. There are two types, the Continuous Bag-of-Words model
(CBOW) and the Skip-Gram model. In terms of algorithms, they are nearly the same,
but CBOW predicts target words from source-context words, whereas the skip-gram
model does the reverse. word2vec has become the most popular model in use today.

2.3.4

Embeddings for Supervised Prediction Tasks

Supervised learning of embeddings was considered to give lower-quality embeddings
than unsupervised approaches. However, this assumption has recently been overturned. One of these embeddings was discussed by Collobert & Weston [74], and it
gives a description of a single convolutional neural network architecture that, provided
with a sentence, produces various predictions: part-of-speech tags, chunks, named
entity tags, semantic roles, semantically similar words and the probability that the
sentence is grammatically and semantically correct. Another method was introduced
by Socher et al. [75]. This was a novel machine-learning framework based on recursive autoencoders for the prediction of sentiment label distributions at sentence
level, which learn vector space representations for multi-word phrases. Paragraph
vectors by [76] was an unsupervised algorithm that learns fixed-length feature representations from variable-length text extracts, for example sentences, paragraphs, and
documents.
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Chapter 3
Materials and Methods

3.1

Mutational Cancer Drivers Database

We used a dataset from genome-wide experiments that study several types of alterations in different human cancer types (IntOGen) [77]. The dataset used provides 459
driver genes identified in 28 cancer types, identifying and visualizing them, by analyzing 13 cancer sites containing a total of 4,623 exomes. The dataset also supports
researchers, assists with identifying drivers on tumor cohorts, as well as helping rank
mutations for improved decision-making in clinical settings. We used all provided
459 driver genes and 20 cancer types as shown in table 3.1, we ignored cancer types
which include any number of genes less than 30. However, we still used all the driver
genes because of the overlapping between cancer types, i.e, one gene can be involved
in several cancer types.

3.2

Cellular Phenotype Database

We used another dataset which stores data derived from high-throughput phenotypic
studies [78]. This dataset provides 60,279 different genes: 24,475 of them are human protein-coding genes and the remaining 35,804 represent different types of RNA
molecules and pseudogenes. Moreover, it provides a cellular phenotypic associations
for 13,116 genes. We considered this dataset after we excluded a set of known driver
genes in IntOGen database as non-driver genes.
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Table 3.1: 20 different cancer types been used
Corresponding Class
Cancer Type
0
Not identified
1
Acute myeloid leukemia (AML)
2
Bladder carcinoma (BLCA)
3
Breast carcinoma (BRCA)
4
Chronic lymphocytic leukemia (CLL)
5
Cutaneous melanoma (CM)
6
Colorectal adenocarcinoma (COREAD)
7
Esophageal carcinoma (ESCA)
8
Glioblastoma multiforme (GBM)
9
Hepatocarcinoma (HC)
10
Head and neck squamous cell carcinoma (HNSC)
11
Lower grade glioma (LGG)
12
Lung adenocarcinoma (LUAD)
13
Lung squamous cell carcinoma (LUSC)
14
Ovarian Carcinoma (OV)
15
Prostate adenocarcinoma (PRAD)
16
Renal clear cell carcinoma (RCCC)
17
Small cell lung carcinoma (SCLC)
18
Stomach adenocarcinoma (STAD)
19
Thyroid carcinoma (THCA)
20
Uterine corpus endometrioid carcinoma (ICC)

3.3

Number of genes
19,893
32
156
184
38
250
95
98
75
30
167
50
181
147
83
88
105
61
175
32
149

Ontologies

We used three ontologies in this study, Cellular Microscopy Phenotype Ontology
(CMPO) [79], Gene Ontology (GO) [80] and Mammalian Phenotype (MP) Ontology
[81]. The CMPO ontology describes general phenotypic observations which relate to
the whole cell, cellular components, cellular processes and cell populations; this version used was released on 19 December 2017 and contains 1058 classes. GO ontology
describes gene products with regard to their biological processes, cellular components
and molecular functions. The version used, which contains 49,472 classes, was released on 18 April 2018. MP ontology describes phenotypic information related to
the mouse and other mammalian species; the version used was released on 6 August
2018 which contains 32,140 classes.
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3.4

Feature embeddings

We utilized the OPA2Vec approach [82], including the annotations that we provided,
with the benefit of the meta-data in the form of annotation axioms which give valuable
information that characterize the ontology classes that those ontologies contained; to
generate embeddings representing genes based on that different ontologies that we
used. The embeddings for each gene were generated by using the following parameter
settings of OPA2Vec: Ontology file = cmpo.owl/go.owl/mp.owl, embedsize =
100, windsize = 5, mincount = 5, model = skip-gram (sg)

3.5

Embedding imputation

The word impute can be defined as replacing the missing values in any data. Missing
data can cause three main problems: it sometimes brings considerable bias, as well
as causing the data handling and analysis to be more arduous, and also creating
efficiency reductions. In this study, we applied this approach in the case of missing
information. That is, we imputed the information with zeros when some pieces were
missing and thus benefited by including all possible information (genes) from different
ontologies.

3.6

Supervised training

We evaluated Artificial Neural Networks (ANNs)[83]. ANNs, multiple units (i.e.,
artificial neurons), are organized in layers. Typically, different layers perform different
kinds of transformations on their inputs. In this study, we used known driver genes
within 20 different cancer types as the positive set. We used an equal number of
the non-driver genes, selected at random, as the negative set. For the training and
testing, we performed StratifiedShuffleSplit with a number of split set to 10 to estimate
the performances during training. 80% of the feature vector genes were used to
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train the ANN and the remaining 20% were used for testing. We optimized the
hyperparameters of the neural network using the Hyperas system [84]. A Rectified
Linear Unit was used as an activation function [85] for hidden layers and a sigmoid
function was used as an activation function for the output layer. Cross entropy was
used as a loss function in training, and Rmsprop (Root Mean Square Propagation)
[86] was used to maximize the neural network parameters in training.

3.7

Pathogenicity Test

We used different variant effect prediction tools, such as PolyPhen [25], SIFT [24],
MutationAssessor [19], MutationTaster [87], CADD [88], VEST3 [89] and fathmm
[90]. PolyPhen carries out functional annotation of single-nucleotide polymorphisms
(SNPs), maps the coding of SNPs to gene transcripts, extracts protein sequence annotations and structural features, constructs conservation profiles, and then estimates
the likelihood of the missense mutation being damaged, based on a combination of
all these properties. SIFT uses sequence homology to predict if protein function is
affected by substitution. MutationAssessor predicts the functional impact of substituting proteins in amino-acids. An example of this is mutations discovered in cancer
or missense polymorphisms. MutationTaster evaluates DNA sequence variants for
their disease-causing potential. CADD uses a support vector machine algorithm for
combining many diverse annotations into a single measure (C score) for each variant.
VEST3 is a supervised machine learning-based classifier, prioritizing rare missense
variants which are probably involved in human disease, and fathmm does the same,
but through Hidden Markov Models.

3.8

Wilcoxon Rank Sum Test

The Wilcoxon rank sum test, also known as the Mann-Whitney U-test, is an alternative to the t-test. This test combines two unrelated samples and ranks those combined

24
samples in order to determine whether the values from each sample are arbitrarily
ordered together through the list or grouped at counter sides when combined. The
former indicates that the samples are not different and the latter indicates they are
different [91]. In this work we applied the Wilcoxon rank sum test to compare the
pathogenicity scores for predicted and non-driver gene mutations generated using
seven different scores: Polyphen, SIFT, MutationAssessor, MutationTaster, CADD,
VEST3 and fathmm. Let us denote the values of the predicted and non-driver gene
mutations with G1 and G2 , respectively. This test starts by combining the samples
from G1 and G2 and ranks the combined samples. Then it computes two values U1
and U2 , as shown in 3.1, which denote the test statistics for G1 and G2 , respectively.
P
ni signifies the number of values from Gi , and
Ri signifies the sum of ranks of all
the samples from Gi . Subsequently, the test chooses the smaller U as shown in 3.2.

Ui = n1 n2 +

ni (ni + 1) X
−
Ri
2

U = min (U1 , U2 )

(3.1)

(3.2)

For a large sample size, this test approximates the data using normal distribution
and computes a z-score using the mean µ and standard deviation σ, calculated as
shown in 3.3 and 3.4. Then the z-score is calculated and we reject the null hypothesis
if | U * |≥ z α /2

µ=

r
σ=

n1 n2
2

n1 n2 (n1 + n2 + 1)
12

(3.3)

(3.4)
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U* =

3.9

U −µ
σ

(3.5)

Implementation

We used several tools and libraries in our work: we implemented scripts in the Groovy
programming language, and we used the Protege ontology editor [92] to understand
and investigate interactions between ontologies we used; we used the Python programming language and its libraries, such as scikit-learn library, to perform all data
training for the task of classifying genes into driver or non-driver genes; we used the
SciPy library to compute the Wilcoxon rank-sum statistic and R script for generating
the relevant figures. We used GATK with Mutect2 [93] for sample preparation and
generating somatic short variant calling files, SnpEff [94] and Annovar [17] for variant
annotations.
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Chapter 4
Results & Discussion

4.1

Feature learning

Our aim is to utilize information about the functions and phenotypes associated
with genes to identify driver genes and subsequently driver mutations. For this purpose, we first use a feature learning step in which we generate representations for
genes based on functions, cellular phenotypes, or physiological phenotypes that are
associated with them. We represent genes by three types of information: cellular phenotypes observed in large-scale microscopy studies and recorded using the Cellular
Microscopy Phenotype Ontology (CMPO) [79]; gene functions and cellular locations
recorded by Uniprot [95] and encoded using the Gene Ontology (GO) [80]; and phenotypes of knockout mouse models provided by the Mouse Genome Informatics (MGI)
database [29] encoded using the Mammalian Phenotype Ontology (MP) [81]. Each
of the ontologies contains logical axioms that define and restrict the classes and provide background knowledge about the domain of functions, cellular phenotypes, or
physiological phenotypes.
We started with 20,352 genes, annotated 13,116 using Cellular Microscopy Phenotype Ontology (CMPO)[79], 17,591 using Gene ontology (GO)[80] and 7,884 with
Mammalian Phenotype Ontology (MP)[81]. The large difference between the number of annotated genes using each of the 3 ontologies can be observed due to the
different mapping during gene annotation. Following that, we used Ontologies Plus
Annotations to Vectors (OPA2Vec) [82] to generate feature vectors for any named
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entity in an ontology; the vectors encode for the ontology-based annotations of the
genes, and both the formal (i.e., axioms) and informal (i.e., meta-data such as labels
and definitions) content that characterize and constrain the entities in an ontology.
Subsequently, we generated six different representations for each gene, the first three
based on the different types of annotations and ontologies we used, and the remaining three using the combination, union of all three feature types and concatenate
based on merging the three used ontologies as a one single ontology. We used these
representations of genes as input to our driver gene predictions.
To visualize the embeddings we generated, we used a t-SNE dimensionality reduction [96] and projected each gene embedding onto a 2D space for each of the different
representations, and we colored genes that are known driver genes differently from
genes that are not known to refer to a driver gene based on its tumor type. Figure
4.1 shows the results.

4.2

Prediction of cancer driver genes

Following the representation learning from ontologies, we used a supervised machine
learning approach to identify cancer driver genes from the generated feature representations. However, a gene may not be a driver gene under all circumstances but
rather act as a driver gene only for a particular type of tumor and not for others.
Therefore, we constructed a machine learning model to classify genes into driver genes
for particular cancer types using their ontology-based annotations; we distinguished
between 20 different types of cancer (see Table 3.1) taken from the IntoGen database
[77].
We designed an artificial neural network that took as input the vector representation of a gene and had 21 output neurons, one for each class of cancer for which we
predicted driver genes as well as an additional output for the non-driver class. The
neural network architecture we used is illustrated in Figure 4.2. The neural network
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(a) Genes with CMPO annotations

(b) Genes with GO annotations
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Figure 4.1: Visualization of embeddings using the t-SNE method.
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Figure 4.2: Neural network architecture of number of genes as a vector representation
of size X and two hidden layers of sizes 4X and 2X and the output of 21 different
neurons for each of 20 cancer types, plus an unidentified gene class.
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was trained on a gene set associated with different corresponding ontology annotations of CMPO,GO and MP as a vector representation using OPA2Vec. Based on
each experiment, the known driver gene-ontology association is used as the positive
set, and an equal number of the non-driver gene-ontology association is selected at
random as the negative set. For the the training and testing, we carry out 10-fold
stratified ShuffleSplit cross-validator.

Figure 4.3: Project workflow. Starting with annotation of the genes from CPD with
CMPO, GO and MP; and generating vectors with OPA2Vec. The prediction process
is accomplished by training ANN according to cancer type, to identify new driver
genes.
As a next step we train a machine learning model to recognize whether a gene refers
to the driver gene or not. For this purpose, we conducted three main experiments to
predict candidate driver genes accurately. First, we predict the genes based on each
ontology separately, i.e., train genes that have information just in CMPO, GO and
then MP. A total of 13,116 genes have cellular phenotype information, 17,591 genes
have information from GO and 7884 have mammalian phenotype information. Then,
we train an ANN classifier to distinguish between genes that may act as drivers and
genes that were not drivers. Table 4.1 (1st , 2nd and 3rd rows) shows the results for
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each experiment.
After training classifiers individually, we test the strength of combining three
ontologies to distinguish between cancer types. So, we take a set of genes that have
information for all the three ontologies (intersection), i.e., the total of 7884 genes have
information from CMPO, GO and MP. We further train an ANN model to distinguish
between the 20 different types of cancers, as well as an additional class that represents
the non-driver genes. We use the same method to split the classes into training and
test sets as before. The results in Table 4.1 (4th row) demonstrate that our method
benefits from combining more than one ontology to have enriched information for
each gene to classify it more accurately.
We utilize embedding imputation when we concatenate the generated feature embeddings from CMPO, GO and MP. So, we train ANN on these embeddings for 20,352
genes, i.e., use all the genes that have any annotation, adding zeros in place of missing
annotations. At the end, each of those genes have a feature size of 300. As Table 4.1
(5th row) shows the result to be a lower percentage than the intersection. This could
be because they are now individually combined.
As an extension to the previous experiment, we merge the CMPO, GO and MP in
a single ontology in OWL format. Figure 4.4 illustrates that each of these ontologies
contains logical axioms that define and restrict the classes and provide background
knowledge about the domain of functions, cellular phenotypes, or physiological phenotypes. Because of this, the ontologies also substantially overlap in their content, in
particular as classes in phenotype ontologies are defined or constrained using classes
from the GO. We trained an ANN on the combined associations of genes and ontology
classes with the background information in ontologies (both the formal logical content and the informal natural language components) as a single feature vector that
represents each gene in our dataset. In this evaluation as Table 4.1 (6th row) shows,
our method demonstrates its capability of predicting driver genes more accurately
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than before by merging ontologies that have already shared information within each
of them. Figure 4.5 summarizes the performance of each experiment using the area
under the ROC curve (ROCAUC).
Table 4.1: ANN performance in identification driver/non-driver genes of different
cancer types
Experiments
CMPO
GO
MP
CMPO+GO+MP (Intersection)
Union (Concatenation)
Union (Merging ontologies)

F-score
78.95%
84.23%
85.39%
91.20%
89.13%
92.57%

AUC
72.96%
78.81%
79.51%
89.73%
82.49%
94.28%

Figure 4.4: Interlinked knowledge between ontologies.
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Figure 4.5: ROC curves and AUC values for the genes to different ontology association
predictions.
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4.3

Predicted cancer driver genes are hypermutated in cancer
exomes

In order to predict driver genes the generated vectors representing genes are used.
We investigate the non-driver genes which are classified as a driver gene whatever its
cancer type. We discover 112 new driver genes in 20 different cancer types as shown
in Table 4.2. We determine the frequency of mutation (i.e., how many mutations per
base pair (bp) are present in a gene), called the Somatic Mutation Frequency, and
which defined as:

Somatic M utation F requency (SM F ) =

N umber of mutations
Gene length

(4.1)

We found that predicted driver genes have a significantly higher somatic mutation
frequency than non-driver genes (p-value =0.1001 ∗ 10-11 , Mann Whitney U test) and
known driver genes (p-value =0.9236 ∗ 10-6 , Mann Whitney U test), and predicted
driver genes also have a significantly higher somatic mutation frequency than known
driver genes (p-value =0.645 ∗ 10-8 , Mann Whitney U test). Figure 4.6 shows the
value range for the somatic mutation frequency in predicted driver genes, known
driver genes, and non-driver genes.
To evaluate our method in a cohort of real patients, we applied our method to
26 patient-derived whole exome samples, obtained from King Abdulaziz University
Hospital (KAUH). Those samples were extracted from the tissue samples taken from
nasopharyngeal cancer lesions. We investigated the 7 predicted genes in head and neck
squamous cell carcinoma (HNSC) and compared them to the other non-driver genes.
Figure 4.7 illustrates the distribution of the genes for all the samples. We found that
predicted driver genes have a significantly higher somatic mutation frequency than
non-driver genes (p-value =0.8 ∗ 10-3 ) and known driver genes (p-value =0.22 ∗ 10-15 ).
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Table 4.2: Number of predicted driver genes within each cancer type
Cancer Type
AML
BLCA
BRCA
CLL
CM
COREAD
ESCA
GBM
HC
HNSC
LGG
LUAD
LUSC
OV
PRAD
RCCC
SCLC
STAD
THCA
ICC

Number of predicted genes
2
4
14
2
11
12
3
4
5
7
1
9
5
3
3
7
4
5
7
11
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Figure 4.6: The distribution of 112 predicted driver genes compared to other known
driver and non-driver genes.

Figure 4.7: The distribution of predicted head and neck squamous cell carcinoma
(HNSC) compared to other known driver and non-driver genes
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4.4

Predicted and known cancer driver genes from network
modules

If our newly predicted genes are genuine cancer drivers we expect them to be more
likely functionally related to other driver genes, such that they form functional modules [97]. We test whether predicted driver genes are more likely connected to known
driver genes (for the same cancer type) within the STRING interaction network [98],
both for genes in the IntoGen database and the cohort of nasopharyngeal cancer
patients. We find that 24 out of the 112 candidate driver genes have a direct interaction with known driver genes within their respective cancer type (see Table 4.3).
To determine a neutral distribution of cancer drivers within STRING empirically, as
shown in the sampling algorithm 1, we sample 112 random genes 10,000 times from
STRING and determine how many genes are functionally related to known cancer
drivers. In a random distribution, on average 6 genes are connected to a known
driver gene, demonstrating that our predicted drivers are significantly more likely to
be functionally related to a known driver gene (p-value =0.3 ∗ 10-3 ), and therefore fall
in a module on the interaction network related to cancer progression.

4.5

Mutations in predicted driver genes are more pathogenic
than mutations in other genes

We extract all mutations in the 7 new predicted mutations that are involved in head
and neck squamous cell carcinoma (HNSC)/nasopharyngeal cancer (NPC). Consequently, we need to identify pathogenic mutations/variants within each of the predicted genes. We use seven different methods for predicting deleteriousness of variants: SIFT [24], PolyPhen-2 [25], MutationAssessor [19], MutationTaster [87], CADD
[88], VEST3 [89] and fathmm [90]. Each method has different thresholds to consider
variants as pathogenic. A mutation is considered pathogenic using the SIFT score
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Algorithm 1: Re-sampling Algorithm
1 Function (iterN um, geneN um):
Input : The iteration number to do this test and selected number of genes
Output: Average number of genes AvgG
2 Initialize an adjacency list for a Graph G
3 AdjListSgenes ← [{g1 , g2 }, {g2 , g3 }, {g3 , g4 }, ....., {gn , gm }]
4 Initialize a vector for the known driver genes
5 V ecKgenes ← [g1 , g2 , ....., g459 ]
6 countList ← []
7 AvgG ← 0
8 for i ← 1 to iterN um do
9
count ← 0
10
randS ← selectRandomSample(geneN um, AdjListSgenes )
11
for j ← 1 to len(randS) do
12
if randS[j].value() exist in V ecKgenes then
13
count ← count + 1
14
end
15
end
16
countList.append(count)
17 end
18 AvgG ← Sum(countList)/iterN um
19 return AvgG
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Table 4.3: 24 predicted genes have connected to known driver gene within the same
cancer type
Cancer Type
OV
BLCA
CM
BLCA
HNSC
BRCA
STAD
UCEC
BRCA
LUAD
COREAD
COREAD
LUAD
HNSC
PRAD
COREAD
CM
STAD
LUAD
BRCA
BRCA
LUAD
OV
UCEC

Gene Name Connected Known Driver Gene
POLR2A
POLR2B
GRB2
SOS1
SRF
MKL1
PLXNB1
RHOA
RRAGD
MTOR
NLK
MYB
SRY
CTNNB1
MYH4
ACTB
DAXX
FAS
PLOD1
COL1A1
FES
PIK3R1
STIL
ASPM
PIM1
MYB
TFAP2B
EP300
MBD1
SETDB1
S100A8
PTPN11
TAL1
TCF12
RUNX1T1
TCF4
KRT18
CDH1
FKBPL
CDC73
PROP1
NOTCH2
PPP1R10
RB1
POU3F3
NOTCH1
PTPRCAP
CCND1

Score
0.999
0.998
0.981
0.978
0.97
0.967
0.962
0.954
0.95
0.936
0.934
0.933
0.931
0.912
0.747
0.731
0.726
0.716
0.607
0.587
0.567
0.522
0.493
0.487
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when the score is < 0.05, with a PolyPhen-2 score > 0.15, MutationAssessor score
> 0.60, MutationTaster score > 0.5, CADD score > 15, VEST3 score < 1 and
fathmm score ≥ 0.45. Table 4.4 shows all the mutation scores within each of the 7
new driver genes in head and neck squamous cell carcinoma (HNSC)/nasopharyngeal
cancer (NPC). Note, there are some mutations that those tools cannot predict because we rely SnpEff and Annovar which they use the precomputed scores in each of
these tools.
We applied the Wilcoxon rank sum test [91] to compare the pathogenic scores
generated previously for the mutations within the 7 predicted driver genes in head
and neck squamous cell carcinoma (HNSC)/nasopharyngeal cancer (NPC) and nondriver genes. The set of variants in the seven predicted driver genes for head and
neck squamous cell carcinoma scored as significantly more pathogenic than variants
in known as well as non-driver genes (p-value for SIFT = 0.2559 ∗ 10-8 , PolyPhen-2 =
0.040, MutationAssessor = 0.4541 ∗ 10-7 , MutationTaster = 0.9361 ∗ 10-6 , CADD =
0.844, VEST3 = 0.1420 ∗ 10-9 and fathmm = 0.3734 ∗ 10-13 ; Mann-Whitney U test).
We can notice that CADD is not applicable for somatic mutations because it was
mainly developed for germline variants. Moreover, we investigate the allele frequency
of the mutations in the exome aggregation; the mutations with freq < 0.01 a most
likely to be a somatic mutation. Table 4.4 shows the list of somatic mutations within
the 7 new predicted driver genes, and we can observe that TFAP2B gene does not
exist in the list because none of its mutations have a value < 0.01.
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Table 4.4: Allele frequency and the pathogenicity scores of the somatic mutations in
the new predicted genes.
Gene name
CCNA1
CCNA1
CCNA1
CCNA1
OSGIN1
OSGIN1
OSGIN1
RRAGD
RRAGD
RRAGD
RRAGD
RRAGD
TAPBP
TAPBP
TGM3
TGM3
TGM3
TGM3
TGM3
TGM3
TNKS1BP1
TNKS1BP1
TNKS1BP1
TNKS1BP1
TNKS1BP1
TNKS1BP1
TNKS1BP1
TNKS1BP1
TNKS1BP1

Mutations Number of patients share this mutation ExAC_Freq PolyPhen2_score
rs113565588
4
0.0002
0
rs61729896
4
0.0026
.
rs61755283
1
0.0013
.
rs777439738
1
2.48E-05
.
rs111436159
1
0.0027
.
rs138964906
1
0.0007
0.454
rs142452879
1
0.0143
0.006
rs765898614
9
0.0161
.
rs16881819
2
0.0072
.
rs560624829
1
1.65E-05
.
rs374410904
1
0.0002
.
rs142842793
1
2.47E-05
.
rs145837211
2
0.0052
0.001
rs760665415
1
8.24E-06
.
rs114998364
3
0.0027
0.001
rs7262519
1
0.0004
.
rs539884508
1
0.0004
0.003
rs146355154
2
0.0006
.
rs372838802
1
2.53E-05
.
rs200294064
1
6.60E-05
0.999
rs138666146
2
0.0023
.
rs115694714
3
0.003
1
rs76781175
2
0.0091
.
rs79359831
2
0.0032
0.06
rs151252290
1
0.0117
0.128
rs35378326
1
0.0045
.
rs34448143
1
0.0187
0.194
rs139514655
1
1.65E-05
.
rs747045370
1
7.42E-05
0.411

SIFT_score MutationAssessor_score
0.306
0.345
.
.
.
.
.
.
.
.
0.83
1.725
0.146
0.625
.
.
.
.
.
.
.
.
.
.
0
.
.
.
0.844
-0.245
.
.
0.595
1.385
.
.
.
.
0.063
2.94
.
.
0.007
0.895
.
.
0.121
1.445
0.101
1.735
.
.
0.005
0.205
.
.
0.269
0.14

MutationTaster_score
1
.
.
.
.
0.997
1
.
.
.
.
.
1
.
1
.
1
.
.
1
.
0.626
.
1
1
.
0.982
.
1

FATHMM_score VEST3_score
2.39
0.05
.
.
.
.
.
.
.
.
1.34
0.047
1.43
0.076
.
.
.
.
.
.
.
.
.
.
1.32
0.097
.
.
-0.16
0.066
.
.
-0.72
0.046
.
.
.
.
1.52
0.618
.
.
0.98
0.126
.
.
0.97
0.144
0.08
0.04
.
.
1.4
0.149
.
.
1.61
0.1

CADD_score
-0.001
.
.
.
.
1.214
1.069
.
.
.
.
.
3.795
.
0.429
.
-1.38
.
.
4.825
.
4.699
.
1.967
0.908
.
3.153
.
0.415

Prediction
tolerated
cannot assess
cannot assess
cannot assess
cannot assess
tolerated
tolerated
cannot assess
cannot assess
cannot assess
cannot assess
cannot assess
tolerated
cannot assess
tolerated
cannot assess
tolerated
cannot assess
cannot assess
deleterious
cannot assess
deleterious
cannot assess
tolerated
tolerated
cannot assess
tolerated
cannot assess
tolerated
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Chapter 5
Concluding Remarks

Cancer remains one of the most common and deadly diseases worldwide despite the
significant resources invested in cancer research. According to the National Cancer
Institute, an estimated 21.5 million people will be diagnosed and nearly 14.3 million
will die from cancer by 2030 [3]. In addition to the untold human cost, 125 billion
dollars will be spent on cancer care. Amid these grim numbers there are signs of
progress, as cancer mortality dropped 1.4-2% from 2003-2012. Part of this progress
is due to the billions of dollars invested in cancer research every year, which have led
to better understanding of cancer biology and new therapeutics.
The precipitous decline in the cost of DNA sequencing offers a promising new
path to therapies personalized for the mutations within diver genes in a given patient’s
cancer cells. As the cost of sequencing has dropped to around one thousand dollars per
genome it has become routine to sequence tumor samples, and public consortia have
assembled datasets with the sequence of tens of thousands of tumors. Researchers
have begun analyzing this data and leveraging the large sample sizes in their private
studies. However, these datasets are large (hundreds of gigabytes per genome) and
cancer is a family of complex genetic diseases with many factors contributing to both
onset and prognosis, and requires sophisticated computational methods to prioritize
testable hypotheses.
Nowadays, many of the projects depend on the examination of mutational frequencies which are an indication of the fitness of a mutant allele and its oncogenic
function. However, most tumor mutations do not occur frequently, which makes
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frequency-based approaches only marginally effective.
Machine learning had been used in many of those projects for predicting driver
genes and mutations; but none of them tried to exploit the information behind the
genes or variants to phenotypes, either on the cellular or whole body organism level.
In this thesis, we have presented a novel machine learning-based method for predicting driver genes from cell phenotypes and gene functions. Our approach is based
on machine learning algorithms, utilizing vector representation of the ontology classes
using Ontology Plus Annotation word embedding (OPA2Vec). Based on our evaluations revealed, we have predicted 112 new driver genes, each of which belongs to
20 different cancer types. Our method can be used as a framework to predict and
validate genes/mutations in any databases or real population samples. While functional/experimental validation is going to remain a challenge, our method results have
been tested using different measurements that show most of the predicted genes were
correct.
Much work remains to be achieved, and we plan to investigate further by applying
our method to other real samples from our collaborator in Birmingham for colorectal
and esophageal cancers in order to see if our method can be applied to various cancer
types. Moreover, we aim to do experimental validation for our findings in terms
of the mutations within the predicted driver genes, rather than relying on some of
the existing tools which cannot capture most of them, as we have previously shown.
Therefore, we will utilize our extensive analysis as a tool to find and predict somatic
mutations for different cancer types.
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