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1 Properties and Connections to Tukey’s Boxplot

The following list summarizes important invariance and equivariance properties of the three

proposed boxplot-type displays (these properties can be derived from the definitions of the

SRSF and corresponding metrics):

1. The vertical translation boxplot is equivariant with respect to translation and scale

of the functional data. This is due to the standard definition of function translation

and the boxplot display.

2. The amplitude boxplot is invariant with respect to translation and equivariant with

respect to scale of the functional data. The SRSF representation is automatically in-

variant to translation. Furthermore, rescaling all functions in the same way preserves

the metric-based ordering of their amplitudes (resulting amplitude distances are also

rescaled by a common constant).

3. The phase boxplot is invariant with respect to translation and scale of the functional

data. Both of these properties are due to the extended Fisher–Rao metric and the

SRSF representation.
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The proposed method for boxplot construction was motivated by the original boxplot

displays proposed by Tukey (1977). Indeed, when restricted to the univariate Euclidean

setting, there are many similarities. First, as mentioned in the main paper, the definition

of the geometric median reduces to the standard median. Second, distance-based ordering

and optimization of an energy similar to Equation 1 (in the main paper) results in the

same types of quartiles as in the original boxplots. Notice that the second term in this

energy disappears in this case (the inner product is always −1), and the first term is always

maximized when we select the smallest and largest value in the 50% central region. In this

step, care must be taken for very skewed data. In that case, distance-based ordering does

not provide an even split of 25% of the data on each ‘side’ of the median. In the univariate

Euclidean case this is easily enforced; but, in the case of functions, there is no such extension

due to the infinite number of possible directions. Thus, one is forced to resort to the given

50% central region. The definitions of the IQR, boxplot extremes, and outliers are also

similar.

To verify these claims, we generated 100 datasets of size 10000 from the normal dis-

tribution with a random mean drawn from a uniform on -5 to 5 and a random standard

deviation drawn from a uniform on 1 to 4. The average distance between the Tukey first

quartile and our first quartile was 0.0169 with standard deviation 0.0139; for the third

quartile the average distance was 0.0166 with standard deviation 0.0136. As expected, the

medians were always exactly the same. This close connection to the original Tukey boxplot

motivates the use of the proposed method for functional data.

2 Additional Simulations

We present additional simulations on datasets generated by Models 1-5 in Sun and Genton

(2011). The data generation was carried out with identical settings as in that paper. As

in the other simulations in the main body of the paper, we perform 100 replications and

report values of the average true and false outlier detection rates along with their standard

deviations. In all simulations, we compare the proposed method to the method of Sun and

Genton (2011) on the same datasets. While in this comparison we use an outlier cutoff value

of 1.5 for their method, we note that the given results can be improved by adjusting this
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factor as reported in Sun and Genton (2012). Such an adjustment can also be developed

for our method, but this is beyond the scope of the current paper. An example of each of

the five datasets is provided in Figure 1 where we display the original functions in panel

(a), the amplitude in panel (b) and the phase in panel (c).

Model 1 Results: This dataset contains no amplitude or phase outliers. The proposed

method performs very well in this case with an average false detection rate (AFDR) of 0%

with a standard deviation (SD) of 0% for both amplitude and phase (for all ka, kp > 0.6).

Thus, we correctly detect no amplitude or phase outliers for all of the 100 replications. In

some of the replications we do find translation outliers, which is plausible under the specified

Model 1. In comparison, the AFDR obtained using the method of Sun and Genton (2011)

is 0.08% with SD 0.37% on the same dataset.

Model 2 Results: Looking at this dataset, we test the performance of the proposed

method for finding translation outliers. As in Model 1, we should not detect any amplitude

or phase outliers. The average true detection rate (ATDR) for translation outliers was 100%

with SD of 0%, while the AFDR was 0.39% with SD 0.76%. As in the case of Model 1, the

AFDR for both amplitude and phase were 0% with SD 0%. Thus, the proposed method

works very well on this example. The ATDR and AFDR obtained using the method of Sun

and Genton (2011) on the same dataset was 100% with SD 0% and 0.07% with SD 0.33%,

respectively.

Model 3 Results: This dataset presents a steeper challenge for the proposed method,

especially when it comes to evaluating the proposed outlier detection. First, the presence of

negative and positive contamination complicates the extraction of amplitude and phase; it

is difficult to characterize which features of the given functions should be aligned together.

Figure 1 indicates that some of the positive contaminations are aligned together and some

of the negative contaminations are also aligned together (in order to be aligned the con-

tamination start times must be close to each other). Nonetheless, the given functions do

not appear to have very different amplitude (shape) for the majority of the domain, and

thus only some of the functions will be flagged as mild outliers. Additionally, we should

not expect any phase outliers. These two hypotheses are supported by AFDRs of 0% with

SD of 0% for both amplitude and phase (for all ka, kp > 0.6). The ATDR for mild am-
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Figure 1: Datasets for Models 1-5 from Sun and Genton (2011). (a) Original functions. (b)

Amplitude. (c) Phase.

plitude outliers (ka = 0.6) is only 26.93% with SD 20.01%. The only hope to detect the

contaminated functions as outliers using the proposed method is through the translation

component; the ATDR in this case is 67.15% with SD 15.17%. The AFDR for this compo-

nent is 0.50% with SD 0.97%. The poor ATDR based on the translation component is due

to the short time interval over which some of the functions were contaminated. Specifically,

if the contamination does not last very long, the translation component is unable to flag

the given functions as outliers. The method of Sun and Genton (2011) performs much

better on this dataset with an ATDR of 86.74% with SD 13.68% and an AFDR of 0.04%
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ka 0.6 0.8 1.0 1.2 1.3 1.5 1.7

p̂c 100 99.84 97.79 86.20 74.72 48.29 25.46

(0) (1.13) (5.16) (13.18) (17.91) (22.30) (18.87)

Table 1: Average true positive outlier detection rates (with standard deviations in parentheses)

for the data generated by Model 5 in Sun and Genton (2011). Best performance is highlighted in

bold.

with SD 0.27%.

Model 4 Results: This dataset is also challenging for the proposed method. In this case,

due to the very short period of contamination, we would not expect to find any translation

outliers. This is supported by a very low AFDR of 0.87% with SD 1.18%. As in the

previous cases, we should also not detect any phase outliers; the AFDR in this case is 0%

with SD 0% (for all kp > 0.6). Due to the short period of contamination and the two

sudden changes in the slope of the functions, we should be able to detect the contaminated

functions as mild amplitude outliers. Indeed, when ka = 0.6, the ATDR is 93.94% with

SD 9.20%. When ka = 0.8, i.e., the regular outlier cutoff, the ATDR is 63.68% with SD

24.53%. Thus, even on this challenging example, the proposed method works well. The

AFDR for the amplitude component is 0% with SD 0% for any ka > 0.6. The method of

Sun and Genton (2011) performs poorly in this case with an ATDR of 52.23% with SD

20.24% and an AFDR of 0.05% with SD 0.22%. We hypothesize that this is due to the

very short duration of the contamination.

Model 5 Results: In this final model, we would expect the contaminated functions

to be flagged as amplitude outliers (Sun and Genton (2011) refer to this model as shape

contamination, which is captured by the amplitude component in our method). The AFDR

for the translation component is 0.53% with SD 0.83%. The AFDR for the phase component

is 0% with SD 0% for all kp > 0.6. The ATDR values for the amplitude component for

different values of ka are reported in Table 1 (the AFDR in this case was 0% with SD 0%

for all ka > 0.6). The proposed method seems to indicate that the contaminated functions

generated by this model are mild to regular amplitude outliers. This is visually verified

in Figure 1. The proposed method works very well on this example. In comparison, the

method of Sun and Genton (2011) gives an ATDR of 77.86% with SD 16.75% and an AFDR
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Figure 2: Separation of translation, amplitude, and phase in gait cycles. (a) Original complexes.

(b) Translation. (c) Amplitude. (d) Phase.

of 0.01% with SD 0.11%.

3 Additional Real Data Studies

We present two additional real data examples that consider visualization of biosignal cycles.

In particular, we consider gait functions and respiration functions. These two datasets are

useful in assessing the appropriateness of the proposed method for data with temporal

autocorrelation (gait) and in the presence of noise (respiration). A detailed description of

these two datasets can be found in Kurtek et al. (2013).

3.1 Gait Functions

We begin with the gait example. The 50 gait cycles considered here were extracted from a

long biosignal using the method presented in Kurtek et al. (2013). The original data came

from the Gait Dynamics in Neuro-Degenerative Disease database, which was obtained

from Physionet (Goldberger et al. (2000)). Visualization and assessment of amplitude

and phase variability in gait datasets plays an important role in disease characterization,

as many neuro-degenerative diseases manifest themselves in altered amplitude and phase

signals. Amplitude and phase have a clear interpretation in this data: phase refers to

timing variation of features along the gait cycle such as maximum force exerted by the foot

while walking, while amplitude measures the magnitude of this force.

We begin by separating the translation, amplitude and phase components. The results

are displayed in Figure 2. As in other examples, the predominant shape features of the

gait cycles are very well aligned in the amplitude component plot (Figure 2(c)). The
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Figure 3: (a)&(b) Amplitude boxplot and its surface display. (c)&(d) Phase boxplot and its

surface display. (e) Plot of phase (x-axis) vs. amplitude (y-axis) distances of each function in

the data from the median. (f) Functional boxplot generated by the method of Sun and Genton

(2011).

resulting phase component is shown in Figure 2(d). Next, in Figure 3(a)-(d), we show the

amplitude and phase boxplots. The amplitude boxplot (panels (a)&(b)) captures natural

variability in gait force functions, where the middle portion of the gait cycle increases in

overall force. There also seems to be some variability in the height of the initial peak.

The surface amplitude boxplot is effective at displaying the separation of the five number

summary, where the first quartile and the minimum functions are close together due to their

similarity in the amplitude component. The phase boxplot also displays natural variability

in the given dataset with three distinct time intervals of high variation: [0, 0.12), [0.12, 0.85]

and (0.85, 1]. These intervals correspond to variability in timing of the three predominant

features of the given functions, which include the initial constant force, the connection

between the two peaks, and the final constant force.

We found no translation, amplitude or phase outliers in this data. The phase vs.

amplitude distance plot and comparison to the functional boxplot of Sun and Genton

(2011) are provided in Figure 3(e)&(f).
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Figure 4: Separation of translation, amplitude, and phase in respiration cycles. (a) Original

complexes. (b) Translation. (c) Amplitude. (d) Phase.

3.2 Respiration Functions

As a second additional real data example, we consider visualization of 24 respiration func-

tion cycles, which were segmented from a long respiration signal (Kurtek et al. (2013)). The

maximum point on each cycle corresponds to peak inspiration. Again, respiration functions

have natural phase variability due to differing breathing rates across subjects and cycles.

Figure 4 displays the decomposition of the original data into the translation, amplitude and

phase components. Figure 3(a)-(d) displays the amplitude and phase boxplots. Overall,

there appears to be very little difference between the amplitude quartiles. The minimum

and maximum functions highlight the difference in the peak heights for different functions.

There are also some subtle amplitude differences evident close to the end of the cycles. The

phase boxplot indicates that there is a lot of variability on the entire function interval. The

main source of variability is due to fast vs. slow breathing cycles. We found one translation

outlier in this data, which is displayed in Figure 5(e). This function has a considerably

lower inspiration peak compared to the other functions. Figure 5(f) provides the amplitude

vs. phase distance plot and Figure 5(g) shows a boxplot constructed using the method of

Sun and Genton (2011) for comparison.

4 Computational Cost

Here, we provide the reader with an idea of the computational complexity of the proposed

method. By proposed method, we are jointly referring to the full alignment procedure,

boxplot construction for translation, amplitude and phase, outlier detection and figure

plotting. The average time for the four simulated datasets (sample size=100, sampling
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Figure 5: (a)&(b) Amplitude boxplot and its surface display. (c)&(d) Phase boxplot and its

surface display. (e) Translation outlier: respiration function 23. (f) Plot of phase (x-axis) vs.

amplitude (y-axis) distances of each function in the data from the median. (g) Functional boxplot

generated by the method of Sun and Genton (2011).

Dataset SST Growth Boys Growth Girls ECG Gait Respiration

Sample Size 65 39 54 80 50 24

Sampling Density 100 69 69 100 100 100

Comp. Cost (sec) 25.57 8.26 10.46 30.94 19.31 9.94

Table 2: Computational cost of the proposed method for all real datasets.

density=100) presented in Figure 5 in Section 3.1 in the main body of the paper was 40.46

seconds with SD 1.32 seconds. The average time for the five simulated datasets (sample

size=100, sampling density=50) presented in Figure 1 in this Supplementary Material was

11.74 seconds with SD 0.61 seconds. The computational cost for all of the real datasets

presented in the main body of the paper as well as this Supplementary Material are given in

Table 2. The main computational burden comes from the median estimation and function

alignment. The subsequent ranking based on amplitude and phase distances is extremely

fast (requires only one standard distance calculation per function).
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