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ABSTRACT

Novel Data Mining Methods for Virtual Screening of Biological Active

Chemical Compounds

Othman Mohammad Soufan

Drug discovery is a process that takes many years and hundreds of millions of

dollars to reveal a confident conclusion about a specific treatment. Part of this so-

phisticated process is based on preliminary investigations to suggest a set of chemical

compounds as candidate drugs for the treatment. Computational resources have

been playing a significant role in this part through a step known as virtual screening.

From a data mining perspective, availability of rich data resources is key in training

prediction models. Yet, the di�culties imposed by big expansion in data and its

dimensionality are inevitable. In this thesis, I address the main challenges that come

when data mining techniques are used for virtual screening. In order to achieve an

e�cient virtual screening using data mining, I start by addressing the problem of fea-

ture selection and provide analysis of best ways to describe a chemical compound for

an enhanced screening performance. High-throughput screening (HTS) assays data

used for virtual screening are characterized by a great class imbalance. To handle this

problem of class imbalance, I suggest using a novel algorithm called DRAMOTE to

narrow down promising candidate chemicals aimed at interaction with specific molec-

ular targets before they are experimentally evaluated. Existing works are mostly

proposed for small-scale virtual screening based on making use of few thousands of

interactions. Thus, I propose enabling large-scale (or big) virtual screening through

learning millions of interaction while exploiting any relevant dependency for a better

accuracy. A novel solution called DRABAL that incorporates structure learning of a
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Bayesian Network as a step to model dependency between the HTS assays, is showed

to achieve significant improvements over existing state-of-the-art approaches.
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Chapter 1

Introduction

An unprecedented growth in biomedical data has surged in recent years. The ability

to analyze big amounts of this data shall enable many opportunities that will, in turn,

impact future of healthcare [1]. Apparently, an era where personalized medicine, diag-

nostics and treatments are being adapted to everyday life is on the horizon [2]. Such

growth, yet, opens challenges for developing data driven solutions that can e↵ectively

and accurately enhance decision-making in this foreseen healthcare environment.

Biomedical data covers a wide spectrum of domains like toxicology, clinical stud-

ies, systems biology and biochemistry [3, 4]. Any accessible resources for experiments

in such domains shall help in the extremely challenging process of drug discovery

[5]. Mining High-throughput Screening (HTS) assays, for example, can provide very

valuable findings for novel uses of existing drugs or proposing new drugs with specific

biological e↵ects [6]. Revealing such previously unknown patterns may generate huge

savings in terms of cost [7] and speed up significantly the development process. How-

ever, many challenges underline the development of suitable methods for extracting

useful information [8].

O↵ering a particular conclusion about the nature of interaction between a drug

and an examined biological target requires detailed knowledge about several proper-

ties at a molecular level like toxicological and pharmacokinetic properties [9] and at a

primary basic structural and chemical-physical level (e.g. volume and surface charge).

In particular, several major components defined by fields like medicine, biotechnology,

pharmacology, bioinformatics and cheminformatics are necessary to highlight clinical
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candidates given some set of compounds [10, 11]. Given the need to perform many

tests throughout the cycles of drug development, computational analysis can speed

up the rate of discovery and potential success of these tests by making use of com-

putational power and handling amounts of data that goes beyond ability of a human

expert [12].

Drug discovery, from a computational perspective, involves analyzing heteroge-

neous types of data, large amounts of input data, handling di↵erent statistical prob-

lems and careful selection of unbiased significant results and predictions [5, 13, 14].

These challenges unless addressed in a careful computational setup, later experi-

mental steps in the process of drug discovery cannot be carried out e�ciently. The

standard computational technique (i.e. in silico based) used in drug discovery to ex-

amine libraries of compounds and find potential candidates for binding with a specific

biological target is known as virtual screening [15, 14].

Towards handling challenges that accompany the process of drug discovery by

means of virtual screening, wide variety of databases, methods and solutions were

proposed. Several data mining techniques have been developed to model chemical-

target interactions [16, 17, 18, 19]. These techniques di↵er from virtual screening

based on ligand-protein docking [20], as they do not require any prior knowledge about

the 3D surface representation of the target and its cognate interactor. Also, once

trained, data mining models are usually faster than ligand-protein docking models in

predicting biological activity status of a given chemical compound [21]. Several web

tools for predicting chemical-protein interactions have also been developed [22, 23,

24, 25].

The essential components of a data mining framework for virtual screening can

be characterized as highlighted in Figure 1.1. With existence of emerging and grow-

ing public repositories (e.g. PubChem database [26]) that provide access to biolog-

ical activity information from HTS experiments, there is an opportunity to develop
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computational methods to predict the biological activities of millions of chemical

compounds that remain untested [26, 27]. Once data is collected, variables that de-

scribe a chemical compound or its biological target need to be defined and extracted.

Then, building a data mining model starts under a careful attention for the model

selection parameter and evaluation procedure in order to achieve a plausible gener-

alization. The model, after trained and tested, can be used for virtual screening and

for producing a top selection of results. Docking simulations and literature review

can indirectly support the top findings in such data-driven approach, especially, if an

experimental validation (i.e. in vitro and in vivo based) is prohibitive to run.

Figure 1.1: Data Mining Framework for Virtual Screening

In an attempt to introduce an accurate data mining system for large-scale screen-

ing of biological activity of millions of chemical compounds, I propose several novel
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methods. As a first step, I realize the importance of finding a relevant set of chem-

ical descriptors that shall impact accuracy of activity prediction and hence present

Dragon Wrapper Feature Selection (DWFS). DWFS is a novel feature selection frame-

work based on combining state-of-the-art filtering approaches and wrapper methods.

I demonstrate through an extensive comparison with wide variety of datasets that

DWFS achieves better results in 56% of the cases when compared to five competitors.

Moreover, DWFS has helped in selection of set of chemical descriptors that I show

to be critical for enhancing mining of HTS data. Given that HTS assays are charac-

terized by a great class imbalance between reported activity outcomes such that only

a small proportion of compounds are found active, I propose Dragon Active-learning

Minority Over-sampling Technique (DRAMOTE) as a solution to handle the class

imbalance problem. Through 1,350 experiments that involved approximately 500,000

interactions between chemicals and their target proteins, DRAMOTE achieved con-

siderably better results than the current state-of-the-art-solutions. Next, towards

handling millions of chemical-target interactions and investigating opportunities for

accurate large-scale virtual screening, I explore multilabel classification techniques

for modeling correlations between several HTS assays. This shall play a major role

in mining HTS assays for which the available information is not su�cient to provide

novel insights about potential interactions. Therefore, when correlation between as-

says is present, improvements in prediction results may be significant. I introduce

Dragon Bayesian Active-learning Multilabel Classification (DRABAL), a novel Multi-

label classification (MLC) solution that incorporates structure learning of a Bayesian

Network (BN) as a step to model dependency between the HTS assays. In this study,

DRABAL was used to process more than 1.4 million interactions of over 400,000 com-

pounds and analyze the existing relationships between five large HTS assays from the

PubChem BioAssay Database. Compared to di↵erent MLC methods, DRABAL sig-

nificantly improves the F1Score by about 22%, on average. We further illustrated
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usefulness and utility of DRABAL through screening FDA approved drugs and re-

ported ones that have a high probability to interact with several targets, thus enabling

drug-multi-target repositioning.

My goal is to introduce chemical descriptors and develop novel methods to mini-

mize false positive predictions in order to allow for e�cient and accurate ranking and

selection of compounds during early stages of drug development. This shall produce

more promising drug candidates that can be experimentally validated.

1.1 The Study Objectives

The main objectives of this study are as follows:

• Provide a comprehensive analysis about chemical descriptors and properties that

contribute to virtual screening utilizing appropriate feature generation and feature

selection methods.

• Design data mining methods that can exploit millions of interactions and are

able to handle a large-scale virtual screening for biological activity of millions of

compounds.

• Develop a system that integrates all the proposed component under an easy to

use interface for enabling more explorations of novel interactions in the future by any

expert in the domain of drug discovery.

The rest of this thesis is organized as follows. Chapter 2 discusses our proposed

method for feature selection and accomplished improvements in mining HTS assays.

Our solution to handle HTS assays characterized by imbalanced classes of activity

is explained in Chapter 3. In Chapter 4, a proposed solution for mining millions

of interactions is highlighted. Finally, conclusions and future works are highlighted

Chapter 5.
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Chapter 2

DWFS: A Parallel Feature Selection Method for Selection of

Relevant Chemical Properties

Part of this chapter was published as:

Soufan O, Kleftogiannis D, Kalnis P, Bajic VB (2015) DWFS: A Wrapper

Feature Selection Tool Based on a Parallel Genetic Algorithm. PLOS ONE

10(2): e0117988. DOI: 10.1371/journal.pone.0117988

In the last decade, the leading high-throughput experimental techniques in biology

and chemistry, such as next generation sequencing, mass spectrometry, array-based

methods and others, let to the massively increasing volume and dimensionality of the

produced data in this field. This expansion in volume and dimensionality of data is

also occurring in many other domains such as, for example, web content, social net-

works, graphical information systems, etc. From a Data Mining viewpoint, the need

for faster, more reliable and more cost-e↵ective classification models based on such

data requires the extraction of a smaller and optimized set of features. This set can be

obtained by removing largely redundant, irrelevant and unnecessary features for the

class prediction [28]. A reduced number of features may also in some cases improve

the classification performance [28]. In addition, the reduced number of features may

lead to a better description of the underlying process from which data is generated

and, thus, may contribute to better interpretation of the results [29]. Consequently,

the Feature Selection (FS) problem is a fundamental problem for the development of
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e�cient data-driven Machine Learning models. Although FS has a great use in many

fields, we will restrict our consideration to biology and biomedical domains [30, 31].

There are three basic FS methodologies: a/ the filters, b/ the wrappers, c/ and

those based on the embedded FS models.

a/ Filtering approaches are mostly fast statistical methods that rank features ac-

cording to specific criteria. In principle, filters do not get feedback from classification

models. When the set of top ranked features is used for class prediction, classification

performance is frequently inferior to the case when all features are used.

b/ In the wrapper models the process of FS is tied to the performance of a specific

classification model and FS is made using some optimization methods and various

search strategies [32]. A well-studied variant of the wrapper model is the randomized

one, which relies on search strategies such as, for example, genetic algorithms (GA),

hill climbing and simulated annealing. In these methods, through iterations, numer-

ous heuristically selected feature subsets are evaluated based on the resultant error

of the classifier. Based on the characteristics of the feature search space from where

features are selected, evolutionary search methods like GA may be able to avoid to

stuck in locally optimal solutions although there is no guarantees for this [32, 33].

While this is an advantage, on the downside the wrapper-based FS combined with

randomized search strategies is a very computationally demanding task. Also, the

wrapper-based FS may lead to the selection of features biased to the classifier used

in the wrapper [34, 35].

c/ Embedded FS methods incorporate FS into the model development process. In

the embedded FS setting, searching for the optimized feature subsets is a combined

optimization process comprising selection of optimized set of features and tuning

parameters of the model. A well-known embedded FS method is based on Decision

Trees that has an automated FS strategy to select features according to the class

discrimination capability [36].
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Some of the FS methods used for biological and biomedical problems are not

general enough and may be developed for specific data types (i.e., those obtained

from microarrays).

With all the above-mentioned issues in mind we developed DWFS, a novel feature

selection framework and an on-line web-based FS tool that follows the GA-based

wrapper paradigm. To the best of our knowledge, there is no other FS web tool that

provides: 1/ a hybrid combination of wrapper-based FS with e↵ective filtering FS

methods, 2/ parallel implementation that reduces the time required for FS, 3/ options

to optimize the wrapper setting and tune weights and parameters of the FS process

according to the application requirements, and 4/ applicability to a broad spectrum

of applications and processing of larger multi-dimensional datasets including HTS

assays for which few e↵orts have been dedicated for finding strong discriminating

features [37, 38, 39].

Our experimentation with several benchmark datasets from di↵erent biological

and biomedical problems demonstrates that DWFS is capable of reducing signifi-

cantly the number of original features without sacrificing classification performance.

Through several experiments over HTS data, we show how feature selection is im-

portant for enhancing virtual screening and in particular, the ability of DWFS in

proposing a unique combination of features.

2.1 Feature Generation for Chemical Compounds

A chemical compound can be represented in several ways that provide information

relevant to understanding its nature and its e↵ect on a biological target [40]. A set

of representations exists ranging from English text encoding (e.g. SMILES) to graph

based format (e.g. SDF) [40]. For each type of a representation, a set of numbers can

be calculated to summarize the chemical information that this compound holds [41,

42]. In general, numbers or features (a.k.a. descriptors) that can describe a chemical
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compound can be classified as one-dimensional, two-dimensional, or three-dimensional

(1D, 2D or 3D) features. The 1D types of features relate to certain properties such

as molecular mass that can be derived directly from the chemical formula [41]. Given

the 2D representation which shows bonds between atoms of a compound, features like

number of atomic bonds, substructure information and molecular connectivity index

are an example of 2D features that can be generated [41]. Once an extra information

about the compound like force field and surface level details is found, 3D descriptors

such as geometric descriptors and MoRSE (Molecule Representation of Structures

based on Electron di↵raction) descriptors can be computed [43, 44]. Based on electron

di↵raction descriptors, MoRSe 3D features indicates the 3D molecular representations

of structure [45].

In order to illustrate the di↵erence of level of information that variant features or

descriptors have, we conduct an experiment where we try to correlate activity status

with similarity based comparison. From BioAssay AID 1030 [46], we take top 50 active

compounds with highest potency scores and another 50 from the inactive set. Then,

we generate di↵erent features for these total 100 compounds including 1D, 2D, 3D,

PubChem Fingerprint and our selected feature set using DWFS. Given a particular

type of features for each compound, we can compute the Euclidean distance and

cluster the most similar group of compounds together. It is common, in such scenario,

to use similarity measures like Tanimoto coe�cient which is based on bitwise operators

to estimate intersection and union of the sets of the binary features. However, since

some types of features generated are not binary but continuous, Euclidean distance is

used. Our reference is the actual reported active and inactive cases. For an ideal case,

the clustering output should only group compounds of the same activity together.

Figure 2.1 and Figure 2.2 highlight the comparison between all these groups. The

bar with blue and red colors indicate grouping of active and inactive compounds,

respectively. As the ideal case shows, the best outcome would be the case where the
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Table 2.1: Ranking of di↵erent feature groups in Figure 2.1 and Figure 2.2 based on
distance from Ideal case.
Type of Fea-
tures

Number
of Red
Boxes

Number
of Blue
Boxes

Average Rank

1D&2D 22 22 22 2
3D 25 26 25.5 4
PubChem FP 25 25 25 3
DWFS 20 20 20 1

active compounds (indicated by blue) are grouped together with minimal mixing with

the inactive compounds (indicated by red). Looking at 1D&2D and 3D descriptors,

it is di�cult to realize a good separation between both groups of activities.

Figure 2.1: Comparison of 1D,2D and 3D descriptors with an ideal case of clustering

Although the aim of the experiment is not to conclude about the best group of

features but to analyze the relationship between a commonly used similarity measure

and the activity outcomes in the assay, a ranking Table 2.1 of the feature groups

based on distance from the ideal case is provided to more informatively summarize

Figure 2.1 and Figure 2.2. Overall, the best grouping seems to be the one using

DWFS (ranked 1 in Table 2.1) selected features since longer blue and red rectangles

are formed as shown in Figure 2.2. This clearly highlight the importance of feature
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selection in such scenario and the need to examine impact of the many descriptors that

can be generated for a given chemical compound. Regardless of how the definition

of a particular group of descriptors is sophisticated, the interaction outcome which is

highly relevant in virtual screening might not necessarily improve.

Figure 2.2: Comparison of PubChem FP and DWFS descriptors with an ideal case
of clustering

2.2 The Feature Selection Model of DWFS

The DWFS search strategy is based on Genetic Algorithm (GA) that is a well-known

heuristic optimization technique inspired by the principles of natural selection [6].

Initially, a starting population ⇥0 = { ✓01, ✓02, . . ., ✓0r } (the collection of initial

solutions) of individuals ✓0i , i = 1,2,. . .,r, where r is the number of individuals, is

formed. The individuals represent chromosomes. Note that in our case the chromo-

somes are always described by vectors of length n whose components correspond to

genes (features); n is the number of all features. The values of the components are

binary 1s and 0s, where 1 encodes the existence and 0 the absence of a gene. In the

initial population chromosomes are initialized by a random selection of 1s and 0s.

In GA, the population changes in each evolutionary cycle forming di↵erent genera-

tions. An evolutionary cycle k, is characterized by the population ⇥k = { ✓k1, ✓k2,
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. . ., ✓kr }; ✓ki represents the i th chromosome in population ⇥k . In every evolutionary

cycle, a fitness value is computed based on a predefined fitness (objective) function.

DWFS uses the fitness function described by Equation 3.1, where is the classification

performance achieved by using chromosome ✓ki , sum(✓ki) is the sum of binary 1s in

chromosome ✓ki , and ↵ is a weighting parameter. In our experiments, we use ↵ =

0.15 as a default setup.

FitnessFunction = max
⇥

(Performance(✓
ki

)� ↵ ⇤ sum(✓
ki

)

n
) (2.1)

In our case the actual Performance function is determined by any appropriate

selection of a criterion function like sensitivity, specificity and other aggregate mea-

sures such as F1Score. Once the fitness function is defined, GA applies two operations,

crossover and mutation, and the best solutions are selected to survive to the next gen-

eration. The optimization process is run for a specified number of evolutionary cycles,

during which time GA attempts to increase the value of the fitness function. The

chromosome that produces the largest value of the fitness function during this spec-

ified number of evolutionary cycles is considered an optimized solution and it may

or may not be the global (optimal) solution. It is di�cult to know if the obtained

optimized solution is the global one. The procedure terminates whenever termination

criteria are satisfied [33].

DWFS search strategy is based on the PGAPack software [47], which is a collec-

tion of libraries that execute all GA steps. PGAPack deploys a parallel master/slave

single population GA using the message-passing interface (MPI). Master node stores

the initial population and applies the GA operations. Slave nodes are responsible for

evaluating the fitness function for every chromosome. The master/slave paradigm is

very e�cient in terms of execution time because the most costly part is the fitness

function evaluation, whereas the communication overhead is minimal [48]. In prin-

ciple, increasing the population size does not necessarily improve the classification
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performance as there is no guarantee that the algorithm will be able to find any

better solution than it does with the original population size. We use a population

size of 100 individuals, which is a good compromise considering the trade-o↵ between

the performance and over-fitting [49]. Note, that DWFS master/slave model was

deployed on a cluster with nodes having 64-cores. In our experimentation in one

experiment 63 cores are used for replacing the old solutions for every new generation

and the 64th core (i.e. the master) was responsible only for executing the GA op-

erators. In the first population we initialize genes to 0 and 1 randomly with equal

probability and we ensure that a chromosome containing all genes set to 1 is present

(i.e., this represents the solution that contains all features). In our implementation

we adopt constant rates for crossover and mutation. The crossover operator produces

new o↵spring by combining genes of two chromosomes (they are considered parents in

the GA terminology). We use two-point crossover technique that swaps all genes be-

tween two crossover points for both chromosomes. The following example illustrates

the two-point crossover operation over a pair of chromosomes with 9 genes.

Chromosome1 (Parent1): [0 0 1 1 0 1 1 0 1]

Chromosome2 (Parent2): [1 1 1 0 0 0 1 1 1]

Two-point crossover operator

Chromosome1 (Child1): [0 0 1 0 0 0 1 0 1]

Chromosome2 (Child2): [1 1 1 1 0 1 1 1 1]

The underlined features in the chosen parent solutions indicate the points within

which crossover will take place (i.e. genes between these points will be crossed-over

to generate child solutions). A pre-defined crossover rate will determine the number

of genes where crossover will take place. Mutation modifies specific genes of a given

chromosome. We use the simple bit-string mutation that flips specific genes at random

positions. Both GA operations simulate parts of the natural evolutionary process and
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are used to control transfer of information between di↵erent generations of population.

The evolution of the population follows a binary tournament selection, where the best

two chromosomes in the population are selected to serve as parents of new o↵spring.

The GA operators including selection, mutation and crossover are then carried over

in an iterative process through a predefined number of generations.

After experimentation with di↵erent mutation and crossover rates we observed

that values close to 0.8 for crossover and 0.01 for mutation are e↵ective in various

classification tasks (see also [32]). These values we selected as default for DWFS. The

default number of evolutionary cycles in DWFS is 100. Also, in order to reduce the

processing time we included additional stopping criteria in which we consider that the

population has reached the steady-state (i.e. it has converged) if there is no di↵erence

in the fitness function value for 50 consecutive generations.

DWFS o↵ers di↵erent performance metrics for the fitness function from Equa-

tion 3.1 including accuracy, geometric mean of sensitivity and specificity (GMean),

F1-score and Mathews Correlation Coe�cient (MCC). Possibility to select di↵erent

performance metrics for the optimization process increases the utility of DWFS. For

instance, GMean is preferable in cases where the data classes are highly imbalanced

[23]. Three di↵erent classification models can be used: a/ Nave Bayes Classifier

(NBC-in-house implementation), b/ K-Nearest-Neighbors (KNN) available from the

AlgLib library (http://www.alglib.net/) [50], and c/ and the combination of a/ and

b/. In principle, selecting more than one classifier tends to minimize potential bias

towards a particular type of classifier. The idea behind this is relatively simple:

features selected using a single classifier in the wrapper FS usually result in higher

performance for that particular classification model and weaker performance for other

classifiers. Including a combination of classifiers in the wrapper FS setting, may lead

to the selection of a feature subset that is less biased, but this is not guaranteed.
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2.2.1 Hybrid combination of filtering and wrapping

When the number of features is very large, the GA becomes very computationally

demanding and its run time can be prohibitive. To reduce the time required for

training, DWFS supports a two-phase hybrid combination of filtering and wrapping.

In the first phase, filtering is applied as a pre-processing step and the top-ranked

features are selected based on a pre-defined but tunable threshold. In the second

phase, the GA-based wrapper FS is applied to the selected features, which in practice

means that the FS process uses a much smaller search space instead of the original

large search space. This heuristic optimization technique may or may not result in

combinations of features that have high discriminative power. Yet, this cannot be

known in advance. In practice, the experiments show that this heuristics performs

well and that it is fast and memory e�cient for datasets described by large number

of features and having large number of samples. Current implementation of DWFS

incorporates the following well-known and widely-used filtering techniques: minimum

redundancy maximum relevance (mRMR) [51], joint mutual information (JMI) [52],

conditional mutual information maximization (CMIM) [53] and interaction capping

(ICAP) [54]. mRMR selects features based on the minimum redundancy-maximum

relevancy criterion. Both JMI and CMIM are based on di↵erent notions of mutual

information (joint vs conditional), whereas ICAP selects features based on the concept

of interaction of the class label with di↵erent sets of features. Recently, a study

has proposed a unifying framework for information theoretic feature selection that

derive the previous criteria from conditional likelihood of the training labels [55].

In particular, the scoring criteria including mRMR, JMI, CMIM and ICAP can be

derived from the following function described by Equation 3.2.

F = E
xy

{ p(y|x
✓

)

q(y|x
✓

, ⌧)
}+ I(Xs

✓

;Y |X
✓

) +H(Y |X) (2.2)
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The first term is a likelihood ratio between the true distribution p(y|x
✓

) of a class

given some particular selected features and the predicted class distribution q(y|x
✓

, ⌧)

given the selected features and a model parameter ⌧ , averaged over the input space.

Given the selected features X
✓

, I(Xs
✓

;Y |X
✓

) defines conditional mutual information

between the class label Y and the unselected features Xs
✓

. The final term is the

conditional entropy of labels given all original set of features H(Y |X). In [55] a

rigorous derivation of many information theoretic measures for feature selection from

Equation 3.2 is provided to eventually reveal either a direct or conditionally dependent

relationship between the target label and the selected features of dataset. Figure 2.3

illustrates the framework of DWFS.

Figure 2.3: The hybrid framework of DWFS including combined filtering and wrapper
feature selection steps.

2.2.2 Prevalent FS techniques used for biomedical problems

Previous review articles addressed the importance of selecting relevant features in

biological and biomedical problems and illustrated the state-of-theart methods [31,

56, 57]. From the category of wrappers, FST3 [58] and WEKA [59] o↵er a variety of
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wrapper and filtering models based on di↵erent search strategies. WEKA is widely

used for its easy access and functionality. However, it is not scalable to multicore

computers or high-end clusters and consequently as the data volume increases it

cannot handle e↵ectively computationally intensive FS in the wrapper setting.

From the category of filters, mRMR [51] belongs to multivariate filtering methods

and a web tool is available. However, the web-tool has some limitations since only

input files with size less than 2 MB are supported. FSelector [60] presents an extensive

collection of existing filtering algorithms implemented in a Ruby package whereas,

the CBFS algorithm [61] introduces the clearness-based scoring scheme for describing

features that maximize separability between the classes.

There are also many dataset-specific FS methods, e.g. ArrayMining [61] that

targets selection of genes from microarray datasets, Multi-Relief that [62] ranks cru-

cial residues for protein functionality or MetaboloAnalyst [63] that selects important

metabolites from metabolic network data.

2.3 E↵ect of Feature Selection on Virtual Screening

A variety of feature sets of varying complexity have been compiled for virtual screening

and prediction of biological activity [64, 65]. In this study, we used the combined set

of fingerprint features from two major chemoinformatics toolkits, RDKit [66] and

OpenBabel [67], as well as features from PubChem fingerprint [68]. OpenBabel [67]

was specifically used to generate di↵erent SMARTS patterns and 3D spectrophore

descriptors. In addition, several basic chemical descriptors, such as the molecular

weight, number of H-acceptors and donors, and Log-P, were calculated, for a total

set of 2,940 features.

A large set of compiled features leads to generating information of di↵erent level

of redundancy, as well as introduces features that may not be relevant for the types

of activity of chemical as shown in particular assays. A good FS should be able to
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remove a lot of such redundant or irrelevant information. In this experiment, we

apply a DWFS FS model, which selects features so as to maximize the geometric

mean of sensitivity and specificity of C5.0 decision trees (DTs) [69]. Datasets AID:

886 [70], AID: 899 [71] and AID: 938 [72] were used for FS as follows. From each

of these datasets, we randomly selected a sample of 10% of the original data. This

sample is further split into training and validation parts required for the wrapper

FS. Specifically, 90% is used for training C5.0 DTs of the wrapper FS, and 10% for

validation. Then for each of these datasets, DWFS FS is applied separately and

features are selected by the algorithm. Finally, we select all features that are found in

at least two of these three selected feature subsets. Intuitively, a feature that appears

in more than one selected subset of features is more important for the whole data.

We used three datasets since this is the minimum number required to avoid any tie

in decision over the selection of a common feature.
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Figure 2.4: Comparison of DWFS selected features and PubChem Fingerprint for
Virtual Screening

DWFS selected a subset of 821 features out of 2,940 that were initially extracted

based on chemical, topological and other 2D and 3D descriptors of chemicals to de-

scribe the set of compounds. We compared this subset with the standard 881 features

from PubChem fingerprint [68]. Granular Support Vector Machines Random Under-

sampling (GSVM-RU) is a data pre-processing method that removes through di↵erent

iterations un-informative samples from the majority negative class [73]. Since each

round in GSVM-RU works with a di↵erent IR, we use it to compare the performance
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of the two di↵erent feature subsets (i.e. our proposed and PubChem fingerprint)

under di↵erent levels of IR. This may help in drawing an insight about the more

relevant features for the prediction system. In [37], a linear kernel SVM was used

for finding the negative support vectors in GSVM-RU. Here, we additionally consider

a polynomial kernel to compare the feature subsets. In Figure 2.4, a comparison

between the proposed feature subset and the PubChem features using a GSVM-RU

with a linear SVM kernel (GSVM-L) and degree 3 polynomial kernel (GSVM-P) is

given. For the linear kernel (shown as filled circles), both feature subsets converge

almost to the same Geometric-mean (Gmean) of sensitivity and specificity from early

iteration steps starting from the 30th iteration. Interestingly, for GSVM-P (shown

as filled triangles), the performance is noticeably worse if the PubChem features are

used, resulting in zero Gmean of sensitivity and specificity for the initial 75 itera-

tions. However, when feature subset obtained by our proposed method is used, a

much higher Gmean with maximum of about 85% was obtained with GSVM-P. Such

dramatic di↵erence is suspected to be the result of two factors: the nature of features

and which features were selected. All the features from the PubChem are encoded

as binary, which under certain conditions, as illustrated in Figure 2.4, may not be

helpful for a classifier. Nevertheless, in our proposed subset of features, there is a set

of 18 continuous features. From 881 features from PubChem, 238 features were only

selected during the feature selection.

2.4 E↵ect of Feature Selection on Other Biomedical Datasets

2.4.1 Datasets

In our experiments we use nine datasets related to di↵erent biomedical problems.

Table 2.2 summarizes the number of samples, number of features, ratio between

positive and negative samples and corresponding data sources. We chose on purpose

datasets from a broad spectrum of di↵erent problems to demonstrate that DWFS is a
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Table 2.2: Datasets used in our experimental setup
Dataset
name

Number of
Samples

Number of
features

Number of
positive/nega-
tive

Reference

TIS 25604 81 12802/12802 [74]
TFTF 674 1062 339/335 [75]
Medelon 2600 500 1300/1300 [76]
Wdbc 569 30 357/212 [76]
Promoters 106 57 53/53 [76]
Pre-miRNAs 9185 48 691/8494 [77]
Lung cancer
(microarrays)

187 19993 90/97 [78]

Leukemia
(microarrays)

72 7129 47/25 [79]

Prostate can-
cer (microar-
rays)

102 2135 52/50 [80]

general tool for FS and that it performs well over a variety of di↵erent types of data.
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Figure 2.5: Performance indicator values divided by the absolute number of selected
features for all the studied methods and across all the studied datasets.

In order to provide more insights about the performance of the studied methods we

compute the ratio of classification performance over the number of selected features.

This ratio measures the e↵ectiveness of the FS process and depicts the maximum

classification performance that can be achieved using the reduced number of features

selected by an FS method. As performance indicator, we choose GMean since it
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combines two other important performance metrics. The results for the NBC and

KNN classifiers are presented in Figure 2.5. DWFS and its variants achieve the best

results in 10 out of 18 tested cases. For the remaining 8 cases (Lung cancer, Leukemia,

Prostate cancer and TFTF datasets) WEKA is the best method for both the NBC

and KNN classifiers.

In this study we presented DWFS, a FS method based on the wrapper model

combined with a randomized search strategy. DWFS o↵ers a variety of options to en-

hance the optimized FS including incorporation of filtering methods as pre-processing

step (i.e. hybrid model) and many other options for tailoring the objective function

according to application requirements. For virtual screening, several experiments that

show advantages of features selected by DWFS over other standard descriptors were

illustrated. Selecting a relevant set of features is a key step towards e�cient and

e↵ective virtual screening and drug discovery. From our extensive experimentation,

also, with several benchmark datasets from di↵erent biological and biomedical prob-

lems we observe that, DWFS integrated in a hybrid setup with a filtering approach

for FS is capable of reducing significantly the number of features without sacrificing

classification performance. We hope that DWFS will find good use in the analysis

of many complex biological and biomedical data complementing other available tools

for FS that biologists may use.
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Chapter 3

DRAMOTE: A Precision-Aware Method for Mining HTS

Data with Imbalanced Activity Classes

This chapter was published as:

Soufan O, Ba-alawi W, Afeef M, Essack M, Rodionov V, et al. (2015) Mining

Chemical Activity Status from High-Throughput Screening Assays. PLOS

ONE 10(12): e0144426. DOI: 10.1371/journal.pone.0144426

Data mining techniques may help narrow down promising candidate chemicals

aimed at interaction with specific molecular targets before they are experimentally

evaluated [81, 82, 83]. This, in principle, may help in speeding up the drug dis-

covery process. Developing accurate prediction models for in silico HTS is however

challenging. For datasets such as those obtained from HTS assays, achieving high

prediction accuracy may be misleading since this may be accompanied by unaccept-

able false positive rate [84] as high accuracy does not always imply small proportion

of false predictions. The fact that should be considered is that HTS experimental

data is usually characterized by a great disproportion of active and inactive chemical

compounds out of thousands screened [37]. This class imbalance may a↵ect accuracy

and precision of resultant predictors of activity status in individual assays [85]. If

the Imbalance Ratio between the active and inactive compound classes (IR) between

the inactive and active compound classes can be adjusted, the performance may im-

prove [85, 86]. In this study we examine robust solutions that can be used for in silico
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screening of compound activity status in individual HTS assays that are characterized

by great class imbalance.

Decision trees are used by Han et al. [87] to predict the activity of a chemical

compound based on the standard set of PubChem features that define chemical fin-

gerprints [88]. The study demonstrated that the great imbalance between data classes

limits classification accuracy. Di↵erent studies [89, 37] were focused on finding solu-

tion to this problem. Cost-sensitive classifiers were explored by Schierz et al. [89] to

assign a prior importance weight to the minority class for training, whereas an opti-

mization procedure for selecting informative samples, specifically aimed at enhancing

performance of support vector machines (SVMs) was also explored [37].

Many studies have developed prediction models for HTS data without considering

precision or other precision relevant scores like F1Score in optimizing the performance

of these models. Recently, some studies [90, 91, 92] explored applying random under-

sampling or synthetic over-sampling techniques to some assays (a.k.a. BioAssays)

from the PubChem database. These studies did not focus on or report the precision

of predictions and their impact over the number of false positives, which are highly

relevant [93, 86, 94]. In the case of in silico screening of chemical activity status, the

increased precision will reduce the number of falsely predicted candidate compounds

thus reducing the cost of the potential follow up laboratory experiments [84].

In this study we examine robust solutions to be used for in silico screening of

compound activity status in individual HTS assays. For this purpose, we run exper-

iments using various state-of-the-art methods and compare their e↵ect on prediction

of chemical activity status using di↵erent performance metrics. Also, we developed

a variant method, DRAMOTE, based on ideas from active learning, which favors se-

lection of precision-informative training samples. We describe the data by a rich set

of features that includes PubChem fingerprint features. The results of 1,350 in silico

experiments that involved close to 500,000 interactions, suggest that DRAMOTE is
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the most e�cient variant of data preprocessing in the case of great class imbalance

based on the datasets from PubChem we used. DRAMOTE, which favors selection of

interactions that enhances the overall precision of a learning model, improves F1Score

on average by over 41%, relative to other methods. Finally, we illustrate the useful-

ness of our DRAMOTE method through a case study of screening all U.S. Food and

Drug Administration (FDA) approved drugs in the DrugBank database [95] against

the thyroid stimulating hormone receptor (TSHR) in humans and suggest top 10 can-

didates that potentially interact with TSHR. Our findings are further partially and

indirectly supported by literature information.

3.1 Data Preprocessing for Class Imbalance Case

HTS experiments are usually characterized by only a small number of active chemical

compounds obtained after screening a big compound set. This nature of imbalanced

distributions of the active and inactive compound classes may lead to a degraded

classification performance that should be addressed. The class imbalance problem

is one of the challenging tasks that received a lot of attention [96, 93, 97]. There

exists a wide variety of state-of-the-art solutions of the class imbalance problem,

which can be categorized abstractly into algorithmic and data-based ones [97]. In our

study we consider the following approaches: majority random under-sampling (RU),

synthetic minority oversampling technique (SMOTE) [98], granular SVMs for under-

sampling (GSVM-RU) [99, 73], majority weighted minority over-sampling technique

(MWMOTE) [100] and our precision-aware proposed method DRAMOTE.

RU randomly selects a subset of the majority class instances and removes them in

order to achieve better class balance. In our experiments, we apply RU so that both of

the classes have exactly the same number of instances. This solution, in addition for

being fast and straightforward, holds the advantage of reducing the size of the data

set and this leads to faster classifier training. SMOTE is another data-based method
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based on the idea of generating random points on the line between two nearest neigh-

bor points (i.e. interpolation) in the minority class [98]. This, in turn, fills the gaps

in the minority class and is expected to enhance the generalization ability of the clas-

sifier. SMOTE with equal setting for perfect balance between the highly imbalanced

classes in a dataset would enlarge the size of minority to match the majority and

thus, almost double the size of the dataset. To avoid increasing size of a dataset this

much, we synthetically generate 200% of the minority class as advised in [100] for all

synthetic based approaches including SMOTE, MWMOTE and DRAMOTE. A dif-

ferent dynamic method based on the output of a classifier that removes instances and

balances the classes is GSVM-RU. Through generating sets of negative and positive

support vectors called granules, GSVM-RU removes unnecessary negative instances

and iteratively enhances classification. It is based on the assumption that under

extreme class imbalance, the ideal linear classifier should be pushed towards the neg-

ative class [99, 73]. Selective under-sampling is applied by removing only the negative

support vectors. Thus, the IR is enhanced slightly and the process is repeated several

times. This method was applied previously to BenchSet and results were reported

in [37]. Another very recent method that addresses the need to generate informative

samples since existing over-sampling methods may generate the wrong synthetic mi-

nority samples in some scenarios is MWMOTE [100]. This method, carefully analyzes

the region of minority samples including the nearest-neighbor decision boundary and

assigns a weight of importance for the minority samples. These weights are, in turn,

used to guide the generation of new informative samples.

3.2 DRAMOTE: A HTS-Aware Framework for an E↵ective

Virtual Screening

There are certain limitations with the existing solutions for data preprocessing in the

case of class imbalance. Methods like RU and SMOTE apply sampling procedures
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to data without considering the e↵ect of sampling on the classification performance.

These methods are independent of any feedback from the classifier and may a↵ect the

performance only to a certain limit. In other words, these methods do not provide

a mechanism to have a control over precision or other performance metrics. Other

algorithms like GSVM-RU, take into account the performance of the classifier, but

are limited to a specific classifier, e.g. GSVM-RU is limited to SVM and cannot

be applied to other classifiers. MWMOTE needs more parameters for selecting an

informative set of minority samples and is limited to optimize the performance over

nearest neighbor type of classifiers. We propose here a novel method motivated by

active learning (AL). AL is based on the idea of allowing the classifier to choose its

training data [101]. AL is an attractive approach when labeling samples is costly, and,

thus, there is a preference to select only samples that the model needs to know about.

The approach, generally, is based on some query strategy framework and a selection

criterion to sample the most relevant instance from a pool of input samples [101]. The

concept of AL can be easily extended as a solution to the class imbalance problem

but, unfortunately, a small number of studies have addressed this [102],[103, 104].

DRAMOTE is based on establishing a feedback loop with the classifier to highlight

points contributing most to its precision (other performance metrics can be used).

Figure 3.1 gives a simplified illustration of DRAMOTE, where minority samples are

colored based on how informative they are towards minimizing the false positives

and this can be compared with SMOTE which does not di↵erentiate between use-

fulness levels of minority samples. Another major di↵erence between DRAMOTE

and SMOTE is choosing the direction for synthetically generating the new samples

as illustrated by the blue points that highlight this di↵erence in parts A and B of

Figure 3.1.
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Figure 3.1: Illustration of generating synthetic instances using SMOTE and
DRAMOTE.
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Pseudocode of DRAMOTE is given in Algorithm 1.

Algorithm 1: DRAMOTE for High Precision Learning on Data with Class
Imbalance
rmfamily
Input: Data matrix D, Labels vector l, Base Classifier C, percentage of

synthetic cases to generate N , Number of neares neighbors k
Output: Smin
/* Output: new synthetically generated set Smin with (N/100) ⇥ size of

minority class samples */
1 w = [ ] ; // array for importance weights of minority samples
2 T = size of minority class samples;
3 for each size of folds sz 2 [3, 6] do

/* Evaluate performance for each sample under di↵erent conditions by
means of di↵erent cross-validation splits of the training data. */

// split data onto sz folds
4 cparts = cross-validation-partition(D, sz);
5 for each fold f in cparts do

// Get training and validation indices. Testing is hidden for final
evaluation and not used in any step.

6 trainIds = training(D, f); validIds = test(D, f);
// Train model and get scores and labels for both training and

validation portions of data.
7 [trProbs, trLabels, valProbs, valLabels] = C(D, l, trainIds, validIds);

// Update weights of the validation samples
8 w[validIds] = w[validIds] + weightupdate(trProbs, trLabels, valProbs,

valLabels);
9 end

10 end
// randsample returns a N-by-1 vector R of values sampled uniformly at

random. The probability that the integer i is selected for an entry of R is
w(i)/sum(w).

11 R = randsample(1:T, N, w);
12 pos = D(origlabels == 1, :); posweights = w(origlabels == 1);

/* Synthetically generate new samples based on weight of importance and
direction */

13 Smin = [ ][ ];
14 for i = 1 : N do
15 x = pos(R(i), :);

// Interpolate with nearest neighbor using k-nearest neighbor search
algorithm

16 nnIdx = knnsearch(pos, x, k); nnWeights = posweights(nnIdx);
17 nni = min(nnWeights);
18 y = pos(nnIdx(nni), :); s = x + rand(1)*(y-x);
19 Smin = [Smin; s];
20 end
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3.3 Virtual Screening Databases

3.3.1 PubChem BioAssay Database

For this study we selected nine datasets from the PubChem BioAssay database where

targets are proteins except for one dataset where the target is cell-based. Although

we have a special interest in protein targets, we choose a case that is cell-based

to illustrate the generality of our method. It is worth noting that all the datasets

we chose are based on the confirmatory assays and we avoided selection of primary

assays based on recommendation of [89]. The datasets are based on the PubChem’s

BioAssay protocol, where assays can be referenced by a unique AID identifier. A

single BioAssay reports experimental activity results for a set of chemical compounds

over a specific biological target, which in most cases is a protein. So, a BioAssay

dataset contains a list of chemical compounds with assigned labels, where label +1

indicates that the compound shows activity with the examined target, while -1 relates

to inactive compounds. Table 3.1 provides a summary of the datasets used in the

study. Eight of these datasets AID: 596 [105], AID: 618 [106], AID: 644 [107], AID:

886 [70], AID: 899 [71], AID: 938 [72], AID: 743042 [108] and AID: 743288 [109], were

chosen to demonstrate di↵erent IRs between the active and inactive compound classes.

The ninth one, called BenchSet, is a benchmark dataset that is obtained by merging

three BioAssays, AID: 773, AID: 1006 and AID: 1379, as described previously by Li et

al. [37]. In total, these datasets are composed of 11 BioAssays that represent 487,557

inactive and active interactions and o↵er a wide variety of class imbalance ratios

ranging from 0.26% (i.e. high IR) to 48% (i.e. small IR), where IR is represented

as ratio of the number of minority active cases to the number of majority inactive

cases. For reporting performance over these datasets, 5-fold cross-validation setup is

followed in all computational experiments. Given the large size of our experimental

datasets (as shown in Table 3.1), 5-fold cross-validation for evaluation is a proper
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choice for computing a representative (i.e. non-biased) estimate [110, 111]. In order

to avoid any potential bias, testing data is never used in the training process.

3.3.2 DrugBank database

The DrugBank database data (accessed on August, 2014) was downloaded from the

website: http://www.drugbank.ca/ [95]. The initial database had about 6,800 drug

entries including 1,491 FDA-approved drugs. We considered only the FDA-approved

drug list to screen the model we developed for thyroid stimulating hormone receptor

(TSHR).

3.3.3 Classifiers

Six widely used classifiers are applied as a basis for comparing di↵erent solutions of

the class imbalance problem for activity testing in PubChem assays. These include

support vector machines [112, 113] (SVM) with linear and radial basis function (RBF)

kernels, K-nearest neighbors (KNN; K=3) [114], Linear Discriminant Analysis (LDA)

[115], Nave Bayes Classifier (NBC) [116] and Random Forests (RF)[117]. For SVM,

LIBSVM [96] implementation was used for building the di↵erent SVM models. The

default cost parameter as well as RBF kernel widths were used.

3.3.4 Methodology and metrics for performance evaluation

Performance of all methods referred to in the results section is obtained form a 5-fold

cross-validation. The testing fold was never used in the training phase. Since we per-

formed 5-fold cross-validation, with six classifiers and five class imbalance solutions,

we performed 150 (5 folds ⇥ 6 classifiers ⇥ 5 solutions = 150) experiments for each

dataset and 1,350 in total for all nine datasets. We report the average performance

over the 5-folds of every dataset, as well as the standard deviation. In addition, we

perform significance analysis between the methods using one-way analysis of vari-
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Table 3.1: Summary of experimental datasets including reference IDs in PubChem
Database
Dataset Target Name

(Target)
Type of

interacting
compounds

Minority
Class
Size

Majority
Class
Size

IR Ratio

BenchSet
(AID: 773,
AID: 1006
and AID:
1379 ) [37]

Luciferase [Pho-
turis pennsylvan-
ica](Protein)

Inhibitors 487 184,154 1:377

AID 596
[105]

Microtubule-
associated protein
tau [Homo sapiens]
(Protein)

Binders 1,391 66,726 1:48

AID 618
[106]

Matrix metallopro-
teinase 1, partial
[Homo sapiens]
(Protein)

Inhibitors 537 86,197 1:160

AID 644
[107]

Rho-associated
protein kinase 2
[Homo sapiens]
(Protein)

Inhibitors 67 139 1:2

AID 886
[70]

Chain B, The
Structure Of Wild-
Type Human
Hadh2 (Protein)

Inhibitors 2,463 64,616 1:26

AID 899
[71]

Cytochrome P450
2C19 precursor
[Homo sapiens]
(Protein)

Inhibitors
and

Substrates

1,901 6,443 1:3

AID 938
[72]

Thyroid stimulat-
ing hormone recep-
tor [Homo sapiens]
(Protein)

Agonist
Activators

1,794 60,806 1:34

AID 743042
[108]

Androgen receptor
[Homo sapiens]
(Protein)

Antagonist
Activators

674 6,939 1:10

AID 743288
[109]

Hek293 cell line
(Cell)

Binders 95 2,128 1:22

Total Inter-
actions

487,557
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ance (ANOVA). In cases where there is a significant di↵erence between the methods,

we further apply the well-known pair-wise Tukey mean-mean multiple comparison

(MCC) to determine which pairs are significantly di↵erent, while simultaneously ex-

amining all methods [see Appendix A ]. Giving the characteristics of this problem

and the nature of having highly imbalanced classes, we provide results over many

performance metrics to gain a generic view of the performances of di↵erent solutions.

Let TP be the number of true positives, FP the number of false positives, TN the

number of true negatives and FN the number of false negatives. The results in this

study are reported based on Equations 3.1 to 3.7.

sensitivity = TP/(TP + FN) (3.1)

specificity = TN/(TN + FP ) (3.2)

precision = TP/(TP + FP ) (3.3)

G
M

ean =
p
sensitivity ⇤ specificity (3.4)

F1Score =
2 ⇤ (precision ⇤ sensitivity)
(precision+ sensitivity)

(3.5)

F0.5Score =
1.25 ⇤ (precision ⇤ sensitivity)
(0.25 ⇤ precision+ sensitivity)

(3.6)

ROCAUC = Area under the receiver operating characteristic curve (3.7)

3.4 Performance Evaluation of DRAMOTE and Validation

of Novel Findings

3.4.1 Performance Comparison

We made a number of experiments to evaluate performance of the methods we used.

The results are provided in Table 3.2 over the analyzed BioAssays. Table 3.2 shows

the 5-fold cross-validation comparison results between the di↵erent class imbalance
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solutions. The summary scores in Table 3.2 are based on averaging the performance

over six types of classifiers for each dataset. Another summary results with statistical

significance analysis including p-values can be found in Table 1 in Appendix A.

In Table 3.2, we consider examining more closely sensitivity, precision, F1Score

and F0.5Score[118] for evaluating classification results on HTS types of data. These

performance metrics shall better reflect the impact over the data with imbalanced

classes [86]. To see where a particular solution stands among all the remaining ones,

we also ranked the performance of each of the methods for every classifier based on

the F1Score. We then averaged the rank position for each of the methods. The

method with the lowest score is the best performing. We provide in Table 3.3 the

rank position and averaged rank position for each of the methods. Table 3.3 clearly

demonstrates that overall DRAMOTE and SMOTE were the best performing method

in terms of F1Score.

SMOTE, MWMOTE and DRAMOTE are all methods that generate synthetic

data with exactly the same number of new over-sampling points. However, DRAMOTE

gives preference to generating points contributing more to the precision of a particu-

lar classifier. Results of Table 3.2 confirm this in all nine datasets, based on the fact

that DRAMOTE achieves the highest precision with an improvement of a factor of

2.4 relative to precision of every other method, on average. In three out of nine cases

SMOTE achieves the best in terms of F1Score and in four cases the second best.

For four out of nine datasets, DRAMOTE (compared to other solutions) achieved

the highest F1Score, while appeared the best in terms of F0.5Score for six out of the

nine datasets. Compared to GSVM-RU that was reported as an e↵ective method for

PubChem BioAssays [37], DRAMOTE shows a significant improvement in precision

for five out of nine datasets, while sacrifices sensitivity significantly as compared to

GSVM-RU in only three cases [see Appendix A ].
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Table 3.2: Comparison of the data preprocessing methods. Larger standard deviation
values are the result of averaging over di↵erent types of classifiers in this summary
table.
Dataset Method Sensitivity% Precision% F1Score F0.5Score

BenchSet RU 85.67 (±2.5) 1.07 (±0.29) 2.93 (±0.56) 1.33 (±0.35)
GSVM-RU 68.53 (±6) 2.73 (±2.05) 5.13 (±3.7) 3.36 (±2.49)
SMOTE 62.79 (±15.32) 10.44 (±16.11) 12.44 (±13.64) 10.87 (±15.17)
MWMOTE 69.49 (±13.18) 4.9 (±6.7) 7.87 (±9.08) 5.75 (±7.52)
DRAMOTE 58.14 (±19.2) 13.35 (±22.66) 11.62 (±11.42) 11.68 (±16.57)
[26] 88.46 5 NA NA

AID 596 RU 75.9 (±3.04) 5.3 (±1.17) 9.89 (±2.07) 6.51 (±1.41)
GSVM-RU 82.78 (±7.93) 4.56 (±2.78) 8.46 (±4.78) 5.59 (±3.34)
SMOTE 64.02 (±13.8) 10.9 (±8.95) 16.38 (±9.28) 12.47 (±9.16)
MWMOTE 62.1 (±14.3) 10.8 (±9.2) 16.11 (±9.34) 12.32 (±9.37)
DRAMOTE 42.9 (±13.52) 18.41 (±17.81) 19.43 (±9.63) 18 (±13.61)

AID 618 RU 72.54 (±3.41) 1.38 (±0.31) 2.7 (±0.59) 1.71 (±0.38)
GSVM-RU 52.42 (±11.76) 2.64 (±1.48) 4.89 (±2.59) 3.24 (±1.79)
SMOTE 43.01 (±17.87) 10.07 (±12.36) 10.93 (±8.36) 10.01 (±10.42)
MWMOTE 42.34 (±18.53) 10.31 (±12.72) 11.38 (±8.12) 10.24 (±10.49)
DRAMOTE 29.69 (±15.26) 12.78 (±15.61) 9.73 (±6.09) 10.58 (±10.46)

AID 644 RU 50.29 (±4.46) 35.08 (±2.56) 40.32 (±3.1) 37.3 (±2.49)
GSVM-RU 71.28 (±12.76) 36.02 (±2.51) 46.62 (±3.23) 39.84 (±2.48)
SMOTE 47.3 (±14.1) 41.78 (±7.23) 40.95 (±3.21) 41.65 (±3.72)
MWMOTE 47.37 (±12.37) 42.22 (±6.68) 41.99 (±3.24) 42.4 (±4.42)
DRAMOTE 40.09 (±8.51) 43.14 (±9.88) 38.84 (±1.64) 41.49 (±5.79)

AID 886 RU 99.54 (±0.31) 67.65 (±2.55) 80.52 (±1.75) 72.27 (±2.31)
GSVM-RU 99.25 (±0.97) 54.51 (±26.52) 65.87 (±29.63) 58.53 (±27.76)
SMOTE 96.94 (±4.11) 75.2 (±4.92) 84.43 (±2.51) 78.65 (±3.99)
MWMOTE 97.03 (±3.27) 74.32 (±4.81) 83.98 (±2.75) 77.9 (±4.06)
DRAMOTE 94.38 (±8.1) 75.69 (±6.05) 83.55 (±3.72) 78.56 (±4.17)

AID 899 RU 77.65 (±3.43) 45.96 (±7.07) 57.33 (±5.46) 49.89 (±6.7)
GSVM-RU 97.29 (±3.22) 25.82 (±2.6) 40.69 (±2.84) 30.25 (±2.76)
SMOTE 70.44 (±8.14) 53.52 (±14.02) 59.07 (±6.9) 55.32 (±11.22)
MWMOTE 70.5 (±8.48) 52.61 (±13.66) 58.55 (±6.55) 54.55 (±10.83)
DRAMOTE 64.51 (±8.01) 53.61 (±14.43) 56.73 (±5.38) 54.47 (±10.69)

AID 938 RU 99.42 (±0.41) 66.17 (±2) 79.4 (±1.45) 37.3 (±2.49)
GSVM-RU 99.16 (±0.5) 45.85 (±17.01) 56.79 (±17.22) 49.64 (±24.09)
SMOTE 91.86 (±0.9) 80.05 (±1.8) 84 (±1.34) 81.94 (±11.11)
MWMOTE 94.49 (±8.2) 70.7 (±8) 80.74 (±1.9) 74.41 (±6.24)
DRAMOTE 91.39 (±4) 81.02 (±2.03) 84.32 (±3) 82.66 (±10.73)

AID
743042

RU 71.34 (±7.44) 17.22 (±2.83) 27.66 (±4) 20.28 (±3.21)

GSVM-RU 93.21 (±7.7) 11.11 (±0.65) 19.81 (±0.9) 13.47 (±0.74)
SMOTE 33.38 (±16.32) 36.99 (±21.61) 27.71 (±8.52) 29.84 (±10.97)
MWMOTE 35.52 (±14.9) 36.54 (±18.4) 30.56 (±7.01) 32.18 (±9.78)
DRAMOTE 35.38 (±14.13) 38.69 (±20.85) 30.76 (±6.04) 33.03 (±10.23)

AID
743288

RU 68.09 (±5.53) 8.38 (±1.07) 14.89 (±1.77) 10.16 (±1.27)

GSVM-RU 86.33 (±6.49) 5.76 (±0.4) 10.78 (±0.68) 7.08 (±0.48)
SMOTE 25.74 (±18.34) 26.99 (±23.95) 24.56 (±6.5) 24.05 (±10.15)
MWMOTE 23.8 (±17.4) 33.02 (±21.18) 23.75 (±9.67) 25.78 (±10.32)
DRAMOTE 27.88 (±14.66) 34.13 (±20.58) 27.03 (±6.97) 29.02 (±10.42)
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Table 3.3: Ranking of methods based on F1Score for every classifier
Classifier RU GSVM-RU SMOTE MWMOTE DRAMOTE

SVM-L 3 5 1 4 2
SVM-R 4 5 2 3 1
KNN 3 5 2 4 1
LDA 4 5 2 3 1
NBC 1 4 3 5 2
RF 4 5 1 3 2
Average 3.17 4.83 1.83 3.67 1.50

3.4.2 Compounds Interacting with Thyroid Stimulating Hor-

mone Receptor (TSHR)

This section describes a case study for prediction of activity status of FDA drugs

with TSHR protein. TSHR is a key protein in the control of thyroid function and

belongs to the superfamily of G-protein-coupled receptors (GPCRs) [119]. Thyroid

stimulating hormone (TSH) is the main factor responsible for regulating both di↵er-

entiated function and growth of thyroid follicular epithelial cells [120]. Specifically,

BioAssay AID 938 [72] in PubChem database is an assay for finding agonists of the

TSHR, which is based on stimulation of cAMP production that causes the cyclic nu-

cleotide gated ion channel (CNG) to open to control for compounds signaling through

endogenous receptors and other targets of HEK 293 cells. The biochemical relevance

of the 10 top ranked predictions by DRAMOTE was further indirectly supported by

literature information. For this case study, we use the previous results to select a

proper solution to preprocess the data and then, build a system based on ensemble

of all examined classifiers. Following is the discussion of the results related to this

carefully tuned system.

3.4.2.1 Computational prediction and support

The application of DRAMOTE to the TSHR dataset (AID 938 [72]) resulted in preci-

sion of 81.02% and sensitivity of 91.39%. After building an ensemble of all six trained

classifiers, the performance improved by maintaining similar level of precision ( 81%)
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but with a sensitivity of 98.84% (i.e. more than 7% increase in sensitivity). We in-

vestigated the potential interaction of approved drugs from the DrugBank database

[95] over TSHR. The ensemble of classifiers trained using BioAssay (AID 938 [72])

as its training set, is used to computationally screen approved drugs extracted from

DrugBank. We report the top 10 predictions as candidate drugs with strong poten-

tial to interact with TSHR. Table 3.4 provides a brief description of each drug and

highlights their ranking score based on the ensemble system.

A literature review of our top predictions points out that Tasosartan (third ranked

prediction) and Forasartan (eighth ranked prediction) are both angiotensin II receptor

antagonist. These drugs are used to treat hypertension [121] and are known to block

the renin-angiotensin system thereby protecting the kidney from damage caused by

increased kidney blood pressure [122]. Several studies have demonstrated a positive

correlation between high blood pressure and the concentration of thyroid stimulating

hormone [123, 124, 125]. These findings strengthen our proposition that the proposed

top predictions could be candidate drugs for interacting with TSHR.

In this study, we extensively compared several state-of-the-art methods that han-

dle class imbalance problem based on advanced sampling techniques. The results

based on approximately 500,000 interactions suggest that DRAMOTE can be used

for developing robust virtual screening models to recognize candidate chemical com-

pounds for potential activity with specific molecular targets in specific assays. More-

over, we applied DRAMOTE to screen for drugs likely to interact with the TSHR as

a case study and we presented the top 10 drugs that potentially interact with TSHR

along with indirect supporting evidence of their validity from literature.
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Table 3.4: Top 10 ranked predictions by DRAMOTE for BioAssay 938 with TSHR
protein target
Rank DrugBank

ID
Drug Name Description Ensemble

System
Score

1 DB00904 Ondansetron Treatment of nau-
sea and vomiting
caused by cytotoxic
chemotherapy drugs

0.98

2 DB00962 Zaleplon Sedative/hypnotic,
mainly used for
insomnia

0.97

3 DB01349 Tasosartan Treat patients with es-
sential hypertension

0.966

4 DB00405
Dexbrompheni-

ramine

Treat allergic condi-
tions such as hay fever
or urticaria

0.96

5 DB01261 Sitagliptin Control of type 2 dia-
betes mellitus

0.958

6 DB06439 Tyloxapol Non-ionic deter-
gent often used as a
surfactant

0.957

7 DB00889 Granisetron Antiemetic and antin-
auseant for cancer
chemotherapy pa-
tients

0.954

8 DB01342 Forasartan Used alone or with
other antihypertensive
agents to treat hyper-
tension

0.953

9 DB00748 Carbinoxam-
ine

First generation anti-
histamine that com-
petes with free his-
tamine for binding at
HA-receptor sites

0.95

10 DB06267 Udenafil Treat erectile dysfunc-
tion

0.945
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Chapter 4

DRABAL: Novel Method to Mine Large High-throughput

Screening Assays using Bayesian Active Learning

This chapter was published as:

Soufan O, Ba-alawi W, Afeef M, Essack M, Kalnis P, Bajic V. (2016) DRA-

BAL: Novel Method to Mine Large High-throughput Screening Assays using

Bayesian Active Learning. Journal of Cheminformatics. DOI: 10.1186/s13321-

016-0177-8

Mining high-throughput screening (HTS) assays is key for enhancing decisions in

the area of drug repositioning and drug discovery. However, many challenges are

encountered in the process of developing suitable and accurate methods for extract-

ing useful information from these assays. Virtual screening and a wide variety of

databases, methods and solutions proposed to-date, did not completely overcome

theses challenges. This study is based on a MLC technique for modeling correlations

between several HTS assays. Meaning that a single prediction, in this case, repre-

sents a subset of assigned correlated labels instead of one label. Thus, the devised

method provides an increased probability for more accurate repositioning predictions

of compounds that were not tested in particular assays. Here we present DRABAL, a

novel MLC solution that incorporates structure learning of a Bayesian Network (BN)

as a step to model dependency between the HTS assays. In this study, DRABAL was

used to process more than 1.4 million interactions of over 400,000 compounds and
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analyze the existing relationships between five large HTS assays from the PubChem

BioAssay Database.

An unprecedented growth in biomedical data has surged in recent years. The abil-

ity to analyze big amounts of this data shall enable many opportunities that will, in

turn, impact the future of healthcare [1]. It appears that, an era where personalized

medicine, diagnostics and treatments are being adapted to everyday life, is on the

horizon [2]. Yet, such growth opens challenges for developing data driven solutions

that can e↵ectively enhance decision-making in this foreseen healthcare environment.

Mining high-throughput screening (HTS) assays, for example, can provide highly

valuable findings for novel uses of existing drugs or proposing new drugs with spe-

cific biological e↵ects [6]. Revealing such previously unknown patterns may possibly

significantly reduce costs [7] and speed up the drug development process. Yet many

challenges, hinder the development of suitable methods for extracting useful informa-

tion [8]. A wide variety of databases, methods and solutions were proposed towards

handling the challenges that accompany the process of drug discovery by means of

virtual screening. Virtual screening is a process based on using computational meth-

ods to identify chemical compounds that have high chance to interact with a specific

biological target [126]. One common class of solutions to perform virtual screening

is based on target prediction approaches that have been addressed by several studies

[127, 128, 129, 130].

Based on existing bioactivity information, target prediction helps in inferring novel

molecular targets for known drugs [130]. Recently, 3D chemical similarity metrics and

network algorithms were combined to achieve structure-based target prediction and

reveal the binding mode of certain small molecules [131]. Several data mining mod-

els have been developed for chemical-target interactions [132, 133, 134, 135]. These

approaches di↵er from virtual screening, which rely on ligand-protein docking [136],

as they do not require any prior knowledge of 3D structures of the target and its
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ligand. In addition, when these models are trained, they can be used for screening

the biological activity status of a set of chemicals faster than ligand-protein docking

approaches [137]. Also, several web tools have been developed [138, 139, 140, 141]

that predict chemical-protein interactions. Towards handling larger HTS assays and

exploiting the set of common active interactions as a factor for improving classifica-

tion performance, we explore formulating the problem as a multi-label classification

problem instead of the conventional binary classification setup. In data mining, MLC

is receiving a noticeable attention in recent years, since good impact has been re-

alized in several studies [142, 143, 144]. MLC classification as compared to binary

classification or multi-class classification attempts to take advantage of any possible

dependency between the target classes in order to improve the prediction accuracy

[145, 146]. Recently, there have been a number of studies showing advantage of using

MLC classification in several problems related to biology [147, 148, 149]. MLC clas-

sification was used for modeling cross-resistance information between a set of drugs

in order to enhance the prediction of a particular drug resistance in the human im-

munodeficiency virus (HIV-1) [149]. In order to realize a better understanding of the

function of chloroplast proteins, a proposed MLC algorithm was applied in prediction

of protein subchloroplast locations in chloroplast organelle [147]. It was also shown

that when the MLC approach is compared to a single label classification, it coherently

reflects the actual metabolism information when applied over a collection of CYP450

substrates [150]. Multi-label Nave Bayes classification models were constructed to

improve target prediction for relevant target proteins over a wide set of chemical

compounds [151]. Other works, as well, have showed successful usage of multi-label

classification to predict how molecules interact and analyze their biological activities

[152, 153]. A popular solution for MLC classification problems is known as the binary

relevance (BR), where a binary classifier is trained separately for each target class

label. While BR fails to take advantage of any dependency between the labels in
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a dataset, it is known to be generally quite accurate [154, 155]. Another state-of-

the-art extension for BR that takes into account the dependency between the labels

are classifier chains (CC) [156]. The lack of completely labeled training instances,

imposes substantial challenges for MLC classification, especially in that most of the

proposed relevant solutions do not deal with this problem [157]. In our confirmatory

HTS BioAssay datasets extracted from the PubChem BioAssay Database [27], we

have positive and negative assigned interactions. Having both types of interactions is

common in MLC problems. Yet, in our case, we have many missing interaction cases

where the activity of a compound is not tested in a particular assay. Missing labels

among the target classes (i.e. BioAssays) makes the MLC problem more challenging.

In this study, we developed DRABAL as a novel MLC solution based on Bayesian

active learning. In DRABAL, we incorporate structure learning of a BN as a step

to model dependency between the HTS assays. This structure can then be used to

guide propagation of feedback between classifiers (also known as active learning), and

to enhance prediction accuracy over individual binary classifiers. We used DRABAL

to process more than 1.4 million interactions of 400,000 compounds and analyze the

existing relationships between five large HTS assays from the PubChem BioAssay

Database. We enabled drug-multi-target repositioning to show the utility of our

method by screening against several targets all drugs from the DrugBank database

[158] approved by U.S. Food and Drug Administration (FDA).

4.1 Multilabel Classification Methods for Virtual Screening

HTS assays report experimental outcomes of testing di↵erent biological activities of

chemical compounds. Shared common activities between these assays can enhance

our understanding of the pathways of interactions especially when it is di�cult to in-

fer an explicit relationship between the biological targets (e.g. lacking protein-protein

interaction or lacking sequence similarity). MLC methods directly address this moti-
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vation through exploiting existing dependencies between the examined HTS assays.

Many modern applications in fact, also require this formulation such as classification

of protein functions and semantic scenes [146]. Traditional single-label classification

learns from a set of cases, each associated with a single unique label from a set

L, |L| > 1 [142]. When |L| = 2, it refers to a binary classification, and if |L| > 2,

it refers to a multi-class classification. However, the MLC classification task refers

to a set of cases each associated with a set of labels Y ✓ L and not a unique label.

Thus, instead of assigning a scalar output for a sample, MLC assigns a vector indi-

cating the corresponding group of assigned labels. MLC classification methods can

be grouped into: a) problem transformation methods, and b) algorithm adaptation

methods [145]. The methods in the first group are independent of the learning algo-

rithm and suggest transformation of MLC learning task into simpler tasks that any

classifier can deal with. The other group represents a class of methods based on ex-

tending learning algorithms for MLC data, like multi-label artificial neural networks

[159]. Given our interest in exploring the novel application of MLC with flexibly any

type of classifier, we focus on problem transformation methods. A conventional MLC

transformation solution is based on independently training a single binary classifier

for each target label. For each new instance, the trained models are used to assign

a set of labels where the instance is predicted as a positive. This baseline approach

is known as binary relevance (BR), and in general, it is quite an accurate approach

[154, 155]. In order to model label correlations with a chain of binary classifiers, the

classifier chains (CC) approach was introduced [156]. This method, which showed per-

formance improvements in particular scenarios, is based on training classifiers such

that the training data for each classifier is extended by including the target labels of

the previous one, which would in a way resemble a chain order [156, 160]. The order

of classifiers is initialized randomly. In the context of HTS assays, the target label

set of a particular assay is just considered as an extra-added feature for another assay
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that follows the chain order. Given this formulation, the labels of a particular dataset

cannot be added as a feature to another one if there is a di↵erence in terms of the

number of training samples of each. In other words, missing labels for one dataset

needs to be addressed before including it as a new feature for another di↵erent size

dataset. Thus, we replace missing labels with negative labels and extend CC to clas-

sifier chains with a missing labels extension (CC-MLE). Treating missing labels as

negative labels is one of the approaches to handle missing labels in MLC problems

[161], as well as because negative labels in many cases reflect the majority of all tar-

get labels for the examined HTS assays that happen to be inactive in the assay. For

DRABAL, however, we handle missing labels di↵erently using active learning which

helps in quantifying a probability score of interaction for each missing case instead of

assuming it negative. In general, once trained, classifiers return scores, which indicate

the probability of specific samples to be members of the positive or negative classes.

For example, a sample that has two positive nearest neighbors out of three neighbors,

KNN (K = 3) classifier returns a probability score of 0.67. In this way, the returned

value can be used to quantify the score of interaction (i.e. the probability score for a

sample to be a member of the positive class). For samples with missing target labels,

these scores can be used to replace the missing values. Since we train the model, and

then use its feedback for other samples with missing labels, we consider the setup

to follow active learning. Other than how DRABAL handles missing labels, there

are two more di↵erences from CC-MLE. CC-MLE assumes random order of labels

used to extend feature sets and thus, for each random initialization, classifiers in the

classifier chains will have di↵erent sets of input features. DRABAL, on the other

hand, using the Bayesian Network determines a specific order of labels to extend

feature sets while satisfying existing dependencies between the target labels. Also,

CC-MLE adds one feature to the second model, two features to the third model, and

continues until |L| � 1 features are added to the final model, where |L| is the total
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number of target labels. DRABAL adds features based on dependency and thus, for

any model, any number of features can be added and not necessarily that last model

will have |L|� 1 features added. While on one hand we seek to model correlation or

dependency between the HTS assays, we lack a considerable amount of information

about activities of compounds that were not reported in a particular assay. Some

compounds that were reported as either active or inactive in a specific HTS assay

were not tested in other ones. This type of missing information imposes a challenge

for the MLC classification task. Although in recent years MLC has gained a notice-

able amount of interest, most of the existing approaches do not adequately address

the ability to handle data with missing labels [154]. Very recently, there have been

several studies on proposing MLC algorithms that can directly deal with missing label

problems [154, 161, 162, 163]. These methods are not necessarily problem transfor-

mation methods, where state-of-the-art existing classifiers can be used and sometimes

require extra information a domain-expert may need to provide, as in [163]. In our

work, we present a novel problem transformation method (i.e. one suitable for a wide

variety of classifiers) that can handle missing labels for MLC problems.

It worth mentioning that to the best of our knowledge, many proposed MLC solu-

tions were not defined to the multilabel setup we have and thus, a good performance

when applying them shall not be always expected. In our PubChem Confirmatory

BioAssay dataset, we have positive assigned interactions and negative assigned in-

teractions. Having both types of interactions is common in multilabel classification.

However, our dataset have many missing interaction cases. In other words, when no

interaction is reported for a specific compound in a Biological Assay (BioAssay), it

does not necessarily mean that the compound is not active but most probably, it was

not tested for this particular assay. Missing labels among the target classes makes the

MLC probelm in our hand more challenging. For example, two of the known trans-

formation methods for MLC classification achieved very poor results when applied
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over our set.

Principle Label Space Transformation (PLST) algorithm is a very intuitive one

based on reducing dimensionality of the target labels matrix using singular value

decomposition [164]. The MLC task is then addressed in the reduced space and the

final predictions are mapped back to the original space. PLST, however, cannot be

applied over the PubChem Confirmatory BioAssays dataset for several reasons. First,

PLST is not defined to deal with missing target labels and in our case, the sparsity of

the matrix correspond to the many missing assignments where a compound was not

tested in a particular assay. Also, the classes are highly imbalanced causing a bias

towards predicting many compounds to have negative interactions. Another MLC

solution that has limitations when applied over the BioAssay dataset is a modified

version of the Hierarchy Of Multilabel classifiERs (HOMER) algorithm [165]. The

basic idea of HOMER is based on clustering target classes and encoding each class

with a new cluster label. The MLC task becomes simpler and then the step is repeated

recursively while building a tree where each node represent a cluster of labels and

leaves may stand as single labels or predefined number of labels. At every level of

the tree, a MLC is used to suggest the path to follow towards a final prediction.

A modified version of this algorithm was based on replacing normal clustering with

graph clustering step and allowing the algorithm to go through more than one path

in order to get ranking of the output labels. The algorithm produced very poor

results most probably because of its high sensitivity to the clustering approach and

parameter selection and not being able to deal with missing labels. It is because that

results of these two methods were poor and much worse than BR approach, we do not

report them here. This is not a strict limitation of them as they were not introduced

to deal with complications of the type of data introduced in the study.

After exploring various solutions of MLC, we came through an outstanding trans-

formation based method known as classifier chains (CC) [156]. This approach can be
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viewed as an extension to BR where it accounts for target labels as part of the feature

set. Once a classifier is built for one target label, this label becomes a feature for

predicting the next label in order and so on. In order to apply CC over the dataset,

we remove all samples that did not have any positive interactions from the training

set. With regard to missing labels, the underlying classifier under this transformation

avoids training with examples having a missing label but only for a particular class

label in the classifier chain and not all combined. Otherwise, a large portion of the

dataset is not used properly in the training. This treatment of missing labels is a pos-

sible one in such scenario. Very Recently, there has been several works on proposing

MLC algorithms that can deal explicitly with missing labels problem [161, 154, 163].

We may examine these solutions more closely in the future work.

4.2 DRABAL: A Novel Multi-label classification Method for

Mining HTS Assays

DRABAL is a novel problem transformation MLC solution, based on inferring de-

pendencies and handling missing labels. As illustrated in Figure 4.1, DRABAL has

two learning phases including a Bayesian learning phase and an active learning phase

for building the MLC models.
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Figure 4.1: Illustration of our proposed method DRABAL. DRABAL has two learning
phases including a Bayesian learning phase and an active learning phase for building
the multi-label classification models.

4.2.1 Bayesian Learning Phase: Learning Conditional De-

pendencies between HTS Assays

For the first phase, we learn the full structure of a BN that models dependencies

between the discrete target labels of the HTS assays. BN is a probabilistic graph-

ical model that represents a set of random variables and conditional dependencies,

among them using a directed acyclic graph (DAG). Instead of randomly assuming the

relationships between the target classes in the MLC setup like in CC, BN properly

defines all relevant conditional dependencies. For learning the structure of the BN,

the pairwise conditional independencies between the target labels are tested. For two

target labels y
i

and y
j

, they are considered conditionally independent if Equation 4.1
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holds.

P (y
i

, y
j

|Ȳ ) = P (y
i

|Ȳ )⇥ P (y
j

|Ȳ ) : Ȳ = Y � y
i

, y
j

(4.1)

Once conditional independence is computed between every pair of HTS assays, a

DAG is built using a Build-PDAG algorithm [166]. Given this representation, nodes

represent target labels of HTS assays and edges correspond to the direct influence

that assays would have on one another. Figure 4.2 illustrates the BN structure we

learned for the examined HTS assays, from the PubChem BioAssay Database. Given

a classifier C
l

learned for an assay l and pa(C
l

) as the set of parents of the classifier

C
l

as inferred by the BN, the probability for a chemical compound x
k

to be active

(i.e. label value is ’1’) is defined as in Equation 4.2.

p(C
l

= 1|x
k

) = p(C
l

= 1|pa(C
l

) = 1, x
k

) (4.2)

As an example, for AID 1458 HTS assay (see Figure 4.2), p(C
AID1458 = 1|x

k

) is

expressed as in Equation 4.3.

p(C
AID1458 = 1|x

k

) = p(C
AID1458 = 1|C

AID485313 = 1, C
AID588342 = 1, x

k

) (4.3)

Intuitively, a chemical compound that is active in both AID 485313 and AID

588342 assays, a↵ects the decision of whether it is active or not in AID 1458.
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Figure 4.2: Bayesian network for five used HTS assays. Size of the node indicates the
number of positive interactions reported in the corresponding HTS assay.

4.2.2 Active Learning Phase: Employing Classifier Feedback

as Dependency Features

After learning the BN structure, we topologically sort the nodes of the graph and

then, start building a classifier for each node in this order (see Figure 4.1). Active

Learning (AL), is based on the idea of establishing a feedback loop between the

training set and the classifier to improve prediction performance [101]. Motivated by

this idea, we use the actual output scores of the learning algorithms (or classifiers)

as a type of new feature to be shared based on the dependency structure inferred in

the first phase. For the previously given example, classifiers are trained for assays

AID 485313 and AID 588342. The probability scores for compounds to be active

based on these classifiers are then shared (i.e. added as extra features to training set)
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with AID 1458. There upon, a classifier for AID 1458 can be trained based on this

feedback information, propagated from its parents in the BN. This type of shared

information between every classifier and its parents in the BN structure, emulates an

active learning step. An intrinsic advantage of this type of learning for MLC, is that

it can alleviate the problem of a poor classifier which will make erratic predictions

and consequently a↵ect the subsequent classifiers (88). Since we also utilize this

feedback from the classifiers, we can easily replace missing labels with probability

scores a classifier assigns after training. Once all models are trained based on the

DRABAL framework, for each new testing instance, all classifiers should be applied

following the topological order of the BN. For any new instance, after the classifier

gives a decision on its type of activity, its probability of being positive is propagated

to children nodes (i.e. dependent classifiers) of the network. Finally, every classifier

will predict the decision over this new instance given the shared knowledge from other
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classifiers. Pseudocode of DRABAL is given in Algorithm 2.

Algorithm 2: DRABAL for Multilabel Classification
rmfamily
Input: Data matrix D, Labels matrix L, Base Classifier C
Output: BNsorted
/* Output: Nodes of BNsorted graph holds trained models for each label in L

*/
1 ActualScores = [ ][ ] ; // Initialize an empty matrix to hold predicted
probability scores

2 BNgraph = learnBayesianNetworkStructure(L); // Any algorithm for learning
a proper DAG structure characterizing distribution of L can be used.

3 BNsorted = topologicalSort( BNgraph );
4 for each node x 2 BNsorted do
5 TrainData = D; // each step re-initialize TrainData
6 parentlist = getParents(x);
7 if length(parentlist) 6= 0 then
8 for each parent p 2 parentlist do

/* Add predicted probability scores stored in parent nodes to the
original data matrix as an extra feature column */

9 TrainData = joinData(TrainData, ActualScores[:][p.idx])
10 end
11 end
12 clf = C.fit(TrainData, L); // clf can be any trained classifier
13 ActualScores[:][x.idx] = clf.computeProbs(TrainData) ; // x.idx is the

corresponding index of node x in matrix L
14 x.clf = clf ; // store the trained model for node x
15 end

4.3 Data Preparation and Model Evaluation

4.3.1 PubChem BioAssay database

We used confirmatory HTS assays from the PubChem BioAssay database following

recommendations of [89]. A BioAssay dataset is a report of a laboratory experiment,

where the activity status of selected chemical compounds, with regard to a specific

biological target, is listed. We chose five BioAssays that share a larger number of

common active compounds in order to test the applicability of multilabel learning. For

retrieving such related BioAssays, we first downloaded the largest high-throughput

screening assay from the PubChem BioAssay Database [27]. The examined datasets
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belong to the confirmatory experiments over protein targets that were deposited by

the NIH Molecular Libraries Program. Some BioAssays hold a very large number of

interactions but with only an extremely small set of active cases. For example, the

BioAssay record for AID 602332 holds a total of 424,929 interactions with only 77

active cases (active/inactive imbalance ratio is 77/424929=0.01%). These BioAssays

were excluded from the initial selection list. After selecting the largest HTS assay (i.e.

AID 588342), based on these conditions, we retrieved the four other mostly related

BioAssays to this one in terms of common active compounds. Finally, we ended up

with a total of five datasets as summarized in Table 4. In another set of experiments,

we consider ten datasets to show that DRABAL is not limited by a certain number

of assigned target labels (see Appendix B: Table 4 and Table 5).

Among the five selected HTS assays, the percentage of common active interactions

is around 37% on average. For each BioAssay dataset, a positive label ’+1’ indicates

that the compound is active in the assay, while a negative ’-1’ relates to inactive

compounds. An inactive compound, although indicates a negative outcome under

the examined assay setup, may relate to another phenotype of interaction with the

biological target. For the MLC setup, assays are integrated such that a single record

about a chemical compound would hold all its relevant interactions in the examined

BioAssays. Given this setup, a missing label with a value of ’0’ is assigned for each

compound that does not have a reported activity status in a particular assay. While

compiling and extracting features for all the compounds, a Cheminformatics toolkit

failed in a few number of cases to generate part of the features. This happens in

cases where the compounds input file did not contain su�cient details needed by

the Cheminformatics toolkit to compile and produce all the required information. In

such cases, a simple data-cleaning step was performed to exclude the corresponding

compounds. After the data-cleaning step, we ended up with 411,112 unique chemical

compounds for all the datasets. These five datasets hold 1,448,403 interactions with
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Table 4.1: Summary of experimental datasets including reference IDs in PubChem
Database.

Dataset Target
Name

Type of
interacting
compounds

Active class
size

Inactive
class size

Active to
inactive
ratio

(Imbalance
ratio)

AID 1458
[167]

Survival of
motor neuron

2

Enhancers 5,854 193,105 1:33

AID 485297
[168]

Ras-related
protein
Rab-9A

Activators 9,143 301,951 1:33

AID 485313
[169]

Niemann-
Pick C1
protein
precursor

Activators 7,586 304,846 1:40

AID 588342
[170]

Luciferase
transcrip-
tional

reporter

Inhibitors 25,159 304,600 1:12

AID 686978
[171]

Tyrosyl-DNA
phosphodi-
esterase

1

Inhibitors 64,212 243,136 1:4

Total
Interactions

1,459,592

only around an 8% hit rate indicating positive interaction cases with the targets.

Our target matrix is sparse with around 30% missing labels, providing the chance

for about 600,000 potential novel interactions. To the best of our knowledge, this

is the largest compiled dataset for a virtual screening study on HTS assays from

the PubChem BioAssay Database. Table 4.1 summarizes basic information of the

datasets we used.

4.3.2 DrugBank database

We downloaded DrugBank database data in February, 2016 from http://www.drugbank.ca/

[158]. The database contained 7,097 drug entries including 1,826 FDA-approved

drugs. We only used FDA-approved drugs to screen by models we developed for

the HTS assays.
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4.3.3 Feature generation and selection

The generation and selection of a representative subset of features is critical for de-

veloping an accurate classification model [28]. A wide variety of chemical features

have been proposed for models used for virtual screening [89, 172]. For our study,

we combined fingerprint features generated by OpenBabel [173] and RDKit cite-

landrum2006rdkit, including PubChem fingerprints [88]. We computed several types

of features such as the number of H-acceptors and donors, molecular weight, and

Log-P, etc. The final set contained 2,940 features. With such a large set of compiled

features, there is a higher chance of di↵erent levels of information redundancy, and it

may contain also features not related to the types of biological activity of chemicals,

as observed in particular HTS assays. Thus, we follow a FS procedure, similar to

the one we have suggested in an earlier work [132]. For optimizing the selection of a

subset of relevant features, the DWFS tool was used [174].

4.3.4 Classifiers

To compare alternative MLC solutions for activity screening in PubChem HTS assays

we used three types of classifiers. These include Support Vector Machines (SVM)

with radial basis function (RBF) kernels, K-Nearest Neighbors (KNN) (K = 3), and

Random Forest (RF) (number of trees = 500). The RBF kernel widths and default

value of the cost parameter were used for SVM. Calling the algorithms was done

using the Scikit-learn machine learning package [175, 176]. We used a cluster of

Linux based machines with 64 cores and 256 GB RAM per node for processing the

data and running the experiments. For learning the corresponding BN structure

for the generated data, we used the BN structure learning, from the discrete data

algorithm that was implemented in the libPGM package [177].
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4.3.5 Performance Evaluation Metrics for Multilabel Classi-

fication

F1Score is a performance evaluation measure. It computes the weighted average of

sensitivity and precision [93]. It can be also referred to as balanced F-Score. In the

context of HTS, a novel prediction relates to a suggested positive interaction whose

confirmation requires experimental validation. In such a scenario precision is very

important since a higher precision score reflects a lower number of false positives and

thus, experimental validation costs are minimized. Therefore, we use F0.5Score as

another summary measure that weighs precision twice as much as sensitivity [178,

118]. Finally, we use the geometric mean of sensitivity and specificity (GMean), to

summarize prediction accuracy over both the true positive as well as the true negative

rates.

Since a prediction in the case of MLC classification problems represents a subset

of labels, di↵erent types of performance metrics are suggested [149]. Given indices

of samples with actual positive assigned labels A+
j

for the j � th class label and

corresponding set of indices with predicted positive labels Y +
j

for a total ofM samples,

we define performance metrics using Equations 4.4 to 4.9. A�
j

, and Y �
j

corresponding

to the negative labels (i.e. negative interactions, see below) case and A
j

and Y
j

without superscripts denote indices of all relevant samples with positive and negative

interactions, respectively. Negative labels mostly relate to inactive outcomes of the

tested compounds in relation to the setup of a particular BioAssay, but since they

may indicate an opposite phenotype of interaction (e.g. inhibition vs. activation)

in the same assay, we call them negative interactions. These measures are based on

computing the performance metric of interest for each target class label, and then

averaging them for the N class labels. This is a common performance evaluation

approach for MLC classification problems [145, 149].
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GMean =
p
Sensitivity ⇥ Specificity (4.7)

F1Score =
2⇥ Precision⇥ Sensitivity

Precision+ Sensitivity
(4.8)

F0.5Score =
1.25⇥ precision⇥ sensitivity

(o.25⇥ precision) + sensitivity
(4.9)

5-fold cross-validation is used in our computational experiments. 5-fold cross-

validation is considered suitable for computing a non-biased score estimate [111] and

we chose it due to the large number of interactions in our HTS assay datasets (as

shown in Table 4). In order to test the significance of di↵erence between the examined

methods, we used the pair-wise t-test at the 5% significance level.

4.4 Performance Evaluation of DRABAL and Validation of

Novel Findings

4.4.1 Performance comparison

Here, we describe results of our experimental studies over five large HTS assays com-

posed of more than 1.4 million interactions and more than 400,000 chemical com-

pounds from the PubChem BioAssay Database [27]. The experiments are designed
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to specifically test the advantage of employing dependencies between these assays for

improved prediction accuracy. In order to achieve this, we have considered several

comparisons. We compared with the Binary Relevance (BR), the most widely used

for MLC classification [179]. BR is known also as a baseline very hard to beat, es-

pecially when the number of target labels is considerably small [156]. For BR, we

have selected SVM, RF and KNN as base classifiers for training models for each label.

We call these benchmark methods BR-SVM, BR-RF and BR-KNN, respectively. BR

methods do not handle samples with missing labels. They just ignore any such case

and exclude it from the training data. Another MLC solution that exploits dependen-

cies between target classes for multi-label prediction is Classifier Chains (CC) [156].

In CC, once a classifier is built for one target label, this label is added to the feature

and used for training of the next classifier in a chain order and so on. CC does not

deal directly with missing labels that characterize the multilabel HTS assay datasets

we have. In order to apply CC over the datasets, we assume all compounds that did

not have any reported interaction for a specific assay, to have a negative label in the

training set. Treating missing labels as negative labels is one of the approaches of

handling missing labels in MLC classification [161]. It should be noted that this step

is taken only for CC, but in our method we handle missing labels di↵erently using

active learning, which helps in quantifying a probability score of interaction for each

missing case instead of assuming it to be negative. Using this approach, we extend

CC to handle missing labels and call it ’classifier chains with missing labels extension’

(CC-MLE). As a base classifier, we choose RF for CC-MLE and DRABAL since it

outperformed the classification performance of SVM and KNN classifiers. Table 4.2

shows a summary of the 5-fold cross-validation comparison results for the five HTS

assays. Using a typical 5-fold cross-validation, the HTS assays data is partitioned

into 5 equally sized subsamples such that a single subsample representing 20% of the

data is retained for testing. Then, the process is repeated for five times and per-
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formance results from the testing folds are averaged to produce single estimations.

Based on all summary evaluation metrics, DRABAL significantly outperformed other

state-of-the-art methods. DRABAL improved the F1Score by about 22% on average

when compared to other methods. For the F0.5Score that gives more preference to

precision, DRABAL achieved the highest score with an average improvement of 23%.

This confirms that DRABAL maintains enhancing both sensitivity and precision. For

GMean, DRABAL also achieves the highest performance. Similar improvements were

achieved by DRABAL when tested on a larger number of datasets (see Appendix B:

Table 4 and Table 5).

In order to recognize the specific e↵ect of exploiting dependency between the HTS

assays over having a single binary classifier for each dataset, we consider more closely

the comparison with BR-RF. It is worth mentioning that RF was the base classifier

used for BR-RF and DRABAL with exactly the same parameters and initializations.

Moreover, using a Bayesian network to define proper dependencies between the assays,

DRABAL only expands the set of original features by two new features, on average for

each dataset. Out of 1064 original features, this change is only equivalent to 0.1%. In

other words, there is no extreme di↵erence between the conditions of the input data

as well as the parameters of RF classifier in BR-RF and DRABAL methods. Never-

theless, DRABAL significantly outperformed BR-RF with relative improvements of

about 5.5%, 6% and 3.3% for GMean, F1Score and F0.5Score, respectively. This

clearly confirms the contribution of considering common active interactions between

the HTS assays as a dependency factor towards enhancing classification performance.

Figure 4.3 illustrates the performance in terms of precision for every individual

dataset when sensitivity is fixed at the same level the second best solution achieves

(i.e. BR-RF). This indicates the gain we reach by reducing the number of false

positives and thus, total experimental validation costs are minimized. As the orange

color highlights, DRABAL improved precision largely in three out of five cases and
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Table 4.2: Comparison of methods across five di↵erent datasets using 5-fold cross
validation. Data is partitioned into five equally sized subsamples such that a single
subsample representing 20% of the data is retained for testing. Then, the process is
repeated for five times and performance results from the testing folds are averaged to
produce single estimations.

Method GMean F1Score F0.5Score

BR-SVM 46.04% 28.84% 34.39%
BR-KNN 24.59% 14.91% 23.26%
BR-RF 55.56% 45.35% 61.26%
CC-MLE 40.79% 28.59% 46.86%
DRABAL 61.05%⇤ 51.11%⇤ 64.52%⇤

⇤
Indicates statistically significant di↵erence when compared with all other methods over 5-folds

using t-test at the 5% significance level.

achieves the same precision in 1 case.
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Figure 4.3: Precision comparison of DRABAL and BR-RF over five HTS assays.
Precision is evaluated at the sensitivity levels of BR-RF (the second best method) in
order to highlight achieved gain using DRABAL.

Another experiment we perform is based on running di↵erent random initializa-

tions for ordering dependencies of targets in CC method and, follow the step proposed

by DRABAL for handling missing labels. Thus, when running CC method, missing

labels are not assumed negatives as in CC-MLE but rather, a probability score of

interaction is assigned the same way DRABAL does. This helps in measuring the

advantage of, in particular, employing BN into our algorithm. As Table 4.3 shows,

based on t-test, DRABAL significantly outperformed average performance of 10 ran-

dom initialization of CC method. On average, DRABAL improved GMean, F1Score
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Table 4.3: Comparison of methods across five di↵erent datasets using 5-fold cross
validation. Data is partitioned into five equally sized subsamples such that a single
subsample representing 20% of the data is retained for testing. Then, the process is
repeated for 5 times and performance results from the testing folds are averaged to
produce single estimations.

Method GMean F1Score F0.5Score

RandomOrder-
10

51.14% 36.84% 46.44%

DRABAL 61.05%⇤ 51.11%⇤ 64.52%⇤
⇤
Indicates statistically significant di↵erence when compared with all other methods over 5-folds

using t-test at the 5% significance level.

and F0.5Score by 9.91%, 14.27% and 18.08%, respectively.

In Figure 4.4, we analyze the e↵ect of applying these methods over several datasets

to see how many real positive interactions can be predicted correctly by the methods

as absolute numbers. These absolute numbers translate to the number of actual pos-

itive experiments in the lab, which if predicted correctly means that the method is

doing well in capturing the true nature of the positive interactions in these datasets.

As shown in Figure 4.4, we compared the absolute number of actual positive interac-

tions (average size of 21,885 over 5-folds) to the number of positive predictions made

by DRABAL, RF-BR (Second best preforming method), and CC-MLE (other vari-

ant of MLC solutions), which when applied to these datasets, averaged over a 5-cross

validation setup. DRABAL predicted 10,566 real positive interactions correctly of

which 1,143 were uniquely identified by DRABAL. On the other hand, RF-BR pre-

dicted 9,772 real positive interactions of which only 338 were unique to RF-BR, and

CC-MLE correctly predicted 5,354 of which only ten were unique. Combined with

previous summary results, we can conclude that DRABAL has identified the largest

unique set while performing better in terms of GMean, F1Score and F0.5Score.
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Figure 4.4: Venn diagram of correct predictions for four selected methods. The
diagram includes average number of counts (i.e. average of 5-fold cross-validation)
of correct predictions using four methods and counts matching with actual ground
truth.

In this subsection, we evaluated the performance of DRABAL over five challenging

large HTS assay datasets. In order to show that DRABAL is not limited to a specific

number of datasets, we consider also an extended selection of ten BioAssays, and

report a performance evaluation of over about 3 million interactions for 431,478 unique

compounds (see Appendix B: Table 4 and Table 5).

4.4.2 Extended Comparisons based on Other Validation Meth-

ods

In the following discussion, we show results using di↵erent validation methods and

extensive comparison of several methods. From the class of binary relevance solutions,

we use BR-RF method in this section of extended comparisons since it has achieved

higher results than BR-SVM and BR-KNN as shown in the main manuscript. Here,
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Table 4.4: Comparison of methods across five di↵erent datasets using holdout vali-
dation. First number in parenthesis corresponding to portion of training while the
second number highlight the portion used for testing. For example, (20/80) indicates
that 20% of original data was used for training and 80% for testing.

Method F1Score
(80/20)

F1Score
(70/30)

F1Score
(60/40)

F1Score
(50/50)

F1Score
(40/60)

F1Score
(30/70)

F1Score
(20/80)

DRABAL 51.83% 49.51% 47.02% 44.88% 42.03% 39.18% 34.07%
BR-RF 45.38% 43.75% 40.44% 38.26% 35.40% 31.47% 26.30%
CC-MLE 28.85% 27.08% 24.51% 22.14% 20.59% 16.68% 13.01%

we describe results of our experimental studies over five large HTS assays composed of

more than 1.4 million interactions and more than 400,000 chemical compounds from

the PubChem BioAssay Database [27]. In Table 4.4, we list results using holdout

validation method. A full range of holdout parts of data is used to challenge and test

the models. Ranging from 80% to only 20% of original data used to train the models,

DRABAL achieved the highest results in all cases. On average, DRABAL improved

F1Score by 6.8% and 22.24% when compared to BR-RF and CC-MLE, respectively.

BR-RF is a very hard to beat baseline especially when the number of target labels

is considerably small [156]. When 50% to 80% of data is used for testing a model,

results over such portions of samples can give a strong indication about generalization

ability of the model. Relative to first holdout experiment (i.e. 80/20), performance

dropped by 52.12% using DRABAL when considering the last holdout experiment

(i.e. 20/80). Such decline in performance is expected with much smaller number of

samples used for training. However, BR-RF reflects more sensitivity to such changes

with a relative decline in performance of 72.5%.

An ideal scenario to evaluate models and test generalization ability of the models is

to extract real data from another external repository of chemical-target interactions.

HTS assays hold information including specific details about experimental protocols

and phenotypes of interaction. We could not find external records that match such

conditions and hold novel interaction that were not reported earlier. Therefore, in

order to simulate a scenario of testing the models over external novel cases, we gen-
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erated synthetic samples at several distance ranges from the portion of the original

data. The construction of synthetic samples is challenging for few reasons. The data

we have is a multi-label classification type of data and therefore, we do not have

explicitly positive and negative classes that we can exploit for generating new sam-

ples. In the multi-label scenario, the same compound can be reported as active in

one HTS assay and as inactive in another assay. A decision about to which group

this compound belongs to in the space is, in turn, not direct. This should be taken

into account when generating synthetic samples. Also, defining synthetic samples

would need certain assumptions like which distance measure to use. We randomly

select 30% of the original data (this makes a set S30), and for each sample in S30 we

generate a synthetic sample at a distance 1, 2, . . . , 20 from the selected S30 sample.

In order to do this, we reverse the Euclidean distance formula to get feature values

of a new sample that satisfy such given distances (see Appendix C for mathematical

details). The target labels we assign for each synthetic sample are the target labels of

the corresponding sample in the original data. We end up with 20 synthetic datasets.

Each of these datasets is then used to test all methods. To make the synthetic data

independent from the training data, we excluded S30 set from the original data and

trained models on this reduced dataset. Results are shown Figure 4.5 . Figure 4.5

shows that in all cases DRABAL achieved higher performance scores than BR-RF

and CC-MLE (i.e. the second best and the third best methods in our study, respec-

tively). We take BR-RF as a representative for other BR class of solutions since it

achieved the highest results among them (see Table 4.2).



80

Figure 4.5: F1Score over distance comparison of methods. Synthetic data is generated
at fixed distances from original data to serve as external source of evaluation. A
portion of 30% of the original data is hidden from training and used to generate a
more challenging set of synthetic samples for testing.

Another set of experiments we execute to measure capabilities of the models is

based on evaluating performance at a distance from the centroid. We compute cen-

troid of all data, and then find a distance threshold such that 50% of data will be

within this distance. This part of the data will be considered as the training set.

After that, we take 20 groups of 1000 sampled data points where each group resides

at a further distance from the training set. This helps in evaluating performance over

distance using a dissimilarity radius from known training samples. Figure 4.6 shows

the plot of F1Score over 20 distant testing groups taken from the original data. Group
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1 is the closest to the training part while 20 is the furthest. As the figure illustrates,

our method DRABAL achieved the highest performance at all steps. Overall, the

performance degrades as distance increases and this is normal since testing samples

are chosen to be far in the space from the training cases, imposing a more di�cult

classification task at larger distances. The oscillation in the graph is suspected to be

the outcome of choosing some points as testing samples that are distant from centroid

but not necessarily from all training samples.

Figure 4.6: F1Score over distance comparison of methods. Data is partitioned into
several groups based on distance from the centroid of all samples.
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4.4.3 Suggested drug-multi-target repositioning

In order to show the utility of DRABAL, we screened all the approved drugs from

DrugBank database against assays used in this study. Table 4.5 shows the top five

novel predictions for each assay. Interestingly, both Omeprazole (DB00338) and

Thiabendazole (DB00730) are predictions for BioAssays AID 485297 [168] and AID

485313 [169]. These BioAssays are two high-throughput assays for screening acti-

vators of Ras-related protein (Rab-9A) and a Niemann-Pick C1 protein (NPC1),

respectively [169, 168]. However, DRABAL prediction scores show that Thiabenda-

zole is the more likely activator of the Rab-9A and NPC1 proteins (see Table 4.5).

When activators overexpress Rab-9A and NPC1, it was experimentally shown that

the symptoms of the Niemann-Pick type C (NPC) disease are reduced [169, 168].

Thus, we will focus on the repurposing of Thiabendazole as a plausible treatment

of the NPC disease. NPC disease is a rare neurodegenerative lipidosis associated

with mutations that inactivate either NPC1 (95% of cases) or NPC2 proteins [180].

In healthy individuals, these proteins cooperate to aid the movement of unesteri-

fied cholesterol through the lysosome, to the cytosolic compartment of cells through

the body [181]. Mutations that inactivate the NPC proteins cause endosomal/lyso-

somal accumulation of cholesterol, progressive neurodegeneration, and robust glial

cell activation [182]. In NPC disease pathogenesis, glial cells such as astrocytes and

microglia are activated and characterized with high concentrations of interleukin-6

(IL-6), cathepsin D, interferon-beta and interleukin-8 (IL-8), as well as signal trans-

ducers and activators of transcription (STATs) and TLR4 [183]. NPC disease is

additionally characterized by increased Beclin-1 levels and elevated autophagy [184].

Taken together, impaired tra�cking of cholesterol was further shown to mediate tox-

icity and increased cathepsin D levels that induce neurotoxicity by activating the

autophagic pathway [185]. Our predicted activator, Thiabendazole is the drug of

choice for strongyloidiasis and is originally used against a variety of nematodes [186].
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It is an aryl hydrocarbon receptor ligand which has been shown to reduce levels

of cathepsin D [187], overexpression of which is one of the characteristics of NPC

disease. Also, it has been demonstrated that Thiabendazole is a potent inhibitor

of cytochrome P450 1A2 (CYP1A2) [188], a major CYPs that metabolize drugs in

the liver [189]. Additionally, cytochrome P450 proteins in general, have been shown

to play di↵erent roles in the brain such as neuroprotection, neurotrophic support,

temperature control, control of cerebral blood flow, maintenance of brain cholesterol

homoeostasis, neuropeptide release, regulation of neurotransmitter levels, elimination

of retinoids from CNS and other roles important in brain development, physiology

and disease [190]. It has been reported that an overdosage of Thiabendazole may

be associated with psychic alterations and temporary vision disturbance [191]. With

Thiabendazole therapy, the more common side e↵ects include nausea, anorexia, di-

arrhea, dizziness, increased blood sugar levels and erythema multiforme [192]. These

well-known reported side e↵ects show that Thiabendazole has been extensively used

in various therapies.

We used the STITCH database [193] to further query the relevant connections

between Rab-9A and NPC1 and generated the graph in Figure 4.7. When considering

the interaction list connecting the two proteins, cholesterol and Benzoate, we find that

Benzoate shares the same Benzenoid superclass as Thiabendazole, and is directly

connected to Rab-9A. Thiabendazole, that we predict to activate both Rab-9A and

NPC1 proteins, has been placed in a class of compounds known as benzimidazoles.

Benzimidazoles are compounds containing a benzene ring fused to an imidazole ring

(which is simply a five member ring containing a nitrogen atom, four carbon atoms

and two double bonds). Benzoate (DB03793, also known as Benzoic acid) [194], an

approved drug in DrugBank database, was also reported to target the Rab-9A protein.

Benzoate has been placed in a class of compounds known as benzoic acids. Benzoic

acids are compounds containing a benzene ring with at least one carboxyl group. This
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Table 4.5: Standard and multilabel statistics for the PubChem Confirmatory BioAs-
say dataset used in the experiments

Rank
AID 1458
Target:

Survival of
motor

neuron 2
(DRABAL

score)

AID 485297
Target:

Ras-related
protein
Rab-9A

(DRABAL
score)

AID 485313
Target:

Niemann-
Pick C1
protein

precursor
(DRABAL

score)

AID 588342
Target:

Luciferase
transcrip-
tional

reporter
(DRABAL

score)

AID 686978
Target:
Tyrosyl-
DNA

phosphodi-
esterase 1
(DRABAL

score)

1 Amlexanox
DB01025
(0.48)

Nitazoxanide
DB00507
(0.67)

Thiabenda-
zole DB00730

(0.33)

Phenazopyri-
dine

DB01438
(0.68)

Vinblastine
DB00570
(0.99)

2 Mycopheno-
late mofetil
DB00688
(0.3)

Thiabenda-
zole DB00730

(0.61)

Omeprazole
DB00338
(0.21)

Mitoxantrone
DB01204
(0.53)

Plicamycin
DB06810
(0.99)

3 Rabeprazole
DB01129
(0.2)

Omeprazole
DB00338
(0.23)

Phenazopyri-
dine

DB01438
(0.21)

Phenindione
DB00498
(0.49)

Bromocrip-
tine DB01200

(0.98)

4 Pramipexole
DB00413
(0.14)

Nabumetone
DB00461
(0.19)

Mebendazole
DB00643
(0.12)

Olsalazine
DB01250
(0.47)

Ketoconazole
DB01026
(0.98)

5 Idoxuridine
DB00249
(0.13)

Mycophenolic
acid DB01024

(0.18)

Olsalazine
DB01250
(0.12)

Amsacrine
DB00276
(0.44)

Teniposide
DB00444
(0.97)

indicates that the structure of Thiabendazole is more complex than benzoate but both

contain a benzene ring as a common structure. Although this correlation does not

appear to be specific enough, another member of the benzimidazoles compound class,

the Ezetimibe drug (DB00973), has been reported to target the NPC1 protein leading

to lowering cholesterol levels [195].

In Figure 4.7, it is also interesting to see that calcium is a connecting hub because

it has been demonstrated that for lysosomal exocytosis, VAMP7 (vesicle-associated

membrane protein 7) on the surface of lysosomes, pulls and docks the lysosomes

on the cytoplasmic side of the plasma membrane to form a trans-SNARE complex

with syntaxin-4 and SNAP23 (synaptosome-associated protein of 23 kDa) on the
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plasma membrane [196], an action that is triggered by a rise in intracellular calcium

levels [197, 198]. It should be noted that the VAMP7 is used by both NPC1 and

Rab-9A associated lysosomal exocytosis. Additionally, even though the relationship

between calcium and Thiabendazole has not been shown in humans, an increase in the

fruit calcium content is used in the management of pear trees, as increased calcium

content has been shown to reduce the severity of the decay and increase the e�cacy of

Thiabendazole when it is used as the postharvest fungicide [199]. Thiabendazole was

similarly shown to a↵ect cholesterol levels, that is, for rats fed with Thiabendazole, 1/

bodyweight gain was reduced at dosages of 37 mg/kg bw/day or more, 2/ erythrocyte

count was decreased whilst serum cholesterol was increased at dosages of 160 and 320

mg/kg bw/day [200]. The no-observed-e↵ect-level (NOEL) for this study was 9 mg/kg

bw/day [200]. These findings add confidence to our suggestion that Thiabendazole

may be an activator of both the Rab-9A and NPC1 protein, and thus suggest the

repurposing of Thiabendazole to treat Niemann-Pick type C (NPC) disease.

Figure 4.7: Chemical-Protein interactions graph generated using STITCH tool.
STITCH tool was queried using NPC1 and Rab-9A concepts and then produced
this graph. Nodes, which show concepts not directly related to this generated graph,
were removed in order to highlight most relevant concepts to the repositioned drug.

With the expansion and emergence of biomedical data and computational re-
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sources, there is a growing opportunity for impacting the process of drug reposition-

ing and drug discovery. Many laboratory experiments have been developed to screen

activities of chemical compounds over some biological targets. The ability to ex-

ploit feedback from these experiments can greatly enhance our decisions about cases,

which were not tested for a particular biological target. Correlating feedback from

di↵erent HTS assays, can improve our understanding about pathways of interactions.

Motivated by these facts, we formulated the problem of virtual screening from high-

throughput screening assays as a multi-label classification problem. This formulation

allows us to model correlations and dependencies between the examined HTS assays

and enhance prediction performance. The main challenge we face is that these assays

do not report interactions for all compounds and thus, we have to handle the issue

of missing labels. We developed a novel solution based on a Bayesian active learning

framework to overcome this challenge and exploit actual dependencies between the

HTS assays. Compared to the other state-of-the-art MLC methods, our proposed

solution DRABAL improves the F1Score significantly by about 22%, on average.

We also enable drug-multi-target repositioning and suggest the Thiabendazole drug

as both a NCP1 and RAB-9A promoter activator, making it a possible treatment

modality for NiemannPick type C disease.
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Chapter 5

Conclusion

In an era of data and informatics, healthcare will go through an evolution that will

impact every human being. The huge expansion in biological, medical and other

types of data which is complying with a big emergence in power of computing is

the key towards this evolution. Under this theme, personalized medicine can be

enabled by processing any relevant data and experiments. Virtual screening is a major

step in drug discovery that shows importance of computational resources in handling

and analyzing records of data. In this thesis, I examined virtual screening from

the perspective of data mining. I proposed several novel data mining methods and

applications for virtual screening that shall enhance screening accuracy with minimal

costs. In particular, using a framework called DWFS, I started with addressing

variables needed to describe a chemical compound to pursue computations and infer

new types of interactions with specific biological targets. I have defined DRAMOTE

as a method tailored towards improving precision of virtual screening as an e↵ective

cost saving technique. Finally, I proposed DRABAL as a novel solution to enable big

virtual screening and drug-multi-target repositioning by means of exploiting existing

relationships based on activity outcomes of high-throughput screening assays.

All suggested methods of the study were integrated into DraPubChem a novel

tool for virtual screening of biological active chemical compounds. Figure 5.1 shows

the front page of the DraPubChem online tool. DraPubChem allows users to build

classification models for any HTS assay from PubChem BioAssay Database. The user

can choose di↵erent types of chemical features and fingerprints to represent chemical
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compounds in a dataset. Then, the generated data can be either downloaded or used

to build a classification model for virtual screening. Di↵erent options are available

to optimize the performance of the model using various feature selection methods,

class imbalance solutions, learning algorithms and MLC learning approach. Once

the model is trained using an existing HTS assay, it can be used to perform virtual

screening and predict activities of input compounds (e.g. FDA approved drugs).

DraPubChem o↵ers more options to visualize and analyze prediction results. Also,

provided that a drugs list is chosen as top cases to interact with a specific biological

target, DraPubChem can build queries and perform text search to suggest top related

literature records that may validate such predictions.
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Figure 5.1: Illustration of our proposed system for virtual screening fo biological
active chemical compounds.

5.1 What can be done in the future?

In future, it is of great interest to bring into consideration the underlying mechanisms

of action between a chemical compound and a biological target. In particular, study-

ing ways of targeting multiple mechanisms simultaneously, to increase the potency

of the treatment can enhance drug discovery. Targeted therapies and personalized

treatments are the most promising assets to treat several lethal diseases like cancer.

In addition, to increase therapeutic options and to overcome drug resistance, e↵orts
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can be made to investigate computational methods for proposing e↵ective drug com-

binations.

Figure 5.2 highlights possible directions as applications of virtual screening. In-

creased availability of various types of data and experimental results coming from

the laboratories are both key factors to impact the ability to achieve personalized

medicine. Currently, mining existing chemical and protein interactions is showing

practical advantages. However, combining more types of relevant data can enhance

understanding of biological processes and predictions produced. It will be interesting

to see how di↵erent types of genomic data can be integrated with existing types of in-

teractions to help to characterize targeted treatments based on patients’ profiles. This

will be very helpful, especially, in the case of finding better treatments for the lethal

diseases which rely on the genomic profile of the patient. Other types of complex

chemicals and interactions like food products and surrounding environmental factors

a↵ect the process of disease treatment. Therefore, it is worth to explore and study

food e↵ects on diseases and see which types of food or other types of chemicals may

limit or improve the treatment course. Such understanding of these factors may even

help in developing precautions before any treatment is needed. Overall, accumulat-

ing such types of heterogeneous medical data and developing systems that can serve

as personal advisors for a healthier lifestyle are interesting future trends. Perhaps

with growing use of personal medical devices and increasing dependency on smart

appliances, the chances are higher than before to move towards these directions.
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Figure 5.2: Di↵erent future directions for applications of virtual screening.
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Table 1: Comparison of existing and DRAMOTE: analyzing the e↵ect of significance
of performance metrics - Part I
Dataset Method Sensitivity% Precision%

BenchSet RU (1) 85.67 (±2.5) 1.07 (±0.29)
GSVM-RU (2) 68.53 (±6) 2.73 (±2.05)
SMOTE (3) 62.79 (±15.32) 10.44 (±16.11)

MWMOTE (4) 69.49 (±13.18) 4.9 (±6.7)
DRAMOTE (5) 58.14 (±19.2) 13.35 (±22.66)

[16] 88.46 5
P-value 0.0244 0.5464

Tukey MMC Methods (1) and (5)

AID 596 RU (1) 75.9 (±3.04) 5.3 (±1.17)
GSVM-RU (2) 82.78 (±7.93) 4.56 (±2.78)
SMOTE (3) 64.02 (±13.8) 10.9 (±8.95)

MWMOTE (4) 62.1 (±14.3) 10.8 (±9.2)
DRAMOTE (5) 42.9 (±13.52) 18.41 (±17.81)

P-Value 6.8325e-05 0.2196
Tukey MMC Methods (1) and (5)

Methods (2) and (5)
Methods (3) and (5)

AID 618 RU (1) 72.54 (±3.41) 1.38 (±0.31)
GSVM-RU (2) 52.42 (±11.76) 2.64 (±1.48)
SMOTE (3) 43.01 (±17.87) 10.07 (±12.36)

MWMOTE (4) 42.34 (±18.53) 10.31 (±12.72)
DRAMOTE (5) 29.69 (±15.26) 12.78 (±15.61)

P-Value 3.5600e-04 0.3738
Tukey MMC Methods (1) and (3)

Methods (1) and (4)
Methods (1) and (5)

AID 644 RU (1) 50.29 (±4.46) 35.08 (±2.56)
GSVM-RU (2) 71.28 (±12.76) 36.02 (±2.51)
SMOTE (3) 47.3 (±14.1) 41.78 (±7.23)

MWMOTE (4) 47.37 (±12.37) 42.22 (±6.68)
DRAMOTE (5) 40.09 (±8.51) 43.14 (±9.88)

P-Value 0.0036 0.2058
Tukey MMC Methods (2) and (3)

Methods (2) and (4)
Methods (2) and (5)
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Table 2: Comparison of existing and DRAMOTE: analyzing the e↵ect of significance
of performance metrics - Part II
Dataset Method Sensitivity% Precision%

AID 886 RU (1) 99.54 (±0.31) 67.65 (±2.55)
GSVM-RU (2) 99.25 (±0.97) 54.51 (±26.52)
SMOTE (3) 96.94 (±4.11) 75.2 (±4.92)

MWMOTE (4) 97.03 (±3.27) 74.32 (±4.81)
DRAMOTE (5) 94.38 (±8.1) 75.69 (±6.05)

P-Value 0.3455 0.0242
Tukey MMC Methods (2) and (3)

Methods (2) and (5)

AID 899 RU (1) 77.65 (±3.43) 45.96 (±7.07)
GSVM-RU (2) 97.29 (±3.22) 25.82 (±2.6)
SMOTE (3) 70.44 (±8.14) 53.52 (±14.02)

MWMOTE (4) 70.5 (±8.48) 52.61 (±13.66)
DRAMOTE (5) 64.51 (±8.01) 53.61 (±14.43)

P-Value 1.7539e-07 0.0017
Tukey MMC Methods (1) and (2) Methods (2) and (3)

Methods (1) and (6) Methods (2) and (4)
Methods (2) and (3) Methods (2) and (5)
Methods (2) and (4)
Methods (2) and (5)

AID 938 RU (1) 99.42 (±0.41) 66.17 (±2)
GSVM-RU (2) 99.16 (±0.5) 45.85 (±17.01)
SMOTE (3) 91.86 (±0.9) 80.05 (±1.8)

MWMOTE (4) 94.49 (±8.2) 70.7 (±8)
DRAMOTE (5) 91.39 (±4) 81.02 (±2.03)

P-Value 0.3008 1.2445e-09
Tukey MMC Methods (1) and (2)

Methods (1) and (3)
Methods (1) and (4)
Methods (1) and (5)
Methods (2) and (3)
Methods (2) and (4)
Methods (2) and (5)
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Table 3: Comparison of existing and DRAMOTE: analyzing the e↵ect of significance
of performance metrics - Part III
Dataset Method Sensitivity% Precision%

AID
743042

RU (1) 71.34 (±7.44) 17.22 (±2.83)

GSVM-RU (2) 93.21 (±7.7) 11.11 (±0.65)
SMOTE (3) 33.38 (±16.32) 36.99 (±21.61)

MWMOTE (4) 35.52 (±14.9) 36.54 (±18.4)
DRAMOTE (5) 35.38 (±14.13) 38.69 (±20.85)

P-Value 2.7818e-12 5.0946e-06
Tukey MMC Methods (1) and (2) Methods (1) and (4)

Methods (1) and (3) Methods (1) and (5)
Methods (1) and (4) Methods (2) and (3)
Methods (1) and (5) Methods (2) and (4)
Methods (2) and (3) Methods (2) and (5)
Methods (3) and (4)
Methods (3) and (5)

AID
743288

RU (1) 68.09 (±5.53) 8.38 (±1.07)

GSVM-RU (2) 86.33 (±6.49) 5.76 (±0.4)
SMOTE (3) 25.74 (±18.34) 26.99 (±23.95)

MWMOTE (4) 23.8 (±17.4) 33.02 (±21.18)
DRAMOTE (5) 27.88 (±14.66) 34.13 (±20.58)

P-Value 8.6842e-15 5.8945e-04
Tukey MMC Methods (1) and (3) Methods (1) and (4)

Methods (1) and (4) Methods (1) and (5)
Methods (1) and (5) Methods (2) and (4)
Methods (2) and (3) Methods (2) and (5)
Methods (3) and (4)
Methods (3) and (5)
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B An Extended Experimental Comparison of DRABAL and

Other Methods

Table 4: Comparison between methods over ten di↵erent datasets based on 5-fold
cross validation. These datasets include more than 3 million interactions for 431,478
unique compounds.

Method GMean F1Score F0.5Score

BR-SVM 41.34% 25.02% 30.91%
BR-KNN 22.34% 13.22% 21.85%
BR-RF 51.68% 41.43% 55.45%
CC-MLE 40.28% 28.95% 45.28%
DRABAL 56.98%⇤ 46.11%⇤ 57.61%⇤

⇤
Indicates statistically significant di↵erence when compared with all other methods over 5-folds

using t-test at the 5% significance level.
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Table 5: Summary of experimental datasets including reference IDs in PubChem
Database.

Dataset Target
Name

Type of
interacting
compounds

Active class
size

Inactive
class size

Active to
inactive
ratio

(Imbalance
ratio)

AID 1458 Survival of
motor neuron

2

Enhancers 5,854 193,105 1:33

AID 485297 Ras-related
protein
Rab-9A

Activators 9,143 301,951 1:33

AID 485313 Niemann-
Pick C1
protein
precursor

Activators 7,586 304,846 1:40

AID 588342 Luciferase
transcrip-
tional

reporter

Inhibitors 25,159 304,600 1:12

AID 686978 Tyrosyl-DNA
phosphodi-
esterase

1

Inhibitors 64,212 243,136 1:4

AID 686979 Tyrosyl-
DNA-

phosphodiesterase
I (TDP1)

Inhibitors 49,946 264,132 1:5

AID 504466 ATAD5 -
ATPase

family, AAA
domain

containing 5

Inhibitors 4,174 306,924 1:73

AID 504332 Euchromatic
histone-lysine

N-
methyltransferase

2

Inhibitors 31,109 270,505 1:9

AID 2551 Nuclear
receptor

ROR-gamma

Inhibitors 16,824 256,777 1:15

AID 624202 BRCA1 -
breast cancer

1

Activators 3,980 364,035 1:91

Total
Interactions

3,027,998
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C Derivation for Computing Distant Synthetic Samples

Given point r = (r1, r2, . . . , rn) which is taken from the original data, we want to

compute point s = (s1, s2, . . . , sn) which is at a predefined distance from r. The

components of both points (i.e. r
i

or s
i

) represent feature values of each point. The

following equation illustrates how we derive computation to generate a novel synthetic

sample s. Note that we make use of an assumption that reflects a distance taken at

hypercubes boundaries from the training samples r. Avoiding such assumption would

then force us to solve a di�cult optimization problem to find points at exact distance

from another point or even at a minimum distance threshold. Such optimization is

intractable for the large number of samples we have in our dataset.

distance(r, s) = d(r, s) =

vuut
nX

i=1

(r
i

� s
i

)2 (1)

d(r, s)2 =
nX

i=1

(r
i

� s
i

)2 (2)

Lets now assume that r1 � s1 = r2 � s2 = . . . = r
n

� s
n

= a. We make this

assumption to simplify derivation of a new samples based on distance as an input.

Also, if we do not put this assumption, we end up having n number of unknowns

which is intractable to solve. This assumption reflects defining a synthetic sample

residing at some boundary of a hypercube from the training sample.

d(r, s)2 =
nX

i=1

a2 (3)

d(r, s)2 = n⇥ a2 (4)

d(r, s)2

n
= a2 (5)
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r
d(r, s)2

n
= a (6)

d(r, s)p
n

= a (7)

Now, given any distance d(r, s), we can compute a, which is the value we should

subtract or add for each feature value to preserve any desired distance d(r, s). Based

on this derivation, we were able to define 20 di↵erent testing sets setting exactly at

specific distances from the training data.
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