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Summary
The present work describes a parallel computational framework
for carbon dioxide (CO2) sequestration simulation by coupling
reservoir simulation and molecular dynamics (MD) on massively
parallel high-performance-computing (HPC) systems. In this
framework, a parallel reservoir simulator, reservoir-simulation
toolbox (RST), solves the flow and transport equations that
describe the subsurface flow behavior, whereas the MD simulations are performed to provide the required physical parameters.
Technologies from several different fields are used to make this
novel coupled system work efficiently.
One of the major applications of the framework is the modeling of large-scale CO2 sequestration for long-term storage in subsurface geological formations, such as depleted oil and gas
reservoirs and deep saline aquifers, which has been proposed as
one of the few attractive and practical solutions to reduce CO2
emissions and address the global-warming threat. Fine grids and
accurate prediction of the properties of fluid mixtures under geological conditions are essential for accurate simulations. In this
work, CO2 sequestration is presented as a first example for coupling reservoir simulation and MD, although the framework can
be extended naturally to the full multiphase multicomponent compositional flow simulation to handle more complicated physical
processes in the future.
Accuracy and scalability analysis are performed on an IBM
BlueGene/P and on an IBM BlueGene/Q, the latest IBM supercomputer. Results show good accuracy of our MD simulations
compared with published data, and good scalability is observed
with the massively parallel HPC systems. The performance and
capacity of the proposed framework are well-demonstrated with
several experiments with hundreds of millions to one billion cells.
To the best of our knowledge, the present work represents the
first attempt to couple reservoir simulation and molecular simulation for large-scale modeling. Because of the complexity of subsurface systems, fluid thermodynamic properties over a broad
range of temperature, pressure, and composition under different
geological conditions are required, although the experimental
results are limited. Although equations of state can reproduce the
existing experimental data within certain ranges of conditions,
their extrapolation out of the experimental data range is still limited. The present framework will definitely provide better flexibility and predictability compared with conventional methods.
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Introduction
CO2 sequestration for long-term storage in subsurface geological
formulations, such as depleted oil and gas reservoirs and deep saline
aquifers, has been proposed as one of the few feasible and practical
solutions to reduce the CO2 emissions and address the global-warming threat (IPCC 2005; Firoozabadi and Cheng 2010; Michael et al.
2011). Because of the complexity of subsurface systems and the
physical process involved, fine grids and accurate prediction of the
fluid properties under subsurface conditions play an essential role.
Under reservoir conditions, broad ranges of temperature, pressure,
and fluid composition are possible, and the accurate prediction
under certain geological conditions remains challenging.
Much experimental data have been accumulated and used to
predict the fluid properties in reservoir simulation. However, compared with the large range of temperature and pressure under reservoir conditions, the experimental data are of limited applicability.
Furthermore, as the temperature and pressure increase, experiments
become more and more difficult and the accuracy of the measurement can be problematic. Various equations of state (EOSs) have
also been proposed and extensively used for the prediction of the
fluid properties under reservoir conditions. With EOSs, the existing
experimental data with certain ranges of parameters can be accurately reproduced, although their extrapolation out of the experimental data range remains limited (Zhang and Duan 2005a).
Recently, molecular simulations—molecular dynamics (MD)
and Monte Carlo—have become popular for predicting fluid properties under geological conditions (Zhang and Duan 2005a). Compared with the conventional experimental and EOS approaches,
molecular simulations depend little on experimental conditions
and have fewer limitations on ranges of temperature and pressure.
Thus, molecular simulations hold the potential for better predictability in the study of fluid properties under geological conditions.
Also, different multiscale hybrid approaches have been developed to solve subsurface multiphysics problems during recent
years, and most of the published works are focused on the coupling
between pore scale and continuum scale. Tartakovsky et al. (2008)
developed a coupled pore-continuum model with smoothed-particle hydrodynamics to handle reaction-diffusion processes in granular porous media. With the approach, the coupling of the two
scales will be handled in a natural way on the internal boundaries
between subdomains. In Balhoff et al. (2007), a pore-network
model is coupled to a continuum model with a domain-decomposition approach. The flow rates entering/exiting the continuum
match the flow exiting/entering the pore-network model through
an iterative determination process of the boundary pressure. Battiatoa et al. (2011) treat the flux exchange between the two scales
as unknowns and an iterative process is applied at the pore scale to
guarantee the flux continuity. Mortars have been also used to handle multiscale problems (Balhoff et al. 2008; Sun et al. 2012). The
heterogeneous multiscale method (E and Engquist 2003) is used to
couple the continuum-scale mass-conservation law with a discrete
network model for steady-state single-phase flow (Chu et al. 2012)
and then extended to single-phase flow with nonlinear flux-
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pressure dependence and two-phase-flow problems (Chu et al.
2013). Sheng and Thompson (2013) provide a hybrid concurrent
approach to couple a dynamic pore-network model to a continuum-scale simulator for multiphase-flow problems.
In this study, a parallel computational framework for CO2
sequestration simulation by coupling reservoir simulation and
MD on massively parallel high-performance-computing systems
is presented. In this framework, a parallel reservoir simulator, reservoir-simulation toolbox, is used to solve the flow and transport
equations that describe the subsurface-flow behavior, whereas the
MD simulations are performed to provide the required physical
parameters. A coupler is developed to efficiently mediate this
multiphysics approach.
Methodology
Carbon Dioxide Simulation. CO2 sequestration is our first
example for coupling reservoir simulation and MD. Following
Ennis-King et al. (2005), Slim and Ramakrishnan (2010), and
Allen and Sun (2012), a single-phase CO2-transport model is used
to describe the density-driven-flow process during CO2 sequestration. In the process, the diffusive and convective transport behavior of the dissolved CO2 in the porous media is described by the
transport equation
@ð/CÞ
þ r  ðuC  /DrCÞ ¼ q; . . . . . . . . . . . . . . . ð1Þ
@t
where / is the porosity, C is the concentration of the dissolved
CO2, t is the time, u is the Darcy velocity, and q is the source
term. Here, we assume q ¼ 0.
The Boussinesq approximation is used to describe the effects
of density change caused by the dissolution of CO2, and the flow
is assumed to be incompressible:
r  u ¼ 0: . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . ð2Þ
With Darcy’s law, the velocity can be evaluated with
k
u ¼  ðrP  qgÞ; . . . . . . . . . . . . . . . . . . . . . . . . . ð3Þ
l
where P is the pressure, k is the permeability of the porous media,
l is the dynamic viscosity of the fluid, g is the gravitational acceleration vector, and q is the density of the fluid. The density q is a
function of the pressure, temperature, and concentration of CO2.
Different models have been used to describe the impact of
CO2 dissolution on the density of the solution. The following linear relation is frequently used (Slim and Ramakrishnan 2010):
C
; . . . . . . . . . . . . . . . . . . . . . . ð4Þ
qðCÞ ¼ q0 þ Dqsat
Csat
where q0 is the density of the pure fluid, Csat is the saturated concentration of CO2 under certain conditions, and the saturated-density change Dqsat ¼ qsat  q0 is the difference between the
density of fluid saturated with CO2 and the pure fluid.
The cell-centered finite-difference method is used to discretize
the transport equation (Eq. 1) and flow equations (Eqs. 2 and 3). During each timestep, the transport equation and flow equations are
solved alternatively. A backward Euler method is used to solve the
transport equation implicitly for better stability and the Portable, Extensible Toolkit for Scientific Computation (known as PETSc) (Balay
et al. 2012) is used to solve the resulting nonlinear and linear systems.
MD. In this study, MD simulations are carried out to evaluate the
properties of the mixture of CO2 and fluid (water in this study, for
simplicity). In the MD simulation, Newton’s equations of motion
are solved to model a system with N interacting atoms:
mi

@ 2 ri
¼ Fi ; i ¼ 1…N; . . . . . . . . . . . . . . . . . . . . . . ð5Þ
@t2

where mi is the mass of the ith atom, ri is the spatial coordinate,
and Fi is the force enforced on the ith atom. Fi can be computed
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as the negative derivative of a potential function Vðr1 ; r2 ; …; rN Þ
(van der Spoel et al. 2010):
Fi ¼ 

@V
: . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .ð6Þ
@ri

During each timestep, Eqs. 5 and 6 are advanced simultaneously with specified conditions, such as the composition and numbers of molecules, pressure, and temperature, and the movement
of all the atoms over time is generated as a trajectory of the system. In the output trajectory files, the positions, velocities, forces,
energy, temperatures, and dimensions of the simulation volume
can be included (van der Spoel et al. 2010). After running for
some time, the system can reach an equilibrium state. The macroscopic properties of the system with the specified conditions can
be obtained by averaging the equilibrium trajectory over time. For
example, to determine the density of the system under certain
temperature and pressure we need for this work, the composition
and number of molecules are fixed during the simulation, and
then the density of the system can be obtained by tracking the
change of the simulation volume over time. The density of the
system can be obtained by statistically averaging the density evolution over time. The longer the simulation runs, the more accurate results will be obtained.
In this study, the Lennard-Jones interactions and Coulomb
interactions are considered and the following form is used to represent the interaction between two atoms (van der Spoel et al. 2010):
"    #
rij 12 rij 6
qi qj

;
þf
Vðrij Þ ¼ VL;J ðrij Þ þ Vc ðrij Þ ¼ 4eij
rij
rij
er rij
                   ð7Þ
where rij is the distance between the two atoms i and j; qi is the
partial charge; eij and rij are the energy and size parameters for
the Lennard-Jones potential, which can be obtained by certain
combining rules; f ¼ 1=4pe0 ¼ 138:935485 (van der Spoel et al.
2010); and er is the relative dielectric constant and can be specified by the users.
Following the Optimized Potentials for Liquid Simulations
force field (Jorgensen and Tirado-Rives 1988), the following geometric mean mixing rule is used for both parameters:
rij ¼ ðrii rjj Þ1=2 ; . . . . . . . . . . . . . . . . . . . . . . . . . . . . ð8Þ
eij ¼ ðeii ejj Þ1=2 : . . . . . . . . . . . . . . . . . . . . . . . . . . . . . ð9Þ
In the MD simulation, the interaction potentials of molecules
play the key role for the accuracy of the simulation. For example,
in the CO2/water system studied in the paper, three kinds of interactions are involved: water/water, CO2/CO2, and water/CO2 interactions. There are many available water and CO2 potential
models published. Following Zhang and Duan (2005a), the
extended simple point charge (SPC/E) potential is used for water/
water interaction. An optimized CO2 potential model (Zhang and
Duan, 2005b) is chosen for CO2/CO2 interaction. The parameters
for the used intermolecular potentials are shown in Table 1.
In this work, we study the properties of fluid mixture under a
certain pressure and temperature with a certain molecular composition, so NPT (defined as constant number and composition of
molecules, constant pressure, and constant temperature) MD simulations are performed. There are numerous schemes to control
the pressure and temperature during the MD simulation. Here, the
V-rescale thermostat (Bussi et al. 2007) and Parrinello-Rahman
approach (Parrinello and Rahman 1981; Nosé and Klein 1983) are
used for the control temperature and pressure, respectively.
Coupling Between the Reservoir Simulation and MD Simulation. The subsurface-fluid properties are dependent on the reservoir conditions, such as pressure, temperature, and fluid composition, whereas the reservoir conditions are also affected by the
fluid properties. As a result, the prediction of the fluid properties
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Table 1—The potential models used for CO2 and H2O in this study.

under reservoir conditions plays a key role in the reservoir simulation. In the work, MD simulations are used to evaluate the fluid
properties under certain reservoir conditions. Here, a coupler is
introduced to make the reservoir simulation with RST and the
MD simulation (MDS in Fig. 1) with Gromacs (van der Spoel
et al. 2010) work simultaneously.
The flow chart of the presented computational framework is
shown in Fig. 1. As shown in the flow chart, during each timestep,
fluid-property values under certain conditions, such as the density
of the CO2/water mixture under different pressure and CO2 concentration in the work, will be requested by the RST, and the
requests will be sent to the coupler. The coupler will check the
lookup table first to find if the requests can be satisfied with the
existing data in the lookup table. If yes, the coupler will just return
the requested fluid-property values to RST. If some of the requests
cannot be satisfied, then MD simulations will need to be performed. The coupler will determine how many MD simulations
need to be performed and the parameters of the MD simulations.
The scheduler will perform the MD simulations in an efficient way
to optimize the performance and maximize the computing-resource
usage. The results obtained from the MD simulations are used to
update the lookup table. The maintenance of the lookup table and
the scheduler play the key roles in the operation of the coupler.
The lookup table is established with an irregular n-dimensional
mesh. The keys of the lookup table are represented with the node
coordinates of the underlying mesh, which are n-tuples of reservoir conditions, such as pressure and temperature. The values of
the lookup table are the physical-property values. As a result, the

RST

Data
available?

Lookup table

Coupler
Preprocessing for MD
simulations

MDS

Scheduler

Fig. 1—The flow chart of the computational framework.

n-D lookup table represents the discrete evaluation of a function
with n variables:
y ¼ Fðx1 ; x2 ; …; xn Þ; . . . . . . . . . . . . . . . . . . . . . . . ð10Þ
where x1 ; x2 ; …; xn are the input physical parameters and y is the
returned physical-property value, which is the density of the CO2/
water mixture in the work. For the given input physical conditions, the lookup table will return the required value by looking
up or interpolating with the surrounding node values. At the
moment, the nearest-neighbor and linear interpolation are supported by the lookup table. The following functionalities are provided for the maintenance of the lookup table:
• The lookup table can be initialized with a disk file and dumped
to a file. The function is not only required by the checkpoint
support, but also provides the fundamental for loose coupling
between RST and MD simulation with disk files.
• Given a group of input physical parameters, the smallest
box surrounding the point can be found very efficiently. If
the bounding box is found successfully, depending on the
size of the box, the lookup table can either return an interpolated value with the values on the surrounding nodes or
return a flag to indicate that MD simulation is required. If
the given parameters are out of the range that the lookup table covers, a flag for a MD-simulation request will also be
returned.
• Given a point specified by physical parameters and a property value, the lookup table can be updated by inserting the
point into the lookup table or replacing the existing point
value in the table.
Here, because of the complexity of the reservoir simulations,
the dimension of the lookup table can be higher than four. Therefore, we cannot simply use a general mesh-management library
that supports up to three dimensions, such as MOAB: MeshOriented datABASE (Yan et al. 2012). Here, the lookup table is
implemented with a nested Cþ þ map, which is usually provided
with a search tree in most compilers, and it is very efficient to
insert, delete, and locate an element.
The reservoir simulation is parallelized on the basis of domain
decomposition, with each process handling a subdomain. During
each timestep, each process may get a list of requests that cannot
be satisfied by the lookup table. It is not desirable to perform MD
simulation to fulfill each request. Therefore, all the requests will
be sent to the master process first. The master process will gather
all the information and determine the number and input parameters of the required MD simulations so that the lookup table can
satisfy the requests by updating with the results from the MD
simulations.
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Fig. 2—Management of the scheduler.

As a result of the scale and properties of MD simulation, a typical
MD simulation is much more time-consuming than reservoir simulation and can usefully engage fewer parallel resources at the same
time. Therefore, it is undesirable to perform one MD simulation with
all the message passing interface (MPI) processes on the large-scale
HPC platforms one after another. Here, the MPI processes are split
into multiple groups. One MD simulation will be performed on one
group. There may be more than one MD simulation that will run on
one group, and each MD simulation requires multiple steps. Some of
the steps are parallel, whereas the other steps, mostly the preprocessing and post-processing steps, are serial. Therefore, for each group, a
manager is introduced to manage the performance of the MD simulations. On the basis of these considerations, the scheduler assigns each
process one of three roles: master, MD group manager, and MD
worker, and a two-level management is used, as shown in Fig. 2.
There is one and only one master process. The master process
maintains a latest version of the lookup table, keeps a list of active
MD requests that are being handled, and tracks the status of each
MD group. After all MD requests are handled, the master process
broadcasts the latest lookup table to all processes. The main
responsibilities of the master process include the following.
1. Collecting MD requests from all processes.
2. For each MD request, deciding if the request is granted or
ignored. The basic principle is that for the MD requests
C = Csat, un = 0

∂C = 0
∂n

∂C = 0
∂n

un = 0

un = 0
L

y

o

x

∂C = 0, u = 0
n
∂n

L

Fig. 3—The configuration for the CO2 simulation (Allen and Sun
2012).

where their distance in subsurface-parameter space is
smaller than a threshold value, only one MD request will be
granted and the other requests will be all ignored.
3. For each granted MD request:
a. Generate an entry with the physical parameters of the
request and a dummy property value in the lookup table.
b. Dispatch the granted MD request to an available MD
group. In the case that there is no available MD group,
wait until a MD group becomes available.
c. Collect the returned value from the MD simulation and
update the lookup table by replacing the dummy value
with the returned value.
4. After all the MD requests have been handled, broadcasting
the latest lookup table to all the processes.
All the MD simulations are performed by MD group managers
and the MD workers in their groups. A MD group manager not
only receives MD requests and returns the results of the simulations to the master process, but also performs the serial tasks to
handle the necessary preprocessing and post-processing works,
including initialization of the coordinates of the atoms, generation
of binary-configuration files for MD running, and evaluation of
fluid properties with the output trajectory files. The kernel parallel-computational task of MD simulations is performed by MD
group managers and their workers together.
The job of MD workers is to perform MD simulations under
the management of MD group managers. An MD worker starts
the MD simulation when requested by the manager.
The determination of the size of an MD group or the number
of MD groups is dependent on the scalability analysis. The
smaller the MD group is, the less the communication will cost
during the MD simulation. However, the smaller the MD group is,
the greater the number of MD groups will be. When there are not
enough MD requests for all MD groups, some of the MD groups
will be idle. To achieve optimal performance and resource usage,
the scheduler is designed to be able to adjust the size of the MD
group dynamically according to the number of MD requests.
With this design of lookup table and scheduler, the coupler
couples RST and MD simulation efficiently.
Results and Discussion
Carbon Dioxide Simulation. The configuration of the simulation
is shown in Fig. 3 (for clarity, a 2D illustration is used). In the
figure, n indicates the outward normal direction of the boundary
@C
represent the Darcy velocity and concensurface, and un and
@n
tration gradient in the normal direction on the boundary, respectively. Initially, the domain is saturated with water and the flow in

4

2015 SPE Journal
ID: jaganm Time: 14:32 I Path: S:/J###/Vol00000/150087/Comp/APPFile/SA-J###150087

J163621 DOI: 10.2118/163621-PA Date: 16-October-15

Stage:

conc
1126.19
1000

750

500

500

conc
1126.19
1000
750
500

250

Y

0

X
Z

Total Pages: 11

conc
1126.19
1000

750

250

Y

Page: 5

0

X
Z

(a) 0.25 days

250

Y
0

X
Z

(b) 1.25 days

(c) 2.25 days

conc
1126.19
1000
750

750

500

500

250

Y

conc
1126.19
1000

0

X
Z

750
500

250

Y

conc
1126.19
1000

0

X
Z

(d) 4.75 days

250

Y
0

X
Z

(e) 6.5 days

(f) 10.5 days

conc
1126.19
1000
750

750

500

500

250

Y

conc
1126.19
1000

0

X
Z

750
500

250

Y

(g) 14.5 days

250

Y

0

X
Z

conc
1126.19
1000

0

X
Z

(h) 18.5 days

(i) 25 days

Fig. 4—The CO2-concentration profile over time with the base-saturated-density change.

the domain is stationary. No-flow boundary conditions are
enforced for all the boundaries. The top boundary is saturated
with dissolved CO2. The configuration is widely used for validation and comparison of CO2-sequestration modeling (Pruess and
Zhang 2008; Pau et al. 2010; Allen and Sun 2012).
With this configuration and concentration on the top boundary
constant over time, the quantity of CO2 that diffuses into the
underlying fluid can be computed analytically with a complementary error function (Pruess and Zhang 2008; Clark 2009; Allen


y
pﬃﬃﬃﬃﬃ ; . . . . . . . . . . . . . . ð11Þ
2 Dt

where CCO2 ðy; tÞ is the concentration at depth y and time t.
CCO2 ;y¼0 is the concentration at the top boundary, and D is the
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and Sun 2012). With this function, the concentration with distance
y from the boundary at time t can be evaluated as
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Fig. 5—The CO2 mass flux through the top boundary (a) and the accumulated mass of dissolved CO2 (b) over time with different
saturated-density changes.
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Fig. 6—The CO2-concentration profile over time with 0.6 Dqsat.
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diffusion coefficient between CO2 and water. erfcðxÞ ¼ 1  erfðxÞ
is the complementary error function, and
ð
2 x
erfðxÞ ¼ pﬃﬃﬃ expðu2 Þdu: . . . . . . . . . . . . . . . . . ð12Þ
p 0
With Eqs. 11 and Eq. 12, the flux of the CO2 through the top
boundary is computed as
rﬃﬃﬃﬃ

@CCO2 
D
; . . . . . . . . . . . . ð13Þ
¼
C
fCO2 ¼ D
CO2 ;y¼0
pt
@y y¼0

No. of CPU Cores
Fig. 8—Strong scaling result of RST on Shaheen.

and the total amount of CO2 dissolved into the underlying fluid
can be evaluated with
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Table 2—MD results with SPC/E water molecule model.

MCO2 ¼ 2CCO2 ;y¼0

rﬃﬃﬃﬃﬃ
Dt
: . . . . . . . . . . . . . . . . . . . . . ð14Þ
p

Total Time per 50,000 Timesteps
(seconds)

With Eqs. 13 and 14, the pure diffusive behavior is described
analytically. As a result, the computation with the equations can
be used to validate the simulation results before the convective
mixing happens.
Following Pruess and Zhang (2008), Pau et al. (2010), and Allen
and Sun (2012), the following parameters (under pressure of 100
bar and temperature of 318 K) and the linear relation (Eq. 4) for
density evaluation are used in the simulation, with l ¼ 5:947
104 Pa=s, q0 ¼ 994:56 kg=m3 , Csat ¼ 1126:19 mol=m3 , Dqsat ¼
10:45 kg=m3 , g ¼ 9:81 m=s2 , D ¼ 2  109 m2 =s, / ¼ 0:3, and
k ¼ 1  1011 m2 .
Our 3D simulations are made possible by parallel computation. A nonuniform Cartesian product mesh is used, with a veryfine resolution near the top boundary to accurately simulate the
diffusion behavior there (Pruess and Zhang 2008). The final resolution of the used mesh is 160  320  160.
The result with this configuration is shown in Fig. 4. As seen
at the early stage, only uniform diffusion happens through the top
boundary, and then some instability can be observed near the diffusion layer (Fig. 4d). As time progresses, the instability becomes
more and more significant. Finally a gravitational fingering phe51,200
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3,200
1,600
800
400
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nomenon is observed, which indicates that convective mixing
happens. This is because of the greater density of the CO2/water
solution. With the convective mixing, the dissolution of the CO2
into the underlying fluid is greatly enhanced, which can be seen in
Fig. 5 (red line). In Fig. 5, the lines with different colors indicate
the CO2 mass flux through the top boundary (Fig. 5a) and the
accumulated mass of dissolved CO2 in the whole domain (Fig.
5b) with different saturated-density changes. The deviation from
the analytical results indicates the onset of convective mixing
(Pruess and Zhang 2008; Pau et al. 2010). Before the onset of the
fingering instability, the simulated results agree well with the 1D
analytical results, with which the used CO2 model and implementation are well-verified.
Simulations with different saturated-density changes are also performed to investigate the effect of saturated-density change on the
CO2-dissolution process (Allen and Sun 2012). On the basis of the
Dqsat used in the previous simulation, we set the saturated-density
change to be 0:6; 0:8; 1:3; 1:6; and 2:0 Dqsat , respectively, and
the results are shown in Fig. 5. As shown in the results, with smaller
Dqsat , the onset of the convective mixing is delayed, and with larger
density changes, the dissolution of CO2 into the fluid is enhanced.
The results show that the density change plays a key role in the occurrence of the convective mixing and the dissolution process.
The resulting CO2-concentration profile over time with two
different saturated-density changes, 0:6 and 2:0 Dqsat , are shown
in Figs. 6 and 7, respectively.
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Fig. 10—Strong scaling result of Gromacs (van der Spoel et al.
2010) on BlueGene/P.

Computational Scalability of the Reservoir Model. A scalability test is performed by use of the previous example for the CO2simulation module. The resolution of the mesh for the scalability
test is 1; 000  1; 000  1; 000, with which one billion cells are
involved in the solution. The biconjugate gradient-stabilized
method in the Portable, Extensible Toolkit for Scientific Computation (Balay et al. 2012) is used as the linear solver along with a
block-Jacobi preconditioner that applies an incomplete LUdecomposition with zero fill-in [ILU(0)] for each block. We ran
the simulation for 10 timesteps on King Abdullah University of
Science and Technology’s Shaheen supercomputer (BlueGene/P)
and the result is shown in Fig. 8, from which we can see the scaling behavior is good with up to 65,536 central-processing-unit
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Table 3—The computing resource and computing time used in the simulation.

(CPU) cores (all 16 racks of Shaheen). We also tried the algebraic
multigrid preconditioners from the Hypre/BoomerAMG and Trilinos/ML solvers, although they are not as robust and scalable as
the block-Jacobi. These solvers show much faster convergence
while taking longer total wall-clock time when they do not run
out of memory. Sometimes, they request more memory than can
be handled on our BlueGene/P nodes. Similar results have been
reported in Mills et al. (2009).
Scaling tests are also performed on the latest BlueGene/Q system at the IBM T.J. Watson Research Center, Yorktown Heights,
New York, USA. Because only one rack of BlueGene/Q (1,024
nodes) was available during the work, two smaller problems with
5123 (Fig. 9a) and 7683 (Fig. 9b) mesh, respectively, are used in
the tests, with 32–1,024 nodes (512–16,384 cores). The configurations of the program on both systems are the same and no additional optimization is performed on the BlueGene/Q system. We
ran the simulation for 20 time steps and the results are shown in
Fig. 9. From the results, we see that, even without use of the single instruction, multiple data (SIMD) (vectorization) and hardware threads (four hardware threads for each core), reservoirsimulation toolbox achieves performance improvement of approximately five times for BlueGene/Q over BlueGene/P. It can be
anticipated that better performance can be obtained on BlueGene/
Q by enabling hardware threading and SIMD or using other optimization techniques.
Molecular Dynamics. A four-step scheme, which includes
energy minimization, NVT (defined as constant number and composition of molecules, constant volume, and constant temperature)
equilibrium, NPT equilibrium, and production running, is used for
the MD simulations. The number of time steps for NVT equilibrium, NPT equilibrium, and production running are 100,000,
500,000, and 1.6 million, respectively. To validate our MD simulation, a comparison with some prior works is conducted. The
temperature and pressure are set to be 298.15 K and 1.01325 bar,
respectively. The comparison result is shown in Table 2, with
which the accuracy of our MD simulation is well-demonstrated.
A scalability test is performed for the MD simulation with Gromacs (van der Spoel et al. 2010); 10,000 molecules (water and
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Fig. 11—The density of CO2/water mixture over different pressures and CO2 concentrations.

CO2) or 30,000 atoms are used in the simulation and the timing is
modeled after 50,000 MD simulation time steps. The result is
shown in Fig. 10. From the result we can see that with the 10,000
molecules, Gromacs can be well-scaled with up to 256 CPU cores
(64 nodes on BlueGene/P). There is a deviation of performance
with 16 CPU cores, which is because of the employment of multiple-program multiple-data (MPMD) particle-mesh Ewald (PME)
parallelization technique (Hess et al. 2008) for the long-range electrostatics calculation. The basic idea of MPMD PME parallelization
is to reserve a certain number of processors to handle the PME
computation. As a result, the number of MPI tasks involved in
PME calculation is reduced and so is the workload because of
global communications. Although this causes some degeneration of
the performance with 16 CPU cores, Gromacs performs better with
more than 128 cores by use of MPMD PME parallelization in our
experiments. With more than 256 cores for the simulation, Gromacs
can fail without the use of the MPMD PME parallelization. In a
separate effort at King Abdullah University of Science and Technology, we are seeking a massive improvement in the scalability of
MD codes, and Gromacs, in particular, by replacing the PME computation of the electrostatic force with the fast multiple method.
Result With Coupling MD and Reservoir Simulation. A typical MD simulation is very time-consuming, so it is undesirable to
stop the reservoir simulation to perform the MD simulation frequently. To reduce the times for starting MD simulations, we estimate the possible ranges of the parameters required in the
simulation. On the basis of the estimation, MD simulations are
carried out to generate the lookup table before the reservoir simulation. When the estimation is not good enough and parameters
beyond the estimated range are requested, the performance of MD
simulations will be still required.
A simulation with both MD simulation and reservoir simulation
in a single run is performed. All the parameters are the same with
the simulation shown in Fig. 4, except that the density of the fluid
mixture is evaluated with the interpolation of the lookup table from
the MD simulations. For the whole simulation, one rack on Shaheen (BlueGene/P) with 4,096 CPU cores is used. The simulation
begins with an empty lookup table. As shown in Table 3, 99 MD
requests are sent to initialize the lookup table. For each MD simulation, on the basis of the scalability analysis in the previous section
and the total number of the MD simulations, 256 CPU nodes are
used and 16 MD simulations can be performed in the same time.
The MD simulations take 19 hours and 41 minutes in total.
The resulting density of the CO2/water mixture over different
concentration of CO2 and pressure with the 99 MD simulations is
shown in Fig. 11. The range of the pressure is set to be from 95 to
105 bar. The range of the concentration is from 0 to 1126.19 mol/
m3. The temperature is fixed at 318 K. From the result, we can see
a nearly linear relation between the density of the mixture and
CO2 concentration, which has been discussed in Slim and Ramakrishnan (2010) and Ennis-King et al. (2005). Besides, the concentration of CO2 plays a very important role in the density change of
the fluid mixture, and the density change with pressure is much
less significant.
With the results from the MD simulations, a 2D lookup table
is generated. The reservoir simulation derived from the generated
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Fig. 12—The results on the basis of density computation from MD simulations: (a) the accumulated mass of dissolved CO2 and (b)
the CO2 mass flux through the top boundary.
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Fig. 13—The resulting CO2-concentration profile over time on the basis of density computation from MD simulations.

lookup table is conducted, which takes 48 minutes in total. The
resulting accumulated mass of dissolved CO2 in the domain and
CO2 mass flux through the top boundary are shown in Fig. 12 (red
curves). The analytical result (blue curves in Fig. 12) indicates the
accumulation and mass flux of CO2 caused by pure diffusive transport, given by Eqs. 14 and 13, respectively. Through the comparison between the result dependent on the density computation from
MD simulations and the analytical result, the pure diffusive process at the early stage is validated and the onset of the convective
mixing caused by density change can be observed at the point in
time when the simulated curves (red) diverge from the analytical
curves (blue). The CO2-concentration profile over time is shown in
Fig. 13. As shown in Table 3, the MD simulations take the most of
the time. However, because we can dump the lookup table to the
disk and use it for the next running with the same configuration,
we do not need to perform the MD simulations within the range of
the pressure and concentration used this time again.
Conclusions
A parallel computational framework for CO2-sequestration simulation by coupling reservoir simulation and MD on massively
parallel high-performance-computing systems is introduced. Experimental results for different parts of the framework are presented to demonstrate the performance and capacity of the
proposed framework.
The proposed example is our first example to couple the reservoir simulation and MD simulation, and only the density of the
fluid mixture is evaluated with MD simulation. Our results are
preliminary and more experiments and improvements remain to
be performed for practical applications. One major direction of
the future works is to extend the framework to handle more complicated physics, such as compositional flow, and the evaluation

of more properties with different fluid compositions. In our current work, only equilibrium MD simulation is used. To incorporate the prediction of dynamic and transport properties (Firouzi
and Wilcox 2012; Firouzi and Wilcox 2013) to handle more-complicated phenomena, nonequilibrium MD will be required.
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