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ABSTRACT
Brain-inspired Stochastic Models and Implementations
Maruan Al-Shedivat
One of the approaches to building artificial intelligence (AI) is to decipher the principles of the brain function and to employ similar mechanisms for solving cognitive tasks,
such as visual perception or natural language understanding, using machines. The recent
breakthrough, named deep learning, demonstrated that large multi-layer networks of artificial neural-like computing units attain remarkable performance on some of these tasks.
Nevertheless, such artificial networks remain to be very loosely inspired by the brain,
which rich structures and mechanisms may further suggest new algorithms or even new
paradigms of computation.
In this thesis, we explore brain-inspired probabilistic mechanisms, such as neural
and synaptic stochasticity, in the context of generative models. The two questions we
ask here are: (i) what kind of models can describe a neural learning system built of
stochastic components? and (ii) how can we implement such systems e˘ciently? To
give specific answers, we consider two well known models and the corresponding neural
architectures: the Naive Bayes model implemented with a winner-take-all spiking neural
network and the Boltzmann machine implemented in a spiking or non-spiking fashion.
We propose and analyze an e˘cient neuromorphic implementation of the stochastic neural firing mechanism and study the e¯ects of synaptic unreliability on learning generative
energy-based models implemented with neural networks.
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Chapter 1
Introduction
One of the goals of artificial intelligence (AI) is to design autonomous agents that can
exhibit adaptive and intelligent behaviors and solve complex tasks such as visual perception, pattern recognition, natural language understanding, navigation in complex
environments, and decision making. The most common approach to these problems
employed in the AI research is based on building rational agents that are able to find
optimal solutions to a range of problems [1]. Once the optimality criteria of a solution
are defined, an agent can use a search strategy to determine the best decision and perform
the corresponding optimal action.
It might seem that building rational agents for solving di¯erent AI problems is rather
straightforward and can be done in a generic fashion using general purpose search and optimization algorithms. However, it turns out that the real world problems are extremely
hard to solve in a brute-force manner.
Firstly, many search, optimization, and inference problems in AI turn out to be NPhard (e.g., [2]), i.e., solvable no better than in exponential time on modern computers.
This makes large-scale problems of such type merely intractable. Solving such problems
usually requires to exploit the structure of the task, be able to relax the initial formulation
and constraints and eventually accept sub-optimal solutions. Often, it is the case when
there is no algorithm at all that can guarantee to find the global optimum for a problem
(e.g., general non-convex optimization).
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Secondly, and most importantly, high-level cognitive tasks, such as natural language
understanding, do not have precise formalizations into concrete optimization or inference problems. In other words, we do not know what exact problem we should formally
pose and solve to enable a machine understand human languages as humans do. This implies that even if we had a computer of unlimited capacity, we still would not know how
to build machines of human-level intelligence [1].
Despite these daunting challenges, we certainly know that there is a biological system, the brain, which is able to perform cognitive tasks and hence is the ultimate inspiration for intelligence research. Since the inception of AI, researchers have been trying
to decipher the brain function from the computational and algorithmic perspectives and
mimic biological networks of neurons with artificial networks of simple computational
units hoping to solve intelligence [3, 4, 5]. Today, due to the growth and accessibility
of the computational resources and after a few decades of almost no interest in biologically inspired designs, we eventually witness reincarnation and success of the deep neural
networks [6].
Nevertheless, the most successful and popular artificial neural networks today remain
to be very loosely inspired by the brain mechanisms. Indeed, even the deepest networks
of artificial units are no more than clever multi-layer functional mappings from the input space of stimuli (e.g., images, audio, or text) to the output space of classes, trained
with gradient-based optimization techniques on humongous datasets. Even though these
networks provide state-of-the-art results on various benchmark recognition tasks today,
they are extremely power-hungry (in contrast to the brain) and are still far from being
named truly intelligent.
Deep learning is a remarkable milestone of the contemporary AI, yet the structures
and mechanisms being discovered in the brain may further suggest new algorithms or
even new paradigms of computation. For the last 25 years, the field of neuromorphic
engineering [7] has been mainly driven by this goal of reinventing computation through
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building spiking neural networks—the systems that closely replicate the morphology of
biological neurons and neural circuits. The recent success in the field—the TrueNorth
chip designed by IBM that has 1 million neurons and more than 250 million synapses
implemented in hardware [8]—demonstrates that the computing architectures based on
spiking neural networks can be extremely power-e˘cient. However, the mere absence
of native algorithms that can be executed on this new substrate is the main point of
criticism of the neuromorphic e¯orts.
In this thesis, we explore brain-inspired probabilistic mechanisms, such as neural
and synaptic stochasticity, in the context of generative models. The thesis is primarily focused on sampling-based approximate learning and inference algorithms and their
implementations with neural-like architectures. Firstly, we propose and analyze an efficient neuromorphic implementation of the stochastic neural firing mechanism. Secondly, we study the e¯ects of synaptic unreliability on learning generative energy-based
models. Acknowledging both the advantages and disadvantages of neuromorphic and
conventional architectures, we consider simple probabilistic models—Naive Bayes mixture model and restricted Boltzmann machine—which can be implemented with either
spiking or non-spiking networks, are well understood theoretically and easy to analyze
experimentally.

1.1

Neural Sampling Hypothesis

Behavioral cognitive studies of animals and humans conducted over the last decades
strongly suggest probabilistic nature and statistical optimality of the perception [9, 10],
learning [11], and decision making [12] processes (Figure 1.1). Therefore, neural representations in the brain should also support probabilistic nature of all these behaviors. In
fact, identifying such representations is crucial for understanding how the brain implements probabilistic inference and learning using its neural circuitry [13].
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Figure 1.1: Cue integration (reprinted from [13]). (a) Ambiguity of the sensory information: di¯erent
3D shapes can have the same 2D projection. (b) Probabilistic interpretation of how the brain might
perform cue integration.

There are two main hypothesis of how neural networks can represent and operate
on probabilistic distributions: (i) probabilistic population coding (PPC) [14], where neurons encode di¯erent parameters of the probability distributions, and (ii) neural sampling [13], where each neuron encodes an individual random variable and the collective
activity of a neural network is seen as a sampling process from the encoded distribution. The main advantages of the neural sampling framework are: (i) the possibility to
represent probabilistic inference and learning in a unified and coherent manner1 , (ii) it
can naturally explain the observed spontaneous activity in the brain [15, 16], and (iii)
sampling-based approximate learning and inference algorithms seem more realistic as
they are scalable to real world very high-dimensional tasks.

1.2

Sampling-based Learning and Inference

Sampling-based approximation of probability distributions has been long known in machine learning literature [17]. The main argument for using sampling over the alternative
exact or approximate probabilistic inference methods is the intractability of the latter in
the general case [2, 18]. It is also been argued that large probabilistic models are hard
to specify for richly structured worlds using parametric distributions, while sampling1

While probabilistic population codes can be successfully used for inference tasks, it is still not clear
how to implement learning with PPCs.
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based approaches can better express the complexity of such models and can be naturally
described (e.g., with probabilistic programming languages [19]).
Going back to the brain-inspired models, it is important to note that many classical neural networks have been using approximate sampling-based schemes [20, 21].
More recently, it has been shown that biologically plausible spiking architectures that
use local learning rules such as spike-timing dependent plasticity (STDP) can be interpreted as probabilistic models that use so-called spike-sampling for learning and inference [22, 23, 24, 25]. In Chapter 2, we provide details on two of these models: probabilistic winner-take-all architecture that implements Naive Bayes multinomial mixture
and the Boltzmann machine that implements an energy-based probabilistic model. In
Chapters 3 and 4, we analyze neural and synaptic stochasticity in these models from the
perspective of implementation e˘ciency and functional implications.

1.3

Contributions

The goal of this thesis is to investigate learning in the context of stochastic unsupervised
generative models. The two general questions we ask here are: (i) what kind of models
can describe a neural learning system build of stochastic components? and (ii) how can
we implement such systems e˘ciently? To give specific answers, we focus on the two
aforementioned probabilistic models and the corresponding neural architectures: the
Naive Bayes model implemented with a winner-take-all (WTA) spiking neural network
and the Boltzmann machine (BM) implemented in a spiking or non-spiking fashion.

The two main contributions of the thesis are the following:
1. We propose a circuit-level implementation of an inherently stochastic spiking neuron that follows a specific behavioral model required by the spike-sampling algorithms [22, 24]. The proposed neural circuit relies on the stochasticity of the
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memristor—a nano-scale multi-state device that can switch between its states and
change its resistive properties in a non-deterministic fashion. Therefore, we first
provide a number of simple behavioral models of the memristor that capture experimentally observed stochastic switching of the device. Then, we assess the performance of the proposed memristive spiking circuit through single-neuron and
network-level simulations and give a comprehensive comparative analysis against
other possible neuron implementations.
2. We study the phenomenon and functional implications of the synaptic stochasticity in the context of energy-based models (EBMs). We show that probabilistic
parameters (i.e., synaptic connections between neurons) give rise to the concept
of stochastic ensembles that can adapt to the training data and generate so-called
non-deterministic representations of the data. We develop a training algorithm
for restricted Boltzmann stochastic ensembles (RBSEs) and demonstrate how the
learned representations improve generalization in the setting of limited labeled
data. We also draw parallels between RBSEs and the experimental studies of the
synaptic stochasticity in the brain.
The remainder of the document is organized as follows: Chapter 2 elaborates the
idea of spike-sampling, describes the probabilistic WTA and BM networks, their training
procedures, and neuron models used in such networks. Chapter 3 discusses stochastic behavioral models of the memristor, proposes and analyzes an e˘cient implementation of
stochastically spiking neurons, and evaluates WTA and BM networks with such neurons
on visual pattern recognition tasks. Chapter 4 is focused on analyzing the stochastic ensembles and non-deterministic representations that emerge from the concept of synaptic
unreliability. Finally, we conclude the thesis with a summary of the work and an outline
of the future research directions.
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Chapter 2
Probabilistic Models and
Spiking Neural Networks
This chapter provides an overview of the spiking neuron model and introduces the
winner-take-all (WTA) and the Boltzmann machine (BM) neural networks, their probabilistic interpretations and training procedures. We start with the di¯erences between
the models of computation used in classical and spiking artificial neural networks.

2.1

Networks of Spiking Neurons

Spiking neural networks (SNNs) are multi-layer computing architectures composed of
interconnected processing units, called spiking neurons. Such neurons can be thought
as more realistic models of the neural cells in the brain [26]. On the abstract level,
such units receive their input in the form of sequences of temporal binary events, Sin =
{t1 , . . . , tN }, called spikes, process them and generate an output sequence, Sout . Spiking
neurons have an internal state, called membrane potential and denoted as u(t). This state
depends on time and input, u(t) = F(t, Sin ), and its dynamics is usually described by
a set of di¯erential equations. For example, the state of a popular leaky integrate-andfire (I&F) spiking neuron model can be described by the following linear di¯erential

a
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inputs

x1
x2
x3
x4
x5

weights

w1
w2
w3
w4
w5

output

b

input spikes PSPs

a(.)

output spikes

u(t)

b

synapses

Figure 2.1: Artificial and spiking neurons. (a) The artificial neuron receives inputs x1 , . . . , x5 through
connections with weights w1 , . . . , w5 , takes the dot-product between x and w as an argument, and computes its activation function, a(·). The result is the neuron’s output. (b) An illustration of the spiking
neuron model. The neuron receives its input in the form of binary time series of spike-events. The spikes
propagate through synapses and turn into additive post-synaptic potentials (PSPs) that contribute to the
neuron’s state, the membrane potential u(t). Note that synapses can have di¯erent strengths that change
over time with learning and can be of two types: positive or excitatory (marked green) and negative or
inhibitory (marked red). The neuron spikes each time its state, u(t), satisfies a particular condition (e.g.,
when the membrane potential crosses a threshold, ✓).

equation and a reset condition:
8
du
>
<⌧
= Vrest + RI(t),
dt
>
: u
Vrest , if u(t) > ✓,

(2.1)

where Vrest is a so-called resting potential, I(t) is the post-synaptic input current, and R
is a constant that denotes the membrane resistance. Whenever the value of membrane
potential, u(t), satisfies a particular condition1 , e.g., it crosses some certain threshold ✓,
the neuron emits a spike and resets itself back to the resting state.
Importantly, note the following crucial di¯erences between the classical and spiking
artificial neural networks (summarized in Table 2.1 and illustrated in Figure 2.1): First,
classical neurons have a metaphoric name. Networks of such units usually represent a
parametric family of complex functional mappings, F↵ : X ! Y , of their input, X,
to their output Y (Figure 2.1a). These functions are di¯erentiable and can be adapted
to the data, D = {(Xi , Yi )}N
i=1 , using various gradient-based optimization strategies [6].
Neurons in such networks can also behave in a stochastic manner, which leads to a
probabilistic mapping of the network input to the output [27]. On the contrary, spiking
1

The condition can be deterministic or of a probabilistic nature.
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Table 2.1: Computational Di¯erences Between Spiking and Non-spiking Neurons

Computational Property

Classical Neurons

Spiking Neurons

Represent a mathematical function or a
probability distribution

Yes

No

Can be optimized with gradient-based
techniques

Yes

No

Have a notion of time

No

Yes

Have an internal state

No

Yes

neurons do not represent any kind of function or probability distribution explicitly and,
unfortunately, cannot be trained with standard optimization techniques directly. They
receive, process and output temporal sequences of binary spike-events (Figure 2.1b). The
information can be encoded in many ways, including temporal statistics of the events as
well as fine timings between spikes [28].
Second, classical networks do not have any notion of time2 , can be synchronously
evaluated to map their input to an output, however are not well suited for representing
temporal dynamics of the real world. The behavior of SNNs, on the other hand, cannot be interpreted without time—every spiking neuron continuously integrates its input,
has specific time constants, and asynchronously generates output events. In other words,
spiking networks can be naturally seen as complex dynamical systems [29]. The asynchronous, event-driven behavior allows to implement such networks in hardware in an
e˘cient and scalable manner [30, 8]. However, to interpret their behavior and to use it
for solving cognitive tasks, neural dynamics should be related to the models of learning.
Even though spiking neurons do not represent functions in the classical sense, they
are more computationally powerful than the standard artificial units [31]. Moreover, in
their recent work, Eliasmith et al. [32] demonstrated a large-scale model of the functional
brain, called Spaun, that was fully implemented with networks of spiking neurons. Their
model had di¯erent components, which roughly corresponded to the brain regions, for
2

Note that, even though, recurrent neural networks (RNNs) are evaluated sequentially in steps and
have the notion of order, they can be used to model arbitrary sequences, not necessarily temporal.
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solving multiple cognitive tasks such as pattern recognition, control and motion, and
question understanding. That work vividly demonstrated that spiking neural networks
can in principle be used as a new computational substrate for solving such tasks. Further, we focus specifically on probabilistic models and sampling-based algorithms implemented with such networks.

2.2

Probabilistic Winner-Take-All Networks

Suppose that a spiking neuron generates an event stochastically, i.e., the spike-triggering
condition on the state, u(t), is defined in a probabilistic manner. E.g., the neuron can
have an instantaneous probability of emitting a spike at time t, called instantaneous firing
rate and denoted r(t), that depends only on the current value of the state at time t:
r(t) = g(u(t)). In this case, such neuron can be seen as an inhomogeneous Poisson point
process [33] with rate r(t), and its output events can be regarded as samples from some
(in general, non-stationary) distribution.
In this section, we consider a well known winner-take-all (WTA) architecture [34, 35]
composed of such neurons. The network consists of three layers of spiking units: a layer
of input encoding neurons connected in a feedforward fashion to a layer of competing
WTA neurons followed by an inhibitory layer; the latter is recursively connected to each
competing neuron. The input is encoded by the spiking activity of the first layer while
the spikes produced by the WTA layer are the output (Figure 2.2).
Each component, Xi , of the vector of external input signals is encoded with a small
population of spiking neurons, YXi , which either stochastically produce spikes as Poisson
processes with constant rates, or fire equidistantly at a constant frequency. That is, each
possible value of an input signal component has a corresponding neuron: When Xi is
equal to some value, Ai , the corresponding neuron from population YXi has a non-zero
spiking rate while the rest of the population is silent.
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a

external
random
variables

population
coding

YX 1

y11
y12

X1

b

y1N

hidden cause

WTA Layer

K
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YX m
Xm

I(t)
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Inhibition

X1

ZK

2
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N
ym

X1

X1

observables
Synaptic weights
with STDP learning

Figure 2.2: Winner-take-all network and the probabilistic model it implements. (a) The WTA network
has three layers: the input population coding layer that encodes external random variables, the output layer
of competing neurons, and the inhibitory layer. (b) Generative Naive Bayes multinomial mixture model:
the observable random variables, X1 , . . . , Xm , depend on a hidden cause K. The observable variables are
conditionally independent given the cause.

Each output neuron, Zk , receives input spikes from every encoding unit transformed
into post-synaptic potentials (PSPs) by plastic synapses. Output neurons compete with
each other to emit a spike under the inhibitory signal, I(t), coming from the third layer.
If one of the Z-neurons spikes, it triggers inhibition that makes the entire competing
layer silent for some period of time. Hence, these units are called winner-take-all neurons.

2.2.1

Probabilistic Interpretation

Importantly, to interpret the WTA network dynamics from a probabilistic perspective,
the output neurons should exhibit stochastic behaviors. More specifically, WTA neurons
should behave as independent inhomogeneous Poisson processes with the firing rates that
exponentially depend on their membrane potentials:
1
rk (t) = exp
⌧0

✓

uk (t) I(t)
V0

◆

,

(2.2)
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where ⌧0 and V0 are some constants. This model of producing spikes, Eq. (2.2), is usually
named stochastically firing spike response model (SRM) [26]. Interestingly, it was shown
that this simple mechanism was in a good agreement with the data recorded from pyramidal neurons of the somatosensory cortex in vivo [36].
Given the described above properties of the WTA layer, we know that at any instant
of time only a single Z-neuron can emit a spike (given the time is continuous). Then we
can ask, what is the probability that a spike emitted by the WTA layer has been generated by
the neuron Zk ? All the Z-neurons, when not inhibited, behave as independent Poisson
processes. This makes the entire Z-layer act similarly—as a Poisson process with the rate
P
k rk (t). Thus, if we know that the WTA layer produced a spike at time t, we can write
the conditional probability that this spike originated from neuron Zk as follows:
rk (t)
exp (uk (t)/V0 )
P (Zk | WTA spiked at time t) = P
=P
.
k rk (t)
j exp (uj (t)/V0 )

(2.3)

As noted in the recent work that analyzes WTA architecture from the algorithmic and
probabilistic perspectives [24], each spike produced by such WTA circuit can be thought
as a sample from the instantaneous distribution (2.3).
Now, suppose that the network is presented some pattern X, which is encoded by
the input neurons Y that stimulate the output neurons Z (Figure 2.2a). Let us show
that the samples generated by the WTA layer are coming from the posterior distribution
P (k | X) under the Naive Bayes multinomial mixture model (Figure 2.2b). To do this,
we first write an expression for the internal state of the Z-neurons, u(t), as follows:

uk (t) = bk +

M X
N
X

m=1 j=1

wjmk · y(t

tjm )

⌘ bk +

n
X
i=1

wik · y(t

ti ),

(2.4)

where bk is some constant intrinsic excitability of the neuron Zk , w# are synaptic strengths,
y(t) are the temporal shapes of the PSPs, and t# are times of the spikes propagated
through the synapse. Note that the last equivalence relation is used just to simplify the
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notation: instead of summing over M encoding populations and N neurons in each of
those, we can just sum over n PSPs that currently contribute to uk (t). We assume that
PSPs, y(t), as functions of time, are the same for each synapse, have limited support3 , ,
and their magnitudes are defined by the corresponding synaptic weights, w# .
Note the following observation: the synapse wjmk contributes to the membrane potential of the neuron Zk at any given point in time, t, if and only if the encoding neuron
j
ym
has emitted at least one spike during the period [t

, t]. According to our definitions

above, this implies that the input component Xm had a value Aj at time point tjm . This
means that if we freeze the system at any given point in time and look at the PSPs that
are currently contributing to the state of a neuron Zk , we can infer the pattern, X, that
is being shown to the network.
Consider, that the WTA layer produced a spike at time t. We can fix this time point
and write the following generative model for the encoding activity Y during [t

, t],

and hence the pattern X that caused this spike from the WTA:
X
1
P (Y, Z; w ) = exp
Zk
⇣
k

bk +

X

wik y(t

i

ti )

!!

,

(2.5)

where Zk is 1 for the neuron that produced the WTA spike, and 0 for the rest, and ⇣
is the normalization coe˘cient. The distribution can be represented as P (Y, Z; w ) =
P
P (Y | Z; w ) · P (Z; w ), and then, assuming that P (Z; w ) = exp ( k Zk bk ) and using
Bayes rule we can get the posterior P (Z | Y ; w ):

⇣P
⌘
P
exp ( k Zk bk ) · exp
ti )
i,k Zk wik y(t
P (Z) · P (Y | Z)
P
P
P (Z | Y ; w ) = P
=
,
ti ))
Z P (Z) · P (Y | Z)
k exp (bk +
i wik y(t
(2.6)
which matches the conditional probability (2.3). In other words, each output spike
represents a sample from the posterior P (Z | Y ; w ) from the Naive Bayes multinomial
3

This means that PSPs are non-zero for a finite time window only.
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mixture model (Figure 2.2b), parametrized by the weights, w# .

2.2.2

Synaptic Plasticity and Spiking Expectation-Maximization

Having shown that the WTA activity e¯ectively samples from some parametric posterior
distribution of causes, we want our network also to learn this posterior from the data.
This can be achieved using plastic synapses that adjust their weights following a local
learning rule, called spike-timing dependent plasticity (STDP). The update rule for the
synaptic weights has the following form:

wik =

8
>
< ce
>
:

bk = ·e

bk

wik

1, if neuron yi fired during the period [t

, t],
(2.7)

1, otherwise,
1,

where c is some constant4 . These updates are applied asynchronously to each synapse
that connects Yi and Zk , each time the post-synaptic neuron, Zk , spikes. It was shown
in [24], that if synapses obey this rules, the WTA network will be optimizing the loglikelihood of the data it sees under the mixture model it implements (Figure 2.2b), using
so-called spiking expectation-maximization (SEM) procedure5 . Eventually, the weights,
wik , and the neural excitabilities, bk , converge to logarithms of the corresponding conditional and prior probabilities, respectively:
wik ! log P ⇤ (Yi | Zk ),
⇤

bk ! log P (Zk ),
where P ⇤ denotes the stationary distribution underlying the data.
4
5

It is important to choose c correctly since it a¯ects the output firing rate of the WTA layer.
The derivation and convergence proof of the algorithm can be found in the original work [24].

(2.8)
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2.3

Spike-Sampling and Boltzmann Machines

A Markov random field (MRF) generative model for binary data vectors, v 2 {0, 1}D ,
and, perhaps, some binary hidden variables, h 2 {0, 1}K , is called Boltzmann machine
(BM). The distribution over these vectors, v , and the hidden variables, h , can be represented using the following notation:
1
exp { E(vv , h ; ✓)} ,
Z(✓)
X
X
E(vv , h ; ✓) =
Ŵi1 i2 vi1 vi2
W̃j1 j2 hj1 hj2
P (vv , h ; ✓) =

i1 ,i2

X

j1 ,j2

Wij vi hj

i,j

X

bi v i

i

X

(2.9)

cj h j ,

j

W , W̃
W , W , b , c ) denote the model parameters, E(vv , h ; ✓) is called the energy
where ✓ = (Ŵ
W and W̃
W are zeros, i.e., there is
function, and Z(✓) is the normalizing coe˘cient. If Ŵ
no direct interactions between the visible variables themselves and the hidden variables
themselves, the energy function takes a simpler form:

E(vv , h ; ✓) =

X
i,j

Wij vi hj

X
i

bi v i

X

cj h j ,

(2.10)

j

and the model is called restricted Boltzmann Machine (RBM). RBM can be represented
as a bipartite undirected graph (Figure 2.3a), and can be thought as a two-layer neural
network where each neuron represents a visible of a hidden variable.
Both BM and RBM models have been extensively studied in the past [37, 38], and
an e˘cient algorithm for training RBMs, called contrastive divergence, was proposed by
Hinton [21]. Interestingly, only recently it was shown that spiking neural networks can
also be used to implement these models [22]. Moreover, an asynchronous event-driven
analog of the contrastive divergence algorithm was also proposed for training spiking
RBMs [25]. Below, we describe the main ideas behind spike-based sampling and training.
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a

c

b
hidden variables

visible variables

Figure 2.3: Restricted Boltzmann machine (RBM) and the neuron model with refractory mechanism.
(a) The graphical representation of the RBM: It consists of two layers, a visible and a hidden, interconnected in the all-to-all fashion. (b) A Markov chain for the probabilistic spiking neuron with a refractory
period (reprinted from [22]). The state 0 is the resting state, from which neuron can transit to state ⌧
and produce a spike with the probability that depends on the membrane potential. All other states, from
⌧ 1 to 1, are refractory: neuron cannot spike in these, and also transits between them according to the
diagram. (c) An illustration of the spiking RBM dynamics (reprinted from [25]): whenever a neuron
spikes, it transits to a refractory state for some period of time; during period it encodes 1; otherwise it
encodes 0. All neurons together, at any point in time, encode a vector of binary variables.

2.3.1

Spike-sampling

Suppose, we have a recurrently connected spiking network of N neurons that has the
same architecture as (R)BM (Figure 2.3a). As it was mentioned before, spiking networks
follow some temporal dynamics, and their firing activity over time can be interpreted as
a process that samples from some distribution. In order to make our network represent
the Boltzmann distribution, Eq. (2.9), two conditions should be satisfied [22]:
First, each neuron k should encode a binary variable, Zk , for a finite period of time.
This can be achieved by using a probabilistically firing neuron, Eq. (2.2), with a refractory mechanism (Figure 2.3b). Whenever such neuron spikes, it transits to a refractory
state for some period, ⌧ , from which it generate spikes. If a neuron k is in the refractory
period at time t, it encodes a binary variable Zk (t) = 1, otherwise it encodes Zk (t) = 0.
Second, to encode a distribution over the binary random variables, P (Z1 , . . . , ZN ),
the dynamics of the neural internal state of each neurons k, uk (t), should satisfy the
neural computability condition at any given instant of time:

uk (t) = log

P (Zk = 1 | Z k )
,
P (Zk = 0 | Z k )

(2.11)

28
where Z

k

denote a set of all variables except Zk . For the Boltzmann distribution and

stochastically spiking neurons, Eq. (2.2), condition (2.11) translates to the following:

uk (t) = bk +

X

Wik Zi (t),

(2.12)

i

which is exactly the same as we had for the WTA network (see Eq. (2.4)). In other
words, we can use the same stochastic neuron model to implement both networks.

2.3.2

Training RBMs

The standard RBM network can be trained with the contrastive divergence algorithm [21].
To do so, one can randomly initialize the network weights, W , and then apply the
stochastic gradient descent (SGD) algorithm to optimize the log-likelihood of the model (2.10).
It turns out that the gradient step for the RBM weights has the following form:
Wij = E[vi hi ]P (hh|vv )Q(vv )

E[vi hi ]P (vv ,hh) ,

(2.13)

where E[·]P denotes an expectation over the distribution P , and Q(vv ) is the empirical distribution (coming from the data). These expectations cannot be computed exactly, but
can be approximated using Monte Carlo Markov Chain (MCMC) sampling algorithms,
e.g., Gibbs sampling.
In case of the spiking implementation of RBM, the MCMC procedures can be substituted with spike-sampling described in the previous section, while the gradient update
rule, Eq. (2.13), will translate into an STDP update rule [25]. Importantly, such spiking
RBMs would be able to learn from data in an event-driven asynchronous manner.
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2.4

Summary

In this chapter, we discussed the main di¯erences between classical and spiking artificial neurons and networks. We considered two probabilistic spiking networks which
dynamics can be seen as sampling from the Naive Bayes multinomial mixture and the
Boltzmann distributions. Crucially, both architectures relied on the stochastic firing
mechanism of their neurons. In the next chapter, we propose and analyze an e˘cient
way to implement this probabilistic spiking mechanism using nano-scale devices, called
memristors.
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Chapter 3
Stochastic Neuron Implementation
The above introduced spiking winner-take-all (WTA) and Boltzmann machine (BM)
architectures demonstrate that probabilistic spiking can be interpreted as learning and
inference in cortical microcircuits. This interpretation creates new opportunities for
building neuromorphic systems driven by probabilistic learning algorithms. However,
such systems have two critical requirements: (i) the neurons should follow a specific behavioral model, and (ii) stochastic neural firing should be implemented e˘ciently for it
to be scalable. Here, we propose a new way to implement stochastically spiking neurons
that fulfill both requirements by leveraging the non-deterministic behavior of nano-scale
devices, called memristors.
First, we enhance a few simple deterministic analytical models of the memristive
behavior to account for the stochastic e¯ects observed experimentally and documented
in the literature. We show that the switching behavior of the memristor model is akin
to the firing of the stochastic SRM neuron and propose a neural circuit that uses the
intrinsic non-determinism of memristive switching for e˘cient spike generation. Singleneuron and network-level simulations confirm that the circuit can be used for building
probabilistic sampling and pattern adaptation machinery in spiking networks and has
many advantages over the alternative classical implementations.
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3.1

Previous Work

Neuromorphic engineering [7] aims to mimic neural architectures directly in hardware
and utilize theoretical developments of neuroscience to design e˘cient silicon neurons as
analog or digital very large-scale integration (VLSI) circuits. In this line of research, silicon neurons are decomposed into three functional blocks: the synapse (spike receiver),
the soma (spatio-temporal input signal integrator), and the analog or digital spike generator; application-dependent implementations for each of these blocks have been extensively studied [30].
Past research on neuromorphic hardware has mainly focused on generalized deterministic integrate-and-fire (I&F) neurons and has overlooked the possibility of building
intrinsically probabilistic spiking units. Should a hardware implementation of a neural
network be endowed with stochasticity, additional uncorrelated background noise must
be injected into the circuitry of every neuron [39, 25, 40]. This straightforward approach of noise injections not only lacks power e˘ciency and constrains scalability, it
also provides only an approximation of the stochastic SRM [41].
Circuits based on memristors have become a recent trend in neuromorphic engineering due to low-power requirement and compactness of such nano-devices. It was demonstrated that memristance can explain STDP learning in biological synapses [42]. Furthermore, memristive neuromorphic synapses have been extensively studied [43] and compared to other systems [44]. The deterministic STDP learning rule was found to be challenging to implement due to the complicated multilevel device programming schemes.
However, recently discovered non-deterministic behaviors of memristive switching [45,
46] based on the stochasticity of nano-filament formation process in thin metal-oxide
and amorphous silicon films [47] provided a way to overcome these challenges: it was
demonstrated that spiking networks can be trained with alternative probabilistic binary
synapses [48, 49] or through the compound multi-device probabilistic STDP rule [50].

a
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Figure 3.1: Memristor microscopy and filament formation. (a) A scanning electron microscope photo
of a TiO2 memristor cross-section. (b) An illustration of a simple barrier memristor model. (c) Filament
formation process in a thin-film.

Building upon the same phenomenon of memristive non-determinism, here we propose an implementation of intrinsically stochastic spiking neuron. Previously, it was
demonstrated that memristive stochasticity could be used to build binary and continuousvalue non-spiking artificial neurons [51] and for adding variability to spike trains generated by leaky I&F neurons [52]. Among other contributions and in contrast to the
previous proposals, my design utilizes abrupt memristive switching directly for generating spontaneous events that can be further shaped into spikes.

3.2

Stochastic Models of the Memristor

Two terminal resistive switching devices (memristors) can exhibit non-linear analog and
non-deterministic digital dynamics. These devices are usually fabricated with metal /
insulator / metal (MIM) structure (Figure 3.1a). They are classified with respect to the
switching mechanism and the corresponding type of insulator material [53]: electrochemical metalization (ECM) cells (also known as CBRAM) exhibit resistive switching
based on cation migration (e.g., Ag/Cu ions), while oxide-based devices (also named
valency change memory (VCM) or resistive RAM) switch due to migration of anions
such as oxygen ions or oxygen vacancies. Importantly, both types of the devices can
dynamically change their resistances due to the conductive filament formation/rupture
processes [47] which are intrinsically probabilistic.
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Non-determinism of the memristive switching is at the heart of the proposed spiking
neural circuit. Therefore, to simulate the behavior of the proposed neuron, we first
enhance several popular deterministic behavioral models of the memristor to account
for probabilistic switching e¯ects.

3.2.1

Deterministic Memristor Models

Pickett’s model [54] is a highly regarded memristor model because of its experimental
nature. It describes the behavior of TiO2 nano-film resistance through the underlying
physical mechanism—a drift/di¯usion process of ionized dopants. On the other hand,
a number of behavioral models simplify the memristance mechanism to some useful
abstractions that are fitted to the experimentally observed behaviors [55].
Most of the simple behavioral models regard the memristor as a two-layer thin film:
an insulating layer (e.g., TiO2 ) connected in series to a conductive layer (e.g., TiO2

x ).

Assuming that the width of the first layer is a function of time w(t) and the width
of the whole memristive film is D (Figure 3.1b), we can write the following general
deterministic model for a voltage-driven memristor:
8
✓
◆
w(t)
>
>
V (t),
< I(t) = gM
D
>
>
: dw = f (w(t), V (t)),
dt

(3.1)

where V (t) is the input voltage, I(t) is the current in the device, and gM (·) is the socalled memconductunce—the memristive conductance that depends on w(t) and hence
on the history of the input signal, V (t). Notice that the state variable in such models,
w(t), represents the width of the conductive layer that functionally depends on time:
R
w(t) = f (w(t), V (t))dt. We further denote V (t), I(t), and w(t) as V , I, and w,
respectively, omitting explicit dependence on time for convenience.
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Memconductance can be rewritten in the following form:
⇣w⌘ ⇣
gM
= Ro¯
D
where

R = Ro¯

R

w⌘
D

1

,

(3.2)

Ron , the low resistance state (LRS), Ron , and the high resistance

state (HRS), Ro¯ , are the memristor’s resistances corresponding to the whole nano-film
enriched with or depleted of oxygen vacancies, respectively. All behavioral models have
the same form, Eqs. (3.1)–(3.2), and diverge only in the choice of the memristance kinetics function, f (w, V ). These models are designed to capture the I-V hysteresis and can
closely replicate the experimentally observed behaviors [55, 56].

3.2.2

Stochasticity of Switching

Pickett’s model is based on a quantitatively supported hypothesis that electronic conduction in metal-oxide films is dominated by an e¯ective tunneling barrier that varies
with time under the applied voltage [54]. Under this assumption, the evolution of the
model’s state variable, w(t), is governed by a non-linear di¯usion process. This leads to
deterministic and smooth average conductance evolution.
On the contrary, recent experimental studies suggest that memristive conductance
behavior is better described by the formation of conductive filaments in a dielectric film.
In the sub-threshold voltage regime (also known as weak programming conditions [49]),
a single, dominant nano-scale filament is formed (Figure 3.1c) [47, 53]. Not only is
this formation process experimentally shown to be stochastic, but the memristor also
experiences an abrupt conductance change once the filament is formed [45, 46]. The
non-linear di¯usion process in metal-oxide films can be seen as a result of the formation
of conducting nano-filaments by oxygen vacancy migration [57], although it certainly
does not account for the evident stochasticity of this process under the sub-threshold
voltage conditions.

35
We show two di¯erent ways of enhancing the deterministic memristor model to account for stochastic changes of the internal state, w. While several approaches based on
modeling the physics of the filament formation are available in the literature [58], the
proposed new models are much simpler and less computationally demanding. We aim to
capture the experimentally observed stochasticity of the device regardless of the actual
physical causes of such behavior. My first approach approximates stochastic switching
with instantaneous jumps of the state, w, and is independent of its deterministic evolution described by f (w, V ). The second one, on the contrary, uses f (w, V ) to smooth the
kinetics of the switching while preserving the stochasticity.
Model-independent Instantaneous Stochastic Switching
Once a dominant conductive filament is formed, memristor experiences an abrupt resistance jump from the current value to Ron , and this jump can hence be seen as instantaneous on a certain timescale. Following the experimental findings in [45], we can
assume that memristors switch stochastically. Moreover, the switching events can be described by a Poisson process [33]. If no switching happens spontaneously, we can assume
that memristor would follow its average deterministic model, which could be one of the
models described in [55]. In this case, such behavior can be described mathematically as:
8
⇣w⌘
>
>
I
=
g
V,
>
M
<
D

⇣w⌘ ⇣
where gM
= Ro¯
D

>
dw = f (w, V )dt + (✓(V ) · D w) dN (⌧ ),
>
>
| {z }
|
{z
}
:
deterministic term

R

w⌘
D

1

,
(3.3)

stochastic term

where N (⌧ ) is an inhomogeneous Poisson process with time constant ⌧ (t), and ✓(·) is
the Heaviside step function. According to (3.3), for positive input voltage V , the sate
jump, dw = D

w, immediately leads to w = D, i.e., to the Ron state. With negative

voltage, the state jump is dw =

w and leads to the Ro¯ state.

If we integrate (3.3) for the state variable, w, the deterministic term will describe the
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Figure 3.2: Deterministic and stochastic models. I-V curves for Biolek’s deterministic memristor
model [56] (black) and its enhanced variant with stochastic switching (red). The deterministic model
transits between the states only when the voltage crosses the threshold of 3 V (a). It is unable to switch
in the sub-threshold mode (b). The stochastic model experiences spontaneous jumps between the Ro¯
and Ron states regardless of whether the applied voltages is above or below the threshold. The insets
demonstrate that the model can account for the cycle-to-cycle randomness of the LRS and the HRS states.

normal, smooth evolution of the conductive part of the nano-film, while the stochastic term will account for abrupt jumps that correspond to the dominant filament being
fully formed. Notice that since we use the Poisson process, N (⌧ ), as a mathematical
abstraction of the state jumps, sub-threshold switching will be instantaneous. We further demonstrate that for neuromorphic applications such abstraction is essential: the
switching time is negligible compared to the neural dynamics timescales; moreover, the
memristor inside the neuron is used as a digital device.
According to the experimental measurements on amorphous silicon devices [59], the
time constant of inhomogeneous Poisson switching depends on the voltage drop across
the memristor. This time constant has the following exponential relationship:

⌧ (V ) = ⌧0 exp

✓

V
V0

◆

,

(3.4)

where ⌧0 and V0 are parameters of time and voltage units, respectively, and can be found
by fitting the model (3.4) to experimental data as in [45, 59]. The parameters used in our
simulations are presented in Table 3.1.

37
Table 3.1: Stochastic Biolek’s Model Parameters

V0

⌧0

V T0

0.156 V

2.85·105 s

3.0 V

V
0.2 V

Ro¯

Ron

1 M⌦

10 k⌦

Ron/o¯
5%

The parameters of the inhomogeneous Poisson process, V0 and ⌧0 , are chosen according to [45]
and [59]. The parameters of the memristance kinetics f (w, V ) are chosen to make the model
transitions last about 1 µs. Ron/o¯ is the standard deviation of the Ron/o¯ that varies between
the switching cycles according to a log-normal distribution [48].

Model-based Stochastic Switching
The spontaneous switching, Eq. (3.3), disregards the kinetics of the transition from one
state to the other and simply approximates it with an instantaneous jump. Even though
such abrupt behavior is consistent with the experimentally observed single conductive
filament growth [47], the precise physics of the filament formation processes is still under
investigation and can vary for di¯erent types of memristive devices. Hence, we also show
how the general deterministic model, Eqs. (3.1)–(3.2), can be extended to a stochastic
one that has smooth switching kinetics based on the deterministic dynamics captured by
f (w, V ). As an illustration, we consider a particular form of f (w, V ) that corresponds
to Biolek’s memristor with a threshold.
The evolution function in the Biolek’s model takes the following form:
8
>
>
f (w, V ) = (V ) · W (w, V ),
>
>
>
>
✓
◆
<
1
(V ) =
V
(|V + VT | |V VT |) ,
>
2
>
>
>
>
>
: W (w, V ) = ✓(V )✓(D w) + ✓( V )✓(w).

(3.5)

Here, W (w, V ) is a window function that constrains w to be non-negative and less or
equal to D, while (V ) governs the kinetics of the memristor state transition. The model
can change its state only if the voltage crosses a threshold, VT .
By having a dynamic stochastic threshold VT , we can make Biolek’s model account
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Figure 3.3: Memristance kinetics. Plots of the f (w, V ) function versus applied voltage for Biolek’s (a)
and Pickett’s (b) models with di¯erent parameters. When the voltage applied to the device is below the
e¯ective threshold, memristance does not change; however, once a switching event occurs, the e¯ective
threshold jumps to a lower value allowing the memristor to transit smoothly to a di¯erent state.

for the switching stochasticity while preserving the kinetics of the state transition:
8
>
>
>
< dw = f (w, V )dt,

>
dVT = ↵ · ✓(VT0 VT )dt + (|V |
>
>
|
{z
} |
:
deterministic term

V

V )dN (⌧ ) .
{z T0
}

(3.6)

stochastic term

In this case, VT depends on time, VT0 is the initial threshold value, V is the input voltage, V is a voltage margin parameter, and N (⌧ ) is the same Poisson process as in
(3.3). When a switching event occurs, VT jumps immediately to V
ing f (w, V ) =

sgn(V ) V mak-

sgn(V ) V and allowing w to transit linearly to the corresponding state.

The deterministic part of the VT dynamics is responsible for bringing it back to VT0 .
Notice that when

! 1 (the case of BCM [60]), the switching becomes instantaneous.

Figure 3.2 demonstrates numerically simulated I-V curves for Biolek’s model with deterministic and stochastic thresholds. The model can easily account for the cycle-to-cycle
randomness of the state parameters, Ron and Ro¯ , in real memristors [48] by re-sampling
their values from the corresponding distributions whenever switching occurs (see the
insets on Figure 3.2). Figure 3.3a illustrates the threshold shifts during the switching
process. Pickett’s model, which does not have an explicit threshold, can also account for
the switching stochasticity through a similar parameter-dynamics scheme (Figure 3.3b).
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The examples considered here demonstrate a general approach to enhancing any deterministic behavioral memristor model: stochastic dynamics added to the model parameters will lead to smooth stochastic transitions of the internal state. Nonetheless, we
notice that when the state transitions are fast enough on a given timescale any smooth
stochastic behavioral model can be well approximated by instantaneous switching. This
allows to use the simple and e˘cient instantaneous stochastic switching, Eq. (3.3), in our
network-level simulations.

3.3

Stochastic Spiking Implementation

As it was shown in Chapter 2, stochastic spike response model (SRM) is a crucial building block for a number of probabilistic learning algorithms that can be implemented
with networks of spiking neurons. Here, we present a simple memristive circuit that implementats a neuromorphic soma and follows the SRM. We provide simulation results of
the spiking behavior of the circuit and point out the key di¯erences from the alternative
proposals.

3.3.1

The Memristive Soma Circuit

The soma is a part of the neuron that collects the pre-synaptic input after it is received
and integrated by the dendrites of the cell. In simplified point-neuron models, the dendrites and the soma are usually spatially merged. In leaky I&F neurons, the soma is
implemented as an integrator of the cumulative synaptic input. It triggers the spike generation process once a certain membrane voltage, Vm , reaches a pre-defined threshold,
Vref , and resets it back to a resting potential, Vreset (Figure 3.4a).
Instead of comparing the voltages, we propose applying the membrane potential directly to a memristive device by connecting it in parallel to the membrane resistance,
Rm (Figure 3.4b). Initially, the memristor should be in the high-resistance state, Ro¯ .
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Figure 3.4: Neural soma implementation. (a) The standard leaky I&F neural soma circuit connected
to an analog or digital spike generator. (b) The proposed memristive stochastic SRM neural soma. (c)
Examples of the spike shaping [7] and the spike-event generation [61] circuits which can be interfaced
with I&F and stochastic SRM neurons.

Once it switches to the low-resistance state, Ron , the current in the device experiences a
jump, which can be converted into an analog spike of a specific shape [7, 30], or into a
digital event [62] by a specific circuit (Figure 3.4c). After a spike occurs, the memristor is
disconnected from the membrane part of the circuit and is reset back to Ro¯ by applying
a reversed potential, Vreset . A refractory period, ⌧ref , is programmed through the switch
that connects memristor to the membrane and to the reset potential, Vreset .
The voltage across the memristor (the membrane voltage) obeys the standard dynamics of a leaky integrator:
⌧m

dVm
=
dt

Vm + RIsyn (t),

(3.7)

where ⌧m = RCm is the membrane time constant and R is the total resistance of Rm
connected in parallel to the memristor Ron/o¯ and an auxiliary readout resistor Raux .
Notice that the switching probability, Eq. (3.4), depends on the membrane voltage,
Vm , and hence on the synaptic input, Isyn , through the Eq. (3.7). Since the memristor has
a dynamic resistance1 , it could potentially influence the switching probability, which is
undesirable when we aim to implement a specific stochastic neuron model. Fortunately,
1

Not only is switching between LRS and HRS states possible, but also Ron and Ro¯ values vary from
cycle to cycle and follow some distribution [48].
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Table 3.2: Stochastic Neural Circuit Parameters

Cm

Rm

Ro¯

Ron

Raux

20 µF

1 k⌦

1 M⌦

10 k⌦

1 k⌦

Ron/o¯
5%

The membrane time constant was ⌧m = RCm ⇡ Rm Cm = 20 ms.

we can have Rm ⌧ Ro¯ (see Table 3.2), which further makes the following approximation valid:
Rm (Ro¯ + Raux )
Rm
=
⇡ Rm .
Rm + Ro¯ + Raux
1 + Rm /(Ro¯ + Raux )

(3.8)

This implies that the voltage across the memristor Vm is e¯ectively independent of the
resistance changes of the latter. Consequently, it follows that the switching probability,
Eq. (3.4), exclusively depends on the synaptic input Isyn .

3.3.2

Circuit Simulations

To verify whether the behavior of the proposed soma circuit (Figure 3.4b) matches the
stochastic SRM, we performed simulations of a single neuron circuit in Python. We
used the model (3.6) with parameters that enabled practically instantaneous switching
of the memristor (see Tables 3.1 and 3.2 for details). The reset switch and the feedback
control were realized programmatically (i.e., simulated as ideal). A constant current,
Isyn = 3.1A, was injected into the neuron membrane, the system was simulated through
a numerical integration with a time step of 0.1 ms, and the switching events along with
the current through the memristor were recorded.
It follows from Figure 3.5a that the spikes generated by our circuit follow the Poissonian statistics almost precisely: the inter-spike intervals (ISI) are exponentially distributed, and their coe˘cient of variation is close to 1 for di¯erent voltages.
In these simulations, we used the Biolek’s stochastic model of the memristor, Eq. (3.6).
However, it is important to note that the integration time constant of the membrane, ⌧m ,
for biological neurons is on the order of 10 ms. Neuromorphic systems usually try to
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Figure 3.5: Spiking behavior and a winner-take-all (WTA) network. (a) The inter-spike interval (ISI)
distributions for the proposed stochastic neuron for three di¯erent membrane voltages (left). The coefficient of variation of the ISI is close to 1, which implies that spiking statistics is close to the Poissonian
(right). The refractory period was subtracted from the ISI times for these plots. (b) Current in the memristor versus time in single neuron simulations (left). The distribution of the current through the memristor
in simulations is clearly separable even when Ron/o¯ vary from cycle to cycle. (c) The WTA network has
3 layers: the input encoding layer, the WTA output, and the inhibitory layer.

replicate the biological behavior; we therefore used ⌧m = 20 ms in our system. Since the
switching transition time from one resistance state to another in amorphous-silicon and
metal-oxide memristors is on the order of 10 µs [45, 46], we can confidently approximate
it with an instantaneous jump on the timescales of neural dynamics. Thus, in the neural
network simulation experiments presented in the next section, we use model (3.3).
The ratio between the currents in the memristor before and after switching, Io¯ and
Ion , respectively, is proportional to the ratio between Ro¯ and Ron . Depending on fabrication technology, Ro¯ -to-Ron ratio varies in the range 102 –104 making the switching
events easy to detect. Even when Ro¯ and Ron experience stochastic shifts from cycle
to cycle, such high Ro¯ -to-Ron ratio makes the soma resilient to possible output noise
(Figure 3.5b).
Finally, the power consumed by the soma can be estimated in two steps. Before the
neuron spikes, the power dissipation is the same as for the standard leaky integrate-andfire unit:
Pnormal = Vm2 /

Rm (Ro¯ + Raux )
⇡ Vm2 /Rm .
Rm + Ro¯ + Raux

(3.9)
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After the neuron spikes, it moves into a short refractory period ⌧ref before the memristor
transits back to the Ro¯ state. In this case, power dissipation has an additional term:
2
Pref = Vreset
/(Ron + Raux ),

(3.10)

which is the dissipation on the memristor during its transition back to the Ro¯ state.
Since refractory period is short and spike trains are usually sparse, Pref has a negligible
contribution (Figure 3.5b).

3.3.3

Comparison to the Alternative Proposals

There are several alternative approaches to implementing stochastically spiking neurons.
A popular one that was studied theoretically in computational neuroscience is based
on injecting uncorrelated noise into the membrane of the I&F neuron [63] or adding
noise directly to the firing threshold [40]. Remarkably, in contrast with the proposed
memristive neuron, this method replicates the stochastic SRM behavior [36] only in the
mean-field approximation, and it also has both the area and the power overheads for
noise generation discussed in Section V below. In addition, the natively implemented
SRM, in contrast to I&F model, does not require the membrane voltage to be reset after
spiking. Hence, there is no need to dissipate additional power on flushing the membrane
capacitance, Cm , which could lead to huge energy savings in large networks of spiking
neurons.
Interestingly, memristive stochasticity has already been proposed to introduce variability in the spike trains generated by I&F neurons through random changes of the
membrane time constant, ⌧m [52]. Even though this approach begins with a similar
motivation, it leads to a di¯erent neuron model, namely, leaky I&F model with a timedependent time constant [64], and hence is di¯erent from my proposal.
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Table 3.3: The WTA Network Simulation Parameters

Parameter name

Notation

Value

Variation⇤

Time step

dt

0.01 ms

–

Encoding neurons
Layer size
Encoding rate
Pattern length
Pattern delay
Population size

1568
40-400 Hz
40 ms
10 ms
2

N
renc
⌧enc
⌧delay
Nenc

–
–
–
–
–

WTA neurons
Layer size
Memristor parameters
Refractory period
Membrane time constant

K
V0
⌧0
Ro¯
Ron
⌧ref
⌧mem

32-128
156 mV
2.85·105 s
1 M⌦
10 k⌦
10 ms
20 ms

–
0-20%
0-60%
5%
5%
–
–

10 ms
10 ms
e3
[ 0.5, 0.5]

–
–
–
–

Synapses
PSP length
STDP window
STDP multiplier
Weights (initial)

⌧syn
c
W

⇤ The variation percentages characterize the parameter distributions across the neural populations,

i.e., they virtually replicate a possible variation between di¯erent physical instances of the neuron
circuit.

3.4
3.4.1

Experimental Comparison
Winner-Take-All Network Simulations

We verify that memristive neurons are suitable for probabilistic spike-based unsupervised
learning through building and simulating a probabilistic WTA network, and training it
on handwritten digits. Following [24], we first summarize the intuitions behind the
stochastic learning and inference and give details on the WTA learning algorithm. Then,
we present the simulation results and study the e¯ect of di¯erent learning conditions,
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such as the input encoding schemes and possible imperfections in real memristors, on
the eventual classification accuracy of the network.
We simulated the learning process of a number of WTA networks with di¯erent sizes
of the output layer and 1568 neurons in the input encoding layer. The entire network
was numerically integrated using BRIAN simulator [65]. The simulation parameters are
summarized in Table 3.3.
The simulation results of a network with 32 output neurons are presented in Figure 3.6. We see that the spiking output before learning was random and rather unstructured (Figure 3.6a). Further, the network was exposed to data that contained handwritten digits from 0 to 4: The input layer encoded each input pattern for 40 ms with a silent
delay of 10 ms between the patterns. We fed the input images in a randomly shu˙ed
order. The process of learning was simulated with a time step of 0.01 ms. After learning,
a number of winning neurons became almost exclusively receptive to one of the patterns
from the data which as evident from the post-learning behavior of the WTA as well as
from the final synaptic matrices (Figure 3.6b). Note that a small number of the neurons
did not manage to adapt to any pattern and hence became almost silent after training.
Moreover, some patterns that had similar shapes (e.g., zeros) were learned by several output neurons. Therefore, such neurons were spiking interchangeably when their patterns
were presented to the network.
Even though the WTA network represents a generative probabilistic model of the
data and is trained in unsupervised fashion, it can be used as a classifier through the
following scheme. Once the network is trained, we again stream all the training data
through it and count the number of spikes for each of the data classes, Nkclass , and the total
number of spike, Nk , emitted by each neuron Zk . After this procedure, we can estimate
the poster probabilities of the data classes using the accumulated spiking statistics of the
output neurons as follows:
P (class | Zk ) =

Nkclass
.
Nk

(3.11)
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Figure 3.6: Synaptic weights and output WTA spiking. The raster square images represent incoming
synaptic weights for eight output neurons that eventually became selectively and consistently sensitive to
di¯erent patterns: (a) the weights before training, and (b) the weights after training. Each raw consists of
images that represent synapses that connect an output neuron to the input neurons that encode non-zero
pixel values (upper row) and zero pixel values (bottom row). The scatter-plots show the output neural
activity before (a) and after (b) training. Each point corresponds to a spike emitted by an output neuron.
The spikes are color-coded according to the classes of input patterns.

At classification time, we show the testing patterns to the network, each for some period
of time (50-100 ms). Again, we count the number of spikes, Nktest , emitted by each
output neuron Zk for a given testing pattern and make a class prediction according to
the following rule:
prediction = argmax
class

⇢

P (class | Zk )Nktest
P test
k Nk

.

(3.12)

We trained the WTA network with di¯erent sizes of the output layer and tested its
performance following the described procedure. There observed results were consistent
with the original theoretical work [24] and are summarized in Table 3.4.
Robustness Tests
The proposed stochastic neuron implementation relies on the memrstive behavior. However, memristors are nano-scale devices and are prone to have fabrication-specific variations of their characteristics. In the previous section, we demonstrated that the high
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Table 3.4: WTA Performance Under Di¯erent Conditions

Parameter name
Output layer size
Accuracy

Parameter value & classification accuracy
16
58.9%

32
64.2%

64
73.9%

128
78.4%

Robustness to encoding scheme (32 output neurons)
Encoding scheme
Frequency/rate⇤
Accuracy

Constant frequency
low
high
62.2%
64.1%

Poissonian constant rate
low
high
59.5%
64.3%

Robustness to memristor imperfections (32 output neurons)
Variability in ⌧0
Accuracy

0%
64.3%

20%
64.2%

40%
62.5%

60%
63.0%

Variability in V0
Accuracy

5%
54.1%

10%
42.0%

15%
27.8%

20%
16.6%

⇤ Low

frequency/rate was 40 Hz and high frequency/rate was 400 Hz.

Ro¯ -to-Ron ration makes our circuit immune to variations in the Ro¯ and Ron values.
Other parameters that can significantly a¯ect stochastic behavior of the neuron model
V0 and ⌧0 . Even though they are fixed for a single memristor, they can vary across di¯erent devices, and hence a¯ect WTA network performance.
We tested the robustness of the WTA network to variations in V0 and ⌧0 . We found
that di¯erences in ⌧0 across di¯erent output neurons do not a¯ect much the accuracy,
while the the variations in V0 lead to a significant deterioration of the performance (Table 3.4). Intuitively, this can be explained in the following way: V0 accounts for the
neuron sensitivity to the membrane voltage, while ⌧0 only introduces a small additive
bias. In other words, when the variation of V0 is large, some WTA neurons become
much more sensitive to any input pattern and always manage to suppress their competitors. This leads to a small number of active neurons in the output layer after training
and eventually to a poor performance. However, according to the experimental studies
of the amorphous silicon memristors V0 changes only by 35% if the width of the original
30 nm insulator film is doubled [59]. In other words, small 2-5% error in the geometry
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Figure 3.7: The memristive neuromorphic restricted Boltzmann machine. This architecture has two
layers: the visible layer that encodes the data and the labels, and the hidden layer. Each visible neuron is
connected to each hidden through a bi-directional plastic synapse.

of a memristor will probably cause a negligible variation in V0 .
We also tested the network’s robustness to di¯erent input encoding schemes and
found that its performance is stable (see Table 3.4 for details).

3.4.2

Spike Sampling with the Boltzmann Machine

As we described in Chapter 2, the SRM is an important building block for the neural
sampling of Boltzmann machines [22]. This sampling strategy is an alternative to Gibb’s
sampling commonly used for Boltzmann machines and is ideal for neuromorhic implementations [25]. Furthermore, it enables an on-line spike-driven variant of the commonly used contrastive divergence algorithm for training them. The individual units in
the Boltzmann machine are typically endowed with a sigmoid activation function. To
emulate this behavior with our neuron model, we include a refractory period after every spike. During this period, the spiking of the neuron is prevented. The connections
between units are implemented using linear synapses with a time constant equal to the
refractory period.
We trained the restricted Boltzmann machine (RBM) on the MNIST data set using
event-driven contrastive divergence [25]. After training, the parameters of the RBM are
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Figure 3.8: Results of simulating restricted Boltzmann machine (RBM) using the memristive spiking
neuron model. (a) Raster plot of the visible layer spiking activity in the neuromorphic RBM: the neurons
encoding data, vd , and the neurons encoding classes, vc . Until 0s, no input is provided and the network is
free running. At time 0s, a 28 ⇥ 28 image of a hand-written digit 3 is presented, and the network correctly
classifies it as a 3 by activating class neurons corresponding to a 3. At 0.3s, the right half of a digit 5
is presented, and the class labels are biased such that only 3 and 6 can activate (the others are strongly
inhibited). Because only 6 is consistent with the presented data, the network generates the remaining
half as a 6 and activates the corresponding class label. (b) Layer-wise population firing rates during the
experiment. (c) Reconstruction of the MNIST hand-written digits.

mapped onto the spiking neural network consisting of 824 visible units and 500 hidden
units (Figure 3.7). 784 of these visible units represented 28 ⇥ 28 images of handwritten
digits, and the remaining 40 were used for class labels (4 neurons per label). Thanks to its
generative properties, the same network was capable of both discrimination (Figure 3.8a)
and generation (Figure 3.8c). The classification accuracy of such networks trained with
event-driven CD was about 92%. The results suggest that our memristor-based neurons
can become an ideal hardware building block for neurormorphic Boltzmann machines.

3.5

Discussion

In this work, we demonstrated how the behavior of a stochastic SRM neuron can be implemented using memristors. First, we enhanced the general deterministic model of the
memristor to account for abrupt spontaneous switching. According to the experimental
evidence, such switching was approximated by an inhomogeneous Poisson process. We
found that our model was capable of exhibiting deterministic behavior along with sharp
spontaneous state jumps with a probability that depended on the applied voltage. We
also showed how to account for the smooth transition kinetics of stochastic switching
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if necessary. Based on the model of this behavior, we proposed an implementation of a
neuromorphic neural soma that integrated the synaptic input and triggered spike generation using memristive switching. The spiking behavior of the memristive neuron was
akin to the stochastic firing intensity of the SRM.
The most popular alternative approach to implementing networks of stochastically
spiking neurons is based on uncorrelated noise injection into each I&F unit. This requires supplying each neuron with an individualized noise source [25]. For this purpose, a multichannel, uncorrelated, pseudorandom bit stream generator based on a pair
of linear feedback shift registers accompanied by a global clocking mechanism can be
used [66]. Then, each neuron should be equipped with an XOR element, a low-pass
filter, and a low-gain amplifier to convert the bit stream into an analog Gaussian noise
signal [67]. In this case, not only the noise generation overhead makes scaling the system
problematic, but also the additional circuitry occupies ample space on chip.
On the contrary, our proposed implementation exploits the intrinsic stochasticity of
memristive switching, avoids noise generation expenses, and is extremely compact compared to the alternative approaches. Currently, the only major drawback of the designs
that exploit probabilistic switching of memristors is the lack of comprehensive experimental analysis and quantification of such behavior for di¯erent materials and types of
devices. Therefore, such experimental studies are highly relevant in future work.
Another possible approach to endowing deterministic neurons with e¯ective stochastic behavior is based on exploiting network-generated variability [68]. However, this approach is less attractive due to the lack of a direct control over the stochastic properties
of each neuron in such network (e.g., the voltage-dependent inhomogeneous Poissonian
spiking rate cannot be straightforwardly mapped onto such network, and can be only
approximated [41]). Moreover, it was shown that Poissonian statistics generated by the
network itself is usually stable only for a limited input range if no additional noise generation mechanism is used [69].
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3.6

Summary

In this chapter we gave an answer to the question, how to implement stochastically firing neurons in an efficient and scalable manner? We demonstrated how the behavior of
the probabilistic spike response model (SRM) could be implemented using memristors.
First, we enhanced the general deterministic model of the memristor to account for
abrupt spontaneous switching. According to the experimental evidence, such switching
was approximated by an inhomogeneous Poisson process. We found that our model was
capable of exhibiting deterministic behavior along with sharp spontaneous state jumps
with a probability that depended on the applied voltage. We also showed how to account for the smooth transition kinetics of stochastic switching if necessary. Based on
the model of this behavior, we proposed an implementation of a neuromorphic neural
soma that integrated the synaptic input and triggered spike generation using memristive
switching. The spiking behavior of the memristive neuron was akin to the stochastic
firing intensity of the SRM. Finally, we demonstrated with simulations that our simple stochastic neuron can be used for building spiking neural networks for probabilistic
learning and inference, such as winner-take-all and Boltzmann machine.
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Chapter 4
From Synaptic Stochasticity to
Non-Deterministic Representations
Stochasticity in synaptic vesicle release is one of the major sources of noise in the brain [70].
While the concept of cellular neural noise gave rise to many successful computational
models of biological learning, some of which we discussed in previous chapters, the
functional implications of synaptic stochasticity on learning remain unascertained and
are often limited to filtering, decorrelation, or regularization [71]. In this chapter, we
analyze stochastic synaptic connections in the context of energy-based models.

4.1

Previous Work and The Main Concepts

The goal of a generative model is to capture the data distribution, typically through
latent variables. After training, these variables are often used as a new representation,
more e¯ective than the original features in a variety of learning tasks [6]. However, the
representations constructed by contemporary generative models are usually point-wise
deterministic mappings from the original feature space. Thus, even with representations robust to class-specific transformations, statistically driven models trained on them
would not be able to generalize when the labeled data is scarce.
The standard way of ameliorating the problem of overfitting due to the limited train-
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ing data is based on enforcing a regularization [72]. Maaten et al. [73] recently demonstrated that the artificial data augmentation via feature corruption e¯ectively plays the
role of a data-adaptive regularization. Wager et al. [74] also showed that the dropout
techniques applied to generalized linear models result into an adaptive regularization. In
other words, these approaches confirm that having more (even corrupted) training data
is equivalent to regularizing the model.
On the other hand, instead of corrupting features one can try perform regularization
by perturbing the learning model itself. Parameter perturbation leads to the notion of
(possibly infinite) collection of models that we call stochastic ensemble. The Dropout [75]
and DropConnect [76] techniques are successful examples of using a particular form of
the stochastic ensemble in the context of feedforward neural networks. A unified framework for a collection of perturbed models (which also encompasses the data corruption
methods) was recently introduced by Bachman et al. [77]: An arbitrary noise process
was used to perturb a parametric parent model to generate an ensemble of child models.
The training was performed by minimizing the marginalized loss function and yielded
an e¯ectively regularized parent model that was robust to the introduced noise.
The above-mentioned approaches use fixed corruption processes to regularize the
original model and improve its generalization. Injection of arbitrary noise improves the
robustness of the model to the corruption process [73], but it does not necessarily capture the information about the generative process behind the actual data. In order to
capture the variance of the data manifold, we propose to learn the noise that perturbs
the model. Our approach is inspired by the adaptive stochasticity of the synaptic connections in the brain, where according to the experimental data, synapses between cortical
neurons are highly unreliable [78].
Here, we introduce energy-based stochastic ensembles (EBSEs) which can be trained
in unsupervised fashion to fit a data distribution. These ensembles result from energybased models (EBMs) with stochastic parameters. The EBSE learning procedure op-
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timizes the log-likelihood of the ensemble by tuning a parametric distribution over the
models. This distribution is first arbitrarily initialized, and then tuned by an expectationmaximization (EM) like procedure. We further develop an algorithm for learning restricted Boltzmann stochastic ensembles (RBSE) similar to contrastive divergence.
Using a pre-trained ensemble, we further introduce the notion of non-deterministic
representations: instead of constructing point-wise mappings from the original feature
space to a new latent space, we propose using stochastic mappings (Figure 4.1a). The
stochasticity of the representations is based on the distribution stored in the ensemble. For every input object, we can sample multiple models, and hence perform nondeterministic transformations to obtain a set of di¯erent representations. The ensemble
is tuned to capture the variance of the data; hence the stochastic representations are likely
to better capture the data manifold. We demonstrate these concepts visually by performing experiments on a two-dimensional synthetic dataset. Finally, we train a classifier on
the representations of the MNIST hand-written digits generated by an RBSE and observe
that the generalization capability in the one-shot learning scenario improves.

4.2

Energy-based Stochastic Ensembles

The distribution of the binary data vectors v 2 {0, 1}D can be encoded with the following energy-based model (EBM) that has some binary hidden variables h 2 {0, 1}K :
P (vv , h ; ✓) =

e

h;✓)
E(vv ,h

Z(✓)

,

(4.1)

where ✓ denotes the model parameters, E(vv , h ; ✓) is a parametric scalar energy function [79], and Z(✓) is the normalizing coe˘cient (partition function). If we impose
a distribution over the model parameters (i.e., perturb ✓ according to some noise generation process), we obtain an energy-based stochastic ensemble (EBSE). In order to
optimize the distribution over the models in the ensemble, we parametrize the noise

55
generation process with ↵:

P (vv , h , ✓; ↵) = P (vv , h | ✓)P (✓; ↵) =

e

h,✓)
E(vv ,h

Z(✓)

P (✓; ↵) =

e

h,✓)
E(vv ,h

⇣(↵)

(✓;↵)

,

(4.2)

where (✓; ↵) is an additional energy potential, and ⇣(↵) is a new partition function.
V ; ↵) with respect to
EBSE can be trained by maximizing the data log-likelihood log P (V
parameters ↵, where V denotes the entire dataset.
The introduced form of the model (4.2) allows to think of P (✓; ↵) as a prior. Hence,
we can relate the optimization of EBSE with the Bayesian inference framework for a
standard EBM by taking expectation over the posterior P (✓ | V ; ↵):
V ; ↵) =
log P (V

Z

V | ✓)d✓
P (✓ | V ; ↵) log P (V

V | ✓)]P (✓|VV ;↵)
= E [log P (V
|
{z
}
Expected EBM log-likelihood

DKL [P (✓ | V ; ↵)kP (✓; ↵)]

DKL [P (✓ | V ; ↵)kP (✓; ↵)] .
|
{z
}

(4.3)

KL divergence of posterior and prior

Since the KL divergence is non-negative, by optimizing the log-likelihood of EBSE, we
e¯ectively maximize a lower bound on the EBM log-likelihood averaged over the posterior P (✓ | V ; ↵). This relates our approach to the feature corruption method [73,
Eq. 2] which optimizes the expected loss directly, but over a simple posterior feature
corruption distribution P (ṽv | v ). Eventually, once we trained the stochastic ensemble
of energy-based generative models, we get new parameters ↵
ˆ which make P (✓; ↵
ˆ ) better
tuned to capture the variance of the data.
Below, we derive the gradient of the EBSE log-likelihood (4.3) for the general energy
case. Then, we focus on the restricted Boltzmann stochastic ensembles (RBSE), analyze
their structure, and propose an e˘cient learning algorithm.
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Figure 4.1: Non-deterministic representations and generative models. (a) The di¯erence between pointwise and stochastic representations. While both mappings disentangle the manifolds of di¯erent classes,
stochasticity additionally captures the data manifold in the representation space. (b) RBM and (c) RBSE
graphical diagrams. The shaded nodes are the visible variables; the black nodes are the latent variables; literals outside of nodes are constants (model parameters). Plates denote variable scopes with sizes indicated
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4.2.1

Log-likelihood Optimization

The gradient of the log-likelihood function (4.3) can be written in the following way:
@ log P (vv ; ↵)
=
@↵
where F(vv ; ↵) =

log

R

e

h,✓)
E(vv ,h

@F(vv ; ↵)
@↵
(✓;↵)

1 @⇣(↵)
,
⇣(↵) @↵

(4.4)

hd✓ is called free energy. It is easy to show
dh

that the gradients of the free energy and the partition function have the following form:
@F(vv ; ↵)
=
@↵

Z

P (✓ | v ; ↵)

✓

@ (✓; ↵)
@↵

◆

1 @⇣(↵)
d✓,
=
⇣(↵) @↵

Z

P (✓; ↵)

✓

◆
@ (✓; ↵)
d✓.
@↵
(4.5)

The final expression for the gradient has a contrastive divergence like form [21]:

@ log P (vv ; ↵)
@ (✓; ↵)
=E
@↵
@↵

E
P (✓;↵)



@ (✓; ↵)
@↵

,

(4.6)

P (✓|vv ;↵)

where the expectations E[ · ]P (✓;↵) and E[ · ]P (✓|vv ;↵) are taken over the marginal and
conditional distributions over the models, respectively. Based on the properties of the
P (✓; ↵) distribution, these expectations can be either fully estimated by Monte Carlo
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Algorithm 1 Expectation-maximization contrastive divergence for RBSE
Input: S —training (mini-)batch; learning rate ; se-RBM(vv , h , W , b , c )
W , b , c ; ↵)]
Output: gradient approximation ↵ [depends on the parametrization of (W
1: initialize ↵ = 0
2: for all the v 2 S do
3:
v (0)
v
(0)
4:
h
persistent state (or sample)
W , b, c | v (0) , h(0) )
5:
sample W (0) , b(0) , c(0) ⇠ P (W
6:
for t = 0, . . . , k do
. CD-k for sampling from P (vv , h )
(t) (t) (t)
(t)
(t)
W , b, c | v , h )
7:
sample W , b , c ⇠ P (W
8:
sample v (t) ⇠ P (vv | h (t) , W (t) , b (t) , c (t) )
h | v (t) , W (t) , b (t) , c (t) )
9:
sample h (t) ⇠ P (h
⇥@
⇤
10:
↵m = E @↵ | v (k) , h (k)
h | v)
11:
for t = 0, . . . , k do
. CD-k for sampling from P (h
(t) (t) (t)
(t)
W , b, c | v , h )
12:
sample W , b , c ⇠ P (W
h0 | v , W (t) , b (t) , c (t) )
13:
sample h 0(t) ⇠ P (h
⇥@
⇤
14:
↵c = E @↵
| v , h 0(k)
15:
↵
↵ + ( ↵m
↵c )
. Estimate SGD step
S)
16:
↵ = ↵/ cord(S
sampling or partly computed analytically.
Since the expectations depend on the parameter ↵, EBSE training is reminiscent of
expectation-maximization (EM): After initializing ↵, in the E-step of the algorithm, we
estimate E[ · ]P (✓;↵) and E[ · ]P (✓|vv ;↵) using the current value of ↵. In the M-step, we
maximize the log-likelihood by using gradient-based optimization.

4.3

Restricted Boltzmann Stochastic Ensembles

We further consider a specific energy-based stochastic ensemble composed of restricted
Boltzmann machines (RBM). The energy function of the RBM is linear in each of the
variables v , h , and ✓:

E(vv , h , ✓) =

(vv T W h + b T v + c T h ) =

(

X
i,j

Wij vi hj +

X
i

bi v i +

X
j

cj hj ),

(4.7)
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W , b , c ), and W 2 RD⇥K , b 2 RD , c 2 RK .
where parameters ✓ are represented by (W
RBM is an undirected graphical model that can be represented by two layers of interconnected probabilistic units (Figure 4.1b). These units can be seen as neurons with
a probabilistic sigmoid activation function, and the graphical model can be represented
by a two-layer neural network. In this case, the parameters W play the role of connection strengths between the neurons. By imposing a noise distribution on the parameters,
connection strengths become stochastic. From a graphical model perspective, this is
equivalent to introducing new latent variables (Figure 4.1c). Notice that the model becomes mixed directed and undirected—an ensemble of undirected RBMs generated by a
W , b , c ) random hidden variables.
simple Bayesian network composed of (W
In order to fully define the model, we need to choose a specific form of the marginal
distribution P (✓; ↵) that generates the ensemble. First, to make the expectations computationally feasible, we suppose that W , b , c are all marginally independent:

P (✓; ↵) =

Y

P (Wij ; ↵Wij )

ij

Y
i

P (bi ; ↵bi )

Y

P (cj ; ↵cj ).

(4.8)

j

Then, we consider two cases: (a) Bernoulli distributed parameters. In this case Wij
can be either zero with probability 1

pij , or equal to some W̄ij with probability pij .

The tunable parameters are ↵ij = {pij , W̄ij }. This case is similar to DropConnect [76]
technique but with adaptive distributions over the connections between visible and hidden layers in RBM. (b) In the second case, parameters are normally distributed, i.e.,
Wij ⇠ N (µij ,

ij ),

and ↵Wij = {µij ,

ij }.

In both cases, b and c are parametrized simi-

larly as W . The number of parameters in the RBSE is twice the original number for the
RBM.
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4.3.1

The Model Structure

This structure of the model (Figure 4.1c) implies the following set of independencies:

vi ?
? vj | h , h i ?
? hj | v , Wij ?
? Wlk , Wij 6?
? Wik | vi , Wij 6?
? Wlj | hi .

(4.9)

These expressions show the marginal independencies we purposefully incorporated into
P (✓; ↵) and conditional dependencies between the components of W . Due to these dependencies between stochastic connections through visible and hidden units, the model
is able to capture the data variance in the distribution over the stochastic parameters ✓.
Importantly, even though the components of W are dependent on each other given v
and h , we are still able to factorize the conditional distribution P (✓ | v , h ) using the
renormalization procedure (see the appendix for details).

4.3.2

The Training Algorithm

We propose the expectation-maximization k-step contrastive divergence algorithm for
training RBSE (summarized in Algorithm 1) with two di¯erent types of stochastic connections—
Bernoulli and Gaussian—between the visible and the hidden layers. To carry out the
E-step, we need to compute the expectations in (4.6). We use Monte Carlo estimates of
these expectations:
E[ · ]P (✓;↵) =

Z

E[ · ]P (✓|vv ;↵) ⇡

h P (vv , h ; ↵)
dvv dh
1
M

X

h⇠P (h
h|vv ;↵)
ĥ

Z

Z

1
d✓ P (✓ | v , h ; ↵)[ · ] ⇡
M

X

h⇠P (vv ,h
h;↵)
ṽv ,h̃

Z

h; ↵)[ · ],
d✓ P (✓ | ṽv , h̃

h; ↵)[ · ],
d✓ P (✓ | v , ĥ
(4.10)

h)
where M is the number of samples used to approximate a distribution. The states (ṽv , h̃
h sampled from
should be sampled from the marginal model distribution P (vv , h; ↵), and ĥ
h | v ; ↵). This can be achieved by runthe marginal model conditional distribution P (h
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ning a Gibbs sampling procedure as in standard contrastive divergence algorithm (see
Algorithm 1).
Lastly, we need to compute the expectation over the posterior P (✓ | v , h ; ↵) given
a visible and a hidden state. In both Bernoulli and Gaussian cases, due to the structure
of the ensemble distribution P (✓; ↵), these expectations can be computed analytically.
As an example, we get the following expressions for the gradient update of the Gaussian RBSE (for the Bernoulli case, the notation and other details see the supplementary
material):
@ log P (vv ; ↵)
= hvi hi idata
@ W̄ij

hvi hi irecon ,

@ log P (vv ; ↵) ⌦ 2 2
= vi h j
@ ¯ij

↵

ij data

⌦

vi2 h2j

↵

ij recon

.

For the models where the expectations over the ensemble are not analytically tractable,
we can estimate them using Monte Carlo Markov chain sampling as well.
The main bottleneck of the algorithm is the number of samplings per gradient update. Since all the connections between the visible and the hidden units are probabilistic, the random variables need to be sampled a quadratic number of times compared to
learning an RBM. However, due to the independencies introduced in Eq. (4.9), all the
variables Wij , bi , and cj can be sampled in parallel.

4.4

Learning Capabilities of the Ensembles

We introduce the concept of stochastic representations by considering a semi-supervised
learning scenario where a large amount of data is available but with only a few labeled
examples per class. RBSE is a generative model, and hence it can be trained in an unsupervised fashion on the entire dataset. Once the ensemble distribution P (✓; ↵) is tuned
to the data, for every labeled training example, we can conditionally sample models
✓ ⇠ P (✓ | v ) and then use each model to generate a representation based on the activation of the hidden units h . In other words, the generative stochastic ensembles can
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(a) RBM performs deterministic mapping.

(b) RBSE captures the data variance.

(c) Isolated points are attracted by the data.

(d) RBSE captures the whole data manifold.

Figure 4.2: Visualization of the experiments with the synthetic data. On all panels, the black points
represent the training data, and the red points are the testing. Best viewed in color. (a) The classical RBM
can perform only deterministic mapping. (b) RBSE maps the testing points to multiple representations
that map backward to di¯erent points in the original space. (c) RBSE attracts the representations of the
isolated points towards the training data manifold. (d) Stochastic representations can capture the variance
of the entire manifold from a few examples.

be used to store the information about the entire dataset and e¯ectively augment the
number of labeled examples by generating multiple stochastic representations. This is
analogous to the concept of corrupted features [73, 74]. The main di¯erence is that RBSEs can learn from the unlabeled part of the dataset how to corrupt the data properly.
To test the concept, we implemented Bernoulli and a Gaussian RBSE using the
Theano library [80]. We trained our generative models on two-dimensional synthetic
datasets and on MNIST digits. The following sections provide the details on each of the
experiments.
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4.4.1

Experiments on Synthetic Data

In order to visually test how a stochastic ensemble can capture the training data manifold,
we generated several simple two-dimensional datasets {x1 , x2 } 2 [0, 1]2 (Figure 4.2). We
trained an ordinary RBM with 2 visible and 8 hidden units and an RBSE of the same
structure. Using these models, we mapped the testing points to the latent space multiple
times, and then back to the original space.
h|
For RBM, we used the mean field activations for new representations: h new = P (h
v ) and v new = P (vv | h new ). Unsurprisingly, the two consecutive transformations, from
visible to hidden and back to visible space, performed by a properly trained RBM always
mapped the testing points to themselves (Figure 4.2a). Notice that this holds not only for
RBMs but for any deterministic model: Other point-wise deterministic representation
learning techniques, e.g., autoencoders [6], exhibit the same behavior.
We performed a similar procedure multiple times for RBSE: first, we sampled a model
˜ we transformed
h | v , ✓),
from the conditional distribution P (✓ | v ), then using P (h
testing points from the visible to the hidden space, then mapped backwards using the
average model from the ensemble. Stochastic representations of the testing data, when
mapped back to the visible space, were distributed along the training data manifold near
the testing points they belonged to (Figure 4.2b).
The experiments also demonstrated that the representations of an isolated testing
point (an outlier) will be attracted towards the manifold captured by RBSE (Figure 4.2c),
which cannot be done by the RBM. Finally, an entire manifold can be captured by the
generated stochastic representations for only a small number of initial data points (Figure 4.2d). These experiments confirmed the capability of RBSEs to refine its internal
distribution over the models and to capture the variance of the data. Therefore, the
stochasticity of such tunable ensembles should provide better regularization than just
arbitrary noise injection and, as we show further, improve the performance in one-shot
learning.
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(a) RBSE filters

(b) RBSE probabilities

(c) One-shot accuracy

Figure 4.3: Results of RBSE training on MNIST. (a) RBSE filters, i.e., the W̄ij values. (b) RBSE
connection probabilities, i.e., the pij values—the dark pixels are close to 0; the light pixels are close to 1.
(c) Performance of a logistic regression classifier trained on di¯erent representations of the data under the
one-shot constraints.

4.4.2

One-Shot Learning Experiments

To test stochastic representations in the semi-supervised setting where only a few labeled
data are available (one example per class), we performed experiments on MNIST digits dataset. We trained a Bernoulli RBSE model with 784 visible and 400 hidden units
on 50,000 unlabeled MNIST digits using the proposed Algorithm 1 with a number of
MCMC steps k = 1. The learned filters (i.e., W̄ij ) and the Bernoulli connection probabilities (i.e., pij ) arranged into tiles are presented on Figure 4.3. Notice that the connection probabilities encode a lot of structure (Figure 4.3b). For the purpose of comparison,
we also trained an RBM of the same configuration on the same unlabeled MNIST data.
Next, we sampled 1000 objects (100 per class) from the remaining 20,000 MNIST
digits: 1 training and 99 testing examples per class. For every training sample we used
di¯erent approaches to constructing the representations: (a) image pixels, (b) deterministic representations constructed by a pre-trained RBM, (c) stochastic representations
constructed by an RBM with Bernoulli probabilities 0.5 for every connection (equivalent to DropConnect), and (d) RBSE-generated stochastic representations. In the (c) and
(d) cases, we constructed 10 representations for every object.
Finally, we trained and tested a logistic regression classifier (with no additional regularization) on these representations under one-shot learning constraints. The classifica-
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a

b

Figure 4.4: Dynamics of the synaptic strength and release distributions. (a) The evolution of the
synaptic release probability distribution during RBSE training. (b) Correlation between synaptic strengths
and release probabilities for di¯erent stages of the model training.

tion experiments were done multiple times for di¯erently sampled objects. The results
are presented on Figure 4.3c. About 10% improvement in classification accuracy is due to
better representations learned by RBM (disentanglement of the classes). When we regularize the classifier by generating stochastic representations with DropConnect noise
applied to trained RBM, the performance slightly drops. On the contrary, when the
classifier is regularized through the representations generated by RBSE, we get about
another 5% increase in accuracy on average.

4.5

Connection with Biological Studies

In case of Bernoulli synaptic noise, where every synapse was parametrized by a strength,
W , and a release probability, pW , we analyzed the evolution of synaptic distributions
during RBSE training. The results are presented on Figure 4.4.
The distribution of the release probabilities converged to an exponential with a peak

65
near 0.5-0.6 (Figure 4.4a) which is close to the experimentally measured synaptic release
between pyramidal cells in L2/3 area in the cat and rat brains [78]. Interestingly, strong,
mostly inhibitory rare synapses became very reliable (Figure 4.4b), while the majority
remained unreliable. This is consistent with the experimentally studies influence of longterm potentiation (LTP) and long-term depression (LTD) on synaptic reliability [81].

4.6

Discussion

In this chapter, we introduced the concept non-deterministic representations that can be
learned by Energy-based Stochastic Ensembles tuned to the data in the unsupervised fashion. The ensemble stochasticity can capture the data variance and be used to adaptively
regularize discriminative models and improve their performance in semi-supervised settings. The actual learning of a proper model perturbation from the data is the conceptual
novelty compared to previous work [77, 73, 74]. We illustrated the power of stochastic
ensembles visually on synthetic two-dimensional data and demonstrated it quantitatively
on one-shot learning of the MNIST digits.
The inspiration from synaptic stochasticity observed in biological nerve cells provides a number of insights and hypotheses for experimental neuroscience, which we will
report separately elsewhere. From the artificial neural networks perspective, the proposed approach of using stochastic connections between neural units is interesting as
well. For example, similar stochastic ensembles of feedforward neural networks should
be able to capture complex multi-modal data manifolds [82]. Also, recently proposed
Generative Stochastic Networks (GSNs), which are used to encode probabilities in their
sampling behavior [83], can be naturally endorsed with non-deterministic connections
and might potentially realize richer families of distributions.
Interestingly, biological inspiration also suggests that neuromorphic computers that
operate in a massively parallel fashion, while consuming a fraction of the power of dig-
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ital computers [8] can be leveraged. They often natively support Bernoulli synaptic
stochasticity [62], and neuromorphic variants of RBMs can be e˘ciently implemented
and trained [25]. This suggests that the disadvantages associated to the computational
overhead of RBSEs can be nullified by using an appropriate computational substrate.
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Chapter 5
Conclusion
5.1

Summary

In this thesis, we considered a number of non-conventional approaches to building probabilistic models based on brain-inspired stochastic mechanisms. First, we studied the
computation in spiking neural networks. We considered two well-known models and the
corresponding neural architectures: the Naive Bayes model implemented with a winnertake-all spiking neural network and the Boltzmann machine implemented in a spiking or
non-spiking fashion. We proposed and analyzed an e˘cient way to implement stochastically firing neurons in hardware by leveraging the inherently non-deterministic behavior
of nano-scale devices, called memristors. Our analysis and simulations confirmed that
the proposed neurons are robust and suitable for building probabilistic sampling and
pattern adaptation machinery.
Second, inspired by the stochasticity of the synaptic connections in the brain, we
introduced and analyzed a new generative model, named restricted Boltzmann stochastic ensemble, a Boltzmann machine with probabilistic connections. We showed that
the ensemble could learn non-deterministic representations—mappings from the feature
space to a family of distributions in the latent space encoded through the uncertainty
in model parameters, i.e. synaptic strengths. We proposed an algorithm similar to contrastive divergence for training the stochastic ensembles, demonstrated the concept of

68
the stochastic representations on a synthetic dataset as well as tested them in the oneshot learning scenario on MNIST. Finally, we drew parallels between tunable stochastic
ensembles and the experimental studies of the synaptic release.

5.2

Future Research Work

The topic of brain-inspired stochastic mechanisms and models studied in this thesis
is very broad. Therefore, the analyses and results described in the chapters of this
manuscript should be regarded as a preliminary exploration that opens numerous new
questions and directions for further investigation. In particular:
1. The proposed stochastically spiking circuit was analyzed analytically and through
simulations. The natural next step would be to build such neurons in hardware.
2. Our spike generation mechanism exploited probabilistic switching of memristors.
The model was based on a the data coming from a single experimental study of
amorphous silicon devices. However, the literature generally lacks comprehensive
experimental analyses and quantifications of such behaviors for di¯erent materials
and types of memristive devices. Therefore, such experimental studies are highly
relevant and important in future work.
3. The concept of non-deterministic representations, introduced in Chapter 4, was
demonstrated on toy datasets and applied to a specific and narrow problem—oneshot learning. It would be important to extend the same approach to many more
realistic scenarios, e.g., integrate such representations into convolutional neural
networks that demonstrate state-of-the-art results on image categorization tasks.
4. To establish a connection between the unreliability of biological synapses and the
ability to better generalize from limited labeled data, it is important to find biologically plausible learning rules that can be used for training the stochastic ensembles.
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APPENDICES
A

RBSE Mathematical Details

A.1

Posterior Bernoulli and Gaussian Distributions

This section provides details on the posterior distributions for Bernoulli and Gaussian
stochastic ensembles. RBM has three sets of parameters: connection strengths between
the visible and hidden layers W 2 RD⇥K , bias b 2 RD for visible, and bias c 2 RK for
hidden units. We use i to index D visible dimensions, and j for K hidden dimensions.
We denote unnormalized measures by P̃ (·). When the equations for Wij , bi , and cj have
the same form, we refer to these components as ✓k .
For some fixed (vv , h ) we know that RBSE’s energy is a linear function of ✓. Since the
prior P (✓; ↵) factorizes over all the components of ✓ according to our definition (eq. 4.8
in the main text). Thus, unnormalized P̃ (✓, v , h ; ↵) factorizes over all ✓k :
P̃ (Wij , vi , hj ; ↵ij ) = P (Wij ; ↵ij ) exp(vi hj Wij ),
P̃ (bi , vi ; ↵i ) = P (bi ; ↵i ) exp(vi bi ),

(A.1)

P̃ (cj , hj ; ↵j ) = P (cj ; ↵j ) exp(hj cj ).
As mentioned in the main text, we can renormalize (A.1) and obtain the following pos-
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terior:
W , b, c | v , h; ↵)
P (W
Q
Q
Q
ij P (Wij , vi , hj ; ↵ij ) ·
i P (bi , vi ; ↵i ) ·
j P (cj , hj ; ↵j )
Q
Q
=RQ
W · i P (bi , vi ; ↵i )dbb · j P (cj , hj ; ↵j )dcc
ij P (Wij , vi , hj ; ↵ij )dW
Y
Y P (bi , vi ; ↵i ) Y P (cj , hj ; ↵j )
P (Wij , vi , hj ; ↵ij )
R
R
R
=
P
(W
,
v
,
h
;
↵
)dW
P
(b
,
v
;
↵
)db
P (cj , hj ; ↵j )dcj
ij
i
j
ij
ij
i
i
i
i
ij
i
j
Y
Y
Y
=
P (Wij | vi , hj ; ↵ij )
P (bi | vi ; ↵i )
P (cj | hj ; ↵j ).
ij

i

(A.2)

j

As we see, if the prior distribution P (✓; ↵) factorizes over the components of ✓, the posterior distribution P (✓ | v , h ; ↵) is also factorisable. Finally, we need to find the posterior
distribution for each of the components for the Bernoulli and Gaussian ensembles.
For Bernoulli case, a priori, every component ✓k can either take some non-zero value
✓¯k with probability (1

pk ), or be equal to zero with probability pk . Then, the distribu-

tion P (✓; ↵) is parametrized by ↵ = (✓¯k , pk ) and has the following form:

P (✓; ↵) =

Y

P (✓k ; ↵k ) =

k

Y⇥

(✓k )(1

k

pk ) + (✓k

⇤
✓¯k )pk ,

(A.3)

where (·) is the Dirac delta function. The posterior for Wij (similar for bi and cj ) will
be

P (Wij | vi , hj ; ↵ij ) =

(Wij )(1

pij ) + (Wij W̄ij )pij exp(vi hj Wij )
1 pij + pij exp(vi hj Wij )

(A.4)

For Gaussian case, components ✓k a priori have a Gaussian distribution with the
mean ✓¯k and variance

2
k,

i.e., ↵k = (✓¯k ,

k ).

Omitting the details of integration, the

posterior for Wij will have the following form (similar expressions are easy to derive for
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bi and cj ):

P (Wij | vi , hi ; ↵ij ) = p

1
2⇡

ij

0 "

exp @

Wij

(W̄ij +
p
2 ij

vi hi ij2 )

#2 1

A.

(A.5)

In both Bernoulli and Gaussian cases, due to the linear structure of the RBSE energy
function and the structure of the prior P (✓; ↵), we are able to get analytical expressions
for the posterior of each component of ✓. Moreover, the derivations will be the same not
only for Bernoulli and Gaussian cases, but for any P (✓; ↵) that is completely factorisable
over {✓k }.

A.2

Expectations Over The Posterior

Here we provide details on the analytical computation of the expected stochastic gradient
update for the two types of stochastic ensembles: Bernoulli and Gaussian. For the sake
of space, as in Appendix A, when there is no ambiguity, we denote the components of
W , b , c generally as ✓k .
The general form of the gradient expectation is the following (see eq. 4.10 in the
main text):

Z

⇥

P (✓ | v , h; ↵)

@ (✓; ↵)
d✓.
@↵

(B1)

Now, we start with the Bernoulli case, where ↵k = (✓k , pk ). The prior distribution
and the gradient components of the
P (✓k ; ↵k ) ⌘ e
@
(✓k )
=
@pk
e

potential have the following form:

(✓k ;↵k )

(✓k
(✓k ;↵k )

= (✓k )(1 pk ) + (✓k ✓¯k )pk ,
0
@
✓¯k )
(✓k ✓¯k )pk
,
=
,
e (✓k ;↵k )
@ ✓¯k

(B2)

where (·) is the Dirac delta function, and 0 (·) is its derivative. When we plug (A.2) and
(B2) into (B1), we obtain the following expressions for the expectation over Wij (similar

81
for bi and ci ):


@
E
| vi , hi =
@pij
1

@
E
| vi , hi =
@ W̄ij
1

⇣
1 pij
1
pij + pij exp(vi hi W̄ij )
Z
pij
0
(Wij
v
h
W̄
i
i
ij
pij + pij e

= [integrating by parts] =

1

⌘
evi hi W̄ij ,
W̄ij ) exp(vi hi Wij )dWij

(B3)

pij evi hi W̄ij
( vi hi ).
pij + pij exp(vi hi W̄ij )

Eventually, we get the following expressions for the gradient components of the loglikelihood:
@ log P (vv ; ↵)
= hP (Wij 6= 0 | vi , hi ) vi hi idata hP (Wij 6= 0 | vi , hi ) vi hi irecon ,
@ W̄ij
⇣
⌘E
@ log P (vv ; ↵) D
vi hi W̄ij
= P (Wij = 0 | vi , hi ) 1 e
@ p̄ij
data
D
⇣
⌘E
P (Wij = 0 | vi , hi ) 1 evi hi W̄ij
.

(B4)

recon

The gradient over W̄ij resembles the original contrastive divergence but has additional
posterior probability multipliers.
Similarly, we do the same derivations for the Gaussian case, where ↵k = (✓¯k ,
The prior and the

k ).

derivatives are the following:

" ✓
◆2 #
¯
1
✓
✓
k
k
p
P (✓k ; ↵k ) ⌘ e (✓k ;↵k ) = p
exp
,
2⇡ k
2 k
"
✓
◆2 #
@
✓¯k ✓k
@
1
✓k ✓¯k
=
,
=
1
.
2
@ k
@ ✓¯k
k
k
k

(B5)

After marginalization, we get the following expressions for Wij (similar for bi and cj ):


@
E
| v i , hi =
@ W̄ij

vi h i ,

E



@
@

ij

| v i , hi =

vi2 h2i

ij ,

(B6)
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and get the following expressions for the gradient of the log-likelihood components:
@ log P (vv ; ↵)
= hvi hi idata hvi hi irecon ,
@ W̄ij
⌦ 2 2 ↵
@ log P (vv ; ↵) ⌦ 2 2 ↵
= vi hj ij data
vi hj ij recon .
@ ¯ij
Notice that when W , b , c are deterministic (i.e., pij = 0 and

(B7)

k

= 0 for Bernoulli

and Gaussian ensembles, respectively), the expected derivatives over W̄ij (the same is for
b̄i and c̄j ) give the same expressions as the standard contrastive divergence. Thus, RBM
is the deterministic limit of RBSE.
Another point is related to the implementation: During the optimization, the algorithm steps might be suboptimal, hence we restrict probabilities be in the range [✏, 1

✏]

for some ✏ ⌧ 1. In other words, we do not allow the model occasionally turn into classic
RBM by keeping some ✏-stochasticity in the connection strengths.
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