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ABSTRACT

Multilevel Approximations of Markovian Jump Processes with

Applications in Communication Networks

Pedro Andrés Vilanova Guerra

This thesis focuses on the development and analysis of e�cient simulation and

inference techniques for Markovian pure jump processes with a view towards appli-

cations in dense communication networks. These techniques are especially relevant

for modeling networks of smart devices —tiny, abundant microprocessors with inte-

grated sensors and wireless communication abilities— that form highly complex and

diverse communication networks. During 2010, the number of devices connected to

the Internet exceeded the number of people on Earth: over 12.5 billion devices. By

2015, Cisco’s Internet Business Solutions Group predicts that this number will exceed

25 billion.

The first part of this work proposes novel numerical methods to estimate, in an

e�cient and accurate way, observables from realizations of Markovian jump processes.

In particular, hybrid Monte Carlo type methods are developed that combine the

exact and approximate simulation algorithms to exploit their respective advantages.

These methods are tailored to keep a global computational error below a prescribed

global error tolerance and within a given statistical confidence level. Indeed, the

computational work of these methods is similar to the one of an exact method, but

with a smaller constant. Finally, the methods are extended to systems with a disparity
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of time scales.

The second part develops novel inference methods to estimate the parameters of

Markovian pure jump process. First, an indirect inference approach is presented,

which is based on upscaled representations and does not require sampling. This

method is simpler than dealing directly with the likelihood of the process, which, in

general, cannot be expressed in closed form and whose maximization requires com-

putationally intensive sampling techniques. Second, a forward-reverse Monte Carlo

Expectation-Maximization algorithm is provided to approximate a local maximum or

saddle point of the likelihood function of the parameters given a set of observations.

The third part is devoted to applications in communication networks where also

mean field or fluid approximations techniques, to substantially reduce the computa-

tional work of simulating large communication networks are explored. These methods

aim to capture the global behaviour of systems with large state spaces by using an ag-

gregate approximation, which is often described by means of a non-linear dynamical

system.



6

ACKNOWLEDGEMENTS

This PhD dissertation is dedicated to my family, specially my wife Leticia and my
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size, �t, for the gene transcription and translation model (5.29). Upper

right: estimated variance of the di↵erence between two consecutive

levels, V̂`, as a function of �t. Lower left: estimated path work,  ̂`,

as a function of �t. Lower right: estimated total computational work,
PL

l=0  ̂lMl, as a function of the level, L. . . . . . . . . . . . . . . . . 228

5.10 Left: Percentage of the statistical error over the computational global

error, for the gene transcription and translation model (5.29). As men-

tioned in Section 5.4, it is well above 0.5 for all the tolerances. Right:
q

V̂` ̂` as a function of `, for the smallest tolerance, which decreases as

the level increases. Observe that the contribution of level 0 is almost

equal to the sum of the other levels. . . . . . . . . . . . . . . . . . . 229

5.11 The one-step exit probability bound, �`, and M` for `=0, 1, ..., L⇤, for

the smallest tolerance in the gene transcription and translation model

(5.29). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 229

5.12 Left: performance of formula (5.5) as a strong error estimate for the

gene transcription and translation model (5.29). Here, h=�t. Right:

estimated variance of V` with 95% confidence intervals. . . . . . . . . 230



19

5.13 Left: QQ-plot based on ML estimates for the gene transcription and

translation model (5.29). Also, we performed a Shapiro-Wilk normal-

ity test and we obtained a p-value of 0.6. Right: TOL versus the actual

global computational error. The numbers above the straight line show

the percentage of runs that had errors larger than the required toler-

ance. We observe that in all cases (except the second for a very small

margin) the computational error follows the imposed tolerance with

the expected confidence of 95%. . . . . . . . . . . . . . . . . . . . . . 230

5.14 Proportion of the number of Cherno↵ tau-leap steps over the total

number of tau-leap steps for the gene transcription and translation

model (5.29). In the x-axis, we show the corresponding level (starting

from level 0) and, subsequently, the coarse (C) and fine (F) level. Below

the title, we show the corresponding �` of each level. We observe a small

increase in the proportion of the number of Cherno↵ steps from levels

1F/2C to levels 3F/4C (strictly speaking, a shift in the median and the

third quartile). This is due to consecutive refinements in the values of

�, from 1e�5 to 1e�7, producing smaller and smaller values of ⌧Ch. . 233

5.15 Total number of tau-leap steps per path for the gene transcription and

translation model (5.29). In the x-axis, we show the corresponding

pairings of two consecutive levels (starting from level 0) and, subse-

quently, the coarse (C) and fine (F) meshes for two consecutive levels.

Below the title, we show the corresponding �` of each level. The domain

ITL of the tau-leap method decreases with refinements, but, since the

size of time mesh halves form by passing from one level to the next one,

we see an increasing number of tau-leap steps until, at a certain level,

there are no more tau-leap steps due to the relative computational cost

of the tau-leap method. . . . . . . . . . . . . . . . . . . . . . . . . . . 234

5.16 Total number of exact steps per path for the gene transcription and

translation model (5.29). In the x-axis, we show the corresponding

pairings of two consecutive levels (starting from level 0) and, subse-

quently, the coarse (C) and fine (F) meshes for two consecutive lev-

els. Below the title, we show the corresponding �` of each level. The

domain IMNRM of the exact method is monotonically increasing with

refinements of the time mesh and the one-step exit probability bound.

As a consequence, we expect the total count of exact paths to be a

monotonically increasing function of the level, `. . . . . . . . . . . . . 235



20
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Preface

This dissertation consists of nine chapters. The first one introduces notation and

motivates the main techniques later used. The second one presents a self-contained

summary of chapters four to eight which form the central core of the thesis. Each one

of those chapters corresponds to one paper, as indicated in Appendix B. In the third

chapter, two applications to communication networks are presented. Chapters four

to six address e�cient automatic error-controlled methods for computing quantities

of interest for a class of continuous-time Markovian pure jump processes. Chapters

seven and eight address the statistical inference problem of estimating parameters of

the same class of processes from a finite number of observational times. The final

chapter summarizes the thesis and discusses future work.

The research e↵ort contained in this thesis is divided into three lines of work:

• The forward problem.

• The inverse problem.

• Applications to communication networks.

The first two lines are briefly explained below and the applications are presented

later, in Chapter 3.
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The Forward Problem

The main goal in this line of work is to e�ciently compute accurate estimations of

the quantity

E [g(X(T ))] ,

where X : [0, T ] ⇥ ⌦ ! Zd
+, is a continuous-time Markovian pure jump stochastic

process (PJP) evaluated at time T > 0, and g : Rd ! R is a suitable observable.

In this thesis it is assumed that the previous expected value exists, which is called a

quantity of interest (QoI).

Since it is not possible to obtain general analytic expressions for non-trivial cases

of QoI’s, a Monte Carlo approach is used [9]. That is, the following approximation is

considered

E [g(X(T ))] ⇡ 1

M

M
X

m=1

g(X(T,!m)),

where !m denotes an m-th realization (trajectory, path) of the process X.

In some cases, simulating a path of this kind of jump process can be computation-

ally demanding. For this reason, approximate methods, such as the Tau-leap [10], are

used.

In order to compute accurate estimations, the global computational error

E :=
�

�

�

E [g(X(T ))]� 1

M

M
X

m=1

g(X̄(T, !̄m))
�

�

�

,

needs to be estimated and controlled. Here, X̄ denotes the approximate process.

Then, given a prescribed global error tolerance, TOL > 0, and a confidence level

↵ 2 (0, 1), compute an approximation of E [g(X(T ))] in such a way that

P (E > TOL) < 1� ↵,
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consuming the minimum possible computational work.

The Inverse Problem

The main goal in this line of work is to address the statistical inference problem

of estimating parameters from discretely observed data, that is, data collected by

observing one or more paths of the continuous-time Markovian pure jump process X

at a certain finite number of observational times.

As in the forward problem, each possible jump of the process occurs according to

one of the pairs {(aj(x; ✓), ⌫j)}Jj=1, where aj : Zd
+⇥⇥! R+ is the propensity function

associated with the jump ⌫j 2 Zd. In this case, the propensity functions depend on a

parameter ✓ 2 ⇥, where ⇥ is assumed to be finite dimensional.

The probability of the system jumping from x 2 Zd
+ to x+⌫j 2 Zd

+ during the

small time interval (t, t+h], h > 0 is

P
�

X(t+h) = x+⌫j
�

� X(t) = x
�

= aj(x; ✓)h+ o(h).

Assuming that aj(x; cj) = cj gj(x) for every j, the main goal is to compute estima-

tions of the set of unknown positive reaction rate constants cj, for known functions

gj, from a discretely observed data set D of size K,

D := ([sk, tk], x(sk), x(tk))
K
k=1,

such that [sk, tk] is the time interval determined by two consecutive observational

points, sk < tk, where the states x(sk) and x(tk) have been observed.
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Chapter 1

Introduction

In this chapter, notation and basic definitions are introduced. Since probability theory

and stochastic processes play an important role in this thesis, a brief review on basic

concepts is given in Appendix A.

1.1 The Poisson Process

The Poisson process is a simple example of a continuous-time Markov Chain, and it

is an essential building block for most of the work presented in this thesis. A Poisson

process can be constructed by using exponential random variables. Some references

are [11, 12, 13, 14].

A right-continuous process X : [0, T ] ⇥ ⌦ ! Z+, is a homogeneous Poisson pro-

cess with rate �>0 if the time spent at each state is exponentially distributed with

rate �. To construct such a process, take a sequence E1, E2, ..., En of independent

exponentially distributed random variables with rate �, and set

J0 = 0, and Jn = E1 + E2 + ...+ En, n � 1.

Then,

X(t) := max{n � 0 : Jn  t}, t � 0.
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The trajectories or paths of this process are non-decreasing, piecewise constant, take

only positive integer values, and at t = Jn, the process has a discontinuity jump of

size one.

Characterization of the Poisson process Let X(t) be a Poisson process with

rate �. Then,

P (X(t+h)�X(t) = 0) = 1� �h+ o (h)

P (X(t+h)�X(t) = 1) = �h+ o (h) (1.1)

P (X(t+h)�X(t) > 1) = o (h) .

It can also be proved that, for s � 0, X(t+s)�X(s) is a Poisson process with rate �

and independent of X(r) for 0  r < s.

Two useful properties Let X(t) be a Poisson process with rate � > 0. Then it

can be proved that:

1. conditional on having exactly one jump in the interval (t, t+h], h > 0, the time

at which the jump occurs is uniformly distributed on the interval.

2. if Y (t) is an independent Poisson process from X(t), with rate �0, then X(t) +

Y (t) is a Poisson process with rate �+�0. This will be used in Section 2.1.2.

Number of events Given a fixed interval (0, t) the interest is to determine the

number of events X(t). Recall that, for non-overlapping intervals, the number of

events are mutually independent. Let px(t) := P (X(t) = x). The goal is to obtain a

set of di↵erential equations for px(t). To this end, split the time interval (0, t+h] into

(0, t] and (t, t+h] (and let h ! 0). Let X(t) be the number of events in (0, t] and
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X(t, t+h) := X(t+h)�X(t) the number of events in (t, t+h]. Then,

px(t+h) = P (X(t+h) = x)

= P (X(t) = x and X(t, t+h) = 0

or X(t) = x�1 and X(t, t+h) = 1

or X(t) = x�k and X(t, t+h) = k for k=2, 3, ..., x)

= P (X(t) = x) P
⇣

X(t, t+h) = 0
�

�

�

X(t) = x
⌘

+ P (X(t) = x�1) P
⇣

X(t, t+h) = 1
�

�

�

X(t) = x�1
⌘

+
X

k=2,...,x

P (X(t) = x�k) P
⇣

X(t, t+h) = k
�

�

�

X(t) = x�k
⌘

By using (1.1),

px(t+h) = px(t)(1� �h) + px�1�h+
X

k=0,...,x

px�k(t)o(h).

When h! 0,

d

dt
p0(t) = ��p0(t) (1.2)

d

dt
px(t) = ��px(t) + �px�1(t), x=1, 2, ... .

The initial condition must be

p0(0) = 1,

and

px(0) = 0, x=1, 2, ... .

Solving recursively it can be shown that

P (X(t) = x) = e��t(�t)x/x!, x=0, 1, ... .



33

Moreover, given 0  t < t+h,

P (X(t+ h)�X(t) = x) = e��h(�h)x/x!, x=0, 1, ... .

A natural generalization of the homogeneous Poisson process is when the rate is

a function of time, � = �(t). In this case,

P (X(t+h)�X(t) = x) = e�
R

(t,t+h] �(u)du

✓

Z

(t,t+h]

�(u)du

◆x

/x!, x=0, 1, ... ,

and expression (1.1) reads

P (X(t+h)�X(t) = 1) = �(t)h+ o (h) .

The rate

⇤(t) :=

Z

(t,t+h]

�(u)du,

can be seen as a non-linear transformation of the time scale. For dt/d⇤ = 1/�, it can

be shown that the system of equations (1.2) reduces to

d

d⇤
p0(⇤) = �p0(⇤)

and
d

d⇤
px(⇤) = �px(⇤) + px�1(⇤).

These equations define a unit-rate Poisson process. This transformation of the Poisson

process is related with the fundamental random time change representation presented

in (1.2.1).
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1.2 A Class of Markovian Pure Jump Processes

Assume there exist d species (or object types) (S1, ..., Sd) undergoing J di↵erent reac-

tion (or transition) channels, (R1,R2, . . . ,RJ), indexed by j. Each reaction requires

inputs and outputs. For example, the reaction S1 ! S2 requires the input of one

particle (or individual) of the species S1 and produces as output one particle of the

species S2. The reaction ; ! S2 does not require any input and still produces one

particle. The reaction S1 + S2 ! S3 requires the input of one particle of the species

S1 and one particle of the species S2, and produces one particle of S3. In general, for

a system of J reaction channels and d species,

⌫̄1jS1 + ⌫̄2jS2 + ...+ ⌫̄djSd ! ⌫̄ 01jS1 + ⌫̄ 02jS2 + ...+ ⌫̄ 0djSd, j=1, ..., J. (1.3)

Let X(t)=(X1(t), X2(t), ..., Xd(t)) 2 Zd
+ be the state of the system at time t.

Each component is the number of particles of each species. Let ⌫j 2 Zd be the

transition (or stoichiometric or state-change) vector of the j-th reaction, that is,

the number of particles consumed/produced of each species in reaction j. That is,

⌫j = (⌫̄ 01j, ⌫̄
0
2j, ..., ⌫̄

0
dj)

T � (⌫̄1j, ⌫̄2j, ..., ⌫̄dj)T which is the net change in the number of

particles of each species when the reaction fires.

For example, in the case of the reaction S1 + S2 ! S3 its transition vector is

(�1,�1, 1)T . For the same reaction, let x1 be the number of particles of species S1

at time t and x2 the number of particles of species S2 at time t. Then, suppose that

the interaction between those two species takes the form

P
⇣

the reaction fires in (t, t+h]
�

�

�

X(t) = (x1, x2, x3)
⌘

⇡ cx1x2h,

where c > 0 is called a reaction rate constant, and h > 0. That is, the probability of

the reaction occurring in a small time interval (t, t+h] is proportional to the product
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of the number of particles of each species taking part as input of the reaction, times

the size of the time interval.

In general, the probability that reaction j will occur during the small interval

(t, t+h] is then assumed to be

P
�

reaction j fires in (t, t+h]
�

� X(t) = x
�

= aj(x)h+ o (h) ,

where aj : Rd ! R is a given non-negative propensity function (usually polynomials).

If, for a given x, x+⌫j /2 Zd
+, then aj(x)=0. For a state vector x 2 Zd

+, a single firing

of reaction j leads to the change

x! x+ ⌫j,

that is,

X(t) = X(t�) + ⌫j.

Then, this class of Markovian pure jump process is completely specified given the set

of pairs, for j=1, ..., J , Rj = (⌫j, aj(x)), with ⌫j 2 Zd and aj : Rd ! R. This class is

also called stochastic population processes [15, 16] or stochastic reaction networks in

the chemical kinetics literature. These processes are continuous-time Markov Chains

in which only a finite number of possible transition channels are allowed.

Homogeneity assumption and mass-action propensities According to the

mass-action principle [17], the rate at which a reaction may fire is proportional to

the number of possible subsets of the particles of each input species of that channel.

That is,

aj(x) = cj

 

d
Y

i=1

⌫̄ij!

!

d
Y

i=1

Cxi
⌫̄ij1{xi�⌫̄ij}, j=1, 2, ..., J,
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where cj is the reaction rate constant of channel j, and Cn
k := n!/(k!(n�k)!). The

mass-action principle reflects the fact that the particles are assumed to be well-mixed.

For example, for the unary reaction

S1
c1�!

d
X

i=1

⌫̄i
0Si,

the propensity is a1(x) = c1x, where x is the number of particles of species Si. For

the binary relations

S1 + S1
c2�!

d
X

i=1

⌫̄i
0Si, and S1 + S2

c3�!
d
X

i=1

⌫̄i
0Si,

the propensities are given by a2(x) = c2x1(x1�1) and a3(x) = c3x1x2, respectively.

For a nullary reaction,

; c4�!
d
X

i=1

⌫̄i
0Si

the propensity is constant, namely a4(x) = c4.

1.2.1 Stochastic Representation

Since it is not possible that two reactions occur at the same time, the total number of

times that the j-th reaction channel fired in the time interval (0, t], denoted by Fj(t),

can be modeled as a counting process. Let

Fj(t) := Yj

✓

Z t

0

aj(X(s))ds

◆

, j=1, ..., J,
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where Yj : R+⇥⌦ ! Z+ are independent unit-rate Poisson process. Then, the state

of the system satisfies

X(t) = X(0) +
J
X

j=1

⌫jYj

✓

Z t

0

aj(X(s)) ds

◆

(1.4)

= X(0) +
J
X

j=1

⌫jFj(t).

This is called the random time change representation and it is mainly due to Kurtz

[18].

Explosions The class of pure jump processes, defined in Section 1.2, does not

exclude the possibility of explosions in finite time. As an example, let the initial

value problem be
8

>

<

>

:

d

dt
x(t) = x2(t), t � 0

x(0) = x0.

This problem has solution x(t) = � x0
x0t�1 , which diverges at t = 1

x0
. This is equivalent

to

x(t) = x(0) +

Z t

0

x2(s)ds,

which in turn is analogous to the process

X(t) = x0 + Y

✓

Z t

0

X2(s)ds

◆

.

This representation corresponds to a pure birth process that starts at x0 and has

propensity function a(X) = X2 and change vector ⌫ = 1. By using a series argument

on the interarrival times of this process it is possible to show that it also explodes.

A deeper treatment of explosions in this setting can be found in [19]. Non-explosion

is guaranteed if the state space is bounded, which is the case when species are trans-

formed or depleted only. If the propensity functions are bounded for every state, the
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process is also non-explosive. In this work, the possibility of explosions in finite time

is precluded.

1.2.2 Kolmogorov Equations

Let

p(x, t, y, s) := P (X(t+s) = y | X(t) = x) ,

whereX is a continuous-time Markov Chain with countable state space S (for example

S = Zd
+). The Kolmogorov equations describe the time evolution of the probability

transition function p, where x, y 2 S and t > s. Assume p(x, t, y, s) does not depend

on t, that is, X is time homogeneous. Define px;y(s) := p(x, y, s). In can be shown

that, for t, s � 0,
X

z2S

px;z(s) = 1, 8x 2 S,

and
X

z2S

px;z(t)pz;y(s) = px;y(t+ s), 8x, y 2 S.

The second is called the Chapman-Kolmogorov equation. In compact form, it can be

written as

P (t+ s) = P (t)P (s) = P (s)P (t).

Also,

P (0) = I.
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In order to explore the behavior of this probability transition function assume conti-

nuity at the origin, limh!0+ P (h) = P (0), then take

d

dt
P (t) = lim

h!0+

P (t+ h)� P (t)

h

= lim
h!0+

P (t)(P (h)� I)

h

= P (t) lim
h!0+

P (h)� I

h
.

The function matrix

Q := lim
h!0+

P (h)� I

h
,

is called the infinitesimal generator of P (s) (or rate matrix) and it is the derivative

of P (s) at s=0. The elements of Q are the rates or propensities of moving from one

state to another. It can be shown that

qx;x = lim
h!0+

px;x(h)� 1

h
2 [�1, 0], 8x 2 S

and

qx;y = lim
h!0+

px;y(h)

h
2 [0,+1), 8x, y 2 S.

When S is finite, the system

d

dt
P (t) = P (t)Q (1.5)

has the formal solution

P (t) = P (0)etQ = IetQ = etQ

where the matrix exponential is defined as

etQ :=
1
X

k=0

(tQ)n

n!
.
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It is easy to see that e(t+s)Q = etQesQ for t, s � 0, and e0Q = I, then {etQ}t�0 satisfies

the semigroup property. The function matrix Q is thus an operator (usually denoted

by L) and, for a bounded function f ,

L(f)(x) =
X

y2S

qx;yf(y) =
X

y 6=x

qx;y(f(y)� f(x)), 8x 2 S.

The last equality holds because, qx;xf(x) = �
P

y 6=x qx;yf(x), which can be shown

using the properties of Q. The system (1.5), written in component form, reads

d

dt
px;y(t) =

X

x02S

qx0;ypx;x0(t), 8x, y 2 S,

which is called the Kolmogorov forward equation. Given an initial distribution

px(0) = p̃x (for example 1{x=x0} if the process starts at state x0 a.s.), this equation

becomes
8

>

>

<

>

>

:

d

dt
px(t) =

X

x02S

qx0;xpx0(t), t > 0, 8x 2 S,

px(0) = p̃x.

In the pure jump setting, the forward equation becomes

d

dt
px;y(t) =

X

x02S

qx0;ypx;x0(t)

=

 

X

x0 6=y

qx0;ypx;x0(t)

!

+ qy;ypx;y(t)

=
X

x0 6=x

(qx0;ypx;x0(t)� qy;x0px;y(t)) .

Starting from state X(t) = x, it is only possible to move to X(t + h) = x + ⌫j for

some reaction channel j 2 {1, 2, ..., J} with propensity aj(x). In the same way, for

reaching x, it is only possible if coming from x� ⌫j for some j. Then, qx;x+⌫j = aj(x)
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and qx�⌫j ;x = aj(x� ⌫j). Substituting,

d

dt
px;y(t) =

J
X

j=1

(aj(y � ⌫j)px;y�⌫j(t)� aj(y)px;y(t)), 8x, y 2 S.

This is called the Master Equation. Given an initial condition px(0) = p̃x (for example

1{x=x0}), this reads

8

>

>

>

<

>

>

>

:

d

dt
px(t) =

J
X

j=1

(aj(x� ⌫j)px�⌫j(t)� aj(x)px(t)), t > 0, 8x 2 S,

px(0) = p̃x.

(1.6)

This is a linear system of ODEs that has the size of the state space of the process X.

Generally, it is di�cult to obtain analytic solutions of this equation, and numerical

solutions are computationally feasible only for relatively small systems. Stochastic

simulations are used as one of the possible alternatives [20].

Using equation (1.6), it is possible to obtain an ordinary di↵erential equation

system for the expected value,

d

dt
E [X(t)] =

X

x2S

x
d

dt
px(t)

=
X

x2S

x
J
X

j=1

�

aj(x�⌫j)px�⌫j(t)� aj(x)px(t)
�

=
J
X

j=1

 

X

x2S

(x+⌫j)aj(x)px(t)�
X

x2S

xaj(x)px(t)

!

=
J
X

j=1

⌫jE [aj(X(t))] .

where px(t) := px0;x(t) with x0 be a fixed initial state, i.e., px(0) = 1{x=x0}. For the
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case that the propensity functions are nullary or unary, the following holds

d

dt
Z(t) =

J
X

j=1

⌫ja(Z(t)), t 2 R+, (1.7)

where Z(t) := E [X(t)], and Z(0) = x0. This ODE system is usually called reaction-

rates ODEs or mean field. Equation (1.7) can be used as an approximation (see next

section).

1.2.3 Generator of the Process and Upscaling

Let {G(t)}t�0 be a linear semigroup, i.e., is a one parameter family of bounded

linear operators with the semigroup property (see [18] chapter 4). The infinitesimal

generator LX of a pure jump Markov process X is a linear operator on the set of

bounded functions, defined by

LX(f) := lim
t!0

G(t)f � f

t
, f bounded, (1.8)

where G(t) is a linear semigroup {G(t)}t�0 of operators. Its domain is the set of

bounded functions for which the limit (1.8) exists.

Let G(t)f(x) := E [f(X(t))|X(0) = x] . Then, the semigroup characterization of

the pure jump process X is given by

G(h)f(x)� f(x)

h
=

1

h

 

X

y2S

f(y)P (f(X(h))|X(0) = x)� f(x)

!

=
1

h

 

J
X

j=1

f(x+⌫j)(aj(x)h+o(h)) + f(x)

 

1�
J
X

j=1

aj(x)h+o(h)

!

� f(x)

!

=
J
X

j=1

f(x+⌫j)

✓

aj(x)+
o(h)

h

◆

�
J
X

j=1

(f(x)aj(x)) + f(x)
o(h)

h
.
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Then taking h! 0,

LX(f) :=
J
X

j=1

aj(x)(f(x+ ⌫j)� f(x)), f bounded. (1.9)

Now, by using a first-order Taylor expansion of f around x, the following generator

is obtained

LZ(f) :=
J
X

j=1

aj(x)@xf(x)⌫j,

which corresponds to the reaction-rates ordinary di↵erential system of equations:

8

>

<

>

:

dZ(t) = ⌫a(Z(t))dt, t 2 R+

Z(0) = x0 2 R+,

where the j-column of the matrix ⌫ is ⌫j and a is a column vector with components

aj. Using a second-order expansion, a Langevin approximation is obtained.

8

>

<

>

:

dY (t) = ⌫a(Y (t))dt+ ⌫diag(
p

a(Y (t)))dB(t), t 2 R+

Y (0) = x0 2 R+,

where Y is a di↵usion process and B(t) is a RJ valued Wiener process with indepen-

dent components, and the square J⇥J matrix diag(v), of a column J⇥1 vector v, has

elements (dij)Ji,j=1 equal to vj if i=j and zero otherwise.
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Dynkin formula This can be used, as in Paper IV [6], to derive a system of ODEs

for the evolution of the first two moments of a pure jump process. Let

Ex [f(X(t))] =
X

y2S

P (X(t) = y | X(0) = x) f(y)

=
X

y2S

px;y(t)f(y)

= exP (t)f

where ex is the canonical row vector that has one in the x-th component and zero

otherwise, and f is a bounded function, seen as a column vector.

Integrating the forward equation (1.5) gives

P (t) = I +

Z t

0

P (s)Qds.

Then, post-multiplying by f and pre-multiplying by ex gives

exP (t)f = exf +

Z t

0

exP (s)(Qf)ds.

Finally,

Ex [f(X(t))] = Ex [f(X(0))] + Ex



Z t

0

(Qf)(X(s))ds

�

, 8x 2 S.

In the pure jump setting,

E [f(X(t))] = E [f(X(0))] + E

"

J
X

j=1

Z t

0

aj(X(s))(f(X(s) + ⌫j)� f(X(s)))ds

#

.

(1.10)

This is called the Dynkin’s formula (see [21] for further details).
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Remark 1.2.1. Using Dynkin’s formula with f(y) = 1x=y, that is,

E [f(X(t))] = P (X(t) = x) = px(t),

it is possible to obtain again the Kolmogorov forward equation.

This formula is used in Paper IV [6], see Section 2.2.1.

Linear propensities In the case that all the reactions are nullary or unary, the

following holds

E [aj(X)] = aj(E [X]), for j=1, ..., J.

Then, using the previous equality in (1.4) we obtain,

E [X(t)] = E [X(0)] +
J
X

j=1

⌫jE



Yj

✓

Z t

0

aj(X(s))ds

◆�

= E [X(0)] +
J
X

j=1

⌫j

Z t

0

aj(E [X(s)])ds

because E [Yj(X)] = E [X]. Then, it is possible to obtain an ordinary di↵erential

equation and solve for the expected value (see equation (1.7)). If the propensities

are non-linear, then it is still possible to use an approximation via the infinitesimal

generator (see Section 1.2.1) or using an asymptotic result on a properly scaled system

when the number of particles goes to infinity (see Section 3.1.1).

1.2.4 Simulation Methods

Since the master equation usually cannot be solved explicitly or even numerically

because of its high dimension, simulation algorithms are used to obtain a sample

path that satisfies the solution of this equation. By using the Monte Carlo method,

many quantities of interest can be computed, for example E [g(X(T ))] for a suitable
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real functional g (see Section 2.1), or E [�(X, [s, t]) | X(s)=x,X(t)=y] for a suitable

functional mapping paths to real numbers � (see Section 8.2.3). In this section, two

pathwise exact methods and one approximate method are presented. Accurate and

e�cient approximate simulation methods are one of the main topics of this thesis.

Pathwise Exact Methods

In [5], Gillespie presented an algorithm that simulates statistically correct (or exact)

paths of X and requires the sampling of two uniform random variables per time step:

1. one to determine the time to the next jump,

2. one to determine which is the channel that is firing at that time.

This idea goes back at least to [22] and it was popularized by Gillespie. In the present

work, this method will be referred to as SSA. A path or trajectory corresponding to a

pathwise exact (or simply exact) simulation represents a sample with the probability

mass function which is the solution of the Master Equation (1.6) for a given initial

condition.

It is a continuous-time simulation algorithm based on the probability assumption

(2.1), which implies exponentially distributed jump times ⌧j ⇠ Exp(aj(x)), with

probability mass

P (⌧j) = aj(x) e
�aj(x)⌧j .

The probability of any jump happening is then

P (⌧min=t) = a0(x) e
�a0(x)t,

where

⌧min := min
1jJ

⌧j, and a0 :=
J
X

j=1

aj.

Also, if a jump occurs, the probability that it is due to reaction j is aj(x)/a0(x).
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For completeness an implementation of this method is presented in Algorithm 1,.

Algorithm 1 A pathwise exact stochastic simulation algorithm. Inputs: the initial
state, x0, the propensity functions, (aj)Jj=1, the stoichiometric vectors, ⌫=(⌫j)Jj=1, and
the final time, T . Outputs: a sequence of states, (X(tk))Kk=0 ⇢ Zd

+ such that tK = T .

1: k  0
2: tk  0
3: S  x0

4: X(tk) S
5: while tk < T do
6: aj  aj(S), for j=1, 2, ..., J
7: a0  

PJ
j=1 aj

8: if a0 > 0 then
9: tk+1  tk � log(u1)/a0, where u1 ⇠ uniform(0, 1)

10: if tk+1 < T then
11: dk  

Pk
j=1 aj/a0, for k=1, 2, ..., J

12: i smallest k : u2  dk, where u2 ⇠ uniform(0, 1)
13: S  S + ⌫i
14: else
15: tk+1  T
16: end if
17: else
18: tk+1  T
19: end if
20: X(tk+1) S
21: k  k + 1
22: end while
23: return (X(tl))kl=0

The drawback of this algorithm appears clearly as a0(x) becomes large: the com-

putational work to keep track of all the jump times may become una↵ordable. In-

deed, the mean value of the jump times on the interval (t, t + ⌧) is approximately

a0(X(t))⌧ + o (⌧).

Remark 1.2.2. The Modified Next Reaction Method (MNRM), introduced in [7], is

a pathwise exact simulation algorithm like Gillespie’s SSA that explicitly uses the ran-

dom time change representation and generates only one exponential random variable

per iteration. In this method, computing the next reaction and its time is equivalent to

computing how much time passes before one of the Poisson processes, Yj, fires, and to
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identifying which process fired at that particular time, by taking the minimum of such

times. The main advantage of this work is that, it is possible to simulate correlated

exact/tau-leap paths using this algorithm as well as nested tau-leap/tau-leap paths.

Its implementation is presented in Algorithm 9 of Section 5.1.1.

The Tau-leap Approximation

The tau-leap method was proposed in [10] to avoid the computational drawback of

the exact methods, i.e., when many jumps occur during a short time interval. Given

a population state X̄(t) at time t and a fixed time step, ⌧ > 0, the population at time

t+ ⌧ is generated by

X̄(t+ ⌧) = X̄(t) +
J
X

j=1

⌫jYj

�

aj(X̄(t))⌧
�

, (1.11)

where X̄ : [0, T ]⇥⌦! Zd denotes the tau-leap approximation of X, and {Yj(�j)}Jj=1

are independent Poisson distributed random variables with parameter �j, used to

model the number of times that the channel j fires during the (t, t + ⌧) interval.

This is nothing but than a forward Euler discretization of the stochastic di↵erential

equation of the pure jump process (2.2), realized by the Poisson random measure

with state dependent intensity (see [23]).

The total number of jumps of each channel is then a Poisson distributed random

variable depending only on the initial population, X̄(t). The origin of the approxi-

mation error comes from the variation of a(X(s)) for s 2 (t, t + ⌧). An important

drawback of the tau-leap method is that the simulated process may take negative val-

ues, which is an undesirable consequence of the approximation and it is not possible

in the original process. This problem is specially relevant in conservative systems.

Another issue of the tau-leap method is that, as ⌧ ! 0, it becomes infinitely ine�-

cient. This is because the rate of the J generated Poisson random variates, which are
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expensive to simulate, tends to zero and then no jumps occurs infinitely many times.

Then, a hybrid strategy is needed: the tau-leap should switch to a pathwise exact

method as the computational work of computing a tau-leap step becomes comparable

with the corresponding cost of the pathwise exact one.

1.3 Monte Carlo for Expectations

A common interest is to e�ciently compute accurate estimations of the quantity

E [g(X(T ))] ,

where X : [0, T ] ⇥ ⌦ ! Zd
+, is a continuous-time Markovian pure jump stochastic

process as described in Section 1.2, evaluated at time T > 0, and g : Rd ! R

is a suitable observable. The function g could be, for example, g(X(T )) = Xi(T )

which gives estimates of the expected value of the number of particles of species i, or

g(X(T )) = Xi(T )Xj(T ) for higher moments.

Using an exact simulation algorithm like Gillespie’s SSA, the standard Monte

Carlo estimator of µ := E [g(X)] ⌘ E [g(X(T ))] is defined as

µ̂M :=
1

M

M
X

m=1

g(X(!m)).

So the idea is to runM independent realizations ofX(T ), and estimate its expectation

by using an average. The Strong Law of Large Numbers guarantees that µ̂M converges

to µ with probability 1. The question is how large M should be. The Central Limit

Theorem gives an answer. It says that

p
M

�
(µ̂M � µ) ⇠ N (0, 1)
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as M tends to infinity, where N (0, 1) denotes a Gaussian distribution with mean zero

and variance one, and � =
p

Var [g(X)]. Then, for a constant C↵ > 0 that only

depends on a given confidence level ↵ 2 (0, 1),

P (�C↵  N (0, 1)  C↵) ⇡ P

 

�C↵ 
p
M

�
(µ̂M � µ)  C↵

!

= P

✓

µ̂M �
�C↵p
M
 µ  µ̂M +

�C↵p
M

◆

.

Here, (µ̂M��C↵/
p
M, µ̂M+�C↵/

p
M) is called a confidence interval. Finally,

given a confidence level ↵, it is possible to find C↵ > 0 such that

P (�C↵  N (0, 1)  C↵) = 1� ↵.

In order to estimate µ to an O(TOL) accuracy, M = O(TOL�2) samples need

to be computed. If the computational work of one path of the exact algorithm is

proportional to the number nexact := E [Nexact], which is the expected number of steps

taken, then the total computational work of the standard Monte Carlo estimator for

µ is O(nexactTOL�2).

When nexact is large, it may be desirable to introduce numerical error in order to

reduce the computational work. Let X̄(T ) be an approximate realization of X(T )

using the tau-leap method. Then, it is shown in [23, 24, 1] that

µ� E
⇥

g(X̄(T ))
⇤

= O(h),

for h a measure of the size of the discretization grid, which says that the tau-leap is

a weakly order one method. The discretization error then vanishes when h! 0. The

estimator
1

M

M
X

m=1

g(X̄(!m))
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is an unbiased estimator of E
⇥

g(X̄(T ))
⇤

. To estimate µ, observe that

µ� µM = µ� E
⇥

g(X̄(T ))
⇤

+ E
⇥

g(X̄(T ))
⇤

� µM .

For example, choosing h = O(TOL) and M = O(TOL�2) guarantees that, the dif-

ference between µ and µM is of the order O(TOL). There are many ways to choose

h and M such that the global computational error is of the order of TOL. Each one

has an associated total computational work. One of the main goals of this thesis is

to find an optimal computational work global error allocation. For details on optimal

error splitting in a hybrid context see sections 4.4, 5.3, and 6.3.

One may be tempted to think that the choice between using an exact or an

approximate method depend on TOL�1 and nexact. For example, it may be worth

using an approximate method when TOL�1 is much smaller than nSSA; otherwise use

a pathwise exact one. Here it should be stressed that a hybrid method may still get

computational work reductions in regimes in which, for some states of the system is

better to use an exact, and in others use an approximate one.

1.3.1 Multilevel Monte Carlo

A more e�cient method for estimating expected values is the Multilevel control vari-

ate Monte Carlo. The idea goes back at least to Heinrich [25], and was later popular-

ized by Giles [26] in a stochastic di↵erential equation setting. This method is a control

variate technique to reduce the variance of the standard Monte Carlo estimator for

µ. Consider the following unbiased 1 estimator of E [g(X)],

µ̂2 :=
1

M

M
X

m=1

(g(X(!m))� (g(Y (!m))� E [g(Y )])) ,

1Unbiased in the following sense: E [µ̂2] = E [g(X)]



52

where g(Y ) is a random variable correlated with g(X) and the mean E [g(Y )] is known.

The variable g(Y ) is called a control variate. If Cov [g(X), g(Y )]>Var [g(Y )] /2, then

Var [µ̂2]Var [µ̂1], because Var [µ̂2] =Var [µ̂1] +Var [g(Y )]�2Cov [g(X), g(Y )]. More-

over, If the computational work of generating the pair (g(X(!)), g(Y (!))) is less than

twice the computational work of generating g(X(!)), it is straightforward to conclude

that µ̂2 is preferred when ⇢2>1/2, where ⇢ is the correlation coe�cient of the pair

(g(X), g(Y )). Observe that µ̂2 can be written as

µ̂2 = E [g(Y )] +
1

M

M
X

m=1

(g(X)� g(Y )) (!m).

In the case where E [g(Y )] is unknown and sampling from g(Y ) is computationally less

expensive than sampling from g(X), it is natural to estimate E [g(Y )] using Monte

Carlo sampling to yield a two-level Monte Carlo estimator of E [g(X)] based on the

control variate g(Y ), i.e.,

µ̃2 :=
1

M0

M0
X

m0=1

g(Y (!m0)) +
1

M1

M1
X

m1=1

(g(X)� g(Y )) (!m1).

Consider now a hierarchy of meshes of the time interval [0, T ], indexed by ` =

0, 1, . . . , L. Let X̄` be an approximate process with a time mesh of size �t`, and

g`:=g(X̄`(T )). Assume that the goal is to estimate E [gL], and that it is possible to

simulate correlated pairs, (g`, g`�1) for ` = 1, . . . , L. Then, the following two-level

unbiased Monte Carlo estimator of E [gL] uses gL�1 as a control variate:

µ̃L :=
1

ML

ML
X

mL=1

(gL(!mL
)� (gL�1(!mL

)� E [gL�1]))

= E [gL�1] +
1

ML

ML
X

mL=1

(gL � gL�1)(!mL
).

The whole idea of this control variate technique is that, thanks to the high correlation
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of the pair (gL, gL�1) its variance should be small. Then, the required ML is also

small. This should compensate the higher computational work required to simulate

this coupled pair, than the work of simulating gL.

Applying this idea recursively it is possible to construct the unbiased multilevel

Monte Carlo estimator of E [gL]:

µ̂L :=
1

M0

M0
X

m0=1

g0(!m0) +
L
X

`=1

1

M`

M
X̀

m`=1

(g` � g`�1)(!m`
),

taking into account the telescopic decomposition: E [gL] = E [g0]+
PL

`=1 E [g` � g`�1].

Assuming independence among the batches between levels, the variance of µ̂L is given

by Var [µ̂L] =
Var[g0]
M0

+
PL

`=1
Var[g`�g`�1]

M`
. For highly correlated pairs, (g`, g`�1), a much

lower variance than the standard Monte Carlo estimator of E [gL] can be expected.

Now, assume that it is possible to simulate the coupled pair (X, X̄L), that is,

an exact process and an approximate one at a grid level L, in such a way that

Var
⇥

g(X)� g(X̄L)
⇤

is small. When the computational work of the exact method is

not prohibitively large, it is possible to construct an estimator without discretization

error:

1

M0

M0
X

m0=1

g0(!m0) +
L
X

`=1

1

M`

M
X̀

m`=1

(g` � g`�1)(!m`
) +

1

Me

Me
X

me=1

(g(X(T ))� gL)(!me).

This estimator and how to generate the coupled pairs (X, X̄L) and (X̄`, X̄`�1) in

the context of pure jump processes is presented in [2].

1.4 Statistical Inference

The main goal of statistical inference is to take decisions about the distributions of

random variables, and obtain descriptions of them, based on observations (samples)

of those random variables. Let X1, X2, ..., Xn be a finite sequence of random variables
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with a given joint distribution, depending on the parameters (✓1, ✓2, ..., ✓p) =: ✓ 2. In

this work, it is assumed that those random variables are experimental observations

(or data). The parameter space is denoted by ⇥.

Parameter estimation In this context, a function of the random variablesX1, X2, ..., Xn,

which takes values in ⇥ is an estimator of ✓. An estimator is a random variable, and

it is assumed that its distribution is concentrated around ✓.

Let R : Rn ! R be an estimator of a real parameter. Then, the di↵erence

R(X1, ..., Xn)� ✓ is called estimation error. A suitable estimator is such that

P (|R(X1, X2, ..., Xn)� ✓| > ✏)  1�↵,

for small values of ✏ and 1�↵. An estimator is statistically unbiased (or just unbiased)

when

E [R(X1, X2, ..., Xn)] = ✓.

A random sample of size n of a random variable with distribution FX is a set of

independent random variables X1, X2, ..., Xn with the same distribution FX . Assume

that F = F (·; ✓) is given. Then the joint CDF of X1, X2, ..., Xn is given by

FX1,X2,...,Xn(x1, x2, ..., xn; ✓) =
n
Y

i=1

FX(xi; ✓).

An estimator is consistent when, for all ✏ > 0

lim
n!1

P (|Rn � ✓| > ✏) = 0.

For example an unbiased estimator, with variance tending to 0, is a consistent esti-

mator.
2For example, a gaussian (or normal) distribution with unknown mean and unknown variance.

In that case, p=2.
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1.4.1 The Likelihood Function

The likelihood function of the random variables X := (X1, X2, ..., Xn) is given by

L(✓|X) := fX1,X2,...,Xn(X1, X2, ..., Xn; ✓),

where fX1,X2,...,Xn(x1, x2, ..., xn; ✓) is the joint PDF, which depends on ✓. In the case

of a discrete random variable is given by

L(✓|X) := pX1,X2,...,Xn(X1, X2, ..., Xn; ✓).

When X1, X2, ..., Xn is a random sample with PDF fX , the likelihood can be written

as

L(✓|X) =
n
Y

i=1

fX(Xi; ✓).

Usually, it is more convenient to work with the logarithm of the likelihood,

logL(✓|X) =
n
X

i=1

log fX(Xi; ✓).

The log-likelihood can be used in place of the likelihood in maximum likelihood es-

timation and related techniques like the Expectation-Maximization algorithm, both

presented later. This is because the logarithm of the product is a sum of individual

logarithms, and the derivative of a sum is easier to handle than the derivative of a

product. Since the logarithm is a monotonically increasing function, the points at

which the logarithm achieves its maximum are the same points as in the original

likelihood.

Methods for obtaining estimators There are two methods that usually produce

good estimators. One is the maximum likelihood method and the other one is the

method of moments.



56

The first one consists in using as an estimator of ✓ the value ✓⇤ that maximizes

the likelihood of X1, X2, ..., Xn. The PDF (or PMF in the discrete case) evaluated at

x=(x1, x2, ..., xn), gives a measure of how likely x is to occur if ✓ is known. Also it

allows to compare those measures for di↵erent values of ✓. The probabilistic model

fX(x; ✓0) is more likely than the model fX(x; ✓) if fX(x; ✓0) > fX(x; ✓). The maximum

likelihood (MLE) estimator then solves the problem

L(✓⇤) � L(✓), for every ✓ 2 ⇥.

The second one applies for a random sample. The idea is to use as an estimator

of ✓ the value ✓̃ that solves the equation

E✓̃ [X] =
1

n

n
X

i=1

Xi,

where

E✓ [X] =

Z

xfX(x; ✓)dx.

If this equation has infinite solutions, the following equation is added

E✓̃

⇥

X2
⇤

=
1

n

n
X

i=1

X2
i ,

and so on until the system has only one solution, if possible. In general the number

of equations is p, which is the number of parameters to estimate. The population

moment E✓ [X i] is typically a function of ✓.

Likelihood Function for Markovian Pure Jump Processess

The case with complete data is presented. It is an important case because it is possible

to use this complete data likelihood to estimate parameters given observed data (see

Section 1.4.2).
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Assume it is possible to continuously observe a path of the pure jump process X

in the interval [0, T ]. The likelihood function (will be derived below) is then given by

L(✓|X) = exp

 

�
m+1
X

i=1

a0(X(ti�1); ✓) (ti�ti�1)

!

m
Y

i=1

aj(ti�1)(X(ti�1); ✓), (1.12)

wherem is the total number of observed jumps in [0, T ], t0=0, tm+1=T and {t1, . . . , tm}

are the times in which X jumps, and j(ti) is the index of the jump that occurs at

time ti.

By analyzing how the Gillespie’s SSA performs a step, it is easy to deduce the

likelihood. Briefly, given the state X(ti�1)=x, two independent uniform random

numbers are drawn, u1, u2, to determine the time spent in the state and the index of

the next reaction to occur, i.e.,

j(ti�1) = min
n

k 2 {1, . . . , J} :
k
X

l=1

al(x; ✓)

a0(x; ✓)
>u1

o

, tmin =
1

a0(x; ✓)
ln

✓

1

u2

◆

.

The next state is then X(ti) = x + ⌫j(ti�1), where ti = ti�1 + tmin. Since the waiting

time is exponentially distributed with rate a0(X(ti�1)), the probability of waiting tmin

is then

a0(X(ti�1); ✓) exp (�a0(X(ti�1); ✓)(ti�ti�1)) , (1.13)

and the probability of choosing the next state is

aj(ti�1)(X(ti�1); ✓)

a0(X(ti�1); ✓)
. (1.14)

The product is the probability of observing a reaction of channel j(ti�1) at time ti�1.

The last jump of the process occurs at time tm, and the process remains unchanged in

the interval (tm, tm+1]. That is, X(tm) = X(tm+1). The probability that the waiting

time, when the state of the process is X(tm), being greater than tm+1 � tm is given
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by

exp (�a0(X(tm); ✓)(tm+1�tm)) . (1.15)

The likelihood is then given by the product

m
Y

i=1

a0(X(ti�1); ✓) exp (�a0(X(ti�1); ✓)(ti�ti�1)) ·

aj(ti�1)(X(ti�1); ✓)

a0(X(ti�1); ✓)
exp (�a0(X(tm); ✓)(tm+1�tm)) .

which can be easily seen that is equal to (1.12).

Computing the maximum likelihood estimator is a trivial task in the complete

data case. Usually, it is only possible to observe X at certain measurement times

{0=t0, t1, . . . , tn=T}. Then, the following expected log-likelihood is usually maxi-

mized

E [logL(✓|X)|{X(t0), . . . , X(tn)}] ,

for instance by using a Monte Carlo version of the Expectation-Maximization (EM)—

algorithm [9].

1.4.2 Expectation-Maximization (EM) Algorithm

The Expectation-Maximization (EM) algorithm is a method for obtaining maximum

likelihood estimators. Here, instead of solving a di�cult optimization problem, the

goal is to obtain a sequence of easier problems that converges to an answer of the

original problem. This EM algorithm is usually related with the problem of estimating

parameters with missing data. Starting from an initial guess, the parameters are

estimated after filling in (or augmenting) the missing data. Using this estimation

as a new starting point the data is filled again, and so on, until convergence. This

method has two steps: the expectation step (E-step) and the maximization step

(M-step). The first one consists in augmenting the observed data using the current
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estimated value of the parameters, and in the second step the easier structure of the

complete problem facilitates the maximization of the likelihood.

In this method there are two problems, and two corresponding likelihoods. The

complete data problem and the incomplete data one. The complete data, (X, Y ), is

formed by the original data Y and the augmented data X. Usually, the complete

data problem is chosen in such a way that the maximum likelihood estimator is easy

to handle or has a closed solution. This is the case in this thesis (see Section 2.2.2

for details). The incomplete data likelihood is L(✓|Y=y) = gY (y; ✓), where gY (y; ✓)

is the PDF of Y . The complete data likelihood is Lc(✓|y, x) = fY,X(y, x; ✓).

1.5 Beyond the Homogeneity Assumption

Here the interest is in a spatial environment for which the assumption of homogeneity

(or well-mixing) does not hold. The main goal is to obtain a continuous-time Markov

pure jump process that models general reaction-di↵usion systems. In this setting, the

state-space may be very large and thus e�cient simulation methods are required to

estimate quantities of interest.

In the mesoscale spatial model, a di↵usion event is modeled as a unary reaction

taking species Sk in subvolume ⇠i to an adjacent subvolume ⇠j,

Ski
cij�! Skj.

On a uniform grid such as those used in the MesoRD tool [27], the rate constant

takes the value cij = D/h2 where h is the side length of the subvolumes and D

is the di↵usion constant. In the URDME tool [28], unstructured grids made up of

tetrahedra are used. In that case the rate constants are taken such that the expected

value of the number of particles divided by the size of the volume (the concentration)

converges to the solution obtained from a consistent finite element discretization of
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the di↵usion equation (along with suitable initial and boundary conditions)

@u

@t
= D�u = r · (Dru),

where u represents the average concentration of particles in a certain volume (for

details, see [29]). The assumption made in the mesoscopic model is that particles are

well-stirred within each subvolume.
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Chapter 2

Summary of Papers

In this chapter an overview of the work contained in this thesis is presented. This

chapter is divided in two sections. In the first one, the forward problem is addressed

and in the second one, the inverse problem.

2.1 The Forward Problem

2.1.1 Hybrid Cherno↵ Tau-leap Method with Error Control

In this section a summary of the contents and contributions of the following paper

(referred to as Paper I [30]) is presented. “Hybrid Cherno↵ tau-leap” by A. Moraes,

R. Tempone, and P. Vilanova, in SIAM Multiscale Modeling & Simulation, vol. 12,

no. 2, pp. 581–615, 2014.

A Class of Markovian Pure Jump Processes

To describe the pure jump process, X : [0, T ]⇥⌦! Zd
+, consider a system of d species

interacting through J di↵erent interaction channels. Usually, the ! is ommited, i.e.,

X(t,!)⌘X(t). Let Xi(t) be the number of individuals of species i in the system at

time t. The evolution of the state vector, X(t) = (X1(t), . . . , Xd(t)) 2 Zd
+, is then

modeled as a continuous-time Markov chain starting at X(0) 2 Zd
+. Each interaction
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can be described by the stoichiometric vector ⌫j 2 Zd, such that, for a state vector

x 2 Zd
+, a single firing channel j leads to the change x! x+⌫j. The probability that

channel j will fire during the small interval (t, t+h], h > 0, is then assumed to be

P (X(t+ h) = x+ ⌫j|X(t) = x) = aj(x)h+ o(h), (2.1)

for a given non-negative polynomial propensity function, aj : Rd ! R. For x such

that x+⌫j /2 Zd
+, it is assumed that aj(x)=0. The process X admits the following

random time change representation due to Kurtz [18]:

X(t) = X(0) +
J
X

j=1

⌫jYj

✓

Z t

0

aj(X(s)) ds

◆

, (2.2)

where Yj : R+⇥⌦! Z+ are independent unit-rate Poisson processes.

Remark 2.1.1. The above setting can be used to describe, for example, well-stirred

stochastic systems of chemical species, interacting through di↵erent chemical reaction

channels where the polynomial propensities are derived from the mass-action principle

(see [31]). Such systems are assumed to be confined into a constant volume. Other

popular applications can be found in population biology, epidemiology, and communi-

cation networks (see e.g., [32, 33]).

Example 2.1.2 (Simple decay model). Consider the reaction X
c�! ; where one

individual dies. In this case, the state vector X(t) is in Z+ and X denotes the number

of individuals in the system. The stoichiometric vector for this reaction is ⌫ = �1.

The propensity function is proportional to the number of individuals a(X) = cX,

where c > 0.
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A Cherno↵-type of Bound for the Tau-leap Increments

Methods to prevent negative values for the Tau-leap method can be divided into three

classes: pre-leap checks, post-leap procedures, and modifications of the Poisson dis-

tributed increments. A pre-leap check calculates the largest possible ⌧ fulfilling some

criterion, often based on controlling the relative change in the propensity functions

before taking the step (see [34, 35, 36]). This is primarily aimed at reducing the

local time-discretization error, but it also reduces the probability of taking negative

values. A post-leap procedure retakes a shorter step whenever a negative population

has reached, by simulating binomial-distributed Poisson bridges. For that reason,

this procedure may be expensive (see [37]). The third class is to replace the Poisson-

distributed increments in the Tau-leap method with bounded increments from the

binomial or multinomial distributions (see [38, 39, 40]). This technique introduces

another approximation error because it changes the distribution of the increments.

In Paper I [30], a pre-leap Cherno↵-type bound for the time step size ⌧ is de-

veloped. It controls the probability of taking negative values by adjusting ⌧ , with-

out changing the Tau-leap increments distribution. Consider the following problem:

Given the state of the process at time t, X̄(t), find the largest possible ⌧ such that,

with high probability, the next step of the Tau-leap method will take a value in the

lattice of non-negative integers, Zd
+, i.e.,

P

 

X̄(t) +
J
X

j=1

⌫jYj

�

aj(X̄(t))⌧
�

2 Zd
+

�

�

�

�

�

X̄(t)

!

� 1� �, (2.3)

for a given small probability threshold � > 0. Observe that this value of ⌧ depends

on X̄(t) and �.

Condition (2.3) can be achieved by solving the following auxiliary problems: Let

Dc := {i2{1, ..., d} : 9j2{1, ..., J} s.t. ⌫ji < 0}. Find the largest possible ⌧i � 0, such
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that

P

 

X̄i(t) +
J
X

j=1

⌫jiYj

�

aj(X̄(t))⌧i
�

< 0

�

�

�

�

�

X̄(t)

!

 �i, for i 2 Dc, (2.4)

where �i = �/|Dc|. Inequality (2.3) is then fulfilled if ⌧Ch := min{⌧i : i 2 Dc}.

In Paper I [30], an e�cient procedure to compute such a Cherno↵ step size that

fullfills (2.3) is developed. The computational work required to compute ⌧Ch is pro-

portional to the number of interaction channels times the number of dimensions in

which a channel that decreases the number of individuals of that species exist. That

is, J · dc. This computational work has of the same order as the local pre-leap check

presented in paper [34], which is one of the most cited ones in the literature. The

di↵erence is that, by using this Cherno↵ bound it is possible to guarantee that the

probability of the approximate process reaching a negative value on a interval (t, t+⌧ ],

is less than a given threshold � > 0. Using this one-step bound, it is then possible to

compute the probability that a whole approximate path exits the domain Zd
+. Then,

based on this path exit probability, it is possible to globally control the corresponding

exit error when estimating E [g(X(T ))]. The authors of [34] aim to only reduce the

local discretization error and not the global one.

The one-dimensional case In order to illustrate the Cherno↵ bound, let Q(�) be

a Poisson random variable with rate � > 0. Let n � 0 integer such that �  n. Then,

the Cherno↵ bound is given by

P (Q � n)  exp
⇣

n(1� log(n/�)� �)
⌘

.

Observe that, if � > n the bound is equal to 1. The proof is simple: By Markov

inequality,

P (Q � n) = P
�

esQ � esn
�


E
⇥

esQ
⇤

esn
.
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Now, replacing the expectation by the moment generating function of a Poisson ran-

dom variable and choose the smallest s > 0 that satisfies the inequality,

P (Q � n)  exp
⇣

inf
s>0

{�sn+ �(es � 1)}
⌘

.

When � 2 (0, n], the infs>0{�sn+ �(es � 1)} is achieved at log(n/�), and the corre-

sponding minimizer is the exponent in the Cherno↵ bound, namely n(1�log(n/�)��).

The left panel of Figure 2.1 shows the Cherno↵ bound, the Klar/Glynn [41, 42]

bound for the tail probabilities of the Poisson random variable, an exact computation

of P (Q(�) � n) and a Gaussian approximation. As expected, the Gaussian approx-

imation deteriorates when the rate � is small, which is precisely the case of interest

in this work. The Klar/Glynn bound is sharper than the Cherno↵ bound but there

is no easy way to extend this bound to higher dimensions which is naturally required

to bound the Tau-leap increments.

The right panel motivates the use of a hybrid method. Consider the simple decay

example, with ⌫ = �1 and jump intensity a(x). Then, an exact method (for example,

Gillespie’s SSA) has a step size satisfying

E[⌧SSA|Xt = x] =
1

a(x)
.

On the other hand, in order to keep a small exit probability, say P (Q(�) � n) ⇡ 10�5

when n = 2, it is required that � ⇡ 10�3 (see the right pane of Figure 2.1). This in

turn yields

E[⌧Ch|Xt = x] =
10�3

a(x)
, that is

⌧SSA
⌧Ch

(Xt = 1) ⇡ 1000.

This makes an exact method more attractive than the Tau-leap near the lower bound-

ary (small values of x, in this case) when the probability of exiting the lattice is sig-
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nificant. Note that the probability of exiting the lattice when using an exact method

is zero. For details on the Cherno↵ bound see Section 4.2.

2 3 4 5 6 7 l

0.01

0.1

1

10

Chernoff
Poisson H exactL
Gaussian approxim ation
Klar, Glynn

10-6 10-5 10-4 10-3 10-2 0.1 1
�

10-9

10-6

10-3

1

n = 2
n = 3
n = 4
n = 5

Figure 2.1: Left: semilogarithmic plot of P (Q(�) � n), the Cherno↵ bound, the
Klar/Glynn bound, and the Gaussian approximation, for n = 5 and � 2 (1, n+1).
Right: log-log plot of the Cherno↵ bound for n = 2, . . . , 5 and �  1.

Hybrid Paths

As it is already apparent in equation (1.11), to move one step forward from t to

t+ ⌧ using the Cherno↵ Tau-leap method, the step size ⌧Ch must be computed, and

J Poisson random variates need to be generated. It is critical to observe that the

computational work of generating J Poisson random variables depends on the state

X̄(t) and may be much larger than the work of performing a time step using an exact

algorithm. The following question arises: when is it convenient to use the Tau-leap

method and when to use a pathwise exact one 1?

One step switching rule In order to answer the previous question, let x = X̄(t)

be the current state of the approximate process, X̄. Then, the expected time step size

of an exact algorithm is then 1/a0(x). Let ⌧Ch=⌧Ch(x, �) be the Cherno↵ Tau-leap

step size. Let Td be the next decision time. The problem is as follows: a method

(Cherno↵ Tau-leap or pathwise exact) must be chosen at time t in order to reach time

1Please note that pathwise exact method means that the method has only statistical error.
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Td. If an exact method is taken, the computational work is given by

C1 (Td � t) a0(x),

where C1 is the computational work of performing an exact step, which is a constant

given the computing architecture. On the other hand, for taking a Cherno↵ Tau-leap

step the computational work is

C3 +
J
X

j=1

CP (�̃j(x, �)),

where C3 is the work for computing the Cherno↵ tau step size, which is a constant,

and also the work of generating the Poisson random variates, modeled by the function

CP . Here, �̃j(x, �) := aj(x)min{⌧Ch(x, �), (Td�t)}. Given the simulation algorithm

used for generating the Poisson random variates, CP is easy to obtain2. The one step

switching rule, presented in Algorithm 4, implements this work comparison in two

stages. Two stages are needed because the computational work of computing ⌧Ch

may be greater than C1 (Td � t) a0(x). Then, it is not advisable to compute ⌧Ch at

each time step.

Remark 2.1.3. An important feature of the one step switching rule is that, as Td ! t,

the rule favors the exact method. On the one hand,

C1 (Td � t) a0(x)! 0,

since C1 is a positive constant and a0 is bounded on [t, Td]. On the other hand,

C3 +
J
X

j=1

CP (�̃j(x, �))! C3,

2In this work, the Gamma simulation method developed by Ahrens and Dieter in [4] is used.
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because the computational work of simulating a Poisson random variate with zero rate

is indeed zero.

Example 2.1.4 (Gene transcription and translation [2]). This example is a model of

the fundamental life process of making protein. Every protein molecule of an organism

is synthesized in a prescribed process. This process has 5 channels and 8 species,

namely

• G
25�!M , a gene is being transcribed into a molecule of RNA;

• M
1000��!M+P , a molecule of RNA is then being translated into protein;

• P+P
0.001���! D, finally the proteins produce stable dimers;

• M
0.1�! ;, P 1�! ; degradation of RNA and proteins, respectively;

described by

⌫=(⌫j)
J
j=1:=

0

B

B

B

B

B

B

B

B

B

B

@

1 0 0

0 1 0

0 �2 1

�1 0 0

0 �1 0

1

C

C

C

C

C

C

C

C

C

C

A

T

and a(X):=

0

B

B

B

B

B

B

B

B

B

B

@

25

103M

10�3P (P�1)

0.1M

P

1

C

C

C

C

C

C

C

C

C

C

A

,

where X(t) := (M(t), P (t), D(t)). Figure 2.2 shows paths of this pure jump process.

In Figure 2.3, the result of the one-step switching rule in the gene transcription

and translation model is illustrated, when the exact method is the Gillespie’s SSA.

As � decreases, the SSA region, in the state space of this model, gets larger. Observe

that the shape of the regions are not trivial. Let � = 10�4. If the number of proteins

(y-axis) is zero, and the number of RNA’s (x-axis) is large enough, the states belong

to the Tau-leap region, because the propensity of the reactions pointing outside the
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Figure 2.2: Left: an ensemble of independent realizations of the gene transcription
and translation process and its path average (mean). Right: semilogarithmic plot of
the same ensemble.

lattice is weaker than the propensity of the reactions pointing inside the lattice. When

the number of proteins increases, there is a narrow region in which the propensity of

the reactions pointing out dominates, and consequently, the switching rule chooses

for the SSA method. Details on the hybrid one-step switching rule can be found in
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Figure 2.3: Regions of the one-step switching rule in the gene transcription and
translation model (Example 2.1.4). The blue and red dots show the Cherno↵ Tau-
leap and the SSA regions, respectively. From left to right, � = 10�2, 10�4, 10�6,
respectively.

Section 4.3.1.



70

Hybrid Algorithm

In Paper I [30], an algorithm that adaptively switches between an approximate and

an exact method to generate a hybrid path, is developed. The approximate method

is the Cherno↵ Tau-leap and the exact one is Gillespie’s SSA. The algorithm, given

the initial state, X(0), the propensity functions, (aj)Jj=1, the stoichiometric vectors,

⌫=(⌫j)Jj=1, and a time discretization grid t0=0, t1, ..., tN=T , computes a sequence of

states (X̄(tk))Kk=0 such that tK  T and. Also, X̄(tk) 2 Zd
+ for k=0, 1, ..., K. If tK < T

then the path exited Zd
+, that is, reached a negative value. The times t0, t1, ..., tK are

called decision times. This is because at each one, the one step switching rule decided

which algorithm has a smaller computational work. The hybrid algorithm is presented

in Algorithm 5 of Section 4.3.

Path exit probability Let ⌦̄ be the sample space for the set of all hybrid paths

generated by the hybrid algorithm. The event A = {!̄ 2 ⌦̄ : tK=T} means that all

the states of the hybrid path, (X̄(tk, !̄))Kk=0, belongs to Zd
+. Among these paths, the

number of successful leaps using the Tau-leap method is NTL = NTL(!̄).

It can be shown that the path exit probability is bounded by

P (Ac)  �E [NTL]�
�2

2
(E
⇥

N2
TL

⇤

� E [NTL]) + o(�2). (2.5)

Assuming that � is small, and Var [NTL] is moderate, �E [NTL] can be used as

an upper bound of P (Ac). In Paper I [30], it is shown that E [NTL] is bounded for

polynomial propensity functions and tends to zero when � ! 0.

Automatic Global Computational Error Estimation and Control

Error decomposition and estimation One of the main goals of this work is

to estimate and control the computational global error, E . This can be naturally
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decomposed into three computable parts: the discretization error, EI , and the exit

error, EE, both coming from the Tau-leap part of the hybrid method, and the Monte

Carlo statistical error, ES.

In order to estimate the aforementioned E [g(X(T ))], the following estimator is

proposed,

1

M

M
X

m=1

�

g(X̄(T ))1A

�

(!̄m), (2.6)

where X̄ : [0, T ]!Zd is the hybrid approximate process which is presented in Paper I

[30](see Section 4.3.2), and !̄ 2 ⌦̄. Here 1A(!̄m) = 1 if and only if the m-hybrid path

did not exit Zd
+. The global computational error, E , is defined as

E := E [g(X(T ))]� 1

M

M
X

m=1

�

g(X̄(T ))1A

�

(!̄m), (2.7)

which can be decomposed into three parts:

E [g(X(T ))]� 1

M

M
X

m=1

�

g(X̄(T ))1A

�

(!̄m) = E
⇥�

g(X(T ))�g(X̄(T ))
�

1A

⇤

| {z }

=:EI

+

E [g(X(T ))1Ac ]
| {z }

=:EE

+
1

M

M
X

m=1

�

E
⇥

g(X̄(T ))1A

⇤

�g(X̄(T ))1A

�

(!̄m)

| {z }

=:ES

.

1. An e�cient procedure for accurately estimating the discretization error (or weak

error), EI = E
⇥�

g(X(T ))� g(X̄(T ))
�

1A

⇤

, under certain technical conditions, is

described in [43]. With minor adaptations, this method can be used to compute

EI(!̄) ⇡
K
X

k=1

weight(tk) · local error(tk),

for every simulated hybrid path (X̄(tk, !̄))Kk=0, at grid times (tk)Kk=0. Then, the

discretization error EI is approximated by A (EI(!̄); ·).
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2. The Monte Carlo statistical error, ES, is modeled using a Gaussian random vari-

able3 with zero mean and variance 1
MVar [g(X(T ))]. Then, C↵p

M

p

S2 (g(X(T ));M)

can be used as an estimation of ES, where C↵ is the percentile of the Gaussian

distribution corresponding to the confidence level ↵, and S2 (·;M) is the sample

variance of a sample of size M .

3. For the exit error, the following estimation can be obtained by independence,

|EE|  |E [g(X(T ))] |P (Ac) .

An approximate upper bound for |E [g(X(T ))] | could be estimated, for instance,

as the 95% quantile of a bootstrap sample for |A (g(X(T ); ·) |, and P (Ac) can

be e�ciently approximated, as already mentioned, by � E [NTL].

Error control Each one of the three error components has a natural controlling

parameter:

1. the discretization error, EI , is controlled by the grid size h,

2. the Monte Carlo statistical error, ES, is controlled by the sample variance M ,

3. and the exit error, EE, is controlled by the probability threshold �.

In order to compute E [g(X(T ))] in such a way that P (E > TOL) < 1 � ↵, an au-

tomatic parameter estimation procedure (called calibration) for the hybrid Cheno↵

Tau-leap is developed in Paper I [30]. Given TOL > 0, the confidence level ↵ 2 (0, 1),

a problem described by (aj, ⌫j)Jj=1, a functional g : Rd ! R, and a suitable initial dis-

cretization grid, this procedure estimates the three controlling parameters that min-

imizes the computational work for obtaining the estimation of E [g(X(T ))]. Given

those inputs no further user intervention is required.

3In this thesis it is not proved that the statistical error follows a Gaussian distribution, but strong
empirical evidence is provided.
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This is essentially achieved by iteratively solving the optimization problem

8

>

>

>

>

<

>

>

>

>

:

minM,h,� M (h, �)

s.t.

EI + EE + ES  TOL

, (2.8)

where  (h, �) is the expected work of a hybrid path (see Section 4.4.2 for details).

When h is close to zero,  (h, �) is the expected work of an exact path, which can be

simply expressed as C1E [Nexact], where the second term is the expected number of

exact steps required by an exact path to reach the final time T (see Section 4.3.3).

An e�cient and accurate way of estimating this quantity is also presented in Paper I

[30].

Main Contributions of this Work

• A Cherno↵ type of bound for the Tau-leap increments, together with an e�cient

algorithmic implementation. Similar strategies in the literature change the dis-

tribution of the Tau-leap increments or just use some sort of approximation for

choosing the size of the time step. Both strategies introduce additional error to

the method.

• An e�cient computational work based hybrid (Tau-leap/exact) algorithm that

simulates approximated paths for this class of continuous-time Markov Chains.

• An automatic error estimation and control procedure, that estimates all the re-

quired parameters of a Monte Carlo estimator of the quantity of interest. These

estimated parameters are such that the computational work required to satisfy

a prescribed tolerance for the global computational error within a given confi-

dence level is minimal. In the current literature, there is no equivalent method

for automatically and systematically controlling the global computational error.
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2.1.2 Multilevel extension of the hybrid Cherno↵ Tau-leap

Method

In this section a summary of the contents and contributions of the following paper

(referred to as Paper II [8]) is presented. “Multilevel hybrid Cherno↵ tau-leap” by

A. Moraes, R. Tempone, and P. Vilanova, BIT Numerical Mathematics, pp. 1-51,

[Online] http://dx.doi.org/10.1007/s10543-015-0556-y , 2015.

Inspired by the multilevel discretization schemes introduced in [2], this work ex-

tends the hybrid Cherno↵ Tau-leap method to the multilevel Monte Carlo setting

[25, 26]. A key fact regarding the single-level estimator (2.6), is that the larger er-

ror component on E is the statistical error, ES. A control variate technique helps in

reducing the variance of the estimator.

Let (X̄`(t))t2[0,T ] be a hybrid Cherno↵ Tau-leap process evaluated at a time grid of

size �t` and using a one-step exit probability bound �. Let g` := g(X̄`(T )). Consider

a hierarchy of grids 4 of the time interval [0, T ], indexed by ` = 0, 1, . . . , L. Let �t0

be the size of the coarsest time grid that corresponds to the level `=0. The size of

the time grid at level ` � 1 is given by �t`=R�`�t0, where R>1 is a given integer

constant. Then, the following unbiased Monte Carlo estimator of E [gL] uses gL�1 as

a control variate:

µ̃L :=
1

ML

ML
X

mL=1

(gL(!mL
)� (gL�1(!mL

)� E [gL�1]))

= E [gL�1] +
1

ML

ML
X

mL=1

(gL � gL�1)(!mL
).

Applying this idea recursively and taking into account the telescopic decomposition

E [gL] = E [g0] +
L
X

`=1

E [g` � g`�1] ,

4Grids are not required to be nested.
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the following multilevel Monte Carlo estimator of E [gL] can be defined:

µ̂L :=
1

M0

M0
X

m0=1

g0(!m0) +
L
X

`=1

1

M`

M
X̀

m`=1

(g` � g`�1)(!m`
). (2.9)

This estimator is unbiased, and its variance is given by

Var [µ̂L] =
Var [g0]

M0
+

L
X

`=1

Var [g`�g`�1]

M`
.

For highly correlated pairs (g`, g`�1), the variance Var [µ̂L] is much less than the

variance of the standard Monte Carlo estimator of E [gL], for the same computational

work. It is important to note that the samples between levels are independent.

Remark 2.1.5 (Large kurtosis problem). This problem arises when estimating Var [g`�g`�1]

using highly correlated pairs (g`, g`�1). As ` becomes large g` is equal to g`�1 most

of the times. This is mainly due to the strategy of coupling two hybrid paths. Dif-

ferences will be observed only in a very small proportion of the simulated paths. To

overcome this di�culty, in Paper II [8] a formula to estimate Var [g`�g`�1], based

on dual-weighted residuals is developed (see Section 5.3.3 for details). It can be ob-

served in the numerical experiments that the variance of the dual-based estimator of

Var [g`�g`�1] can be orders of magnitude less than an estimator based on raw Monte

Carlo.

Coupled Hybrid Paths

One of the key challenges of a multilevel Monte Carlo estimator is how to couple 5 two

di↵erent discretization levels. The main idea to generate two coupled hybrid Cherno↵

Tau-leap paths is based on the following simple fact: Let Q(�1) and P (�2) be two

independent Poisson random variables with rates �1 � 0 and �2 � 0, then the sum is

5In this context, coupled means strong correlated.
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Poisson with rate �1 + �2. Then, to couple a Poisson increment of the coarse process

Pc to a Poisson increment of the fine process Pf , use a common Poisson variable P⇤

as follows:

Pc(�1) := P⇤(�̄) +Q1(�1 � �̄)

Pf (�2) := P⇤(�̄) +Q2(�2 � �̄),

where �̄ := min{�1,�2}, and P⇤, Q1 and Q2 are three independent Poisson random

variables. This construction was first proposed by Kurtz in [44].

Algorithm for generating coupled hybrid paths The Cherno↵ hybrid coupling

algorithm, developed in Paper II [8], can be briefly described as follows (see Section

5.2 for details and Algorithm 10). Given the current time t, and the current state of

the coupled hybrid processes at the coarse level and at the fine level, X̄(t), ¯̄X(t), the

algorithm first determines the next decision time horizon of the coupled paths, H. At

that time, a new decision regarding which method to use is taken. At each decision

time point, there are four possible choices, called building blocks, as shown in Table

2.1:

at coarse grid level at fine grid level

B1 Cherno↵ TL Cherno↵ TL
B2 Cherno↵ TL Exact
B3 Exact Cherno↵ TL
B4 Exact Exact

Table 2.1: Building blocks for simulating two coupled hybrid Cherno↵ Tau-leap paths.
Algorithms B1 and B2 are presented as Algorithms 2 and 3 in [2]. Algorithms B3 and
B4 can be directly obtained from Algorithm B2. In all the cases, the exact mothod
used in this case is the Modified Next Reaction Method developed by [7].

For example, assume that, based on X̄(t), the one-step switching rule (Algorithm

4), chooses the Tau-leap method at the coarse level, with the corresponding Cherno↵
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Tau-leap step size, ⌧̄ . This step size, plus the current time, t, cannot be greater than

the final time, T , nor greater than the next grid point in the coarse grid, t̄, because

the discretization error must be controlled since the Tau-leap method was chosen.

Taking the minimum of all those values, the next time horizon at the coarse level, H̄, is

obtained. Following the same reasoning, a fine level next time horizon, ¯̄H, is obtained.

Then, the next time horizon of the coupled path is given by H:=min{H̄, ¯̄H}.

When time reaches H̄ (correspondingly, ¯̄H), the decision between which method

to use (and the corresponding step size) at the coarse level (correspondingly the fine

level) must be made again.

It is important to stress the di↵erence between time horizon and decision time. In

the first case, the one step switching rule is not applied, whereas in the second case

it is applied.

Figure 2.4 shows the situation when building block B1 is applied.

t T

t + �̄ t̄

¯̄t t + ¯̄�

H̄

¯̄H

Figure 2.4: The Cherno↵ hybrid coupling algorithm, where ⌧̄ < ¯̄⌧ . The next
decision horizon is equal to H̄ in this case. Notice that H̄:=min{t̄, t+⌧̄ , T} and
¯̄H:=min{¯̄t, t+¯̄⌧, T}.

Remark 2.1.6. To ensure the telescoping property of the multilevel estimator, the

probability law of the hybrid process at level ` should be the same disregarding whether

level ` is the fine in the pair (X̄`�1,
¯̄X`) or the coarse in the pair (X̄`,

¯̄X`+1). This is

crucial for applying the multilevel control variate idea. For that reason, each process

has always its own next time horizon as its own next decision time.
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The multilevel hybrid estimator and global error decomposition

Let A` be the event in which the X̄` path arrived at the final time, T , without exiting

Zd
+. The following telescopic decomposition:

E [gL1AL
] = E [g01A0 ] +

L
X

`=1

E
⇥

g`1A`
� g`�11A`�1

⇤

,

motivates the definition of the MLMC estimator of E [g(X(T ))],

ML :=
1

M0

M0
X

m=1

g01A0(!m,0) +
L
X

`=1

1

M`

M
X̀

m=1

[g`1A`
� g`�11A`�1

](!m,`). (2.10)

As before, the computational global error, EL, can be naturally decomposed into

three components: the discretization error, EI,L, the exit error, EE,L and the Monte

Carlo statistical error, ES,L. The computational global error is consequently defined

as

EL := E [g(X(T ))]�ML.

Consider the following decomposition of EL:

E [g(X(T ))]�ML = E
⇥

g(X(T ))(1AL
+ 1Ac

L
)
⇤

� E [gL1AL
] + E [gL1AL

]�ML

= E
⇥

g(X(T ))1Ac
L

⇤

| {z }

=:EE,L

+E [(g(X(T ))�gL)1AL
]

| {z }

=:EI,L

+E [gL1AL
]�ML

| {z }

=:ES,L

.

E�cient procedures for accurately estimating the discretization error and the exit

error were developed for the single level method. Both estimators can be applied in

the multilevel setting without major changes. The variance of the statistical error,

ES,L, is given by
L
X

`=0

V`

M`
,

where V0 := Var [g01A0 ] and V` := Var
⇥

g`1A`
� g`�11A`�1

⇤

, ` � 1. Then, in order to
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control the statistical error, an e�cient estimation of V` is needed. In this work, this

estimator is based on dual-weighted local errors arising from two consecutive Tau-

leap approximations of the process, X. This dual-based technique largerly avoids

the kurtosis problem at the deepest levels (Remark 2.1.5). This technique cannot

be directly applied to a discrete state space setting. In [45], the authors show how

it can be adapted to the Tau-leap case in regimes close to the mean field or to the

stochastic Langevin limit (see Section 1.2.3). The formula developed in Paper II [8],

which provides accurate estimates of Var [g`�g`�1] for the numerical examples carried

on is promising but more research is needed in this direction (see for instance Figure

5.6 in Section 5.5).

Estimation procedure for the simulation parameters In the same way as in

the single level approach, a parameter estimation procedure (calibration algorithm)

is developed for the multilevel case. The controlling parameters that should be esti-

mated are:

1. The total number of levels, L,

2. the sequence of one-step exit probability thresholds (�`)L`=0,

3. the sequence of the number of samples for each level (M`)L`=0,

4. and the size of the coarsest grid, �t0. Since �t` := �t0R�`, where R > 1

is given, to define the whole sequence of grids, (�t`)L`=0, only the size of the

coarsest one needs to be determined.
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In the multilevel setting the optimization problem, to minimize the total compu-

tational work subject to accuracy constraints reads:

8

>

>

>

>

<

>

>

>

>

:

min{�t0,L,(M`,�`)L`=0}
PL

`=0  `M`

s.t.

EE,L + EI,L + ES,L  TOL,

where L is the maximum level (deepest level),  0 is the expected work of a single-level

path at level 0, and  `, for ` � 1, is the expected computational work of two coupled

paths at levels `�1 and `. Finally, M0 is the number of single-level paths at level 0,

and M`, for ` � 1, is the number of coupled paths at levels `�1 and `.

Computational Work of the Multilevel Hybrid Cherno↵ Tau-leap Method

In this section one of the main contributions of the hybrid Cherno↵ Tau-leap method

(Paper I [30], and Paper II [8]) is presented, and it is the optimal total computational

work as a function of TOL.

It can be shown (see Section 5.4) that, for L � L0 � 1, and given  `, V` and EI,`,

for `=0, 1, . . . , L, the optimal number of samples for level ` is

M⇤
` =

✓

C↵

✓

◆2

TOL�2
p

V`/ `

L
X

l=0

p

Vl l, (2.11)

for some ✓ 2 (0, 1), and assuming that M⇤
` >1, for `=0, ..., L. Here ✓ is the proportion

of TOL that corresponds to the statistical error, ES,L. In this work the calibration

procedure is implemented in such a way that ✓ � 1
2 . This is indeed a reasonable

threshold, which is observed in the studied problems (for example, see Figure 2.6).

Here, L0 is the smallest value of L such that for a given TOL, EI,L < TOL�TOL2.

This quantity is finite since the discretization error, EI,L, tends to zero as L goes to

infinity. This is because the hybrid algorithm for small enough grid diameter simulates
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an exact path (in the sense of the SSA method), by construction. That is, given an

initial grid �t0, there is a maximum number of levels such that the discretization

error is positive (assumed to be at least 1).

Let the total computational work of the multilevel estimator be

wL :=
L
X

`=0

 `M`.

Then, substituting M` for the expression (2.11), the optimal expected work con-

ditional on ✓ can be expressed by

E
⇥

w⇤
L(TOL)

�

� ✓
⇤

=

 

C↵

✓

L
X

`=0

p

V` `

!2

TOL�2,

for L � L0. Due to the constraint ✓ � 1
2 ,

w⇤
L(TOL)  sup

L

8

<

:

 

2C↵

L
X

`=0

p

V` `

!2
9

=

;

TOL�2.

Consider the series
1
X

`=0

p

V` `.

Observe that the expected computational work per path at level `,  `, is bounded

by a multiple of the expected computational work of the exact method (in this case

MNRM), i.e., K MNRM. This holds by construction of the hybrid path, as explained

previously in Section 2.1.1. Therefore,

1
X

`=0

p

V` ` 
p

K MNRM

1
X

`=0

p

V`.

By construction, V` ! 0 because it satisfies the bound V` = O (�t`)  C�t0(1/2)`

for some positive constant C. Therefore, the series
P1

`=0

p
V` is dominated by the
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geometric series
P1

`=0(1/
p
2)` <1 .

Finally, the term supL{
PL

`=0

p
V` `} is bounded and, therefore, the expected com-

putational complexity of the multilevel hybrid Cherno↵ Tau-leap method is

w⇤
L(TOL) = O

�

TOL�2
�

,

the same as an exact method, but, as seen in the numerical experiments, with a

smaller constant. Compare this result with the one in [46] (pp. 16 and 17). The

authors show that the computational work of the pure Tau-leap multilevel estimator

is of order O (TOL�2(ln(TOL))2).

Numerical Experiment for the Gene Transcription and Translation Model

In Figure 2.5 the result of an ensemble of five independent runs of the calibration

algorithm (Algorithm 6 presented in Section 5.4.2), using di↵erent relative tolerances

is shown. On the x-axis, the predicted and actual total computational work (run-

time) for di↵erent methods, and on the y-axis the estimated global computational

error bound. The observed computational work of the multilevel method is of order

O (TOL�2), as expected. It is important to stress that this is the optimal order of

the computational work that can be achieved by using Monte Carlo in this setting.

More details of the runs are shown in Table 2.2.

It is useful to recap the goal of this line of work: Given a prescribed error tolerance,

TOL > 0, and a confidence level ↵ 2 (0, 1), compute an estimation of E [g(X(T ))]

such that P (E > TOL) < 1� ↵, with the minimum possible computational work.

In the left panel of Figure 2.6, the proportion of TOL=3.13e� 03 that corresponds

to the statistical error is shown for each level. This supports the assumption that

✓ � 1/2, used to show that the expected computational complexity of the multilevel

estimator is of order O (TOL�2). In the right panel of Figure 2.6, the estimated total
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Figure 2.5: Left: Predicted work (runtime) versus the estimated error bound for the
gene transcription and translation model (2.1.4). The single level hybrid method
outperforms the SSA for the first three tolerances only. The asymptotic work of the
multilevel method is also shown. Right: Actual work (runtime) versus the estimated
error bound.

TOL L⇤ Min Max ŴML

ŴSSA
Min Max WML

WSSA
Min Max

1.00e-01 3 3 3 0.04 0.04 0.04 0.06 0.05 0.07
5.00e-02 4.6 4 5 0.04 0.03 0.04 0.05 0.05 0.05
2.50e-02 6 6 6 0.03 0.03 0.04 0.05 0.04 0.05
1.25e-02 8 8 8 0.03 0.03 0.03 0.05 0.05 0.06
6.25e-03 10 10 10 0.03 0.03 0.03 0.05 0.04 0.05
3.13e-03 11.4 11 13 0.03 0.03 0.03 0.05 0.04 0.05

Table 2.2: Details for the ensemble run of the calibration algorithm for the gene tran-
scription and translation model. As an example, the first row of the table indicates
that, for a tolerance TOL=1 · 10�1, three levels are needed. The predicted work of
the multilevel hybrid method is, on average, 4% of the predicted work of the SSA
method, whereas the actual work is 6%. Observed minimum and maximum values in
the ensemble are also provided.

computational work as a function of the number of levels is shown for the smallest

considered TOL. The work is estimated only for levels in which ÊI,` < TOL�TOL2.

For this tolerance, the optimal number of levels varies from 11 to 13. As seen in

the last line of Table 2.2, the minimum value obtained in the ensemble is 11 and the

maximum is 13. As seen in the plot, the substantial work reduction is done at levels

6,7 and 8.
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Figure 2.6: Left: Left: Percentage of the statistical error over the computational
global error. It is well above 1/2 for all the tolerances. Right: estimated total
computational work,

PL
l=0  ̂lM̂l, as a function of the number of levels, L, for L�L0.

In this example, L0=5.

The QQ-plot in Figure 2.7 shows, for the smallest considered tolerance, inde-

pendent realizations of the multilevel estimator, ML (defined in (2.10)). Those 103

points are generated using 5 sets of parameters given by an independent run of the

calibration algorithm. This plot, complemented with a Shapiro-Wilk normality test

(a p-value of 0.6 was obtained), supports the assumption about the Gaussian dis-

tribution of the statistical error. In the same figure, TOL versus the actual global

computational error is shown. It can be seen that the prescribed error tolerance is

achieved with the required confidence of 95%, except for the second one.

Main Contributions of this Work

• A multilevel Monte Carlo estimator for the hybrid Cherno↵ Tau-leap method.

Thanks to this, the variance of the single-level estimator is greatly reduced. It

is shown that computational complexity of this method is of order O (TOL�2).

This is the same order as a pathwise exact algorithm (for example Gillespie’s

SSA), but with a smaller constant. Computational work gains for well-known

models are up to a factor of 10�2.
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Figure 2.7: Left: QQ-plot based on an ensemble of MLMC estimations for the gene
transcription and translation model. Right: TOL versus the actual global computa-
tional error. The numbers above the straight line show the percentage of runs that
had errors larger than the required tolerance. Observe that in all cases (except the
second for a very small margin) the computational error follows the imposed tolerance
with the expected confidence of 95%.

• An e�cient strategy for coupling two hybrid Cherno↵ Tau-leap paths, which is

a main requirement for implementing the multilevel estimator.

• An automatic error estimation and control procedure, that estimates all the

required parameters for this multilevel Monte Carlo estimator. These estimated

parameters are such that the computational work required to satisfy a prescribed

tolerance for the global computational error within a given confidence level is

minimal.

• An e�cient estimator for the variance of the di↵erence of the quantity of interest

between two consecutive levels is developed. This dual based estimator largely

eliminates the so called large kurtosis problem that may arise in some models.

2.1.3 A Multilevel Adaptive Reaction-splitting Method

In this section a summary of the contents and contributions of the following pa-

per (referred to as Paper III [47]) is presented. “A multilevel adaptive reaction-
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splitting simulation method for stochastic reaction networks” by A. Moraes, R. Tem-

pone, and P. Vilanova, Submitted to SIAM Journal of Scientific Computing, preprint

arXiv:1406.1989, 2015.

In this work, a novel multilevel Cherno↵ Tau-leap method is presented. This

method is specifically designed for systems in which fast and slow reaction channels

coexist. These are systems in which the level of activity 6 of some channels are

considerably larger than the rest. The key di↵erence between this method and the

hybrid Cherno↵ Tau-leap is that, instead of choosing an exact or approximate method

for taking a step, this method adaptively splits the set of reaction channels into two

subsets: one for using the Tau-leap and the other for using the exact method.

To estimate expected values of observables of the system at a prescribed final

time, this method bounds the global computational error to be below a prescribed

tolerance, TOL, within a given confidence level. This is achieved with a computa-

tional complexity of order O (TOL�2), the same as in the hybrid method, but for

some examples, with a much smaller constant.

In this work, a novel control variate technique based on the stochastic time change

representation by Kurtz is also developed. This control variate may dramatically

reduce the variance of the coarsest level at a negligible computational work.

Splitting Strategy

The idea of the splitting is to classify the set of reaction channels R := {1, 2, ..., J}

into two disjoint sets, RTL and RMNRM, where the increment associated to RTL

is computed using the Cherno↵ Tau-leap method and the increment associated to

RMNRM is computed using the MRNM.

The splitting is based on computational work, and characterized by the level of

activity. The level of activity of channel j, given the current state x, is defined as

6Level of activity will be defined later.
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the product of its propensity aj(x) times a factor ✓j, that takes into account the

probability of reaching a negative value by taking a Tau-leap step in the direction of

⌫j. The reason for computing this factor is because it is not advisable to include in

RTL reactions that may lead to small Cherno↵ tau step sizes (more details on ✓j can

be found in Section 6.2). The level activity is defined as ãj(x):=(1�✓j)aj(x).

For determining an approximate optimal split, two steps are taken:

1. Using the level of activity, define a linear order on R, which determine J+1

possible splittings Si, i=0, ..., J , as follows:

RTL RMNRM

S0 ; R

S1 {��1(1)} {��1(2), .., ��1(J)}

S2 {��1(1), ��1(2)} {��1(3), .., ��1(J)}
...

SJ R ;

.

Here � is a permutation over R such that

ã�(j)(x) � ã�(j+1)(x), j=1, ..., J�1.

2. Find among the J+1 partitions, the one with minimal computational work

to reach the next decision point Td. This is defined as the sum of the work

associated with the reactions that use the Cherno↵ Tau-leap method and the

ones that use the MNRM. The computational work corresponding to RTL is

Work(RTL, x, t) :=
Td�t

min{⌧Ch, Td�t}

 

Cs +
X

j2RTL

CP (aj(x)⌧Ch)

!

,

where Cs is the work of computing the split (see Section 6.2.3), and CP (�)

is the work of a Poisson random variate with rate � (see Section 4.3.1). The
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factor (Td�t)/min{⌧Ch, Td�t} takes into account the number of steps required

to reach Td from t. Similarly, the work corresponding to RMNRM is

Work(RMNRM, x, t) :=
Td�t

min{⌧MNRM, Td�t}
CMNRM,

where the constant CMNRM is the computational work of an MNRM step and

⌧MNRM =
⇣

P

j2RMNRM
aj(x)

⌘�1

. In Paper III [47], a heuristic to avoid evaluating

the J+1 splittings is developed (see Section 6.2.3). This reduces the order of

the computational work of the splitting procedure from O (J2) to O (J).

Observe that that the whole approximate optimal split procedure can be evaluated

in a number of operations proportional to J , which is the same order as the one-step

decision rule of the hybrid method, already described in Section 2.1.1.

Mixed and coupled mixed paths

By using the approximate optimal split, the next state of the approximate process is

computed from the present state adding the sum of two increments. One increment is

obtained applying the Cherno↵ Tau-leap method to the high-activity channels while

the other increment is obtained by applying an exact method to the low-activity

channels. Using iteratively this heuristic, it is possible to produce approximate paths

which are called mixed paths. Details of this path generation can be found in Algo-

rithm 21.

Coupling two mixed paths is an essential ingredient for the multilevel estimator.

The four algorithms that are the building blocks of the coupling algorithm were

already presented in the multilevel hybrid Cherno↵ Tau-leap method (see Table 2.1).

The novelty here comes from the fact that the coupled mixed algorithm may have

to run the four algorithms concurrently in the same step. This coupling algorithm is

presented in Algorithm 22.
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The multilevel estimator and global error estimation and control

The multilevel Monte Carlo estimator of E [g(X(T ))] is again defined as:

ML :=
1

M0

M0
X

m=1

g01A0(!m,0) +
L
X

`=1

1

M`

M
X̀

m=1

[g`1A`
� g`�11A`�1

](!m,`), (2.12)

where L is the total number of levels in the hierarchy of grid discretizations of [0, T ]

indexed by `. Here, g`:=g(X̄`(T )) is the quantity of interest computed at level `, and

X̄` is a mixed Cherno↵ Tau-leap path evaluated in a time mesh of size �t`=R�`�t0

with R>1 a given integer constant and �t0 the size of the coarsest time grid. Finally,

A` is the event in which X̄`, arrives at the final time without exiting the state space

of X.

Like in the hybrid method, the hierarchy of proposed time grids is nested but, in

the process of controlling the discretization and exit error, it may change because of

the coupling process by adding and deleting points.

The computational global error, EL, defined as

EL := E [g(X(T ))]�ML,

can be decomposed in the same way as in the hybrid multilevel setting:

E [g(X(T ))]�ML = E
⇥

g(X(T ))(1AL
+ 1Ac

L
)
⇤

� E [gL1AL
] + E [gL1AL

]�ML

= E
⇥

g(X(T ))1Ac
L

⇤

| {z }

=:EE,L

+E [(g(X(T ))�gL)1AL
]

| {z }

=:EI,L

+E [gL1AL
]�ML

| {z }

=:ES,L

.

E�cient procedures for accurately estimating the discretization error and the sta-

tistical error were developed for the hybrid method. Both estimators can be applied

in the mixed setting as well without major changes.
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The exit error, EE,, in the hybrid Cherno↵ method satisfies, by construction,

|EE|  |E [g(X(T ))] |P (Ac)  F (�),

where F (�):=�E [NTL] +O (�2), for a properly chosen � (see (2.5)). In the context of

mixed paths, a further development is required because the second bound may be not

sharp enough. At each mixed step, for reaching the next time horizon H and given

X̄(t)=x, three things can happen, depending on the choice of RTL:

1. RTL 6= ; and ⌧Ch  H � t,

2. RTL 6= ; and ⌧Ch > H � t,

3. RTL = ;.

In the first case, the one-step exit probability is less than �; in the second case the exit

probability is less than a quantity ⌘=⌘(x, ⌧) which can be much smaller than �; and

in the last case, the one-step exit probability is zero. It means that the probability for

one path to reach the final time T without exiting the lattice is greater than a product

of a certain number of factors (1��), and (1�⌘). This product, denoted by ⇡ = ⇡(!),

can be computed for each path ! and then estimate P (Ac) / 1�A (⇡(!m);M), given

a su�ciently large number of samples, M . For more details, see Section 6.3.3.

Automatic estimation procedure for the simulation parameters Up to mi-

nor changes the calibration procedure is essentially the same as the one in the multi-

level hybrid Cherno↵ method. It is important to stress that minimal user intervention

is required to obtain the parameters needed to later compute the estimates by using

(2.12).
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A Control Variate Idea

In Paper III [47], the authors also developed a novel control variate idea suitable for

Markovian pure jump processes.Recall the Kurtz random time change representation

of the process X,

X(T,!) = x0 +
J
X

j=1

⌫jYj

✓

Z T

0

aj(X(s)) ds,!

◆

,

where Yj : R+⇥⌦! Z+ are independent unit-rate Poisson processes.

Consider the random variable

X̃(T,!) = x0 +
J
X

j=1

⌫jYj

✓

Z T

0

aj(Z(s)) ds,!

◆

,

where Z(t) is a mean field approximation of X as already described in Section 1.2.1.

This random variable can be considered as a deterministic time change approximation

of X(T,!). Suppose that, given a realization of X(T ), X̃(T ) is computed using the

same realizations of Yj, j=1, ..., J . Then, a strong correlation betweenX(T ) and X̃(T )

may be observed. Therefore, since E
h

X̃(T )
i

= Z(T ) is known, X̃(T ) can be used

as a control variate for X(T ), obtained using almost negligible extra computational

work.

In the context of the multilevel Cherno↵ Tau-leap method, the main application

of this deterministic time change control variate technique is at the coarsest grid level

of the multilevel hierarchy. Consider thus the trivial decomposition

g(X̄0(T )) = g(X̃(T )) +
⇣

g(X̄0(T ))� g(X̃(T ))
⌘

.

Therefore,

E
⇥

g(X̄0(T ))
⇤

= E
h

g(X̃(T ))
i

+ E
h

g(X̄0(T ))� g(X̃(T ))
i

.



92

Assume now that it is possible to compute exactly E
h

g(X̃(T ))
i

(otherwise see

Remark 6.4.1). Then, the quantity to estimate is E
h

g(X̄0(T ))� g(X̃(T ))
i

instead of

E
⇥

g(X̄0(T ))
⇤

. The computational gain lies in the fact that Var
h

g(X̄0(T ))� g(X̃(T ))
i

could be substantially lower than Var
⇥

g(X̄0(T ))
⇤

. A detailed account on how to

compute this control variate is presented in Section 6.4.

Numerical Experiment

In this section an illustration of the reaction splitting Cherno↵ Tau-leap method is

shown, and also an application of the deterministic time change control variate. This

model, adapted from [48], has three species and a mixture of fast and slow reaction

channels,

X1
c1�*)�
c2

X2
c3�! X3

c4�! ;, c2 � c3 > c4.

Its stoichiometric matrix and propensity functions, aj : Z+ ! R, are given by

⌫ =

0

B

B

B

B

B

B

B

@

�1 1 0

1 �1 0

0 �1 1

0 0 �1

1

C

C

C

C

C

C

C

A

tr

and a(X) =

0

B

B

B

B

B

B

B

@

c1X1

c2X2

c3X2

c4X3

1

C

C

C

C

C

C

C

A

,

respectively, where g(X(t)) = X3(t). In this model, successive firings of the reaction

X2 ! X3 are separated by many reversible firings between X1 and X2, which takes a

substantial amount of computational work in a standard SSA run. In [49], Gillespie

et al. claim that this ine�ciency cannot be addressed using ordinary Tau-leaping

because of the “sti↵ness”7 of the system. Using the multilevel mixed Cherno↵ Tau-

leap method, remarkable work gains can be achieved while automatically controlling

the global error.

7In this context means that the level of activity of some channels are considerably larger than
the rest.
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In Figure 2.8, the total predicted computational work (measured in runtime) for

10 independent runs using di↵erent error tolerances of the calibration algorithm (see

Section 6.3.4) is shown. The Gillespie’s SSA method is used as a benchmark. Observe

that, for practical error tolerances, the computational work gains with respect to the

SSA method, when using the control variate, are larger than a factor of 100. Without

using the control variate, computational gains are also substantial.
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SSA
slope 1/2
Mixed
Mixed CV level 0
Asymptotic

TOL L⇤ ŴMLcv

ŴSSA

ŴML

ŴSSA

3.13e-03 1 2.0e-3 ±4.0e-4 3.0e-2 ±1.0e-3
1.56e-03 1 3.0e-3 ±4.0e-4 4.0e-2 ±1.0e-3
7.81e-04 1 3.0e-3 ±1.0e-3 4.0e-2 ±2.0e-3
3.91e-04 1 4.0e-3 ±4.0e-4 6.0e-2 ±3.0e-3
1.95e-04 2 1.3e-2 ±1.4e-3 9.0e-2 ±8.0e-3
9.77e-05 3 2.7e-2 ±4.0e-3 1.3e-1 ±1.6e-2
4.88e-05 4 6.5e-2 ±1.5e-2 1.9e-1 ±2.5e-2
2.44e-05 6 1.0e-1 ±1.4e-2 2.1e-1 ±2.0e-2
1.22e-05 6 1.1e-1 ±3.0e-2 2.2e-1 ±2.9e-2
6.10e-06 6 1.1e-1 ±1.7e-2 1.9e-1 ±2.0e-2

Figure 2.8: Left: predicted work (runtime) versus the estimated error bound, with
95% confidence intervals with and without using the control variate at level 0, as de-
scribed in Section 6.4. Right: details of the ensemble run of the calibration algorithm
using the control variate (third column) and without using the control variate (fourth
column). As an example, the fifth row of the table shows that, for TOL=1.95 · 10�4,
2 levels are needed on average. The work of the multilevel mixed method using the
control variate at level 0 is, on average, 1% of the work of the SSA. When not using
the control variate, it is 9%. Confidence intervals at 95% are also provided.

Main Contributions of this Work

• A novel hybridizing (Cherno↵ Tau-leap/exact) algorithm, based on splitting the

reaction channels according to a computational work criterium. Computational

work gains for well-known models are up to a factor of 10�3.

• An e�cient strategy for coupling two mixed Cherno↵ Tau-leap paths, and its

corresponding multilevel Monte Carlo estimator.
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• An automatic error estimation and control procedure, that estimates all the

required parameters for this multilevel Monte Carlo estimator. These estimated

parameters are such that the computational work required to satisfy a prescribed

tolerance for the global computational error within a given confidence level is

minimal.

• A novel control variate technique based on the stochastic time change represen-

tation by Kurtz, which may dramatically reduce the variance of the quantity of

interest at the coarsest level at negligible computational work.

2.2 The Inverse Problem

2.2.1 Multiscale Modeling of Wear Degradation

In this section a summary of the contents and contributions of the following paper

(referred to as Paper IV [6]) is presented. “Multiscale modeling of wear degradation

in cylinder liners” by A. Moraes, F. Ruggeri, R. Tempone, and P. Vilanova, in SIAM

Multiscale Modeling & Simulation, vol. 12, no. 1, pp. 396–409, 2014.

In this work, the goal is to apply a multiscale indirect inference approach on

a real data set. That is, instead of using a sampling-oriented method to obtain

consistent estimators, the use of a multiscale approach of approximate likelihoods is

proposed. The base model, which defines the microscopic scale, is a continuous-time

Markov pure jump process that takes values in a numerable set. Since the process is

observed only in a finite set of times, i.e., it is partially observed, its likelihood function

usually can not be written in a simple closed form amenable to performing standard

optimization procedures. For example in [50], an inference procedure intended only for

linear propensity functions based on Markov Chain Monte Carlo and path simulation

techniques, is presented. This inference methodology may be very computationally



95

demanding and does not address the problem for general non-linear rates. For that

reason, the idea is to consider upscaled auxiliary versions for modeling the data, from

which it is possible to obtain simpler likelihood functions. The parameters estimated

using this approximate likelihood, are used in the base model and its goodness-of-fit

is investigated.

The data set The data set, taken from [3], consists of wear levels observed on K =

32 cylinder liners of eight-cylinder SULZER engines as measured by a caliper with a

precision of 0.05mm. Warranty clauses specify that, to avoid failures, the liner should

be changed before it accumulates a wear level of 4.0mm. Data is depicted in Figure

2.9.
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Figure 2.9: Data set from [3]. Data refer to cylinder liners used in ships of the
Grimaldi Group.

The Thickness Process

The proposed base model for this data is a continuous-time pure jump process as

described previously. This is a consequence of the finite resolution of the caliper,

amenable to be represented with a finite lattice in the positive real line.
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Let X(t) be the thickness process derived from the wear of the cylinder liners up

to time t,

X(t) = T0 �W (t),

where W is the wear process and T0 is the initial thickness, X(0)=T0. The initial

thickness is an unknown parameter and needs to be estimated (see Section 7.6). In

Paper IV [6], it is shown that it is possible to model X(t) as a sum of two simple

decay processes with jump sizes proportional to � := 0.05 (which is the resolution

of the measurement instrument). One simple decay process is not enough to explain

the variance of the thickness data. The thickness data x = {xi}ni=1, are defined as

xi := T0 � wi, where wi is the wear of the i-th datum.

Therefore, the two considered intensity-jump pairs are

(a1(x), ⌫1) = (c1x,��) and (a2(x), ⌫2) = (c2x,�k�),

where k is an unknown positive integer to be estimated, and c1 and c2 are unknown

positive coe�cients with dimension (mm · hour)�1 to be estimated. Therefore, the

probability to observe a thickness decrement in a small time interval (t, t+h] is given

by

P (X(t+ h) = X(t)��
�

� X(t) = x) = c1xh+ o(h)

P (X(t+ h) = X(t)�k�
�

� X(t) = x) = c2xh+ o(h),

where T0, c1, c2 and k are four unknown parameters to be estimated. This can be

interpreted as the data suggesting two types of wear, which may be due to di↵erent

physical phenomena.

In this linear propensity function case, by using a moment matching technique 8,

8Since the propensities are linear, it is possible to deduce the same equations by using Dynkin’s
formula, see (1.10).
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it is possible to obtain a closed form ODE system for the pair µ(t) := E [X(t)] and

�2(t) := E [(X(t)� µ(t))2], that is,

8

>

>

>

>

<

>

>

>

>

:

dµ(t) = (c1⌫1 + c2⌫2)µ(t)dt,

d�2(t) = (2(c1⌫1 + c2⌫2)�2(t) + (c1⌫21 + c2⌫22)µ(t)) dt,

(µ(0), �2(0)) = (x0, 0), x0 2 R+, t 2 R+.

(2.13)

Its solution is given in closed form by

µ(t) = x0 exp ((c1⌫1 + c2⌫2)t) ,

�2(t) = x0
c1⌫21 + c2⌫22
c1⌫1 + c2⌫2

exp ((c1⌫1 + c2⌫2)t) (exp ((c1⌫1 + c2⌫2)t)� 1).

Then, the following Gaussian model is considered to model the thickness data:

xi = Ỹ (ti) + ✏i, i=1, . . . , K, (2.14)

where Ỹ (t) ⇠ N (µ(t), �2(t)), and ✏i are i.i.d. realizations of N (0, �2
E) with �2

E>0

beign the experimental measurement error. Here, �E = � (see Remark 7.4.1).

According to the proposed model, the likelihood function can be written as

L(✓|x) =
n
Y

i=1

1
p

2⇡(�2
E + �2(ti; ✓))

exp

⇢

� (xi � µ(ti; ✓))2

2(�2
E + �2(ti; ✓))

�

, (2.15)

where ✓=(c1, c2, k, T0). The maximum likelihood estimator (MLE) for (c1, c2), for a

fixed k and a fixed T0, is the minimizer of the opposite of the log likelihood, i.e.,

c⇤(k, T0) := arg min
c1�0,c2�0

n
X

i=1

⇢

(xi � µ(ti; ✓))2

�2
E + �2(ti; ✓)

+ log(�2
E + �2(ti; ✓))

�

. (2.16)

Finally, appropriate values of k and T0 are determined by analyzing the sequence

{c⇤(k, T0)}k�2 for di↵erent values of T0. The resulting values are k=4 and T0=5.0mm
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(see Section 7.6).

Figure 2.10 shows, in the left panel, the contour plot of the least squares function

(2.16), associated with the likelihood function defined in (2.15). The model (2.14),

produces a likelihood function with a unique global maximum for this data. Condi-

tional on k and T0, the MLE for (c⇤1, c
⇤
2) is given by (0.63 · 10�4, 1.2 · 10�4). In the

right panel, the corresponding 90% confidence band is shown, which is very similar

to the one obtained in [3], but in that case a more complex model is used.
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Figure 2.10: Left: residuals of the minus loglikelihood (2.15) for k=4, and T0=5.0mm.
Right: its 90% confidence band.

Condition based maintenance One of the main interest in this work is to deter-

mine the distribution of the time in which the wear attains the critical value L=4.

This time is referred as to “hitting” time and it is a random variable, defined as

⌧L := inf{t 2 R+ : W (t) � L}.

Thanks to the simplicity of the model compared to the related literature for the same

data set ([51, 52, 53, 3] and references therein), this distribution is fully characterized

in this work. The conditional residual reliability function is also obtained.

In Figure 2.11 the cumulative distribution function (CDF) and the probability

distribution function (PDF) of the hitting time in the left and right panels are shown.
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The figure indicates that at around 30, 000 hours, it is advisable to start monitoring

the wear.
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Figure 2.11: Left: CDF of the hitting time for B=T0�L=1. Right: PDF of the
hitting time to the critical level.

Main Contributions of this Work

• A first step into the development of a multiscale indirect inference methodology

for Markovian pure jump processes is presented. Since the likelihood function

of a discretely observed pure jump process does not have an expression that is

simple enough for standard non-sampling optimization methods, this likelihood

is approximated by expressions derived from upscaled models of the data.

• This allows, for this application, to model the evolution of the wear level and

to identify when the system reaches some critical level that triggers a mainte-

nance response, which is an important question to answer in reliability-based

maintenance.

• The application of this indirect approach leads to a simpler model than the

ones existing in the current literature. This sample-free approach allows the

use of the Master Equation to assess the goodness-of-fit and to compute the

distribution of the hitting time to the critical level.
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2.2.2 A Forward-Reverse Expectation-Maximization (FREM)

Algorithm

In this section a summary of the contents and contributions of the following paper

(referred to as Paper V [54]) is presented. “An e�cient forward-reverse expectation-

maximization algorithm for statistical inference in stochastic reaction networks” by

C. Bayer, A. Moraes, R. Tempone, and P. Vilanova, Submitted to Stochastic Analysis

and Applications, 2015.

In this work, the goal is to estimate the reaction rate constants ✓=(c1, . . . , cJ)

for a Markovian pure jump process (MPJP) by using a Monte Carlo approach. This

is in contrast to the method used in the previous section, which was a sample-free

approach. The complete likelihood function, Lc(✓), corresponding to data obtained

from continuously observed paths of a Markovian pure jump process X is relatively

easy to derive (see Section 8.3.2). But, since the observational times are not necessary

equal to the jump times, it is not possible to deal directly with that likelihood function.

For that reason, the jump times of X and their corresponding reactions, are treated

as “missing data”. This missing data can be “filled out” by simulating a Markovian

pure jump process X whose probability distribution is conditional on the discretely

observed data

D := ([sk, tk], x(sk), x(tk))
K
k=1, (2.17)

such that [sk, tk] is the time interval determined by two consecutive observational

points, sk < tk, where the states x(sk) and x(tk) have been observed. The conditional

process X(sk)=x(sk) and X(tk)=x(tk) for [sk, tk] is called a SRN-bridge. In order

to simulate this process, an extension of the forward-reverse representation by Bayer

and Schoenmakers [55] to the context of Markovian pure jump processes is developed

in Paper V [54] (see Section 8.2). Then, a Monte Carlo version of the Expectation-

Maximization (EM) algorithm [56, 9, 57, 58] is used in order to generate a sequence
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of estimations of ✓ until a convergence criterion is fulfilled.

The Forward-reverse Formula

Given the observed data X(s) = x and X(t) = y at a time interval [s, t] for x, y 2 Zd
+,

let t⇤ be a fixed intermediate time s<t⇤<t. Denote by X(f) the process X conditioned

on starting at X(f)(s) = x, restricted to the time domain [s, t⇤]. Denote by Y the

reverse process constructed in reverse dynamics on the time domain [t⇤, t] started

at Y (t⇤) = y. Here Y is again a MPJP (see Section 8.2.2) with reaction channels

((�⌫j, ãj))Jj=1, where ãj(y) := aj(y � nuj). Finally, denote by X(b) the process Y

running backward in time, that is, X(b)(u) := Y (t⇤+t�u) for u2[t⇤, t], with X(b)(t) =

y.

Under mild regularity conditions, a stochastic representation is provided for con-

ditional expectations of the form,

H := E [�(X, [s, t]) | X(s) = x, X(t) = y] ,

for fixed values x, y 2 Zd
+ and a suitable functional �. More precisely, in Paper V

[54] the authors use a limiting equality of the form

H(x, y) = lim
✏!0

E
⇥

�
�

X(f) �X(b), [s, t]
�

✏(X(f)(t⇤)�X(b)(t⇤)) 
�

X(b), [t⇤, t]
�⇤

E [✏(X(f)(t⇤)�X(b)(t⇤)) (X(b), [t⇤, t])]
,

(2.18)

where X(f) �X(b) denotes the concatenation of the paths X(f) and X(b) in the sense

defined by

X(f) �X(b)(u) :=

8

>

>

<

>

>

:

X(f)(u), s  u  t⇤,

X(b)(u), t⇤ < u  t,

and

 (Z, [a, b]):= exp

✓

Z b

a

c (Z(u)) du

◆

,
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with c(y) :=
PJ

j=1 aj(y � ⌫j)�aj(y) (it is the integrand in the discount factor of the

associated Feynman-Kac formula, see Section 8.2.2 for details), and ✏ is a suitable

family of kernel functions indexed by the bandwidth ✏. A kernel is a function  : Zd !

R satisfying
X

x2Zd

(x) = 1.

The forward-reverse algorithm generates forward paths from time sk to an inter-

mediate time t⇤k 2 [sk, tk], and reverse paths from time tk to t⇤k. Observe that the

probability of producing SRN-bridges strongly depends on the approximation of ✓

used to generate the forward and the reverse paths. In this work, two type of kernels

are used, Kronecker and Epanechnikov. The first type of kernel assigns weight equal

to one to a forward-reverse path that “meet” at the same point at the intermediate

time t⇤, and zero otherwise. Usually, this kernel is preferred to an Epanechnikov one,

which assigns a positive weight to forward-reverse paths that take di↵erent values at

the intermediate time t⇤. Indeed, the FREM algorithm first uses a Kronecker kernel

in order to obtain forward-reverse paths, and, if the number of joined paths is too

small, it tries to obtain more joined paths by using an Epanechnikov kernel (more

details in Section 8.5.3 and in Algorithm 26). An illustration of the forward-reverse

path simulation idea is given in Figure 2.12.

The Forward-reverse Monte Carlo EM Method (FREM)

In Paper V [54], the authors present an e�cient two-phase algorithm that approxi-

mates the Maximum Likelihood Estimator, ✓̂MLE, of the vector ✓, using the observed

data set, D, defined in (2.17).

The purpose of Phase I is to generate an estimate of ✓, that will be used as an

starting value for Phase II. To this end, a deterministic global optimization problem

is solved. This problem is obtained by substituting at each time interval, [sk, tk],

the ODE approximations to the mean of the forward and reverse stochastic paths
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Figure 2.12: Illustration of the forward reverse path simulation. The plot corresponds
to a certain time interval of the wear data (described in Section 2.2.1). The observed
values are marked with a black cross (beginning and end of the interval).

and minimizing a weighted sum of the squares of the Euclidean distances of the

ODE approximations at the times t⇤k. Using this value as a starting point of Phase

II, an acceptable number of bridges in the interval [sk, tk] are obtained, reducing the

computational e↵ort. In Phase II, a Monte Carlo EM stochastic sequence is generated,

(✓̂(p)II )+1
p=1 until a certain convergence criterion is fulfilled. A schematic representation

of the two-phase method is:

✓(0)I ! ✓(0)II ! ✓̂(1)II ! · · · ✓̂(p)II ! · · ·! ✓̂. (2.19)

In this phase, a computationally e�cient implementation of the bridge simulation

algorithm is used for filling out the missing data that feeds the Monte Carlo EM

algorithm. Details are provided in Section 8.4.

The Monte Carlo EM algorithm The EM algorithm [56, 9, 57, 58] is an iterative

algorithm that, given an initial guess and a stopping rule, provides an approximation

for a local maximum or saddle point of the likelihood function, L(✓|D) 9. It is a data

9In the paper denoted as lik.
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augmentation technique in the sense that the maximization of the likelihood L(✓|D)

is performed by treating the observed data D as a part of a larger data set, (D, D̃),

where the complete-likelihood, Lc(✓|D, D̃), is amenable to maximization. Here D̃

denotes a sequence of random variates with distribution conditional to the observed

data. Given an initial guess ✓(0), the EM algorithm maps ✓(p) into ✓(p+1) by applying

1. the Expectation step: Q✓(p)(✓|D) := E✓(p)

h

log(Lc(✓|D, D̃))
�

�D
i

,

2. and the Maximization step: ✓(p+1) := argmax✓ Q✓(p)(✓|D).

Here, E✓(p) [·|D], denotes the expectation associated with the distribution of D̃ under

the parameter choice ✓(p), conditional on the data, D. In many applications, the

expectation step is computationally unfeasible and therefore, the following Monte

Carlo version is used,

Q̂✓(p)(✓|D) :=
1

M

M
X

i=1

log(Lc(✓|D, D̃i)),

where (D̃i)Mi=1 ⇠ D̃
�

�D is a random sample of size M , conditional to the observed

data, D.

It can be shown (details are provided in Section 8.4) that the maximizer of

Q✓(p)(✓|D) is

c⇤j =

PK
k=1 E✓(p)

⇥

Rj,Ik

�

�D
⇤

PK
k=1 E✓(p)

⇥

Fj,Ik

�

�D
⇤

, j=1, . . . , J, (2.20)

where Rj,Ik is the number of times that the reaction ⌫j occurred in the interval Ik and

Fj,Ik :=
R

Ik
gj(X(s)) ds. The expected values E✓(p)

⇥

Rj,Ik

�

�D
⇤

, and E✓(p)
⇥

Fj,Ik

�

�D
⇤

must

be approximated by bridge simulation. This is because the only available data in the

interval Ik correspond to the observed values of the process X at its extremes. This

is explained in the next section.



105

Kernel-weighted averages for the Monte Carlo EM In order to approximate

the expected values in expression (2.20), a set of Mk forward paths is generated

corresponding to the interval Ik, using ✓̂
(p)
II

10 as the current guess for the unknown

parameter ✓(p). Then obtain the forward values R(f)
j,Ik

(!̃m) and F (f)
j,Ik

(!̃m) for all j =

1, 2, . . . , J and m = 1, 2, . . . ,Mk. Analogously, for the backward process obtaining

the reverse values R(b)
j,Ik

(!̃m0) and F (b)
j,Ik

(!̃m0) for m0 = 1, 2, . . . ,Mk.

Consider the following -weighted averages, with  = ✏ for an appropriate choice

of the bandwidth ✏, that approximate E✓(p)
⇥

Rj,Ik

�

�D
⇤

and E✓(p)
⇥

Fj,Ik

�

�D
⇤

, respec-

tively:

A
✓̂
(p)
II
(Rj,Ik

�

�D;) :=

P

m,m0

⇣

R(f)
j,Ik

(!̃m) +R(b)
j,Ik

(!̃m0)
⌘

(m,m0) k(m0)
P

m,m0 (m,m0) k(m0)
,

A
✓̂
(p)
II
(Fj,Ik

�

�D;) :=

P

m,m0

⇣

F (f)
j,Ik

(!̃m) + F (b)
j,Ik

(!̃m0)
⌘

(m,m0) k(m0)
P

m,m0 (m,m0) k(m0)
,

where  k(m0) := exp
⇣

R tk
t⇤k

cj(X̃(b)(s, !̃m0))ds
⌘

(see Theorem 8.2.2). Observe that Mk

forward and reverse paths are generated in the interval Ik, but the number of bridges

that are formed are not directly controlled. The number Mk is chosen using a co-

e�cient of variation criterion, as explained in Section 8.5.1. In Paper V [54], an

algorithm is developed to reduce the computational complexity of computing those

-weighted averages from O(M2
k ) to O(Mk log(Mk)) (details are provided in Section

8.5.2).

Finally, the Monte Carlo EM algorithm for this particular problem generates a

stochastic sequence (✓̂(p)II )+1
p=1 staring from the initial guess ✓(0)II provided by the phase

I, and evolving by

ĉ(p+1) =

PK
k=1 A✓̂

(p)
II
(Rj,Ik

�

�D;)
PK

k=1 A✓̂
(p)
II
(Fj,Ik

�

�D;)
,

10the subscript ·II refer to phase II, see (2.19).
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where ✓̂(p)II =
⇣

ĉ(p)1 , . . . , ĉ(p)J

⌘

. A stopping criterion based on techniques widely used in

Monte Carlo Markov chains is applied. Computational details are given in Section

8.5.

Numerical Experiment for a Birth-death Process

In this section, the reaction rates of a birth-death process are estimated using syn-

thetic data (simulated with Gillespie’s SSA). This process has one species and two

reaction channels:

; c1�! X, X
c2�! ;,

described respectively by the stoichiometric matrix and the propensity function

⌫ =

0

B

@

1

�1

1

C

A

T

and a(X) =

0

B

@

c1

c2 X

1

C

A

.

Since the paths of X are not continuously observed, an increment of size k in the

number of particles in a time interval [s, t], s < t may be the consequence of any

combination of n+k firings of channel 1 and n firings of channel 2 in that interval.

This fact turns non-trivial the estimation of c1 and c2.

Let X0=17, T=200 and consider synthetic data observed in uniform time intervals

of size �t=5. This determines a set of 41 observations generated from a single path

using the parameter ✓G=(1, 0.06). The data trajectory used is shown in the left panel

of Figure 2.13. An example of a FREM algorithm run is shown in the right panel of

Figure 2.13.

The FREM algorithm took p⇤=95 iterations to converge. An ensemble of 30

independent runs is also computed (and obtained 30 cluster averages). Details are

shown in Table 2.3. It is important to mention that, the FREM algorithm will not



107

Time
0 50 100 150 200

S
p

e
c
ie

s
 c

o
u

n
t

12

14

16

18

20

22

24

26

28

30
Data trajectory

X

c
1

0.4 0.6 0.8 1 1.2 1.4 1.6

c
2

0.03

0.04

0.05

0.06

0.07

0.08

0.09

Initial point phase I
Initial point phase II
Final point phase II

Figure 2.13: Left: Data trajectory for the Birth-death example. This is obtained by
observing the values of an SSA path at uniform time intervals of size �t=5. Right:
FREM estimation (phase I and phase II) for the birth-death example. In this case 4
di↵erent FREM sequences starting the square points were run. The cluster average of
the final points is taken as the MLE estimation of the unknown parameters (circles).

converge to the parameter ✓G but to the MLE estimation.

Average Average CI at 95% Min Value Max Value
ĉ1 1.243 (1.237, 1.249) 1.213 1.284
ĉ2 0.0659 (0.0655, 0.0663) 0.0643 0.0681

Table 2.3: Values computed for an ensemble of 30 independent runs of the FREM
algorithm for the birth-death example. In each run, a cluster average ✓̂(i), i=1, .., 30 is
obtained as a MLE point estimate. For each unknown coe�cient cj, i) the average of
✓̂(i), ii) a 95% confidence interval for that average, and iii) the minimum and maximum
values of ✓̂(i), i=1, .., 30 are shown.

Main Contributions of this Work

• A method for e�ciently computing approximations of expectations of function-

als of bridges in the context of pure jump processes by extending the forward-

reverse technique developed by Bayer and Schoenmakers in [55].

• An application of this method to the statistical problem for e�ciently infer

coe�cients of propensity functions.

• A two-phase method is presented, namely the Forward-Reverse Expectation-
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Maximization (FREM) algorithm, in which the first phase, based on deter-

ministic reaction-rate ODEs (or mean field) is intended to provide a suitable

starting point that reduces the computational work of the second phase, namely,

the Monte Carlo EM Algorithm.

• This novel Monte Carlo EM algorithm based on SRN-bridges provides a clear

computational work advantage over current shooting-like methods and others

based on acceptance rejection techniques.
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Chapter 3

Markovian Pure Jump Processes

Applied to Communication

Networks

The aim of this chapter is to present the elements of Markovian population processes

applied to communication networks. This type of processes have found extensive use

in communication networks, for modeling in both continuous time and discrete time.

In this chapter two applications are presented.

3.1 Opportunistic Malware Propagation

In this section a 2-step malware propagation model, based on [59], is presented. The

original model in [59] is presented as a mean field interaction model in discrete time.

The purpose of this example is to show the important connection between discrete

time models and continuous-time models. In a discrete time model for communica-

tion networks, the time is assumed to be “slotted”. That is, time can be seen as a

concatenation of fixed length time intervals known as slots. The interest in slotted

time is broad and mainly for flexibility and e�ciency. For example, it is well known

that a slotted ALOHA multiple access protocol have superior throughput than con-
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tinuous time counterparts [60]. Discrete time models are extensively used to model

tra�c flow control, error control and medium access control protocols [33].

In this example, mobile nodes can be infected by a malicious program. There are

two infected states: passive and active. Non-infected nodes are susceptible of being

infected. At the first stage of the infection (passive) the malware silently spreads to

other susceptible nodes. Once the malware becomes active, it uses all the possible

wireless bandwidth to activate other passive nodes.

The state of the system at time t is X(t) = (P (t), A(t), S(t)) (passive infected,

active infected, susceptible), where P (t)+A(t)+S(t) = n, which is the total number

of mobiles in the system, and it is constant for all t.

Essentially, there are two fundamental ways for a node to get infected: i) because of

a system flaw (e.g: an exploit that could allow arbitrary code execution), ii) because

of a user flaw (e.g: the user is deceived and executes a dangerous program).The

interaction between the nodes is described according to the following rules:

1. A susceptible node may become passive via two ways. First, by getting infected

by a human flaw with basic rate c1. Second, by encountering a passive node

with probability P (t)
n at time t, and rate constant c2. This models a possibility

of getting infected by a system flaw.

2. An active node may be patched with rate constant c3.

3. A passive node may be patched with rate constant c4, where c4 < c3.

4. A patched node may become susceptible again with rate constant c5.

5. A passive node may become active with constant rate c6 and probability P (t)
kn+P (t)

at time t. This models the fact that, when a passive node is activated, it tries

infect as much as possible passive ones, but it has a bandwidth limitation. The

parameter 0  k  1 is the passive node density at which the infection proceeds
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at half of its maximum rate. This models another possibility of getting infected

by a system flaw.

The stoichiometric matrix and the propensity functions of the pure jump population

model are respectively,

⌫ :=

0

B

B

B

B

@

�1 �1 0 0 1 0

1 1 0 �1 0 �1

0 0 �1 0 0 1

1

C

C

C

C

A

,

and

a(P,A, S) := (c1S, c2
P

n
S, c3A, c4P, c5(n�(S+P+A)), c6

P

kn+ P
A).

The set of coe�cient rates are c1 = 0.002, c2 = 1, c3 = 0.05, c4 = 0.001, c5 = 0.1,

c6 = 0.1. The final simulation time is T = 100, and the initial time grid is uniform

with size h = 1. For these parameters, a limit cycle is observed. This cyclic is caused

by the non-linear infection of passive nodes (reaction corresponding to the constant

rate c6) and because active nodes cannot spread the infection. One with many passive

nodes, and one with few. Then, patching of infected nodes generates a new generation

of susceptible nodes to be re-infected by passive nodes and subsequently, the number

of passive nodes can increase again.

If c6 = 0 then the process has a stable limit.

This cycling model is an important critique to the fixed point method, that is, it

is not enough to have a unique solution x̄⇤ to the equation F (x̄⇤) = 0 to guarantee

that

lim
n!1

lim
t!1

X̄(n)(t) = lim
t!1

lim
n!1

X̄(n)(t) = x̄⇤.

Stability is also required. This type of questions will not be addressed in this the-

sis. Some exploratory work, on a slightly more involved setting, can be found on
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the manuscript “Noisy Mean Field Game Model for Malware Propagation in Op-

portunistic Networks” by M. Debbah, H. Tembine, and P. Vilanova, Lecture Notes

of the Institute for Computer Sciences, Social Informatics and Telecommunications

Engineering, vol. 75, pp. 459–474, 2012.[61].

3.1.1 Mean Field Limits

Mean field techniques were originally developed in statistical physics and they have

been applied in many areas, recently in performance modelling of computer networks

[59, 62, 63, 64, 65, 66, 67]. Usually, a mean field approach starts from a microscopic

Markovian model, which describes a system of a large number of indistinguishable

interacting objects, and produces a simplified description that preserves the main

quantitative and qualitative aspects of the dynamics. The use of conventional tech-

niques to analyze such systems is precluded, because the number of states of the sys-

tem grows exponentially with the number of objects. Using the mean field approach,

it is possible to dramatically reduce the size of the state space, mainly because the

state space of each object is smaller than the number of joint states in the system.

Additional references are [68, 69, 70].

Three mean field approaches can be distinguished. The first one deals with dis-

crete time limits of discrete time Markov Chains (DTMC), which usually model syn-

chronous systems where all the objects attempt to do a transition at each time step

[67]. The second deals also with discrete time Markov Chains, but the limits are in

continuous time [59], and the third one is the classical work of Kurtz et al about

continuous time limits of continuous-time Markov Chain (CTMC) models [15, 71]. In

the subsequent sections the second and the third approaches are briefly explained.
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Main Setting

In this section, the general setting of a class of Markov Chain models in discrete and

continuous time is presented.

A class of continuous-time Markov Chain model Mc (also Markovian pure jump

process model) is defined by

Mc := (X,X , (rj, ⌫j)
J
j=1),

where X := (X1, ..., Xd), Xi : R�0 ⇥ ⌦ ! Xi, with countable state space Xi ✓ N,

and X :=⇥d

i=1
Xi. The functions aj : X ! R�0 are the non-negative propensity

functions and ⌫j 2 Zd are the change vectors. If x + ⌫j 62 X then aj(x) = 0. The

model depends on a single parameter, n, which represents the size of the system. The

dependence on n is denoted by M(n)
c = (X(n),X (n), (r(n)j , ⌫(n)j )Jj=1). For example, in

the malware model, n represents the number of nodes.

The associated infinitesimal generator Q of the CTMC X is given by

Q(x, y) :=
X

j2{1,..J}, y=⌫j+x

aj(x), x 6= y, x, y 2 X .

The total rate function a0 : X ! R�0, is defined as

a0(x) :=
J
X

j=1

aj(x), 8x 2 X . (3.1)

The mean increment function µ : X ! Rd, is defined as

µ(x) :=
J
X

j=1

⌫j
aj(x)

a0(x)
, 8x 2 X . (3.2)

Observe that, if X(t)=x, then the probability that j is the next reacting channel is

equal to aj(x)
a0(x)

. Moreover, since ⌫j is the net change of the system due to channel j,
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then the mean increment function is the mean change of the system when the current

state is x. The drift function F : X ! Rd, is given by

F (x) := a0(x)µ(x) =
J
X

j=1

⌫jaj(x), 8x 2 X , (3.3)

and it is the mean rate of change of the system when the current state is x. Imposing

scaling conditions on (3.2) and (3.3), it is possible to obtain di↵erent mean field limits

as the size of the system increases, i.e., when n!1.

A discrete time Markovian Chain model is defined as

Md := (X,X , (pj, ⌫j)
J
j=1),

where X := (X1, ..., Xd), Xi : N ⇥ ⌦ ! Xi, with countable state space Xi ✓ N,

X =⇥d

i=1
Xi. The associated discrete time process is denoted by X(k). The non-

negative functions pj : X ! [0, 1] are called transition functions and satisfy

J
X

j=1

pj(x) = 1, x 2 X ,

and ⌫j 2 Zd are the change vectors. If x+⌫j 62 X then pj(x) = 0. The model depends

on a single parameter, n, which in this work represents the size of the system. This

dependence is denoted by M(n)
d .

The associated transition matrix is defined as

P (x, y) :=
X

j2{1,..J}, y=⌫j+x

pj(x), x 6= y, x, y 2 X ,

and

P (x, x) := 1�
X

j2{1,..J}, ⌫j 6=0

pj(x).
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The mean increment function µ : X ! Rd, is defined as

µ(x) :=
J
X

j=1

⌫jpj(x). (3.4)

Model Scaling

The size of the system is denoted by the parameter n 2 N. In other applications, like

biochemical networks, this parameter may be related with the volume in which the

particles are well-mixed and reactions happen. In this section the focus is in closed

systems, and thus the size will be constant along the paths of the system. In this case

the scaled variables constitute a probability distribution, which is not the case if the

size changes with time.

The system is then normalized with respect to its size, n, by the use of a vanishing

quantity called intensity, defined as �n := 1
n .

A scaled continuous-time model, M(n)
c , denoted my M̄(n)

c is defined as follows:

X̄ (n) := �nX (n), which means that for each x 2 X (n), �nx 2 X̄ (n),

ā(n)j (x̄) := a(n)j (��1
n x̄), for j=1, ..., J and 8x̄ 2 X̄ (n),

⌫̄(n)j := �n⌫
(n)
j , for j=1, ..., J.

The scaling in the discrete time case is analogous, but replacing the propensity func-

tions by the transition functions. Note that, due to the scaling, X̄(n) = �nX(n).

Mean Field Limits in Continuous Time

A continuous-time Markov Chain (CTMC) inherently models asynchronous systems.

This is because the interarrival time is exponentially distributed and thus the proba-

bility of having two events at the same time is zero. Then, only a bounded number of

objects attempt to move in a given time interval. Then, as the number of objects in
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the system increases, both the size of the jumps and the time between jumps should

decrease in a consistent way.

Density dependent case This is the classic work of Kurtz et al. [18]. Density

dependence is a scaling condition on the propensity functions. A sequence of scaled

models (M̄(n)
c )n2N is called density dependent if

1. �n = O(n�1).

2. ⌫j does not depend on n, that is, ⌫̄(n)j = �n⌫j, j=1, .., J .

3. there exists bounded, globally Lipschitz continuous functions 1 gj : E ! R�0

such that the propensity functions satisfy

ā(n)j (x̄) = ��1
n gj(x̄), j=1, .., J, 8x̄ 2 X̄ (n),

where E is a closed set such that
S

n2N X̄ (n) ✓ E ⇢ Rd. This means that, if

gj(x̄)>0, where x̄ 2 X̄ (n), then x̄+ ⌫̄(n)j 2 X̄ (n).

In this model, the drift F : E ! Rd is defined as

F (x̄) :=
J
X

j=1

⌫jgj(x̄).

This drift function defines the initial value problem for the deterministic limit Z̄(t)

of the system description,

8

>

<

>

:

dZ̄(t)

dt
= F (Z̄(t)), t � 0

Z̄(0) = x̄0.

(3.5)

1A function g is bounded if exists a constant Cb > 0 such that g(x)  Cb for all x in the domain
of g. A function g is Lipschitz continuous if exists a constant cl such that |g(x)� g(y)|  Cl|x� y|
for x, y in the domain of g.
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Here is assumed that Z̄(t) stays in E for all t and that

x̄0 = lim
n!1

x̄(n)
0 , x̄(n)

0 2 X̄ (n), (A1d)

where each x̄(n)
0 can be seen as the initial condition of each scaled model in the

sequence (M̄(n)
c )n2N.

It is easy to see that the malware example is a density dependent one.

The following theorem says that the di↵erence between any path up to time T

of the stochastic process and the ODE tends to zero when n goes to infinity. It is a

law of large numbers for the sequence CTMCs (X̄(n))n2N. Also there is an analogous

central limit theorem, see [71, 18, 15].

Theorem 3.1.1 (Mean field limit for density dependent CTMCmodels). Let (X̄(n))n2N

be a sequence of CTMC processes associated with a sequence of scaled density depen-

dent models such that (A1d) holds. Then, for any final time T 2 R�0,

lim
n!1

P

✓

sup
0tT

�

�X̄(n)(t)� Z̄(t)
�

� = 0

◆

= 1.

This is an example of a strong approximation theorem, that is, for a given final

time T > 0 and for a large n, the probability of observing a large di↵erence between

the path of the ODE the path of the process is zero.

The general case

Density dependent scaling is fairly general but does not consider, for example, chem-

ical reactions or epidemic models in which two objects of the same type interact at

the same time. In this section, a more general model is presented. Let (M̄(n)
c )n2N be

a sequence of scaled models, M̄(n)
c = (X̄(n), X̄ (n), (r̄(n)j , ⌫̄(n)j )Jj=1), with the associated

intensity �n.



118

Let E be a closed set such that
S

n2N X̄ (n) ✓ E ⇢ Rd. Then, the following scaling

assumptions are needed for convergence. 2

Initial condition Assume there exists x̄0 2 E such that

x̄0 = lim
n!1

x̄(n)
0 , for x̄(n)

0 2 X̄ (n). (A1)

This condition can be easily generalized to

lim
n!1

P
⇣

�

�

�

x̄(n)
0 � x̄0

�

�

�

> ✏
⌘

= 0.

Drift There exists a Lipschitz function F : E ! Rd such that the drift F (n) converges

uniformly to F ,

lim
n!1

sup
x̄2E

�

�F (n)(x̄)� F (x̄)
�

� = 0. (A2)

Here,

F (n)(x̄) :=
J
X

j=1

⌫̄(n)j ā(n)j (x̄), 8x̄ 2 X̄ (n).

Also, assume that (A1d) holds for F .

Noise For each n, the total rate is bounded, that is, there exists 0  �n < 1 such

that

sup
x̄2E

ā(n)0 (x̄) = �n, (A3a)

where limn!1 �n = 1, that is, the frequency of jumps increases with n. Also,

the magnitude of the jumps goes to zero, that is, there exists �n � 0 such that

max
j2{1,...,J}

�

�

�

⌫̄(n)j

�

�

�

= �n, (A3b)

where limn!1 �n = 0. Finally, a compatibility condition between the size of

2Note that the convergence result can be also stated for a relatively open subset S ✓ E (for
details see [68]).
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the jumps and the total rate is required

�2
n�n = O(n�1). (A3c)

If ⌫̄(n)j = �n⌫j where ⌫j is independent of n for all j (like in the malware example),

then
�

�

�

⌫̄(n)j

�

�

�

= �n k⌫jk and thus �n = �n maxj2{1,...,J}
�

�

�

⌫̄(n)j

�

�

�

. Then, condition (A3c)

is �2n�n. Furthermore, if �n = O(n) (like in the malware example), then condition

(A3c) is satisfied.

Remark 3.1.2 (Density dependent as a particular case). The density dependent

case satisfies all the assumptions. By definition of r̄(n)j , the noise is bounded by n.

Moreover, if ⌫(n)j = ⌫j, that is, ⌫̄(n)j = �n⌫j then �n = �n� where � = maxj k⌫jk.

Finally, �2n�n = O(n�1).

Let (X̄(n))n2N be a sequence of Markov processes associated with the sequence

(M̄(n)
c )n2N. Let Z̄(t) be the unique solution of dZ̄

dt = F (Z̄(t)), Z̄(0) = x̄0, where x̄0 is

as (A1) and F is as (A2).

Theorem 3.1.3 (Mean field limit for CTMC models). Let (X̄(n))n2N be a sequence

of CTMC processes such that (A1-A3c) holds. Then, for any finite final time T > 0,

and for any ✏ > 0,

lim
n!1

P

✓

sup
tT

�

�X̄(n)(t)� Z̄(t)
�

� > ✏

◆

= 0.

The proof is based on martingale arguments. Details can be found in [68].

Remark 3.1.4 (Non-asymptotic drift). In some practical situations it can be useful

to use the drift F (n) instead of F in the system (3.5).
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The DTMC Case

Here, a limit for discrete time Markov Chain models is presented. This is important

because usually communication protocols are constructed in discrete time.

Consider a sequence of scaled models (M(n)
d )n2N, and let the mean function be

defined as

µ(n)(x̄) :=
J
X

j=1

⌫̄(n)j p̄(n)j (x̄), 8x̄ 2 X̄ (n),

and let the set E be defined as before. Furthermore, assume the initial condition

assumption (A1) holds, and also the drift condition (A2), where in this case the drift

is defined as

F (n)(x̄) := ��1
n µ(x̄), for x̄ 2 E. (3.6)

In this DTMC case, time must be scaled properly. Assume that the size of a time

step is �n, such that �n ! 0 as n!1. This is usually called intensity. In many cases

the fraction of objects that tries to perform a transition in a time step is bounded, as

in the malware propagation example. Assuming that ⌫̄(n)j = �n⌫j, the following holds

F (n) :=
J
X

j=1

⌫j p̄
(n)
j .

Then, property (3.6) can be checked in applications if p̄(n)j does not depend on n and

is Lipschitz.

Let (M̄(n)
d )n2N be a sequence of scaled discrete time models, where X̄(n)(k) is the

associated DTMC process. Define the continuous time counterpart of X̄(n)(k) as

X̂(n)(t) := X̄(n)(bt/�nc),

where bxc is the largest integer not greater than x.

Let Z̄(t) be the unique solution of dZ̄
dt = F (Z̄(t)), Z̄(0) = x̄0, where x̄0 is as (A1)
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and F is as (A2).

Theorem 3.1.5 (Mean field limit for DTMC models). Let (X̂(n))n2N be a sequence

and Z̄(0) defined as above, such that (A1) and (A2) holds. Then, for any final time

T > 0, and for any ✏ > 0,

lim
n!1

P

✓

sup
0tT

�

�

�

X̂(n)(t)� Z̄(t)
�

�

�

> ✏

◆

= 0.

In the malware example, choosing �n = 1/N , and defining the probability func-

tions p(X) := (d1
S
n , d2

P
n

S
n , d3

A
n , d4

P
n , d5

n�(S+P+A)
n ), where E = [0, 1]3, then the

assumptions for the theorem hold.

Uniformization connection between CTMC and DTMC models Suppose

the total rate of the CTMC is bounded by a constant C times n for all x 2 X . Now

construct a DTMC using the constants dj, for j=1, ..., J defined as dj := cj/C, where

cj, for j=1, ..., J are the constant rates of the CTMC model. Then, it is trivial to

see that G(·) = C�1F (·), where G is the drift function of the DTMC and F the drift

function of the CTMC.

Mean Field Interaction Model [59]

In this section, the relation between the parameter n and the size of the system is

illustrated. This setting, defined in discrete time, models interacting objects with

finite number of states. The objects share local resources, which also have a finite

number of states. Since they share a local resource, this random variables are not

independent. However, they may be exchangeable or indistinguishable. Using this

assumption, the number of parameters of the model can be drastically reduced by

using an aggregate dynamical description even when the random variables are not

independent.
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In this model, there are n objects. Let X(n)
i (k) be a random variable taking values

in a discrete set X that models the state of the object i at time (or epoch or step),

k 2 N. Let S be a random variable taking values in a discrete set S that models the

state of the resource at time k. Let X(n):=X(n)
1 , ..., X(n)

n , and assume (X(n), S) is a

homogeneous Markov Chain. The system (X(n), S) is called a Mean Field Interaction

model if its probability transition function L(n) satisfies

L(n)
x,s;x0,s0(k) := P(X(n)

1 (k+1)=x0
1 , ..., X

(n)
n (k+1)=x0

n, S(k+1)=s0 |

X(n)
1 (k)=x1 , ..., X

(n)
n (k)=xn, S(k)=s)

= P(X(n)
p(1)(k+1)=x0

1 , ..., X
(n)
p(n)(k+1)=x0

n, S(k+1)=s0 |

X(n)
p(1)(k)=x1 , ..., X

(n)
p(n)(k)=xn, S(k)=s),

for any permutation p of the index set {1, 2, .., n}, for any k 2 N, for any x1, ..., xn, x0
1, ..., x

0
n 2

X , and for any s, s0 2 S.

The occupancy measure (or the empirical measure) is defined as the vector of

frequencies of states at step k that is,

M (n)
x (k) =

1

n

n
X

i=1

1{Xn
i (k)=x}, 8x 2 X .

It can be shown that (X(n)
i ,M (n), S), where M (n):=(M (n)

x )x2X is a homogeneous

Markov Chain for any i, that is, the interaction between the objects only depends on

the occupancy measure and on the resource state. Under similar scaling conditions

as seen for the DTMC model case, and a proper scaling assumption for the marginal

transition probability function of the resource S(t), it is possible to obtain a deter-

ministic mean field limit in continuous-time for M (n), equivalent to the one shown in

Theorem 3.1.5.
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3.2 Server Load

In this example, a system of N interconnected nodes transmit packets to a central

server (gateway) that re-transmit them to another system. This server uses two

transmission modes. A burst mode, that is, a high-bandwidth transmission over a

short period of time; and a sustained mode, which is a continuous lower bandwidth

transmission. The nodes are connected one-to-one to the server (star topology) and

also interconnected between them, describing a ring topology (the model allows to

describe a non-uniform topology). The connection graph of the system is fixed for all

time. An example of the topology is given in Figure 3.1.

Figure 3.1: Ring-star network topology example for 1 server and a population of 5
nodes.

The random variable Xi(t) records the number of packets in the queue of node i at

time t, whereas variable S(t) records the number of packets at the server. The state

of the system at time t is X(t) := (X1(t), X2(t), ..., XN(t), S(t)), that is, the state of

the N=100 nodes and the server. The goal is to estimate the expected number of

packets at the server at time T = 1, for the initial state X(0)=(1, 1, ..., 1, 103).

Each node generates packets at constant rate and transmits packets to the server

at a rate proportional to the size of its own queue (that is, the number of packets in
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the node). In the reaction notation,

; k�! X1, ..., ; k�! XN ,

X1
c�! S, ..., XN

c�! S.

The server also transmits and receives packets in burst mode to and from other

servers (located outside the system), and also transmits to the outside at sustained

rate, proportional to its own queue size, that is

S
r�! ;, S

bi�! (8+1)S, 8S
bo�! ;.

The last two reactions are interpreted as follows:

P
�

S(t+h) = s+ 8
�

�S(t) = s
�

= bis h+ o (h) ,

and

P
�

S(t+h) = s� 8
�

�S(t) = s
�

= bos h+ o (h) ,

that is, with a rate proportional to its queue size, received and sends a burst of packets

to outside the system. This can be interpreted as a load-balancing protocol between

the servers.
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This determines the following stoichiometric matrix, of size (3(N+1)⇥N+1), is

⌫ :=

0

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

@

1 0 ... 0 0

0 1 ... 0 0

... ...
...

0 0 ... 1 0

�1 0 ... 1

0 �1 ... 1

... ...
...

0 0 ... �1 1

0 0 ... �1

0 0 ... 8

0 0 ... �8

1 �1 0 ... 0

0 1 �1 ... 0

... ...
...

0 0 0 ... �1

�1 0 0 ... 1

1

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

A

tr

.

The first N ⇥ N+1 block in the matrix corresponds to the generation of packets in

the nodes, the second N ⇥N+1 corresponds to the transmission of the packets from

the nodes to the server. Then, a block of size 3⇥N+1 represents the server sustained

and burst transmission for and to the outside, and the last block of size N ⇥ N+1

represents the ring topology among the nodes. As mentioned, the model allows to

describe a non-uniform topology.
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The associated propensity functions, a : NN+1 ! R3(N+1), are

a(X) := (k, ..., k
| {z }

N times

, cX1, ..., cXN , rS, biS, 1{S�8}boS, cX1, ..., cXN).

The set of coe�cient rates are k = 1, c = 1, r = 10, bi = 2.24, bo = 1. The final

simulation time is T = 1, and the initial grid has constant time-step h = 1/16.

In this example, a reaction-splitting strategy is a reasonable choice. Since the

server is largely busy in comparison with the nodes, the Cherno↵ Taul-leap method

should be used for the reaction channels related with the server.

Figure 3.2 shows how the splitting algorithm automatically identifies the most

active reaction channels, labelled as 201, 202 and 203. In the left panel 100 paths of

the size of the queue is shown (together with the queue size of a generic node). It

can be seen that part of one path of the server queue size reaches values too close to

the boundary (x-axis). In that case, many steps are taken by using the exact method

(then, the time steps are very small). In the right panel, a box plot is shown, for the

number of times the reaction-splitting method chooses the Cherno↵ Tau-leap method

to simulate the corresponding channels. It is possible to see that only the channels

related to the server are simulated using the Cherno↵ Tau-leap method. In most of

the simulated paths, the reactions related with the server are simulated for all grid

points (16 in total). For the aforementioned cases in which the server path is close to

the boundary, the approximate method is applied 11 or 14 times.

In Table 3.1 computational gains for the reaction splitting method are shown. The

total computational work of the splitting method is roughly 1/5 times the work of

the path wise exact method (SSA) without using the control variate technique in the

coarsest level, and roughly 1/10 when using it.

In this example, which can perfectly arise in a real infrastructure of communi-

cation networks, it can be seen that reaction splitting strategy exhibits a noticeable
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Figure 3.2: Left: 100 simulated paths of the process. The queue size of the server
and a generic node is shown. The discretization grid has size 1/16. Right: box plot
showing the number of times per path that the corresponding reaction channels were
simulated using the Tau-leap method. Horizontal line shows the median and the
extreme values (or outliers) are shown using crosses.

TOL Without c.v. With c.v.

ŴML

ŴSSA
Min Max ŴML

ŴSSA
Min Max

5.00e-02 0.23 0.19 0.27 0.11 0.10 0.13
2.50e-02 0.21 0.19 0.23 0.11 0.09 0.12
1.25e-02 0.22 0.19 0.24 0.11 0.09 0.14
6.25e-03 0.23 0.21 0.26 0.11 0.08 0.15
3.13e-03 0.21 0.19 0.29 0.10 0.09 0.11

Table 3.1: Details of 5 runs of the calibration algorithm. The work of the multilevel
reaction-splitting method is approximately 22% of the work of the SSA method with-
out using the control variate technique and 11% when using it. Observed minimum

and maximum values in the ensemble are also provided. Here, ŴML

ŴSSA
is the quotient

of the computational work of the reaction splitting method over the computational
work of the SSA method.

advantage over the exact method and also it can be seen that it is better than a

vanilla multilevel Tau-leap method like the one of Anderson et al [2].
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Chapter 4

Hybrid Cherno↵ Tau-leap

with Alvaro Moraes and Ra

´

ul Tempone

Markovian pure jump processes model a wide range of phenomena, including chem-

ical reactions at the molecular level, dynamics of wireless communication networks

and the spread of epidemic diseases in small populations. There exist algorithms

like Gillespie’s Stochastic Simulation Algorithm (SSA) or Anderson’s Modified Next

Reaction Method (MNRM) that simulate a single path with the exact distribution

of the process, but this can be time consuming when many reactions take place dur-

ing a short time interval. Gillespie’s approximated tau-leap method, on the other

hand, can be used to reduce computational time, but it may lead to non-physical

values due to a positive one-step exit probability, and it also introduces a time dis-

cretization error. Here, we present a novel hybrid algorithm for simulating individual

paths which adaptively switches between the SSA and the tau-leap method. The

switching strategy is based on a comparison of the expected inter-arrival time of the

SSA and an adaptive time step derived from a Cherno↵-type bound for the one-step

exit probability. Because this bound is non-asymptotic, we do not need to make any

distributional approximation for the tau-leap increments. This hybrid method allows

us (i) to control the global exit probability of any simulated path and (ii) to obtain

accurate and computable estimates of the expected value of any smooth observable of
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the process with minimal computational work. We present numerical examples that

illustrate the performance of the proposed method.

4.1 Introduction

In this work, we present a hybrid algorithm to accurately compute

E [g(X(T ))] , (4.1)

the expected value of some given smooth function, g : Rd ! R, where X is a non-

homogeneous Poisson process taking values in Zd
+, and T is a given final time. Here,

Z+denotes the set of non-negative integers, and the i-th component, Xi(t), describes,

for example, the number of particles of species i present in a chemical system at time

t. In that type of system, di↵erent species undergo reactions at random times by

changing the number of particles of at least one of the species. The probability of a

reaction to happen in a small time interval is modeled by a propensity function that

depends on the current state of the system.

Pathwise realizations of such pure jump processes (see [18]) can be simulated

exactly using the stochastic simulation algorithm (SSA) introduced by Gillespie in

[5]. Independently, an equivalent kinetic Monte Carlo algorithm was developed in the

physics community in the 1960’s (see [72] for references).

Although these algorithms generate exact realizations of the Markov process, X,

they are only computationally feasible for relatively low propensities. For example,

in the SSA, at each time step, the process is simulated exactly by sampling the

next reaction to occur and the waiting time for this reaction to happen (see 4.1.2).

Then, the total computational work of the SSA roughly becomes proportional to the

expected value of the total propensity integrated over an SSA path (see 4.3.3). For

that reason, Gillespie proposed in [10] the tau-leap method to approximate the SSA
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by evolving the process with fixed time steps, keeping the propensity fixed within

each time step. In fact, the tau-leap method can be seen as a forward Euler method

for a stochastic di↵erential equation driven by Poisson random measures (see [23]).

In the limit, as the time steps go to zero, the tau-leap solution converges to the SSA

one, (see [73]).

A drawback with the tau-leap method is that the simulated process may take

negative values, which is an undesirable consequence of the approximation and it is

not a feature of the original process. For this purpose, a Cherno↵-type bound for the

time step size is developed here. It controls the probability of taking negative values by

adjusting the time steps. Nevertheless, there are two main scenarios in which we could

obtain extremely small time steps by using the Cherno↵ bound: either in the case of

very stringent probabilities of taking negative values, or because the current state of

the tau-leap approximate process is relatively close to the boundary. On the contrary,

by using an exact step, the probability of taking negative values is obviously zero,

and, when the process is relatively close to the boundary, the expected time step size

of the exact method is usually larger than the one obtained by the Cherno↵ bound.

Therefore, to avoid extremely small time steps, we propose to switch between the

SSA and the Cherno↵ tau-leap method adaptively, creating a hybrid SSA/Cherno↵

tau-leap method. The selection of the simulation method depends on the current

state of the approximate process through the total propensity, which is a measure of

the activity of the system around the current state. Therefore, the hybrid algorithm

reveals the existence of two scales (low/high) of activity that determine whether to

choose an exact or approximate simulation method. Moreover, our Hybrid Cherno↵

tau-leap method gives accurate estimates of the global error of the approximation

and also its corresponding computational work.

In [35], a hybrid SSA/tau-leap algorithm is proposed. In that work, the proposed

switching rule depends on two free parameters, and it is based on the so-called leap
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condition, which can be interpreted as a local time-discretization error control. While

they are focused on avoiding negative population values, the global error control and

its computational work are not treated. Methods to prevent negative values for the

tau-leap method can roughly be divided into three classes: pre-leap checks, post-leap

checks, and modifications of the Poisson distributed increments. A pre-leap check

calculates the largest possible time step fulfilling some leap criterion, often based on

controlling the relative change in the propensity function before taking the step (see

[34, 35, 36]). This is primarily aimed at reducing the local time-discretization error,

but it also reduces the probability of taking negative values. The approach presented

here includes a pre-leap check that strictly bounds the exit probability, and it is

better suited for estimating the tails of the Poisson distribution than is a standard

Gaussian approximation. In [37], an alternative post-leap check was introduced to

guarantee a non-negative population in each step. If a step leading to a negative

population has been taken, the post-leap procedure retakes a shorter step, conditioned

on already sampled data from the failed step, to avoid sampling bias. However,

this procedure may be expensive since, when computing the new step, binomial-

distributed Poisson bridges need to be simulated. A third way to prevent negative

populations is to replace the Poisson-distributed increments in the tau-leap method

with bounded increments from the binomial or multinomial distributions (see [38,

39, 40]). This technique introduces another approximation error but also imposes a

restriction on the maximum step size in order to preserve the expected value of the

tau-leap increment.

In this work, we derive a novel pre-leap check that is based on the general Cherno↵

bound used in large deviation theory [74]. More specifically, let x̄ be the state of the

approximate process at time t, and let � 2 (0, 1) be given. We compute a time step,

⌧ = ⌧(�, x̄), such that the probability that the approximate process reaches an non-

physical negative value in the interval [t, t+ ⌧) is less than �. Also, by bounding the
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one-step exit probability by �, we are able to control the probability that a whole

hybrid path exits the Zd
+ lattice. Simply put, this is a global exit probability.

The global error arising from the hybrid method can be decomposed into three

components: the global exit error, the time discretization error and the statistical

error. This global error should be less than a prescribed tolerance, TOL, with proba-

bility larger than a certain confidence level. The global exit error is a quantity that is

derived from the global exit probability and therefore it can be controlled by �. The

analysis and control of this component together are among the main contributions

of this work. The discretization error inherent in the tau-leap method is controlled

through a time mesh of size h (see [45]). Finally, the statistical error is controlled

by the number of hybrid paths, M , by making use of the Central Limit Theorem

([75]). The parameters �, h and M are functions of TOL since they are obtained by

approximately minimizing the computational work of the hybrid method under the

constraint that the global error must be less than TOL. Here, the computational work

is measured as the amount of time needed for computing an estimate of E [g(X(T ))]

within TOL with a given level of confidence. This is known in the literature as CPU

runtime.

The methodology presented here also allows the determination of when an exact

method is preferred over the hybrid method. Similar hybrid methods have been

proposed for the regular tau-leap method (see [35]), but without the rigorous global

error estimation and control that are presented here.

4.1.1 The Pure Jump Process

To describe the pure jump process, X : [0, T ] ⇥ ⌦ ! Zd
+, occurring in (4.1), we

consider a system of d species interacting through J di↵erent reaction channels. For

the sake of brevity, we write X(t,!) ⌘ X(t). Let Xi(t) be the number of particles of
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species i in the system at time t. We want to study the evolution of the state vector,

X(t) = (X1(t), . . . , Xd(t)) 2 Zd
+,

modelled as a continuous-time, discrete-space Markov chain starting at some state,

X(0) 2 Zd
+. Each reaction can be described by the vector ⌫j 2 Zd such that, for a

state vector x 2 Zd
+, a single firing of reaction j leads to the change

x! x+ ⌫j.

The probability that reaction j will occur during the small interval (t, t+ dt) is then

assumed to be

P
�

reaction j fires during (t, t+ dt)
�

� X(t) = x
�

= aj(x)dt+ o (dt) , (4.2)

with a given non-negative polynomial propensity function, aj : Rd ! R. We set

aj(x)=0 for those x such that x+⌫j /2 Zd
+.

A process,X, that satisfies the Markov property together with (4.2) is a continuous-

time, discrete-space Markov chain that can be characterized by the non-homogeneous

Poisson process,

X(t) = X(0) +
J
X

j=1

⌫jYj

✓

Z t

0

aj(X(s)) ds

◆

, (4.3)

where Yj : R+⇥⌦ ! Z+ are independent unit-rate Poisson processes [18]. In this

work, we do not assume that the species can only be transformed into other species

or be consumed like in [43]. In our numerical examples, we allow the set of possible

states of the system to be infinite, but we explicitly avoid cases in which one or more

species grows exponentially fast or blows up in the time interval [0, T ].
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Remark 4.1.1. In chemical kinetics, the above setting can be used to describe well-

stirred systems of chemical species, interacting through di↵erent chemical reactions,

characterized by stoichiometric vectors, ⌫j, and polynomial propensities, aj, derived

from the mass-action principle (see [31]). Such systems are assumed to be confined

to a constant volume and to be in thermal, but not necessarily chemical, equilibrium

at some constant temperature. Other popular applications can be found in population

biology, epidemiology, and communication networks (see e.g., [32, 33]).

Example 4.1.2 (Simple decay model). Consider the reaction X
c�! ; where one

particle is consumed. In this case, the state vector X(t) is in Z+ where X denotes

the number of particles in the system. The vector for this reaction is ⌫ = �1. The

propensity functions in this case could be, for example, a(X) = cX, where c > 0.

The classical approach to chemical kinetics deals with state vectors of non-negative

real numbers representing the concentration of species at time t, usually measured in

moles per liter. In this setting, the concentrations are assumed to vary continuously

in time, according to the mass action principle, which says that each reaction in the

system a↵ects the rate of change of the species. More precisely, the e↵ect on the

instantaneous rate of change is proportional to the product of the concentrations of

the reacting species. For the simple decay example, we have the reaction rate ODE

(or mean field): ẋ(t) = �cx(t) for t 2 R+ and x(0) = x0 2 R+. In general, let

⌫ be the stoichiometric matrix with columns ⌫j, and a(x) be the column vector of

propensities. Then, we have

8

>

<

>

:

ẋ(t) = ⌫a(x(t)), t 2 R+

x(0) = x0 2 R+.
(4.4)
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4.1.2 Gillespie’s SSA Method

The SSA method simulates exact paths of X using equation (4.3). It requires the

sampling of two random variables per time step: one to find the time of the next

reaction and another to determine which is the reaction that is firing at that time.

In [5], Gillespie presented the original SSA or the direct method.

Given a state X(t), the direct method is carried out by drawing two uniform

random numbers, U1, U2 ⇠ U(0, 1), which give the time to, and index of, the next

reaction, i.e.,

j = min
n

k 2 {1, . . . , J} :
k
X

i=1

ai(X(t))

a0(X(t))
>U1

o

, ⌧min =
1

a0(X(t))
ln

✓

1

U2

◆

,

where a0(x) :=
PJ

j=1 aj(x). The new state isX(t+⌧min) = X(t)+⌫j, and by repeating

the above procedure until final time T , a complete path of the process, X, can be

simulated.

The drawback of this algorithm appears clearly as the sum of the intensities of all

reactions, a0(x), becomes large: since all the jump times have to be included in the

time discretization, the corresponding computational work may become una↵ordable.

Indeed, we have that the mean value of the jump times on the interval (t, t + ⌧) is

approximately a0(X(t))⌧ + o (⌧).

4.1.3 The Tau-leap Approximation

In the following, we denote by X̄ : [0, T ] ⇥ ⌦ ! Zd the tau-leap approximation of

X. To avoid the computational drawback of the exact methods, i.e., when many

reactions occur during a short time interval, the tau-leap method was proposed in

[10]: given a population, X̄(t), and a time step, ⌧ > 0, the population at time t + ⌧
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is generated by

X̄(t+ ⌧) = X̄(t) +
J
X

j=1

⌫jYj

�

aj(X̄(t))⌧
�

, (4.5)

where {Yj(�j)}Jj=1 are independent Poisson distributed random variables with param-

eter �j, used to model the number of times that the reaction j fires during the (t, t+⌧)

interval. This is nothing else than a forward Euler discretization of the stochastic dif-

ferential equation of the pure jump process (4.3), realized by the Poisson random

measure with state dependent intensity (see [23]).

In the limit, when ⌧ ! 0, the tau-leap method gives the same solution as the exact

methods, using the property that, for a constant propensity, the firing probability in

one reaction channel is independent of the other reaction channels. The total number

of firings in each channel is then a Poisson distributed stochastic variable depending

only on the initial population, X̄(t). The error thus comes from the variation of

a(X(s)) for s 2 (t, t+ ⌧).

4.1.4 Outline of this Work

The outline of this work is as follows. In Section 4.2, we derive and give an implemen-

tation of the Cherno↵-type bound that guarantees that the one-step exit probability

in the tau-leap method is less than a predefined quantity. We also show that the

Gaussian pre-leap selection step is not accurate and should not be used as a reliable

bound. In Section 4.3, we motivate and give implementation details of the one-step

switching decision rule, which will be the key ingredient for generating hybrid paths.

We show how to choose between the SSA or the tau-leap method, on the basis of the

current state of the approximated process. Next, we show how to generate hybrid

paths and to obtain an estimate of the path exit error based on the probability that

one hybrid path exits the Zd
+ lattice. This estimation of the global exit probability

depends on the expected number of tau-leap steps taken by the hybrid algorithm. It is



137

easy to prove that this number is finite. Hybrid paths can also be used for estimating

the expected number of steps that the SSA algorithm needs in order to reach the final

time. In Section 4.4, we decompose the total error into three components, the dis-

cretization error, the statistical error and the global exit error, which were studied in

the previous section. To control these errors, we give an algorithm capable of estimat-

ing the error components. We also compute the necessary ingredients for obtaining

the desired estimate, i.e., a time mesh, a bound for the one-step exit probability and

the total number of Monte Carlo hybrid paths to be simulated. These ingredients

are computed by optimizing the expected work of the hybrid method constrained to

the error requirements. In Section 4.5, we present some numerical experiments using

well-known examples taken from the literature. Finally, in Section 4.6, we provide

conclusions and suggest directions for future work.

4.2 The Cherno↵ bound: One Step Exit Probabil-

ities

In this section, we derive a Cherno↵-type bound that helps us to guarantee that the

one-step exit probability in the tau-leap method is less than a predefined quantity,

� > 0. This is crucial to controlling the computational global error, E , which is

defined below in Section 4.4. To motivate the main ideas, the bound is first derived

for the single reaction case and then generalized to several reactions. At the end of

this section, we present an algorithm that e�ciently computes the step size.

4.2.1 The Single-reaction Case

Let Q ⌘ Q(�) be a Poisson random variable with parameter � > 0. Given a non-

negative integer, n, consider the two following upper bounds for P (Q � n): the Klar

bound [41] and a Cherno↵-type bound [74], which we derive below. The Klar bound
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is given by

P (Q � n) 
✓

1� �

n+ 1

◆�1

exp(��)�
n

n!
, (4.6)

and is valid for � < n+ 1, while the Cherno↵ bound is given by

P (Q � n)  exp
⇣

n(1� log(n/�)� �)
⌘

, (4.7)

and is valid for � < n; otherwise, it is trivial.

In order to prove the Cherno↵ bound (4.7), we first note that the Markov inequality

gives, for every s > 0,

P (Q � n) = P
�

esQ � esn
�


E
⇥

esQ
⇤

esn

and thus

P (Q � n)  exp
⇣

inf
s>0

{�sn+ �(es � 1)}
⌘

.

When � 2 (0, n), the infimum,

inf
s>0

{�sn+ �(es � 1)},

is achieved at s⇤ = log(n/�), and its value is n(1 � log(n/�) � �). From this simple

calculation, we obtain the Cherno↵ bound (4.7).

Given a positive integer, n, representing the state of the system at a certain time,

and � 2 (0, 1), we would like to obtain the largest value for � such that P (Q(�) � n) 

�. From the Cherno↵ bound, we have

n(1� log(n/�)� �)  log(�),
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or equivalently

log(�)� �

n
 log(n) +

log(�)

n
� 1. (4.8)

If in the Klar bound (4.6) we neglect the factor

✓

1� �

n+ 1

◆�1

,

which lies between 1 and n+ 1 when � 2 (0, n), then we obtain

exp(�)
�n

n!
 �.

Taking logarithms on both sides, we arrive exactly at the Cherno↵ bound (4.8). We

can see in Figure 4.1 that the Klar bound (4.6) is sharp, except when � gets close

to the singularity at n + 1. The Cherno↵ bound (4.7) is not as sharp as Klar’s

bound but, as we will see in the next subsection, it has a generalization to the more

practical many-reaction case. We observe that the Gaussian approximation in Figure

4.1 performs poorly for small values of � and is not a bound in general.

4 6 8 10
!

10!6

10!5

10!4

0.001

0.01

0.1

1

Klar !1D"

Chernoff ! this work"

Poisson ! exact "

Gaussian ! approximation "

Figure 4.1: Let n = 10 and � 2 (2, 10). Here, we show the semi-logarithmic plot of
P (Q(�) � n), the Cherno↵ bound exp ((n(1� log(n/�)� �))), the Klar bound and
the Gaussian approximation.
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4.2.2 The Many-reaction Case

To the best of our knowledge, there is no simple expression for the cumulative dis-

tribution function of a linear combination of independent Poisson random variables.

For that reason, we propose a Cherno↵-type bound for estimating the maximum size

of the tau-leap step when many reactions are involved.

Consider the following pre-leap check problem: find the largest possible ⌧ such

that, with high probability, the next step of the tau-leap method will take a value in

the Zd
+ lattice of non-negative integers, i.e.,

P

 

X̄(t) +
J
X

j=1

⌫jYj

�

aj(X̄(t))⌧
�

2 Zd
+

�

�

�

�

�

X̄(t)

!

� 1� �, (4.9)

for some small � > 0. Observe that this value of ⌧ depends on X̄(t).

Condition (4.9) can be achieved by solving d auxiliary problems, one for each

x-coordinate, i = 1, 2, . . . , d. Find the largest possible ⌧i � 0, such that

P

 

X̄i(t) +
J
X

j=1

⌫jiYj

�

aj(X̄(t))⌧i
�

< 0

�

�

�

�

�

X̄(t)

!

 �i, (4.10)

where �i = �/d and ⌫ji is the i-th coordinate of the j-th reaction channel, ⌫j. In-

equality (4.9) is then fulfilled if we let ⌧ := min{⌧i : i = 1, 2, . . . , d}.

In the following sections, we show how to find the largest time steps, ⌧i.

Defining the function ⌧i(s)

Consider the random variable Qi(t, ⌧i) representing the opposite of the increment of

the process, X̄i(t).

Qi(t, ⌧i) :=
J
X

j=1

(�⌫ji)Yj

�

aj(X̄(t))⌧i
�

.
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Observe that Qi(t, ⌧i) is a linear combination of J independent Poisson random vari-

ables whose intensities are multiples of ⌧i.

For all s > 0, using the Markov inequality, we obtain an upper bound for the

probabilities we want to control:

P
�

Qi(t, ⌧i) > X̄i(t)
�

� X̄(t)
�

= P
⇣

exp (sQi(t, ⌧i)) > exp
�

sX̄i(t)
�

�

�

�

X̄(t)
⌘

 E [exp (sQi(t, ⌧i))]

exp
�

sX̄i(t)
� .

(4.11)

Observe that the independent Poisson random variables, Yj

�

aj(X̄(t))⌧i
�

, have moment-

generating functions,

Mj(s) = exp
�

aj(X̄(t))⌧i(e
s � 1)

�

,

and, therefore,

E [exp (sQi(t, ⌧i))] =
J
Y

j=1

Mj(�s⌫ji)

= exp

 

⌧i

J
X

j=1

aj(X̄(t))(e�s⌫ji � 1)

!

.

(4.12)

By combining (4.11) and (4.12), we obtain the Cherno↵ bound for the multi-

reaction case, namely

P
�

Qi(t, ⌧i)>X̄i(t)
�

�X̄(t)
�

 inf
s>0

exp

 

�sX̄i(t) + ⌧i

J
X

j=1

aj(X̄(t))(e�s⌫ji�1)
!

. (4.13)

To avoid the computational problem of finding exactly the above infimum and to

guarantee that

P
�

Qi(t, ⌧i) > X̄i(t)
�

� X̄(t)
�

 �i,
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we proceed as follows. First, according to (4.10) and (4.13),

�sX̄i(t) + ⌧i

J
X

j=1

aj(X̄(t))(e�s⌫ji � 1) = log(�i).

Using this fact, we can express ⌧i as a function of s:

⌧i(s) =
log(�i) + sX̄i(t)

�a0
�

X̄(t)
�

+
PJ

j=1 aj(X̄(t))e�s ⌫ji
, (4.14)

where

a0(X̄(t)) :=
J
X

j=1

aj(X̄(t)).

Study of ⌧i(s)

In this section, we study how much we can increase ⌧i while satisfying condition

(4.10). Obviously, it is satisfied for ⌧i = 0+. By a continuity argument, we want

to obtain ⌧ ⇤i defined as the maximum ⌧i such that every point of the interval [0, ⌧i]

satisfies (4.10). Note that ⌧ ⇤i could be +1.

We discuss how, depending on certain relations among the pairs {(aj(X̄(t)), ⌫ji)}Jj=1,

we can conclude that ⌧ ⇤i is either a real number or +1. First of all, if ⌫ji > 0, 8j,

then ⌧ ⇤i must be +1, since no reaction is pointing to zero. From now on, we assume

that, given the coordinate i, there is at least one reaction pointing to zero, i.e.,

9j such that ⌫ji < 0. (4.15)

The denominator of (4.14) is the function,

Di(s) := �a0
�

X̄(t)
�

+
J
X

j=1

aj(X̄(t))e�s ⌫ji , (4.16)

which is convex since it is a positive linear combination of the convex functions e�s⌫ji
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plus the constant term �a0(X̄(t)). We also notice that Di(0) = 0 and Di(+1) = +1

when (4.15) holds.

On the other hand, the numerator of (4.14),

Ri(s) := log(�i) + sX̄i(t),

is a straight line crossing the vertical axis at log(�i) < 0, and we can assume that its

slope, X̄i(t), is positive. Otherwise, the X̄(t) process is at the boundary of Zd
+, and

therefore no reaction is pointing outside the lattice, Zd
+. We therefore set ⌧ ⇤i = +1.

Let us define si as the root of the numerator Ri(s), i.e.,

si := � log(�i)/X̄i(t). (4.17)

By direct substitution of (4.17) into (4.16), we obtain

Di(si) = �a0(X̄(t)) +
J
X

j=1

aj(X̄(t))�
⌫ji/X̄i(t)
i , (4.18)

and

D0
i(si) = �

J
X

j=1

aj(X̄(t))⌫ji�
⌫ji/X̄i(t)
i . (4.19)

In order to determine whether ⌧ ⇤i < 1 or ⌧ ⇤i = 1, we have to analyze all possible

cases regarding the pair (Ri(s), Di(s)).

Indeed, note that

D0
i(0) = �

J
X

j=1

aj(X̄(t))⌫ji,

and if D0
i(0) � 0, which could be interpreted as a drift pointing to the boundary, then

Di(s) is monotonically increasing in [0,+1). This situation is illustrated in Figure

4.2: in the left panel, we see the pair (Ri(s), Di(s)); in the right panel, we see the

quotient ⌧i(s) = Ri(s)/Di(s). The function ⌧i achieves its maximum, ⌧ ⇤i , at a unique
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point, s̃i.
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Figure 4.2: Left: Numerator Ri(s) and denominator Di(s). Right: Quotient ⌧i(s) =
Ri(s)/Di(s). Both plots are for the case D0

i(0) � 0.

If D0
i(0) < 0, which can be interpreted as a drift pointing to +1, the value of

⌧ ⇤i depends on X̄i(t), i.e., on the size of the slope of Ri(s). Observe that Di(s) is

then negative in an interval (0, di), with Di(di) = 0, and in general there is not a

closed form for di. Also, since Di(s) and Ri(s) may have opposite signs for some

s  max(si, di), this allows for artificially negative values of ⌧i, which should not be

taken into account.

The value of ⌧ ⇤i is finite or +1 according to the sign of Di(si). These three cases

are shown in the left panel of the Figure 4.3. When X̄i(t) is large enough, i.e., when

Di(si) < 0, we can see in the right panel of Figure 4.3 that ⌧i⇤ = +1. This is true

because the limit of ⌧i(s), as s ! d+i , is +1. Therefore, if X̄i(t) is far from the

boundary and the drift is pointing to +1, we can take ⌧i to be as large as we wish.

The two other cases are as follows: if Di(si) > 0, it means that X̄i(t) is, in a

certain sense, close to the boundary, and even if the drift is pointing to +1, there

exists an upper bound for ⌧i. This is illustrated in the left part of Figure 4.4, where

⌧ ⇤i is the maximum to the right of si. Finally, if Di(si) = 0, then ⌧ ⇤i can be obtained

as the limit of ⌧i(s) as s! d+i . By l’Hôpital’s rule, we have that ⌧ ⇤i = X̄i(t)/D0
i(si).

We can summarize the previous discussion as follows: If ⌫ji � 0, for all j, then

⌧ ⇤i = +1; otherwise, we have the following three cases:
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Figure 4.3: In this case
PJ

j=1 aj(X̄(t))⌫ji > 0. Left: relative positions of
(Ri(s), Di(s)), depending on the sign of Di(si). Right: ⌧i(s) = Ri(s)/Di(s) in the
case Di(si) < 0.
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Figure 4.4: The other two cases for ⌧i(s) when
PJ

j=1 aj(X̄(t))⌫ji > 0. Left: Di(si) > 0.
Right: Di(si) = 0.

1. Di(si) > 0. In this case, ⌧i(si) = 0 and Di(s) is positive and increasing as

8s � si. Therefore, ⌧i(s) is equal to the ratio of two positive increasing functions.

The numerator, Ri(s), is a linear function and the denominator, Di(s), grows

exponentially fast. Then, there exist an upper bound, ⌧ ⇤i , and a unique number,

s̃i, which satisfies ⌧i(s̃i) = ⌧ ⇤i . We develop an algorithm for approximating s̃i,

using the relation ⌧ 0i(s̃i) = 0.

2. If Di(si) < 0, then ⌧ ⇤i = +1.

3. If Di(si) = 0, then ⌧ ⇤i = X̄i(t)/D0
i(si).
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Approximating s̃i

In this section, we present a simple and fast algorithm for approximating s̃i, which

was defined in case (1) above. We proceed in two steps. In the first step, we find

an initial guess, s⇤i,0, and in the second one, we improve this guess and obtain s⇤i,1.

Therefore, ⌧ ⇤i =⌧i(s̃i) will be approximated by ⌧i(s⇤i,1).

From (4.15), the equation ⌧ 0i(s) = 0 is equivalent to

�a0(X̄(t))+
J
X

j=1

aj(X̄(t)) exp(�s⌫ji) = (s�si)
J
X

j=1

aj(X̄(t))(�⌫ji) exp(�s⌫ji). (4.20)

Let us define

ŝ := s� si, and bji(X̄(t)) := aj(X̄(t))�
⌫ji/X̄i(t)
i > 0.

As a consequence,

exp(�s⌫ji) = �
⌫ji/X̄i(t)
i exp(�ŝ⌫ji),

and therefore (4.20) can be written as

J
X

j=1

bji(X̄(t)) exp(�ŝ⌫ji) = a0(X̄(t)) + ŝ
J
X

j=1

bji(X̄(t))(�⌫ji) exp(�ŝ⌫ji). (4.21)

Once we introduce the auxiliary functions  ji,

 ji(y) := exp(�⌫jiy)(1 + ⌫jiy),

(4.21) becomes equivalent to finding s̃i such that G(s̃i) = 0, where

G(y) = �a0(X̄(t)) +
J
X

j=1

bji(X̄(t)) ji(y).

The left graph in Figure 4.5 shows the shape of ji depending on the sign of ⌫ji. We
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deduce that G is a decreasing function such that G(0) = D(si) and G(+1) = �1.
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Figure 4.5: Left: function  (s) for di↵erent values of ⌫. Right: function G and its approx-
imating parabola.

By neglecting the exponential term in  ji, we can obtain an initial guess for s̃i,

i.e.,

s⇤i,0 =
�a0(X̄(t)) +

PJ
j=1 bji(X̄(t))

PJ
j=1 bji(X̄(t))(�⌫ji)

=
Di(si)

D0
i(si)

.

As we observed in case (1), the values for Di(si) and D0
i(si) are positive, and our

initial guess, s⇤i,0, is a positive number.

In the right graph in Figure 4.5, we can see that the parabola obtained as the

second-order approximation of G at s⇤i,0 is a good approximation of G close to its

root, s̃i. Therefore, we obtain s⇤i,1 as the largest root of the approximating parabola.

By evaluating ⌧i(s⇤i,1), we obtain a sharp lower bound of sups>0 ⌧i(s).

An expression for s⇤i,1 in terms of G and its derivatives up to the second order

evaluated at s⇤i,0 is given by

s⇤i,1 = s⇤i,0 +
⇣

�G0(s⇤i,0) +
q

G0(s⇤i,0)
2 � 2G00(s⇤i,0)G(s⇤i,0)

⌘

/G00(s⇤i,0). (4.22)

An e�cient implementation for computing ⌧i(s⇤i,1) ⇡ ⌧ ⇤i can be found in Algorithm

2 (see the definition of ⌧ ⇤i in case (1) at the end of 4.2.2).
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Algorithm 2 Computes the Cherno↵ tau-leap step size. Inputs: the current state
of the approximate process, X̄, the propensity functions evaluated at X̄, (aj(X̄))Jj=1,
and the stoichiometric matrix, ⌫ji. Output: ⌧ . Notes: for a fixed coordinate, i, such
that (4.15) is fulfilled (otherwise ⌧i=+1), this algorithm determines whether of not
⌧ ⇤i is finite. When ⌧ ⇤i is finite, this algorithm computes an approximation for ⌧i(s⇤i,1)
based on (4.22).

Require: a0  
PJ

j=1 aj > 0
1: for i=1 to d do
2: if 9j : ⌫ji < 0 and X̄i(t) > 0 then
3: x X̄i(t)

4: bj  aj �
⌫ji/x
i

5: b̂ 
PJ

j=1 bj
6: if b̂� a0 < 0 then
7: ⌧i  +1
8: else
9: if b̂� a0 > 0 then

10: s (a0 � b̂)/
PJ

j=1 bj⌫ji
11: ⇠j  bj exp(�s⌫ji)
12: cp  

PJ
j=1 ⇠j⌫

p
ji, p = 0, 1, 2, 3

13: ↵ 1
2(c3s� c2)

14: �  �c2s
15: �  �a0 + c0 + c1s
16: s s� (� +

p

�2 � 4↵�)/2↵
17: ⌧i  sx/(�a0 +

PJ
j=1 bj exp(�s⌫ji))

18: else
19: ⌧i  �x/

PJ
j=1 bj⌫ji

20: end if
21: end if
22: else
23: ⌧i  +1
24: end if
25: end for
26: return min{⌧1, . . . , ⌧d}

4.2.3 Computational Work of the Pre-Leap Methods: Cher-

no↵ Bound versus Gaussian Approximation

In this section, we first summarize an alternative pre-leap method, introduced in [45],

which uses a Gaussian-type approximation. We then compare the algorithm that

computes the Cherno↵ step size with the one that computes the Gaussian-type step



149

size, ⌧gau.

Given � > 0, we want to find the largest ⌧gau such that

P
⇣

X̄i(t+ ⌧gau) < 0
�

�

�

X̄(t)
⌘

 �, i=1, . . . , d. (4.23)

Using (4.5), we get

P
�

X̄i(t)�Qi(t, ⌧gau) < 0
�

� X̄(t)
�

= P
�

Qi(t, ⌧gau) > X̄i(t)
�

� X̄(t)
�

= 1� P
�

Qi(t)  X̄i(t)
�

� X̄(t)
�

 � ,

where Qi(t, ⌧gau) := �
PJ

j=1 ⌫jiYj(aj(X̄(t))⌧gau).

Now, we approximate Qi(t, ⌧gau) by

Q̂i(t, ⌧gau) := E [Qi(t, ⌧gau)] +
q

Var [Qi(t, ⌧gau)]N ,

where N ⇠ N (0, 1) is a standard normal random variable. We get

P
⇣

Q̂i(t)  X̄i(t)
�

� X̄(t)
⌘

= �

0

@

X̄i(t)+
PJ

j=1 ⌫jiaj(X̄(t))⌧gau
q

PJ
j=1 ⌫

2
jiaj(X̄(t))⌧gau

1

A ,

where � is the cumulative density function for the standard normal distribution.

Finally, let z� satisfy �(z�) = 1��. Then, the ⌧gau that approximately solves (4.23)

is obtained from

X̄i(t)+
J
X

j=1

⌫jiaj(X̄(t))⌧gau = z�

v

u

u

t

J
X

j=1

⌫2jiaj(X̄(t))⌧gau.

Algorithm 3 e�ciently computes the step size, ⌧gau, using the Gaussian approxi-

mation.

To quantify the relative e�ciency of algorithm 2 vs algorithm 3, we use the fol-
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Algorithm 3 Computes the tau-leap step size using a Gaussian approximation. In-
puts: the current state of the approximate process, X̄, the propensity functions eval-
uated at X̄, (aj(X̄))Jj=1, and the stoichiometric matrix, ⌫ji. Output: ⌧ . Notes: for a
fixed coordinate, i, this algorithm determines whether of not ⌧ ⇤i is finite. When ⌧ ⇤i is
finite, this algorithm computes its value.

Require:
PJ

j=1 aj > 0
1: for i=1 to d do
2: x X̄i(t)
3: cp  

PJ
j=1 aj⌫

p
ji, p = 1, 2

4: ⇢ z2�i
5: ↵ ⇢2c22 � 4⇢c1c2x
6: if c2 = 0 or (c1 > 0 and ↵ < 0) then
7: ⌧i  +1
8: else
9: if c2 6= 0 and (c1 < 0 or (c1 > 0 and ↵ � 0)) then

10: �  ⇢c2 � 2c1x
11: ⌧i  (� �p↵)/2c21
12: else
13: ⌧i  x2/⇢c2
14: end if
15: end if
16: end for
17: return min{⌧1, . . . , ⌧d}

lowing nominal operation count convention (based on McMahon [76]): add-mul, sub-

traction, and division 1 flop; square root 4 flops; and exp function 8 flops. We do

not count the flow control work, and we assume d=1 because it is easily extended to

d>1. Moreover, we are not taking into account the memory access cost, which usually

is dominant. The total flop count for algorithm 2 is 33 + 26J , and for algorithm 3

it is 19 + 2J . The ratio tends to 13 when J ! 1. However, the actual runtime

in the MATLAB implementation is, in all the examples we tested, more optimistic

than the predicted using the flop count. Empirically, we observed that the dominant

computational work of the hybrid algorithm at each step is due to the simulation of

a Poisson random variable (see [4] for details). The additional work of computing the

Cherno↵ step size is, in fact, almost negligible.

In Figure 4.6, we show the comparison between the Cherno↵ bound and the Gaus-
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sian approximation for the simple decay model, with initial condition X0=100 (see

Section 4.5). The Cherno↵ bound appears to be conservative and it holds for any �,

which is not the case for the Gaussian approximation, whereas their computational

work are of the same order. We can see that in the Gaussian case, the approximation

does not attain the required one-step exit probability, with a confidence level of 95%,

for most �.

10
!6

10
!4

10
!6

10
!4

!

E
m

p
ir
ic

a
l d

e
lta

 w
ith

 9
5
%

 C
I

Empirical delta vs delta. Chernoff case. Decay model

 

 

!

empirical !

10
!6

10
!4

10
!6

10
!4

10
!2

!

E
m

p
ir
ic

a
l d

e
lta

 w
ith

 9
5
%

 C
I

Empirical delta vs delta. Gaussian case. Decay model

 

 

!

empirical !

Figure 4.6: The Cherno↵ bound vs. the Gaussian approximation in the simple decay
model example, with initial condition X0=100 (see Section 4.5). Left: The empirical
one-step exit probability bound with asymptotic confidence intervals (95%) versus
a reference line with a unit slope (solid line) for the Cherno↵ tau-leap. Missing
confidence intervals means that the values are zero or negative. Right: The Gaussian
approximation case. We can observe that the Cherno↵ bound holds for any �, with a
confidence level of 95%, which is not the case for the Gaussian approximation.

4.3 The One-step Switching Rule and Hybrid Tra-

jectories

In this section, we first present a one-step switching rule that, given the current state

of the approximate process, X̄(t), adaptively determines whether to use an exact

or an approximated method for the next step. Then, we present an algorithm for

simulating a whole hybrid path. This algorithm consists of a certain number of exact
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and approximate steps. Next, we estimate the probability that one hybrid path exits

the lattice, Zd
+, which is an event that depends on the expected number of tau-leap

steps, as we will see. Finally, we show how to estimate, based only on hybrid paths,

the expected number of steps of a pure SSA path.

4.3.1 The One-step Switching Rule Algorithm

Here, we provide a justification for the one-step switching rule algorithm, as described

in algorithm 4.

Let x = X̄(t) be the current state of the approximate process, X̄. Therefore, the

expected time step of the SSA algorithm is given by 1/a0(x). Let ⌧Ch=⌧Ch(x, �) be the

Cherno↵ tau-leap step, obtained using algorithm 2. To move one step forward using

the SSA method, we should compute at least a0(x) and sample two uniform random

variables. On the other hand, to move one step forward using the Cherno↵ tau-leap

method, we not only have to compute ⌧Ch (discussed at the end of Section 4.2), but we

also have to generate J Poisson random variables, where J is the number of reaction

channels. It is critical to observe that the computational work of generating J Poisson

random variables is much larger than the computational work of generating only two

uniform random variables. This computational work could be measured, for example,

as the average execution time for the operations involved in it.

We now describeK1 andK2. In order to avoid the overhead caused by unnecessary

computations of ⌧Ch, we first estimate the computational work of moving forward

from the current time, t, to the next grid point, T0, by using the SSA method.

If this work is less than the work of computing ⌧Ch, we take an exact step. This

motivates us to define K1 as the ratio between the work of computing ⌧Ch and the

work of computing a0(x) plus sampling two uniform random variables. Otherwise, we

compute ⌧Ch and decide whether to take an SSA step or a tau-leap one, according to

the comparison between ⌧Ch and K2/a0(x). Here K2=K2(x, �) is defined as the work



153

of taking a Cherno↵ tau-leap step given the current state of the process, divided by

the work of taking an SSA step plus the work of computing ⌧Ch. As we mentioned,

associated with each type of step, there is computational work. In the first case, when

K1/a0(x) > T0�t, the work is C1, and includes the computation of 1/a0(x) and the

generation of two uniform random variates. In the same way, when K1/a0(x) > T0�t

and K2/a0(x) > ⌧Ch, the work is C2, and involves the work contained in C1 and of

computing ⌧Ch(x, �), which is denoted by C3. On the other hand, when a Cherno↵

tau-leap step is taken, we have not only the constant work, C3, but also variable work,

which is the work of generating the Poisson random variates. The latter work is a

function of the propensities of all the reaction channels, namely, a(x)⌧Ch(x, �). We

model the computational work of generating one Poisson random variate according to

[4], and this work is denoted by CP (·). In the Gamma simulation method developed

by Ahrens and Dieter in [4], which is used by MATLAB, the work grows like b1+b2 ln�

where � > 15 is the rate of the Poisson random variable. For �  15, the growth is

linear. In practice, it is possible to estimate b1 and b2 using a Monte Carlo method

with a least squares fit, as shown in Figure 4.7.

Summarizing, K1 :=
C3
C1
, and K2(X̄(t), �) :=

C3+
PJ

j=1 CP (aj(X̄(t))⌧Ch(X̄(t),�))

C1+C3
.

Observe that K2(x, �)! C3+Jb1
C1+C3

=: C̃ > 0 as � ! 0.

Here, we estimate the coe�cients (o✏ine precomputed, machine dependent quan-

tities) C1, C2, C3, b1, and b2 by computing average execution times of the correspond-

ing machine code block (in this case MATLAB code).

We now briefly describe algorithm 4. The first decision is made through the

comparison between the expected SSA step size and the remaining time until the

next grid point, T0. To interpret this rule, we first assume that T0�t tends to zero.

Then, the selected method tends to be SSA. This decision rule favors SSA over tau-

leap and trivially guarantees the Cherno↵ bound. In the case of problems where

the SSA method is more convenient, the advantage is obvious: it is not necessary
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Figure 4.7: Left: The computational work (runtime) model for generating a Poisson
random variate, using the Gamma method by Ahrens and Dieter [4]. Right: Linear
growth detail, for � 2 [0, 15].

Algorithm 4 The one-step switching rule. Inputs: the current time, t, the current
state of the approximate process, X̄(t), the propensity functions, (aj(X̄(t)))Jj=1, and
the next grid point, T0. Outputs: method and ⌧ . Notes: based on E

⇥

⌧SSA(X̄(t))
⇤

=
1/a0(X̄(t)) and ⌧Ch(X̄(t), �), this algorithm adaptively selects which method to use:
SSA or TL. We denote by ⌧SSA (⌧Ch) the step size when the decision is to use the
SSA (tau-leap) method.

Require: a0  
PJ

j=1 aj > 0
1: if K1/a0 < T0 � t then
2: ⌧Ch  Algorithm 2
3: if ⌧Ch < K2(X̄(t), �)/a0 then
4: return (SSA, ⌧SSA)
5: else
6: return (TL, ⌧Ch)
7: end if
8: else
9: return (SSA, ⌧SSA)

10: end if

to superfluously compute the tau-leap step size. On the other hand, this choice has

“reasonable” computational work in terms of choosing SSA over tau-leap, since there

is little time left until T0. Now assume that K1/a0 tends to infinity; that is, a0 tends

to zero. Then, the reasonable choice is SSA, because the Cherno↵ tau-leap step size

tends to zero, in this case. It should be noted that this first decision rule has no extra

computational work, because a0 must be computed anyway. If K1/a0 < T0�t holds,
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then the tau-leap size is computed and the second decision is made (line 3). In this

case, first assume that ⌧Ch tends to zero. Then, the selected method tends to be SSA,

which is a natural choice. If, on the contrary, ⌧Ch tends to infinity, the chosen method

tends to be the tau-leap, which again is a natural choice. Now, assume that K2/a0

tends to infinity. Then, a reasonable choice is SSA, because the step size is large and

the bound is guaranteed. If K2/a0 tends to zero, the reasonable choice is tau-leap.

A summary of the one-step switching rule decisions is given in Table 4.1.

aaaaaaaa
If

tends to 1 0

Decision 1 T0�t go to Decision 2 SSA
K1/a0 SSA TL

Decision 2 ⌧Ch TL SSA
K2/a0 SSA TL

Table 4.1: One-step switching rule summary. Decision 1 is made at line 1 of algorithm
4, whereas decision 2 is made at line 3.

Remark 4.3.1. In Figure 4.8, we illustrate the result of the one-step switching rule in

the gene transcription and translation model (see Section 4.5). As � (the parameter

that controls the one-step exit probability) decreases, the SSA region, in the state

space of the problem, increases. We observe that, for � = 10�2, almost all the state

space is a Cherno↵ tau-leap region. For smaller �, we observe that, if the number

of proteins (y-axis) is zero, and the number of mRNA’s (x-axis) is large enough, the

states belong to the tau-leap region, because the propensity of the reactions pointing

outside the lattice is weaker than the propensity of the reactions pointing inside the

lattice. When the number of proteins increases, there is a narrow region in which the

propensity of the reactions pointing out dominates, and consequently, the switching

rule chooses for the SSA method. After that, the Cherno↵ tau-leap is preferred. The

situation is almost symmetric in the x = y axis.

Remark 4.3.2. According to Algorithm 4, the selection of the simulation method

depends on the current state, x, of the approximate process, X̄, through the total
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Figure 4.8: Regions of the one-step switching rule in the gene transcription and
translation model (see Section 4.5). The blue and red dots show the Cherno↵ tau-
leap and the SSA regions, respectively. From left to right, � = 10�2, 10�4, 10�6,
respectively.

propensity, a0(x), which is a measure of the activity of the system around the state,

x. High activity around x leads to the Cherno↵ tau-leap method. Therefore, Algorithm

4 reveals the existence of two scales (low/high) of activity that determine whether to

choose an exact or approximate simulation method. Observe that the scale of activity

depends not only on x but also on the one-step exit probability bound, �, through the

Cherno↵ step size, ⌧Ch, and the time grid.

4.3.2 The Hybrid Algorithm

In this subsection, we present a novel algorithm that adaptively switches between the

approximate (Cherno↵ tau-leap) and the exact (SSA) method to generate a whole

hybrid path. Algorithm 5 presents this idea.

On the one hand, a path generated by an exact method never exits the lattice,

Zd
+, although the computational work could be una↵ordable due to many small inter-

arrival times typically occurring when the process is “far” from the boundary. On the

other hand, a tau-leap path, which may be cheaper than an exact one, could leave

the lattice at any step. It depends on the size of the next time step and the current

state of the approximate process, X̄(t). This one-step exit probability could be large,
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especially when the approximate process is “close” to the boundary. In Section 4.2

we show how to control this one-step exit probability adaptively, by adjusting the

tau-leap step size. As we previously mentioned, a hybrid path consists of a certain

number of exact and approximate steps. A hybrid path could therefore leave the

lattice. In Section 4.3.3 we show how to estimate and control the probability of this

event.

Given a problem, Algorithm 5 returns the last system state, X̄(tK), and its respec-

tive time tK , such that the process belongs to the lattice. At each time, tk, Algorithm

4 chooses the method to use (exact or approximate) for taking the (k+1)�th step

and its size.

4.3.3 The Global Exit Probability Bound

Once we introduce the hybrid approximate process, X̄, one issue is to estimate the

probability that one hybrid path exits the lattice, Zd
+. Let ⌦̄ be the sample space for

the set of all hybrid paths generated by algorithm 5. The event A = {!̄ 2 ⌦̄ : tK=T}

means that the whole hybrid path, (X̄(tk, !̄))Kk=0, belongs to the lattice, Zd
+. Among

these paths, the number of successful leaps using the tau-leap method is NTL(!̄) ⌘

NTL. Then,

⌦̄ = Ac [ A = {!̄ 2 ⌦̄ : tK < T} [ {!̄ 2 ⌦̄ : tK = T}.

Let tk =
P

k ⌧k, where each ⌧k is obtained using either SSA or the tau-leap method,

{!̄ 2 A}, {9k 2 N : tk = T}

,
+1
[

n=0

({9k 2 N : tk = T} \ {NTL = n}) .
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Algorithm 5 The hybrid tau-leap algorithm. Inputs: the initial state, X(0), the
propensity functions, (aj)Jj=1, the stoichiometric vectors, ⌫=(⌫j)Jj=1, and the final
time, T . Outputs: a sequence of states, (X̄(tk))Kk=0 ⇢ Zd

+ such that tK  T . If
tK < T , then the path exited the Zd

+ lattice before the final time T . It also returns the
number of times, NTL, the tau-leap method was successfully applied (i.e., X̄(tk) 2 Zd

+,
apply the tau-leap method obtaining X̄(tk+1) 2 Zd

+) , the number of SSA steps such
that K1/a0(X̄(t)) > tk�t is true, NSSA,K1, and the number of SSA steps such that
K1/a0(X̄(t)) > tk�t is false and K2(X̄(t))/a0(X̄(t)) > ⌧Ch is true, NSSA,K10 (see
Algorithm 4). Notes: given the current state, nextSSA computes the next state using
the SSA method. Here, ti denotes the current time at the i-th step.

1: i 0, ti  0, X̄(ti) X(0), Z̄  X(0)
2: while ti < T do
3: T0  next grid point greater than ti
4: (m, ⌧) Algorithm 4 with (ti, Z̄, (aj(Z̄))Jj=1, T0)
5: if m = SSA then
6: NSSA  NSSA + 1
7: if ti+⌧ < T then
8: Z̄  nextSSA(Z̄)
9: end if

10: ti+1  min{T, ti+⌧}
11: else
12: ⌧  min{⌧, T�ti}
13: Z̄  Z̄ + P(a(Z̄)⌧)⌫
14: if Z̄ 2 Zd

+ then
15: NTL  NTL + 1
16: ti+1  ti + ⌧
17: else
18: return ((X̄(tk))ik=0, NTL, NSSA)
19: end if
20: end if
21: i i+ 1
22: X̄(ti) Z̄
23: end while
24: return ((X̄(tk))ik=0, NTL, NSSA)

Then, we can write

P (A) =
+1
X

n=0

P ({9k 2 N : tk = T,NTL = n})

=
+1
X

n=0

P
�

{9k 2 N : tk = T
�

�NTL = n}
�

P (NTL = n) .
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At each step, the probability of exiting the lattice will be less than � when the step

size is computed using the Cherno↵ method (algorithm 2), and it will be equal to

zero if the SSA is adopted. At this stage, it should be pointed out that if we use the

Gaussian approximation (algorithm 3), it will not be possible to guarantee an upper

bound for the probability of event A. Observe that

P ({9k 2 N : tk = T}) = P
�

X̄(t0)2Zd
+, X̄(t1)2Zd

+, . . . , X̄(tk)2Zd
+

�

= P
�

X̄(t1)2Zd
+

�

� X̄(t0)
�

P
�

X̄(t2)2Zd
+

�

� X̄(t1)
�

. . .P
�

X̄(tk)2Zd
+

�

� X̄(tk�1)
�

,

where the notation P
�

Y 2 Zd
+

�

�X
�

assumes that X 2 Zd
+. Now, by construction,

P
�

{9k 2 N : tk = T
�

�NTL = n}
�

� (1� �)n

because

P
�

X̄(tj)2Zd
+

�

� X̄(tj�1)
�

� 1� � if we use the Cherno↵ algorithm

= 1 if we use the SSA.

That is, if the path reached time T , and NTL = n, then the Cherno↵ algorithm was

successfully applied n times. By definition,

P (A) =
+1
X

n=0

P
�

{9k 2 N : tk = T
�

�NTL = n}
�

P (NTL = n) � E
⇥

(1� �)NTL
⇤

.

Moreover, for small values of �, using a second-order Taylor approximation for the

function (1� �)NTL and taking expectations, we obtain the following:

E
⇥

(1� �)NTL
⇤

= 1� �E [NTL] +
�2

2
(E
⇥

N2
TL

⇤

� E [NTL]) + o(�2).
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Finally, we arrive at the desired path exit probability,

P (Ac)  �E [NTL]�
�2

2
(E
⇥

N2
TL

⇤

� E [NTL]) + o(�2).

In practice, we use �E [NTL] as an upper bound of P (Ac) since � is very small

and Var [NTL] is moderate. In Appendix 4.6, we prove that E [NTL] is bounded for

polynomial propensity functions and tends to zero when � ! 0.

Remark 4.3.3 (Hybrid estimation of E [NSSA⇤ ]: the expected number of steps of a

pure SSA path). In the SSA algorithm, the expected time spent in the state X(s),

namely �t|X(s), is an exponential random variable with intensity a0(X(s)). There-

fore, the quantity

Z T

0

a0(X(s))ds =

Z T

0

1

E [�t|X(s)]
ds

is an approximation of the number of steps of an exact path, (X(s))0sT . By sam-

pling M hybrid paths, we have that the sample mean, A
⇣

R T

0 a0(X̄(s))ds;M
⌘

, defined

by A (Y ;M) := 1
M

PM
i=1 Y (!i), is an estimator of E [NSSA⇤ ].

This allows us, for example, to approximate CostSSA(TOL), i.e., the computa-

tional work that the SSA method requires to estimate E [g(X(T ))] for a given tolerance

(TOL). This remark is used below in Algorithm 6.

4.4 Error Decomposition, Estimation and Control

In this section, we define the computational global error, E , and show how it can be

naturally decomposed into three components: the discretization error, EI , and the

exit error, EE, both coming from the tau-leap part of the hybrid method, and the

Monte Carlo statistical error, ES. Next, we show how to model and control the global

error, E , giving upper bounds for each one of the three components. Finally, given
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a prescribed tolerance, TOL, we present a procedure for obtaining the parameters

needed for estimating E [g(X(T ))] by sampling hybrid paths. These parameters are

the time mesh, (tk)Kk=0(TOL), the one-step exit probability bound, �(TOL), and the

number of Monte Carlo samples, MHyb(TOL).

4.4.1 Global Error Decomposition

As we already mentioned, the main goal of this work is to estimate accurately and

e�ciently the expected value E [g(X(T ))], where X : [0, T ]!Zd
+ is a Markov pure

jump process and g : Rd!R is a smooth observable of the process at final time T .

We propose the following estimator:

1

M

M
X

m=1

�

g(X̄(T ))1A

�

(!̄m),

where X̄ : [0, T ]!Zd is the hybrid approximate process introduced in Section 4.3.2,

and !̄ 2 ⌦̄. The set A ⇢ ⌦̄ was defined in Section 4.3.3. We recall that 1A(!̄m) = 1

if and only if the m-hybrid path did not exit Zd
+.

We define the computational global error, E , as

E := E [g(X(T ))]� 1

M

M
X

m=1

�

g(X̄(T ))1A

�

(!̄m). (4.24)

We can split E into three parts:

E [g(X(T ))]� 1
M

PM
m=1

�

g(X̄(T ))1A

�

(!̄m) = E
⇥�

g(X(T ))�g(X̄(T ))
�

1A

⇤

| {z }

=:EI

+

E [g(X(T ))1Ac ]
| {z }

=:EE

+
1

M

M
X

m=1

�

E
⇥

g(X̄(T ))1A

⇤

�g(X̄(T ))1A

�

(!̄m)

| {z }

=:ES

.

Here, EI and ES are the discretization and Monte Carlo statistical errors, respec-
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tively, and they are associated with the hybrid paths, X̄ on A. EE is the global

exit error. We observe that the error term, EE, is defined as the expected value of

g(X(T ))1Ac , which is a random variable defined on ⌦⇥ ⌦̄. More specifically, we set

EE such that

|EE| = min
P2P

|EE(P )|,

where P is the set of all probability measures on ⌦ ⇥ ⌦̄. By choosing P 2 P as the

product probability measure, we have that g(X(T )) and 1Ac are independent random

variables. As a consequence,

|EE|  |E [g(X(T ))] |P (Ac) .

An approximate upper bound, B, for |E [g(X(T ))] | could be obtained, for instance,

as the 95% quantile of a bootstrap sample for |A (g(X(T ); ·) |. As we showed in

Section 4.3.3, P (Ac) can be approximated by � E [NTL]. Therefore, B �A (NTL; ·) is

an approximated upper bound for |EE|, where A (NTL; ·) is the estimator of E [NTL].

The discretization error, EI = E
⇥�

g(X(T ))� g(X̄(T ))
�

1A

⇤

, is actually the weak

error associated with the hybrid paths in A. An e�cient procedure for accurately

estimating this quantity in the context of the tau-leap method is described in [43].

This procedure computes EI(!̄) for every simulated hybrid path, (X̄(tk, !̄))Kk=0, as a

weighted sum of local errors at the mesh times, (tk)Kk=0. The sequence of weights,

('k(!̄))Kk=1 considered in [43], is defined as the duals motivated by approximate vari-

ations of g(X̄(T )) with respect to the initial data. According to this method, EI is

approximated by A (EI(!̄); ·). We adapt this method in Algorithm 8 for estimating

the weak error in the hybrid context. A brief description follows. For each hybrid
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path, we compute backwards the sequence of dual weights:

'K = rg(X̄K)

'k =
�

Id+ ⌧kJTa (X̄k) ⌫
T
�

'k+1, k = K�1, K�2, . . . , 1,

where r is the gradient operator and Ja(X̄k)=[@iaj(X̄k)]j,i is the Jacobian matrix of

the propensity function, aj, for j=1 . . . J and i=1 . . . d. Then, we have,

EI(!̄) =
K
X

k=1

 

⌧k
2
'k1TL(k)

J
X

j=1

⌫Tj �aj,k

!

(!̄).

Here, X̄k ⌘ X̄(tk), ⌧k=tk+1�tk, �aj,k=aj(X̄k+1)�aj(X̄k), 1TL(k)=1 if and only if,

at time tk, the tau-leap method was used and Id is the d⇥ d identity matrix.

We model the Monte Carlo statistical error, ES, as a Gaussian random variable

that has zero mean and variance Var [g(X(T ))] /M , which could be controlled by

obtaining a rough estimate of Var [g(X(T ))]. The sample variance is denoted as

S2 (Y ;M) :=A (Y 2;M) � A (Y ;M)2. Therefore, CA

p

S2 (g(X(T )); ·) /M is used as

an estimation of ES, where CA � 2 is a desired confidence level.

4.4.2 Error Estimation and Control

Given a tolerance, TOL, we would like to have a procedure that determines whether

we should use the SSA method or the hybrid one. This decision should be based on the

expected computational work of both methods, and the procedure should provide, in

any case, the necessary elements for computing the estimator. When the SSA method

is chosen, the procedure should provide the number of simulations, MSSA(TOL). On

the contrary, when the hybrid method is chosen, the procedure should provide not

only the number of simulations, MHyb(TOL), but also the time mesh, (tk)Kk=0(TOL),

and the one-step exit probability bound, �(TOL). Let us describe such a decision
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procedure. The building block of a hybrid path is Algorithm 4, which adaptively

determines whether to use an SSA step or a tau-leap one. According to this algorithm,

given the current state of the approximate process, x, there are two ways of taking an

SSA step, depending on the logical conditions K1/a0(x) > T0�t and K2(x, �)/a0(x) >

⌧Ch. The first way is when K1/a0(x) > T0�t is true. In this case, we take an SSA step

and avoid the computation of ⌧Ch(x). The second is when K1/a0(x) > T0�t is false

and K2(x, �)/a0(x) > ⌧Ch is true; but in this case, we have to compute ⌧Ch(x). We

consider one particular hybrid path, and we let NSSA,K1(h, �) be the number of SSA

steps such that K1/a0(x) > T0�t is true. In the same way, let NSSA,K10(h, �) be the

number of SSA steps such that K1/a0(x) > T0�t is false and K2(x, �)/a0(x) > ⌧Ch is

true. Finally, let NTL(h, �) be the total number of tau-leap steps. We define  (h, �)

as the expected work of a hybrid path, i.e.,

 (h, �) = C1E [NSSA,K1(h, �)] + C2E [NSSA,K10(h, �)]

+ C3E [NTL(h, �)] +
J
X

j=1

E



Z

[0,T ]

Cp(aj(X̄(s))⌧Ch(X̄(s), �))1TL(X̄(s))ds

�

.

Therefore, the expected computational work of the hybrid method is M (h, �),

where M is the total number of hybrid paths.

Given TOL > 0, we consider the problem,

8

>

>

>

>

<

>

>

>

>

:

minM,h,� M (h, �)

s.t.

EI + EE + ES  TOL

. (4.25)

In Algorithm 6, we propose an iterative method for obtaining an approximate

solution to this problem.

A brief description of the ideas involved in this algorithm follows. Consider that

a relative tolerance, TOL > 0, is given. By using Algorithm 7, we simulate a number
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of hybrid paths in a coarse mesh of size h0, with su�ciently small � (say � = 10�6),

to obtain accurate estimates of Var
⇥

g(X̄(T ))
⇤

and EI . The total runtime of this

procedure is recorded in the variable r.

Now, we estimate  (h0, �), and, in particular, the error bound, B �A (NTL;Ms),

for the exit error, EE. The desired order of this error is to be of order O(TOL2). We

thus divide � by a factor (e.g., 10) and re-estimate B �A (NTL;Ms) until this condition

is fulfilled. Then, we compute the discretization error, EI , and S2 (g(X(T );Ms).

For fixed � > 0 and ✏ > 0, let us consider an auxiliary problem:

8

>

>

>

>

<

>

>

>

>

:

minM,hM (h, �)

s.t.

EI(h, �) + CA

p

S2 (g(X(T ));Ms) /M = ✏

, (4.26)

where CA � 2.

Instead of solving 4.26, we proceed as follows. First, we fix h = h0 and derive

Maux and ✏0 as functions of h0 and �.

Maux(h0, �) =

 

@h (h0, �)

 (h0, �)
.
CA

p

S2 (g(X(T ));Ms)

2@hEI(h0, �)

!2

,

and ✏0(h0, �) = EI(h0, �) + CA

p

S2 (g(X(T )); ·)
p

Maux(h0, �)
.

If ✏0 < TOL � TOL2, we take the current values of h0 and � as solutions of our

optimization problem (4.25). Otherwise, we divide the time mesh by a factor (e.g.,

4, which is near the optimal value of the multilevel tau-leap) and proceed iteratively.

Each time we refine the mesh or �, we set the budget for the computational work, r0, as

2·r which is the current total computational work of the calibration algorithm (see the

details in Algorithm 7). In this way, we can guarantee that the current computational

work of the calibration is less than or equal to two times the computational work at

the last refinement.
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Once the previous process is finished, we can take advantage of the slack

TOL�TOL2�EI(h0, �) for reducing the value of Maux and obtain

MHyb(h0, �) =

 

CA

p

S2 (g(X(T ));Ms)

TOL� TOL2 � EI(h0, �)

!2

. (4.27)

The estimation of @h (h0,�)
 (h0,�)

and @hEI(h0, �) in (4.27) deserves some remarks.

First, note that @h (h0,�)
 (h0,�)

= @h log( (h0, �)). In a pure tau-leap regime, the number

of steps is approximately inversely proportional to the size of the mesh. We therefore

have E [NTL(h)] =O(h�1). In a hybrid regime, we model E [ (h, �)] =O(ha). There-

fore, for large values of h, a plausible model for log( (h, �)) is a log(h)+b. We denote

it with  ̃(h; a, b). See Algorithm 6 for details. An initial guess for a is �1.

For the estimation of @hEI(h0, �), we simply take numerical derivatives when con-

secutive meshes are available as follows:

@hEI(hk, �) ⇡ �2/EI(hk�1, �k�1) (EI(hk, �k)� EI(hk�1, �k�1)) .

As an initial value, we can consider EI(h0, �)/h0.

When h is close to zero,  (h, �) is the expected work of an exact path, C1E [NSSA⇤ ]

(see 4.3.3). Therefore, if in any iteration  (h, �) is greater than C1A (NSSA⇤ ; ·), we

decide to use the SSA method.

4.5 Numerical Examples

In this section, we present two examples to illustrate the performance of our proposed

method.
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Algorithm 6 Calibration and error estimation. Inputs: the initial state, X(0), the
final time, T , the propensity functions, (aj)Jj=1, the stoichiometric vectors, (⌫j)Jj=1,
the smooth observable, g, and TOL > 0. Outputs: (SSA, MSSA) or (Hyb, MHyb , �,
(tk)Kk=0). Notes: the values CA and C1 are defined in Section 4.3.1. For the sake of
simplicity, we omit the arguments of the algorithms when there is no risk of confusion.

1: Set initial mesh {tk}Kk=0 (h0 its diameter)
2: �  O(TOL3)
3: r0  1
4: ( ̂, r,S2

�

g(X̄(T )); ·
�

,A
�

{g(X̄(T )), NSSA⇤ , EI , NTL}; ·
�

) Algorithm 7
5: MSSA  C2

AS2
�

g(X̄(T )); ·
�

/(TOL�TOL2)2

6: a �1
7: b log( ̂)�a log(h0)
8: fin  false
9: while not fin and  ̂ < C1A (NSSA⇤ ; ·) do

10: while |A
�

g(X̄(T )); ·
�

|�A (NTL; ·) > TOL2 do
11: Refine �
12: r0  2 r
13: ( ̂, r,S2

�

g(X̄(T )); ·
�

,A
�

{g(X̄(T )), NSSA⇤ , EI , NTL}; ·
�

) Algorithm 7
14: MSSA  C2

AS2
�

g(X̄(T )); ·
�

/(TOL�TOL2)2

15: end while
16: Compute @hEI and @h ̃(h; a, b)
17: Compute Maux(h0; �) and ✏, see (4.27)
18: if ✏ < TOL�TOL2 then
19: fin  true
20: Compute MHyb and ✏, see (4.27)
21: if MHyb  ̂ < MSSA C1A (NSSA⇤ ; ·) then
22: return (Hyb, MHyb, �, {tk}Kk=0)
23: else
24: return (SSA, MSSA)
25: end if
26: else
27: Refine the mesh {tk}Kk=0, and set h0

28: r0  2 r
29: ( ̂, r,S2

�

g(X̄(T )); ·
�

,A
�

{g(X̄(T )), NSSA⇤ , EI , NTL}; ·
�

) Algorithm 7
30: MSSA  C2

AS2
�

g(X̄(T )); ·
�

/(TOL�TOL2)2

31: Update a and b using a linear regression
32: end if
33: end while
34: return (SSA, MSSA)
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Algorithm 7 Auxiliary function for Algorithm 6. Inputs: same as Algorithm 5,
and constant r0, used to control the total computational work of the algorithm (bud-
get). Outputs: the estimated runtime of the hybrid path,  ̂, the total accumulated
runtime, r, an estimate of Var [g(X(T ))], S2

�

g(X̄(T ); ·
�

, an estimate of E [g(X(T ))],
A
�

g(X̄(T ); ·
�

, an estimate of E [EI ], A (EI ; ·), an estimate of the expected number of
steps needed by the SSA method, A (NSSA⇤ ; ·)) and A (NTL; ·). Here, 1TL(k) = 1 if
and only if the decision at time tk was tau-leap. Notes: the values C1, C2 and C3

are defined in Section 4.3.1. Set appropriate values for M0 and CV0. For the sake of
simplicity, we omit the arguments of the algorithms when there is no risk of confusion.
1: M  M0, cv  1, r  0, Mf  0
2: while cv > CV0 and r  r0 do
3: for m 1 to M do
4: ((X̄(tk))Kk=0, NTL, NSSA,K1, NSSA,K10) Algorithm 5
5: if the path does not exit Zd

+ then
6: Mf  Mf + 1
7: Compute g(X̄(T ; !̄m))
8: EI  Algorithm 8
9: Use remark 4.3.3 for estimating NSSA⇤(!̄m)

10: CPoi(!̄m) 
PJ

j=1

PK
k=0 CP (aj(X̄(tk))(tk+1�tk))1TL(k)

11: end if
12: end for
13: Estimate the coe�cients of variation cvg and cvEI of the estimators of

Var [g(X(T ))] and E [EI ], respectively.
14: cv  max{cvg, cvEI}
15:  ̂ C1A (NSSA,K1;Mf )+C2A (NSSA,K10 ;Mf )+C3A (NTL;Mf )+A (CPoi;Mf )
16: r  r +Mf  ̂
17: M  2M
18: end while
19: return ( ̂, r,S2

�

g(X̄(T ));Mf

�

,A
�

{g(X̄(T )), EI , NSSA⇤ , NTL};Mf

�

)

4.5.1 A Simple Decay Model

The classical radioactive decay model provides a simple and important example for

the application of the hybrid method. This model has only one species and one

reaction,

X
c�! ;.
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Algorithm 8 Computes the discretization error, EI ⌘ EI(!̄m). Inputs: (X̄(tk))Kk=0.
Here, 1TL(k) = 1 if and only if the decision at time tk was tau-leap, and Id is the
d⇥ d identity matrix Output: EI(!̄m).
1: EI  0
2: Compute 'K  rg(X̄(tK))
3: for k  K�1 to 1 do
4: �tk  tk+1 � tk
5: Compute Ja(X̄(tk)) = [@iaj(X̄(tk))]j,i
6: 'k  

�

Id+�tk JTa (X̄(tk)) ⌫T
�

'k+1

7: �ak  a(X̄(tk+1))� a(X̄(tk))
8: EI  EI + �tk

2 (�ak 1TL(k) ⌫T )'k

9: end for
10: return EI

Its stoichiometric matrix, ⌫ 2 R, and the propensity function, a : Z+ ! R, are given

by

⌫ = �1 and a(X) = cX.

Here, we choose c = 1 and g(x) = x. In this particularly simple example, we have

the exact solution, namely, E [g(X(T ))|X(t) = X0] = X0 exp(�c(T�t)).

In Figure 4.9, we show the behavior of the time step size of the Cherno↵ tau-leap

method, ⌧Ch, as a function of the one-step exit probability bound, �. We compare

⌧Ch with the expected value of the SSA step size, ⌧SSA, in a log-log scale, for x0 2

{5, 10, 15, 20}. We can see that ⌧Ch goes to zero as � goes to zero. For small values

of �, we have that ⌧SSA = 1/a0(x0) = 1/x0 is larger than ⌧Ch, and, therefore, the

SSA method is chosen by the hybrid algorithm (Algorithm 4). The expected SSA

step size, which is independent of �, is shown with horizontal dotted lines starting

from the right, until the intersection with the ⌧Ch curve. For example, if x0=10, ⌧Ch

is larger than the expected ⌧SSA whenever � > 0.0259. These dotted lines show two

regimes: as we mentioned, below the dotted line, we can say that the process is close

to the boundary, but, when ⌧Ch is larger than the expected ⌧SSA, we can say that the

process, X, is far from the boundary. In this regime, the Cherno↵ tau-leap method
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will be chosen by the hybrid algorithm.

Summarizing, in Figure 4.9, we can observe when the SSA method is preferred

over the Cherno↵ tau-leap: either because we have very stringent probabilities of

taking negative values yielding a small value for �, or, because the current state of

the process (x0) is relatively close to the boundary.
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Figure 4.9: Cherno↵ step size, ⌧Ch, as a function of �, for x0 2 {5, 10, 15, 20}, com-
pared to E [⌧SSA|X0]. For x0 fixed, we can observe two regimes delimited by the dotted
lines. Above the dotted line, the Cherno↵ tau-leap method is preferred and below
the line, the preferred method is the SSA.

In Figure 4.10, we show ⌧Ch as a function of x0, using a log scale on the x-axis,

for di↵erent values of �. It is interesting to observe that the maximum value of ⌧Ch

is 1, even when the final time is T = 2. This is influenced by the propensity function

and the value of c. For smaller values of c, the maximum increases. This figure shows

that when x0 is small, the values of ⌧Ch decrease rapidly and become much smaller

than ⌧SSA. As we mentioned, to be close or far from the boundary is a relative notion

and it must be seen according to the probability of exiting the lattice. For instance,

when x0 = 10, we have that ⌧SSA is approximately equal to ⌧Ch for � = 10�5, which

is greater than the values of � typically needed to achieve small tolerances. In the

figure, we can see that, when x0 tends to 1 (its minimum value), the expected ⌧SSA

tends to 1 and it is greater than ⌧Ch. This shows that, as we are getting closer to the
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boundary by decreasing x0, the ⌧Ch becomes too small. On the contrary, when x0

increases, the Cherno↵ tau-leap step size becomes larger and, therefore, the tau-leap

method is preferred.
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Figure 4.10: Cherno↵ step size, ⌧Ch, as a function of x0 for di↵erent values of �. We
observe two regimes: as x0 decreases, the SSA method is preferred; as x0 increases,
the Cherno↵ tau-leap is preferred.

Consider the initial condition X0=100 and final time T=2. We can observe that

the process starts at a regime where the expected SSA step size is smaller than the

Cherno↵ tau-leap, but after a certain time, it is the opposite. In Figure 4.11, we show

20 SSA paths and 20 hybrid paths.

Now, we consider the initial condition, X0=105, and the final time, T=0.5. In this

case, the process starts far from the boundary. First, we observe in Figure 4.12 that

the SSA paths are very close to each other; that is, the variance of g(X(T )) is small.

We analyze an ensemble of five independent realizations of the calibration algorithm

(Algorithm 6), using di↵erent relative tolerances. In Figure 4.13. we show, in the

left panel, the total predicted work (runtime) given by the calibration algorithm for

both methods, the hybrid and the SSA, versus the estimated error bound, and its

corresponding confidence intervals at the 95% level. The method chooses for the

hybrid algorithm for the first three tolerances (largest) and the SSA for the two

smaller ones. For the fourth tolerance, the method chooses the hybrid in 80% of the
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Figure 4.11: Left: 20 SSA paths for the simple decay model with X0=100 and T=2.
Right: 20 hybrid trajectories, with linear interpolation between sample points (time
steps). We can observe that, near the x-axis, the hybrid algorithm takes more SSA
steps and fewer tau-leap steps.
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Figure 4.12: Left: 20 SSA paths for the simple decay model with X0=105 and T=0.5.
Right: Details.

runs and SSA for the rest (see Table 4.2). Note that as TOL decreases, the hybrid

path converges to the exact one because � goes to 0 (see Appendix 4.6). In the right

panel, we show, for di↵erent tolerances, the actual work (runtime) of both methods,

using a 12 core Intel GLNXA64 architecture and MATLAB version R2012b. The

actual runtimes are in accordance with our predictions.

In the simple decay model, where an explicit expression for E [g(X(T ))] is avail-

able, we can accurately compute the ratio between the estimated weak error and EI ,
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Figure 4.13: Left: Predicted work (runtime) versus the estimated error bound for
X0=105 and T=0.5. The hybrid method is preferred over the SSA one for the first
three tolerances (larger ones). For the last two tolerances, the SSA is preferred.
Therefore, in that case, the total predicted runtime is the same for the hybrid and
SSA methods. Right: Predicted and actual work (runtime) versus the estimated error
bound.

which we call e�ciency index of the discretization error. We compute this quantity

when the preferred method is the hybrid one. Recall that

EI = E
⇥�

g(X(T ))�g(X̄(T ))
�

1A

⇤

.

In order to compute that quantity, for each run of the calibration algorithm (Algo-

rithm 6), we use a large sample, in order to control the statistical error. The sample

size is such that, the statistical error, in the estimation of EI , is ten times smaller than

the prescribed tolerance. In figure 4.14 we show the e�ciency index of the discretiza-

tion error, with confidence intervals at 95%. In the same figure we also show TOL

versus the actual computational error. It can be seen that the prescribed tolerance is

achieved with the required confidence of 95%, since CA=1.96.
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TOL Method �(TOL) h(TOL) M(TOL)
SSA HYB

3.13e-03 0.00 1.00 3.05e-08 2.0e-03 5.0
1.56e-03 0.00 1.00 3.81e-09 9.8e-04 1.6e+01
7.81e-04 0.00 1.00 4.77e-10 4.9e-04 6.4e+01
3.91e-04 0.80 0.20 5.96e-11 2.4e-04 2.6e+02
1.95e-04 1.00 0.00 - - -
9.77e-05 1.00 0.00 - - -

TOL MSSA
ŴHyb

ŴSSA
A (NTL; ·) A (NSSA⇤ ; ·)

3.13e-03 3.0 0.20 ±0.03 2.6e+02 3.9e+04
1.56e-03 1.2e+01 0.37 ±0.05 5.1e+02 3.9e+04
7.81e-04 4.6e+01 0.57 ±0.09 1.0e+03 3.9e+04
3.91e-04 1.8e+02 0.97 ±0.05 2.0e+03 3.9e+04
1.95e-04 7.2e+02 1.00 - 3.9e+04
9.77e-05 2.9e+03 1.00 - 3.9e+04

Table 4.2: Details for an ensemble of five independent runs of Algorithm 6 for the
simple decay model with X0=105 and T=0.5. For example, the third row of the table
tells us that we should run M=64 hybrid paths, with a time mesh of size h=4.9 ·10�4

and a one-step exit probability bound of �=4.77 · 10�10. The work of the hybrid
method is, in average, 57% of the work of the SSA (thrid column in the second part
of the table). Here ŴHyb := MHyb  ̂ and ŴSSA := MSSA C1 A (NSSA⇤ ; ·). The fourth
row shows, in the second and third columns, that in 4 runs of Algorithm 6 the SSA
method is chosen, and in one run the hybrid method. In that case, we should simulate
MSSA=180 SSA paths or M=260 hybrid paths. Confidence intervals at 95% level are
also provided.

4.5.2 Gene Transcription and Translation [1]

This model has five reactions,

; c1�! R, R
c2�! R + P

2P
c3�! D, R

c4�! ;

P
c5�! ;
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Figure 4.14: Left: E�ciency index for EI and 95% confidence intervals. Right: TOL
versus the actual computational error. The numbers above the straight line show the
percentage of runs that had errors larger than the required tolerance. We observe
that in all cases the computational error follows the imposed tolerance closely with
the expected confidence of 95%.

described by the stoichiometric matrix and the propensity function
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respectively, where X(t) = (R(t), P (t), D(t)), and c1=25, c2=103, c3=0.001, c4=0.1,

and c5=1. In the simulations, the initial condition is (0, 0, 0) and the final time is

T=1. The observable is given by g(X) = X3 = D.

We can see that the abundance of the mRNA species, represented by R, is close

to zero for t 2 [0, T ]. Therefore, this can be interpreted that the process is close

to the boundary. However, according to Table 4.3, the calibration algorithm always

chooses the hybrid method only in the first two tolerances. This happens because

small tolerances induce small one-step exit probabilities, and, as a consequence, the
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Cherno↵ tau-leap steps are smaller than the expected SSA steps. This suggests that

the reduced abundance of one of the species is not enough to ensure that the SSA

method should be used. The tolerance also plays a role in this choice.

In Figure 4.15, we show an ensemble of five independent realizations of the calibra-

tion algorithm and the comparisons of its corresponding predicted and actual work.

We can appreciate the robustness of the calibration procedure. We can also observe

that the hybrid method converges to the SSA one when the tolerance goes to zero.
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Figure 4.15: Left: Predicted work (runtime) versus the estimated error bound for
the gene transcription and translation model. The hybrid method is preferred over
the SSA one, for the first two tolerances (larger ones). For the last four tolerances,
the SSA is preferred. Therefore, in the latter case, the total predicted runtime is the
same for the hybrid and SSA methods. Right: Predicted and actual work (runtime)
versus the estimated error bound.

In figure 4.16 we show the e�ciency index of the discretization error, with con-

fidence intervals at 95%. In the same figure we also show TOL versus the actual

computational error. It can be seen that the prescribed tolerance is achieved with

the required confidence of 95%, since CA=1.96.

4.6 Conclusions

In this work, we addressed the problem of accurately estimating the expected value of

an observable of a Markov pure jump process at a given final time within a certain pre-
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TOL Method �(TOL) h(TOL) M(TOL)
SSA HYB

1.00e-01 0.00 1.00 8.0e-05 ±2e-05 2e-02 ±2e-03 66 ±3
5.00e-02 0.00 1.00 1.0e-05 ±2e-06 7e-03 ±7e-04 230 ±8
2.50e-02 0.40 0.60 1.1e-06 ±5e-07 3e-03 ±7e-04 840 ±70
1.25e-02 0.80 0.20 1.9e-07 2.0e-03 3e+03
6.25e-03 1.00 0.00 - - -
3.13e-03 1.00 0.00 - - -

TOL MSSA
ŴHyb

ŴSSA
A (NTL; ·) A (NSSA⇤ ; ·)

1.00e-01 3.5e+01 0.39 ±0.04 7e+01 ±1e+01 1.8e+04
5.00e-02 1.4e+02 0.54 ±0.10 1.4e+02 ±2e+01 1.8e+04
2.50e-02 5.5e+02 0.88 ±0.10 3.2e+02 ±9e+01 1.7e+04
1.25e-02 2.2e+03 0.99 ±0.02 4.9e+02 1.8e+04
6.25e-03 8.8e+03 1.00 - 1.8e+04
3.13e-03 3.5e+04 1.00 - 1.8e+04

Table 4.3: Details for an ensemble of five independent runs of Algorithm 6 for the
gene transcription and translation model. Details on how to read the table is provided
in Table 4.2.
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Figure 4.16: Left: E�ciency index for EI and 95% confidence intervals. Right: TOL
versus the actual computational error. The numbers above the straight line show the
percentage of runs that had errors larger than the required tolerance. We observe
that in all cases the computational error follows the imposed tolerance closely with
the expected confidence of 95%.

scribed tolerance with high probability. Examples of settings where such estimation

is necessary are message delivery times and connectivity in wireless communication



178

networks and the number of infected agents in epidemic modeling of small popula-

tions. Although there are methods that simulate paths with the exact distribution

of the process (e.g., Gillespie’s SSA method), the computational work of generating

the number of paths required to control the statistical error in a Monte Carlo setting

turns out to be prohibitive for some real applications. On the other hand, Gillespie’s

approximate tau-leap method could produce, in certain cases, less expensive paths at

the price of additionally introducing a time discretization error and an exit error.

In this work, we proposed a hybrid algorithm that, at each step, adaptively chooses

to adopt the SSA method when the work of the tau-leap step becomes high. As a

consequence, the expected work of a hybrid path remains bounded by the expected

work of an SSA path and potentially can be much smaller.

The global exit error is related to the fact that, at any time, a tau-leap path

can attain a non-physical value. Pre-leap checks are common techniques for deal-

ing with this problem by controlling the time step size. Here, we presented a novel

non-asymptotic Cherno↵-type hard bound to control large deviations of linear com-

binations of independent Poisson random variables. This bound allows us not only

to obtain a pre-leap check for the tau-leap method, which does not change the dis-

tribution of the increments nor does it require any type of assumption regarding the

reactions that can occur, but also to estimate and control the global exit error. To

the best of our knowledge, there is no previous attempt in the literature to estimate

and control this type of error at the path level.

Another important contribution of this work is a calibration algorithm that can

determine if it is suitable to use the hybrid algorithm for a given problem and also that

can provide the associated simulation parameters. In the hybrid case, the calibration

algorithm provides the one-step exit probability bound, the time mesh and the number

of hybrid paths that are needed for computing the mentioned expected value with

low computational work.
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It is worth mentioning that, by simulating hybrid paths, we obtained accurate

estimates of the average number of steps required by the SSA method to reach the

final time. This is especially relevant in problems where the process visits regions of

the state space where the total propensity is very high.

The numerical results that we obtain from di↵erent models show that the hybrid

method proposed here is suitable for addressing problems in which one or more species

has few individuals while the total propensity is high. In these types of problems (e.g.,

the gene transcription and translation model), the reaction-rate ODEs not only do not

provide accurate approximation for the average behavior of the process, but also the

cost of the exact methods is also high. Moreover, we observed that generating Poisson

random variables makes the computational work of a tau-leap step much higher than

the work of an SSA step. This last argument, together with the advantages already

discussed in terms of the time discretization error and the global exit error, adds more

evidence in favor of avoiding the tau-leap whenever possible.

Our next step is to extend this hybrid algorithm to the Multi Level Monte Carlo

setting [26, 2]. We aim to obtain substantial computational work gains with respect to

the traditional exact methods (SSA or MNRM) and the single-level hybrid Cherno↵

tau-leap, and show that the computational complexity of this multilevel extension is

of order O(TOL�2).

Appendix: An upper bound for the expected num-

ber of tau-leap steps of a hybrid trajectory, (E [NTL(h, �)])

Let E [NTL(h, �)] be the expected number of tau-leap steps of a hybrid path with a

mesh of size h and a one-step exit probability bound, �. Let {Ti} be the sequence of

grid points, t the current time and X̄(t) the current state of the hybrid process, X̄.

Let ⌧Ch(X̄(t), �) be the Cherno↵ tau-leap step size computed using Algorithm 2, and
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finally K1, and K2 = K2(X̄(t), ⌧Ch) are the ones introduced in Section 4.3.1.

According to Algorithm 4, the logical conditions for choosing a tau-leap step are

given by
K1

a0(X̄(t))
< Ti � t, and

K2

a0(X̄(t))
< ⌧Ch(X̄(t), �).

The e↵ective step size in this case is given by min{⌧Ch(X̄(t), �), Ti � t}. Observe

that

⇢

K2

a0(X̄(t))
<⌧Ch(X̄(t), �)

�

! ; as � ! 0, because K2 ! C̃ and ⌧Ch ! 0 (see

Section 4.3.1). By the definition of NTL, we have that

E [NTL(h, �)]

= E
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! 0, as � ! 0.

It is also true that E [NTL] has a polynomial bound since a0 is polynomial and

E
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⇢
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a0(X̄(t))
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R T

0 E
⇥

a0(X̄(t))
⇤

dt

min{K1, K2}
.

Finally, for the problems where max
x2Zd

+
a0(x) < 1, we get the rough upper

bound
R T

0 E
⇥

a0(X̄(t))
⇤

dt

min{K1, K2}
 T

min{K1, K2}
max
x2Zd

+

a0(x).

Observe that Zd
+ can substituted by Zd

+(x0, T ) ⇢ Zd
+ defined by the subset of states



181

that can be reached by a path starting from x0 and evolving up to time T . Therefore,

we have an upper bound for E [NTL] that does not depend on �. When the lattice is

finite as in the exponential decay (Example 4.1.2), this bound is c T x0/K2.
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Chapter 5

Multilevel Hybrid Cherno↵

Tau-leap

with Alvaro Moraes and Ra

´

ul Tempone

In this work, we extend the hybrid Cherno↵ tau-leap method to the multilevel Monte

Carlo (MLMC) setting. Inspired by the work of Anderson and Higham on the tau-

leap MLMC method with uniform time steps, we develop a novel algorithm that is

able to couple two hybrid Cherno↵ tau-leap paths at di↵erent levels. Using dual-

weighted residual expansion techniques, we also develop a new way to estimate the

variance of the di↵erence of two consecutive levels and the bias. This is crucial

because the computational work required to stabilize the coe�cient of variation of

the sample estimators of both quantities is often una↵ordable for the deepest levels

of the MLMC hierarchy. Our method bounds the global computational error to be

below a prescribed tolerance, TOL, within a given confidence level. This is achieved

with nearly optimal computational work. Indeed, the computational complexity of

our method is of order O (TOL�2), the same as with an exact method, but with a

smaller constant. Our numerical examples show substantial gains with respect to the

previous single-level approach and the Stochastic Simulation Algorithm.
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5.1 Introduction

This work, inspired by the multilevel discretization schemes introduced in [2], extends

the hybrid Cherno↵ tau-leap method [30] to the multilevel Monte Carlo setting [26].

Consider a non-homogeneous Poisson process, X, taking values in the lattice of non-

negative integers, Zd
+. We want to estimate the expected value of a given observable,

g : Rd ! R of X, at a final time, T , i.e., E [g(X(T ))]. For example, in a chemical

reaction in thermal equilibrium, the i-th component of X, Xi(t), could describe the

number of particles of species i present at time t. In the systems modeled here, di↵er-

ent species undergo reactions at random times by changing the number of particles in

at least one of the species. The probability of a single reaction happening in a small

time interval is modeled by a non-negative propensity function that depends on the

current state of the system.

Pathwise realizations of such pure jump processes (see, e.g., [18]) can be simulated

exactly using the Stochastic Simulation Algorithm (SSA), introduced by Gillespie in

[5], or the Modified Next Reaction Method (MNRM) introduced by Anderson in [7].

Although these algorithms generate exact realizations for the Markov process, X,

they are computationally feasible for only relatively low propensities.

For that reason, Gillespie in [10] and Aparicio and Solari in [77] independently

proposed the tau-leap method to approximate the SSA by evolving the process with

fixed time steps and by keeping the propensity fixed within each time step. In fact, the

tau-leap method can be seen as a forward Euler method for a stochastic di↵erential

equation driven by Poisson random measures (see, e.g., [23]).

A drawback of the tau-leap method is that the simulated process may take negative

values, which is an undesirable consequence of the approximation and not a qualitative

feature of the original process. For this purpose, we proposed in [30] a Cherno↵-type

bound that controls the probability of reaching negative values by adjusting the time

steps. Also, to avoid extremely small time steps, we proposed switching adaptively
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between the tau-leap and an exact method, creating a hybrid tau-leap/exact method

that combines the strengths of both methods.

More specifically, let x̄ be the state of the approximate process at time t, and let

� 2 (0, 1) be given. The main idea is to compute a time step, ⌧=⌧(�, x̄), such that

the probability that the approximate process reaches an unphysical negative value in

[t, t+⌧) is less than �. This allows us to control the probability that a entire hybrid

path exits the lattice, Zd
+. In turn, this quantity leads to the definition of the global

exit error, which is a global error component along with the time discretization error

and the statistical error (see Section 5.3.2 for details).

The multilevel Monte Carlo idea goes back at least to [25, 78]. In that setting,

the main goal was to solve high-dimensional, parameter-dependent integral equations

and to conduct corresponding complexity analyses. Later, in [26], Giles developed

and analyzed multilevel techniques that were used to reduce the computational work

when estimating an expected value using Monte Carlo path simulations of a cer-

tain quantity of interest of a stochastic di↵erential equation. Independently, in [79],

Speight introduced a multilevel approach to control variates. Control variates are a

widespread variance reduction technique with the main goal of increasing the preci-

sion of an estimator or reducing the computational e↵ort. The main idea is as follows:

to reduce the variance of the standard Monte Carlo estimator of E [X],

µ̂1 :=
1

M

M
X

m=1

X(!m),

we consider another unbiased estimator of E [X],

µ̂2 :=
1

M

M
X

m=1

(X(!m)� (Y (!m)� E [Y ])) ,

where Y is a random variable correlated with X with known mean, E [Y ]. The

variable Y is called a control variate. Since Var [µ̂2] =Var [µ̂1] +Var [Y ]�2Cov [X, Y ],
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whenever Cov [X, Y ]>Var [Y ] /2, we have that Var [µ̂2]Var [µ̂1]. If we assume that

the computational work of generating the pair (X(!), Y (!)) is less than twice the

computational work of generating X(!), it is straightforward to conclude that µ̂2 is

preferred when ⇢2X,Y>1/2, where ⇢X,Y is the correlation coe�cient of the pair (X, Y ).

We observe that µ̂2 can be written as

µ̂2 = E [Y ] +
1

M

M
X

m=1

(X � Y ) (!m).

In the case where E [Y ] is unknown and sampling from Y is computationally less

expensive than sampling from X, it is natural to estimate E [Y ] using Monte Carlo

sampling to yield a two-level Monte Carlo estimator of E [X] based on the control

variate, Y , i.e.,

µ̃2 :=
1

M0

M0
X

m0=1

Y (!m0) +
1

M1

M1
X

m1=1

(X � Y ) (!m1).

See Section 5.1.2 for details about the definition of levels in our context.

In this work, we apply Giles multilevel control variates idea to the hybrid Cherno↵

tau-leap approach to reduce the computational cost, which is measured as the amount

of time needed for computing an estimate of E [g(X(T ))], within TOL, with a given

level of confidence. We show that our hybrid MLMC method has the same computa-

tional complexity of the pure SSA, i.e., order O(TOL�2). From this perspective, our

method can be seen as a variance reduction for the SSA since our MLMC method does

not change the complexity; it just reduces the corresponding multiplicative constant.

We note in passing that in [46], the authors show that the computational complexity

for the pure MLMC tau-leap case has order O(TOL�2(log(TOL))2). We note also

that here our goal is to provide an estimate of E [g(X(T ))] in the probability sense

and not in the mean square sense as in [2].

The global error arising from our hybrid tau-leap MLMC method can naturally be
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decomposed into three components: the global exit error, the time discretization error

and the statistical error. This global error should be less than a prescribed tolerance,

TOL, with probability larger than a certain confidence level. The global exit error

is controlled by the one-step exit probability bound, � [30]. The time discretization

error, inherent to the tau-leap method, is controlled through the size of the mesh, �t,

[43]. At this point, it is crucial to stress that, by controlling the exit probability of

the set of hybrid paths, we are indirectly turning this event into a rare event. Thus,

direct sampling of exit paths is not an a↵ordable way to estimate the probability of

such an event.

Motivated by the Central Limit results of Collier et al. [80] for the Multilevel

Monte Carlo estimator (see appendix A, Theorem 1), we approximate the statistical

error with a Gaussian random variable with zero mean. In our numerical experiments,

we tested this hypothesis by employing Q-Q plots and the Shapiro-Wilk test [81].

There, we did not reject the Gaussianity of the statistical error at the 1% significance

level. The variance of the statistical error is a linear combination of the variance

at the coarsest level and variances of the di↵erence of two consecutive levels, which

we sometimes call strong errors. In Section 5.3.3, motivated by the fact that sample

variance and bias estimators are inaccurate on the deepest levels, we develop a novel

dual-weighted residual expansion that allows us to estimate those quantities, cf. (5.4)

and (5.5). We also control the statistical error through the number of coupled hybrid

paths, (M`)‘L`=0, simulated at each level.

We note that our use of duals in this work is di↵erent from the use in [43]. That

earlier work proposed an adaptive, single-level, tau-leap algorithm for error control,

choosing the time steps non-uniformly to control the global weak error based on dual-

weighted error estimators. In this work, we do not have an adaptive time step based

on dual-weighted error estimators as in [43]. We use instead dual-weighted error

estimators to reduce the statistical error in our error estimates.
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5.1.1 Description of the Modified Next Reaction Method

(MNRM)

The MNRM, introduced in [7], based on the Next Reaction Method (NRM) [82], is

an exact simulation algorithm like Gillespie’s SSA that explicitly uses Kurtz repre-

sentation (4.3) for simulating exact paths and generates only one exponential random

variable per iteration. The reaction times are modeled with firing times of Poisson

processes, Yj, with internal times given by the integrated propensity functions. The

randomness is now separated from the state of the system and is encapsulated in the

Yj’s. For each reaction, j, the internal time is defined as Rj(t)=
R t

0 aj(X(s))ds. There

are J+1 time frames in the system, the absolute one, t, and one for each Poisson

process, Yj. Computing the next reaction and its time is equivalent to computing

how much time passes before one of the Poisson processes, Yj, fires, and to identify-

ing which process fires at that particular time, by taking the minimum of such times.

The NRM and MNRM make use of internal times to reduce the number of simulated

random variables by half. In the following, we describe the MRNM and then we

present its implementation in Algorithm 9.

Given t, we have the propensity aj=aj(X(t)) and the internal time Rj=Rj(t).

Now, let �Rj be the remaining time for the reaction, j, to fire, assuming that aj

stays constant over the interval [t, t+�Rj). Then, t+�Rj is the time when the next

reaction, j, occurs. The next internal time at which the reaction, j, fires is then

given by Rj+aj�Rj. When simulating the next step, the first reaction that fires

occurs after �=minj �Rj. We then update the state of the system according to that

reaction, add � to the global time, t, and then update the internal times by adding

aj� to each Rj. We are left to determine the value of �Rj, i.e., the amount of time

until the Poisson process, Yj, fires, taking into account that aj remains constant until

the first reaction occurs. Denote by Rj the first firing time of Yj that is strictly larger

than Rj, i.e., Pj:=min{s>Rj : Yj(s)>Yj(Rj)} and finally �Rj=
1
aj
(Pj �Rj).
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Algorithm 9 The Modified Next Reaction Method. Inputs: the initial state, X(0),
the next grid point, T0 > t0, the propensity functions, (aj)Jj=1, the stoichiometric
vectors, (⌫j)Jj=1. Outputs: the history of system states, (X(tk))Kk=0. Here, we denote
S ⌘ (Sj)Jj=1, P ⌘ (Pj)Jj=1, and R ⌘ (Rj)Jj=1.

1: k  0, tk  0, X(tk) X(0) and R 0
2: Generate J independent, uniform(0, 1) random numbers, rj
3: P  (log(1/rj))Jj=1

4: while tk < T0 do
5: S  (aj(X(tk)))Jj=1

6: (�Rj)Jj=1  ((Pj �Rj)/Sj)Jj=1

7: µ argminj{�Rj}
8: � minj{�Rj}
9: tk+1  tk +�

10: X(tk+1) X(tk) + ⌫µ
11: R R + S�
12: r  uniform(0, 1)
13: Pµ  Pµ + log(1/r)
14: k  k+1
15: end while
16: return (X(tl))

k�1
l=0

Among the advantages already mentioned, we can easily modify Algorithm 1 to

generate paths in the cases where the rate functions depend on time and also when

there are reactions delayed in time. Finally, it is possible to simulate correlated

exact/tau-leap paths using this algorithm as well as nested tau-leap/tau-leap paths.

In [2], this technique is used to develop a uniform-step, unbiased, multilevel Monte

Carlo (MLMC) algorithm. In Section 5.2.2, we use this feature for coupling two exact

paths.

5.1.2 The Multilevel Monte Carlo Setting

In this subsection, we briefly summarize the control variates idea developed by Giles in

[26]. Let {X̄`(t)}t2[0,T ] be a hybrid Cherno↵ tau-leap process with a time mesh of size

�t` and a one-step exit probability bound, �. We can simulate paths of {X̄`(t)}t2[0,T ]

by using Algorithm 4 in [30]. Let g`:=g(X̄`(T )).

Consider a hierarchy of meshes of the time interval [0, T ], indexed by ` = 0, 1, . . . , L.
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Let �t0 be the size of the coarsest time mesh that corresponds to the level `=0. The

size of the time mesh at level ` � 1 is given by �t`=R�`�t0, where R>1 is a given

integer constant.

Assume that we are interested in estimating E [gL], and we are able to simulate

correlated pairs, (g`, g`�1) for ` = 1, . . . , L. Then, the following unbiased Monte Carlo

estimator of E [gL] uses gL�1 as a control variate:

µ̃L :=
1

ML

ML
X

mL=1

(gL(!mL
)� (gL�1(!mL

)� E [gL�1]))

= E [gL�1] +
1

ML

ML
X

mL=1

(gL � gL�1)(!mL
).

Applying this idea recursively and taking into account the following telescopic de-

composition: E [gL] = E [g0] +
PL

`=1 E [g` � g`�1], we arrive at the multilevel Monte

Carlo estimator of E [gL]:

µ̂L :=
1

M0

M0
X

m0=1

g0(!m0) +
L
X

`=1

1

M`

M
X̀

m`=1

(g` � g`�1)(!m`
). (5.1)

We have that µ̂L is unbiased, since E [µ̂L] =E [gL]. The variance of µ̂L is given

by Var [µ̂L] =
Var[g0]
M0

+
PL

`=1
Var[g`�g`�1]

M`
. Here, we are assuming independence among

the batches between levels. For highly correlated pairs, (g`, g`�1), we can expect, for

the same computational work, that Var [µ̂L] is much less than the variance of the

standard Monte Carlo estimator of E [gL].

5.1.3 The Large Kurtosis Problem

Let us give a close examination of the problem of estimating Var [g`�g`�1] for highly

correlated pairs, (g`, g`�1). This estimation is required to solve the optimization

problem (5.22), that indicates how to choose the simulation parameters, particularly
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the number of simulated coupled paths for each pair of consecutive levels, (M`)L`=0.

When ` becomes large, due to our coupling strategy developed in Section 5.2, we

expect to obtain g` = g`�1 in most of our simulations, while observing di↵erences only

in a very small proportion of the simulated coupled paths.

For the sake of illustration, let us assume that the random variable �`:=g`�g`�1

takes values in the set {�1, 0, 1}, with respective probabilities {p`, 1� 2p`, p`}, where

p` goes to zero. The kurtosis of �` is by definition

E
⇥

(�` � E [�`])
4⇤

�

E
⇥

(�` � E [�`])
2⇤�2
� 3.

Simple calculations show that the kurtosis of �` is (2p`)�1, and we observe that �2
` ⇠

Bernoulli(2p`). The maximum likelihood estimator of 2p`, ✓̂`, is the sample average

of M` independent and identically distributed (iid) values of �2
` . The coe�cient of

variation of ✓̂`, defined as (Var
h

✓̂`
i

)1/2(E
h

✓̂`
i

)�1, is (2p`M`)�1. Therefore, an accurate

estimation of p` requires a sample of size

M`�(2p`)
�1!1.

This lower bound on M` goes strongly against the spirit of the Multilevel Monte Carlo

method, where M` should be a decreasing function of `.

To overcome this di�culty, in Section 5.3.3, we developed a formula based on

dual-weighted residuals. The technique of dual-weighted residuals can be motivated

as follows: consider a process ¯̄X, such that its position at time s, having departed

from the state x, at a previous time t, is denoted as ¯̄X(s; t, x). Notice that for

t<s<T , we have that ¯̄X(T ; t, x) = ¯̄X(T ; s, ¯̄X(s; t, x)). Let us define an auxiliary

function U(t, x) := g( ¯̄X(T ; t, x)), where g is an observable scalar function of the

final state of the process ¯̄X that started from the state x at the initial time, t. If

X̄ is a process approximating ¯̄X, we want to have a computable approximation for
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g(X̄(T ; 0, x0)) � g( ¯̄X(T ; 0, x0)). Consider a time mesh, {0=t0, t1, . . . , tN=T}, and

define X̄tn :=X̄(tn; 0, x0),
¯̄Xtn+1 :=

¯̄X(tn+1; tn, X̄tn) and en+1 := X̄tn+1� ¯̄Xtn+1 . Observe

that

g(X̄(T ; 0, x0))� g( ¯̄X(T ; 0, x0)) = U(T, X̄(T ; 0, x0))� U(0, x0)

=
N�1
X

n=0

�

U(tn+1, X̄tn+1)�U(tn, X̄tn)
�

=
N�1
X

n=0

⇣

U(tn+1, X̄tn+1)�U(tn+1,
¯̄X(tn+1; tn, X̄tn))

⌘

=
N�1
X

n=0

✓

en+1 ·
Z 1

0

rxU(tn+1, X̄tn+1�sen+1)ds

◆

=
N�1
X

n=0

�

en+1 ·rxU(tn+1, X̄tn+1) +
�

�r2U
�

� ken+1k2 + h.o.t.
�

.

We can now write a backward recurrence for the dual weights, (�n)Nn=1:

�n:=rxU(tn, X̄tn) = @X̄tn
g( ¯̄X(T ; tn, X̄tn))

= @X̄tn
g( ¯̄X(T ; tn+1, X̄tn+1))

= @X̄tn+1
g( ¯̄X(T ; tn+1, X̄tn+1))

@X̄tn+1

@X̄tn

= rxU(tn+1, X̄tn+1)
@X̄tn+1

@X̄tn

= �n+1

@X̄tn+1

@X̄tn

�N :=rg(X̄(T ; 0, x0)).

This reasoning evidently works for processes ¯̄X that are pathwise di↵erentiable

with respect to the initial condition. Our space state is in general a subset of the

lattice, Zd
+, and for that reason, we can not directly apply this technique. In [45],

the authors show how this dual-weighted residual technique can be adapted to the
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tau-leap case in regimes close to the mean field or to the Stochastic Langevin limit.

In more general regimes, the formula (5.5), which provides accurate estimates of

Var [g`�g`�1] in our numerical examples (see for instance Figure 5.6 in Section 5.5), is

promising but more research is needed in this direction. Specifically, in Section 5.3.3,

the formula (5.5) is deduced from the conditional distribution of the local errors,

en+1|F , conditional on a sigma-algebra, F , generated by the sequence, (X̄tn)
N
n=1, and

applying the tower properties of conditional expectation and conditional variance.

Similar comments apply to Formula (5.4) regarding the weak error, E [g(X(T ))� gL].

5.1.4 Outline of this Work

In Section 5.2, we first show the main idea for coupling two tau-leap paths, which

comes from a construction by Kurtz [44] for coupling two Poisson random variables.

Then, inspired by the ideas of Anderson and Higham in [2], we propose an algorithm

for coupling two hybrid Cherno↵ tau-leap paths (see [30]). This algorithm uses four

building blocks that result from the combination of the MNRM and the tau-leap

methods. In Section 5.3, we propose a novel hybrid MLMC estimator. Next, we

introduce a global error decomposition; and finally, we develop formulae to e�ciently

estimate the variance of the di↵erence of two consecutive levels and to estimate the

bias based on dual-weighted residuals. These estimates are particularly useful to

addressing the large kurtosis problem, described in Section 5.1.3, that appears at the

deeper levels and makes standard sample estimators too costly. Next, in Section 5.4,

we show how to control the three error components of the global error and how to

obtain the parameters needed for computing the hybrid MLMC estimator to achieve

a given tolerance with nearly optimal computational work. We also show that the

computational complexity of our method is of order O(TOL�2). In Section 5.5,

the numerical examples illustrate the advantages of the hybrid MLMC method over

the single-level approach presented in [30] and to the SSA. Section 5.6 presents our
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conclusions and suggestions for future work.

5.2 Generating Coupled Hybrid Paths

In this section, we present an algorithm that generates coupled hybrid Cherno↵ tau-

leap paths, which is an essential ingredient for the multilevel Monte Carlo estimator.

We first show how to couple two Poisson random variables and then we explain how

we make use of the two algorithms presented in [2] as Algorithms 2 and 3 and two

additional algorithms we developed to create an algorithm that generates coupled

hybrid paths.

5.2.1 Coupling Two Poisson Random Variables

We motivate our coupling algorithm (Algorithm 10) by first describing how to couple

two Poisson random variables. In our context, ‘coupling’ means that we want to

induce a correlation between them that is as strong as possible. This construction

was first proposed by Kurtz in [44]. Suppose that we want to couple P1(�1) and

P2(�2), two Poisson random variables, with rates �1 and �2, respectively. Consider

the following decompositions,

P1(�1) := P⇤(�1 ^ �2) +Q1(�1 � �1 ^ �2)

P2(�2) := P⇤(�1 ^ �2) +Q2(�2 � �1 ^ �2),

where P⇤(�1 ^ �2), Q1(�1 � �1 ^ �2) and Q2(�2 � �1 ^ �2) are three independent

Poisson random variables. Here, �1 ^ �2 := min{�1,�2}. Observe that at least one

of the following vanishes: Q1(�1 � �1 ^ �2) and Q2(�2 � �1 ^ �2). This is because

at least one of the rates is zero. Algorithm 10 implements these ideas. Finally, note
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that, by construction, we have

Var [P1(�1)� P2(�2)] = Var [Q1(�1 � �1 ^ �2)�Q2(�2 � �1 ^ �2)]

= |�1 � �2| .

However, if instead we consider making P1(�1) and P2(�2) independent, then

Var [P1(�1)�P2(�2)] = �1 + �2,

which may be a large value even when �1 and �2 are close.

5.2.2 Coupling Two Hybrid Paths

In this section, we describe how to generate two coupled hybrid Cherno↵ tau-leap

paths, X̄ and ¯̄X, corresponding to two time discretizations, called coarse and fine,

respectively. Assume that the current time is t, and we know the states, X̄(t) and

¯̄X(t). Based on this knowledge, we have to determine a method for each level. This

method can be either the MNRM or the tau-leap one, determining four possible

combinations leading to four algorithms, B1, B2, B3 and B4, that we use as building

blocks. Table 5.1 summarizes them.

Algorithm at coarser mesh at fine mesh

B1 (part of Algorithm 10) TL TL
B2 (Algorithm 12) TL MNRM
B3 ” MNRM TL
B4 ” MNRM MNRM

Table 5.1: Building blocks for simulating two coupled hybrid Cherno↵ tau-leap paths.
Algorithms B1 and B2 are presented as Algorithms 2 and 3 in [2]. Algorithm B3 can
be directly obtained from Algorithm B2. Algorithm B4 is also based on Algorithm
B2, but to produce MNRM steps, we update the propensities at the coarse level at
the beginning of each time interval defined by the fine level.

We note that the only case in which we use a Poisson random variates generator
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for the tau-leap method is in Algorithm B1. In Algorithms B2 and B3, the Poisson

random variables are simulated by adding independent exponential random variables

with the same rate, �, until a given time final time T is exceeded. The rate, �,

is obtained by freezing the propensity functions, a, at time t. More specifically,

the Poisson random variates are obtained by using the MNRM repeatedly without

updating the intensity.

We now briefly describe the Cherno↵ hybrid coupling algorithm, i.e., Algorithm

10. Given the current time, t, and the current state of the process at the coarse

level, X̄(t), and the fine level, ¯̄X(t), this algorithm determines the next time point at

which we run the algorithm (called time “horizon”). To fix the idea, let us assume

that, based on X̄(t), the one-step switching rule, i.e., Algorithm 4, chooses the tau-

leap method at the coarse level, with the corresponding Cherno↵ step size, ⌧̄ . As we

mentioned, this ⌧̄ is the largest step size such that the probability that the process,

in the next time step, takes a value outside Zd
+, is less than �̄. This step size plus

the current time, t, cannot be greater than the final time, T , and also cannot be

greater than the next time discretization grid point in the coarse grid, t̄, because the

discretization error must be controlled. Taking the minimum of all those values, we

obtain the next time horizon at the coarse grid, H̄. Note that, if the chosen method

is MNRM instead of tau-leap, we do not need to take into account the grid, and the

next time horizon will be the minimum between the next reaction time and the final

time, T .

We now explain algorithm B1 (TL-TL). Assume that tau-leap is chosen at the

coarse and at the fine level. We thus obtain two time horizons, one for the coarse

level, H̄, and another for the fine level, ¯̄H. In this case, the global time horizon

will be H:=min{H̄, ¯̄H}. Since the chosen method in both grid levels is tau-leap, we

need to freeze the propensities at the beginning of the corresponding intervals. In the

coarse case, during the interval [t, H̄) (the propensities are equal to a(X̄(t))=:ā), and
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in the fine case during the interval [t, ¯̄H) (the propensities are equal to a( ¯̄X(t))=:¯̄a).

Suppose that H̄ < ¯̄H (see Figure 5.1).

t T

t + �̄ t̄

¯̄t t + ¯̄�

H̄

¯̄H

Figure 5.1: This figure depicts a particular instance of the Cherno↵ hybrid coupling
algorithm (Algorithm 10), where ⌧̄ < ¯̄⌧ . The synchronization horizon H, defined as
H:=min{H̄, ¯̄H}, is equal to H̄ in this case. Notice that H̄:=min{t̄, t + ⌧̄ , T} and
¯̄H:=min{¯̄t, t+ ¯̄⌧, T}

Then, we couple two Poisson random variables at time t=H̄, using the idea de-

scribed in Section 5.2.1. When time reaches H̄, the decision between which method

to use (and the corresponding step size) at the coarse level must be made again. Note

that the propensities of the process at the fine grid will be kept frozen until ¯̄H. The

case when H̄ > ¯̄H is analogous to the one we described, but the decisions on the

method and step size are made at the finer level, when time reaches ¯̄H. It can also be

possible that H̄ = ¯̄H. In that case, the decision between which method to use (and

the corresponding step size) must be made at the coarse and at the fine level.

In the case of algorithm B2 (TL-MNRM), we assume that tau-leap is chosen

at the coarse level, and MNRM at the fine level, obtaining two time horizons, one

for the coarse level, H̄, and another for the fine level, ¯̄H. The only di↵erence in

how we determine the time horizons between algorithms B1 and B2 is that the time

discretization grid points in the fine grid are not taken into account to determine ¯̄H.

Algorithm B2 is then applied until the simulation reaches H:=min{H̄, ¯̄H}. Suppose

that ¯̄H < H̄. In this case, the process ¯̄X could take more than one step to reach ¯̄H.

At each step, the propensity functions a( ¯̄X(·)) are computed, but not the propensities
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for the coarse level, because in that case the tau-leap method is used. Note that the

decision between which algorithm to use (B2 or another) is not made at those steps,

but only when time reaches ¯̄H. When time reaches ¯̄H, the decision of which method

to use (and the corresponding step size) at the fine level must be made again. In this

case, the propensities at the coarse grid will be kept frozen until H̄. The reasoning

for the cases ¯̄H > H̄ and ¯̄H = H̄ are similar to before.

The other two cases, that is, B3 and B4, are the same as B2. The only di↵erence

resides is when to update the propensity values, ā and ¯̄a. See Algorithm 10 for more

details. As made clear in the preceding paragraphs, the decision on which algorithm

to use for a certain time interval is made only at the horizon points.

Remark 5.2.1. [About telescoping] To ensure the telescoping sum property, the prob-

ability law of the hybrid process at level ` should be the same disregarding whether level

` is the finer in the pair (X̄`�1,
¯̄X`) or the coarser in the pair (X̄`,

¯̄X`+1). For that

reason, each process has its own next horizon as its decision points. See Figure 5.1

showing the time horizons scheme and Figures 5.15 and 5.16 in Section 5.5 to see

that the telescoping sum property is satisfied by our hybrid coupling sampling scheme.

5.3 Multilevel Monte Carlo Estimator and Global

Error Decomposition

In this section, we present the multilevel Monte Carlo estimator. We first show the

estimator and its properties and then we analyze and control the computational global

error, which is decomposed into three error components: the discretization error, the

global exit error, and the Monte Carlo statistical error. We give upper bounds for

each one of the three components.
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5.3.1 The MLMC Estimator

In this section, we discuss and implement a variation of the multilevel Monte Carlo

estimator (5.1) for the hybrid Cherno↵ tau-leap case. The main ingredient of this

section is Algorithm 10, which generates coupled hybrid paths at levels `�1 and `.

Let us now introduce some notation. Let A` be the event in which the X̄`-path arrived

at the final time, T , without exiting the state space of X. Let 1A, be the indicator

function of an arbitrary set, A. Finally, g` := g(X̄`(T )) was defined in Section 5.1.2.

Consider the following telescopic decomposition:

E [gL1AL
] = E [g01A0 ] +

L
X

`=1

E
⇥

g`1A`
� g`�11A`�1

⇤

,

which motivates the definition of our MLMC estimator of E [g(X(T ))],

ML :=
1

M0

M0
X

m=1

g01A0(!m,0) +
L
X

`=1

1

M`

M
X̀

m=1

[g`1A`
� g`�11A`�1

](!m,`). (5.2)

5.3.2 Global Error Decomposition

In this section, we define the computational global error, EL, and show how it can

be naturally decomposed into three components: the discretization error, EI,L, and

the exit error, EE,L, both coming from the tau-leap part of the hybrid method and

the Monte Carlo statistical error, ES,L. Next, we show how to model and control

the global error, EL, giving upper bounds for each one of the three components. We

define the computational global error, EL, as

EL := E [g(X(T ))]�ML.
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Now, consider the following decomposition of EL:

E [g(X(T ))]�ML = E
⇥

g(X(T ))(1AL
+ 1Ac

L
)
⇤

� E [gL1AL
] + E [gL1AL

]�ML

= E
⇥

g(X(T ))1Ac
L

⇤

| {z }

=:EE,L

+E [(g(X(T ))�gL)1AL
]

| {z }

=:EI,L

+E [gL1AL
]�ML

| {z }

=:ES,L

.

We show in [30] that by choosing adequately the one-step exit probability bound, �,

the exit error, EE,L, satisfies |EE,L|  |E [g(X(T ))] |P (Ac
L)  TOL2. An e�cient pro-

cedure for accurately estimating EI,L in the context of the tau-leap method is described

in [43]. We adapt this method in Algorithm 16 for estimating the weak error in the

hybrid context. A brief description follows. For each hybrid path, (X̄`(tn,`, !̄))
N(!̄)
n=0 ,

we define the sequence of dual weights ('n,`(!̄))
N(!̄)
n=1 backwards as follows (see Section

5.1.3):

'N(!̄),` := rg(X̄`(tN(!̄),`, !̄)) (5.3)

'n,` :=
�

Id+�tn,`JTa (X̄`(tn,`, !̄)) ⌫
T
�

'n+1,`, n = N(!̄)�1, . . . , 1,

where�tn,`:=tn+1,`�tn,`,r is the gradient operator and Ja(X̄`(tn,`, !̄))⌘[@iaj(X̄`(tn,`, !̄))]j,i

is the Jacobian matrix of the propensity function, aj, for j=1 . . . J and i=1 . . . d. Ac-

cording to this method, EI,L is approximated by A (EI,L(!̄); ·), where

EI,L(!̄) :=
N(!̄)
X

n=1

 

�tn,L
2

1TL(n)
J
X

j=1

('n,L · ⌫j)�aj,n

!

(!̄), (5.4)

A (X;M) := 1
M

PM
m=1 X(!m), and, S2 (X;M) :=A (X2;M) � A (X;M)2 denote the

sample mean and the sample variance of the random variable, X, respectively. Here,

�aj,n(!̄):=aj(X̄L(tn+1,`, !̄))�aj(X̄L(tn,`, !̄)), 1TL(n)=1 if and only if, at time tn,`, the

tau-leap method was used, and we denote by Id the d⇥ d identity matrix.

Remark 5.3.1 (Computational cost of dual computations). It is easy to see that
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the computational cost per path of the dual computations in (5.3) is comparable, and

possibly smaller than the hybrid path. Indeed, no new random variables, especially

Poisson ones, which are the most computationally expensive in the forward simulation,

need to be sampled and no coupling between levels is needed. Moreover, we use (5.3)

only to determine the discretisation parameters for the actual run; so (5.3) is thus

used only in a fraction of the realisations.

The variance of the statistical error, ES,L, is given by
PL

`=0
V`

M`
, where V0 :=

Var [g01A0 ] and V` := Var
⇥

g`1A`
� g`�11A`�1

⇤

, ` � 1. In the next subsection, we

show how to estimate V` e�ciently using the duals from (5.3).

5.3.3 Dual-weighted Residual Estimation of V`

Here, we derive the formula (5.5) for estimating the variance, V`, ` � 1. It is based

on dual-weighted local errors arising from two consecutive tau-leap approximations

of the process, X. For each level ` � 1, the formula estimates V` with much smaller

statistical error than the standard sample estimator, which is seriously a↵ected by

the large kurtosis present at the deepest levels (see Section 5.1.3).
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Let us introduce some notation:

fj,n := ('n+1 · ⌫j),

µj,n :=
�tn
2

X

i

(raj(xn) · ⌫i)ai(xn),

µ̄j,n :=
�tn
2

X

i

|(raj(xn) · ⌫i)|ai(xn),

�2
j,n :=

�tn
2

X

i

(raj(xn) · ⌫i)2ai(xn),

mj,n := min{µ̄j,n,
q

µ2
j,n + �2

j,n},

qj,n :=
µj,n

�j,n
,

pj,n := �(�qj,n),

µ̃j,n := µj,n(1�2pj,n),

�̃j,n :=

r

2

⇡
�j,n exp(�q2j,n/2).

Here, �(x) is the cumulative distribution function of a standard Gaussian random

variable. We define our dual-weighted estimator of V` as

V̂` := S2

 

X

n

1TL(n)
�tn
2

X

j

fj,nµj,n;M`

!

(5.5)

+A
 

X

n

1TL(n)
(�tn)3

8

X

j,j0

fj,nfj0,n
X

i

(raj(xn) · ⌫i)(raj0(xn) · ⌫i)ai(xn);M`

!

+A
 

X

n

1TL(n)
�tn
2

X

j

f 2
j,n

�

1Gn(µ̃j,n + �̃j,n) + 1Gc
n
mj,n

�

,M`

!

,

where 1Gn=1 if and only if aj(xn)
�tn
2 >c for all j 2 {1, . . . , J}, where c is a positive

user-defined constant.

First, notice that V` could be a very small positive number. In fact, in our nu-

merical experiments, we observe that the standard Monte Carlo sample estimation

of this quantity turns out to be computationally infeasible due to the huge number
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of simulations required to stabilize its coe�cient of variation. For this reason, we

initially consider the following dual-weighted approximations:

E [ g` � g`�1] ⇡ E

"

X

n

'n+1,`�1 · en+1,`�1

#

, (5.6)

Var [ g` � g`�1] ⇡ Var

"

X

n

'n+1,`�1 · en+1,`�1

#

,

where ('n+1,`�1)
N(!̄)�1
n=0 , defined in (5.3), is a sequence of dual weights computed

backwards from a simulated path, (X̄`(tn,`�1))
N(!̄)
n=1 , and the sequence of local errors,

(en+1,`�1)
N(!̄)�1
n=0 , defined in (5.11), is the subject of the next subsection.

Defining the Sequence of Local Errors

For simplicity of analysis, we make two assumptions: i) the time mesh associated

with the level, `, is obtained by halving the intervals of the level `�1; ii) we perform

the tau-leap at both levels without considering the corresponding Cherno↵ bounds.

Let X̄ and ¯̄X be two tau-leap approximations of X based on two consecutive grid

levels, for instance, X̄:=X̄`�1 and
¯̄X:=X̄`. Consider two consecutive time-mesh points

for X̄, {tn, tn+1}, and three consecutive time-mesh points for ¯̄X, {tn, (tn+tn+1)/2, tn+1}.

Let X̄ and ¯̄X start from xn at time tn.

The first step for coupling X̄ and ¯̄X is to define

X̄n+1 := xn +
X

j

⌫jYj,n(aj(xn)�tn), (5.7)

Zn+1 := xn +
X

j

⌫jQj,n(aj(xn)
�tn
2

), (5.8)

¯̄Xn+1 := Zn+1 +
X

j

⌫jRj,n(aj(Zn+1)
�tn
2

),

where {Yj,n}Jj=1 [ {Qj,n}Jj=1 [ {Rj,n}Jj=1 are Poisson random variables. To couple the
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X̄ and ¯̄X processes, we first decompose Yj,n(aj(xn)�tn) as the sum of two indepen-

dent Poisson random variables, Qj,n(aj(xn)
�tn
2 )+Q0

j,n(aj(xn)
�tn
2 ). As a consequence,

X̄ and ¯̄X coincide in the closed interval [tn, (tn+tn+1)/2]. By applying this decompo-

sition in (5.7), we obtain

X̄n+1 = xn +
X

j

⌫jQj,n(aj(xn)
�tn
2

) +
X

j

⌫jQ0
j,n(aj(xn)

�tn
2

), (5.9)

¯̄Xn+1 = xn +
X

j

⌫jQj,n(aj(xn)
�tn
2

) +
X

j

⌫jRj,n(aj(Zn+1)
�tn
2

).

The second step for coupling X̄ and ¯̄X, according to [2], is as follows: let mj :=

min{aj(xn), aj(Zn+1)}, cj := aj(xn) �mj and fj := aj(Zn+1) �mj. Notice that for

each j, either cj or fj is zero (or both).

Now, consider the following decompositions:

Q0
j,n(aj(xn)

�tn
2

) = P 0
j,n(mj

�tn
2

) + P 00
j,n(cj

�tn
2

), (5.10)

Rj,n(aj(xn)
�tn
2

) = P 0
j,n(mj

�tn
2

) +R0
j,n(fj

�tn
2

),

where P 0, P 00 and R0 are independent Poisson random variables.

By substituting (5.10) into (5.9), we define the local error, en+1,`�1, as

en+1,`�1 :=
¯̄Xn+1 � X̄n+1 (5.11)

=
X

j

⌫j

✓

R0
j,n(fj

�tn
2

)� P 00
j,n(cj

�tn
2

)

◆

=
X

j

⌫j

✓

R0
j,n(�aj,n

�tn
2

)1{�aj,n>0} � P 00
j,n(��aj,n

�tn
2

)1{�aj,n<0}

◆

,

where �aj,n := aj(Zn+1)�aj(xn) and Zn+1 is defined in (5.8). Note that in (5.11) not

only are R0
j,n and P 00

j,n random variables, but �aj,n is also random because it depends

on the random variables (Qj,n)Jj=1. Also note that all the mentioned random variables
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are independent.

Conditioning

At this moment, it is convenient to recall the tower properties of the conditional

expectation and the conditional variance: given a random variable, X, and a sigma

algebra, F , defined over the same probability space, we have

E [X] = E
⇥

E
⇥

X
�

�F
⇤⇤

,

Var [X] = Var
⇥

E
⇥

X
�

�F
⇤⇤

+ E
⇥

Var
⇥

X
�

�F
⇤⇤

. (5.12)

Hereafter, we fix ` and, for the sake of brevity, omit it as a subindex.

Applying (5.12) to
P

n 'n+1 · en+1 and conditioning on F , we obtain

Var

"

X

n

'n+1 · en+1

#

= Var

"

E

"

X

n

'n+1 · en+1

�

�

�

F
##

+ E

"

Var

"

X

n

'n+1 · en+1

�

�

�

F
##

= Var

"

X

n

E
⇥

'n+1 · en+1

�

�F
⇤

#

+ E

"

X

n

Var
⇥

'n+1 · en+1

�

�F
⇤

#

.

The main idea is to generate M` Monte Carlo paths, (X̄`(tn; !̄))
N(!̄)
n=1 , and to estimate

Var [
P

n 'n+1 · en+1] using

V̂` := S2

0

B

B

B

B

@

X

n

E
⇥

'n+1 · en+1

�

�F
⇤

(!̄)

| {z }

Se(!̄)

;M`

1

C

C

C

C

A

+A

0

B

B

B

B

@

X

n

Var
⇥

'n+1 · en+1

�

�F
⇤

(!̄)

| {z }

Sv(!̄)

;M`

1

C

C

C

C

A

.

(5.13)

To avoid nested Monte Carlo calculations, we develop exact and approximate

formulas for computing E
⇥

'n+1 · en+1

�

�F
⇤

and Var
⇥

'n+1 · en+1

�

�F
⇤

. To derive those

formulas, we consider a sigma-algebra, F , such that ('n(!̄))
N(!̄)
n=1 , conditioned on F ,
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is deterministic, i.e., ('n(!̄))
N(!̄)
n=1 is measurable with respect to F . In this way, the

only randomness in E
⇥

'n+1 · en+1

�

�F
⇤

and Var
⇥

'n+1 · en+1

�

�F
⇤

comes from the local

errors, (en)
N(!̄)
n=1 .

Conditional Local Error Representation

In this section, we derive a local error representation that takes into account the fact

that the dual is computed backwards and the distribution of the local errors that is

relevant to our calculations is therefore not exactly the one given by (5.11), but the

distribution given by (5.14).

Consider the sequence (X̄n)
N(!̄)
n=0 defined in (5.7). For fixed n, define Fn as the

sigma-algebra

Fn := �
�

(Yj,k(aj(xk)�tk))j=1,...,J, k=1,...,n

�

,

i.e., the information we obtain by observing the randomness used to generate X̄n+1

from x0. Motivated by dual-weighted expansions (5.6), we want to express the local

error representation (5.11) conditional on F :=FN(!̄).

At this point, it is convenient to remember a key result for building Poissonian

bridges. If X1 and X2 are two independent Poisson random variables with parameters

�1 and �2, respectively, we have that X1

�

�X1 +X2=k is a binomial random variable

with parameters k and �1/(�1+�2).

Applying this observation to the decomposition Yj,n(aj(xn)�tn)=Qj,n(aj(xn)
�tn
2 )+

Q0
j,n(aj(xn)

�tn
2 ), we conclude that the conditional distribution of Qj,n(aj(xn)

�tn
2 )

given Fn, i.e., Qj,n(aj(xn)
�tn
2 )
�

�Fn, is binomial with parameters Yj,n and 1/2.

Define now the sigma-algebra, Gn, as

Gn:=�

✓

(Qj,n(aj(xn)
�tn
2

)
�

�Fn)
J
j=1

◆

.
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Applying the same argument to P 00
j,n, defined in (5.10), we conclude that

P 00
j,n

�

� {Fn,Gn} ⇠ binomial

✓

Yj,n�Qj,n,
cj

aj(xn)

◆

.

From the definition of Zn+1=xn+
P

j ⌫jQj,n in (5.8), we conclude that

R0
j,n

�

�Gn ⇠ Poisson

✓

(aj(Zn+1)�mj)
�tn
2

◆

.

Notice that, by construction, P 00
j,n

�

� {Fn,Gn} and R0
j,n

�

�Gn are independent random

variables. Since cj= � �aj,n1{�aj,n<0} and aj(Zn+1)�mj=�aj,n1{�aj,n�0}, we can

express the conditional local error as

en+1

�

� {Fn,Gn} = (5.14)

X

j

⌫j

✓

R0
j,n

✓

�aj,n
�tn
2

◆

1{�aj,n�0}�P 00
j,n

✓

Yj,n�Qj,n,
��aj,n
aj(xn)

◆

1{�aj,n<0}

◆

in the distribution sense. For instance, we can easily compute the expectation of

en+1

�

� {Fn,Gn} as follows:

E
⇥

en+1

�

� {Fn,Gn}
⇤

=
X

j

⌫j�aj,n

✓

�tn
2

1{�aj,n�0} +
Yj,n�Qj,n

aj(xn)
1{�aj,n<0}

◆

.

Taking into account that the joint distribution of (Qj,n)Jj=1

�

�Fn is given by

P
�

(Qj,n = qj,n)
J
j=1

�

�Fn

�

= 2�
P

j Yj,n

J
Y

j=1

Yj,n!

qj,n!(Yj,n�qj,n)!
, 0  qj,n  Yj,n,

we can exactly compute the expected value and the variance of vn+1 · en+1

�

�Fn for

any given deterministic vector, vn+1. Notice that given F , the sequence (X̄n)
N(!̄)
n=0 is

deterministic and, as a consequence, the sequence ('n)
N(!̄)
n=1

�

�F is also a deterministic
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sequence of vectors. We can thus compute

E

"

X

n

'n+1 · en+1

�

�F
#

and Var

"

X

n

'n+1 · en+1

�

�F
#

(5.15)

exactly and proceed as stated at the beginning of this section. However, trying to

develop computable expressions from (5.14) has two main disadvantages: i) it may

lead to computationally demanding procedures, especially for systems with many

reaction channels or in regimes with high activity; ii) it may be a↵ected by the

variance associated with the randomness in Fn and Gn.

Deriving a Formula for V̂`

In this section, we derive the formula (5.5). Our goal is to find computable approx-

imations of (5.15), where the underlying sigma-algebra, F , is just the information

gathered by observing the coarse path, X̄. This means that our formula should not

depend explicitly on the knowledge of the random variables that generate Fn and

Gn. At this point, it is important to recall the comments in Section 5.3.3; that is,

the sequence ('n(!̄))
N(!̄)
n=1 is measurable with respect to F . This implies that, for all

n, 'n+1 is independent of Gn. Hereafter, for notational convenience, we omit writing

explicitly the conditioning on F in our formulae.

It turns out that the leading order terms of the conditional moments obtained

from (5.14) are essentially the same as those computed from (5.11). We will then

derive (5.5) from (5.11). Using the notation from Section 5.3.3, we have that

('n+1 · en+1) =
X

j

fj,n

✓

R0
j,n(�aj,n

�tn
2

)1{�aj,n>0} � P 00
j,n(��aj,n

�tn
2

)1{�aj,n<0}

◆

.



208

By the tower property, we obtain

E [('n+1 · en+1)] = E
⇥

E
⇥

('n+1 · en+1)
�

�Gn

⇤⇤

=
�tn
2

X

j

fj,nE [�aj,n] .

Now let us consider the first-order Taylor expansion:

�aj,n := aj(xn +
X

i

⌫i Qi,n(ai(xn)�tn/2))� aj(xn)

⇡ (raj(xn) ·
X

i

⌫i Qi,n(ai(xn)�tn/2))

=
X

i

(raj(xn) · ⌫i)Qi,n(ai(xn)�tn/2).

Since Qi,n(ai(xn)�tn/2) ⇠ Poisson(ai(xn)�tn/2), we have that E [�aj,n] = µj,n and

Var [�aj,n] = �2
j,n. Thus,

E [('n+1 · en+1)] ⇡
�tn
2

X

j

fj,n µj,n.

Now, we use again the tower property for the variance:

Var [('n+1 · en+1)] = Var
⇥

E
⇥

('n+1 · en+1)
�

�Gn

⇤⇤

+ E
⇥

Var
⇥

('n+1 · en+1)
�

�Gn

⇤⇤

.

We then immediately obtain

Var
⇥

E
⇥

('n+1 · en+1)
�

�Gn

⇤⇤

⇡ (�tn)3

8

X

j,j0

fj,nfj0,n
X

i

(raj(xn) · ⌫i)(raj0(xn) · ⌫i)ai(xn),

E
⇥

Var
⇥

('n+1 · en+1)
�

�Gn

⇤⇤

⇡ �tn
2

X

j

f 2
j,nE [�aj,n sgn(�aj,n)] .

Let us consider the case where ai(xn)�tn/2 is large enough for all i. It is well

known that a Poisson random variable, Q(�), is well approximated by a Gaussian ran-

dom variable, N(�,�), for moderate values of �, say �>10. SinceQi,n(ai(xn)�tn/2) ⇠
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Poisson(ai(xn)�tn/2), we have that, when ai(xn)�tn/2 is large enough for all i,

�aj,n ⇡ N(µj,n, �2
j,n). Consider a Gaussian random variable Z with parameters µ

and �2> 0. Then,

E
⇥

(µ+ �Z)1{µ+�Z>0}
⇤

= µP (µ+ �Z > 0) +
�p
2⇡

Z +1

�µ/�

z exp
�

�z2/2
�

dz (5.16)

= µ(1� �(�µ/�)) + �p
2⇡

exp
�

�(µ/�)2/2
�

.

From (5.16), we immediately get

E
⇥

�aj,n1{�aj,n>0}
⇤

⇡ µj,n (1� pj,n) +
�j,np
2⇡

exp

✓

�
q2j,n
2

◆

, (5.17)

E
⇥

�aj,n1{�aj,n<0}
⇤

⇡ µj,n pj,n �
�j,np
2⇡

exp

✓

�
q2j,n
2

◆

.

By subtracting the expressions in (5.17), we obtain

E
⇥

Var
⇥

('n+1 · en+1)
�

�Gn

⇤⇤

⇡ �tn
2

X

j

f 2
j,n (µ̃j,n + �̃j,n) . (5.18)

Let us now consider the case where ai(xn)�tn/2 is close to zero for some i. We can

bound the expression E [�aj,n sgn(�aj,n)] by E [|�aj,n|] and also
p

E [(�aj,n)2]. It is

easy to see that E [|�aj,n|]  µ̄j,n. Regarding E [(�aj,n)2], it can be approximated by

E

"

X

i,i0

(raj(xn) · ⌫i) (raj(xn) · ⌫i0)Qi Qi0

#

=
X

i,i0

(raj(xn) · ⌫i) (raj(xn) · ⌫i0) E [Qi Qi0 ] .

Since

E [Qi Qi0 ] =
(�tn)2

4
ai(xn)ai0(xn)1i 6=i0 +

 

ai(xn)
�tn
2

+

✓

ai(xn)
�tn
2

◆2
!

1i=i0 , (5.19)

we can rearrange terms and approximate E [(�aj,n)2] by µ2
j,n + �2

j,n.

We conclude that E [�aj,n sgn(�aj,n)] can be bounded by mj,n, which has been
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defined as min{µ̄j,n,
q

µ2
j,n + �2

j,n}.

Remark 5.3.2. Formula (5.5) can be considered as an initial, relatively successful

attempt to estimate V`, but there is still room for improvement. The main problem

is the lack of sharp concentration inequalities for linear combinations of independent

Poisson random variables. With the numerical examples, we show that the e�ciency

index of the formula is acceptable for our estimation purposes.

Remark 5.3.3. We are assuming that only tau-leap steps are taken, but in our hybrid

algorithms, some steps can be exact, and, hence, do not contribute to the local error.

For that reason, we include the indicator function of the tau-leap step, 1TL, in the

estimator, V̂`.

Remark 5.3.4. The dual-weighted residual approach makes the estimation of V` fea-

sible. In our numerical experiments, we found that, using the same number of sim-

ulated coupled hybrid paths, the variance of V̂` is much smaller than the variance of

Var [g`�g`�1], estimated by a standard Monte Carlo. Note that V̂` can be computed

using only single-level hybrid paths at level `�1. In the upper right panel of Figure

5.9, we can see that due to the hybrid nature of the simulated paths, it is not possible

to predict where the variance of g`�g`�1 will enter into a superlinear regime. Thus,

by extrapolating the Var [g`�g`�1] from the coarser levels, we may overestimate the

values of Var [g`�g`�1] for the deepest levels.

5.4 Estimation Procedure

In this section, we present a procedure that estimates E [g(X(T ))] within a given

prescribed relative tolerance, TOL>0, with high probability. The process contains

three phases:

Phase I Calibration of virtual machine-dependent quantities.
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Phase II Solution of the work optimization problem: we obtain the total number of

levels, L, and the sequences (�`)L`=0 and (M`)L`=0, i.e., the one-step exit proba-

bility bounds and the required number of simulations at each level. We recall

that in Section 5.1.2, we defined �t` := �t0R�`, where R > 1 is a given integer

constant. For that reason, to define the whole sequence of meshes, (�t`)L`=0, we

simply need to define the size of the coarsest mesh, �t0.

Phase III Estimation of E [g(X(T ))].

5.4.1 Phase I

In this section, we describe the estimation of several constants, C1, C2, C3 and K1,

and functions, CP and K2, that allow us to model the expected computational work

(or just work), measured in terms of the runtime of hybrid paths, see definitions

(5.20) and (5.21). Those quantities are virtual machine dependent; that is, they are

dependent on the computer system used for running the simulations and also on the

implementation language. Those quantities are also o↵-line estimated; that is, we

need to estimate them only once for each virtual machine on which we want to run

the hybrid method.

Constants C1, C2, and C3 reflect the average execution times of each logical path

of the one-step switching rule (i.e., Algorithm 4). We have that C1 and C2 reflect

the work associated with the two di↵erent types of steps in the MNRM. Constant C3

reflects the work needed for computing the Cherno↵ tau-leap size, ⌧Ch. Finally, when

we perform a tau-leap step, we have the work needed for simulating Poisson random

variates, which is modeled by the function CP [30]. This function has two constants

that are also virtual machine dependent.

The constant, K1, and the function, K2 ⌘ K2(x, �), defined through C1, C2, and

C3, were introduced in Section 4.3.



212

5.4.2 Phase II

In this section, we set and solve the work optimization problem. Our objective func-

tion is the expected total work of the MLMC estimator, ML, defined in (5.2), i.e.,

L
X

`=0

 `M`,

where L is the maximum level (deepest level),  0 is the expected work of a single-level

path at level 0, and  `, for ` � 1, is the expected computational work of two coupled

paths at levels `�1 and `. Finally, M0 is the number of single-level paths at level 0,

and M`, for ` � 1, is the number of coupled paths at levels `�1 and `.

Let us now describe in detail the quantities, ( `)L`=0. For `=0, Algorithm 19

generates a single hybrid path. The building block of a single hybrid path is Algo-

rithm 4, which adaptively determines whether to use an MNRM step or a tau-leap

one. According to this algorithm, there are two ways of taking an MNRM step, de-

pending on the logical conditions, K1/a0(x)>T0�t and K2/a0(x)>⌧Ch. Given one

particular hybrid path, let NK1(�t0, �0) be the number of MNRM steps such that

K1/a0(x)>T0�t is true, and let NK2(�t0, �0) be the number of MNRM steps such

that K1/a0(x)>T0�t is false and K2/a0(x)>⌧Ch is true. When a Cherno↵ tau-leap

step is taken, we have constant work, C3, and variable work computed with the aid

of CP . Then, the expected work of a single hybrid path, at level ` = 0, is

 0 := C1E [NK1(�t0, �0)] + C2E [NK2(�t0, �0)] + C3E [NTL(�t0, �0)] (5.20)

+
J
X

j=1

E



Z

[0,T ]

CP (aj(X̄0(s))⌧Ch(X̄0(s), �0))1TL(X̄0(s))ds

�

,

where �t0 is the size of the time mesh at level 0 and �0 is the exit probability bound

at level 0. Therefore, the expected work at level 0 is  0M0, where M0 is the total

number of single hybrid paths.
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For ` � 1, we use Algorithm 10 to generate M`-coupled paths that couple the

`�1 and ` levels. Given two coupled paths, let NK1(�t`�1, �`�1) and NK1(�t`, �`) be

the number of exact steps for level `�1 (coarse mesh) and ` (fine mesh), respectively,

with associated work C1. We define NK2(�t`�1, �`�1) and NK2(�t`, �`) analogously.

Then, the expected work of a pair of coupled hybrid paths at levels ` and `� 1 is

 ` := C1E
h

N (c)
K1(`)

i

+ C2E
h

N (c)
K2(`)

i

+ C3E
h

N (c)
TL(`)

i

(5.21)

+
J
X

j=1

E



Z

[0,T ]

CP (aj(X̄`(s))⌧Ch(X̄`(s), �`))1TL(X̄`(s))ds

�

+
J
X

j=1

E



Z

[0,T ]

CP (aj(X̄`�1(s))⌧Ch(X̄`�1(s), �`�1))1TL(X̄`�1(s))ds

�

,

where

N (c)
K1(`) := NK1(�t`, �`) +NK1(�t`�1, �`�1)

N (c)
K2(`) := NK2(�t`, �`) +NK2(�t`�1, �`�1)

N (c)
TL(`) := NTL(�t`, �`) +NTL(�t`�1, �`�1).

Now, recalling the definitions of the error decomposition, given at the beginning of

Section 5.3.2, we have all the elements to formulate the work optimization problem.

Given a relative tolerance, TOL>0, we solve

8

>

>

>

>

<

>

>

>

>

:

min{�t0,L,(M`,�`)L`=0}
PL

`=0  `M`

s.t.

EE,L + EI,L + ES,L  TOL.

(5.22)

It is natural to consider the following family of auxiliary problems indexed on



214

L�1, where we assume for now that the double sequence, (�t`, �`)L`=0, is known:

8

>

>

>

>

<

>

>

>

>

:

min(M`�1)L`=0

PL
`=0  `M`

s.t.

EI,L + CA

q

PL
`=0

V`

M`
 TOL�TOL2,

(5.23)

where we have CA � 2 to guarantee an asymptotic confidence level of at least 95%.

Let us assume for now that we know  `, V` and EI,`, for ` = 0, 1, . . . , L. Let

L0 be the smallest value of L such that EI,L<TOL�TOL2. This value exists and it

is finite since the discretization error, EI,L, tends to zero as L goes to infinity. For

each L � L0, define wL:=
PL

`=0  `M⇤
` , where the sequence (M⇤

` )
L
`=0 is the solution of

the problem (5.23). It is worth mentioning that (M⇤
` )

L
`=0 is quickly obtained as the

solution of the following Karush-Kuhn-Tucker problem (see, e.g., [83]):

8

>

>

>

>

<

>

>

>

>

:

min(M`�1)L`=0

PL
`=0  `M`

s.t.
PL

`=0
V`

M`
 R

. (5.24)

We do not develop here all the calculations, but a pseudo code is given in Algorithm

18.

Let us now analyze two extreme cases: i) for L such that EI,L is less but very close

to TOL�TOL2, we have that
PL

`=0 V`/M⇤
` is a very small number. As a consequence,

we obtain large values of M⇤
` and, hence, a large value of wL. By adding one more

level, i.e., L L+1, we expect a larger gap between EI,L and TOL0; that means that

we expect a larger value of
PL

`=0 V`/M⇤
` that may lead to smaller values of M⇤

` . We

observe that, in spite of adding one more term to wL, this leads to a smaller value of

wL. ii) At the other extreme, a large value of L is associated with large values of  L

and therefore with large values of wL.

This informal ‘extreme case analysis’ has been confirmed by our numerical ex-
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periments (see, for instance, Figures 5.3 and 5.9 (lower-right)), which allow us to

conjecture that the sequence (wL)
+1
L=L0

is a convex function of L and, hence, that it

has a unique optimal value achieved at a certain L⇤. A pseudo algorithm to find

L⇤ could be to start computing wL0 and wL0+1. If wL0+1�wL0 , we accept L⇤=L0;

otherwise, we proceed to computing the next term of the sequence, (wL)
+1
L=L0

. If,

for some p, we have wLp+1�wLp , we accept L⇤=Lp. Of course, we can stop even if

wLp+1<wLp , but the di↵erence
�

�wLp+1�wLp

�

� is su�ciently small. In this last case, we

accept L⇤=Lp+1.

Computational Complexity

At this point, we have all the necessary elements to establish a key point of this work,

the computational complexity of the multilevel hybrid Cherno↵ tau-leap method.

Let us now analyze the optimal amount of work at level L, wL, as a function of the

given relative tolerance, TOL. For simplicity, let us assume that M⇤
` >1, `=0, ..., L.

In this case, the optimal number of samples at level ` is given by

M⇤
` =(CA/✓)

2TOL�2
p

V`/ `

L
X

`=0

p

V` `,

for some ✓ 2 (0, 1). In fact, ✓ is the proportion of the tolerance, TOL, that our

computational cost optimization algorithm selects for the statistical error, ES,L. In

our algorithms, we impose ✓ � 0.5; however, our numerical experiments always select

a larger value (see Figures 5.4 and 5.10).

By substituting M⇤
` into the total work formula, wL, we conclude that the optimal

expected work, conditional on ✓, is given by

E
⇥

w⇤
L(TOL)

�

� ✓
⇤

=

0

@

CA

✓

L(✓)
X

`=0

p

V` `

1

A

2

TOL�2.
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Due to the constraint, ✓ � 0.5, we have that

w⇤
L(TOL)  sup

L

8

<

:

 

2CA

L
X

`=0

p

V` `

!2
9

=

;

TOL�2.

Let us consider the series
P1

`=0

p
V` `. First, observe that the expected compu-

tational work per path at level `,  `, is bounded by a multiple of the expected

computational work of the MNRM (see Section 5.1.1), i.e., K MNRM. In our nu-

merical experiments, we observe that taking K around 3 is enough. Therefore,
P1

`=0

p
V` ` 

p
K MNRM

P1
`=0

p
V`. Observe that, by construction, V` ! 0, super-

linearly. More specifically, it satisfies the bound V` = O(�t`)  C�t0(1/2)` for some

positive constant C. Therefore, the series
P1

`=0

p
V` is dominated by the geometric

series
P1

`=0(1/
p
2)` < 1 . We conclude that supL{

PL
`=0

p
V` `} is bounded and,

therefore, the expected computational complexity of the multilevel hybrid Cherno↵

tau-leap method is w⇤
L(TOL)=O(TOL�2).

Some Comments on the Algorithms for Phase II

In Algorithm 14, we propose an iterative method to obtain an approximate solution

to the problem (5.22). Notice that we are assuming that there are at least two levels

in the multilevel hierarchy, i.e., L � 1.

To solve the problem (5.22), we bound the global exit error, EE,L, by TOL2. More

specifically, we choose �L to be su�ciently small such that

|A (gL; ·) | �L A (NTL(�tL, �L); ·) < TOL2. (5.25)

At this point, it is crucial to observe that if we impose the condition (5.25) on any

level `<L, then we are unnecessarily enforcing a dependence of �` on TOL. This

dependence may result in very small values of �`, which in turn may increase the
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expected number of exact steps and tau-leap steps at level `, implying a larger ex-

pected computational work at level `. In the appendix of [30], we proved that, when

�` tends to zero, the expected values of the number of tau-leap steps at level ` go to

zero, and therefore our hybrid MLMC strategy would converge to the SSA method

without the desired reduction in computational work. To avoid the dependence of

(�`)
L�1
`=0 on TOL, we adopt a di↵erent strategy based on the following decomposition:

V` = Var
⇥

g`1A`
� g`�11A`�1

⇤

= Var
⇥

g` � g`�1

�

�A` \ A`�1

⇤

P (A` \ A`�1)

+ Var
⇥

g`
�

�A` \ Ac
`�1

⇤

P
�

A` \ Ac
`�1

�

+Var
⇥

g`�1

�

�Ac
` \ A`�1

⇤

P (Ac
` \ A`�1) .

We impose that the first term of the right-hand side dominates the other two. This is

because the conditional variances appearing in the last two terms are of order O(1),

while the conditional variance appearing in the first term is of order O(�t`), and

we make our computations with approximations of V` assuming that P (A` \ A`�1)

is close to one. We proceed as follows: first, we approximate P (A` \ A`�1) by

P (A`) P (A`�1); then, we consider 1��`A (NTL(�t`, �`); ·) as an approximate upper

bound for P (A`) when �`A (NTL(�t`, �`); ·)⌧1. Those considerations lead us to im-

pose

Var
⇥

g` � g`�1

�

�A` \ A`�1

⇤

(1��`A (NTL(�t`, �`); ·)) (1��`�1A (NTL(�t`�1, �`�1); ·)) >

(5.26)

Var
⇥

g`
�

�A` \ Ac
`�1

⇤

�`�1A (NTL(�t`�1, �`�1); ·) + Var
⇥

g`�1

�

�Ac
` \ A`�1

⇤

�`A (NTL(�t`, �`); ·) .

To avoid simultaneous refinements on �` and �`�1, based on (5.26), we impose on �`

the following condition:

V̂` (1��`A (NTL(�t`, �`); ·))2 > 2 S2 (g; ·) �`A (NTL(�t`, �`); ·) . (5.27)
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Algorithms 19 and 14 provide A (g`; ·), A (NTL; ·) and the other required quanti-

ties. Condition (5.27) does not a↵ect the telescoping sum property of our multilevel

estimator, ML, defined in (5.2), since each level, `, has its own �`.

Remark 5.4.1 (Multilevel estimators used in Algorithm 14). Although in algorithm

14 we show that the estimations of E [g(X(T ))] and Var [g(X(T ))] are computed us-

ing the information from the last level only, in fact we are computing them using a

multilevel estimator. We omit the details in the algorithm for the sake of simplicity.

For the case of E
⇥

g(X̄(T ))
⇤

, we use the standard mutilevel estimator, and, for the

case of Var [g(X(T ))], we use the following telescopic decomposition:

Var
⇥

g(X̄l(T ))
⇤

= Var
⇥

g(X̄0(T ))
⇤

+
l
X

`=1

(Var
⇥

g(X̄`(T ))
⇤

� Var
⇥

g(X̄`�1(T ))
⇤

),

where l > 1 is a fixed level. Using the usual variance estimators for each level, we

obtain an unbiased multilevel estimator of the variance of g(X̄). We refer to [84] for

details.

Remark 5.4.2 (Coupled paths exiting the lattice, Zd
+). Algorithm 10 could compute

four types of paths. It could happen that no approximate process (the coarse one,

X`�1, or the fine one, X`) exits the lattice, which is the most common case. It could

also happen that one of the approximate processes exits the lattice. And finally, both

approximate processes could exit the lattice. The first case is the most common one

and no further explanation is required. We now explain the case when one of processes

exits the lattice. Suppose that the coarse one exits the lattice. In that case, until the

fine process reaches time T or exits the lattice, we still simulate the coupled process

by simulating only the fine path using the single-level hybrid algorithm presented in

[30]. If the fine path reaches T , we have that 1A`�1
= 0, and 1A`

= 1. Vice versa, if

the fine process exits and the coarse one reaches T , we have 1A`�1
= 1 and 1A`

= 0.
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Remark 5.4.3 (Coupling with an exact path). Algorithm 14 uses a computational-

cost-based stopping criterion. That is, the algorithm stops refining the time mesh when

the estimated total computational cost of the multilevel estimator, ŴML:=
Pl

`=0  ̂`M`,

at level l, is greater than the corresponding computational cost for level l�1, and

only when condition ÊI<TOL�TOL2 is already satisfied. In that case, L⇤=l�1.

The latter condition is required for obtaining a solution of the optimization problem

(5.24). In our numerical experiments, we observed that the computational cost of two

hybrid coupled paths,  `, may be greater than the computational cost of “hybrid-exact”

coupled paths; that is, the computational cost of a hybrid path at level l�1 coupled with

an exact path at level l. That kind of path, used only at the last level, leads to the

following unbiased multilevel estimator:

M̃L :=
1

M0

M0
X

m=1

g01A0(!m,0) +
L�1
X

`=1

1

M`

M
X̀

m=1

[g`1A`
� g`�11A`�1

](!m,`)

+
1

ML

ML
X

m=1

[g(X(T ))� g`�11AL�1 ](!m,L).

Therefore, it is possible to add another stopping criterion to Algorithm 14 related

to the comparison between the estimated computational cost of two hybrid coupled

paths and the computational cost of hybrid-exact coupled paths. Please note that the

condition �LA (NTL,L; ·)A (gL; ·)TOL2 trivially holds because A (NTL,L; ·) is zero in

such a case. In our numerical examples, there are no significant computational gains

in the estimation phase from using that stopping rule and its corresponding estimator.

This alternative hybrid unbiased estimator is inspired by the work of Anderson and

Higham [2].
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5.4.3 Phase III

From Phase II, we found that, to compute our multilevel Monte Carlo estimator,

ML, for a given tolerance, we have to run M⇤
0 single hybrid paths with parameters

(�t0, �0) and M⇤
` coupled hybrid paths with parameters (�t`�1, �`�1) and (�t`, �`),

for ` = 1, 2, . . . , L⇤. But, we will follow a slightly di↵erent strategy: we run half of

the required simulations and use them to update our estimations of the sequences

(EI,`)L
⇤

`=0, (V`)L
⇤

`=0, and ( `)L
⇤

`=0. Then, we solve the problem (5.23) again and re-

calculate the values of M⇤
` for all `. We proceed iteratively until convergence. In

this way, we take advantage of the information generated by new simulated paths

and update the estimations of the sequences of weak errors, computational costs, and

variances, obtaining more control over the total work of the method.

5.5 Numerical Examples

In this section, we present two examples to illustrate the performance of our proposed

method, and we compare the results with the single-level approach given in [30]. For

bench-marking purposes, we use Gillespie’s Stochastic Simulation Algorithm (SSA)

instead of the Modified Next Reaction Method (MNRM), because the former is widely

used in the literature.

5.5.1 A Simple Decay Model

The classical radioactive decay model provides a simple and important example for

the application of our method. This model has only one species and one first-order

reaction,

X
c�! ;. (5.28)
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Its stoichiometric matrix, ⌫ 2 R, and the propensity function, a : Z+ ! R, are given

by

⌫ = �1 and a(X) = cX.

Here, we choose c = 1, and define g(x) = x as the scalar observable. In this par-

ticularly simple example, we have that E [g(X(T ))|X(t) = X0] = X0 exp(�c(T�t)).

Consider the initial condition X0=105 and the final time T=0.5. In this case, the pro-

cess starts relatively far from the boundary, i.e., it is a tau-leap dominated setting.

We now analyze an ensemble of five independent runs of the calibration algorithm

(Algorithm 14), using di↵erent relative tolerances. In Figure 5.2, we show, in the

left panel, the total predicted work (runtime) for the single-level hybrid method, for

the multilevel hybrid method and for the SSA method, versus the estimated error

bound. The multilevel method is preferred over the SSA and the single-level hybrid

method for all the tolerances. We also show the estimated asymptotic work of the

multilevel method. In the right panel, we show, for di↵erent tolerances, the actual

work (runtime), using a 20 core Intel GLNXA64 architecture and MATLAB version

R2014a.

In Table 5.2, we summarize an ensemble run of the calibration algorithm, where

WML is the average actual computational work of the multilevel estimator (the sum

of all the seconds taken to compute the estimation) and WSSA is the corresponding

average actual work of the SSA. We compare those values with the corresponding

estimations, ŴML and ŴSSA.

In Figure 5.3, we can observe how the estimated weak error, ÊI,`, and the estimated

variance of the di↵erence of the functional between two consecutive levels, V̂`, decrease

linearly as we refine the time mesh. This corresponds to the pure tau-leap case since

the process, X, remains far from the boundary in [0, T ]. As expected, the linear
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Figure 5.2: Left: Predicted work (runtime) versus the estimated error bound for
the simple decay model (5.28), with 95% confidence intervals. The multilevel hybrid
method is preferred over the SSA and the single-level method for all the tolerances.
Right: Actual computational work (runtime) versus the estimated error bound. No-
tice that the computational complexity has order O(TOL�2).

relationship for the variance starts at level 1. The estimated total path work,  ̂`,

increases as we refine the mesh. Observe that it increases more slowly than linearly.

This is because the work needed for generating Poisson random variables becomes less

as we refine the time mesh. In the lower right panel, we show the total computational

work, only in the cases in which ÊI,` < TOL�TOL2.

In Figure 5.5, we show the main outputs of Algorithm 14, �` and M` for ` =

0, ..., L⇤, for the smallest considered tolerance. In this case, L⇤ is 12. We observe that

the number of realizations decreases slower than linearly, from levels 1 to L⇤�1, until

it reaches ML⇤=1.

Table 5.2: Details of the ensemble run of Algorithm 14 for the simple decay model
(5.28). As an example, the second row of the table indicates that, for a tolerance
TOL=1.56 · 10�3, six levels are needed. The predicted work of the multilevel hybrid
method is, on average, 4% of the predicted work of the SSA method, which coincides
with the actual work. Observed minimum and maximum values in the ensemble are
also provided.

In the left panel of Figure 5.6, we show the performance of formula (5.5), imple-
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Figure 5.3: Upper left: estimated weak error, ÊI,`, as a function of the time mesh size,
�t, for the simple decay model (5.28). Upper right: estimated variance of the di↵er-
ence between two consecutive levels, V̂`, as a function of �t. Lower left: estimated
path work,  ̂`, as a function of �t. Lower right: estimated total computational work,
PL

l=0  ̂lMl, as a function of the level, L.

mented in Algorithm 17, used to estimate the strong error, V`, defined in Section

5.3.2. The quotient of V̂` over a standard Monte Carlo estimate of V` is almost 1 for

the first ten levels. At levels 11 and 12, we obtain 0.99 and 0.91, respectively. Both

quantities are estimated using a coe�cient of variation less than 5%, but there is a

remarkable di↵erence in terms of computational work in favor of our dual-weighted

estimator. In the right panel of the same figure, we show the estimated variance of

V`, computed by dual-weighted estimation (5.5) and computed by direct sampling.

Observe that, in this case, the computational savings may be up to order O(105).
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Figure 5.4: Left: Percentage of the statistical error over the computational global
error, for the simple decay model (5.28). As mentioned in Section 5.4, it is well above

0.5 for all the tolerances. Right:
q

V̂` ̂` as a function of `, for the smallest tolerance,
which decreases as the level increases. Observe that the contribution of level 0 is less
than 50% of the sum of the other levels.
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Figure 5.5: One-step exit probability bound, �`, and M` for `=0, 1, ..., L⇤, for the
smallest tolerance, for the simple decay model (5.28).

In the simulations, we observed that, as we refine TOL, the optimal number of

levels approximately increases logarithmically, which is a desirable feature. We fit the

model L⇤ = a+ b log(TOL�1), obtaining b=�2.11 and a=�7.3.

The QQ-plot in Figure 5.7 shows, for the smallest considered TOL, 103 inde-

pendent realizations of the multilevel estimator, ML (defined by (5.2)). Those 103

points are generated using 5 sets of parameters given by an independent run of the
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Figure 5.6: Left: performance of the formula (5.5) as a strong error estimate, for the
simple decay model (5.28). Here, h=�t. Right: estimated variance of V` with 95%
confidence intervals.
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Figure 5.7: Left: QQ-plot for the hybrid Cherno↵ MLMC estimates, ML, in the
simple decay model (5.28). Also, we performed a Shapiro-Wilk normality test, and we
obtained a p-value of 0.0105. Right: TOL versus the actual computational error. The
numbers above the straight line show the percentage of runs that had errors larger
than the required tolerance. We observe that in all cases, except for the smallest
tolerance, the computational error follows the imposed tolerance with the expected
confidence of 95%.

calibration algorithm (Algorithm 14). This plot, complemented with a Shapiro-Wilk

normality test, validates our assumption about the Gaussian distribution of the sta-

tistical error. Observe that the estimates are concentrated around the theoretical

value X0 exp(�c(T�t)) = 105 exp(�0.5) ⇡ 6.0653e + 04. In the same figure, we also

show TOL versus the actual computational error. It can be seen that the prescribed
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tolerance is achieved with the required confidence of 95%, in all the tolerances.

5.5.2 Gene Transcription and Translation [2]

This model has five reactions,

; c1�! R, R
c2�! R + P

2P
c3�! D, R

c4�! ; (5.29)

P
c5�! ;

described respectively by the stoichiometric matrix and the propensity function

⌫ =

0

B

B

B

B

B

B

B

B

B

B

@

1 0 0

0 1 0

0 �2 1

�1 0 0

0 �1 0

1

C

C

C

C

C

C

C

C

C

C

A

and a(X) =

0

B

B

B

B

B

B

B

B

B

B

@

c1

c2R

c3P (P�1)

c4R

c5P

1

C

C

C

C

C

C

C

C

C

C

A

,

where X(t) = (R(t), P (t), D(t)), and c1=25, c2=103, c3=0.001, c4=0.1, and c5=1.

In the simulations, the initial condition is (0, 0, 0) and the final time is T=1. The

observable is given by g(X) = D. We observe that the abundance of the mRNA

species, represented by R, is close to zero for t 2 [0, T ]. However, as we point out in

[30], the reduced abundance of one of the species is not enough to ensure that the

SSA method should be used.

We now analyze an ensemble of five independent runs of the calibration algorithm

(Algorithm 14), using di↵erent relative tolerances. In Figure 5.8, we show, in the left

panel, the total predicted work (runtime) for the single-level hybrid method, for the

multilevel hybrid method and for the SSA method, versus the estimated error bound.

We also show the estimated asymptotic work of the multilevel method. Again, the



227

multilevel hybrid method outperforms the others and we remark that the observed

computational work of the multilevel method is of order O(TOL�2).
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Figure 5.8: Left: Predicted work (runtime) versus the estimated error bound for the
gene transcription and translation model (5.29). The hybrid method is preferred over
the SSA for the first three tolerances only. The multilevel hybrid method is preferred
over the SSA and the single-level method for all the tolerances. Right: Actual work
(runtime) versus the estimated error bound.

In Figure 5.9, we can observe how the estimated weak error decreases linearly

for the coarser time meshes, but, as we continue refining the time mesh, it quickly

decreases towards zero. In the case of the estimated variance, V̂`, it decreases faster

than linearly, and it also quickly decreases towards zero afterwards. This is a con-

sequence of the transition from a hybrid regime to a pure exact one. The estimated

total path work,  ̂`, increases sublinearly as we refine the mesh. Note that  ̂` reaches

a maximum, which corresponds to a SSA-dominant regime. In the lower right panel,

we show the total computational work only in the cases in which ÊI,` < TOL�TOL2.

In Figure 5.11, we show the main outputs of Algorithm 14, �` and M` for ` =

0, ..., L⇤, for the smallest tolerance. We observe that the number of realizations de-

creases slower than linearly from levels 1 to 12.

In Figure 5.12, we see that our dual-weighted estimator of the strong error, V`,

gives essentially the same results as the standard Monte Carlo estimator, but with
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Figure 5.9: Upper left: estimated weak error, ÊI,`, as a function of the time mesh size,
�t, for the gene transcription and translation model (5.29). Upper right: estimated
variance of the di↵erence between two consecutive levels, V̂`, as a function of �t.
Lower left: estimated path work,  ̂`, as a function of �t. Lower right: estimated
total computational work,

PL
l=0  ̂lMl, as a function of the level, L.

Table 5.3: Details for the ensemble run of Algorithm 14 for the gene transcription
and translation model (5.29).

much less computational work. In this case, an accurately empirical estimate of V7

took almost 48 hours, but the dual-based computation of V̂7 just took few minutes.

In the simulations, we observed that, as we refine TOL, the optimal number of

levels approximately increases logarithmically, which is a desirable feature. We fit the

model L⇤ = a+ b log(TOL�1), obtaining b=�2.48 and a=�2.85.
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Figure 5.10: Left: Percentage of the statistical error over the computational global
error, for the gene transcription and translation model (5.29). As mentioned in Section

5.4, it is well above 0.5 for all the tolerances. Right:
q

V̂` ̂` as a function of `,
for the smallest tolerance, which decreases as the level increases. Observe that the
contribution of level 0 is almost equal to the sum of the other levels.
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Figure 5.11: The one-step exit probability bound, �`, and M` for `=0, 1, ..., L⇤, for
the smallest tolerance in the gene transcription and translation model (5.29).

The QQ-plot in the Figure 5.13, computed in the same way as in the previous

example, together with a Shapiro-Wilk normality test, shows the validity of the Gaus-

sian assumption for the statistical errors. In the same figure, we also show TOL versus

the actual global computational error. It can be seen that the prescribed tolerance

is achieved, except for the second smallest tolerance, with the required confidence of

95%, since CA=1.96.
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Figure 5.12: Left: performance of formula (5.5) as a strong error estimate for the gene
transcription and translation model (5.29). Here, h=�t. Right: estimated variance
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Figure 5.13: Left: QQ-plot based on ML estimates for the gene transcription and
translation model (5.29). Also, we performed a Shapiro-Wilk normality test and we
obtained a p-value of 0.6. Right: TOL versus the actual global computational error.
The numbers above the straight line show the percentage of runs that had errors
larger than the required tolerance. We observe that in all cases (except the second
for a very small margin) the computational error follows the imposed tolerance with
the expected confidence of 95%.

MLMC Hybrid-Path Analysis

We now analyze an ensemble of 103 independent runs of the multilevel estimator,

ML, for TOL = 1.25e�2. In this case, L⇤ = 8. In Figures 5.14, 5.15 and 5.16, we

show boxplots corresponding to that ensemble. In each one, we indicate the coupling



231

pair (on the x-axis) and the value of �` (below the title of the plot). In each figure,

the first boxplot starting from the left, corresponds to single-level hybrid simulations

at the coarsest level, `=0, with a time mesh of size �t0, and with an exit bound for

the one-step exit probability, �0=1e�5. Next, we show the boxplots corresponding to

coupled hybrid paths, at levels `=0 and `=1, generated using time meshes of size �t0

and �t1, respectively, and exit probability bounds, �0 and �1, respectively. This is

indicated under the boxplots with the symbols 1C and 1F, which stand for ‘Coarse’

and ‘Fine’ levels in the first coupling, respectively. We proceed in the same fashion

until the final level, L⇤. At this point, it is crucial to observe that the probability law

for the samples in the boxplots indicated by kF and (k+1)C should be the same for

any k 2 {0, 1, . . . , L⇤�1} (in the single-level case, we interpret the symbol 0 as 0F).

This is because both samples are generated using the same time mesh of size �tk and

the same one-step exit probability bound, �k, see Remark 5.2.1.

Figure 5.14 shows the total proportion of Cherno↵ tau-leap steps over the total

number of tau-leap steps. Here, we understand that a Cherno↵ tau-leap step is taken

when the size of ⌧Ch (see Section 4.3) is strictly smaller than the distance from the

current time to the next mesh point and, therefore, the Cherno↵ bound is acting as

an actual constraint for the size of the tau-leap step. We can see how the Cherno↵

steps are present in the first levels but not in the final ones, where exact steps are

preferred according to our computational work criterion. We observe a small increase

of the proportion of the number of Cherno↵ steps from levels 1F/2C to levels 3F/4C

(strictly speaking, a shift in the median and the third quartile). This is due to

consecutive refinements in the values of �, from 1e�5 to 1e�7, producing smaller and

smaller values of ⌧Ch. This is also because the Cherno↵ step size is, for some time

points, still smaller than the grid size and also because the cost of reaching the time

horizon using Cherno↵ steps is still preferred over the cost of using exact steps. The

abundance of outliers at all levels up to `=3 indicates that the Cherno↵ bound is
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actively controlling the size of the tau-leap steps.

Figures 5.15 and 5.16 show the total count of tau-leap and exact steps, respectively.

These plots are intended as diagnostic plots with two main objectives: i) checking

the telescoping sum property as stated in Remark 5.2.1, and ii) understanding the

‘blending’ phenomena in our simulated hybrid paths, that is, the presence of both

methods, tau-leap and exact. It could be useful to think in terms of the domain of

each method: given a time mesh, �t, and a value of the one-step exit probability

bound, �, we could decompose the interval [0, T ] into two domains, ITL and IMNRM,

for the tau-leap and exact methods, respectively. The domain, IMNRM, should be

monotonically increasing with refinements of the time mesh and �, since when the

size of the time mesh, �t` or �`, goes to zero, the expected number of tau-leap steps

also goes to zero, see [30], Appendix A. As a consequence, we expect the total count

of exact paths to be a monotonically increasing function of the level, `. On the other

hand, the domain ITL decreases, but, since the size of the time mesh halves form by

passing from one level to the next one, we expect to see also an increasing number

of tau-leap steps, at least for no very deep levels. The blending e↵ect of the hybrid

decision rules in Algorithm 10 are depicted in Figure 5.17, where the proportion of

the tau-leap steps over the total number of steps is shown for levels ` 2 {0, 5, 8}. In

the left panel, we can see that the number of tau-leap steps dominates except close to

the origin, where the coarse time-mesh is finer. Remember that in our methodology,

our initial mesh can be nonuniform. We then see how the domain, IMNRM, increases

until it occupies almost 80% of the time interval [0, T ].

Remark 5.5.1. The savings in computational work when generating Poisson random

variables heavily depend on MATLAB’s performance capabilities. For example, we

do not generate the random variates in batches, as in [2], and that could have an

impact on the results. In fact, we should expect better results from our method if we

implement our algorithms in more performance-oriented languages or if we sample
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Figure 5.14: Proportion of the number of Cherno↵ tau-leap steps over the total
number of tau-leap steps for the gene transcription and translation model (5.29). In
the x-axis, we show the corresponding level (starting from level 0) and, subsequently,
the coarse (C) and fine (F) level. Below the title, we show the corresponding �` of
each level. We observe a small increase in the proportion of the number of Cherno↵
steps from levels 1F/2C to levels 3F/4C (strictly speaking, a shift in the median and
the third quartile). This is due to consecutive refinements in the values of �, from
1e�5 to 1e�7, producing smaller and smaller values of ⌧Ch.

Poisson random variables in batches.

Remark 5.5.2. (Level 0 time mesh) In this example, we use an adaptive mesh at

level 0. This is because this example is mildly sti↵. Using a uniform time mesh at

level 0 imposes a small time step size requirement for all time which is not needed.

Moreover, this issue is propagated to the finer levels. In all our numerical examples,

at level 0, we use the coarsest possible time mesh such that the Forward Euler method

is numerically stable.
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Figure 5.15: Total number of tau-leap steps per path for the gene transcription and
translation model (5.29). In the x-axis, we show the corresponding pairings of two
consecutive levels (starting from level 0) and, subsequently, the coarse (C) and fine
(F) meshes for two consecutive levels. Below the title, we show the corresponding
�` of each level. The domain ITL of the tau-leap method decreases with refinements,
but, since the size of time mesh halves form by passing from one level to the next one,
we see an increasing number of tau-leap steps until, at a certain level, there are no
more tau-leap steps due to the relative computational cost of the tau-leap method.

5.6 Conclusions

In this work, we developed a multilevel Monte Carlo version for the single-level hybrid

Cherno↵ tau-leap algorithm presented in [30]. We showed that the computational

complexity of this method is of order O(TOL�2) and, therefore, that it can be seen

as a variance reduction of the SSA method, which has the same complexity. This

represents an important advantage of the hybrid tau-leap with respect to the pure

tau-leap in the multilevel context. In our numerical examples, we obtained substantial

gains with respect to both the SSA and the single-level hybrid Cherno↵ tau-leap. The

present approach, like the one in [30], also provides an approximation of E [g(X(T ))]
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Figure 5.16: Total number of exact steps per path for the gene transcription and
translation model (5.29). In the x-axis, we show the corresponding pairings of two
consecutive levels (starting from level 0) and, subsequently, the coarse (C) and fine
(F) meshes for two consecutive levels. Below the title, we show the corresponding �`
of each level. The domain IMNRM of the exact method is monotonically increasing
with refinements of the time mesh and the one-step exit probability bound. As a
consequence, we expect the total count of exact paths to be a monotonically increasing
function of the level, `.
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Figure 5.17: This figure depicts the ‘blending’ e↵ect produced by our hybrid path-
simulation algorithm. Here, we can see the proportion of the tau-leap steps adaptively
taken based on expected work optimization. We see how the presence of the tau-leap
decreases when we move to the deepest levels. We observe that, for the chosen
tolerance, to couple with an exact path at the last level is not optimal.



236

with prescribed accuracy and confidence level, with nearly optimal computational

work. For reaching this optimality, we derived novel formulas based on dual-weighted

residual estimations for computing the variance of the di↵erence of the observables

between two consecutive levels in coupled hybrid paths and also the bias of the deepest

level (see (5.4) and (5.5)). These formulas are particularly relevant in the present

context of Stochastic Reaction Networks due to the fact that alternative standard

sample estimators become too costly at deep levels because of the presence of large

kurtosis.

Future extensions may involve better hybridization techniques as well as implicit

and higher-order versions of the hybrid MLMC.
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Algorithm 10 Coupled hybrid path. Inputs: the initial state, X(0), the final time,
T , the propensity functions, a=(aj)Jj=1, the stoichiometric vectors, ⌫=(⌫j)Jj=1, two
one-step exit probability bounds; one for the coarse level, �̄, and another for the fine
level, ¯̄�, and two time meshes, one coarse (tk)Kk=0, such that tK=T and a finer one,
(sl)K

0
l=0, such that s0=t0, sK0=tK , and (tk)Kk=0 ⇢ (sl)K

0
l=0. Outputs: a sequence of states

evaluated at the coarse grid, (X̄(tk))Kk=0 ⇢ Zd
+, such that tK  T , a sequence of states

evaluated at the fine grid ( ¯̄X(sl))K
0

l=0 ⇢ Zd
+, such that X̄(tK) 2 Zd

+ or ¯̄X(sK0) 2 Zd
+. If

tK < T , both paths exited the Zd
+ lattice before the final time, T . It also returns the

number of times the tau-leap method was successfully applied at the fine level and
at the coarse level, and the number of exact steps at the fine level and at the coarse
level. For the sake of simplicity, we omit sentences involving the recording of X̄(tk)
and ¯̄X(sl) from the current state variables X̄ and ¯̄X, respectively, the counting of the
number of steps, and the return sentence.

1: t 0, X̄  X(0), ¯̄X  X(0)
2: t̄ next grid point in the coarse grid larger than t
3: (H̄, m̄, ā) Algorithm 11 with (X̄,t,t̄,T ,�̄,a)
4: ¯̄t next grid point in the fine grid larger than t
5: ( ¯̄H, ¯̄m, ¯̄a) Algorithm 11 with ( ¯̄X,t,¯̄t,T ,¯̄�,a)
6: while t < T do
7: H  min{H̄, ¯̄H}
8: if m̄ = TL and ¯̄m = TL then
9: S  Algorithm 13 with (ā, ¯̄a)

10: ⇤ P(S·(H�t)) (generate Poisson random variates)
11: ¯̄X  ¯̄X + (⇤1+⇤2)⌫
12: X̄  X̄ + (⇤1+⇤3)⌫
13: t H
14: else
15: Initialize internal clocks R,P if needed (see Algorithm 9)
16: while t < H do
17: if ¯̄m = MNRM then
18: ¯̄a a( ¯̄X)
19: end if
20: if m̄ = MNRM then
21: ā a(X̄)
22: end if
23: S  Algorithm 13 with (ā, ¯̄a)
24: (t, X̄, ¯̄X,R, P ) Algorithm 12 with (t,H, X̄, ¯̄X,R, P, S)
25: end while
26: end if (continued on next page)
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27: if t < T then
28: if H = H̄ then
29: t̄ next grid point in the coarse grid larger than t
30: (H̄, m̄, ā) Algorithm 11 with (X̄,t,t̄,T ,�̄,a)
31: end if
32: if H = ¯̄H then
33: ¯̄t next grid point in the fine grid larger than t
34: ( ¯̄H, ¯̄m, ¯̄a) Algorithm 11 with ( ¯̄X,t,¯̄t,T ,¯̄�,a)
35: end if
36: end if
37: end while

Algorithm 11 Compute next time horizon. Inputs: the current state, X̃, the current
time, t, the next grid point, t̃, the final time, T , the one step exit probability bound, �̃,
and the propensity functions, a=(aj)Jj=1. Outputs: the next horizon H, the selected
method m, current propensity values ã.

1: ã a(X̃)
2: (m, ⌧̃) Algorithm 4 with (t,X̃,ã,t̃,�̃)
3: if m = TL then
4: H  min{t̃, t+⌧̃ , T}
5: else
6: H  min{t+⌧̃ , T}
7: end if
8: return (H,m, ã)

Algorithm 12 Auxiliary function used in Algorithm 10. Inputs: the current time,
t, the current time horizon, H, the current system state at coarser level, X̄, and finer
level, ¯̄X, the internal clocks Ri, Pi, i=1, 2, 3, and the values, Si, i=1, 2, 3 (see Section
5.1.1 for more information on these values). Outputs: updated time, t, updated
system states, X̄, ¯̄X, and updated internal clocks Ri, Pi, i=1, 2, 3.
1: �ti  (Pi �Ri)/Si, for i=1, 2, 3
2: � mini{�ti}
3: µ argmini{�ti}
4: if t+� > H then
5: R R + S·(H�t)
6: t H
7: else
8: update X̄ and ¯̄X
9: R R + S�

10: r  uniform(0, 1)
11: Pµ  Pµ + log(1/r)
12: t t+�
13: end if
14: return (t, X̄, ¯̄X,R, P )
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Algorithm 13 Auxiliary function used in Algorithm 10. Inputs: the propensity
values at the coarse and fine grid, ā, ¯̄a. Output: Si, i=1, 2, 3.
1: S1  min(ā, ¯̄a)
2: S2  ā� S1

3: S3  ¯̄a� S1

4: return S
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Algorithm 14 Multilevel calibration and error estimation. Inputs: same as Algorithm 10
plus the observable, g, and the prescribed tolerance, TOL>0. Outputs: (M`)L`=0, (�`)L`=0,

((tn,`)
N`
n=0)

L
`=0, the estimated computational work of the multilevel estimator, ŴML, and the

estimated computational work of the SSA method, ŴSSA. We denote by gl ⌘ g(X̄l(T ; !̄)),
and gl+1�gl ⌘ g(X̄l+1(T ; !̄))�g(X̄l(T ; !̄)). Here, C⇤ is the unitary cost of a pure SSA step,
and c is the factor of refinement of � (in our experiments c=10). See also Remark 5.4.1
regarding the estimators of Var [g(X(T ))] and E [g(X(T ))], and Remark 5.4.3.

1: l  0, �l  0.01, Ŵ (a)
ML  1

2: Set initial meshes (tk)Kk=0 and (sl)K
0

l=0

3: fin-delta  false
4: while not fin-delta do
5: ( ̂0,S2 (gl; ·) ,A ({gl, EI , NSSA⇤ , NTL}; ·)) Algorithm 19
6: if V̂l(1��lA (NTL; ·))2 � 2S2 (gl; ·) �lA (NTL; ·) and �lA (NTL; ·) < 0.1 then
7: fin-delta  true
8: Refine �l by a factor of c
9: end if

10: end while
11: �l+1  �l
12: fin  false
13: while not fin do
14: fin-delta  false
15: while not fin-delta do
16: ( ̂l+1, V̂l+1,A ({gl+1, NSSA⇤ , EI , NTL,l+1}; ·) ,S2 (gl+1; ·)) Algorithm 15
17: if V̂l+1(1��l+1A (NTL,l+1; ·))2 � 2S2 (gl+1; ·) �l+1A (NTL,l+1; ·)
18: and �l+1A (NTL,l+1; ·) < 0.1 then
19: fin-delta  true
20: �l  �l+1

21: else
22: Refine �l+1 by a factor of c
23: end if
24: end while
25: MSSA  C2

AS2 (gl+1; ·)/TOL2

26: ŴSSA  C⇤MSSAA (NSSA⇤ ; ·)
27: if ÊI < TOL�TOL2 then
28: (M`)

l+1
`=0  Algorithm 18 with (( ̂`)

l+1
`=0, (V̂`)

l+1
`=0, TOL, ÊI)

29: ŴML  
Pl+1

`=0  ̂`M`

30: else
31: ŴML  1
32: end if (continued on next page)
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33: if (Ŵ (a)
ML > ŴML or ÊI > TOL�TOL2) and A (NTL,l+1; ·) > 0 then

34: l  l + 1
35: Ŵ (a)

ML  ŴML

36: Refine meshes (tk)Kk=0 and (sl)K
0

l=0

37: else
38: fin  �l+1A (NTL,l+1; ·)A (gl+1; ·)  TOL2

39: if not fin then
40: �l+1  cb(logc(TOL2/(A(gl+1;·)·A(NTL,l+1;·))c

41: while not fin do
42: (A ({gl+1, NTL,l+1}; ·)) Algorithm 15
43: fin  �l+1A (NTL,l+1; ·)A (gl+1; ·)  TOL2

44: if not fin then
45: Refine �l+1 by a factor of c
46: end if
47: end while
48: end if
49: if A (NTL,l+1; ·) = 0 then
50: l  l + 1
51: (M`)l`=0  Algorithm 18 with (( ̂`)l`=0, (V̂`)l`=0, TOL, 0)
52: ŴML  

Pl
`=0  ̂`M`

53: end if
54: end if
55: end while
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Algorithm 15 Auxiliary function for Algorithm 14. Inputs: same as Algorithm
10. Outputs: the estimated runtime of the coupled path,  ̂, an estimate of

Var
h

g(X̄(T ))�g( ¯̄X(T ))
i

, V̂ , an estimate of E [g(X(T ))], A
⇣

g( ¯̄X(T ); ·
⌘

, an estimate

of the expected number of steps needed by the SSA method, A (NSSA⇤ ; ·)), an estimate
of E [EI ], A (EI ; ·), an estimate of the expected number of tau-leap steps taken at the

fine level, A (NTL; ·), and an estimate of Var [g(X(T ))], S2
⇣

g( ¯̄X(T ); ·
⌘

. Here, ¯̄X(t)

refers to the approximated process using a finer grid than the approximated process,
X̄(t). Moreover, (X̄(t), ¯̄X(t)) are two coupled paths. Here, 1TL(k) = 1 if and only
if the decision at time tk was tau-leap. Set appropriate values for M0 and CV0. For
the sake of simplicity, we omit the arguments of the algorithms when there is no risk
of confusion. See also Remark 5.4.1 regarding the estimators of Var [g(X(T ))] and
E [g(X(T ))].
1: M  M0, cv  1, Mf  0
2: while cv > CV0 do
3: for m 1 to M do
4: Generate two coupled paths: (X̄(sl; ¯̄!m))K

0
l=0, (

¯̄X(sl; ¯̄!m))K
0

l=0, Algorithm 10
5: if the path does not exit Zd

+ then
6: Mf  Mf + 1
7: (Se(¯̄!m), Sv(¯̄!m)) Algorithm 17 with (X̄(tk; ¯̄!m))Kk=0

8: EI(¯̄!m) Algorithm 16 with ( ¯̄X(sl; ¯̄!m))K
0

l=0

9: Estimate NSSA⇤(¯̄!m), using
R T

0 a0(
¯̄X(s))ds (see [30])

10: CPoi(¯̄!m) 
PJ

j=1

PK0

l=0 CP (aj(X̄(sl))(sl+1�sl)1TL(l)

11: +
PJ

j=1

PK0

l=0 CP (aj(
¯̄X(sl))(sl+1�sl)1TL(l)

12: Compute N (c)
K1, N

(c)
K2, N

(c)
TL, and NTL

13: end if
14: end for
15: V̂  S2 (Se;Mf ) +A (Sv;Mf )
16: Compute the coe�cient of variation cvV and cvEI of V̂ and A (EI ; ·), respectively.
17: cv  max{cvV , cvEI}
18:  ̂  C1A

⇣

N (c)
K1;Mf

⌘

+C2A
⇣

N (c)
K2;Mf

⌘

+C3A
⇣

N (c)
TL;Mf

⌘

+A (CPoi;Mf )

19: M  2M
20: end while
21: return

⇣

 ̂, V̂ ,A
⇣

{g( ¯̄X(T )), NSSA⇤ , EI , NTL};Mf

⌘

,S2
⇣

g( ¯̄X(T ));Mf

⌘⌘
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Algorithm 16 Compute the discretization error of a given approximated path. In-
puts: (X̄(tk))Kk=0. Here, 1TL(k) = 1 if and only if the decision at time tk was tau-leap,
and Id is the d⇥ d identity matrix Output: EI . Notes: xk ⌘ X̄(tk).
1: EI  0
2: Compute 'K  rg(xk)
3: for k  K�1 to 1 do
4: �tk  tk+1 � tk
5: Compute Ja = [@iaj(xk)]j,i
6: 'k  

�

Id+�tk JTa ⌫T
�

'k+1

7: �ak  a(xk+1)� a(xk)
8: EI  EI + �tk

2 (�ak 1TL(k) ⌫T )'k

9: end for
10: return EI

Algorithm 17 Compute Se ⌘ Se(!̄) and Sv ⌘ Sv(!̄) defined in (5.13). Inputs:
(X̄(tk))Kk=0 and a positive constant c. Outputs: Se and Sv. Notes: if a is a vector,
then, diag(a) is a diagonal matrix with main diagonal a. Here, 1TL(k) = 1 if and only
if the decision at time tk was tau-leap, Id is the d ⇥ d identity matrix, xk ⌘ X̄(tk),
and �(x) is the cumulative distribution function of a Gaussian random variable.
1: Se  0
2: Sv  0
3: Compute 'K  rg(xk)
4: for k  K�1 to 1 do
5: �tk  tk+1 � tk
6: Compute Ja = [@iaj(xk)]j,i
7: 'k  

�

Id+�tk JTa ⌫T
�

'k+1

8: ⌫'  ⌫T'k

9: ⌫a  (Ja ⌫)T
10: µj  �tk

2

P

i(raj(xk)·⌫i) ai(xk)
11: µ̄j  �tk

2

P

i |(raj(xk)·⌫i)| ai(xk)
12: �2

j  �tk
2

P

i(raj(xk)·⌫i)2 ai(xk)

13: Se Se+1TL(k)
�tk
2 µ ⌫'

14: aux1  (�tk)3

8 (⌫a⌫')Tdiag(a)(⌫a⌫')

15: aux2  �tk
2

P

j('k·⌫j)21n

�tk
2 aj(xk)>c

o

⇣

µj(1� 2�(�µj

�j
)) +

q

2
⇡ �j exp(�

1
2(

µj

�j
)2)
⌘

16: aux3  �tk
2

P

j('k·⌫j)21n

�tk
2 aj(xk)<c

o min
n

µ̄j,
q

µ2
j + �2

j

o

17: Sv Sv+1TL(k)(aux1 + aux2 + aux3)
18: end for
19: return (Se, Sv)
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Algorithm 18 Solve the optimization problem (5.24) using a greedy scheme. Inputs:
the estimations of the coupled path cost for all the levels, ( ̂`)L`=0, the estimation of
the variance of the quantity of interest at level 0, V̂0, the estimations of the di↵er-
ences of the quantity of interest for all the coupled levels, (V̂`)L`=1, the prescribed
tolerance, TOL, and the weak error estimation for level L, EI . Output: the number
of realizations needed for each level, (M)L`=0.

Define qk :=

PL�k
`=0

q

 ̂`V̂`

RHS�
PL

`=L�k+1 V̂`

1: RHS  ((TOL�TOL2 � EI)/CA)2

2: fin  false
3: k  0
4: while not fin and k  L do
5: if  ̂L�k � q2k V̂L�k < 0 then
6: fin  true

7: (M`)
L�k
`=0  qk

q

V̂`/ ̂`

8: else
9: ML�k  1

10: k  k + 1
11: end if
12: end while
13: return (M`)L`=0
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Algorithm 19 Auxiliary function for Algorithm 14. Inputs: same as Algorithm
10. Outputs: the estimated runtime of the hybrid path at level 0,  ̂0, an estimate of
Var

⇥

g(X̄(T ))
⇤

, S2
�

g(X̄(T ); ·
�

, an estimate of E [g(X(T ))], A
�

g(X̄(T ); ·
�

, an estimate
of E [EI ], A (EI ; ·), an estimate of the expected number of steps needed by the SSA
method, A (NSSA⇤ ; ·)) and A (NTL; ·). Here, 1TL(k) = 1 if and only if the decision
at time tk was tau-leap. Notes: the values C1, C2 and C3 are described in Section
5.4. Set appropriate values for M0 and CV0. For the sake of simplicity, we omit the
arguments of the algorithms when there is no risk of confusion.
1: M  M0, cv  1, Mf  0
2: while cv > CV0 do
3: for m 1 to M do
4: ((X̄(tk))Kk=0, NTL, NSSA,K1, NSSA,K10) generate one hybrid path (see [30])
5: if the path does not exit Zd

+ then
6: Mf  Mf + 1
7: Compute g(X̄(T ; !̄m))
8: EI  Algorithm 16 with (X̄(tk))Kk=0

9: (Se(¯̄!m), Sv(¯̄!m)) Algorithm 17 with (X̄(tk))Kk=0

10: Estimate NSSA⇤(¯̄!m), using
R T

0 a0(
¯̄X(s))ds (see [30])

11: CPoi(!̄m) 
PJ

j=1

PK
k=0 CP (aj(X̄(tk))(tk+1�tk))1TL(k)

12: end if
13: end for
14: V̂  S2 (Se;Mf ) +A (Sv;Mf )
15: Estimate the coe�cients of variation cvV , cvg and cvEI of the estimators of

Var
h

g(X̄(T ))�g( ¯̄X(T ))
i

, Var
⇥

g(X̄(T ))
⇤

and E [EI ], respectively.
16: cv  max{cvV , cvg, cvEI}
17:  ̂0 C1A (NSSA,K1;Mf )+C2A (NSSA,K10 ;Mf )+C3A (NTL;Mf )+A (CPoi;Mf )
18: M  2M
19: end while
20: return ( ̂0,S2

�

g(X̄(T ));Mf

�

,A
�

{g(X̄(T )), EI , NSSA⇤ , NTL};Mf

�

)
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Chapter 6

A Multilevel Adaptive

Reaction-Splitting Simulation

Method

with Alvaro Moraes and Ra

´

ul Tempone

In this work, we present a novel multilevel Monte Carlo method for kinetic simulation

of stochastic reaction networks characterized by fast and slow reaction channels. To

produce e�cient simulations, we automatically classify the reactions channels into the

fast and slow classes. To this end, we first introduce the concept of the level of activ-

ity of a reaction channel, which depends on the current state of the system. Then, we

propose a low cost heuristic that allows us to adaptively split the set of reaction chan-

nels into two subsets characterized by either a high or low level of activity. Based on

a time splitting technique, the increments associated with high activity channels are

simulated using the tau-leap method while those associated with low activity chan-

nels are simulated using an exact method. This path simulation technique, which we

name mixed method, is amenable for coupled path generation and a corresponding

multilevel Monte Carlo algorithm. To estimate expected values of observables of the

system at a prescribed final time, our method bounds the global computational error
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to be below a prescribed tolerance, TOL, within a given confidence level. This goal

is achieved with a computational complexity of order O(TOL�2), the same as with

a pathwise exact method, but with a smaller constant. We also present a novel con-

trol variate technique based on the stochastic time change representation by Kurtz,

which may dramatically reduce the variance of the coarsest level at a negligible com-

putational cost. Our numerical examples show substantial gains with respect to the

standard Stochastic Simulation Algorithm (SSA).

6.1 Introduction

Stochastic Reaction Networks (SRNs) are continuous-time Markov chains,X:[0, T ]⇥⌦!Zd
+,

intended to describe the random variability in the time evolution of the number of

particles of d di↵erent chemical species, (S1, S2, . . . , Sd), during a biochemical reac-

tion. Let us consider a particular reactive system and let x=(x1, x2, . . . , xd) 2 Zd
+ be

a vector representing the state of the stochastic process, X, at time t2[0, T ], i.e., xi is

the number of particles of species Si at time t. The system evolves randomly in time

according to a finite set of reaction channels Rj = (⌫j, aj(x)), j = 1, 2, . . . , J , such

that, channel Rj fires in a small time interval (t, t+h] with probability aj(x)h+o (h).

Whenever channel Rj fires, the state of the system jumps from state x to state x+⌫j.

Among the phenomena usually modeled by SRNs we mention: biochemical re-

actions at thermal equilibrium and constant volume, spread of epidemic diseases in

homogeneously mixed populations, natural and artificial neural networks, pharma-

cokinetics, virus kinetics and dynamics of social networks.

The main goal of this work is to estimate the expected value, E [g(X(T ))], where

g : Rd ! R is a given real observable of X. In principle, it is possible to approximate

E [g(X(T ))] using the Monte Carlo method by generating a number of independent

pathwise-exact simulations of X up to time T . Pathwise-exact simulations of X can
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be obtained using the Stochastic Simulation Algorithm (SSA) [5] or the Modified

Next Reaction Method (MNRM) [7], among other algorithms. However, pathwise-

exact realizations of X may be computationally expensive in those systems where the

total propensity, a0(x):=
P

j aj(x), becomes large in a significant proportion of the

states, x2Zd
+, visited by the process X. The high computational cost of generating

pathwise-exact samples is due to the cost of simulating all inter-arrival times in the

system, which are exponential random variables with rate a0(x). For that reason,

in [10] (and independently in [77]), the tau-leap method is proposed to approximate

the SSA by evolving the process X by fixed time steps while freezing the propensity

functions, aj, at the beginning of each time step. A drawback of the tau-leap method

is that the simulated paths may take negative values, which is a non-physical conse-

quence of the approximation and not a qualitative feature of the original process. In

[30], we proposed a Cherno↵-based hybrid method that switches adaptively between

the tau-leap and an exact method. This switching strategy allows us to control the

probability of reaching negative values while keeping the computational work sub-

stantially smaller than the work of an exact method. To reduce the computational

work of the method presented in [30], a hybrid multilevel Monte Carlo method (see

the seminal work by Giles [26]) is proposed in [8].

In the present work, with the aim to reducing the computational work, we show

how the hybrid method developed in [30, 8] can be successfully extended to simulat-

ing systems with two types of reaction channels that, in the literature of biochemical

reactions, are usually referred as fast and slow channels. To adaptively divide the

set of reaction channels, R, into fast and slow channels, we start by defining a state-

dependent quantity named the level of activity of channel Rj and noted as ãj(x).

Briefly, the level of activity is intuitively defined as the product of the propensity,

aj(x), multiplied by a factor that takes into account the probability of reaching a

negative state by taking a tau-leap step exclusively in the direction of the j-th stoi-
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chiometric vector, ⌫j. Then, after sorting R at each time step by the level of activity,

we split R into two subsets: RTL and RMNRM, fast and slow channels, respectively.

The splitting is designed to approximately minimize1 the expected computational

work of taking a Cherno↵ tau-leap step with the reactions in RTL and then taking

an exact step with the reactions in RMNRM. The exact step is computed using the

Modified Next Reaction Method by Anderson [7]. We name the paths simulated by

this algorithm mixed paths. Our resulting mixed method is amenable to multilevel

Monte Carlo, and, as a consequence, we can achieve a computational complexity of

order O(TOL�2).

Reaction-splitting methods for simulating stochastic reaction networks are treated

for instance in [85, 86, 87, 88], but our work is, to the best of our knowledge, the

first that i) achieves the computational complexity of a pathwise exact method like

the SSA (but with a smaller constant) by using the multilevel Monte Carlo (MLMC)

paradigm, ii) explicitly uses a decomposition of the global error to provide all the

simulation parameters needed to achieve our goal with minimal computational e↵ort,

iii) actually controls the global probability of reaching negative populations with

the tau-leap method, and iv) needs only two user-defined parameters that are natural

quantities - the maximum allowed relative global error or tolerance and the confidence

level.

In [85], the authors propose an adaptive reaction-splitting scheme that considers

not only the exact and tau-leap methods but also the Langevin and mean field ones.

Their primary goal is to obtain fast hybrid simulated paths and they do not try to

control the global error as in this work. The e�ciency of their method is measured

a posteriori using smoothed frequency histograms that should be close to the exact

1In principle, there are 2J possible splittings out of the set R. By sorting R according to the
level of activity, we obtain only J + 1 possible splittings that may or may not contain the optimal
one (but according to our numerical experiments, we obtain a near optimal splitting). In our mixed
method, we even reduce the number of splittings from J + 1 to 3 by assuming that the optimal
partition does not change dramatically during two consecutive steps of the mixed algorithm.
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ones according to the distance defined by Cao and Petzold in [89]. In their work,

the tau-leap step is chosen according to the “leap condition” (as in [34]) but they

do not perform global discretization-error control. To avoid negative populations,

the authors reverse the population updates if any value is found to be negative after

accounting for all the reactions. Then, the tau-lep step size is decremented and the

path simulation is restarted. It is known that this approach introduces bias into the

estimations and for that reason post-leap techniques have been proposed [37]. Our

Cherno↵-based bound [30] is a fast and accurate procedure to obtain a tau-leap step

size that actually bounds the one-step exit probability. Finally, the method in [85]

needs to define three parameters that quantify the speed of the reaction channels,

which, in principle, are not trivial to determine for a given problem.

Puchalka and Kierzek’s approach [86] seems to be closest to ours in spirit since

they also explore the idea of adaptively splitting the set of reaction channels using the

tau-leap method for the fast channels and an exact method for the slow ones. They

seek to simulate fast approximate paths while maintaining qualitative features of the

system. The quantitative features are checked a posteriori against an exact method.

Regarding their tau-leap step size selection, Puchalka and Kierzek consider a user-

defined maximal time step that is empirically chosen by numerical tests instead of

controlling the discretization error. Their classification rule is applied individually to

each reaction channel. It takes into account both the percentage of individual activity

and the abundance of the species consumed. In a certain sense, it can be seen as a

way of controlling the probability of negative populations and an ad-hoc method to

split the reaction channels by optimizing the computational work.

In [87] and [88], the reaction-splitting issue is addressed but the partition method

is not adaptive, i.e., fast and slow reaction channels are identified o✏ine and are

inputs to the algorithms. We note that these works do not provide any measure or

control of the resulting global error. Furthermore, they do not control the probability
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of attaining negative populations.

In this work we i) develop our novel mixed method, ii) o↵er a calibration algorithm

that provides simulation parameters that allow us to estimate E [g(X(T ))] up to a

user-selected tolerance, TOL, with high confidence and with near optimal computa-

tional work and, iii) introduce a new control variate based on the well known random

time-change representation by Kurtz to reduce the variance of the multilevel Monte

Carlo estimator at the coarsest level.

6.1.1 Outline of this Work

In Section 6.2, we present our mixed method. Then, inspired by the ideas of Anderson

and Higham [2], we propose an algorithm that couples two mixed paths. This algo-

rithm uses four building blocks that result from the combination of the MNRM and

the Cherno↵ tau-leap method. In Section 6.3, we propose a mixed MLMC estimator.

Next, we introduce the global error decomposition and show a new method for esti-

mating the global exit error. Then, we show the automatic procedure that estimates

our quantity of interest within a given prescribed relative tolerance, up to a given

confidence level. Next, in Section 6.4, we present a novel control variate technique

that reduces the variance of the quantity of interest at the coarsest level. In Section

6.5.1, the numerical examples illustrate the advantages of the mixed MLMC method

over the hybrid MLMC method presented in [8] and over the SSA. Finally, Section

6.6 presents our conclusions.

6.2 Generating Mixed Paths

In this section, we first introduce the concept of the level of activity of a reaction

channel. Then, we present a splitting heuristic that indicates how to adaptively par-

tition the set of reaction channels according to their respective levels of activity. Using
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this partition, the next state of the approximate process is computed as the present

state plus the sum of two increments. The first increment is obtained by applying

the Cherno↵ tau-leap to the high-activity channels while the second increment is ob-

tained by applying an exact method to the low-activity channels. Using this heuristic

iteratively, we produce approximate paths that we name mixed paths. Finally, we

show how to couple two mixed paths, that is, how to produce highly correlated mixed

paths associated with two consecutive discretization meshes. These coupled mixed

paths are used to compute the multilevel Monte Carlo estimator of E [g(X(T ))].

6.2.1 The Level of Activity of a Reaction Channel

The level of activity of a reaction channel, ãj(x), is an auxiliary quantity designed

to adaptively split the set of reaction channels, R, into two disjoint sets: RTL(x)

and RMNRM(x). As mentioned in the introduction, the increment of a mixed path

associated with those reactions in RTL(x) is computed using the Cherno↵ tau-leap,

while the increment associated with those reactions in RMNRM(x) is computed using

the MRNM.

First, observe that the number of firings of the channel Rj, in an interval of size

one, is approximately proportional to aj(x). Therefore, at first sight, aj(x) gives a

natural measure for the level of activity of the j-th channel at state x.

Now, observe that it would be desirable to avoid including inRTL(x) those reaction

channels that produce small Chernof tau-leap step sizes. To this end, let t and x be

the current time and state, respectively, of the approximate mixed path. Consider

a (not necessarily uniform) time-mesh of the interval [0, T ], required to control the

time-discretization error associated with the tau-leap method, and let T̃ > t be the

next mesh point. Define Ij as the set of indices with negative components of the

vector ⌫j; that is, Ij:={i : ⌫j,i < 0}, where ⌫j,i is the i-th component of the vector

⌫j. It is easy to see that, if Ij 6= ;, then the largest value of k 2 N := {1, 2, 3, . . .}
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such that x+k ⌫j 2 Zd
+, is kj(x):=bmin{�xi/⌫j,i : i 2 Ij}c, where byc is the greatest

integer that is less than or equal to the real number, y. This observation leads us

to define ✓j as follows: let  ⇠ P(aj(x)(T̃�t)) (a Poisson random variable with rate

aj(x)(T̃�t) ). Then, define

✓j :=

8

>

<

>

:

P
�

 > kj(x)
�

� x
�

if Ij 6= ;,

0 otherwise.
(6.1)

Therefore, ✓j is the one-step exit probability due to a single tau-leap step in the

direction of ⌫j with the tau-leap size equal to the distance to the next time-mesh

point, T̃ � t. A large value of ✓j indicates that Rj should not be included in RTL.

Then, the penalty weight for aj(x) is 1�✓j. Finally, we define the level of activity of

the channel, Rj, at the state x as ãj(x):=(1�✓j)aj(x). Notice that we are omitting

in the notation the role of T̃ .

6.2.2 The Splitting Heuristic

Hereafter, for the sake of brevity in the notation, we name the j-th reaction channel,

Rj, simply j. We now explain how we split the set of reaction channels,R:={1, ..., J},

into RTL and RMNRM.

Let (t, x) be the current time and state of the approximate process, X̄, and let

T̃ > t be the smallest time-mesh greater than t. We want to split R into two subsets,

RMNRM and RTL, such that the expected computational work of reaching T̃ , starting

at t, is minimal for all possible splittings. Ideally, we want to solve the problem of

minimizing the sum Work(RTL, x, t) +Work(RMNRM, x, t) among all the 2J possible

splittings of the set R, but this is unfeasible even for a moderate number of reaction

channels.

The main idea of this section is as follows: first, we define a linear order on R,

based on the basic principle that we want to use tau-leap for the j-th reaction only



254

if its level of activity is high enough. This linear order determines J+1 possible

splittings, out of 2J . The linear order is then a permutation, �, over R such that

ã�(j)(x) � ã�(j+1)(x), j=1, ..., J�1.

Second, we find among the J+1 partitions the one with optimal work. This is the

computational work incurred when performing one step of the mixed algorithm using

the tau-leap method with the reactions in RTL and the MNRM with the reactions in

RMNRM. The work corresponding to RTL is

Work(RTL, x, t) :=
T̃�t

min{⌧Ch, T̃�t}

 

Cs +
X

j2RTL

CP (aj(x)⌧Ch)

!

, (6.2)

where Cs is the work of computing the split (see Section 6.2.3) and CP (�) is the work

of a Poisson random variate with rate �. The factor (T̃�t)/min{⌧Ch, T̃�t} takes into

account the number of steps required to reach T̃ from t (at least one step). For the

Gamma simulation method developed by Ahrens and Dieter in [4], which is the one

used by MATLAB, CP is defined as

CP (�) :=

8

>

<

>

:

b1+b2 ln� for � > 15

b3+b4� for �  15
.

In practice, it is possible to estimate bi, i=1, 2, 3, 4 using Monte Carlo sampling and

a least-squares fit. For more details, we refer to [30].

Similarly, the work corresponding to RMNRM is

Work(RMNRM, x, t) :=
T̃�t

min{⌧MNRM, T̃�t}
CMNRM,

where the constant CMNRM is the work of an MNRM step. Here, ⌧MNRM is defined as
⇣

P

j2RMNRM
aj(x)

⌘�1

.
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6.2.3 Reducing the Computational Cost of the Splitting Rule

The work required to perform the splitting includes the work required to determine

Work(RTL) and Work(RMNRM), both defined in Section 6.2.2. The linear order pre-

viously defined determines J+1 possible splittings, (S0,S1, . . . ,SJ). The splitting Sj

denotes the partition (RTL,RMNRM) where RTL contains the reaction channels with

the j-highest levels of activity. Note that when j = 0, RTL = ;. The cost of com-

puting each of the J+1 splits is dominated by the cost of determining the Cherno↵

tau-leap step size, ⌧Ch (see (6.2)). As we observe in [30], the work of computing a

single ⌧Ch is linear on J . Then, to avoid a complexity of order J2 in the splitting rule,

we implement a local search instead of computing J ⌧Chs, to keep the complexity of

Cs linear on J .

The key idea is to keep track of the index of the last split at each decision time,

say , and assume that the propensities do not vary widely between two consecutive

steps of the algorithm. If that is the case, we compute the new set of levels of activity

and just evaluate at most three splits: S, and its neighbors, S�1 and S+1 (there

are only two splits when =0 or =J). Then, the cost of the splitting rule is on the

order of three computations of a Cherno↵ step size. It turns out that this local search

is very accurate for the examples we worked on. In order to avoid being trapped in

local minima, a randomization rule may be applied.

Remark 6.2.1 (Pareto Splitting Rule). Instead of computing a cost-based splitting

at each decision time, the following rule can be applied:

RTL is defined such that

P

j2RTL
ã�(j)

PJ
k=1 ãk

� ⌫,

where ⌫ is a problem-dependent threshold, which can be estimated using the cost-

based splitting rule. The idea is to use the tau-leap method for a (100 ⇥ ⌫)% of the

penalized activity (measured as before using the ãjs), and an exact method for the
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other channels.

This rule is also adaptive because it depends on the current state of the process,

but it does not take into account the computational cost of the resulting partition of

R. The cost advantage of this rule is that only one Cherno↵ tau-leap step size is

required to compute at every decision time. However, finding an appropriate value of

⌫ is not straightforward and may be computationally demanding.

6.2.4 The One-step Mixing Rule and the Mixed Algorithm

Before describing the mixed-path algorithm (Algorithm 21), we would like to make

few comments. First, like in [30], we introduce a time-mesh (not necessarily uniform)

in the interval [0, T ] for controlling the time-discretization error coming from the

tau-leap method. Second, we consider that a mesh point is a time, t, in which the

propensities, aj, are evaluated in order to make a decision about the split, we call

this points horizons. The proposed time-mesh can be modified by two procedures:

i) augmentation; that is, we add a new horizon as a consequence of the Cherno↵

pre-leap; ii) deletion; that is, we jump over one or more of the proposed time-mesh

points to the next reaction time when the decision algorithm decides to take a purely

exact step. Third, when a mixed path exits the lattice, we stop the algorithm. This

truncated path is taken into account in our estimator but, due to the e↵ect of an

indicator function, it does not contribute to the approximation of the quantity of

interest. (see (6.3)).

Now we proceed to explain how to generate one mixed path. The main building

block for simulating a mixed path is Algorithm 20, which computes one step of the

mixed algorithm. A whole mixed path is simply the result of applying a sequence

of mixed steps. Let x=X̄(t) be the current state of the approximate process, X̄.

The expected time step of the MNRM is therefore given by 1/a0(x). To move one

step forward using the mixed Cherno↵ tau-leap method, we first need to compute the



257

split, and then to compute the tau-leap increments for the reactions in the tau-leap

set, RTL. Finally we need to compute the MNRM steps for the reactions in the set

RMNRM, as discussed in Section 6.2.3.

To avoid the overhead caused by an unnecessary computation of the split, we first

estimate the computational work of moving forward from the current time, t, to the

next time-mesh point, T̃ , by using the MNRM only. If this work is less than the work

of computing the split, we take an exact step.

Algorithm 20 The one-step mixing rule. Inputs: the current state of the approxi-
mate process, X̄(t), the current time, t, the values of the propensity functions evalu-
ated at X̄(t), (aj(X̄(t)))Jj=1, the one-step exit probability bound �, the next time-mesh

point, T̃ , and the index of the previous optimal split, . Outputs: the index of the
new approximate optimal split, ⇤, and its corresponding partition, RTL and RMNRM.

Require: a0  
PJ

j=1 aj > 0

1: if K1/a0 < T̃ � t then
2: Compute ✓j, j=1, .., J (see (6.1))
3: ã�(j)  Sort{(1�✓j)aj} descending, j=0, .., J (ordered levels of activity)
4: (S�1,S,S+1)  Compute three splits (at most) taking into account the

index of the previous optimal split 
5: ⇤  Evaluate the works corresponding to (S�1,S,S+1) and take the index

of the minimum work split
6: return (⇤,RTL,RMNRM)
7: else
8: return (⇤, ;,R) corresponding to RTL = ;
9: end if

To compare the mentioned computational costs, we define K1 as the ratio between

the cost of computing the split, Cs, and the cost of computing one step using the

MNRM.

To generate one mixed path, we introduce Algorithm 21, which combines the

approximate Cherno↵ tau-leap method and the exact MNRM to generate a whole

mixed path. This algorithm automatically and adaptively partitions the reactions

into two subsets, RTL and RMNRM, using a computational work criterion. Since a

mixed path consists of a certain number of exact/approximate steps, it may also exit

the lattice, except in those steps in which the tau-leap method is not applied; that
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is, when RTL = ;. The idea of this algorithm is to apply, at each decision point, the

one-step mixing rule (Algorithm 20) to determine sets RTL and RMNRM and then to

apply the corresponding method.

In the first line of Algorithm 21, we set the indices and the states. Here Z̄ is an

auxiliary state. Then, we compute, for this unique time, all possible J + 1 splits and

obtain the index of the optimal splitting, . Inside the main loop, we move forward

using the partition provided by Algorithm 20. If RTL 6= ;, we take an approximate

step of size ⌧Ch(RTL) (which is never greater than the distance to the next time-mesh

point, T̃ ). This step size sets the horizon, H. On the other hand, if RTL = ;, the

system will evolve until the next exact reaction time, H, which could be greater than

T̃ . As we mentioned, the Cherno↵ pre-leap controls the one-step exit probability but

does not preclude the possibility of jumping outside the lattice, Zd
+. If we do not exit

the lattice, and RMNRM 6= ;, then we evolve the system by taking exact steps until

the horizon, H. Finally, we update the parameters and proceed iteratively until we

reach the final time, T .

Remark 6.2.2 (Comparison with the one-step hybrid rule). In [30], we developed a

hybrid method, which, at each decision point, determines which method, exact or tau-

leap, is cheaper to apply to the whole set of reactions. That is, in the hybrid method,

we have either RTL = ; and RMNRM = R or RTL = R and RMNRM = ;. Then, the

mixed method can be seen as a generalization of the hybrid one. The key di↵erence

is in the cost of the decision rule, which, as we saw in Section 6.2.3, for the mixed

method is on the order of three times the cost of computing a Cherno↵ tau-leap step

size. This di↵erence can be significant in some problems. A Pareto splitting rule may

be able to recover the cost of the hybrid one-step decision rule.
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Algorithm 21 The mixed-path algorithm. Inputs: the initial state, X(0), the
propensity functions, (aj)Jj=1, the stoichiometric vectors, ⌫=(⌫j)Jj=1, the final time, T ,
and the one-step exit probability bound, �. Outputs: a sequence of states, (X̄(tk))Kk=0.
Notes: given the current state, nextMNRM computes the next state using the MNRM
method. Here, ti denotes the current time at the i-th step, and ⌧Ch(RTL) is the
Cherno↵ step size associated with RTL.

1: i 0, ti  t0, X̄(ti) X(0), Z̄  X(0)
2: (S0,S1, . . . ,SJ) Compute the complete set of splits
3:  argminj Work(Sj) Index of the optimal split
4: while ti < T do
5: T̃  next time-mesh point greater than ti
6: (,RTL,RMNRM)  Update the partition of R using Algorithm 20 with pa-

rameters (Z̄, ti, (aj(Z̄))Jj=1, �, T̃ ,)
7: if RTL 6= ; then
8: �TL  

P

j P(aj(Z̄)⌧Ch(RTL))⌫j, for j2RTL

9: Z̄  Z̄ +�TL

10: H  ti + ⌧Ch(RTL)
11: else
12: H  from MNRM
13: end if
14: if Z̄ 2 Zd

+ then
15: ti+1  H
16: else
17: return ((X̄(tk))ik=0)
18: end if
19: if RMNRM 6= ; then
20: while ti < H do
21: (Z̄, ti) nextMNRM(Z̄,RMNRM, ti, H)
22: end while
23: end if
24: i i+ 1
25: X̄(ti) Z̄
26: end while
27: return ((X̄(tk))ik=0)

6.2.5 Coupled Mixed Paths

Coupling two mixed paths is essential for the multilevel estimator. The four algo-

rithms that are the building blocks of the coupling algorithm were already presented

in [8]. The novelty here comes from the fact that the coupled mixed algorithm may

have to run the four algorithms concurrently in the sense of the time of the process, t.
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In this section, we denote with a bar ·̄ and a double bar ¯̄· coarse and fine grid-related

quantities, respectively.

Before describing how to couple two mixed paths, we would like to make few

comments. First, the coupled paths, like in [8], evolve through a system of horizons.

The horizons are the times in which each path applies Algorithm 20 to choose the

splitting, and this is done independently of the state or decision of the other path. This

is crucial for the telescoping property inherent in the multilevel Monte Carlo method.

Second, two nested time meshes are proposed for controlling the discretization errors

at the coarse and fine levels (this is discussed in the next section). A mesh point is

a time, t, in which the propensities, aj, are evaluated to make a decision about the

split; that is, about the horizons. During the coupling process, these two proposed

time meshes are modified by two procedures: i) augmentation; that is, we add points

to the time-mesh as a consequence of the Cherno↵ pre-leap; ii) deletion; that is, we

ignore points of the proposed time-mesh when the decision algorithm takes purely

exact steps (steps such that RTL = ;) and the next reaction time is greater than the

distance to the next proposed time-mesh point. As a result, the actual coarse and fine

time-meshes are non-nested, i.e., the coarse mesh may contain evaluation points not

appearing in the fine mesh. Third, when an approximate path exits the lattice (say,

the coarse path), the other process (the fine path) evolves according to Algorithm 21.

We now briefly describe the mixed Cherno↵ coupling algorithm, i.e., Algorithm

22. Let X̄ and ¯̄X be two mixed paths corresponding to two nested proposed time

discretizations (see the previous paragraph), called coarse and fine, respectively.

Assume that the current time is t and that we know the states, X̄(t) and ¯̄X(t),

the next grid points at each level, t̄, ¯̄t, and the corresponding one-step exit prob-

abilities, �̄ and ¯̄�. Based on this knowledge, we have to determine the four sets

(R̄TL, R̄MNRM,
¯̄RTL,

¯̄RMNRM), that correspond to the four algorithms, B1, B2, B3 and

B4, that we use as building blocks. Table 6.1 summarizes them. To do that, the
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R̄TL R̄MNRM

¯̄RTL B1 B2
¯̄RMNRM B3 B4

Table 6.1: Building blocks for simulating two coupled mixed Cherno↵ tau-leap paths.
Algorithms B1 and B2 are presented as Algorithms 2 and 3 in [2]. Algorithms B3
and B4 can be directly obtained from Algorithm B2 (see [8]).

algorithm computes, independently, the sets RTL and RMNRM for each level and the

time until the next decision is taken, H, using Algorithm 23. Next, it computes con-

currently the increments due to each one of the sets (storing the results in �X̄ and

� ¯̄X for the coarse and fine grid, respectively). We note that the only case in which

we use a Poisson random variate generator for the tau-leap method is in Algorithm

B1 (Algorithm 24). For Algorithms B2, B3 and B4, the Poisson random variables

are simulated by adding independent exponential random variables with the same

rate, �, until exceeding a given time final time, T . This is because in those three

blocks at least one level is pathwise exact. The only di↵erence in the latter blocks

is the time point at which the propensities, aj, are computed. For B2, the coarse

propensities are frozen at time t, whereas for B3 the finer are frozen at t. In B4, the

propensities are computed at each time step. After arriving at time H, the four sets

(R̄TL, R̄MNRM,
¯̄RTL,

¯̄RMNRM) and the time until the next decision is taken, H, are

determined again, and then all procedures are repeated until the simulation reaches

the final time, T .

6.3 The Multilevel Estimator and Global Error

Decomposition

In this section, we first present the multilevel Monte Carlo estimator. We then analyze

and control the computational global error, which is decomposed into three error
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components: the discretization error, the global exit error, and the Monte Carlo

statistical error. Upper bounds for each of the three components are given. Finally,

we briefly describe the automatic estimation procedure that allows us to estimate our

quantity of interest within a given prescribed relative tolerance and up to a given

confidence level.

6.3.1 The MLMC Estimator

We proceed now to discuss and implement a multilevel Monte Carlo [25, 26, 79]

estimator for the mixed method. Consider a hierarchy of nested meshes of the time

interval [0, T ], indexed by ` = 0, 1, . . . , L. Let �t0 be the size of the coarsest time

mesh that corresponds to level `=0. The size of the time mesh at level ` � 1 is

given by �t`=R�`�t0, where R>1 is a given integer constant. As in [8], this system

of nested time-meshes is proposed to control the discretization error and the meshes

may change during the coupling process by adding and deleting points. The actual

meshes are therefore non-nested.

Let {X̄`(t)}t2[0,T ] be a mixed Cherno↵ tau-leap process with a time-mesh of size

�t` and a one-step exit probability bound �, and let g`:=g(X̄`(T )) be our quantity of

interest computed with a mesh of size �t`. Let A` be the event in which X̄` arrives

at the final time, T , without exiting the state space of X.

Consider the following telescopic decomposition:

E [gL1AL
] = E [g01A0 ] +

L
X

`=1

E
⇥

g`1A`
� g`�11A`�1

⇤

,

where 1A is the indicator function of the set A. This motivates the definition of our

MLMC estimator of E [g(X(T ))]:

ML :=
1

M0

M0
X

m=1

g01A0(!m,0) +
L
X

`=1

1

M`

M
X̀

m=1

[g`1A`
� g`�11A`�1

](!m,`). (6.3)
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6.3.2 Global Error Decomposition

As in [8], we define the computational global error, EL, and show how it can be

naturally decomposed into three components: the discretization error, EI,L, and the

exit error, EE,L, both coming from the tau-leap part of the mixed method, and the

Monte Carlo statistical error, ES,L. We also give upper bounds for each one of the

three components.

The computational global error, EL, is defined as

EL := E [g(X(T ))]�ML,

and can be decomposed into

E [g(X(T ))]�ML = E
⇥

g(X(T ))(1AL
+ 1Ac

L
)
⇤

� E [gL1AL
] + E [gL1AL

]�ML

= E
⇥

g(X(T ))1Ac
L

⇤

| {z }

=:EE,L

+E [(g(X(T ))�gL)1AL
]

| {z }

=:EI,L

+E [gL1AL
]�ML

| {z }

=:ES,L

.

For each mixed path, (X̄`(tn,`, !̄))
N(!̄)
n=0 , we define the sequence of dual weights,

('n,`(!̄))
N(!̄)
n=1 , backwards as follows:

'N(!̄),` := rg(X̄`(tN(!̄),`, !̄)) (6.4)

'n,` :=
�

Id+�tn,`JTa (X̄`(tn,`, !̄)) ⌫
T
�

'n+1,`, n = N(!̄)�1, . . . , 1,

where�tn,`:=tn+1,`�tn,`,r is the gradient operator and Ja(X̄`(tn,`, !̄))⌘[@iaj(X̄`(tn,`, !̄))]j,i

is the Jacobian matrix of the propensity function, aj, for j=1 . . . J and i=1 . . . d. We

then approximate EI,L by A (EI,L(!̄); ·), where

EI,L(!̄) :=
N(!̄)
X

n=1

 

�tn,L
2

'n,L

J
X

j=1

1j2RTL(n)⌫
T
j

�

aj(X̄L(tn+1,`))�aj(X̄L(tn,`))
�

!

(!̄),
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where A (X;M) := 1
M

PM
m=1 X(!m) and S2 (X;M) :=A (X2;M)�A (X;M)2 denote

the sample mean and the sample variance of the random variable, X, respectively.

Here 1j2RTL(n)=1 if and only if, at time tn,`, the tau-leap method was used for reaction

channel j. We denote by Id the d⇥ d identity matrix.

The variance of the statistical error, ES,L, is given by
PL

`=0
V`

M`
, where V0 :=

Var [g01A0 ] and V` := Var
⇥

g`1A`
� g`�11A`�1

⇤

, ` � 1. To estimate V`, ` � 1 we use

the following estimator:

V̂` := S2

 

X

n

E
⇥

'n+1 · en+1

�

�F
⇤

(!̄);M`

!

+A
 

X

n

Var
⇥

'n+1 · en+1

�

�F
⇤

(!̄);M`

!

,

where F is a suitable chosen sigma algebra such that ('n(!̄))
N(!̄)
n=1 is measurable,

with N(!̄) being the total number of steps given by Algorithm 22. In this way, the

only randomness in E
⇥

'n+1 · en+1

�

�F
⇤

and Var
⇥

'n+1 · en+1

�

�F
⇤

comes from the local

errors, (en)
N(!̄)
n=1 , defined as en+1 := X̃`,n+1�X̃`�1,n+1, where the processes X̃` and X̃`�1

are pure tau-leap processes corresponding to the meshes �t` and �t`�1, respectively,

and both starting from the same initial point X̃`�1,n. In the aforementioned work,

we derived exact and approximate formulas for computing E
⇥

'n+1 · en+1

�

�F
⇤

and

Var
⇥

'n+1 · en+1

�

�F
⇤

. Details and full explanations for the formulae presented here

can be found in [8].

Remark 6.3.1 (Backward Euler). In (6.4), we have that the weights 'n,` can be

computed by a backward Euler formula when excessively fine time meshes are required

for stability, i.e., 'n,` :=
�

Id��tn,`JTa (X̄`(tn,`, !̄)) ⌫T
��1

'n+1,`.

6.3.3 An Optimized Upper Bound for the Global Exit Prob-

ability

We showed in [30] that by choosing adequately the one-step exit probability bound,

�, the exit error, EE,, satisfies |EE,|  |E [g(X(T ))] |P (Ac)  TOL2. We now discuss
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how to build an approximate upper bound for P (Ac) in the context of mixed paths.

Given ⌧ and the current state of the approximate process, X̄, at time t, consider

a tau-leap step taking into account the reaction channels, Rj 2 RTL(x). We would

like to find an upper bound for the following probability:

P

 

x+
X

j

⌫jPj(aj(x)⌧) /2 Zd
+

�

� X̄(t) = x

!

. (6.5)

Let us consider the i-th component of x and the case in which, for some j, we have that

⌫j,i < 0; otherwise, the probability (6.5) is trivially zero. In this case, the Cherno↵

inequality (obtained by means of the Markov inequality and the Moment Generating

Function of a Poisson random variable) gives:

P

 

xi +
X

j

⌫j,iPj(aj(x)⌧) < 0
�

� X̄(t) = x

!

< inf
s>0

Fi(s), (6.6)

where Fi(s) := exp(�sxi + ⌧
P

j aj(x)(exp(�s⌫j,i) � 1)). Given i 2 {1, 2, . . . , d},

consider the two following conditions:

(I) 9j : ⌫j,i < 0 and

(II) �F 0
i (0) = xi + ⌧

P

j aj(x)⌫j,i > 0.

It is easy to see that, if (I) and (II) are true, then infs>0 Fi(s) has a non-trivial

solution, but, if (II) is true and (I) is false, then infs>0 Fi(s) = 0. Finally, if (II) is

false, then, infs>0 Fi(s) = 1. From these considerations, we can obtain that

P

 

x+
X

j

⌫jPj(aj(x)⌧) /2 Zd
+

�

� X̄(t) = x

!

< max
i

inf
s>0

Fi(s). (6.7)

Given x and ⌧ , we can compute using any standard iterative method the value

⌘i(x, ⌧) := infs>0 Fi(s). We define ⌘(x, ⌧) := maxi ⌘i(x, ⌧).

Here it is worth recalling that the Cherno↵ tau, ⌧Ch(x, �), is computed in such a
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way that the one-step exit probability in (6.5) is less than �. Observe now that each

time we take a mixed step three things can happen: i) RTL 6= ; and ⌧Ch(x, �)  T̃ � t,

ii)RTL 6= ; and ⌧Ch(x, �) > T̃�t and, iii)RTL = ;. In i), the one-step exit probability

is less than �; in ii), this probability is less than ⌘(x, ⌧), which can be much less than

�; in iii), the one-step exit probability is obviously zero.

Summing up, the probability for one path to reach the final time, T , without

exiting the lattice is greater than the product of factors (1� �), (1�⌘) (and 1 in case

iii) of course). We can compute this product, ⇡, for each generated mixed path and

conclude that P (Ac) / 1�A (⇡m;M), for M su�ciently large.

This approximate bound for P (Ac) is much less stringent than the one we pro-

posed in [30]; namely, �E [NTL], where NTL is the number of tau-leap steps in one

approximate path.

6.3.4 Estimation Procedure

In this section, we briefly describe the automatic procedure that estimates E [g(X(T ))]

within a given prescribed relative tolerance, TOL>0, up to a given confidence level.

Up to minor changes, it is the same as the one presented in [8]. It is important to

remark that the minimal user intervention is required to obtain the parameters needed

to simulate the mixed paths and, subsequently, to compute the estimations using

(6.3). Once the reaction network is given (stoichiometric matrix ⌫ and J propensity

functions, aj), the user only needs to set the required maximum allowed relative global

error or tolerance, TOL, and the confidence level, ↵. This process has three phases:

Phase I Calibration of virtual machine-dependent quantities. In this phase, we es-

timate the quantities CMNRM, CTL, Cs and the function CP that allow us to

model the expected computational work, measured in runtime.

Phase II Solution of the work optimization problem: we obtain the total number
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of levels, L, and the sequences, (�`)L`=0 and (M`)L`=0, i.e., the one-step exit

probability bounds and the required number of simulations at each level. In

this phase, given a relative tolerance, TOL>0, we solve the work optimization

problem

8

>

>

>

>

<

>

>

>

>

:

min{�t0,L,(M`,�`)L`=0}
PL

`=0  `M`

s.t.

EE,L + EI,L + ES,L  TOL

. (6.8)

An algorithm to e�ciently compute the solution of this optimization problem

is given in [8]. Our objective function is the expected total work of the MLMC

estimator, ML, i.e.,
PL

`=0  `M`, where L is the deepest level,  0 is the ex-

pected work of a single-level path at level 0, and  `, for ` � 1, is the expected

computational work of two coupled paths at levels `�1 and `. Finally, M0 is

the number of single-level paths at level 0, and M`, for ` � 1, is the number

of coupled paths at levels `�1 and `. We now describe the quantities ( `)L`=0.

First,  0 is the expected work of a single hybrid path (simulated by Algorithm

21),

 0 := CMNRME [NMNRM(�t0, �0)] + CTLE [NTL(�t0, �0)] (6.9)

+

Z

[0,T ]

E

2

4

X

j2RTL(s)

CP (aj(X̄0(s))⌧Ch(X̄0(s), �0))ds

3

5 ,

where �t0 is the size of the time mesh at level 0, �0 is the exit probability

bound at level 0, and RTL = RTL(t) is the tau-leap set, which depends on

time (and also the current state of the process). The RTL set is determined at

each decision step by Algorithm 20. Therefore, the expected work at level 0 is

 0M0, where M0 is the total number of single hybrid paths. For ` � 1, we use

Algorithm 22 to generate M`-coupled paths that couple levels `�1 and `. The
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expected work of a pair of coupled hybrid paths at levels ` and `� 1 is

 ` := CMNRME
h

N (c)
MNRM(`)

i

+ CTLE
h

N (c)
TL(`)

i

(6.10)

+

Z

[0,T ]

E

2

4

X

j2RTL,`(s)

CP (aj(X̄`(s))⌧Ch(X̄`(s), �`))ds

3

5

+

Z

[0,T ]

E

2

4

X

j2RTL,`�1(s)

CP (aj(X̄`�1(s))⌧Ch(X̄`�1(s), �`�1))ds

3

5 ,

where

N (c)
MNRM(`) := NMNRM(�t`, �`) +NMNRM(�t`�1, �`�1)

N (c)
TL(`) := NTL(�t`, �`) +NTL(�t`�1, �`�1).

Phase III Estimation of E [g(X(T ))].

Remark 6.3.2 (On the computational complexity of the mixed method). Using the

same arguments employed in the proof of the computational complexity of the Multi-

level Hybrid Cherno↵ Tau-leap method [8], it is possible to show that the computational

complexity of the mixed method is also of order O(TOL�2). At the heart of the proof

lies the fact that, by construction, Algorithm 20 selects a partition with nearly minimal

expected cost among a set of partitions that include the pure pathwise-exact paths. As

a consequence, the expected cost of a mixed path is bounded by a constant K multiplied

by the expected cost of an exact path. The constant K is a virtual machine quantity

associated with the cost of computing the splits (in our numerical experiments K is

never greater than 3).

Remark 6.3.3. Note that in the work [2], the proposed unbiased time-discretization

scheme can achieve a computational complexity of order O(TOL�2) by choosing a fixed

number of levels, or more precisely, a number of levels independent of TOL. Instead,
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the authors in [2] obtain a computational complexity of order O(TOL�2 log (TOL)2)

since they over-refine the time-mesh until �tL = O(TOL).

6.4 A Novel Control Variate Based on a Deter-

ministic Time Change

In this section, we motivate a novel control variate for the random variable X(T,!)

defined by the random time change representation,

X(T,!) = x0 +
X

j

⌫jYj

✓

Z T

0

aj(X(s)) ds,!

◆

.

First, we replace each of the independent Poisson processes, (Yj(s,!))s�0, by the

identity function. This defines the deterministic mean field, namely

Z(T ) = x0 +
X

j

⌫j

Z T

0

aj(Z(s)) ds.

Next, we consider the random variable

X̃(T,!) = x0 +
X

j

⌫jYj

✓

Z T

0

aj(Z(s)) ds,!

◆

,

which uses the same realizations of (Yj(s,!))s�0 that define X(T,!) but a di↵erent,

deterministic clock for each Yj based on Z. In this way, we expect some correlation

between X(T ) and X̃(T ). Since E
h

X̃(T )
i

= Z(T ) is a quantity which we can approx-

imate very e�ciently with a deterministic method, we have that X̃(T ) is a potential

control variate for X(T ) obtained at almost negligible extra computational cost.

We have that X̃(T,!) can be considered as a deterministic time-change approxi-

mation of X(T,!).

To implement this idea, we first consider the sequence Zk, defined as a forward
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Euler discretization of the mean field over a suitable mesh, {t0=0, t1, . . . , tK=T},

�tk := tk+1�tk, k=0, 1, . . . , K�1; that is,

8

>

<

>

:

Zk+1 = Zk +
P

j ⌫jaj(Zk)�tk, k=0, . . . , K�1

Z0 = x0

.

The sequence Zk allows us to define another sequence, ⇤̂j,k, by

8

>

<

>

:

⇤̂j,k+1 = ⇤̂j,k + aj(Zk)�tk, k=1, . . . , K�1

⇤̂j,0 = 0
,

where ⇤̂j,K clearly approximates
R T

0 aj(Z(s)) ds.

Then, for each realization of X̄(T,!), which is an approximation of X(T,!), we

compute the control variate:

X̂K = x0 +
X

j

⌫jYj

⇣

⇤̂j,K

⌘

, (6.11)

which is the corresponding approximation of X̃(T,!) and has the computable expec-

tation

µK := E
h

X̂K

i

= x0 +
X

j

⌫j⇤̂j,K .

Now, we consider the random sequence, {X̄n(!)}N(!)
n=0 , generated in this case by

the mixed algorithm. Here, X̄N(!)(!) is an approximation of X(T,!). The sequence

of mixed random times, {⇤̄j,n(!)}, is defined by

8

>

<

>

:

⇤̄j,n+1 = ⇤̄j,n + aj(X̄n(!))�sn, n=0, . . . , N(!)�1

⇤̄j,0 = 0
,

over the mesh {s0=0, s1, . . . , sN(!)=T}, �sn := sn+1�sn, n=0, 1, . . . , N(!)�1.
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At this point, it is crucial to observe that we can keep track of the values Yj(⇤̄j,n,!),

since at each step of the approximation algorithm, we are sampling the increments of

the processes, Yj. From now on, we omit ! in our notation for the sake of simplicity.

The values Yj

⇣

⇤̂j,K

⌘

, required in (6.11), can by obtained by sampling the process

Yj as follows. For each realization of X̄, we have only two scenarios:

1. For some n, ⇤̄j,n < ⇤̂j,K < ⇤̄j,n+1. Since Yj

�

⇤̄j,n

�

and Yj

�

⇤̄j,n+1

�

are known,

we sample a Poissonian bridge (binomial), i.e.,

Yj(⇤̂j,K)
�

�

�

Yj

�

⇤̄j,n

�

, Yj

�

⇤̄j,n+1

��

⇠ Yj

�

⇤̄j,n

�

+ B

B ⇠ binomial

 

Yj

�

⇤̄j,n+1

�

� Yj

�

⇤̄j,n

�

,
⇤̂j,K � ⇤̄j,n

⇤̄j,n+1 � ⇤̄j,n

!

.

2. ⇤̂j,K > ⇤̄j,N . Since we know the value Yj

�

⇤̄j,N

�

, we simply have to sample a

Poisson random variate as follows:

Yj(⇤̂j,K)
�

�Yj

�

⇤̄j,N

�

⇠ Yj

�

⇤̄j,N

�

+ P

P ⇠ Poisson(⇤̂j,K � ⇤̄j,N).

Finally, using the aforementioned control variate, we can estimate E
⇥

g(X̄(T ))
⇤

with

1

M

M
X

m=1

g(X̄N(!m))�
1

M

M
X

m=1

(g(X̂K(!m))� g(µK)), (6.12)

for any linear functional, g, since E
h

g(X̂K)
i

= g
⇣

E
h

X̂K

i⌘

= g(µK).

Remark 6.4.1 (Non-linear observables). Observe in (6.11) that X̂K is a linear com-

bination of independent Poisson random variables. For that reason, we can exactly

compute the expected value of any polynomial or exponential function of X̂K. Let C be

the class of functions spanned by the family of polynomials and exponential functions
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on X̂K. Let g be any non-linear function and g̃ a suitable approximation from the

class C. Consider now the following telescoping sum:

E
⇥

g(X̄N)
⇤

= E
⇥

(g � g̃)(X̄N)
⇤

+ E
h

g̃(X̄N)� g̃(X̂K)
i

+ E
h

g̃(X̂K)
i

.

Observe that the random variable (g � g̃)(X̄N) has small variance since g is well

approximated by g̃ while the variance of g̃(X̄N)� g̃(X̂K) is small since X̂K is coupled

to X̄N .

This observation leads us to approximate E
⇥

g(X̄N)
⇤

by

1

M

M
X

m=1

⇣

g(X̄N(!m))� g̃(X̂K(!m)
⌘

+ E
h

g̃(X̂K))
i

,

where the last term can be exactly computed.

Remark 6.4.2 (Reducing the variance at the coarsest level). The main application

of the deterministic time-change control variate, X̃(T ), in this work is at the coarsest

level of our multilevel hierarchy. Consider the trivial decomposition

g(X̄0(T )) = g(X̃(T )) +
⇣

g(X̄0(T ))� g(X̃(T ))
⌘

.

Therefore,

E
⇥

g(X̄0(T ))
⇤

= E
h

g(X̃(T ))
i

+ E
h

g(X̄0(T ))� g(X̃(T ))
i

.

We assume that we can compute exactly E
h

g(X̃(T ))
i

(if not, we can use a g̃ as

in Remark 6.4.1), we simply have to estimate E
h

g(X̄0(T ))� g(X̃(T ))
i

instead of

E
⇥

g(X̄0(T ))
⇤

in our multilevel scheme.

The computational gain lies in the fact that Var
h

g(X̄0(T ))� g(X̃(T ))
i

could be

substantially smaller than Var
⇥

g(X̄0(T ))
⇤

.
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Remark 6.4.3 (Computational Cost). An advantage of this control variate is that

the computational cost is almost negligible because we only need to store two scalars,

⇤̄j,n and ⇤̄j,n+1, for each reaction, j. These values are determined at each step by

aj(X̄n), which is a quantity that is already computed at each time step of the mixed

algorithm. Also, for each realization of the control variate, at most one additional

Poisson random variate is needed for each reaction channel.

Remark 6.4.4 (Empirical Time Change). We can also compute the final times,

⇤̂j,K, using a sample average of mixed paths instead of the mean field. We found

no significant improvements when using that approach, which requires a lot more

computational work. We conjecture that, for settings in which the mean field is not

representative, this approach may still o↵er a reasonable option.

6.5 Numerical Examples

In this section, we present two examples that illustrate the mixed method. The first

one is proposed to show explicitly an example where the mixed method has a clear

advantage over the pure tau-leap both at the single path level and when we couple

two paths. The second one has been treated in [2]. Here, we show that the mixed

method automatizes the separation of the time scales.

6.5.1 Mixed Method vs the Biased Pure Tau-Leap Strategy

This section is intended to compare our multilevel adaptive reaction-splitting tech-

nique with the multilevel tau-leap proposed by Anderson and Higham (A&H) in [2].

This comparison focuses on the performance of the coupled paths that are the building

blocks of a multilevel construction.

Let us consider a relatively large system with hundreds of species and reactions,

but that is still easy to reproduce due to its simple structure. More specifically, a
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closed system (economy) formed by one big particle (the holding company) and N

small particles (business units). Each business unit obtains its funds by trading with

the environment (represented by the empty set) and it makes net transfers to the

holding company according to its current money level. At the same time, the holding

company pays dividends to the environment and, from time to time, its money level

is increased by its own investments. We define the full set of parameters for this

example as follows:the number of business units is N = 100; the initial money levels

are X(0) = (1, ..., 1, 1e5) 2 RN+1; each business unit obtains its funds from the

environment at a constant rate and makes net transfers to the holding company at a

rate proportional to its current money level. In the language of biochemical reactions,

we have

; k�! X1, ..., ; k�! XN

X1
c�! Y, ..., XN

c�! Y.

The holding company pays dividends to the environment and receives returns from

its own investments,

Y
a�! ;, Y

b�! 50Y.

This last reaction can be interpreted as

P
�

Y (t+ dt) = y + 49
�

�Y (y) = y
�

= b y dt+ o (dt) ;

that is, with a rate proportional to its current money level, the holding company

increases its money level by 49 units. As a consequence, the corresponding stoichio-
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metric matrix of size (2(N+1)⇥N+1) is

⌫ =

0

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

@

1 0 ... 0

0 1 ... 0

... ...
...

�1 0 ... 1

0 �1 ... 1

... ...
...

0 0 ... �1

0 0 ... 49

1

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

A

tr

,

and the associated propensity functions are

a(X) = (k, ..., k
| {z }

N times

, cX1, ..., cXN , a Y, b Y ).

In our numerical examples, the set of coe�cient rates are k = 1, c = 1, a = 0.5,

b = 0.01. The final simulation time is T = 3. Finally, our quantity of interest is

E [Y (T )]; that is, the holding company’s expected final money level.

Results using five batches of M = 200 sampled paths: here we show the

computational work involved in generating sample paths. We compare the single-

level path generation,i.e., pure tau-leap with the mixed method. Then, we com-

pare coupled-level path generation, i.e., coupled tau-leap/tau-leap method (standard

A&H) as in [2] with the coupled mixed method. In all cases we take uniform time-

meshes.

Since we are comparing only discretization schemes, we do not control the exit

error for the generation of mixed paths to make fair comparisons. There is thus no

Cherno↵ bound cost involved.
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At this point is crucial to observe that in C (or Fortran) there is no way of getting

an advantage by generating batches of Poisson variates, this advantage is particular

to environments like MATLAB, and as a consequence, it is not a general feature of

the A&H discretization. We do not generate the random variates in batches nor do

we use any “vectorization” advantage.

As a baseline for comparisons, the average work (runtime) per path of the SSA is

39 seconds. The A&H unbiased discretization, which involves the generation of two

coupled paths, where the tau-leap one uses a time-mesh with �t = 6.25e�02, and

the other is generated using the exact Modified Next Reaction Method by Anderson

[7], has an average work per path (runtime) of 61 seconds.

Table 6.2 shows the average work (runtime) per path over five independent batches.

There is no significant di↵erence among batches. As expected, the computational

work of the pure tau-leap duplicates each time we split the time-mesh. Nevertheless,

the computational work of the mixed method grows with at a much smaller rate.

�t coarse level i) TL ii) Mixed

(avg,min,max) (avg, min, max)

0.0625 = �t0 (6.6e–01, 6.5e–01, 6.8e–01) (3.1e–01, 3.0e–01, 3.1e–01)
0.0312 = �t0 2�1 (1.3e+00, 1.3e+00, 1.3e+00) (3.6e–01, 3.6e–01, 3.6e–01)
0.0156 = �t0 2�2 (2.6e+00, 2.6e+00, 2.6e+00) (4.6e–01, 4.6e–01, 4.6e–01)
0.0078 = �t0 2�3 (5.1e+00, 5.1e+00, 5.1e+00) (6.5e–01, 6.5e–01, 6.5e–01)

Table 6.2: Single level: average, minimum and maximum runtimes (measured in
seconds) over a batch of five runs.

Analogous observations can be made regarding the computational work of the

coupling strategies. In the coarsest mesh shown in Table 6.3, there is a factor of

three, while in the finest, the factor is close to ten.

Now we examine the number of times that a simulated path exits the lattice, Zd
+.

In the cases of single and coupled mixed paths (uniform time-meshes), we have not

observed any exit. Table 6.4 shows the percentage of simulated tau-leap paths that
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�t coarse level iii) A&H biased iv) Mixed Coupled

(avg, min, max) (avg, min, max)

0.0625 = �t0 (1.5e+00, 1.5e+00, 1.5e+00) (4.8e–01, 4.7e–01, 4.8e–01)
0.0312 = �t0 2�1 (2.9e+00, 2.9e+00, 2.9e+00) (6.1e–01, 6.1e–01, 6.1e–01)
0.0156 = �t0 2�2 (5.5e+00, 5.5e+00, 5.5e+00) (8.8e–01, 8.8e–01, 8.9e+00)
0.0078 = �t0 2�3 (1.2e+01, 1.2e+01, 1.1e+01) (1.4e+00, 1.4e+00, 1.4e+00)

Table 6.3: Coupling: average, minimum and maximum runtimes (measured in sec-
onds) over a batch of five runs.

exit the lattice. Regarding the single-level paths, in the coarsest time-mesh, only

a few paths “survive” until the final time, T . Notice that after three refinements,

the percentage is still around 40%. Notice also that when we couple two tau-leap

paths, the coupling strategy causes that the number of exits of the coarsest path to

be roughly the same as one single path corresponding to the associated fine grid.

Table 6.5 shows the observed number of times that one path exits the lattice we set

the negative components as zero after each exit. We observe that the average number

of exits decreases with time-mesh refinements.

�t coarse level TL A&H biased

(avg, min, max) (avg, min, max)

0.0625 (48 steps) (98.0, 97.0, 99.5) (86.6, 85.0, 88.0)
0.0312 (96 steps) (87.1, 84.5, 88.5) (63.3, 58.5, 65.0)
0.0156 (192 steps) (62.5, 51.0, 67.5) (37.8, 33.0, 44.5)
0.0078 (384 steps) (40.0, 32.5, 43.5) (23.8, 21.0, 27.0)

Table 6.4: Percentage of observed exits in the pure tau-leap single and coupled sim-
ulations. The observed percentage of exits corresponding to coupling tau-leap paths
at the two first levels, 86.6%, is roughly the same as the one observed for the tau-leap
paths in the second level, 87.1%.

Using this example, which can perfectly arise from economics or communication

networks, we conclude that the mixed strategy exhibits a noticeable advantage over

the standard biased A&H because the mixed paths are both faster and do not produce
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�t coarse level TL A&H biased

(avg, min, max) (avg, min, max)

0.0625 (48 steps) (3.9, 3.8, 3.9) (2.3, 2.1, 2.5)
0.0312 (96 steps) (2.3, 2.2, 2.5) (1.6, 1.5, 1.6)
0.0156 (192 steps) (1.6, 1.5, 1.7) (1.3, 1.2, 1.4)
0.0078 (384 steps) (1.3, 1.2 , 1.4) (1.1, 1.1, 1.2)

Table 6.5: Given that one path exited the lattice, we show the number of times that
the same path exits the lattice once the negative components are set to zero and the
path is restarted.

TOL ŴML

ŴSSA

ŴML

ŴSSA

without with

5.00e-02 1e-02 1e-02
2.50e-02 1e-02 3e-03
1.25e-02 1e-02 4e-04
6.25e-03 1e-02 3e-04
3.13e-03 1e-02 3e-04
1.56e-03 1e-02 3e-04

Table 6.6: Use of the control variate at level 0, see Section 6.4. The titles without
and with refers to the use of the control variate. We can see that in this example the
use of the control variate reduces by up to a factor of 100 the computational work.

negative population values. This advantage is relevant when using the coupled paths

to construct a multilevel Monte Carlo algorithm.

Let us now examine the result from applying the control variate presented in

Section 6.4. Table 6.6 shows that the control variate reduces the computational work

of the mixed method, by up to two orders of magnitude.

6.5.2 Intracellular Virus Kinetics

This model, first developed in [90], has four species and six reactions,

• E
1�! E+G, the viral template (E) forms a viral genome (G),

• G
0.025���! E, the genome generates a new template,
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• E
1000��! E+S, a viral structural protein (S) is generated,

• G+S
7.5⇥10�6

�����! V , the virus (V) is produced,

• E
0.25��! ;, S 2�! ; degradation reactions.

Its stoichiometric matrix and its propensity functions, aj : Z+ ! R, are given by

⌫ =

0

B

B

B

B

B

B

B

B

B

B

B

B

B

B

@

1 0 0 0

�1 0 1 0

0 1 0 0

�1 �1 0 1

0 0 �1 0

0 �1 0 0

1

C

C

C

C

C

C

C

C

C

C

C

C

C

C

A

tr

and a(X) =

0

B

B

B

B

B

B

B

B

B

B

B

B

B

B

@

E

0.025G

1000E

7.5⇥10�6GS

0.25E

2S

1

C

C

C

C

C

C

C

C

C

C

C

C

C

C

A

,

respectively.

In this model, X(t) = (G(t), S(t), E(t), V (t)), and g(X(t)) = V (t), the number of

viruses produced. The initial condition is X0=(0, 0, 10, 0) and the final time is T=20.

The initial time mesh is uniform and its size is 0.5. The initial exit probability bound

is 1e� 02. This example is interesting because i) it shows a clear separation of time

scales, ii) our previous hybrid Cherno↵ method has no computational work gain with

respect to an exact method, and iii) in [2], the authors take an alternative approach

treating the fast reactions 3 and 5 separately.

We now analyze an ensemble of 10 independent runs of the phase II algorithm (see

Section 6.3.4), using di↵erent relative tolerances. In Figure 6.1, we show the total

predicted work (runtime) for the multilevel mixed method and for the SSA method

in relation to the estimated error bound. We also show the estimated asymptotic

work of the multilevel mixed method. We remark that the computational work of the

multilevel Hybrid method is the same as the work of the SSA.
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SSA
Mixed ML
slope 1/2
Asymptotic

TOL L⇤ ŴML

ŴSSA

(avg,min,max) (avg,min,max)

1.00e-01 (1.2, 1, 2) (3, 2, 4)e-02
5.00e-02 (2.6, 2, 3) (2, 2, 2)e-02
2.50e-02 (3.8, 3, 4) (3, 3, 3)e-02
1.25e-02 (4.6, 4, 5) (3, 3, 5)e-02
6.25e-03 (5.4, 5, 6) (5, 3, 6)e-02
3.13e-03 (6.6, 6, 8) (5, 4, 6)e-02
1.56e-03 (8.4, 7, 9) (5, 3, 7)e-02
7.81e-04 (9.0, 9, 9) (6, 4, 8)e-02
3.91e-04 (8.4, 8, 9) (5, 3, 7)e-02

Figure 6.1: Left: Predicted work (runtime) versus the estimated error bound,
with 95% confidence intervals. The multilevel mixed method is preferred over
the SSA and the multilevel hybrid method for all the tolerances. Right: Details
of the ensemble run of the phase II algorithm. Here, ŴML =

PL⇤

`=0  ̂`M` and
ŴSSA = MSSA CSSA A (NSSA⇤ ; ·). As an example, the fourth row of the table tells
us that, for a tolerance TOL=1.25 · 10�2, 4.6 levels are needed on average. The work
of the multilevel hybrid method is, on average, 3% of the work of the SSA and the
multilevel hybrid method.

In Figure 6.2, we can observe how the estimated weak error, ÊI,`, and the es-

timated variance of the di↵erence of the functional between two consecutive levels,

V̂`, decrease linearly as we refine the time mesh, which corresponds to a tau-leap-

dominated regime. This linear relationship for the variance starts at level 1, as ex-

pected. When the MNRM-dominated regime is reached, both quickly converge to

zero as expected. The estimated total path work,  ̂`, increases as we refine the time

mesh. We observe that it increases until it reaches a plateau, which corresponds to

the pure MNRM case where the computational cost is independent of the discretiza-

tion time-mesh size. In the lower right panel, we show the total computational work

only for the cases in which ÊI,` < TOL�TOL2.

In Figure 6.3, we show the main outputs of the phase II algorithm, �` and M`

for ` = 0, ..., L⇤, for the smallest considered tolerance. In this example, L⇤ is 8 or 9,

depending on the run. We observe that the number of realizations decreases more

slowly than linearly, from levels 1 to L⇤�1, until it drops, due to the change in the
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Figure 6.2: Upper left: the estimated weak error, ÊI,`, as a function of the time mesh
size, h. Upper right: the estimated variance of the di↵erence between two consecutive
levels, V̂`, as a function of h. Lower left: the estimated path work,  ̂`, as a function
of h. Lower right: the estimated total computational work,

PL
l=0  ̂lMl, as a function

of the level, L.

MNRM-dominated regime.

In Figure 6.4, we show TOL versus the actual computational error. It can be

seen that the prescribed tolerance is achieved with the required confidence of 95%,

since CA=1.96 for all the tolerances. The QQ-plot in the right part of Figure 6.4 was

obtained as follows: i) for the range of tolerances specified in the first column of Table

6.5.2, we ran the phase II algorithm five times, ii) for each output of the calibration

algorithm, we sampled the multilevel estimator, ML, defined in 6.3, 100 times. This

plot rea�rms our assumption about the Gaussian distribution of the statistical error.
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Figure 6.4: Left: TOL versus the actual computational error. The numbers above
the straight line show the percentage of runs that had errors larger than the required
tolerance. We observe that, in all cases, the computational error follows the imposed
tolerance with the expected confidence of 95%. Right: quantile-quantile plot based
on realizations of ML.

Remark 6.5.1. In the simulations, we observe that, as we refine TOL, the optimal

number of levels approximately increases logarithmically, which is a desirable feature.

We fit the model L⇤ = a log(TOL�1) + b, obtaining a=1.47 and b=3.56.

Remark 6.5.2 (Pareto rule). Using the cost-based rule (see remark 6.2.1), we esti-

mate the threshold for the Pareto rule, obtaining ⌫ = 0.95419. It turns out that, for
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this example, ŴMixPareto/ŴMix ranges from 0.6 to 0.75 (for most TOLs). This shows

that it is possible to increase the computational work gains further in some examples.

Remark 6.5.3. The savings in computational work when generating Poisson random

variables heavily depend on MATLAB’s performance capabilities. In fact, we would

expect better results from our method if we were to implement our algorithms in more

performance-oriented languages or if we were to sample Poisson random variables in

batches.

6.6 Conclusions

Given a stochastic reaction network, X, with fast and slow channels, and a given

suitable observable of X, in this work we addressed the problem of approximating,

E [g(X(T ))], within a given prescribed relative tolerance, TOL>0, and up to a given

confidence level at near-optimal computational work. To this end, we developed an

adaptive multilevel Monte Carlo method (mixed method) that extends the hybrid

method presented in [30, 8] using a low cost reaction-splitting heuristic. Our mixed

method achieves the same order of computational complexity of an exact method,

namely O(TOL�2), but with a smaller constant. We also present a new method

for estimating the global exit error associated with the use of the tau-leap method.

In the context of stochastic reaction networks and based on Kurtz’s random time-

change representation, we introduce a novel control variate for g(X(T )), which adds

negligible computational cost when simulating an approximate path of X and may

lead to additional dramatic cost reductions.
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Algorithm 22 Coupled mixed path. Inputs: the initial state, X(0), the final time, T ,
the propensity functions, (aj)Jj=1, the stoichiometric vectors, (⌫j)Jj=1, and two time-meshes,

one coarser, (ti)Ni=0, such that tN=T , and one finer, (sj)N
0

j=0, such that s0=t0, sM=tN , and

(ti)Ni=0⇢(sj)N
0

j=0. Outputs: a sequence of states evaluated at the coarse grid, (X̄(tk))Kk=0 ⇢
Zd
+, such that tK  T , a sequence of states evaluated at the fine grid ( ¯̄X(sl))K

0
l=0 ⇢ Zd

+, such

that X̄(tK) 2 Zd
+ or ¯̄X(sK0) 2 Zd

+. If tK < T , both paths exit the Zd
+ lattice before the final

time, T . It also returns the number of times the tau-leap method is successfully applied at
the fine level and at the coarse level and the number of exact steps at the fine level and
at the coarse level. For the sake of simplicity, we omit sentences involving the recording of
current state variables, counting of the number of steps, checking if the path jumps out of
the lattice, the updating of the current split, , and the return sentence.

1: t t0; X̄  X(0); ¯̄X  X(0)
2: t̄ next grid point in (ti)Ni=0 larger than t
3: (H̄, R̄TL, R̄MNRM, ā) Algorithm 23 with (X̄,t,t̄,T ,�̄)
4: ¯̄t next grid point in (si)Ni=0 larger than t
5: ( ¯̄H, ¯̄RTL,

¯̄RMNRM, ¯̄a) Algorithm 23 with ( ¯̄X,t,¯̄t,T ,¯̄�)
6: while t < T do
7: H  min{H̄, ¯̄H}
8: (B1, B2, B3, B4) split building blocks from (R̄TL, R̄MNRM,

¯̄RTL,
¯̄RMNRM)

9: Algorithm 24 (compute state changes due to block B1)
10: Initialize internal clocks R,P if needed (see [30, 8])
11: for B = B2, B3, B4 do
12: tr  t
13: while tr < H do
14: update Pj2B
15: switch B do
16: case B2

17: d̄ āj2B
18: ¯̄d aj2B(

¯̄X)
19: ⌧r  Compute the Cherno↵ tau-leap step size using (X̄, āj2B, H, �̄)

20: case B3

21: d̄ aj2B(X̄)
22: ¯̄d ¯̄aj2B
23: ⌧r  Compute the Cherno↵ tau-leap step size using ( ¯̄X, ¯̄aj2B, H, ¯̄�)

24: case B4

25: d̄ aj2B(X̄)
26: ¯̄d aj2B(

¯̄X)
27: ⌧r  1
28: A1  min(d̄, ¯̄d)
29: A2  d̄� A1; A3  ¯̄d� A1

30: Hr  min{H, tr+⌧r}
31: (tr, X̄, ¯̄X,RjB, Pj2B) Algorithm 25 with (tr, Hr, X̄, ¯̄X,Rj2B, Pj2B, A)
32: end while
33: end for
34: t H (continued on next page)
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35: if t < T then
36: if H̄ = ¯̄H then
37: t̄ next grid point in (ti)Ni=0 larger than t
38: (H̄, R̄TL, R̄MNRM, ā) Algorithm 23 with (X̄,t,t̄,T ,�̄)
39: end if
40: if H̄ = ¯̄H then
41: ¯̄t next grid point in (sj)N

0
j=0 larger than t

42: ( ¯̄H, ¯̄RTL,
¯̄RMNRM, ¯̄a) Algorithm 23 with ( ¯̄X,t,¯̄t,T ,¯̄�)

43: end if
44: end if
45: end while

Algorithm 23 Compute the next time horizon. Inputs: the current state, X̃, the current
time, t, the next grid point, t̃, the final time, T , the one-step exit probability bound, �̃,
and the propensity functions, a=(aj)Jj=1. Outputs: the next horizon, H, the set of reaction

channels to which the Tau-leap method should be applied, R̃TL, the set of reaction channels
to which MNRM should be applied, R̃MNRM, and current propensity values, ã.

1: ã a(X̃)
2: (R̃TL, R̃MNRM) Algorithm 20 with (X̄, t, (aj(X̄))Jj=1, �̃, t̃,)

3: if R̃TL 6= ; then
4: H̃  min{t̃, t+⌧(R̃TL), T}
5: else
6: H̃  min{t+⌧(R̃TL), T}
7: end if
8: return (H̃, R̃TL, R̃MNRM, ã)

Algorithm 24 Compute building block 1. This algorithm is part of Algorithm 22.
1: tr  t
2: while tr < H do
3: ⌧̄r  Compute the Cherno↵ tau-leap step size using (X̄, āj2B1 , H, �̄)
4: ¯̄⌧r  Compute the Cherno↵ tau-leap step size using ( ¯̄X, ¯̄aj2B1 , H, ¯̄�)
5: Hr  min{H, tr+⌧̄r, tr+¯̄⌧r}
6: A1  min(āj2B1 , ¯̄aj2B1)
7: A2  āj2B1 � A1

8: A3  ¯̄aj2B1 � A1

9: ⇤ P(A·(Hr�tr))
10: ¯̄X  ¯̄X + (⇤1+⇤2)⌫j2B1

11: X̄  X̄ + (⇤1+⇤3)⌫j2B1

12: tr  Hr

13: end while
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Algorithm 25 The auxiliary function used in algorithm 22. Inputs: current time, t,
current time horizon, ¯̄T , current system state at a coarser level and a finer level, X̄, ¯̄X,
respectively, the internal clocks R and P , the values, A, and the current building block, B.
Outputs: updated time, t, updated system states, X̄, ¯̄X, and updated internal clocks, Ri,
Pi, i=1, 2, 3.

1: �ti  (Pi �Ri)/Ai, for i = 1, 2, 3
2: � mini{�ti}
3: µ argmini{�ti}
4: if t+� > ¯̄T then
5: R R + A·( ¯̄T�t)
6: t ¯̄T
7: else
8: update X̄ and ¯̄X using ⌫j2B
9: R R + A�

10: r  uniform(0, 1)
11: Pµ  Pµ + log(1/r)
12: t t+�
13: end if
14: return (t, X̄, ¯̄X,R, P )
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Chapter 7

Multiscale Modeling of Wear

Degradation in Cylinder Liners

with Fabrizio Ruggeri, Alvaro Moraes and Ra

´

ul Tempone

Every mechanical system is naturally subjected to some kind of wear process that,

at some point, will cause failure in the system if no monitoring or treatment process

is applied. Since failures often lead to high economical costs, it is essential both to

predict and to avoid them. To achieve this, a monitoring system of the wear level

should be implemented to decrease the risk of failure. In this work, we take a first

step into the development of a multiscale indirect inference methodology for state-

dependent Markovian pure jump processes. This allows us to model the evolution of

the wear level, and to identify when the system reaches some critical level that triggers

a maintenance response. Since the likelihood function of a discretely observed pure

jump process does not have an expression that is simple enough for standard non-

sampling optimization methods, we approximate this likelihood by expressions from

upscaled models of the data. We use the Master Equation to assess the goodness-of-fit

and to compute the distribution of the hitting time to the critical level.
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7.1 Introduction

It is well known that one of the main factors in the failure of heavy-duty diesel engines

used for marine propulsion is wear of the cylinder liner [52]. The stochastic modeling

of the wear degradation of cylinder liners is extensively treated in [51, 52, 53, 3]

and references therein. This wear process, at some point, will cause failure if no

maintenance program is utilized. An e↵ective maintenance program is one that can

be carried out when there is some identifiable warning of the occurrence of failure.

Then, preventive maintenance can be carried out on the basis of the current condition

of the liner, generally when the maximum wear approaches a specified limit as imposed

by warranty clauses.

In this work, we aim to use a multiscale indirect inference approach for the wear

degradation problem. In our context, the term indirect inference is used in the sense

that “it is impossible to e�ciently estimate the parameters of interest because of

the intractability of the likelihood function” [91]. But, instead of using a sampling-

oriented method to obtain consistent estimators, we propose the use of a multiscale

hierarchy of approximate “tractable” likelihoods. After optimizing these likelihoods,

we plug the estimated parameters in our base model and assess its quality by checking

confidence bands computed directly from the estimated base model.

The data set, w = {wi}ni=1, taken from [3], consists of wear levels observed on n =

32 cylinder liners of eight-cylinder SULZER engines as measured by a caliper with

a precision of 0.05 mm. Warranty clauses specify that, to avoid failures, the liner

should be changed before it accumulates a wear level of 4.0 mm. Data are presented

in Figure 7.1.

As a consequence of the finite resolution of the caliper, the set of possible mea-

surements of the cylinder wear is represented with a finite lattice in the positive real

line. For that reason, we propose to model the resulting measurements of the wear

process as a Markovian pure jump process [92], which is the simplest class of pure
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Figure 7.1: Data set from [3]. Data refer to cylinder liners used in ships of the
Grimaldi Group.

jump processes. This type of process can be characterized by a finite set of possible

jumps, each one having a certain intensity function (see Section 7.2.1 for details).

In this work, we propose a multiscale inference approach that gradually allows

us to estimate the number of possible jumps of the process, its amplitudes, and the

corresponding intensity functions. We depart from the simplest possible pure jump

model, i.e., the one that has only one possible jump with a linear intensity function,

and proceed with more complex models, by, for instance, adding more possible jumps

and/or more general intensity functions.

Our base model, which defines the microscopic scale, is a continuous-time Markov

pure jump process in a lattice. Since the process is observed only in a finite set of

times, i.e., it is partially observed, its likelihood function usually can not be writ-

ten in a simple closed form amenable to performing standard optimization proce-

dures. Proper inference based on partially observed continuous-time Markov chains

in lattices should be based on likelihoods corresponding to non-homogeneous Poisson

processes. We refer to the chapter “Inference for Stochastic Kinetic Models” in [50]

for details on the mentioned likelihoods, and Monte Carlo Markov Chains (MCMC)

techniques for inference on pure jump processes. In [50], the inference procedure is

intended only for linear rates and it is based on MCMC and exact path-simulation
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techniques as the Stochastic Simulation Algorithm (SSA) by [5]. As a consequence,

this inference methodology may be very computationally demanding and does not

address the problem for general non-linear rates. Up to the authors knowledge, there

are no computationally low-cost sampling schemes from non-homogeneous Poissonian

bridges.

For that reason, the idea is to consider upscaled auxiliary versions for modeling

our data, from which we can obtain simpler likelihood functions. Once we estimate

the parameters from this approximate likelihood, we plug them into the base model

and look at how well it fits the data. We use confidence bands, computed from the

Master Equation [93] at the microscopic level, as a visual goodness-of-fit criteria. The

inference methodology, motivated by the introduction of several temporal scales is as

follows, the two first categories correspond to macroscale indirect inferences, whereas

the third category corresponds to the mesoscale indirect inferences and the last one

corresponds to direct inference at the microscale level:

Perturbed Mean Field We first approximate the likelihood function of our base

microscopic model by the likelihood corresponding to its Mean Field (macroscale

reaction rate ordinary di↵erential equations -ODEs-) whose observations are

perturbed with Gaussian noise.

Perturbed Gaussian process If the parameters estimated for each member of a

suitable family of macroscopic Mean Field models do not fit the experimental

data, we translate the indirect inference problem into a slightly more complex

one. In this case, the approximated likelihood corresponds to a Gaussian process

whose mean and variance are obtained by a second-order moment expansion of

the base model, perturbed with additive independent Gaussian noise. Then,

provided that the probability distribution of the underlying pure jump process

is unimodal for all times, we expect good agreement between the estimated

microscopic model and the experimental data.
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Langevin di↵usion If the estimated microscopic model does not fit the data, we

translate the inference problem into the mesoscopic scale, where inference tech-

niques for Langevin di↵usions apply. We observe that the likelihood functions

based on Gaussian models for the data are more restrictive than are the like-

lihoods based on the Langevin one, because the last one allows us to model

the time evolution of multimodal distributions. When the Gaussian model is

appropriate, however, it is estimated much more quickly than the Langevin one.

Direct inference In the same way, if the parameters estimated in a suitable family

of mesoscale Langevin models do not fit the experimental data, we should make

a direct inference at the microscopic level. It is worth mentioning that inference

procedures at the mesoscale and microscale are much more involved from the

computational point of view. For these two scales, the likelihood functions in

general can not be written in a closed form, and for that reason, they have to

be approximated and optimized by sampling procedures [94].

In the literature there are other approaches for the wear inference problem based

on pure jump processes that do not deal directly with the continuous time model. For

example, in [52], in a chapter entitled “Stochastic Processes for Modeling the Wear

of Marine Engine Cylinder Liners”, the authors modeled the wear process as a time-

continuous state-dependent Markov chain. In their methodology they approximated

the continuous nature of time by using a discrete time Markov chain with uniform

time steps and model its transitions probabilities with a Poisson kernel depending

on two parameters. The resulting fitting with this approach is poor and the authors

do not proceed further in this direction. In [3], a state-dependent, inhomogeneous

in time, Markov chain is proposed. The authors use a similar inference strategy by

discretizing time and space. These approximation steps and their relevant associated

errors are not discussed and the computational cost of this approximate inference

method explodes as one refines the time and/or space discretizations.
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Similar observations can be made for di↵usion processes, where the lattice is ap-

proximated by a continuum of states, and the Poissonian noise is replaced by Gaussian

noise. Sampling bridges from di↵usions is still an ongoing research area, see [55] and

the references therein.

Our main contribution is twofold. First, we o↵er a novel approach to the prob-

lem of modeling the wear degradation of cylinder liners by using a continuous time

Markov chain in a lattice determined by caliper precision. Second, we take a first step

toward a general methodology for a multiscale indirect inference approach. It is a

first step because, for this particular problem, we did not need to use the mesoscopic

or microscopic levels of approximation.

The goals of this work are: (i) to estimate the parameters of the wear process,

modeled as a Markovian pure jump process and,(ii) to obtain the distribution of the

hitting time to the critical warranty level.

The remainder of this paper is organized as follows. Section 7.2 presents the base

model, its upscalings and the system of ODEs for the first two moments of the base

model. In Section 7.3, we present the model that actually fits the data. Next, in

Section 7.4, we derive the likelihood functions for the macroscopic scales. Later, in

Section 7.5, we develop a method for computing the hitting time to the critical level

based on the solution of the Master Equation. Section 7.6 contains the results of the

inference process and the distribution of the hitting time for the fitted model. Finally,

Section 7.7 o↵ers the conclusions.

7.2 Methodology

In this section, we first present the elements of the base microscopic model and

its infinitesimal generator. Then, we derive the macroscopic Mean Field and the

mesoscopic Langevin approximations. Finally, we show how to derive a system of
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ODEs for the time evolution of the first two moments of the base model. The Mean

Field and the second-order expansion are used in Section 7.4 as the basis of the

indirect inference method.

7.2.1 The Pure Jump Process

Consider a Markov pure jump process, X, taking values in a lattice, S, in R+. This

means that the evolution of the state vector, X(t), is modeled as a continuous-time

Markov chain (see [12]).

Assume that each possible jump in the system occurs according to one of the

pairs {(aj(x; ✓), ⌫j)}Jj=1, where aj : S⇥⇥ ! R+ is known as the propensity function

associated with the jump ⌫j. For any ✓, we define aj(x; ✓)=0 for those x where

x+⌫j /2Zd
+. The propensity functions depend on a parameter ✓ 2 ⇥, where ⇥ is

assumed here to be finite dimensional.

The probability that the system jumps from x2S to x+⌫j2S during the small

interval (t, t+dt) is

P
�

X(t+dt) = x+⌫j
�

� X(t) = x
�

= aj(x; ✓)dt+ o (dt) .

Example 7.2.1 (Simple decay model). The Simple Decay model is a pure jump

process X in the lattice S = �N, where � is a positive real number. The system

starts from x02S at time t=0, and the only reaction allowed is ⌫ = ��. Its associated

propensity function is a(x; c) = c x, where c > 0.
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7.2.2 Upscaling: the Mean Field and Langevin equations

The generator LX of a pure jump Markov process X is a linear operator defined on

the set of bounded functions. In our case, it is given by (see [92])

LX(f) :=
X

j

aj(x; ✓)(f(x+ ⌫j)� f(x)). (7.1)

Using a first-order Taylor expansion of f in (7.1), we obtain the generator

LZ(f) :=
X

j

aj(x; ✓)@xf(x)⌫j,

which corresponds to the reaction-rates ordinary di↵erential equation (also known as

the Mean Field ODE)

8

>

<

>

:

dZ(t) = ⌫a(Z(t); ✓)dt, t 2 R+

Z(0) = x0 2 R+,
(7.2)

where the j-column of the matrix ⌫ is ⌫j and a is a column vector with components

aj.

Using a second-order Taylor expansion of f in (7.1), we obtain the generator of

an Itô di↵usion process, Y ,

LY (f) :=
X

j

aj(x; ✓)(@xf(x)⌫j +
1

2
⌫>j @

2
xf(x)⌫j),

where Y is the di↵usion process defined by the Langevin Itô stochastic di↵erential

equation (SDE), where B(t) is a RJ valued Wiener process with independent compo-
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nents.

8

>

<

>

:

dY (t) = ⌫a(Y (t); ✓)dt+ ⌫diag(
p

a(Y (t); ✓))dB(t), t 2 R+

Y (0) = x0 2 R+.
(7.3)

7.2.3 The second-order moment expansion

The Mean Field equations (7.2) approximate the evolution of the mean of the pure

jump process X. But, sometimes, it is desirable to have ODEs that approximate

higher-order moments as well. Here, we show how to derive a system of ODEs for the

evolution of the first two moments of a pure jump process by approximating it with

a Gaussian process. This approach is well suited for unimodal distributions of X(t)

for all times. In such a case, it has a main advantage with respect to the Langevin

di↵usion approach (7.3) because we do not need to sample any random variables, and

in particular di↵usion bridges, for obtaining estimations of our parameters.

Direct approach: Consider the Dynkin formula [92] for the process X,

E [f(X(t))] = f(X(0)) +

Z t

0

E [LX(f)(s)] ds. (7.4)

To obtain the second-order moment expansion, we simply consider the formula (7.4)

applied to f(x) = x and f(x) = x2. This leads to

8

>

<

>

:

E [X(t)] = x0 +
R t

0 E
h

P

j aj(X(s); ✓)⌫j
i

ds

E [X2(t)] = x2
0 +

R t

0 E
h

P

j aj(X(s); ✓)
�

2⌫jX(s) + ⌫2j
�

i

ds.
(7.5)

In general, the system (7.5) is not closed, and it depends on the form of the

propensity functions aj. In the linear case, when aj(x; ✓) = g(✓)x, the system (7.5) is

closed. We derive in Section 7.4.2 an ODE system for µ(t) := E [X(t)] and �2(t) :=

E [(X(t)� µ(t))2].

An alternative approach: We present here an alternative way of deriving a system
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of ODEs that approximately describes the evolution of the first two moments of the

process, X. The advantage of this approach is that it always gives a closed system of

ODEs.

Consider a general SDE of the form

dY (t) = ↵(Y (t))dt+ �(Y (t))dB(t). (7.6)

It is possible to approximate the moments of Y (t) as follows. First, take expec-

tations in both sides of (7.6), and also in both sides of the SDE that results from

applying the Itô formula to the function g(y, t) := (y � E [Y (t)])2. Then, define

�(t) := Y (t)�E [Y (t)], and Taylor-expand ↵(Y (t)), �(Y (t)) and �(t)(↵(t)�E [↵(t)])

around E [Y (t)] in powers of �(t). Finally, drop the terms of order E [�3(t)] and higher.

In that way, we obtain the following system of ODEs:

8

>

>

>

>

<

>

>

>

>

:

dµ(t) = (↵(µ(t)) + ↵00(µ(t))�(t)/2) dt

d�2(t) = ((2↵0(µ(t)) + �00(µ(t)))�2(t) + 2�(µ(t))) dt

(µ(0), �2(0)) = (x0, 0), x0 2 R+, t 2 R+,

(7.7)

where �(y) := �(y)2/2, such that µ(t) and �2(t) approximate E [Y (t)] and E [�2(t)],

respectively. This moment expansion approach can be extended directly to the mul-

tidimensional case. For the linear case, when aj(x; ✓) = g(✓)x, the system in (7.7) is

equivalent to the system in (7.5).

Remark 7.2.2. When the distribution of X(t) is multimodal, then we can extend the

approach in (7.7), by approximating the distribution of X(t) with a Gaussian mixture.

The price to pay in this case is the increment in the dimension of the resulting ODE

system.
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7.3 The thickness measurement process

In this section, we define an auxiliary process named the thickness process that is

used for modeling and inference convenience. The relation between the wearing and

the thickness processes is simple: the sum of both is a constant that equals the initial

thickness. Therefore, the thickness process is decreasing and it takes positive values

in the lattice generated by caliper precision.

It is worth mentioning that the simple decay model described in Example 7.2.1

predicts a much smaller variability than does the one observed in the data, and it can

not be used as a model for the thickness process. For that reason, we propose modeling

the thickness process using two reactions with linear state-dependent coe�cients.

This model generates satisfactory confidence bands that we use as a goodness-of-fit

test.

Definition of the thickness process. Let X(t) be the thickness process derived

from the wear of the cylinder liners up to time t (see [53, 3]), i.e., X(t) = T0�W (t),

where W is the wear process and T0 is the initial thickness. We model X(t) as a

sum of two simple decay processes (see Example 7.2.1) with � = 0.05 (which is

the resolution of the measurement instrument), since one simple decay process is

not enough to explain the variance of the data. The two considered intensity-jump

pairs are (a1(x), ⌫1) = (c1x,��) and (a2(x), ⌫2) = (c2x,�k�), where k is a positive

integer to be determined, and c1 and c2 are coe�cients with dimension (mm ·hour)�1.

Therefore, the probability to observe a thickness decrement in a small time interval

(t, t+ dt) is

P (X(t+ dt) = X(t)��
�

� X(t) = x) = c1x dt

P (X(t+ dt) = X(t)�k�
�

� X(t) = x) = c2x dt,

where the initial thickness X(0) = T0, the coe�cients c1, c2 and k are four unknown
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parameters.

7.4 Inference for the thickness measurement pro-

cess

In this section, we obtain the likelihood functions at the macroscopic level for the

thickness process (7.8). The first step is to transform the data set to observe a

decreasing thickness process. We define the thickness data x = {xi}ni=1, as xi :=

T0�wi, where T0 is an unknown parameter that we expect to be around 5.0 mm (see

Section 7.6 for further details) and wi is the wear of the i-th datum. Observe that x

depends on T0.

We consider two approximate models for the experimental data, x, as follows. The

first one postulates that each data point is the Mean Field of the thickness process

plus Gaussian noise with constant variance. In this case, the maximum likelihood

estimation (MLE) leads to an ordinary least squares problem. This model turns

out to be unsatisfactory for two reasons: when we consider only one reaction, it

gives a very narrow confidence band; when we consider two reactions, there is an

identifiability problem since there is a straight line in which the maximum of the

likelihood is attained. The second one is slightly more complex. It postulates that

the data are the sum of two terms that are independent realizations of two Gaussian

random variables. The moments of the first random variable evolve in time according

to a system of ODEs obtained by moment expansion. The second term is just additive

Gaussian noise with constant variance. The MLE leads to a weighted least squares

problem with a logarithmic penalization term. In this case, as we see in Section 7.6,

there is only one point in which the maximum of the likelihood is attained.
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7.4.1 Mean Field approximation

Let us consider a Mean Field approximation for the thickness data, x, i.e., the data

x are modeled according to

xi = Z(ti) + ✏i (model 1), (7.8)

where Z(t) satisfies the Mean Field ODE (7.2) and ✏i are i.i.d. realizations ofN (0, �2
E)

for i = 1, . . . , n, where �2
E > 0 is the experimental measurement error. In this work,

we set �E = � (see Remark 7.4.1).

In this case, the likelihood function can be written as

L(✓;x) /
n
Y

i=1

exp

⇢

�(xi � Z(ti; ✓))2

2�2
E

�

, (7.9)

where ✓=(c1, c2, k, T0).

Now, given k and T0, the MLE for (c1, c2) is the minimizer of the opposite of the

log likelihood, i.e.,

c⇤(k, T0) := arg min
c1�0,c2�0

n
X

i=1

(xi � Z(ti; ✓))
2. (7.10)

7.4.2 A Gaussian approximation based on moment expansion

To obtain a system of ODEs for the time evolution of the first two moments of the

process X, we proceed to write down the system (7.5) in di↵erential form, where the

propensity functions and jumps are defined in (7.8). Since the propensity functions

are linear functions of the state, we have a closed system of ODEs:
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8

>

>

>

>

<

>

>

>

>

:

dµ(t) = (c1⌫1 + c2⌫2)µ(t)dt,

d�2(t) = (2(c1⌫1 + c2⌫2)�2(t) + (c1⌫21 + c2⌫22)µ(t)) dt,

(µ(0), �2(0)) = (x0, 0), x0 2 R+, t 2 R+.

(7.11)

Its solution is given by

µ(t) = x0 exp ((c1⌫1 + c2⌫2)t) , (7.12)

�2(t) = x0
c1⌫21 + c2⌫22
c1⌫1 + c2⌫2

exp ((c1⌫1 + c2⌫2)t) (exp ((c1⌫1 + c2⌫2)t)� 1). (7.13)

Based on µ(t) and �2(t), we consider a Gaussian model for our data, i.e., the data

x are modeled according to

xi = Ỹ (ti) + ✏i (model 2), (7.14)

where, Ỹ (t) ⇠ N (µ(t), �2(t)), with mean µ(t) and variance �2(t). We also consider

that ✏i are i.i.d. realizations of N (0, �2
E) for i = 1, . . . , n, where �2

E > 0 is the

experimental measurement error. Here, �E = � (see Remark 7.4.1).

In this case, the likelihood function can be written as

L(✓;x) =
n
Y

i=1

1
p

2⇡(�2
E + �2(ti; ✓))

exp

⇢

� (xi � µ(ti; ✓))2

2(�2
E + �2(ti; ✓))

�

, (7.15)

where ✓=(c1, c2, k, T0).

Now, the MLE for (c1, c2), for fixed k and T0, is the minimizer of the opposite of

the log likelihood,

c⇤(k, T0) := arg min
c1�0,c2�0

n
X

i=1

⇢

(xi � µ(ti; ✓))2

�2
E + �2(ti; ✓)

+ log(�2
E + �2(ti; ✓))

�

. (7.16)
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Finally, we determine the appropriate values of k and T0 by analyzing the sequence

{c⇤(k, T0)}k�2 for di↵erent values of T0. In Section 7.6, we see that for our data set,

w, the appropriate values for k and T0 are 4 and 5.0 mm, respectively.

Remark 7.4.1. Since the precision of the caliper is �, if we assume that the mea-

surement errors are normally distributed, then the interval ±�/2 is approximately

±3�E wide, and therefore we could set �E = 2�/3. Numerical experiments show that

our inferences are essentially the same whether �E is � or 2�/3.

Remark 7.4.2. From the Langevin equation (7.3), if we define ↵(y) := ⌫a(y; ✓) and

�(y) := ⌫diag(
p

a(y; ✓)), we again obtain the system in (7.11).

Remark 7.4.3. The wear process, by its physical nature, is increasing and bounded,

therefore the thickness process should be decreasing and bounded from below. Thus,

we expect that the mean of the thickness process, µ(t), defined in (7.12), decays to

zero. Regarding the variance, �2(t), defined in (7.13), it should start from zero at

time zero, increase, and then return to zero again.

7.5 Hitting Times

In this section, we address the problem of computing the distribution of the time in

which the wear attains a certain critical value, L, i.e., the hitting time to L. Let ⌧L

be the first time that the wear process, W , is greater or equal than the critical level,

L,

⌧L := inf{t 2 R+ : W (t) � L}.

This is exactly the first time that the thickness process, X, is less than or equal to

B = T0 � L, where T0 is the initial thickness.

We have that F⌧B ;✓(t) := P (X(t)  B|✓) =
P

xB px(t; ✓), where px(t; ✓) is the

probability that X(t)=x, given the value of the parameter vector ✓. We know that
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px(t; ✓) satisfies a system of ODEs named the Master Equation (ME)(see [95, 20, 93]).

In our setting, the ME is given by

8

>

>

<

>

>

:

dpx(t; ✓)

dt
=
X

j

px�⌫j(t; ✓)aj(x� ⌫j; ✓)� px(t; ✓)
X

j

aj(x; ✓), t 2 R+

px(0; ✓) = 1x=x0 ,

(7.17)

where 1A is the indicator function of the set A, x, x+⌫j 2 S and ✓ = (c1, c2, k, T0).

This system of ODEs can be e�ciently solved by any standard numerical technique.

7.5.1 Conditional Residual Reliability

Suppose that we know that the wear process, W , is at level w0 at time t0 � 0. Assume

that there exists a critical stopping level, wmax > w0, that determines the residual

lifetime ⌧max � t0. For t > 0, the residual lifetime is greater than t, if and only if

W (t0 + t) < wmax. Therefore, the conditional probability

P (⌧max � t0 > t|W (t0) = w0) = P (W (t0 + t) < wmax|W (t0) = w0) .

Taking into account the relation between the wear and the thickness processes, we

have that the conditional residual reliability function defined as

R(t; t0, w0) := P (⌧max � t0 > t|W (t0) = w0)

can be written as P (X(t;T0 � w0) > T0 � wmax), where X(·, x0) is the thickness pro-

cess starting from x0.
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7.6 Numerical Results

As mentioned at the beginning of the Section 7.3, simple decay models (see 7.2.1) do

not fit the wear data, w = {wi}ni=1, since they produce very narrow confidence bands,

like the dashed blue one shown in the left panel of Figure 7.4. In fact, we modeled

a(x; ✓) as
PJ

j=1 cjx
j for J = 1, 2, 3. In each case the only non-trivial coe�cient was

c1. It is important to notice that all the confidence bands are computed using the

ME (7.17).

Consider the pure jump process defined in (7.8). For this process, we have to esti-

mate the values of c1, c2, k and T0. Figure 7.2 shows, in the left panel, the contour plot

of the least squares function (7.10), associated with the likelihood function defined

in (7.9), for k=4 (for other values of k, we obtain the same results), and T0=5.0. We

can observe an identifiability problem since the maximum of the likelihood function

is attained at a straight line, see the left panel of Figure 7.2. By varying the values of

c1 and c2 in the minimum level set of the least squares function, we obtain a family

of confidence bands. For c2 = 0 (one reaction model), or small values of c2, the con-

fidence band is very narrow, see the right panel of Figure 7.2. In the other extreme,

when c1 is positive but close to zero, we obtain satisfactorily wide confidence bands,

shown in the right panel of Figure 7.3.

To identify properly the values of c1 and c2 for each integer k�2 and T02S, we

use model 2, defined in (7.14), for the thickness data x. Figure 7.3 shows, in the

left panel, the contour plot of the least squares function (7.16), associated with the

likelihood function defined in (7.15) for k=4 and T0=5.0. Now, we are in a better

situation regarding identifiability. Conditional on those values of k and T0, the MLE

for (c⇤1, c
⇤
2) is given by (0.63 · 10�4, 1.2 · 10�4). In the right panel, the corresponding

90% confidence band is shown, which is very similar to the one obtained in [3], but

we use a more parsimonious model for the wearing process.

Figure 7.4 shows in the left panel the wear data, w, along with the confidence



304

c
1

c 2

Residuals of the opposite of the loglikelihood

 

 

0 1 2 3 4 5 6

x 10
!4

0

0.5

1

1.5

2

2.5
x 10

!4

0

0.5

1

1.5

2

2.5

3

3.5

4

4.5

5

0 1 2 3 4 5 6

x 10
4

0

0.5

1

1.5

2

2.5

3

3.5

4

4.5

Operating time [h]

W
e

a
r

Data and the 90% confidence band

 

 

The 90% confidence band  .

Figure 7.2: Left panel: residuals of the opposite of the loglikelihood of (7.9) for
k = 4. There is an identifiability problem for the parameters c1 and c2. For each pair
in the minimizing set, we have a di↵erent confidence band. Right panel: wear data
and the 90% confidence band under model 1, defined in (7.8), for positive but small
c2. The confidence band turns to be narrow when c1 increases.
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Figure 7.3: Left panel: residuals of the minus loglikelihood (7.15) for k = 4. The
model 2, defined in (7.14), for the thickness data x, produces a likelihood function
with a unique global maximum. The MLE is (c⇤1, c

⇤
2) = (0.63 · 10�4, 1.2 · 10�4). Right

panel: th 90% confidence band.

bands computed for the data models 1 and 2. The values of c1, c2 and k were com-

puted using the upscaled models, but fitted using the ME, which acts directly in the

microscopic base model (7.8).

Now, consider the values of the objective function defined in (7.16), evaluated at

✓⇤:=(c⇤(k, T0), k, T0), as a function of k and T0,

F (k, T0) :=
n
X

i=1

⇢

(xi �m(ti; ✓⇤))2

�2
E + �2(ti; ✓⇤)

+ log(�2
E + �2(ti; ✓

⇤))

�

. (7.18)
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Figure 7.4 shows in the right panel that F (k, T0=5.0mm) decreases until k=4, where

it reaches a plateau. The same situation is true for other values of T0, even more,

F (4, 5.0)  F (4, T0) for T0 2 S. For that reason, ✓⇤⇤ := (0.63 · 10�4, 1.2 · 10�4, 4, 5.0)

is the MLE for our model. As a consequence, we identify two types of jumps, one

with amplitude � and the other with amplitude 4�.

Figure 7.5 shows the evolution in time of the probability mass function defined in

(7.17), px(t; ✓⇤⇤), which is the solution of an ODE system. It looks like the typical

surface obtained in the Fokker Planck equations for di↵usions, but this is because we

are considering a fine lattice, S=�N, with �=0.05. We see that it departs at time

t=0 from a point mass concentrated at the initial thickness T0, and it di↵uses into

a unimodal bell-shaped distribution. In the domain, we plotted 100 exact simulated

paths and their average (see [5]).

In Section 7.5, we defined the hitting time to the critical level L. Let L=4, as

specified in warranty clauses. Then, since we have T0=5.0, we have that B=1. We

can see the cumulative distribution function (CDF) and the probability distribution

function (PDF) of the hitting time, ⌧B, for B=1, in the left and right panels of Figure

7.6, respectively. The figure indicates that at around t = 30, 000 hours, it is advisable

to start monitoring the wear.
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Figure 7.4: Left panel: the exact 90% confidence band from the ME (7.17). Right
panel: Plot of F (k) defined in 7.18. F (k) decreases until k=4, where it reaches a
plateau.
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Figure 7.5: Solution of the ME (7.17) and 100 exact simulated paths [5].
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Figure 7.6: Left panel: CDF of the hitting time for B = 1. Right panel:PDF of
the hitting time to the critical level.

Figure 7.7, in the left panel, shows the evolution of the Gaussian confidence in-

tervals with the mean and variance computed from the process X. The functions

µ(t) and �2(t) are defined in (7.11). In the right panel of Figure 7.7, we see that the

confidence band computed from the ME (7.17) does not contain any negative value.

In Figure 7.8, we show, in the left panel, the QQ-plot of the normalized thickness

data, z = {zi}ni=1, defined by zi = (xi�µ(ti))/
p

�2(ti) + �2
E, where the thickness data

{xi}ni=1 are defined in Section 7.4. The figure suggests that there is good agreement

between z and the standard Gaussian distribution. In the right panel of Figure 7.8, we

show the percentage histogram and a kernel density estimation of z. The p-value of
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Figure 7.7: Left panel: wear data and the band made from the 90% confidence
intervals µ(t)± 1.645

p

�2(t) + �2
E, where µ(t) and �

2(t) are defined in (7.11). In this
case, µ(t) and �2(t) describe exactly the evolution of the mean and variance of the
process X. Right panel: details of the left panel. We see that the confidence band
computed from the ME (7.17) does not contain any negative value.

the Shapiro-Wilk test is 0.68. We therefore can not reject Gaussianity. This analysis

strongly supports the use we made of model 2, defined in (7.14), for the thickness

data, x.
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Figure 7.8: Left panel: QQ-plot of the normalized thickness data, zi = (xi �
µ(ti))/

p

�2(ti) + �2
E. This plot suggests that there is good agreement between z

and the standard Gaussian distribution. Right panel: percentage histogram and a
kernel density estimation of z. The p-value of the Shapiro-Wilk test is 0.68. We can
therefore not reject Gaussianity.

Figure 7.9 shows the behavior of the conditional residual reliability function,

R(t; 0, w0) (see Section 7.5.1), for some values of w0. In this case, we set wmax = 4.

As expected, for a fixed residual lifetime t, we have that R(t; 0, w0) is a decreasing

function of w0.
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Figure 7.9: The conditional residual reliability function, R(t; 0, w0) (see Section 7.5.1),
for some values of w0.

7.7 Conclusions

In this paper, we presented a novel approach to the problem of modeling the wear

process of cylinder liners. Since the measuring caliper has finite precision, the wear

process takes values in a lattice and therefore a pure jump process is a sensible model.

In this approach, we started fitting one of the most simple pure jump processes, i.e.,

the simple decay model, and added complexity only when necessary. We found that

the wear process can be modeled using only two jumps of amplitudes � and 4�, with

linear propensity functions. In contrast to the work of Giorgio et al (2011) [3], we did

not need to use age-dependent propensity functions or gamma noise. Nevertheless,

our approach is totally suitable for dealing with age-dependent propensities since the

time do not play role other than given constant quantities.

One of the main contributions of this work is the multiscale indirect inference

approach, where the inferences are based on upscaled models. The coe�cients of

the linear propensity functions were inferred using the likelihood associated with a

Gaussian upscaled model. The mean and variance of this Gaussian process are the

solutions of a second-order moment expansion ODE system. In this way, we computed

the MLE by solving a standard non-linear least squares problem. We observe that
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this method is much simpler than dealing directly with the likelihood of the pure

jump process, which in general can not be expressed in closed form and requires

computationally intensive sampling techniques to be solved. We notice that, as long

as the probability distribution of the pure jump process is unimodal at every time, our

Gaussian inference approach is applicable and produces substantially savings in the

computational work. Otherwise, the Langevin model, while more computationally

demanding, is more flexible.

Thanks to the remarkable simplicity of our model, we can easily obtain the dis-

tribution of any observable of the process directly from the solution of the Master

Equation, which provides the probability distribution of the process at all times.

From this probability mass function, we easily compute the cumulative distribution

function of the hitting time to the critical value stipulated in the warranty and the

conditional residual reliability function. It is worth mentioning that we did not use

Monte Carlo simulation or any other sampling procedure.
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Chapter 8

An E�cient Forward-Reverse

Expectation-Maximization

Algorithm for Statistical Inference

in Stochastic Reaction Networks

with Christian Bayer, Alvaro Moraes and Ra

´

ul Tempone

In this work, we present an extension of the forward-reverse representation by Bayer

and Schoenmakers [Annals of Applied Probability, 24(5):1994–2032, October 2014] to

the context of Stochastic Reaction Networks (SRNs). We use this stochastic represen-

tation to make the approximation of expected values of functionals of SNR bridges

computationally feasible. We then apply this SNR bridge-generation technique to

the statistical inference problem of approximating the reaction propensities based on

discretely observed data. To this end, we introduce a two-phase iterative inference

method in which, during the first phase, we solve a set of deterministic optimization

problems where the SRNs are replaced by their reaction-rate ODE approximation;

then, during the second phase, we apply the Monte Carlo version of the Expectation-

Maximization (EM) algorithm starting from the output of phase I. By selecting a set
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of over-dispersed seeds as initial points for the phase I, the output of parallel runs

of our two-phase method is a cluster of approximate maximum likelihood estimates.

Our results are illustrated by numerical examples.

8.1 Introduction

Stochastic Reaction Networks (SRNs) are a class of continuous-time Markov chains,

X⌘{X(t)}t2[0,T ], that take values in Zd
+, i.e., the lattice of d-tuples of non-negative

integers. SRNs are mathematical models employed to describe the time evolution

of many natural and artificial systems. Among them we find biochemical reactions,

spread of epidemic diseases, communication networks, social networks, transcription

and translation in genomics and virus kinetics.

For historical reasons, the jargon from chemical kinetics is used to describe the

elements of SRNs. The integer d�1 is the number of chemical species reacting in our

system. The coordinates of the Markov chain, X(t)=(X1(t), . . . , Xd(t)), account for

the number of molecules or individuals of each species present in the system at time

t. The transitions in our system are given by a finite number J of reaction channels,

(Rj)Jj=1. Each reaction channel Rj is a pair formed by a vector ⌫j of d integer

components and a non-negative function aj(x) of the state of the system. Usually, ⌫j

and aj are named stoichiometric vector and propensity function, respectively. Since

our state space is a lattice, our system evolves in time by jumps from one state to

the next, and for that reason X is a pure jump process.

The propensity functions, aj, are usually derived through the mass action principle

also known as the law of mass action, see for instance Section 3.2.1 in [96]. For that

reason, we assume that aj(x)=cj gj(x), where cj is a non-negative coe�cient and gj(x)

is a given monomial in the coordinates of the process, X. However, our results can

be easily extended to polynomial propensities.
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In this work, we address the statistical inference problem of estimating the co-

e�cients ✓=(c1, . . . , cJ) from discretely observed data, i.e., data collected by observ-

ing one or more paths of the process X at a certain finite number of observational

times or epochs. It means that our data, D, is a finite collection {(tn,m, x(tn,m))},

where m=1, 2, . . . ,M indicates the observed path, n=1, 2, . . . , N(m) indicates the n-

th observational time corresponding to the m-th path, and the datum x(tn,m) can be

considered as an observation of the m-path of the process X at time time tn,m. The

observational times, tn,m, are either deterministic or random but independent from

the state of the process X. In what follows, we denote with Xi,n,m the i-th coordinate

of X(tn,m,!m), with X·,n,m the vector X(tn,m,!m), where !m is the m-th path of the

process X.

Let us remark that we observe all the coordinates of X and not only a fixed subset

at each observational time tn,m. In that sense, we are not treating the case of partially

observed data where only a fixed proper subset of coordinates of X is observed.

Remark 8.1.1. The partially observed case can in principle also be treated by a

variant of the FREM algorithm based on [55], Corollary 3.8.

For further convenience, we organize the information in our data set, D, as a finite

collection,

D = ([sk, tk], x(sk), x(tk))
K
k=1, (8.1)

such that for each k, Ik := [sk, tk] is the time interval determined by two consecutive

observational points sk and tk, where the states x(sk) and x(tk) have been observed,

respectively. Notice that D collects all the data corresponding to the M observed

paths of the process X. For that reason, it is possible to have [sk, tk]=[sk0 , tk0 ] for

k 6=k0, for instance, in the case of repeated measurements.

For technical reasons, we need to define a sequence of intermediate times, (t⇤k)
K
k=1;
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for instance, t⇤k, could be the midpoint of [sk, tk].

It turns out that the likelihood function, likc(✓), corresponding to data obtained

from continuously observed paths of X is relatively easy to derive, see Section 8.3.2.

It depends on the total number of times that each reaction channel fires over the time

interval [0, T ] and the values of the monomials gj evaluated at the jump times of X.

Since the observational times, tn,m, are not necessarily equal to the jump times of the

process X, we can not directly deal with the likelihood likc(✓). For that reason, we

consider the Monte Carlo version of the Expectation-Maximization (EM) algorithm

[56, 9, 57, 58] in which we treat the jump times ofX and their corresponding reactions,

as missing data. The “missing data” can be gathered by simulating SRN-bridges of

the process X conditional on the data, D, i.e., X(sk)=x(sk) and X(tk)=x(tk) for all

intervals [sk, tk]. To simulate SRN-bridges, we extend the forward-reverse technique

developed by Bayer and Schoenmakers [55] for Itô di↵usions to the case of SRNs. As

explained in Section 8.2, the forward-reverse algorithm generates forward paths from

sk to t⇤k and backward paths from tk to t⇤k. An exact SRN-bridge is formed when a

forward and backward paths meet at t⇤k. Observe that the probability of producing

SRN-bridges strongly depends on the approximation of ✓ we use to generate the

forward and backward paths. Not only exact bridges are considered in this work, we

also relax this meeting condition by using a kernel .

In this work, we present a two-phase algorithm that approximates the Maximum

Likelihood Estimator, ✓̂MLE, of the vector ✓, using the collected data, D.

The phase I is the result of a deterministic procedure while the phase II is the

result of a stochastic one. The purpose of the phase I is to generate an estimate of ✓,

that will be used as initial point for the phase II. To this end, in the phase I we solve

a deterministic global optimization problem obtained by substituting at each time

interval, [sk, tk], the ODE approximations to the mean of the forward and reverse

stochastic paths and minimizing a weighted sum of the squares of the Euclidean
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distances of the ODE approximations at the times t⇤k. Using this value as starting

point of the phase II, we hope to simulate an acceptable number of SRN-bridges in

the interval [sk, tk] without too much computational e↵ort. The phase I starts at ✓(0)I

and provides ✓(0)II . In the phase II, we run a Monte Carlo EM stochastic sequence,

(✓̂(p)II )+1
p=1 until a certain convergence criterion is fulfilled. Here we have a schematic

representation of the two-phase method:

✓(0)I ! ✓(0)II ! ✓̂(1)II ! · · · ✓̂(p)II ! · · ·! ✓̂.

During the phase II, we intensively use a computationally e�cient implementa-

tion of the SRN-bridge simulation algorithm for simulating the “missing data” that

feeds the Monte Carlo EM algorithm. Details are provided in Section 8.4. Our two-

phase algorithm is named FREM as the acronym for Forward-Reverse Expectation

Maximization.

Our FREM algorithm has certain similarity with the estimation methodology

proposed in [97], but it also has remarkable di↵erences. In terms of the similarity,

in [97] the authors propose a two-phase method where the first phase is intended to

select a seed for the second phase, which is an implementation of the Monte Carlo EM

algorithm. While our first phase is deterministic and uses the reaction-rate ODEs as

approximations of the SRN-paths, theirs is stochastic and a number of parameters

should be chosen to determine the amount of computational work and the accuracy

of the estimates. There is also a main di↵erence is the implementation of the second

phase: while the FREM algorithm is focused in e�ciently generating kernel-based

SRN-bridges using the novel forward-reverse technology introduced by Bayer and

Schoenmakers in [55], the authors of [97] propose a trial-and-error shooting method

for sampling SRN-bridges. This shooting method can be viewed as a particular

case of the FREM algorithm by systematically choosing the intermediate point t⇤k
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as the right extreme point tk, giving no place for the backward paths. To quantify

the uncertainty in our estimates, we prefer to have the outputs of our algorithm

starting from a set of over-dispersed initial points without assuming Gaussianity in

its distribution (see [9]). The variance of our estimators can be easily assessed by

bootstrap calculations. In our numerical experiments, we observe that the outputs

lie on a low dimensional manifold in the parameter space; this is a motivation against

the use of the Gaussiantiy assumption. Regarding the stopping criterion proposed

in [97], we found that the condition imposed there, of obtaining three consecutive

iterations close to each other up to certain tolerance could be considered as a rare

event in some examples and it may lead to the generation of an excessive number of

Monte Carlo EM iterations. We refer to [97] for comparisons against other existing

related statistical inference methods for SRNS.

In [98] the authors propose a method based on maximum likelihood for parameter

inference. It is based on first estimating the gradient of the likelihood function with

respect to the parameters by using reversible jump Markov chain Monte Carlo sam-

pling (RJMCMC) [99, 100], and then applying a gradient descent method to obtain

the maximum likelihood estimation of the parameter values. The authors provide a

formula for the gradient of the likelihood function given the observations. The idea of

the RJMCMC method is to generate an initial reaction path, and then generate new

samples by adding or deleting a set of reactions from the path, by using an accep-

tance method. The authors propose a general method for obtaining a sampler that

can work for any reaction system. This sampler can be ine�cient in the case of large

observation intervals. At this point, we would like to observe that their approach can

be combined with ours if, instead of using RJMCMC for computing the gradient of

the likelihood function, we use our forward-reverse method. We think that this com-

bination may be useful in cases in which many iterations of our method are needed

(see Section 8.6.3 for such an example). This is left as future work.
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In the remainder of this section, we formally introduce SRNs, their reaction-rate

ODE approximations, the Stochastic Simulation Algorithm and the forward-reverse

method. In Section 8.2, we develop the main result of this article, that is the ex-

tension of the forward-reverse technique to the context of SRNs. The EM algorithm

for SRNs is introduced in Section 8.3. Next, in Section 8.4, we introduce the main

application of this article, that is the Forward-Reverse EM (FREM) algorithm for

SRNs. In Section 8.5 , we provide computational details for the practical implemen-

tation of the FREM algorithm. Later, in Section 8.6, we present numerical examples

to illustrate the FREM algorithm. Finally, in Section 8.7, we give our conclusions.

At the end, Appendix 8.8 contains the pseudo-code for the implementation of the

FREM algorithm.

8.1.1 Stochastic Reaction Networks

Stochastic Reaction Networks are continuous time Markov chains, X : [0, T ] ⇥ ⌦ !

Zd
+, that describe the stochastic evolution of a system of d interacting species. In

this context, the i-th coordinate of the process X, Xi(t), can be interpreted as the

number of individuals of species i present in the system at time t.

The system evolves randomly through J di↵erent reaction channels Rj := (⌫j, aj).

Each stoichiometric vector ⌫j2Zd represents a possible jump of the system, x! x+⌫j.

The probability that the reaction j occur during an infinitesimal interval (t, t+dt) is

given by

P
�

reaction j fires during (t, t+ dt)
�

� X(t) = x
�

= aj(x)dt+ o (dt) , (8.2)

where aj : Rd ! [0,1) are known as propensity functions. We set aj(x)=0 for those

x such that x+⌫j /2 Zd
+. We assume that the initial condition of X, X(0) = x0 2 Zd

+

is deterministic and known. The stoichiometric matrix ⌫ is defined as the matrix
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whose j-column is ⌫j (⌫T denotes its transpose). The propensity vector a(x) 2 RJ

has aj(x) as components.

Example 8.1.2 (Simple decay model). Consider the reaction X
c�! ; where one

particle is consumed. In this case, the state vector X(t) is in Z+ where X denotes

the number of particles in the system. The vector for this reaction is ⌫ = �1. The

propensity functions in this case could be, for example, a(X) = cX, where c > 0.

Section 8.6 contains more examples of Stochastic Reaction Networks.

8.1.2 Deterministic Approximations of SRN

The infinitesimal generator LX of the process X is a linear operator defined on the

set of bounded functions [18] . In the case of SRN, it is given by

LX(f)(x) :=
X

j

aj(x)(f(x+ ⌫j)� f(x)). (8.3)

The Dynkin formula, (see [92])

E [f(X(t))] = f(X(0)) +

Z t

0

E [LX(f)(s)] ds, (8.4)

can be used to obtain integral equations describing the time evolution of any observ-

able of the process X. In particular, taking the canonical projections fi(x) = xi, we

obtain a system of equations for E [Xi(t)],

E [Xi(t)] = x0 +

Z t

0

X

j

E [aj(X(s))] ⌫j,ids.

If all the propensity functions, aj, are a�ne functions of the state, then this system

of equations leads to a closed system of ODEs. In general, some propensity functions

may not depend on their coordinates x in an a�ne way, and for that reason, the
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integral equations for E [Xi(t)] obtained from the Dynkin formula depend on higher

moments of X. This can be treated by closing moment techniques [101, 102] or by

taking a di↵erent approach: using a formal first-order Taylor expansion of f in (8.3),

we obtain the generator

LZ(f)(x) :=
X

j

aj(x)@xf(x)⌫j,

which corresponds to the reaction-rate ODEs (also known as the mean field ODEs)

8

>

<

>

:

dZ(t) = ⌫a(Z(t))dt, t 2 R+,

Z(0) = x0,
(8.5)

where the j-column of the matrix ⌫ is ⌫j and a is a column vector with components

aj.

This derivation motivates the use of Z(t) as an approximation of E [X(t)] in the

phase I of our FREM algorithm.

8.1.3 The Stochastic Simulation Algorithm

To simulate paths of the process X, we employ the Stochastic Simulation Algorithm

(SSA) by Gillespie [5]. The SSA simulates statistically exact paths of X, i.e., the

probability law of any path generated by the SSA satisfies (8.2). It requires one to

sample two independent uniform random variables per time step: one is used to find

the time of the next reaction and the other to determine which is the reaction that

fires at that time. Concretely, given the current state of the system, x := X(t), we

simulate two independent uniform random numbers, U1, U2 ⇠ U(0, 1), and compute:

j = min
n

k 2 {1, . . . , J} :
k
X

i=1

ai(x)>U1 a0(x)
o

, ⌧min = � (a0(x))
�1 ln (U2) ,
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where a0(x) :=
PJ

j=1 aj(x). The system remains in the state x until the time t+ ⌧min,

then it jumps, X(t + ⌧min) = x + ⌫j. In this way, we can simulate a full path of the

process X.

Exact paths can be generated using more e�cient algorithms like the Modified

Next Reaction Method by Anderson [7], where only one uniform variate is needed at

each step. However, in regimes where the total propensity, a0(x), is high, approxi-

mate path-simulation methods like the hybrid Cherno↵ tau-leap [30] or its multilevel

versions [8, 47] may be required.

8.1.4 Bridge Simulation for SDEs

In [55], Bayer and Schoenmakers introduced the so-called forward-reverse algorithm

for computing conditional expectations of path-dependent functional of a di↵usion

process conditioned on the values of the di↵usion process at the end-points of the

time interval. More precisely, let X = X(t), 0  t  T , denote the solution of a

d-dimensional stochastic di↵erential equation (SDE) driven by standard Brownian

motion. Under mild regularity conditions, a stochastic representation is provided for

conditional expectations of the form,

H ⌘ E [g(X) | X0 = x, XT = y] ,

for fixed values x, y 2 Rd and a (su�ciently regular) functional g on the path-space.1

More precisely, they prove an limiting equality of the form

H =
lim✏!0 E

⇥

g(X(f) �X(b))✏(X(f)(t⇤)�X(b)(t⇤))Y
⇤

lim✏!0 E [✏(X(f)(t⇤)�X(b)(t⇤))Y ]
. (8.6)

1In fact, Bayer and Schoenmakers [55] require g to be a smooth function of the values Xti of
the process X along a grid ti, but a closer look at the paper reveals that more general, truly path-
dependent functionals can be allowed.
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Here, X(f) is the solution of the original SDE (i.e., is a copy ofX) started atX(f)(0) =

x and solved until some time 0 < t⇤ < T . X(b) is the time-reversal of another di↵usion

process Y whose dynamics are again given by an SDE (with coe�cients explicitly given

in terms of the coe�cients of the original SDEs) started at Y (t⇤) = y and run until

time T . Hence, X(b) starts at t⇤ and ends at X(b)(T ) = y. We then evaluate the

functional g on the “concatenation” X(f) �X(b) of the paths X(f) and X(b), which is

a path defined on the full interval [0, T ] defined by

X(f) �X(b)(s) ⌘

8

>

>

<

>

>

:

X(f)(s), 0  s  t⇤,

X(b)(s), t⇤ < s  T.

In particular, we remark that X(f) � X(b) may exhibit a jump at t⇤. Here, Y is an

exponential weighting term of the form Y = exp
⇣

R T

t⇤ c(Ys)ds
⌘

. At last, ✏ denotes a

kernel with bandwidth ✏ > 0. Notice that the processes X(f) and the pair
�

X(b),Y
�

are chosen to be independent.

Let us roughly explain the structure of the representation (8.6). First note that

the term on the right hand side only contains standard (unconditional) expectations,

implying that the right hand side (unlike the left hand side) is amenable to standard

Monte Carlo simulation — which is why we call (8.6) a “stochastic representation”.

The denominator of (8.6) actually equals the transition density p(0, x, T, y) of the

solution X, and its presence directly follows from the same term in the (analytical)

definition of the conditional expectation in terms of densities. In fact, it was precisely

in this context (i.e., in the context of density estimation) that Milstein, Schoenmakers

and Spokoiny introduced the general idea for the first time [103]. In essence, the

reverse process Y can be thought as an “adjoint” process to X, as its infinitesimal

generator is essentially the adjoint operator of the infinitesimal generator of X — see

below for a more detailed discussion in the SRN setting.
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In a nutshell, the idea is that the law of the di↵usion bridge admits a Radon-

Nikodym density with respect to the law of the concatenated process X(f) �X(b) with

density given by Y , provided that the trajectories meet at time t⇤, i.e., provided that

X(f)(t⇤) = X(b)(t⇤). Of course, this happens only with zero probability2, so we relax

the above equality with the help of a kernel with a positive band-width ✏. Further-

more, note that by the independence of X(f) and X(b), we can independently sample

many trajectories of X(f) and many trajectories of X(b) and then identify all pairs of

trajectories satisfying the approximate identity X(f)(t⇤) ⇡ X(b)(t⇤) as determined by

the kernel ✏. This results in a Monte Carlo algorithm, which, in principle, requires

the calculation of a huge double sum by summing over all pairs ofN samples fromX(f)

and M samples from X(b). A naive implementation of that algorithm would require a

prohibitive computational cost of order O(M2) operations, but fortunately there are

more e�cient implementation relying on the structure of the kernel and often reduc-

ing the complexity to O(M log(M)), see [55, 104]. In this way, the forward-reverse

algorithm can almost achieve the optimal Monte Carlo convergence rate of 1/2. More

precisely, assuming enough regularity on the density of X and assuming the use of a

kernel of su�ciently high order (depending on the dimension), the root mean squared

error of the estimator is O(M�1/2) with a complexity O(M log(M)) with a bandwidth

chosen to be ✏ = O(M�1/d). These statements assume that we can exactly solve the

SDEs driving the forward and the reverse processes. Otherwise, the error induced by,

say, the Euler scheme, will be added.

The structure of the construction of the forward-reverse representation (8.6) and

later of the corresponding Monte Carlo estimator in [55] strongly suggests that the

forward-reverse approach does not rely on the continuity of di↵usion processes, but

merely on the Markov property. Hence, the approach was generalized to discrete

time Markov chains in [104] and is generalized to the case of continuous time Markov

2In the SRN setting, the probability is positive, since the state space is discrete.
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chains with discrete state space in the present work.

For a literature review on computational algorithms for computing conditional

expectations of functionals of di↵usion processes we refer to [55].

8.2 Expectations of Functionals of SRN-Bridges

In this section, we derive the dynamics of the reverse paths and the expectation

formula for functionals of SRN-briges. The derivation follows the same scheme used

in [103] , that is, i) write the Master Equation, ii) manipulate the Master Equation to

obtain a Backward Kolmogorov equation and, iii) derive the infinitesimal generator

of the reverse process.

8.2.1 The Master Equation

LetX be a SRN defined by the intensity-reaction pairs ((⌫j, aj(x)))Jj=1. Let p(t, x, s, y)

be its transition probability function, i.e., p(t, x, s, y):=P
�

X(s)=y
�

�X(t)=x
�

where

x, y 2 Zd
+, and 0<t<s<T . The function p satisfies the following linear system of

ODEs known as the Master Equation [95, 20, 93]:

8

>

<

>

:

@sp(t, x, s, y) =
PJ

j=1 (aj(y � ⌫j)p(t, x, s, y � ⌫j)� aj(y)p(t, x, s, y)) ,

p(t, x, t, y) = �x=y,
(8.7)

where � is the Kronecker delta function.

A general analytic solution of (8.7) is in general computationally infeasible. Even

numerical solutions are infeasible for systems with infinite or large number of states.

For continuous state spaces, (8.7) becomes a parabolic PDE known as Fokker-Planck

Equation. Next, we derive the generator of the reverse process in the SRN setting.
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8.2.2 Derivation or the Reverse Process

Let us consider a fixed time interval [t, T ]. For s 2 [t, T ], and x, y 2 Zd
+, let us

define v(s, y) :=
P

x g(x)p(t, x, s, y) provided that the sum converges. We remark

here that v cannot in general be interpreted as an expectation of g. Indeed, while
P

y p(t, x, s, y) = 1, the sum over x could, in principle, even diverge. Hence, it is not

a-priori clear that v admits a stochastic representation. However, multiplying both

sides of the Master Equation (8.7) by g(x) and summing over x, we obtain:

8

>

<

>

:

@sv(s, y) =
PJ

j=1 (aj(y � ⌫j)v(s, y � ⌫j)� aj(y)v(s, y)) ,

v(t, y) = g(y).
(8.8)

Now, let us consider a time-reversal induced by a change of variables s̃ = T + t�s

with ṽ(s̃, y) := v(T + t� s̃, y) = v(s, y) leading to the following backward equation:

8

>

<

>

:

�@s̃ṽ(s̃, y) =
PJ

j=1 (aj(y � ⌫j)ṽ(s̃, y � ⌫j)� aj(y)ṽ(s̃, y)) , t < s̃ < T,

ṽ(T, y) = v(t, y) = g(y).
(8.9)

Let ⌫̃j := �⌫j. By adding and subtracting the term aj(y+ ⌫̃j)ṽ(s̃, y), we can write

the first equation of (8.9) as:

@s̃ṽ(s̃, y) +
J
X

j=1

(aj(y + ⌫̃j) (ṽ(s̃, y + ⌫̃j)� ṽ(s̃, y)) + (aj(y + ⌫̃j)� aj(y)) ṽ(s̃, y)) = 0.

As a consequence, the system (8.9) can be written as

8

>

<

>

:

@s̃ṽ(s̃, y) +
PJ

j=1 aj(y + ⌫̃j) (ṽ(s̃, y + ⌫̃j)� ṽ(s̃, y)) + c(y)ṽ(s̃, y) = 0,

ṽ(T, y) = g(y),
(8.10)

where c(y) :=
PJ

j=1 aj(y + ⌫̃j)�aj(y).

Let us now define ãj(y) := aj(y + ⌫̃j) and substitute it into (8.10). We have ar-
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rived at the following backward Kolmogorov equation [105] for the cost-to-go function

v(s̃, y),

8

>

<

>

:

@s̃ṽ(s̃, y) +
PJ

j=1 ãj(y) (ṽ(s̃, y + ⌫̃j)� ṽ(s̃, y)) + c(y)ṽ(s̃, y) = 0,

ṽ(T, y) = g(y).
(8.11)

We recognize in (8.11) the generator LY (ṽ)(s̃, y) :=
PJ

j=1 ãj(y) (ṽ(s̃, y + ⌫̃j)� ṽ(s̃, y))

that defines the so-called reverse process Y ⌘ {Y (s̃,!)}ts̃T by

P
�

Y (s̃+ ds̃) = y + ⌫̃j
�

�Y (s̃) = y
�

= ãj(y)ds̃, (8.12)

or equivalently by,

P
�

Y (s̃+ ds̃) = y � ⌫j
�

�Y (s̃) = y
�

= aj(y � ⌫j)ds̃.

The Feynman-Kac formula [105] provides a stochastic representation of the solu-

tion of (8.11),

ṽ(s̃, y) = E



g(Y (T )) exp

✓

Z T

s̃

c(Y (s))ds

◆

�

�Y (s̃) = y

�

.

Notice that Y is a SRN in its own right. We note in passing that stochastic representa-

tions based on shifted evaluations of the propensities have been derived independently

in [43, 45] to estimate variations and di↵erences of the cost to go function.

8.2.3 The Forward-reverse Formula for SRN

Let us consider a time interval [s, t] and assume that we only observe the process X

on the end-points, i.e., that we have X(s) = x and X(t) = y for some observed values

x, y 2 Zd
+. Fix an intermediate time s<t⇤<t, which will be considered a numerical
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input parameter later on. Denote by X(f) the process X conditioned on starting at

X(f)(s) = x and restricted to the time domain [s, t⇤].

Furthermore, let Y denote the reverse process constructed in (8.12) on the time

domain [t⇤, t] (i.e., inserting t⇤ for t and t for T in the above subsection) started at

Y (t⇤) = y. As noted above, Y is again an SRN with reaction channels ((�⌫j, ãj))Jj=1.

For convenience, we also introduce the notation X(b) for the process Y run backward

in time, i.e., we define X(b)(u):=Y (t⇤+t�u) for u2[t⇤, t], and notice that X(b)(t) = y.

Recall that we aim to provide a stochastic representation, i.e., a representation

containing standard expectations only, for conditional expectations of the form,

H(x, y) ⌘ E [� (X, [s, t]) | X(s) = x, X(t) = y] , (8.13)

for � mapping Zd
+-valued paths to real numbers. Obviously, � needs to be integrable

in order for H to be well-defined, and we shall also assume polynomial-growth con-

ditions on � and its derivatives with respect to jump-times of the underlying path.

Moreover, we assume that p(s, x, t, y) > 0. Once again, the fundamental idea of the

forward-reverse algorithm of Bayer and Schoenmakers [55] is to simulate trajectories

of X(f) and (independently) of X(b) and then look for any pairs which are “linked”.

Since the state space is now discrete, we may, in principle, require exact linkage in

the sense that we may only consider pairs such that X(f)(t⇤) = X(b)(t⇤). However, in

order to decrease the variance of the estimator, it may once again be advantageous

to relax this condition by introducing a kernel.

By a kernel, we understand a function  : Zd ! R satisfying

X

x2Zd

(x) = 1.
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Moreover, we call  a kernel of order r � 0 if, in addition,

X

x2Zd

x↵(x) = 0

for any multi-index ↵ with 1  |↵|  r, with ↵ := ↵1 + · · · + ↵d and x↵ :=

x↵1
1 · · · x↵d

d , ↵ 2 {0, 1, 2, . . .}. For instance, any non-negative symmetric kernel has

order r = 1 in this sense.

Having fixed one such kernel , we define a whole family of kernels ✏, indexed by

the bandwidth ✏ � 0, by

✏(x) = C✏
⇣x

✏

⌘

with the constant C✏ being defined by the normalization condition
P

x2Zd ✏(x) = 1.

Here, we implicitly assume the kernel, , to be extended to Rd, for instance in a

piece-wise constant way. As we necessarily have (x) ! 0 as |x| ! 1, it is easy to

see that we have the special case

0(x) =

8

>

>

<

>

>

:

1, x = 0,

0, x 6= 0.

Remark 8.2.1. The Kronecker kernel 0 can, indeed, also be realized as 0 = ✏0 for

some ✏0 > 0 which will depend on the base kernel , provided that the base kernel 

has finite support.

Theorem 8.2.2. Let � be a continuous real-valued functional on the space of piece-

wise constant functions defined on [s, t] and taking values in Zd (w.r.t. uniform topol-

ogy) such that both H and the right hand side of (8.14) is finite for any ✏. With ✏,
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X(f) and X(b) as above, we have

H(x, y) = lim
✏!0

E
⇥

�
�

X(f) �X(b), [s, t]
�

✏(X(f)(t⇤)�X(b)(t⇤)) 
�

X(b), [t⇤, t]
�⇤

E [✏(X(f)(t⇤)�X(b)(t⇤)) (X(b), [t⇤, t])]
,

(8.14)

where X(f) �X(b) denotes the concatenation of the paths X(f) and X(b) in the sense

defined by

X(f) �X(b)(u) ⌘

8

>

>

<

>

>

:

X(f)(s), s  u  t⇤,

X(b)(s), t⇤ < u  t.

and

 (Z, [a, b]):= exp

✓

Z b

a

c (Z(u)) du

◆

.

Remark 8.2.3. In line with Remark 8.2.1, we note that we could easily have avoided

taking limits in Theorem 8.2.2 by replacing ✏ with 0 everywhere in (8.14). We note

at this stage that the Monte Carlo estimator based on (8.14) with positive ✏ will have

considerable smaller variance than the version with ✏ = 0, potentially outweighing the

increased bias.

Sketch of proof of Theorem 8.2.2. For simplicity, we assume that the kernel  has

finite support and that the functional � is uniformly bounded. We will prove con-

vergence of the numerator and the denominator in (8.14) separately. Let us, hence,

prove the more general case first, i.e., the convergence

h(x, y):=H(x, y) p(s, x, t, y) =

lim
✏!0

E
⇥

�
�

X(f) �X(b), [s, t]
�

✏(X
(f)(t⇤)�X(b)(t⇤)) 

�

X(b), [t⇤, t]
�⇤

. (8.15)

In the first step, we assume that �(Z, [s, t]) only depends on the values of Z on a

fixed grid, say s = t0 < t1 < · · · < tn = t, i.e.,

�(Z, [s, t]) = g (Z(t0), . . . , Z(tn)) .
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Then (8.15) is proved (with minor modifications) in [55], Theorem 3.4. Indeed, a

closer look at that proof reveals that only Markovianity of X is really used.

Furthermore, note that any continuous functional � can be approximated by func-

tionals �n depending only on the values of the process on a (ever finer) finite grid

t0, . . . , tn. As, on the one side,

h(x, y) = E [� (X, [s, t]) | X(s) = x, X(t) = y] p(s, x, t, y) =

lim
n!1

E [�n (X, [s, t]) | X(s) = x, X(t) = y] p(s, x, t, y)

and, on the other side,

lim
✏!0

lim
n!1

E
⇥

�n

�

X(f) �X(b), [s, t]
�

✏(X
(f)(t⇤)�X(b)(t⇤)) 

�

X(b), [t⇤, t]
�⇤

=

lim
✏!0

E
⇥

�
�

X(f) �X(b), [s, t]
�

✏(X
(f)(t⇤)�X(b)(t⇤)) 

�

X(b), [t⇤, t]
�⇤

,

we are left to prove that

lim
✏!0

lim
n!1

E
⇥

�n

�

X(f) �X(b), [s, t]
�

✏(X
(f)(t⇤)�X(b)(t⇤)) 

�

X(b), [t⇤, t]
�⇤

=

lim
n!1

lim
✏!0

E
⇥

�n

�

X(f) �X(b), [s, t]
�

✏(X
(f)(t⇤)�X(b)(t⇤)) 

�

X(b), [t⇤, t]
�⇤

,

which follows as 0 = ✏0 for some ✏0 > 0. In fact, it even follows in the general case

by dominated convergence.

Finally, the proof of convergence of the denominator is a special case of the proof

for the numerator, and therefore, the convergence of the fraction follows from conti-

nuity of (a, b) 7! a/b for b > 0.
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8.3 The EM Algorithm for SRN

In this section, we present the EM algorithm for SRN, which is the main step for

computing the parameter estimation. First, we mention what is the EM algorithm

in general. Then, we derive the log-likelihood function for a fixed realization of the

process, X. Finally, we present the EM algorithm for SRN.

8.3.1 The EM Algorithm

The EM algorithm [56, 9, 57, 58] has its name due to its two steps: Expectation

and Maximization. It is an iterative algorithm that, given an initial guess and a

stopping rule, provides an approximation for a local maximum or saddle point of the

likelihood function, lik(✓
�

�D). It is a data augmentation technique in the sense that

the maximization of the likelihood lik(✓
�

�D) is performed by treating the data D as

a part of a larger data set, (D, D̃), where the complete-likelihood, likc(✓
�

�D, D̃), is

amenable to maximization. Given an initial guess ✓(0), the EM algorithm maps ✓(p)

into ✓(p+1) by

1. Expectation step: Q✓(p)(✓
�

�D) := E✓(p)

h

log(likc(✓
�

�D, D̃))
�

�D
i

.

2. Maximization step: ✓(p+1) := argmax✓ Q✓(p)(✓
�

�D).

Here, E✓(p)
⇥

·
�

�D
⇤

, denotes the expectation associated with the distribution of D̃ under

the parameter choice ✓(p), conditional on the data, D. In many applications, the Ex-

pectation step is computationally infeasible and Q✓(p)(✓
�

�D) should be approximated

by some estimate,

Q̂✓(p)(✓
�

�D) := Ê✓(p)

h

log(likc(✓
�

�D, D̃))
�

�D
i

.
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Remark 8.3.1 (The Monte Carlo EM). If we know how to sample a sequence of

M independent variates (D̃i)Mi=1 ⇠ D̃
�

�D, with parameter ✓(p), then we can define the

following Monte Carlo estimator of Q✓(p)(✓
�

�D),

Q̂✓(p)(✓
�

�D) :=
1

M

M
X

i=1

log(likc(✓
�

�D, D̃i)).

In Section 8.4, we describe how to simulate exact and approximate samples of

D̃
�

�D.

8.3.2 The Log-likelihood Function for Continuously Observed

Paths

The goal of this section is to derive an expression for the likelihood of a particular

path, (X(t,!0))t2[0,T ], of the process X, where !0 2 ⌦ is a fixed realization. An

important assumption in this work is that the propensity functions aj can be written

as aj(x) = cjgj(x) for j=1, . . . , J and x 2 Zd
+ where gj are known functionals and cj

are considered the unknown parameters. Define ✓:=(c1, . . . , cJ). Let us denote the

jump times of (X(t,!0))t2[0,T ] in (0, T ) by ⇠1, ⇠2, . . . , ⇠N�1. Define ⇠0 := 0, ⇠N := T

and �⇠i = ⇠i+1 � ⇠i for i = 0, 1, . . . , N � 1.

Let us assume that the system is in the state x0 at time 0. We have that ⇠1 is

the time to the first reaction, or equivalently, the time that the system spend at x0

(sojourn time or holding time at state x0). Let us denote by ⌫⇠1 the reaction that

takes place at ⇠1, and therefore, the system at time ⇠1 is in the state x1 := x0 + ⌫⇠1 .

From the SSA algorithm it is easy to see that the probability density corresponding

to this transition is the product a⌫⇠1 (x0) exp (�a0(x0)�⇠0).

By the Markov property we can see that the density of one path ((⇠i, xi))
N�1
i=0 is
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given by

N�1
Y

i=1

a⌫⇠i (xi�1) exp (�a0(xi�1)�⇠i�1)⇥ exp (�a0(xN�1)�⇠N�1). (8.16)

The last factor in (8.16) is due to the fact that we know that the system will remain

in the state xN�1 in the time interval [⇠N�1, T ).

Rearranging the factors in (8.16), we obtain

exp

 

�
N�1
X

i=0

a0(xi)�⇠i

!

N�1
Y

i=1

a⌫⇠i (xi�1). (8.17)

Now, taking logarithms in (8.17), we have

�
N�1
X

i=0

a0(xi)�⇠i +
N�1
X

i=1

log(a⌫⇠i (xi�1)),

which by the definition of a0 can be written as

�
N�1
X

i=0

J
X

j=1

aj(xi)�⇠i +
N�1
X

i=1

log(c⌫⇠ig⌫⇠i (xi�1)).

Interchanging the order in the summation and denoting the number of times that the

reaction ⌫j occurred in the interval [0, T ] by Rj,[0,T ], we have

J
X

j=1

 

�cj
N�1
X

i=0

gj(xi)�⇠i + log(cj)Rj,[0,T ]

!

+
N�1
X

i=1

log(g⌫⇠i (xi�1)). (8.18)

Observing that the last term in (8.18) does not depend on ✓, the complete log-

likelihood of the path (X(t,!0))t2[0,T ] is up to constant terms given by

`c(✓) :=
J
X

j=1

log(cj)Rj,[0,T ] � cjFj,[0,T ], with ✓=(c1, . . . , cJ),
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where Fj,[0,T ] := gj(x0)�⇠0+ · · ·+gj(xN�1)�⇠N�1 =
R T

0 gj(X(s)) ds. The last equality

is due to gj being piece-wise constant in the partition {⇠0, ⇠1, . . . , ⇠N}.

Now let us assume that we have a collection of intervals, (Ik = [sk, tk])Kk=1 ⇢ [0, T ],

where we have continuously observed the process (X(t, ·))t2Ik at each Ik. We define

the log-likelihood function as:

`c(✓) :=
J
X

j=1

 

log(cj)
K
X

k=1

Rj,Ik � cj

K
X

k=1

Fj,Ik

!

.

Remark 8.3.2. Note that Rj,Ik and Fj,Ik are random variables which are functions of

the full paths of X, but not of the discretely observed paths. Hence, they are random

given the data D as defined in (8.1).

8.3.3 The EM Algorithm for SRNs

According to the Section 8.3.1, for a particular value of the parameter ✓, say ✓(p), we

define

Q✓(p)(c1, . . . , cJ
�

�D) :=
J
X

j=1

 

log(cj)
K
X

k=1

E✓(p)
⇥

Rj,Ik

�

�D
⇤

� cj

K
X

k=1

E✓(p)
⇥

Fj,Ik

�

�D
⇤

!

,

where E✓(p)
⇥

Rj,Ik

�

�D
⇤

= E✓(p)
⇥

Rj,Ik

�

�X(sk)=x(sk), X(tk)=x(tk)
⇤

(by the Markov prop-

erty). Analogously for Fj,Ik .

Consider now the partial derivatives of Q✓(p)(c1, . . . , cJ
�

�D) with respect to cj

@cjQ✓(p)(c1, . . . , cJ
�

�D) =
1

cj

K
X

k=1

E✓(p)
⇥

Rj,Ik

�

�D
⇤

�
K
X

k=1

E✓(p)
⇥

Fj,Ik

�

�D
⇤

.

Therefore, rQ✓(p)(c1, . . . , cJ
�

�D) = 0 is obtained at ✓⇤ = (c⇤1, . . . , c
⇤
J) such that

c⇤j =

PK
k=1 E✓(p)

⇥

Rj,Ik

�

�D
⇤

PK
k=1 E✓(p)

⇥

Fj,Ik

�

�D
⇤

, j=1, . . . , J. (8.19)
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This is clearly the global maximization point of the function Q✓(p)(·
�

�D).

The EM algorithm for this particular problem generates a deterministic sequence

(✓(p))+1
p=1 that starts from a deterministic initial guess ✓(0) provided by the phase I (see

Section 8.4.1) and evolves by

c(p+1)
j =

PK
k=1 E✓(p)

⇥

Rj,Ik

�

�D
⇤

PK
k=1 E✓(p)

⇥

Fj,Ik

�

�D
⇤

, (8.20)

where ✓(p) =
⇣

c(p)1 , . . . , c(p)J

⌘

.

8.4 Forward-Reverse Monte Carlo EM Algorithm

for SRNs

In this section, we present a two-phase algorithm for estimating the parameter ✓. The

phase I is deterministic while the phase II is stochastic. We consider the data, D, as

given by (8.1). The main goal of this section is to provide a Monte Carlo version of

formula (8.20).

8.4.1 Phase I: Using Approximating ODEs

The objective of the phase I is to address the key problem of finding a suitable initial

point ✓(0)II to reduce the variance (or the computational work) of the phase II, thereby

increasing (in some cases dramatically) the number of SRN-bridges from the sampled

forward-reverse trajectories for all time intervals.

Let us now describe the phase I. From the user-selected seed, ✓(0)I , we solve the fol-

lowing deterministic optimization problem using some appropriate numerical iterative
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method:

✓(0)II := argmin
✓�0

X

k

wk

�

�

�

Z̃(f)(t⇤k; ✓)� Z̃(b)(t⇤k; ✓)
�

�

�

2

. (8.21)

Here Z̃(f) is the ODE approximation, defined by (8.5), in the interval [sk, t⇤k], to

the SRN defined by the reaction channels, ((⌫j, aj))Jj=1, and the initial condition

x(sk); and, Z̃(r), is the ODE approximation in the interval [t⇤k, tk], to the SRN de-

fined by the reaction channels, ((�⌫j, ãj))Jj=1, and by the initial condition x(tk).

Let us recall that in Section 8.2.2, ãj(x) has been defined as aj(x�⌫j). We define

Z̃(b)(u, ✓):=Z̃(r)(t⇤k+tk�u, ✓) for u 2 [t⇤k, tk]. Further, wk:=(tk�sk)�1 and k·k is the

Euclidean norm in Rd. The rationale behind this particular choice of the weight fac-

tors is based on the mitigation of the e↵ect of very large time intervals where the

evolution of the process, X, may be more uncertain. A better (but more costly)

measure would be the inverse of the maximal variance of the SRN-bridge.

Remark 8.4.1 (Alternative definition of ✓(0)II ). In some cases, convergence issues

arise when solving the problem (8.21). We found useful to solve a set of simpler

problems whose answers can be combined to provide a reasonable seed for the phase

II: more precisely, we solve K deterministic optimization problems, one for each time

interval [sk, tk]:

�k := argmin
✓�0

�

�

�

Z̃(f)(t⇤k; ✓)� Z̃(b)(t⇤k; ✓)
�

�

�

,

all of them solved iteratively with the same seed, ✓(0)I . Then, we define

✓(0)II :=

P

k wk�k
P

k wk
. (8.22)
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8.4.2 Phase II: The Monte Carlo EM

In our statistical estimation approach, the Monte Carlo EM Algorithm uses data

(pseudo-data) generated by those forward and backward simulated paths that result

in SRN-bridges, either exact or approximate bridges. In Figure 8.1, we illustrate this

idea, for the wear example data presented in Section 8.6.2. The phase II implements

the Monte Carlo EM algorithm for SRNs.
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Figure 8.1: Left: Illustration of the forward reverse path simulation in Phase II. The
plot corresponds to a given interval for the wear data, presented in Section 8.6.2. The
observed values are marked with a black circle (beginning and end of the interval).
In the y-axis we plot the thickness process X(t), derived from the wear process of
the cylinder liner. Observe that every forward path that ends up at a certain value
will be joined with every backward path that ends up in the same value, when using
the Kronecker kernel. For example, this happens at value 58, where several forward
paths end and several backward paths starts. Right: Zoom near the value 58.

Simulating Forward and Backward Paths

This phase starts with the simulation of forward and backward paths at each time

interval Ik, for k=1, ..., K. More specifically, given an estimation of the true parameter

✓, say, ✓̂ = (ĉ1, ĉ2, . . . , ĉJ), the fist step is to simulate Mk forward paths with reaction

channels (⌫j, ĉjgj(x))Jj=1 in [sk, t⇤k], all of them starting at sk from x(sk) (see Section

8.5.1 for details about the selection of Mk). Then, we simulate Mk backward paths

with reaction channels (�⌫j, ĉjgj(x � ⌫j))Jj=1 in [t⇤k, tk], all of them starting at tk
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from x(tk). Let (X̃(f)(t⇤k, !̃m))
Mk
m=1 and (X̃(b)(t⇤k, !̃m0))Mk

m0=1 denote the values of the

simulated forward and backward paths at the time t⇤k, respectively. If the intersection

of these two sets of points is non-empty, then, there exists at least one m and one m0

such that the forward and backward paths can be linked as one SRN-path connecting

the data values x(sk) and x(tk).

When the number of simulated paths Mk is large enough, and an appropriate

guess of the parameter ✓ is used to generate those paths, then, due to the discrete

nature of our state space Zd
+ we expect to generate a su�ciently large number of

exact SRN-bridges to perform statistical inference. However, at early stages of the

Monte Carlo EM algorithm, our approximations to the unknown parameter ✓ are not

expected to provide a large number of exact SRN-bridges. In such a case, we can

use kernels to relax the notion of exact SRN-bridge, (see Section 8.2.3). Notice that

in the case of exact SRN-bridges, we are implicitly using a Kronecker kernel in the

formula (8.14), that is,  takes the value 1 when X̃(f)(t⇤k, !̃m) = X̃(b)(t⇤k, !̃m0) and 0

otherwise. We can relax this condition to obtain approximate SRN-bridges.

To make an computationally e�cient use of kernels, we sometimes transform the

endpoints of the forward and backward paths generated in the interval Ik,

Xk := (X̃(f)(t⇤k, !̃1), X̃
(f)(t⇤k, !̃2), . . . , X̃

(f)(t⇤k, !̃Mk
), (8.23)

X̃(b)(t⇤k, !̃Mk+1), X̃
(b)(t⇤k, !̃Mk+2), . . . , X̃

(b)(t⇤k, !̃2Mk
)),

into

H(Xk) := (Ỹ (f)(t⇤k, !̃1), Ỹ
(f)(t⇤k, !̃2), . . . , Ỹ

(f)(t⇤k, !̃Mk
), (8.24)

Ỹ (b)(t⇤k, !̃Mk+1), Ỹ
(b)(t⇤k, !̃Mk+2), . . . , Ỹ

(b)(t⇤k, !̃2Mk
)),

by a linear transformation H with the aim of eliminating possibly high correlations in

the components of Xk. The original cloud of points Xk formed by the extremes of the
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forward and backward paths is then transformed into H(Xk), which hopefully has a

covariance matrix close to a multiple of the d-dimensional identity matrix ↵Id. Ideally,

the coe�cient ↵ should be chosen in such way that each d-dimensional unitary cube

centered at Ỹ (f)(t⇤k, !̃m) contains on average one element of [m0{Ỹ (b)(t⇤k, !̃m0)}. Note

that this transformation changes (generally slightly) the variances of our estimators

(see Section 8.5.3 for details about the selection of ↵ and H).

In our numerical examples, we use the Epanechnikov kernel

(⌘) :=

✓

3

4

◆d d
Y

i=1

(1� ⌘2i )1|⌘i|1, (8.25)

where ⌘ is defined as

⌘ ⌘ ⌘k(m,m0) := Ỹ (f)(t⇤k, !̃m)� Ỹ (b)(t⇤k, !̃m0). (8.26)

This choice is motivated by the way in which we compute ⌘k(m,m0) avoiding

whenever possible to make M2
k calculations. The support of  is perfectly adapted to

our strategy of dividing Rd into unitary cubes with vertices in Zd.

Kernel-weighted Averages for the Monte Carlo EM

As we previously mentioned, the only available data in the interval Ik correspond to

the observed values of the process, X, at its extremes. Therefore, the expected values

E✓(p)
⇥

Rj,Ik

�

�D
⇤

and E✓(p)
⇥

Fj,Ik

�

�D
⇤

in the formula (8.20) must be approximated by

SRN-bridge simulation. To this end, we generate a set of Mk forward paths in the

interval Ik using ✓̂(p)II as the current guess for the unknown parameter ✓(p). Having

generated those paths, we record R(f)
j,Ik

(!̃m) and F (f)
j,Ik

(!̃m) for all j = 1, 2, . . . , J and

m = 1, 2, . . . ,Mk as defined in Section 8.3.2. Analogously, we record R(b)
j,Ik

(!̃m0) and

F (b)
j,Ik

(!̃m0) for all j = 1, 2, . . . , J and m0 = 1, 2, . . . ,Mk.

Consider the following -weighted averages, where  = ✏ for an appropriate choice
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of bandwidth ✏, that approximate E✓(p)
⇥

Rj,Ik

�

�D
⇤

and E✓(p)
⇥

Fj,Ik

�

�D
⇤

, respectively:

A
✓̂
(p)
II
(Rj,Ik

�

�D;) :=

P

m,m0

⇣

R(f)
j,Ik

(!̃m) +R(b)
j,Ik

(!̃m0)
⌘

(⌘k(m,m0)) k(m0)
P

m,m0 (⌘k(m,m0)) k(m0)
(8.27)

A
✓̂
(p)
II
(Fj,Ik

�

�D;) :=

P

m,m0

⇣

F (f)
j,Ik

(!̃m) + F (b)
j,Ik

(!̃m0)
⌘

(⌘k(m,m0)) k(m0)
P

m,m0 (⌘k(m,m0)) k(m0)

where ⌘(m,m0) has been defined in (8.26) and m,m0 = 1, 2, . . . ,Mk, and  k(m0) :=

exp
⇣

R tk
t⇤k

cj(X̃(b)(s, !̃m0))ds
⌘

, according to Theorem 8.2.2. Observe that we generate

Mk forward and reverse paths in the interval Ik, but we do not control directly the

number of exact or approximate SRN-bridges that are formed. The number Mk is

chosen using a coe�cient of variation criterion, as explained in Section 8.5.1. In

Section 8.5.2, we indicate an algorithm to reduce the computational complexity of

computing those -weighted averages from O(M2
k ) to O(Mk log(Mk)).

Finally, the Monte Carlo EM algorithm for this particular problem generates a

stochastic sequence (✓̂(p)II )+1
p=1 staring from the initial guess ✓(0)II provided by the phase

I (8.21), and evolving by

ĉ(p+1) =

PK
k=1 A✓̂

(p)
II
(Rj,Ik

�

�D;)
PK

k=1 A✓̂
(p)
II
(Fj,Ik

�

�D;)
, (8.28)

where ✓̂(p)II =
⇣

ĉ(p)1 , . . . , ĉ(p)J

⌘

. In Section 8.5.4, a stopping criterion based on techniques

widely used in Monte Carlo Markov chains is applied.

8.5 Computational Details

This section is intended to show computational details omitted in Section 8.4. Here,

we explain why and how we transform the clouds Xk consisting of endpoints of forward

and reverse paths in the time interval Ik at the time t⇤k, for k=1, ..., K. Then, we
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explain how to chose the number of simulated forward and backward paths, Mk,

in the time interval Ik to obtain accurate estimates of the expected values of Rj,Ik

and Fj,Ik for j = 1, 2, . . . , J . Next, we show how to reduce the computational cost of

computing approximate SRN-bridges from O(M2
k ) to O(Mk log(Mk)) using a strategy

introduced by Bayer and Schoenmakers [104]. Finally, we indicate how to choose the

initial seeds for the phase I and a stopping criteria for the phase II.

8.5.1 On the Selection of the Number of Simulated Forward-

Backward Paths

The selection strategy of the number of sampled forward-backward paths, Mk, for

interval Ik, is determined by the following sampling scheme:

1. First sampleM forward-reverse paths (in the numerical examples we useM=100).

2. If the number of joined forward-reverse paths using a delta kernel is less than a

certain threshold �, we transform the data as described in Section 8.5.3. This

data transformation allow us to use the Epanechnikov kernel (8.25). In this

way, we are likely to obtain a larger number of joined paths.

3. We then compute the coe�cient of variation of the sample mean of the sum of

the number of times that each reaction j occurred in the interval Ik, R
(f)
j,Ik

+R(b)
j,Ik

and F (f)
j,Ik

+F (b)
j,Ik

, for j=1, ..., J . Here F (f)
j,Ik

=
R

Ik
gj(X(f)(s)) ds and the coe�cient

of variation of the sample mean of the sum F (b)
j,Ik

=
R

Ik
gj(X(b)(s)) ds. Further

details can be found in Section 8.3.2. The coe�cient of variation (cv) of a

random variable is defined as the ratio of its standard deviation � over its mean

µ, cv := �
|µ| . In this case, for the reaction channel j in the interval Ik, we have:

cvR̄(Ik, j) = L�1/2
k

S(R(f)
j,Ik

(!̃m)+R(b)
j,Ik

(!̃m);Lk)

A
⇣

R(f)
j,Ik

(!̃m)+R(b)
j,Ik

(!̃m);Lk

⌘
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and

cvF̄ (Ik, j) = L�1/2
k

S(F (f)
j,Ik

(!̃m)+F (b)
j,Ik

(!̃m);Lk)

A
⇣

F (f)
j,Ik

(!̃m)+F (b)
j,Ik

(!̃m);Lk

⌘ ,

where S(Y ;L):=A (Y 2;L) �A (Y ;L)2 is the sample standard deviation of the

random variable Y over an ensemble of size L, and A (Y ;L) := 1
L

PL
m=1 Y (!m),

its sample average. Here Lk denotes the number of joined paths in the interval

k, which is bounded by M2
k . For the case that Lk is small, we compute a

bootstrapped coe�cient of variation.

The idea is that, controlling both coe�cients of variation, we can control the

variation of the p-th iteration estimation ✓̂(p)II . Our numerical experiments con-

firm this fact.

4. If each coe�cient of variation is less than a certain threshold then the sampling

for interval Ik finishes, being Mk the total number of sampled paths, and ac-

cepting the quantities in step 3., and also the quantities (⌘k(m,m0)) k(m0),

m,m0 = 1, ..., L, defined in Section 8.3.2. Otherwise, we sample additional

forward-reverse paths (increasing the number of sampled paths at each itera-

tion M) and go to step 2.

This selection procedure is implemented in Algorithm 26.

8.5.2 On the Complexity of the Path Joining Algorithm

In this section, we describe the computational complexity of Algorithm 27 for joining

paths in the phase II, and show that this complexity is O(M log(M)) on average.

Let us describe the idea. First, fix a time interval Ik, and a reaction channel j.

We use the following double sum as an example,

M
X

m=1

M
X

m0=1

⇣

R(f)
j,Ik

(!̃m) +R(b)
j,Ik

(!̃m0)
⌘

m,m0 .
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A double sum like this one appears in the numerator of (8.27). Instead of computing a

double loop which always takes O(M2) steps (and many of those steps contribute 0 to

the sum), we take the following alternative approach: let ⇥d
i=1[Ai, Bi] be the smallest

hyperrectangle of sides [Ai, Bi], i = 1, ..., d, that contains the cloud Y , defined in

(8.24). Let us also assume that Ai, Bi, i = 1, ..., d are integers. The length Bi � Ai

depends on how sparse the cloud is in its i-th dimension. Given the cloud, it is easy to

check that the values Ai, Bi, i = 1, ..., d can be computed in O(M) operations. Now,

we subdivide the hyperrectangle in sub-boxes of size-length 1, with sides parallel to

the coordinate axis.

Since we have a finite number of those sub-boxes, we can associate an index for

each one, in such a way that it is possible to directly retrieve each one using a suitable

data structure (for example an e�cient sparse matrix or a hash table). The average

access cost of such structure is constant with respect of M . For each sub-box, we

associate a list of forward points that ended up in that sub-box. It is also direct to

see that the construction of such a structure takes a computational cost of M steps

on average. Then, instead of evaluating the double sum which has O(M2) steps, we

evaluate only the non-zero terms. This is because, when a kernel  is used, (x, y) 6= 0

if and only if x and y are situated in neighboring sub-boxes. That is,

M
X

m=1

M
X

m0=1

⇣

R(f)
j,Ik

(!̃m) +R(b)
j,Ik

(!̃m0)
⌘

m,m0

=
M
X

m0=1

3d
X

i=1

n(bi)
X

l=1

⇣

R(f)
j,Ik

(!̃`(l)) +R(b)
j,Ik

(!̃m0)
⌘

`(l),m0 ,

where n(bi) is the total quantity of reverse end points associated with the i-th neighbor

of the sub-box to which the forward end-point, Ỹ (f)(t⇤k, !̃m), belongs, whereas `(l)

indexes one of those reverse end points. Note that the constant of this complexity

depends exponentially on the dimension (3d).

The cost that dominates the triple sum on the right hand side is the expected maxi-
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mum number of reverse points that can be found in a sub-box. This size can be proved

to be O(log(M)), which makes the whole joining algorithm of order O(M log(M)).

For additional details we refer to [55].

8.5.3 A Linear Transformation for the Epanechnikov Kernel

We have seen in our numerical experiments that clouds formed by the endpoints of

the simulated paths, X , usually have a shape similar to the cloud Z shown in the left

panel of Figure 8.2.

It turns out that partitioning the space into d-dimensional cubes with sides parallel

to the coordinate axis is a far-from-optimal manner to select the kernel domains and

consequently to find SRN-bridges. A more natural way of proceeding can be to divide

the space into a system of parallelepipeds with sides parallel to the principal directions

of the cloud Z with sides proportional to the lengths of its corresponding semi-axes

(we are thinking in some sort of singular value decomposition here), and use them as

the supports or our kernels.

Another way of proceeding (somehow related but not totally equivalent) is to

transform the original cloud Z to obtaining another cloud T (Z) with near-spherical

shape. Then, scale it to have in average one point of the cloud in each d-dimensional

cube (with sides parallel to the coordinate axis). In this new cloud, H(Z), we can

naturally find neighbors using the algorithm described in Section 8.5.2 below and

the Epanechnikov kernel to assign weights. For that reason we stated in Section

8.4 that we want to transform the data Xk into an isotropic cloud, such that, every

unitary cube centered in Ỹ (f)(t⇤k, !̃
0
m) contains, on average, one point of the cloud

[m0Ỹ (b)(t⇤k, !̃
0
m).

We now proceed to describe the details of the mentioned transformations.

We first show a customary procedure in statistics to motivate the transformation.

Let ⌃ := cov(Z) be the sample covariance matrix computed from a cloud of points
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Z. To obtain a de-correlated version of Z the linear transformation T (z) = ⌃�1/2 z

is widely used in statistics. For example, consider a cloud Z of points obtained by

sampling 103 independent highly correlated bi-variate Gaussian random variables.

The corresponding cloud T (Z), depicted in the right panel of Figure 8.2, shows the

aspect of a sphere of radius 3. The next step is to obtain a radius ↵ such that the
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Figure 8.2: Left: A bivariate Gaussian cloud, Z. Right: Its corresponding decorre-
lated and scaled version T (Z).
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Figure 8.3: Cloud H(Z).

volume of a d-dimensional sphere of radius 3↵ equals to the volume of M unitary

d-dimensional cubes. From the equation, M = (3↵)d Vd, we obtain ↵ = 1
3 (

M
Vd
)1/d,

where Vd = ⇡d/2

�(d/2+1) is the volume of the unitary sphere in Rd. Therefore, the linear

transformation H is defined by H(x) := ↵T (x). The result of this transformation is



344

depicted in Figure 8.3 in our Gaussian example.

In the general case, we do not expect to have a Gaussian-like distribution for

Xk, but it seems to be a good approximation in our numerical examples. At this

point, is worth mentioning that in examples with several dimensions (species), the

number of approximate SRN-bridges we get, by using the transformation, may be of

the order of M2. This indicates that the bandwidth is too large, and consequently

the bias introduced in the estimation may be large. In these cases, we expand ↵ by

a factor, say 1.5, until O(M) approximate bridges are formed. Generally, one or two

expansions are enough.

A motivation for the Gaussian approximation is that, for short time intervals and

in certain regimes of activity of the system, specially where the total propensity, a0, is

high enough, a Langevin approximation of our SRN provides an Ornstein-Uhlenbeck

process which can potentially be close in distribution to our SRN (see [6]).

Remark 8.5.1. According to the transformation H, the kernel used in our case is

approximately equal to

H(z) :=
1

det(H)

�

H�1(z)
�

,

where  is the Epanechnikov kernel defined in (8.25), since it corresponds with the

continuous case and not with the lattice case.

Remark 8.5.2. We can even consider a perturbated version of T , say Tc, by adding a

multiple of the diagonal matrix formed by the diagonal elements of ⌃, i.e., Tc = (⌃+

c diag(⌃))�1/2, where c is a positive constant of order O(1). The linear transformation

Tc can be considered as a regularization of T that does not change the scale of the

transformation T .
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8.5.4 On the Stopping Criterion

A well known fact about the EM Algorithm is that, given a starting point, it converges

to a saddle point or a local maximum of the likelihood function. Unless we know

beforehand that the likelihood function has a unique global maximum, we can not be

sure that the output of the EM Algorithm is the MLE we are looking for. The same

phenomenon occurs in the case of the Monte Carlo EM Algorithm, and for that reason

Casella and Robert in [9] recommend to generate a set of N (usually N around five)

parallel independent Monte Carlo EM sequences starting from a set of over-dispersed

initial guesses. Usually, we do not know even the scale of the coordinates of our

unknown parameter ✓ = (c1, c2, . . . , cd). For that reason, we recommend to run only

the phase I of our algorithm over a set of uniformly distributed random samples

drawn from a d-dimensional hyper rectangle
Qd

i=1(0, Ci], where Ci is a reasonable,

case dependent, upper bound for each reaction rate parameter ci. We observed in our

numerical experiments, that the result of this procedure is a number of points laying

on a low dimensional manifold. Once this manifold is identified, N di↵erent initial

guesses are taken as over-dispersed seeds for the phase II.

Note that the stochastic iterative scheme given by formula (8.28) may be easily

adapted to produce N parallel stochastic sequences, (✓̂(p)II,i)
+1
p=1, where, for each i =

1, 2, . . . , N , the distribution of the random variable ✓̂(p+1)
II,i depends on its history of

realizations, (✓̂(k)II,i)
p
k=1, only through its previous value, ✓̂(p)II,i. In this sense, the N

sequences, (✓̂(p)II,i)
+1
p=1, are Markov Chain Monte Carlo (MCMC) sequences [12, 9].

There is a number of convergence assessment techniques or convergence diagnostic

tools in the MCMC literature; in this article, we adopt the R̂ criterion by Gelman

and Rubin [106, 107], that monitors the convergence of N parallel random sequences

( (p)
i )+1

p=1, where i = 1, 2, . . . , N .
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Compute:

Bp :=
1

N � 1

N
X

i=1

⇣

 ̄p,i � ¯̄ p

⌘2

, where  ̄p,i :=
1

p

p
X

k=1

 (k)
i and ¯̄ p :=

1

N

N
X

i=1

 ̄p,i, and

Wp :=
1

N

N
X

i=1

s2p,i, where s2p,i :=
1

p� 1

p
X

k=1

⇣

 (k)
i �  ̄p,i

⌘2

.

Then define

Vp :=
p� 1

p
Wp +Bp and R̂p :=

s

Vp

Wp
.

B and W are known as between and within variances, respectively. It is expected that

R̂ (potential scale reduction) declines to 1 as p! +1. In our numerical experiments

we use 1.4 as a threshold.

Observe that if for all p, the values  ̄p,i are grouped in a very small cluster, i.e.,

 ̄p,i ⇡ ¯̄ p and therefore we have essentially only one Markov chain, then Bp is close

to zero and R̂p ⇡
q

p�1
p ! 1 as p! +1 independently of the behavior of the chain.

To avoid this undesirable situation, we propose to observe also the behavior of the

moving averages of order L, that is,

 ̃p :=
1

N

N
X

i=1

⇣

 ̃p,i �  ̃p�1,i

⌘2

where  ̃p,i :=
1

L

L�1
X

`=0

 (p�`)
i .

We stop when  ̃p is su�ciently small. In our numerical experiments we use L = 5.

Once we stop to iterate after p⇤ iterations, the individual outputs,

✓̂(p
⇤)

II,1 , ✓̂
(p⇤)
II,2 , . . . , ✓̂

(p⇤)
II,N

form a small cluster. We can not be totally sure that this cluster is near to the MLE,

but at least we have some kind of confidence on that. In such a case, we can use

the mean of that small cluster as a MLE estimation of our unknown parameter, ✓.
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Otherwise, if we have two or more clusters or over-dispersed results, we should make

a more careful analysis.

Remark 8.5.3. The R̂ stopping criterion works only if the over-dispersed seeds ob-

tained in the phase I lie in the basin of attraction of one local maximum of the like-

lihood function. Otherwise R̂ may not decrease to 1, even worse, it may go to +1.

For that reason, it is recommendable to monitor the evolution of R̂. In our numerical

examples we have that R̂ is decreasing and we stop the algorithm using R̂0 = 1.4 as a

threshold.

8.6 Numerical Examples

In this section, we present numerical results that show the performance of our FREM

algorithm. In the phase I, we use the alternative definition of ✓(0)II,i described in Remark

8.4.1. For the phase II, we run N = 4 parallel sequences using 1.4 as a threshold for R̂

(described in Section 8.5.4). As a point estimator of ✓, we provide the cluster average

of the sequence ✓̂(p
⇤)

II,1 , ✓̂
(p⇤)
II,2 , . . . , ✓̂

(p⇤)
II,N .

For each example, we report: i) the number of iterations of the phase II, p⇤; ii) a

table containing a) the initial points, ✓(0)I,i , b) the outputs of the phase I, ✓(0)II,i, and c)

the outputs of the phase II, ✓̂(p
⇤)

II,i ; and iii) a figure with all those values.

For the examples in which we generate synthetic data, we provide the seed parame-

ter ✓G we used to generate the observations. It is important to stress that the distance

from our point estimator to ✓G depends of the number of generated observations.
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8.6.1 Decay Process

We start with a simple decay model with only one species and two reaction channels.

Its stoichiometric matrix and propensity function are:

⌫T =

0

B

@

�1

�4

1

C

A

and a(X) =

0

B

@

c1X

c2X · 1X�4

1

C

A

, respectively.

We set X0=100, T=1 and consider synthetic data observed in uniform time inter-

vals of size �t= 1
16 . This determines a set of 17 observations generated from a single

path using the parameter ✓G=(3.78, 7.20). The data trajectory is shown in Figure

8.4.
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Figure 8.4: Data trajectory for the Decay example. This is obtained by observing the
values of an SSA path at uniform time intervals of size �t=1/16.

For this example, we use N=4 FREM-sequences starting at ✓(0)I,1=(1, 5), ✓(0)I,2=(6, 5),

✓(0)I,3=(1, 9) and ✓(0)I,4=(6, 9). In this example and in the following ones, for each interval

we run a minimum of M = 100 forward-reverse sample paths and we set a coe�cient

of variation threshold of 0.1 (see Section 8.5.1).

We illustrate one run of the FREM algorithm in the left panel of Figure 8.5 and

in Table 8.1. For that run, the cluster average is ✓̂=(3.68, 7.50), and it took p⇤=3

iterations to converge (minimum imposed) for a R̂ threshold equal to 1.4. We take ✓̂
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as a MLE point estimation of the unknown parameters.
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Figure 8.5: Left: One FREM estimation (phase I and phase II) for the decay example.
The N final values of this particular run are shown as circles. Right: We show 30
independent runs of the FREM algorithm.

i ⇤=✓(0)I,i 3=✓(0)II,i �=✓̂(p
⇤)

II,i

1 (1, 5) (1.35, 10.67) (3.65, 7.52)
2 (6, 5) (7.85, 9.11) (3.80, 7.46)
3 (1, 9) (1.20, 10.71) (3.63, 7.50)
4 (6, 9) (7.06, 9.30) (3.65, 7.50)

Table 8.1: Values computed by one run of the FREM Algorithm for the decay exam-
ple, corresponding to the left panel of Figure 8.5.

We computed an ensemble of 30 independent runs (and obtained 30 cluster av-

erages). The result is shown in the right panel of Figure 8.5. We observe that the

variability of the cluster average is indeed very small, indicating the robustness of the

method and that 1.4 is a reasonable choice as a threshold for R̂. Details are shown

in Table 8.2.

Remark 8.6.1. Recall that the distance between the value ✓G used to generate syn-

thetic data and the estimation ✓̂ is meaningless for small data sets. The relevant

distance in this estimation problem is the one we obtain from our FREM algorithm

✓̂ and the ✓̂MLE based on maximizing the true likelihood function, but this last one is

not available in most cases.
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Average Average CI at 95% Min Value Max Value
ĉ1 3.69 (3.682, 3.699) 3.66 3.77
ĉ2 7.50 (7.495, 7.501) 7.48 7.51

Table 8.2: Values computed for an ensemble of 30 independent runs of the FREM
algorithm for the decay example. In each run, we obtain a cluster average, ✓̂(i), as
MLE point estimate. Define C:=(✓̂(i))30i=1. For each unknown coe�cient cj in ✓, we
show i) the average of C, ii) a 95% confidence interval for the mean of C, and iii) the
minimum and maximum values of C.

8.6.2 Wear in Cylinder Liners

We now test our FREM algorithm by using real data. The data set w = {wi}ni=1,

taken from [3], consists of wear levels observed on n = 32 cylinder liners of eight-

cylinder SULZER engines as measured by a caliper with a precision of � = 0.05 mm.

Data are presented in Figure 8.6.
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Figure 8.6: Data set from [3]. Data refer to cylinder liners used in ships of the
Grimaldi Group.

The finite resolution of the caliper allows us to represent the set of possible mea-

surements using a finite lattice. Let X(t) be the thickness process derived from the

wear of the cylinder liners up to time t, i.e., X(t) = X0�W (t), where W is the wear

process and X0 is the initial thickness. The final time of some observations is close

to T=60, 000 hours.

We model X(t) as a decay processes with two reaction channels and � = 0.05,
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since a simple decay process is not enough to explain the data. The two considered

intensity-jump pairs are (a1(x), ⌫1) = (c1x,��) and (a2(x), ⌫2) = (c2x,�4�). Here

c1 and c2 are coe�cients with dimension (mm · hour)�1.

The linear propensity functions, the value X0=5 mm and the initial values for

the phase I: ✓(0)I,1=(1, 1), ✓(0)I,2=(10, 1), ✓(0)I,3=(1, 10) and ✓(0)I,4=(10, 10), are motivated by

previous studies of the same data set, see [6] for details.

In our computations, we re-scaled the original problem by setting �=1 and T=1.

We illustrate one run of our FREM algorithm in the left panel of Figure 8.7and

in Table 8.3. For that run, we obtained a cluster average of ✓̂=(8.91, 5.74) which

corresponds to ✓̂o=(1.5 · 10�4, 0.97 · 10�4) in the non-scaled model. The algorithm

converged after p⇤=93 iterations using 1.4 as a threshold for R̂. We take that cluster

average as a MLE point estimation of the unknown parameters.
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Figure 8.7: Left: FREM estimation (phase I and phase II) for the wear example.
The N final values of this particular run are shown as circles. Right: We show 30
independent runs of the FREM algorithm.

i ⇤=✓(0)I,i 3=✓(0)II,i �=✓̂(p
⇤)

II,i

1 (1, 1) (2.81, 9.90) (8.56, 5.83)
2 (10, 1) (36.88, 1.58) (9.07, 5.71)
3 (1, 10) (1.13, 10.31) (8.68, 5.80)
4 (10, 10) (11.44, 7.79) (9.34, 5.62)

Table 8.3: Values computed by one run of the FREM Algorithm for the wear example
corresponding to the left panel of Figure 8.7.
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We computed an ensemble of 30 independent runs (and obtained 30 cluster aver-

ages). The result is shown in the right panel of Figure 8.7. We observe that there is

a small variability in the estimates indicating the robustness of the method. Details

are shown in Table 8.4.

Average Average CI at 95% Min Value Max Value
ĉ1 8.94 (8.90, 8.99) 8.71 9.22
ĉ2 5.73 (5.72, 5.74) 5.66 5.79

Table 8.4: Values computed for an ensemble of 30 independent runs of the FREM
algorithm for the wear example. In each run, we obtain a cluster average, ✓̂(i), as
MLE point estimate. Define C:=(✓̂(i))30i=1. For each unknown coe�cient cj in ✓, we
show i) the average of C, ii) a 95% confidence interval for the mean of C, and iii) the
minimum and maximum values of C.
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Figure 8.8: Left: confidence band with the parameter ✓̃ obtained in [6] for the wear
example. Right: the confidence band obtained with the FREM algorithm.

Remark 8.6.2. In this particular example, the data set has been obtained with the

help of a caliper with a finite precision. Therefore, our likelihood should incorporate

also the distribution of the measurement errors, which may be assumed Gaussian and

independent and identically distributed with mean zero and variance equals to the

caliper’s precision. We omitted this step in our analysis for the sake of simplicity and

brevity.

Remark 8.6.3. Comparing our FREM estimate, ˆ̂✓=(1.5 · 10�4, 0.97 · 10�4), with the

value obtained in [6] for the same data set and the same model, ✓̃=(0.63 · 10�4, 1.2 ·
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10�4), we obtained the same scale in the coe�cients and a quite similar confidence

band, see Figure 8.8.

8.6.3 Birth-death Process

This model has one species and two reaction channels:

; c1�! X, X
c2�! ;

described respectively by the stoichiometric matrix and the propensity function
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@
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c2 X

1
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.

Since we are not continuously observing the paths of X, an increment of size k in

the number of particles in a time interval [t1, t2], may be the consequence of any

combination of n+k firings of channel 1 and n firings of channel 2 in that interval.

This fact turns non-trivial the estimation of c1 and c2.

We set X0=17, T=200 and consider synthetic data observed in uniform time

intervals of size �t=5. This determines a set of 41 observations generated from a

single path using the parameter ✓G=(1, 0.06). The data trajectory is shown in Figure

8.9.

For this example we ranN=4 FREM sequences starting at ✓(0)I,1=(0.5, 0.04), ✓(0)I,2=(0.5, 0.08),

✓(0)I,3=(1.5, 0.04) and ✓(0)I,4=(1.5, 0.08). Those points where chosen after a previous ex-

ploration with the phase I.

We illustrate one run of our FREM algorithm in the left panel of Figure 8.10 and

Table 8.5. For that run, we obtained a cluster average of ✓̂=(1.22, 0.065). The FREM

algorithm took p⇤=95 iterations to converge using a threshold of 1.4 for R̂. We take

that cluster average as a MLE estimation of the unknown parameters.
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Figure 8.9: Data trajectory for the Birth-death example. This is obtained by observ-
ing the values of an SSA path at uniform time intervals of size �t=5.

c
1

0.4 0.6 0.8 1 1.2 1.4 1.6

c
2

0.03

0.04

0.05

0.06

0.07

0.08

0.09

Initial point phase I
Initial point phase II
Final point phase II

0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2
0.03

0.04

0.05

0.06

0.07

0.08

0.09

c
1

c
2

Figure 8.10: Left: FREM estimation (phase I and phase II) for the birth-death
example. The N final values of this particular run are shown as circles. Right: We
show 30 independent runs of the FREM algorithm.

i ⇤ = ✓(0)I,i 3 = ✓(0)II,i � = ✓̂(p
⇤)

II,i

1 (0.5, 0.04) (6.24e-01, 3.29e-02) (1.24e+00, 6.55e-02)
2 (0.5, 0.08) (7.68e-01, 4.07e-02) (1.29e+00, 6.67e-02)
3 (1.5, 0.04) (1.01e+00, 5.25e-02) (1.18e+00 6.27e-02)
4 (1.5, 0.08) (1.53e+00, 7.97e-02) (1.20e+00, 6.34e-02)

Table 8.5: Values computed by one run of the FREM Algorithm for the birth-death
example corresponding to the left panel of Figure 8.10.

We compute an ensemble of 30 independent runs (and obtained 30 cluster av-

erages), and the result is shown in the right panel of Figure 8.10. We observe a

moderate variability in the estimates. This may indicate that the R̂ threshold needs
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to be decreased and consequently, more iterations of the algorithm may be needed.

Details are shown in Table 8.6.

Average Average CI at 95% Min Value Max Value
ĉ1 1.243 (1.236, 1.249) 1.213 1.284
ĉ2 0.0659 (0.0655, 0.0662) 0.0643 0.0681

Table 8.6: Values computed for an ensemble of 30 independent runs of the FREM
algorithm for the birth-death example. In each run, we obtain a cluster average, ✓̂(i),
as MLE point estimate. Define C:=(✓̂(i))30i=1. For each unknown coe�cient cj in ✓, we
show i) the average of C, ii) a 95% confidence interval for the mean of C, and iii) the
minimum and maximum values of C.

8.6.4 SIR Epidemic Model

In this section we consider the SIR epidemic model, where X(t) = (S(t), I(t), R(t))

(susceptible-infected-removed individuals), and the total population is constant, S+I+R =

N (see [32]). The importance of this example lies in the fact that has a non-linear

propensity function and it has two dimensions.

This model has two reaction channels,

S+I
��! 2I, I

��! R

described by the stoichiometric matrix and the propensity function
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We setX0=(300, 5), T=10 and consider synthetic data generated using the parameters

✓G=(1.66, 0.44) by observing X at uniform time intervals of size �t=1. The data

trajectory is shown in Figure 8.11.

For this example we ran N=4 FREM sequences starting at ✓(0)I,1=(0.40, 0.05),
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Figure 8.11: Data trajectory for the SIR example. This is obtained by observing the
values of an SSA path at uniform time intervals of size �t=1.

✓(0)I,2=(0.40, 1.00), ✓(0)I,3=(3.00, 0.05) and ✓(0)I,4=(3.00, 1.00). Those points where chosen

after some previous exploration with the phase I.

We illustrate one run of the FREM algorithm in the left panel of Figure 8.12. Our

MLE point estimation is obtained as the cluster average of the values shown in Table

8.7, that is ✓̂=(1.65, 0.39). The FREM algorithm took p⇤=3 iterations to converge

(minimum imposed), using 1.4 as a threshold for R̂.

c
1

0 0.5 1 1.5 2 2.5 3

c
2

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Initial point phase I
Initial point phase II
Final point phase II

0 0.5 1 1.5 2 2.5 3
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

c
1

c
2

Figure 8.12: Left: FREM estimation (phase I and phase II) for the SIR example.
The N final values of this particular run are shown as circles. In this particular case,
where the results of phase I collapses to a single point, N = 4 FREM sequences seem
to be unnecessary, but we note that the R̂ criterion needs at least 2 sequences. Right:
We show 30 independent runs of the FREM algorithm.
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i ⇤ = ✓(0)I,i 3 = ✓(0)II,i � = ✓̂(p
⇤)

II,i

1 (0.40, 0.05) (1.50, 0.38) (1.65, 0.39)
2 (0.40, 1.00) (1.50, 0.38) (1.65, 0.39)
3 (3.00, 0.05) (1.50, 0.38) (1.66, 0.39)
4 (3.00, 1.00) (1.50, 0.38) (1.66, 0.39)

Table 8.7: Values computed by one run of the FREM Algorithm for the SIR example
corresponding to the left panel of Figure 8.12.

We computed an ensemble of 30 independent runs (and obtained 30 cluster aver-

ages), and the result is shown in the right panel of Figure 8.12. We observe a very

small variability in our estimates. Details are shown in Table 8.8.

Average Average CI at 95% Min Value Max Value
ĉ1 1.6784 (1.6763, 1.6804) 1.6648 1.6891
ĉ2 0.3942 (0.3939, 0.3945) 0.3920 0.3956

Table 8.8: Values computed for an ensemble of 30 independent runs of the FREM
algorithm for the SIR example. In each run, we obtain a cluster average, ✓̂(i), as MLE
point estimate. Define C:=(✓̂(i))30i=1. For each unknown coe�cient cj in ✓, we show i)
the average of C, ii) a 95% confidence interval for the mean of C, and iii) the minimum
and maximum values of C.

8.6.5 Auto-regulatory Gene Network

The following model, taken from [97], has eight reaction channels and five species,

DNA+ P2
c1�! DNA�P2, DNA�P2

c2�! DNA+ P2

DNA
c3�! DNA+mRNA, mRNA

c4�! ;

P + P
c5�! P2, P2

c6�! P + P

mRNA
c7�! mRNA+ P, P

c8�! ;
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and it is described respectively by the stoichiometric matrix and the propensity func-

tion
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Quoting [97], “DNA, P , P2, and mRNA represent DNA promoters, protein gene

products, protein dimers, and messenger RNA molecules, respectively”. This model

has been selected to test the robustness of our FREM algorithm to deal with several

dimensions and several reactions. Same as in the cited work, we also set the initial

state of the system at

X0 = (DNA,DNA�P2,mRNA,P, P2) = (7, 3, 10, 10, 10),

and run the system to the final time T = 50. Synthetic data is gathered by observing

a single trajectory generated using ✓G = (0.1, 0.7, 0.35, 0.3, 0.1, 0.9, 0.2, 0.1) at uniform

time intervals of size �t=1
2 . The data trajectory is shown in Figure 8.13. For this

example we ran N=2 FREM sequences starting at ✓(0)I,1 = 0.1 v and ✓(0)I,2 = 0.5 v,

respectively, where v is the vector of R8 with all its components equal to one.

The FREM algorithm took, on average, p⇤=169 iterations to converge, taking 2

days in our workstation configuration: a 12 core Intel GLNXA64 architecture with

MATLAB version R2014a.
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Figure 8.13: Data trajectory for the auto-regulatory gene network example obtained
by observing the values of an SSA path at uniform time intervals of size �t=1

2 .

We computed an ensemble of 10 independent runs, obtaining 10 cluster averages.

We observe that this variability is very small. Details are shown in Table 8.9.

Average Average CI at 95% Min Value Max Value
ĉ1 0.1011 (0.1001, 0.1022) 0.0984 0.1033
ĉ2 0.6207 (0.6135, 0.6279) 0.6005 0.6328
ĉ3 0.3398 (0.3380, 0.3415) 0.3358 0.3441
ĉ4 0.3182 (0.3166, 0.3198) 0.3139 0.3213
ĉ5 0.0637 (0.0622, 0.0652) 0.0595 0.0687
ĉ6 0.5891 (0.5742, 0.6040) 0.5485 0.6357
ĉ7 0.1444 (0.1426, 0.1462) 0.1392 0.1483
ĉ8 0.0630 (0.0623, 0.0637) 0.0618 0.0652

Table 8.9: Values computed for an ensemble of 10 independent runs of the FREM
algorithm for the auto-regulatory gene network example. In each run, we obtain a
cluster average, ✓̂(i), as MLE point estimate. Define C:=(✓̂(i))10i=1. For each unknown
coe�cient cj in ✓, we show i) the average of C, ii) a 95% confidence interval for the
mean of C, and iii) the minimum and maximum values of C.

Remark 8.6.4. Observe that in the examples where the stoichiometric vectors are

linearly dependent, the results of the phase I, ✓(0)II,i, i = 1, 2, 3, 4, lies in a hyperplane

that reflects certain amount of indi↵erence in the coe�cient estimations. This does

not happen in the SIR example where all the estimations in the phase I are essentially

the same.
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8.7 Conclusions

In this work, we addressed the problem of e�ciently computing approximations of

expectations of functionals of bridges in the context of stochastic reaction networks

by extending the forward-reverse technique developed by Bayer and Schoenmakers

in [55]. We also showed how to apply this technique in the statistical problem of

inferring the set of coe�cients of the propensity functions. We presented a two-phase

approach, namely FREM algorithm, in which the first phase, based on reaction-rate

ODEs is deterministic and it is intended to provide a starting point that reduces the

computational work of the second phase, namely, the Monte Carlo EM Algorithm.

Our novel algorithm for generating bridges provides a clear advantage over shooting

methods and methods based on acceptance rejection techniques. Our work is illus-

trated with numerical examples. As future work we plan to incorporate higher order

kernels and multilevel Monte Carlo methods in the FREM algorithm.

8.8 Algorithms
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Algorithm 26 The F-R (forward-reverse) path generation algorithm in the MCEM phase,
for a given time interval, [s, t]. Inputs: the initial sample size, M0, the coe�cient of variation
threshold, cv0, the initial time, s, the final time, t, the initial observed state, x(s), and the
final observed state, x(t). Outputs: a sequence of the number of times that a reaction
channel fired in the given time interval, ((rj,l)Jj=1)

L
l=1, a sequence of forward Euler values

for the given time interval, ((uj,l)Jj=1)
L
l=1 and a sequence of kernel weights for the given time

interval, ((wj,l)Jj=1)
L
l=1. Notes: Here Vd is the volume of a d dimensional unit sphere, X̃(f)

·,·,n is

the sampled forward process value at time t(f)n , X̃(b)
·,·,n0 is the sampled reverse process at time

t(b)n0 , � is the Kronecker delta kernel and e is the Epanechnikov kernel, L is the number of

joined F-R paths in the time interval [s, t], where 0  L  M̃2. Finally, 0 < � < 1 and CL

is an integer greater than 1 (in our examples we use 2).

1: M̃  1
2: M  M0

3: t⇤  1
2(t� s)

4: while cv � cv0 do
5: for m = M̃ to M̃+M�1 do
6: ((X̃(f)

·,m,n, t
(f)
m,n)

N(m)
n=1 , (r(f)j,m)

J
j=1) FW path from s to t⇤ starting at x(s)

7: u(f)
j,m  (t(f)m,n+1 � t(f)m,n)gj(X̃

(f)
·,m,n)

8: ((X̃(b)
·,m,n0 , t

(b)
m,n0)

N 0(m)
n=1 , (r(b)j,m)

J
j=1) RV path from t to t⇤ starting at x(t)

9: u(b)
j,m  (t(b)m,n0+1 � t(b)m,n0)gj(X̃

(b)
·,m,n0+1)

10: end for
11: (u·,l, r·,l, w·,l)Ll=1  join F-R paths (X̃(f,b)

·,· (t⇤), (r(f,b)j,· )Jj=1, (↵
(f,b)
j,· )Jj=1,�)

12: Here, ↵j,l = ↵(f)
j,m + ↵(b)

j,m s.t. m 2 {1, 2, ..., M̃} and

13: �(X̃
(f)
·,m(t⇤), X̃

(b)
·,m(t⇤)) > 0. Similarly for rj,l.

14: if L < d�M̃e then
15: ⌃ covariance matrix of (X̃(f)

·,m(t⇤), X̃
(b)
·,m(t⇤))

16: ⌃ ⌃+ c diag(⌃), where c is a positive constant.
17: if ⌃�1/2 not singular then
18: H  1

3⌃
�1/2( M̃Vd

)1/d

19: ⇣  1
20: repeat
21: Ỹ (f)

·,m (t⇤) ⇣HX̃(f)
·,m(t⇤)

22: Ỹ (b)
·,m(t⇤) ⇣HX̃(b)

·,m(t⇤)

23: (u·,l, r·,l, w·,l)Ll=1  join F-R paths (Ỹ (f,b)
·,· (t⇤), (r(f,b)j,· )Jj=1, (↵

(f,b)
j,· )Jj=1,e)

24: ⇣  1.5⇣
25: until L  CLM̃
26: end if
27: end if
28: compute the coe�cient of variation of (u·,l)Ll=1 and (r·,l)Ll=1 (see section 8.5.1)
29: M̃  M̃ +M
30: M  2M
31: end while
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Algorithm 27 The F-R path join algorithm in the MCEM. Inputs: a sequence of
forward-backward samples for the time interval [s, t] evaluated at the intermediate

time, t⇤, X̃(f,b)
·,· (t⇤), a sequence of the number of times that a reaction channel fired

in the forward interval [s, t⇤] and in the reverse interval [t⇤, t], r(f,b)·,· , the sequence
of forward Euler values for each reaction channel for the forward interval [s, t⇤] and

for the backward interval [t⇤, t], u(f,b)
·,· , and the kernel . Outputs: the number of

joined paths, L, a sequence of the number of times that a reaction channel fired in
the interval [s, t], ((rj,l)Jj=1)

L
l=1, the sequence of forward Euler values for each reaction

channel for the interval [s, t], ((uj,l)Jj=1)
L
l=1 and the sequence of kernel weights for

the interval [s, t], ((wj,l)Jj=1)
L
l=1. Notes: S is a two dimensional sparse matrix of size

C ⇥ M̃ .
1: L 0
2: for i = 1 to d do
3: Ai  minmbX̃(f,b)

i,m (t⇤)c
4: Bi  maxmdX̃(f,b)

i,m (t⇤)e
5: Ei  1 + Bi � Ai

6: end for
7: for m = 1 to M̃ do
8: pi  1 + dX̃(f)

i,m(t
⇤)e � Ai

9: c convert(p, E) (converts d dimensional address to {1, ..., C})
10: Sc,n(c)+1  m, where n(c) is the number of elements in row c of S
11: n(c) n(c) + 1
12: end for
13: for m = 1 to M̃ do
14: (bk)3

d

k=1  get neighboring sub-boxes of X̃(b)
·,m(t⇤) s.t. bk 2 {1, ..., C}

15: for k = 1 to 3d do
16: for j = 1 to n(ck) do
17: ` Sck,j

18: v  (X̃(f)
·,` (t

⇤), X̃(b)
·,m(t⇤))

19: if v > 0 then
20: L L+ 1
21: ul  u(f)

` + u(b)
m

22: rl  r(f)` + r(b)m

23: wl  v
24: end if
25: end for
26: end for
27: end for
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Chapter 9

Concluding Remarks

9.1 Summary

This thesis addresses e�cient and automatic error-controlled methods for comput-

ing quantities of interest of the form E [g(X(T ))], for a class of Markovian pure

jump processes X. The computational complexity of these methods, as a function

of a prescribed global error tolerance is of the same order as a pathwise exact (i.e.

discretization-free) Monte Carlo method but with a smaller constant. In some cases

computational work is reduced by a factor ors 103. The methods combine approximate

and exact path simulation algorithms. The approximate method used is the Cherno↵

Tau-leap method, whereas the pathwise exact methods are Gillespie’s SSA and An-

derson’s MNRM. By using a computational-work-based, one-step decision rule, it is

possible to combine the advantages of the Tau-leap method (much faster in certain

regimes) with the advantages of the pathwise exact methods (no discretization nor

exit error).

A parameter estimation procedure (calibration) is also developed to estimate the

quantity of interest up to a given global computational error tolerance TOL > 0,

within a prescribed confidence level ↵ 2 (0, 1). The calibration procedure computes

a posteriori error estimates for each component of the global computational error,

and solves a computational work optimization problem, to estimate all the required
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simulation parameters: size of the discretization grid, one-step exit error threshold

and number of samples. Ideally, these a posteriori error estimators should be accurate

and relatively simple and inexpensive to compute. For example, in the multilevel

Monte Carlo setting, one of the challenges here addressed is the accurate estimation

of the variances of the quantity of interest for two consecutive levels in the hierarchy

of time discretization. By the use of the dual-based residual expansion technique,

a computable approximation for this quantity is derived and has the potential to

mitigate the e↵ect of the large kurtosis in Monte Carlo estimators for a countable

state space. The same dual-based techniques, yield accurate a posteriori estimates

of the time discretization error. Furthermore, by deriving sharp bounds for the path

exit probability, it is possible to explicitly control the exit error of the Monte Carlo

estimator for the quantity of interest.

The computation of expected values of functionals of a stochastic process is usually

related with the notion of weak convergence. This is a well developed area for Itô

stochastic di↵erential equations (SDEs) [108, 109, 110]. For example, weak order

convergence proofs for the Euler method for numerically solving SDEs dates back to

1979 [111]. A priori error expansions for uniform time steps go back to 1990.

This is not the case for pure jump processes that take values in a lattice. Weak or-

der convergence proofs of the Tau-leap method are relatively recent (2005 [73], 2007

[23]). The literature on automatic global error control for the Tau-leap method is

limited, not to mention hybrid pathwise exact/Tau-leap methods. The possible sole

exception is paper [43], in which an a posteriori estimate for the global weak error

E
⇥

g(X((T )� g(X̄(T ))
⇤

, between an exact method (SSA) and the Tau-leap method,

based on an exact global error representation is presented. This a posteriori error

estimate is based on a continuous extension of the discretely defined value function.

The leading order term is approximated by a discrete dual weighted propensity resid-

ual, similar to a stochastic di↵erential equation setting [112]. Strong approximations
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of pure jump processes are discussed in [113]. The work contained in this thesis can

be seen as a promising step in this direction.

Regarding the the statistical inference problem of estimating parameters from

discretely observed data, that is, data collected by observing paths of a continu-

ous time Markovian pure jump process at a finite number of observational times,

two approaches are developed. The first one, is an indirect method for a real data

set consisting of wear degradation measurements of engine cylinder liners of large

cargo ships. This indirect, up-scale approach is based on a microscopic Markovian

pure jump process model approximated by a Gaussian field that describes the ex-

pected value and the variance of a Gaussian noise perturbed reaction-rate ordinary

di↵erential equation (ODE). This ODE is related with the base model through its

infinitesimal generator. Then, a weighted least-squares penalized problem is solved

and the goodness-of-fit is assessed by the Kolmogorov forward system of equations.

This non-sampling method allows to obtain several probabilistic descriptions of the

data, for example the conditional residual reliability function, that are essential for

conditional based maintenance.

The second approach is a direct Monte Carlo approach, based on building stochas-

tic bridges for two consecutive observation points. This is an extension to a discrete

setting of a technique developed by Bayer and Schoenmakers for stochastic di↵eren-

tial equations driven by standard Brownian noise. This enables e�cient simulation

of approximate bridges of a di↵usion process conditioned on the values at the end-

points of the time interval. In the pure jump inference setting, this technique allows

to “fill in” the missing data between two consecutive observations and, together with

a Monte Carlo Expectation-Maximization (EM) algorithm, an e�cient procedure to

approximate the maximum likelihood estimator of the parameters is obtained.
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9.2 Future Work

The work presented in this thesis can be extended in the following directions.

Forward problem Rigorous error controlled hybrid methods for estimating quan-

tities of interest have been developed in this work. The methods combine the approxi-

mate Cherno↵ Tau-leap and exact path simulation algorithms. A possible extension is

to use also other approximation algorithms, based on Langevin dynamics or reaction-

rate ODEs. Much work needs to be done to rigorously quantify the error between an

exact path and a Langevin or an ODE approximation. In particular, in the first case

the noise is Gaussian and no more Poissonian. In the second case, there is no noise.

The dual weighted expansion is a promising technique for accurately and e�ciently

estimate this error.

A natural extension to the Gillespie’s Tau-leap -explicit- method is to apply im-

plicit schemes. Then, larger time-steps can be taken in sti↵ systems, where the explicit

Tau-leap scheme cannot in general be applied. An implicit step involves solving the

equation: y = x + ⌧
PJ

j=1 aj(y)⌫j for x, y 2 Zd
+, so computational work should be

carefully estimated. Also, the pre-leap Cherno↵ step size control should be adapted

to an implicit method.

Another attractive line of work is to extend the Cherno↵ Tau-leap method to a

spatial setting. This requires correct modeling of advection and di↵usion, and thus

computable error estimates for these phenomena.

Models typically depend on a set of unknown parameters. Their values may fluc-

tuate due to uncertainties in the physics of the problem, its modeling, or because the

measurement process. It is of critical importance to characterize how small changes

to parameters alter the output. Such parametric sensitivity analysis con employ dual

weighted residuals to characterize the sensitivity of E [g(X(T ; ✓)] to the parameter ✓.



367

Inverse problem An immediate extension of the FREM method is to incorporate

acceleration techniques in the maximization step of the EM algorithm. This may

reduce the number of steps needed for each iteration of the FREM algorithm which

in turn reduces the number of forward-reverse paths to be sampled.

Another possible extension of the FREM method is to incorporate high-order

kernels to deal with high-dimensional problems.

Tensor-based techniques could potentially be developed to numerically solve high-

dimensional Kolmogorov forward equations problems, thus avoiding Monte Carlo sim-

ulation.
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[63] S. Kumar and L. Massoulié, “Integrating streaming and file-transfer internet

tra�c: fluid and di↵usion approximations,” Queueing Systems, vol. 55, no. 4,

pp. 195–205, 2007.

[64] C. Bordenave, D. McDonald, and A. Proutiere, “A particle system in interaction

with a rapidly varying environment: Mean field limits and applications,” arXiv

preprint math/0701363, 2007.

[65] ——, “Performance of random medium access control, an asymptotic ap-

proach,” ACM SIGMETRICS Performance Evaluation Review, vol. 36, no. 1,

pp. 1–12, 2008.

[66] G. Sharma, A. Ganesh, and P. Key, “Performance analysis of contention based

medium access control protocols,” Information Theory, IEEE Transactions on,

vol. 55, no. 4, pp. 1665–1682, 2009.

[67] J.-Y. Le Boudec, D. McDonald, and J. Mundinger, “A generic mean field con-

vergence result for systems of interacting objects,” in Quantitative Evaluation

of Systems, 2007. QEST 2007. Fourth International Conference on the. IEEE,

2007, pp. 3–18.

[68] R. Darling, “Fluid limits of pure jump markov processes: a practical guide,”

arXiv preprint math/0210109, 2002.

[69] L. Bortolussi, J. Hillston, D. Latella, and M. Massink, “Continuous approxi-

mation of collective system behaviour: A tutorial,” Performance Evaluation,

vol. 70, no. 5, pp. 317–349, 2013.



375

[70] C. Bordenave, D. McDonald, and A. Proutiere, “Random multi-access

algorithms-a mean field analysis,” 2005.

[71] T. G. Kurtz, “Strong approximation theorems for density dependent Markov

Chains,” Stochastic Processes and their Applications, vol. 6, no. 3, pp. 223 –

240, 1978.

[72] A. Voter, “Introduction to the kinetic Monte Carlo method,” Radiation E↵ects

in Solids, pp. 1–23, 2007.

[73] M. Rathinam, L. R. Petzold, Y. Cao, and D. T. Gillespie, “Consistency and

stability of tau-leaping schemes for chemical reaction systems,” SIAM Multiscale

Modeling & Simulation, vol. 4, no. 3, pp. 867–895 (electronic), 2005.

[74] H. Cherno↵, “A measure of asymptotic e�ciency for tests of a hypothesis based

on the sum of observations.” Ann. Math. Stat., vol. 23, pp. 493–507, 1952.

[75] V. Petrov, Sums of Independent Random Variables. Springer, 1976.

[76] F. McMahon, The livermore Fortran kernels: a computer test of the numerical

performance range. Lawrence Livermore National Laboratory, 1986.

[77] J. P. Aparicio and H. Solari, “Population dynamics: Poisson approximation and

its relation to the langevin processs,” Physical Reveiw Letters, vol. 86, no. 18,

pp. 4183–4186, 4 2001.

[78] S. Heinrich, “Monte Carlo complexity of global solution of integral equations,”

Journal of Complexity, vol. 14, no. 2, pp. 151–175, 1998.

[79] A. Speight, “A multilevel approach to control variates,” Journal of Computa-

tional Finance, vol. 12, pp. 1–25, 2009.

[80] N. Collier, A.-L. Haji-Ali, F. Nobile, E. von Schwerin, and R. Tempone, “A

continuation multilevel monte carlo algorithm,” Mathematics Institute of Com-

putational Science and Engineering, Technical report Nr. 10.2014, EPFL, 2014.



376

[81] S. S. Shapiro and M. B. Wilk, “An analysis of variance test for normality

(complete samples),” Biometrika, vol. 52, no. 3/4, pp. 591–611, 12 1965.

[82] M. A. Gibson and J. Bruck, “E�cient exact stochastic simulation of chemi-

cal systems with many species and many channels,” The Journal of Physical

Chemistry A, vol. 104, no. 9, pp. 1876–1889, 2000.

[83] D. G. Luenberger and Y. Ye, Linear and Nonlinear Programming (International

Series in Operations Research and Management Science). Springer, 2010.

[84] C. Bierig and A. Chernov, “Convergence analysis of multilevel variance esti-

mators in multilevel monte carlo methods and application for random obstacle

problems,” Institute for Numerical Simulation, University of Bonn, Preprint

1309, 2013, submitted.

[85] L. Harris and P. Clancy, “A partitioned leaping approach for multiscale mod-

eling of chemical reaction dynamics,” J. Chem. Phys, vol. Volume 125, 2006.

[86] J. Puchalka and K. A.M., “Bridging the gap between stochastic and determin-

istic regimes in the kinetic simulations of the biochemical reaction networks,”

Biophysical Society Biophysical Journal, vol. 86, no. 3, pp. 1357–1372, 2004.

[87] E. Haseltine and J. Rawlings, “Approximate simulation of coupled fast and slow

reactions for stochastic chemical kinetics,” J. Chem. Phys, vol. 117, no. 15, 2002.

[88] S. Plyasunov, “Averaging methods for stochastic dynamics of complex reaction

networks: description of multi-scale couplings,” arXiv:physics/0510054v1, 2005.

[89] Y. Cao and L. Petzold, “Accuracy limitations and the measurement of errors

in the stochastic simulation of chemically reacting systems,” Journal of Com-

putational Physics, vol. 212, no. 1, pp. 6–24, 2006.

[90] R. Srivastava, L. You, J. Summers, and J. Yin, “Stochastic vs. deterministic

modeling of intracellular viral kinetics,” Journal of Theoretical Biology, vol.

218, no. 3, pp. 309–321, 2002.



377

[91] C. Gourieroux, A. Monfort, and E. Renault, “Indirect inference,” Journal of

Applied Econometrics, vol. 8 (supplement), pp. S85–118, 1993.

[92] F. Klebaner, Introduction to Stochastic Calculus With Applications (2nd Edi-

tion), 2nd ed. Imperial College Press, 2005.

[93] N. Van Kampen, Stochastic Processes in Physics and Chemistry, Third Edition

(North-Holland Personal Library), 3rd ed. North Holland, 2007.

[94] M. Bladt and M. Sørensen, “Statistical inference for discretely observed Markov

jump processes,” Journal of the Royal Statistical Society Series B, vol. 67, no. 3,

pp. 395–410, 2005.

[95] C. Gardiner, Stochastic Methods: A Handbook for the Natural and Social Sci-

ences (Springer Series in Synergetics). Springer, 2010.

[96] M. H. Holmes, Introduction to the foundations of applied mathematics, ser.

Texts in applied mathematics. Dordrecht, London: Springer, 2009.

[97] B. J. Daigle, M. K. Roh, L. R. Petzold, and J. Niemi, “Accelerated maxi-

mum likelihood parameter estimation for stochastic biochemical systems,” BMC

bioinformatics, vol. 13, no. 1, p. 68, 2012.

[98] Y. Wang, S. Christley, E. Mjolsness, and X. Xie, “Parameter inference for

discretely observed stochastic kinetic models using stochastic gradient descent,”

BMC Systems Biology, vol. 4, no. 1, p. 99, 2010.

[99] P. J. Green, “Reversible jump markov chain monte carlo computation and

bayesian model determination,” Biometrika, vol. 82, pp. 711–732, 1995.

[100] R. Boys, D. Wilkinson, and T. Kirkwood, “Bayesian inference for a discretely

observed stochastic kinetic model,” Statistics and Computing, vol. 18, no. 2,

pp. 125–135, 6 2008.

[101] C. S. Gillespie, “Moment-closure approximations for mass-action models,” IET

systems biology, vol. 3, no. 1, pp. 52–58, 2009.



378

[102] P. Smadbeck and Y. Kaznessis, “A closure scheme for chemical master equa-

tions,” Proc Natl Acad Sci USA, vol. 110, no. 35, 2013.

[103] G. N. Milstein, J. G. Schoenmakers, and V. Spokoiny, “Transition density esti-

mation for stochastic di↵erential equations via forward-reverse representations,”

Bernoulli, vol. 10, no. 2, pp. 281–312, 2004.

[104] C. Bayer, H. Mai, and J. Schoenmakers, “Forward-reverse EM algorithm for

Markov Chains,” preprint WIAS, 2013.

[105] L. C. G. Rogers and D. Williams, Di↵usions, Markov processes, and martin-

gales. Volume 1, Foundations, ser. Cambridge mathematical library. Cam-

bridge, U.K., New York: Cambridge University Press, 2000.

[106] A. Gelman and D. B. Rubin, “Inference from iterative simulation using multiple

sequences,” Statistical Science, vol. 7, pp. 457–511, 1992.

[107] A. Gelman, J. B. Carlin, H. S. Stern, D. B. Dunson, A. Vehtari, and D. B.

Rubin, Bayesian Data Analysis, Third Edition (Chapman & Hall/CRC Texts

in Statistical Science), 3rd ed. Chapman and Hall/CRC, 11 2013.

[108] G. N. Milstein and M. V. Tretyakov, Stochastic Numerics for Mathematical

Physics (Scientific Computation). Springer, 12 2010.

[109] P. E. Kloeden and E. Platen, Numerical Solution of Stochastic Di↵erential

Equations (Stochastic Modelling and Applied Probability). Springer, 12 2010.

[110] G. N. Milstein, Numerical Integration of Stochastic Di↵erential Equations

(Mathematics and Its Applications). Springer, 11 1994.

[111] ——, “A method of second-order accuracy integration of stochastic di↵erential

equations,” Theory of Probability & Its Applications, vol. 23, no. 2, pp. 396–401,

1979.

[112] K.-S. Moon, A. Szepessy, R. Tempone, and G. E. Zouraris, “Convergence rates

for adaptive weak approximation of stochastic di↵erential equations,” Stoch.

Anal. Appl., vol. 23, no. 3, pp. 511–558, 2005.



379

[113] N. Bruti-Liberati and E. Platen, “On the strong approximation of pure jump

processes,” School of Finance and Economics, University of Technology, Tech.

Rep., 2005.

[114] W. Feller, An Introduction to Probability Theory and Its Applications, Vol. 1,

3rd Edition, 3rd ed. Wiley, 1968.

[115] A. N. Shiryaev, Probability (Graduate Texts in Mathematics) (v. 95), 2nd ed.

Springer, 12 1995.

[116] V. Petrov and E. Mordecki, Teoŕıa de la probabilidad. DIRAC, 2008.
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APPENDICES

A Brief Review of Probability

and Stochastic Processes

In deterministic dynamic models, there is usually a unique solution of a di↵erential

equation that represents the state of the system at any time t. In this thesis, stochastic

models are investigated, that is, there is a distribution of possible values for a given

time t. In this appendix, a minimal set of basic results from probability theory and

stochastic processes are presented. These results can be found in texts such as Feller

[114], Shiryaev [115] and Petrov [116].

A.1 Probability spaces and random variables

Let ⌦ be a non-empty set of possible outcomes of a random experiment, ! 2 ⌦. An

event is a subset A ⇢ ⌦. An event A is said to occur if the outcome of the experiment

! 2 ⌦ also belongs to A. Otherwise, it has not occurred. A non-empty family F of

events of ⌦ is a �-algebra if

1. ⌦ 2 F ,

2. A 2 F implies that Ac 2 F ,
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3. (Ak)1k=1 ⇢ F implies that
S1

k=1 Ak 2 F .

A probability space is the triplet (⌦,F ,P), where P : F ! [0, 1] such that

1. P (⌦) = 1,

2. If (Ak)1k=1 are pairwise disjoint events, then P (
S1

k=1 Ak) =
P1

k=1 P (Ak).

A subset N of ⌦ is said to be negligible if there exists an event B such that N ⇢ B

and P (B) = 0. An event occurs almost surely if its probability is one. A proposition

or statement holds almost surely or with probability one if it holds for every ! almost

sure. Two events A,B are said to be independent if P (A \ B) = P (A) P (B).

Let A, B be two events with P (A) > 0. Then, the conditional probability of B

given A is defined as

P (B|A) = P (A \ B)

P (A)
.

A real random variable X is a function X : ⌦! R defined on (⌦,F) such that

{X  x} := {! 2 ⌦ : X(!)  x} 2 F 8x 2 R.

The cumulative distribution function (CDF) of X is defined as

FX(x) := P (X  x) 8x 2 R,

and has the following properties:

1. If x < y then FX(x)  FX(y) for all x, y 2 R,

2. 0  F (x)  1 for all x 2 R,

3. limx!�1 FX(x) = 0 and limx!+1 FX(x) = 1,

4. lim✏!0+ FX(x+✏) = F (x) for all x 2 R.
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A real random variable X is continuous if there exists a function fX : R ! R�0

such that

FX(x) =

Z x

�1
fX(x)dx 8x 2 R.

The function fX satisfies
R +1
�1 fX(x)dx = 1 and it is called probability density function

(PDF). Moreover, it holds that P (X = x) = 0, 8x 2 R.

A real random variable X is discrete if there is a sequence (xk)k2I , I ✓ N of real

numbers such that it takes the value xk with probability

pX(xk) := FX(xk)� FX(x
�
k ) = P (X = xk) 8k 2 I.

The function pX satisfies
P

k2I pX(xk) = 1 and it is called probability mass function

(PMF).

Let X1, X2, ..., Xn be random variables defined over (⌦,F ,P). The random vector

X := (X1, X2, ..., Xn) is an n�dimensional random variable. In the real case, the

n�dimensional or joint cumulative distribution function is defined as

FX(x1, x2, ..., xn) := P (X1x1, X2x2, ..., Xnxn) , for x1, x2, ..., xn 2 R.

When

FX(x1, x2, ..., xn) = FX(x1)FX(x2)...FX(x2), for x1, x2, ..., xn 2 R,

holds, the random variables are called mutually independent or just independent.
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A.2 Expectations

Let (⌦,F ,P) be a probability space, and X ⌘ X(!) a random variable. The expected

value of the random variable is defined as

E [X] :=

Z

⌦

X(!)dP (!) .

When the following holds
Z

⌦

|X(!)|dP (!) < +1,

it is said that the random variable has expected value. Useful properties:

1. E [aX + bY ] = aE [X] + bE [Y ], for X, Y random variables, a, b 2 R

2. E [XY ] = E [X] E [Y ], for X, Y independent random variables.

For the case of a real continuous random variable with density fX and a continuous

real function g(x),

E [g(X)] :=

Z +1

�1
g(x)fX(x)dx,

provided that
R +1
�1 |g(x)|fX(x)dx < +1. For the case of a real discrete random

variable X,

E [X] :=
X

k2I

g(xk)pX(xk),

provided that
P

k2I |g(xk)|pX(xk) < +1.

Remark A.2.1 (Monte Carlo). The Monte Carlo method is a general technique

to compute quantities that can be expressed as an expectation of a random variable.

Then, it is required to simulate a random variable X with a given distribution. In most

of the cases, this reduces to be able to simulate uniform random variables. That is,

given a finite sequence of n independent random variables X1, X2, ..., Xn, approximate

a well-defined E [X] by 1
n(X1 +X2 + ...+Xn).
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Let µ := E [X] for X a real random variable. Then the variance of X is defined

by

Var [X] := E [(X � µ)(X � µ)] ,

whenever µ < +1 and E [X2] < +1. Two useful identities:

1. Var [X] = E [X2]� E [X] E [X],

2. Var [X] = E [X(X�1)]� E [XE [X�1]].

Properties:

1. Var [X] � 0, X random variable,

2. Var [aX] = a2Var [X], for X random variable, a 2 R,

3. Var [X + Y ] = Var [X] + Var [Y ], for X, Y independent random variables.

Let X, Y be two random variables, with expectations E [X], E [Y ] respectively.

The covariance between those random variables is defined as

Cov [X, Y ] := E [(X � E [X])(Y � E [Y ])]

= E [XY ]� E [X] E [Y ] .

The correlation coe�cient is defined as

⇢(X, Y ) :=
Cov [X, Y ]

p

Var [X] Var [Y ]
.

whenever Var [X] > 0 and Var [Y ] > 0.
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A.3 Markov, Chebyshev and Cherno↵ inequalities

Let X be a non-negative random variable. Then,

P (X � t)  1

t
E [X] , 8t > 0. (A.1)

This is called Markov inequality and also holds for a function g : R! R�0 of X.

Let Y := (X � E [X])2, such that Var [X] is finite. Then, Y � 0 and E [Y ] =

Var [X]. Then, by the Markov inequality

P
�

Y � t2
�

 1

t2
E [Y ] ,

which yields

P (|X � E [X] | � t)  1

t2
Var [X] , 8t > 0. (A.2)

The Moment Generating Function of a real random variable X is defined as

GX(t) := E
⇥

etX
⇤

, for t 2 R such that E
⇥

etX
⇤

< +1. This expectation always

exists for t = 0, and GX(0) is equal to 1. If X and Y are independent random

variables, then GX+Y = GXGY .

The Cherno↵ bound of a random variable with moment generating function GX(t)

is

P (X � a)  inf
t>0

{e�taGX(t)} 8a > 0. (A.3)

For example, the Cherno↵ bound for a real random variable X :=
Pn

i=1 Xi, sum of

n independent random variablesX1, X2, ..., Xn, is obtained as follows. Using Markov’s

inequality and independence,

P (X � a) = P
�

etX � eta
�


E
⇥

etX
⇤

eta
= e�taE

"

n
Y

i=1

etXi

#

,
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for any t > 0. In particular, the sharpest bound is obtained for the minimizer,

P (X � a)  inf
t>0

{e�ta
n
Y

i=1

E
⇥

etXi
⇤

}.

A.4 Two Limit Theorems

Theorem A.4.1 (Strong Law of Large Numbers (SLLN)). Let (Xk)
+1
k=1 be a sequence

of independent random variables with the same distribution. Assume that E [|X1|] <

+1. Then for every ! almost sure,

E [X1] = lim
n!+1

1

n
(X1(!) +X2(!) + ...+Xn(!).

This theorem imposes a requirement for Monte Carlo methods: it is only possible

to use it for integrable random variables. Moreover, for this method to be useful, the

error

En :=
1

n
(X1 +X2 + ...+Xn)� E [X1] ,

must be evaluated and controlled. This is a key issue addressed in this thesis, as will

be seen later. The following theorem gives a random variable which is asymptotic

equal to En.

Theorem A.4.2 (Central Limit Theorem (CLT)). Let (Xk)
+1
k=1 be a sequence of

independent random variables with the same distribution. Assume that E [X2
1 ] < +1.

Then, it holds that

lim
n!+1

P

✓p
n

�
En  x

◆

= �(x), 8x 2 R,

where � :=
p

Var [X] and �(x) :=
R x

�1
e�y2/2
p
2⇡

dy is the distribution function of a

standard Gaussian random variable. Moreover, for any given bounded continuous
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function, g, E
h

g(
p
n
� En)

i

converges to E [g(�)].

In practice, the approximation of En by a centered Gaussian distribution with

variance �2/n is used without passing to the limit, for large enough n.

Empirical distribution function Let X1, X2, ..., Xn be a finite sequence of n real

independent and identically distributed random variables with a common CDF FX(x).

This is also called a random sample of FX . Then, the empirical distribution function

(EDF) is defined as

M (n)(x) :=
1

n

n
X

k=1

1{Xkx}, for x 2 R,

where 1A : ⌦! {0, 1} is the indicator function of the event A 2 F and is defined as

1A(!) :=

8

>

>

<

>

>

:

1 if ! 2 A

0 if ! /2 A,

8! 2 ⌦.

The EDF is a random variable that “jumps up” by 1/n at each of the n sample points.

By the strong law of large numbers, M (n)(x) converges to almost surely to FX(x),

as n! +1, for every x 2 R. Also, by the Glivenko-Cantelli theorem [117], it can be

proved that the convergence is uniformly on x,

sup
x2R

�

�M (n)(x)� FX(x)|! 0, as n! +1 almost sure.

Exponential random variable A random variable E has exponential distribution

with rate � > 0 if its density is given by

pE(t) :=

8

>

>

<

>

>

:

�e��t for t � 0

0 for t < 0.

(A.4)



388

A random variable E > 0 has an exponential distribution if and only if for all t > 0,

h > 0 it satisfies

P
�

E > t+ h
�

�E > t
�

= P (E > h) .

This is called the memoryless property.

Stochastic process Let X be a fixed set. For each ! 2 ⌦ and t 2 R�0, let

X(t,!) 2 X . For a fixed t this defines a random variable, and the collection of these

random variables is called a stochastic process with a continuous time parameter. If

an outcome ! 2 ⌦ is fixed then X(t,!) defines a function (a path or trajectory of

the process) from R�0 to X .

If the function X(t,!) is continuous for every ! almost sure, then the process is

said to be continuous. A continuous time stochastic process is right continuous if for

almost all ! 2 ⌦, and for all t0 2 R�0, limt!t+0
X(t,!) = X(t0,!) with t > t0. For

sake of brevity, X(t,!) is usually denoted by X(t).

A stochastic process has independent increments if, for any subindex 0  s1 <

t1 < s2 < t2... < sn < tn, the random variables

Xt1�Xs1 , Xt2�Xs2 , ..., Xt2�Xs2 ,

are mutually independent. Moreover, the increments are homogeneous or stationary

if the distribution of Xt+h �Xt does not depend on t for all h > 0.

Continuous time Markov Chain Let S be a countable set called the state space.

A continuous time stochastic process {Xt}t�0, taking values in S, is called a contin-

uous time Markov Chain if

P (X(t+h)=j | X(t)=i, X(u)=x(u), 0  u < t) = P (X(t+h)=j | X(t)=i) .
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for all i, j, x(u) 2 S, and h > 0. This describes the fact that the future state only

depends on the present state at time t.
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