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A Comprehensive Empirical Study of
Heterogeneity in Federated Learning

Ahmed M. Abdelmoniem∗, Member, IEEE, Chen-Yu Ho, Student Member, IEEE, Pantelis Papageorgiou,
and Marco Canini, Member, IEEE

Abstract—Federated learning (FL) is becoming a popular paradigm for collaborative learning over distributed, private datasets owned by
non-trusting entities. FL has seen successful deployment in production environments, and it has been adopted in services such as virtual
keyboards, auto-completion, item recommendation, and several IoT applications. However, FL comes with the challenge of performing
training over largely heterogeneous datasets, devices, and networks that are out of the control of the centralized FL server. Motivated by
this inherent challenge, we aim to empirically characterize the impact of device and behavioral heterogeneity on the trained model. We
conduct an extensive empirical study spanning nearly 1.5K unique configurations on five popular FL benchmarks. Our analysis shows
that these sources of heterogeneity have a major impact on both model quality and fairness, causing up to 4.6× and 2.2× degradation in
the quality and fairness, respectively, thus shedding light on the importance of considering heterogeneity in FL system design.

Index Terms—Federated Learning, Heterogeneity, Performance, Fairness
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1 INTRODUCTION

THE growing computational power of end-user devices
(e.g., mobile phones) coupled with the availability of

rich sets of distributed data and concerns over transmitting
private information make offloading model training to these
devices increasingly attractive. Federated Learning (FL) [2]
is a machine learning approach wherein client devices
owning different sets of data collaborate with the assistance
of a central FL server to learn a global model without
ever transmitting the private data. Recently, FL has gained
popularity as a range of practical applications and systems
are readying deployment [3]–[6].

A major challenge with FL, however, is dealing with
the intrinsic heterogeneity of real-world environments. To
start with, data is typically Non-IID (independent and
identically distributed) across devices. Thus, data, popularity
and observation biases can creep into the trained model.
Besides, because FL is a participatory process, the quality
of the trained model depends on which devices partake in
training, what training data is available, and how the runtime
dynamics (e.g., client or network failures) have an effect.

To appreciate the extent of the problem, Figure 1 contrasts
two scenarios: the ideal uniform (U) case where devices
have uniform computational and network access capabilities
which allow all of them to finish within the deadline and
because they remain available throughout training, they can
be sampled from uniformly at random; and the realistic
mixed heterogeneity (MH) case where client devices have
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Fig. 1: Impact of heterogeneity on model quality. The test
accuracy is averaged over all devices and normalized by the
baseline accuracy of each benchmark in its default setting.

heterogeneous hardware and network access characteristics
while at the same time, client availability varies over time.

The FL setting is riddled with different causes of hetero-
geneity, which may introduce bias in the trained model. We
focus in particular on device and behavioral heterogeneity.1

Device heterogeneity (DH) is caused by variations in
client devices, including hardware specifications, computa-
tional power, and the quality as well as the speed of Internet
connectivity. DH results in population bias in the training
process due to unequal contribution by and/or failures
of client devices. For instance, low-end devices or devices
with unreliable network connections are more susceptible to
failures or missing the server’s reporting deadline.

Behavioral heterogeneity (BH) is caused by the churn in
client devices. Typically, FL systems consider a device to be
available if its status is at the same time idle, plugged into

1. Prior works [5], [7]–[13] have extensively studied and proposed
mitigation methods for data heterogeneity. In contrast, device and
behavior heterogeneity are not widely explored sources of performance
degradation in federated learning.
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a power source and connected to an unmetered network
such as Wi-Fi [4]. BH results in sampling bias in the
training process due to uneven participation of devices and
unpredictable dropouts.

Despite a growing body of work in FL (see [14] for a
detailed survey), we find that surprisingly little attention
has been given to quantifying the impact of heterogeneity
on the performance and fairness of FL-trained models. Few
works [15]–[19] focused on proposing methods to mitigate
the straggler issue resulting from device heterogeneity,
however, they fail to quantify the performance impact
from heterogeneity and identify how much different factors
such as the extent of heterogeneity and the FL or learning
algorithm hyper-parameters could amplify the impact on the
performance. Other works have focused on the heterogeneity
of the models and objective functions [20], [21] and propose
solutions to enable the training of heterogeneous local
models or tackle the objective inconsistency. Recently, [22]
have developed a heterogeneity-aware FL framework and
evaluated FL in heterogeneous scenarios. However, the main
focus of the work is to develop the FLASH framework.
Therefore, the empirical evaluation of heterogeneity impact
was limited to a few configurations and so the various factors
contributing to the heterogeneity impact were not studied.
Also, the focus was mainly on accuracy as the metric leaving
out fairness (or bias) which is a key measure of interest for
FL models.

In this work, we fill this gap and present a comprehensive
evaluation of the quality and fairness impacts and cover over
1.5K different heterogeneous configurations in our evaluation.
We also dissect the various types of heterogeneity, FL hyper-
parameters and algorithms and provide key insights into
ways to mitigate the impact. Therefore, building atop the
FLASH framework [22], the focus of our work is to expose,
characterize and quantify the effects of heterogeneity in the
FL training process.2 To achieve this, we aim to answer the
following unanswered questions:

1) Whether and by how much can heterogeneity impact
the model performance and introduce bias in the FL
training process? Addressed in Sections 4.1 and 4.2

2) How sensitive is the FL training process to the choice of
learning algorithm and FL hyper-parameters? Addressed
in Section 4.3

3) Are existing proposals for addressing heterogeneity
effective in mitigating sources of heterogeneity or are
new methods necessary? Addressed in Section 4.4

Our experimental results show that the impact of het-
erogeneity varies significantly, and, in many cases, it can
lead to the divergence of the model. Moreover, the mixed
heterogeneity (MH) scenario, which exhibits both device
and behavioral heterogeneity, dominates the degradation
in average performance and fairness in all scenarios. We
also find that, in most cases, device heterogeneity (DH)
results in worse average performance, while behavioral
heterogeneity (BH) results in worse fairness in the model.
Among converged runs, we observe a correlation between
heterogeneity and the models’ performance and fairness.

2. FL frameworks like TFF [23] and Leaf [24] do not directly allow
studying the effects of DH and BH. Flash [22] is the first work to develop
an FL framework that simulates various sources of heterogeneity.
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Fig. 2: Federated learning phases in heterogeneous settings.

Heterogeneity can cause up to 4.6× degradation in the
average accuracy and 2.2× degradation in the fairness. In
other cases, heterogeneity leads to the divergence of the
model, rendering the learning process useless. We also
observe that heterogeneity’s impact is quite sensitive to the
choice of some hyper-parameters more than others. Overall,
we believe our study and observations provide important
and timely insights for FL researchers and system designers.

2 BACKGROUND

We review the FL paradigm with emphasis on its system
design aspects. Then, we highlight how the learning algo-
rithm and system configuration open up the possibility for
the environment’s heterogeneity to impact the global model.

2.1 Federated Learning
We focus on the popular FL paradigm introduced by [2],
called federated averaging (FedAvg). In this architecture,
the learners (or clients) are end-user devices such as smart-
phones; training data is owned and stored on these devices;
the learners train a global model collaboratively with the
assistance of a centralized FL (or aggregation) server. The
following may characterize the clients who participate in
the training: 1) they may have variable data points in
number, type and distribution (data heterogeneity); 2) they
may use, to join the training, devices of a wide variety of
hardware configurations and network connections (device
heterogeneity); 3) They may not be available all the time due
to reasons dependent on the end-user such as the device is
not idle, not connected to WIFI or not connected to a power
source (behavioral heterogeneity). A common assumption is
that the learners are honest whereas the server is honest but
curious [25]. Hence, the training data remains local to each
learner and any leakage of data when communicating with
the server should be avoided.

As depicted in Fig. 2, training of the global model
occurs over a series of rounds, until the model converges
to a satisfactory accuracy. At the start of each round, the
server waits for available devices to check-in. The dynamics
of clients’ availability are influenced by the behavioral
heterogeneity (BH) of the users. Therefore, as shown the
server can only send the request to currently available
learners. Then, the server selects a subset of devices which
meet certain conditions such as being idle and connected to
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WIFI and power source. Then, the server sends the current
version of the global model and the necessary configurations
(i.e., hyper-parameter settings) to the selected clients. Each
learner performs an equal number of local optimization steps.
Then, the learners send their updated models (or a model
update, i.e., the delta from the global model) to the server.
Due to device heterogeneity (DH), the learners have various
device and network setups so they spend different time
durations to complete the training and upload the model.
Typically, all communications are encrypted and some work
proposed using differential privacy to prevent information
leakage [26]. Finally, the server securely aggregates [25], with
the global model, the model updates sent by the clients and
then checkpoints the new global model to the local storage.

From a system perspective, the FL server – typically
realized as a scalable, distributed service – oversees the
entire training process following a predefined configuration.
For a given FL application, there might be tens to hundreds
of thousands of available devices that are in communication
with the server. Beyond maintaining the global model, as
shown in Fig. 2, the server performs three phases that
allow FL to be practical at scale: selection, configuration
and reporting management, which are described below [4].
Selection: When each round starts, the server first waits
for available devices to check-in. This takes place within
the Selection Time Window. From the set of connected clients,
the server samples up to Selection Count devices that will
perform the training. If there are fewer devices by the end of
the time window, the server progresses when at least there
are Min Selection Count devices; else it aborts the round.
Configuration: After a sufficient number of clients is se-
lected, the server proceeds with sending the current version
of the global model and the hyper-parameters of the training
to the selected clients. Then, the clients train the received
model on their local datasets using the hyper-parameters
configuration pre-set by the server (e.g., number of epochs,
batch size, learning rate, optimizer, etc).
Reporting: After pushing the training procedure to the
selected devices, the server waits for the devices to push
their updates. The server uses a Reporting Deadline as the
timeout. The round completes successfully if, by the end of
the deadline, at least Target Update Fraction of devices report
to the server; otherwise, the received model updates are
ignored and the round fails (round failure).

The hyper-parameters described above define an FL server
configuration and need to be tuned for every FL application.

2.2 Effects of Heterogeneity in Federated Learning

Real FL deployments are exposed to a variety of envi-
ronmental factors, like differences in data samples, device
capabilities, quality of network links and availability (see
Fig. 2). As a result, heterogeneity is endemic although its
ultimate impact is not directly clear. For instance, the popular
FedAvg algorithm [2] assumes homogeneous devices, with
an equal probability of participating in training. In practice,
DH and BH skew the distribution of participating devices.

From a system perspective, slower devices and devices
with poor connectivity are less likely to meet the reporting
deadline. To be less intrusive to the owners of devices,
FL systems consider devices to be eligible when they are

plugged into a power source, are connected to an unmetered
network and are otherwise idle – all factors influenced by
user behavior. Further, there are practical challenges about
how to correct these factors: in general, the FL server should
not use any privacy-sensitive or user-identifying informa-
tion [4]. This means that stateful solutions to compensate for
heterogeneity are unlikely to be widely deployed.

Intuitively, device and behavioral heterogeneity induce
population and sampling bias during training. Such a bias
confounds with the underlying data bias (as data is Non-I.I.D.
in general), and ultimately can negatively impact the trained
model, which itself might present several indicators of bias:

• Lack of Fairness: The model performance might be
uneven across groups of users.

• Lack of Robustness: The model predictions could be
inconsistent for different groups of users despite the
input instances being largely similar across the groups.

• Lack of Privacy: The biased training may intensify the
features of overly-represented users and memorization
of data samples may lead to data leakage.

We view our work as a first step towards characterizing
the effects of heterogeneity-induced bias. To make our study
concrete and tractable, among the above issues, we focus
on the fairness aspect. Ideally, FL should ensure that the
model is fair to all groups of participating users, under some
definition of fairness. The existence of bias can be revealed
by measuring the level of fairness among the participants.

We use Jain’s fairness index [27] to measure the level of
fairness in a distribution of values. Jain’s index is commonly
used as a measure of the fairness of the attained throughput
among TCP flows that compete for scarce network band-
width. Jain’s fairness index FI is expressed as:

FI =
(
∑N

i=1 xi)
2

N×
∑N

i=1 x2
i

, (1)

where, N is the number of clients and xi is the per-
client performance measure under consideration for fairness
evaluation (typically for us, the clients’ test accuracy).

3 METHODOLOGY

To characterize and quantify the impact of heterogeneity on
model performance and fairness, we use an experimental
design approach following these driving questions:
Q1) Is there a definite trade-off between model performance

and/or fairness? (c.f. Section 4.1).
Q2) To what extent does behavioral versus device hetero-

geneity affect the bias and how do their individual
effects confound? (c.f. Section 4.1.1).

Q3) How sensitive is model performance/fairness to the
FL-specific hyper-parameters setting? (c.f. Section 4.2).

Q4) Does the choice of the optimizer (SGD, SGD with
momentum, or Adam) have an influence on the impact
of heterogeneity? (c.f. Section 4.3).

Q5) How do application-specific hyper-parameters (like
learning rate, batch size, or the number of epochs) influ-
ence the impact of heterogeneity? (c.f. Section 4.3.1).

Q6) Are FL algorithm variants designed for heterogeneous
settings effective in mitigating the impact of device and
behavioral heterogeneity? How sensitive are they to the
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TABLE 1: Summary of the benchmarks used in this work.

Task ML
technique Model Dataset Model

Size [bytes]
Total

Clients

Selection
Count

(sc)

Reporting
Deadline
(ddl) [s]

Maximum
Sample Count

Learning
Rate

Quality
metric

Image
Classification CNN 2 Conv2D Layers FEMNIST [28] 26,414,840 3,400 100 60 340 0.01 79.91%

1 Conv2D Layer CelebA [29] 124,808 9,343 100 15 30 0.01 90.63%

Next Word
Prediction RNN LSTM Reddit [30] 24,722,496 813 100 27 50 0.5 11.88%

Shakespeare [2] 3,271,488 1,129 50 142 50 0.8 40.10%

Cluster
Identification

Traditional
ML

Logistic
Regression Synthetic [24] 2,400 9,367 50 23 340 0.005 83.00%

TABLE 2: FL hyper-parameters. LE, M, and HE is low-end,
moderate, and high-end device, respectively. ddl and sc are
the default deadline and selection count as in Table 1.

Hyper-parameter Values
Selection count [10, 50, 100, 500]

Max samples per client [100, 200, 300, 400]
Target update fraction [0.0, 0.3, 0.6, 0.8, 0.85, 0.9]

Deadline [1.25×ddl, 1.5×ddl, 1.75×ddl, 2×ddl]

Device Type (%)
(LE%, M%, HE%)

[(0.0, 0.0, 1.0), (0.0, 1.0, 0.0),
(1.0, 0.0, 0.0), (0.0, 0.5, 0.5),
(0.5, 0.5, 0.0), (0.5, 0.0, 0.5),
(0.1, 0.1, 0.8), (0.8, 0.1, 0.1),
(0.1, 0.8, 0.1), (0.2, 0.2, 0.6),
(0.2, 0.6, 0.2), (0.6, 0.2, 0.2),

(0.33, 0.34, 0.33)]
Min selection count [0.25×sc, 0.5×sc, 0.75×sc, sc]

environment (e.g., device composition) or configuration
(e.g., reporting deadline)? (c.f. Section 4.4).

Takeaways: It is vital for FL system designers to account
for various types and sources of heterogeneity (not only the
data) as they have a detrimental impact on performance and
fairness. We also find that the Fl-specific hyper-parameters
present a trade-off and play a key role in the impact of hetero-
geneity which necessitates their fine-tuning based on the FL
task, learners and environment. Even though the optimizer
and its hyper-parameters are typically related to the learning
task, they may amplify the impact of heterogeneity in FL
deployments. Finally, some algorithmic solutions do not
always capture practical system-level aspects in their design,
making those solutions not effective in every scenario.

3.1 Experimental Design

To answer the above questions, we follow the experimental
design approach. “Experimental Design” refers to the pro-
cess of executing controlled experiments in order to collect
information about a specific process or system [31]. The
experimental design approach comprises a careful selection
of influencing factors chosen to allow an accurate view of
the system’s response.
Factors: The factors are the heterogeneity setting (or lack
thereof) and the many hyper-parameters influencing the
FL process. We subdivide them into the environment,
application-specific, and FL system/algorithm. We list them
along with the ranges of their experimented values in Table 2.
Experiments: The space of possible instantiations of factors
is huge. Besides, as with hyper-parameter tuning in general
machine learning, many choices of values might not be valid,
which makes it hard to use a space-filling approach to cover
the large experimental space uniformly.

To principally cover the space of experiments, we identify
a default configuration for each benchmark and we then
systematically perform experiments while varying configu-
rations (or factors), typically one by one as a deviation from
the default configuration. However, certain settings of the
experiments are random by default for which the variations
happen when the random seed is varied, e.g., the assignment
of data partitions to devices, the proportion of the different
types of devices, or the available clients during the selection
phase. We control for variance by repeating experiments five
times using distinct seeds to initialize randomness.

A noteworthy aspect of a benchmark’s default con-
figuration is the reporting deadline. We search for the
critical deadline, an appropriate minimal value of this hyper-
parameter such that the fraction of successful clients over the
rounds are on average above the target update fraction.

Platform: We use Flash [22] to run realistic experiments.
Flash simulates runs of FL applications and faithfully models
wall-clock execution time while multiplexing execution of
many devices onto a single GPU. Flash also comes with
a trace of user behavior collected from a real-world FL
application deployed across three countries. The execution
profiles of the devices follow real-world benchmark [32].
Flash bins devices into three capability classes: low-end (LE),
moderate (M) and high-end (HE) devices. The devices’ AI
benchmark score was used to pin its class based on the
nearest reference device - Google Nexus S (LE), Xiaomi
Redmi Note 7 Pro (M), and Google Pixel 4 (HE) [22], [32].
The devices’ network in terms of upload and download
speeds are randomly chosen from 20 different distributions
covering different network setups observed in practice.

Heterogeneity: Since our objective is to tease out the influ-
ence of heterogeneous settings, we consider four scenarios
for every experiment. The baseline case (U) is the ideal
scenario where clients are always available and uniform
(i.e., their devices are homogeneous in hardware and link
speed) and the server sets a large enough deadline for
all clients to finish in time. The heterogeneity scenarios
are three: 1) device heterogeneity (DH) - the clients are
always online but their device hard and link speed are
sampled at random from the real-world trace and link speed
distributions, respectively; 2) behavioral heterogeneity (BH) -
the clients use the moderate device model and the same link
speed but their availability follows the timeline of the user
in the real-world trace [22]; 3) mixed heterogeneity (MH) -
is the simultaneous combination of (DH) and (BH) where
device model and link speed are sampled at random and
client availability follows the real-world user trace.
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4 EXPERIMENTAL EVALUATION

We conduct an extensive set of experiments to collect a
comprehensive set of measurements for analyzing empiri-
cally the impact of heterogeneity on model performance and
fairness along with a systematic characterization of the main
influencing factors. Our experiments span ≈1.5K different
configurations for five benchmarks resulting in a total of
≈5K experiments and compute time of ≈36K GPU hours.
Benchmarks: We use five FL benchmarks of different ML
tasks commonly used in prior work [2], [16], [17], [22].
Table 1 summarizes the application, dataset, and default
configuration of each benchmark. We refer readers to §A for
further details regarding the datasets.

We partition the training and testing datasets so that each
client owns a partition of each dataset as done in prior works.
During a training round, a selected client uses samples from
its training partition. To evaluate the model accuracy on the
testing dataset, we run the test rounds 100 times during the
whole experiment (i.e., test rounds are set to run every R

100
training round where R is the total training rounds). For
each round, we evaluate the model accuracy at every client
or from a random sample of 3,500 clients, if the total client
count is higher than this cap.

The default configuration of each benchmark is primarily
based on the information from prior works [4], [24], [33]. The
reporting deadline is set by us based on the search of the
critical deadline (§3). For all benchmarks, the server waits a
selection time window of 20 seconds and the clients use SGD
as their local optimizer. We also note that the default batch
size is 10, number of epochs is 1, min selection count is 10 and
update fraction is 0.8 (80%). Finally, we use the default FedAvg
aggregation algorithm [2] as in [4] wherein only successful
clients get their updates reflected in the global model.

While our evaluation results are for the more realistic con-
ditions with Non-I.I.D. data, we ran each benchmark using
an I.I.D. version of the datasets. Our analysis of both cases
supports that the results and observations reported below
for the Non-I.I.D. case are not due to data heterogeneity.
Setup: We run experiments using the Flash FL simulator on
a GPU cluster. We run ≈5K experiments, requiring a total
of ≈36K GPU-hours (≈4 years).

Next, we discuss the results in detail. We mainly present
the average test accuracy and Jain’s fairness index, both
normalized by the corresponding values of the baseline
(i.e., the setting (U) with the default configurations). In the
figures, the missing values, which are marked as (*), represent
the divergent cases. That means that particular setting and
hyper-parameter configuration, for all the repetitions of its
experiment with different seeds, have diverged).

4.1 Heterogeneous settings and their impact
We answer Q1 raised in Section 3. Fig. 3 presents the model
performance (the average test accuracy across devices) and
fairness (based on Jain’s fairness index) for every benchmark
contrasting the heterogeneous scenarios (BH, DH, MH) to
uniform (U). We find that both DH and BH have an impact,
and generally, they together confound (MH) to yield a more
significant impact on both performance and fairness.

The impact of BH becomes more significant for bench-
marks with a relatively small client population (Reddit) or

a small number of data samples per client (CelebA and
Synthetic). These cases are more sensitive to variations in
device availability as it affects the quantity and diversity of
the training data. Over the converged runs, the degradation
caused by BH on average performance and fairness ranges
1.1-3.9× and 1-2.2×, respectively.

The impact of DH is in general more profound despite all
devices are always available. This is because the device type
is determined at random following a distribution skewed in
favor of low-end devices. Since, the device’s ability to finish
training before the deadline depends on the time needed to
process the device’s data samples, low-end devices are more
likely to fail to finish the training in time. In our DH and
MH experiments, there are on average 55% LE, 44% M, and
1% HE devices. Over the converged runs, the degradation
caused by DH on average performance and fairness ranges
from 1.13× to 4.1× and from 1× to 1.96×, respectively.

We observe from the results in Fig. 3 that DH results
in higher degradation to the performance while BH causes
higher degradation to the fairness. However, the composition
of heterogeneous device types and client availability results
in further degradation of up to 4.6× and 2.2× seen for
MH for the quality and fairness. This degradation can be
attributed to the confounding effect of DH, which results
in a mixture of device types dominated by low-end devices
and BH, which results in the unavailability of moderate and
high-end devices. As a result, within heterogeneous settings,
the global model receives updates from fewer clients than
the uniform case. Thus, as shown via the label frequency
in Fig. 3, the model sees a lower number of training data
samples and unique clients. This observation helps explain
the degradation in both the average quality and fairness.

4.1.1 Device and behavioral heterogeneity
We answer Q2 raised in Section 3.
Device Heterogeneity: In realistic settings, the device type
of the clients would be largely random. Even though the
default setting for DH chooses the device types at random,
we run experiments where we control the fraction of the
device types assigned to the clients to quantify the extent of
DH’s impact on both model performance and fairness.

Fig. 4 shows that, in all scenarios, both the average model
accuracy and level of fairness remarkably decrease as more
clients with low-end devices become part (or the majority)
of the clients’ population. These devices tend to not be able
to finish training or uploading within the reporting deadline.
We also observe that the impact is amplified to the extreme
of resulting in divergence if the task is computationally
heavy (e.g., a larger model in FEMNIST or more samples to
process in Shakespeare). These results suggest that training
models without careful consideration of the computational
capabilities and the type of network access of clients’ devices
can significantly result in biased and low-quality models.
Behavior Heterogeneity: Min selection count is one of the FL
hyper-parameters that imposes a threshold on the minimum
number of the clients selected from the online ones for which
the server waits to be available or otherwise the round is
abandoned. This hyper-parameter is only relevant to the
selection stage and primarily is influenced by user behavior
(BH). This is because BH results in variability in the number
of online clients over training rounds. A min selection count
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(b) Shakespeare (Left), Celeb (Middle) and Synthetic (Right).

Fig. 4: Impact of varying device fractions on model accuracy
and levels of unfairness. For example, (0.2, 0.2, 0.6) means
20% low-end, 20% mid-end, and 60% high-end devices.
Normalized Test Accuracy and Jain’s Fairness are shown
on the top and bottom rows, respectively.
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Fig. 5: The impact of varying minimum selection influences
behavioral heterogeneity.

ensures training only proceeds with enough devices to allow
for reasonable quality model updates and limit the bias
towards smaller groups of clients.

Fig. 5 shows that the more restrictive (i.e., higher number)
the min selection count is, the higher the degradation in
the average model performance. This is mainly because the
higher the min selection count, the higher the chance of
selection stage failures. This observation is more profound
for the Reddit benchmark because it has low total client
population and hence a smaller proportion of online clients
as shown in Fig. 3. Typically, a higher number of selected
clients is preferred (e.g., around 120-130% of the target count
to account for any client failures or drop-outs). Therefore,
the choice of minimum selection count introduces a trade-off
between the probability of failing the selection stage and
having enough clients to account for failures.
Takeaways: These observations show the importance of
accounting for the types and sources of heterogeneity when
designing FL systems in practice. Therefore, FL system
designers should be aware of the impact of BH and DH
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Fig. 6: The sensitivity of the average accuracy to the choice
of the FL hyper-parameters. We mark the default settings of
the uniform scenario in bold in all the following figures.

heterogeneity in general and MH in particular. The impact
might be reduced by means of employing forms of load
balancing during the client selection phase [15], computation
offloading techniques at the edge [21], [34], or asynchronous
mode of model updates from the clients [18], [35].

4.2 FL hyper-parameters and heterogeneity settings

We answer Q3 raised in Section 3 and present the sensitivity
of the heterogeneity settings to the choice of FL hyper-
parameters. We observe that the average performance is
quite sensitive to the choice of the FL hyper-parameters
(Fig. 6). We also observe similar trends with fairness (Fig. 7).
With reference to the figures, we describe the effects below.
Reporting Deadline: The deadline is one of the key FL
hyper-parameters, which directly influences the success rate
of the clients. The default setting is set to allow, on average,
just enough fraction of clients to submit the updates in
time. The results show that increasing the deadline results

in an improvement of the obtained average test accuracy.
Moreover, the improvements are more pronounced for DH
and MH settings. This is because a longer deadline allows
enough time for more devices (which dominantly, 99% of
them, are low-end to moderate) to submit their updates in
time. However, we observe that the improvements flatten at
a certain point after which the extra time spent in training,
waiting for the deadline, is wasteful. Hence, there is a clear
trade-off between the performance and run-time costs which
can be mainly controlled by tuning the reporting deadline.
Selection Count: We observe that a higher selection client
count leads to almost no improvement in the average model
performance for U and BH settings. However, we observe
larger variations, with larger numbers of selection client
count, as indicated by the error bars for the BH setting.
In contrast, for DH and MH settings, we observe that by
increasing the selected client count, the model performance
and fairness are severely degraded (esp. for the Shakespeare
benchmark). This can be attributed to the over-fitting of the
model due to larger global batch sizes coupled with the
increased number of client failures in DH and MH, in which
the majority of clients are low-end devices.
Target Update Fraction: We note that, for all heterogeneity
settings, the target update fraction of successful clients di-
rectly impacts both the performance and fairness. Specifically,
a higher update fraction results in a higher probability that
the number of successful clients does not reach the target.
This leads to an increase in the number of abandoned rounds
and hence results in a lower level of fairness and average
quality of the model (or divergence in many cases especially
for DH and MH). In contrast, a lower update fraction, while
it ensures that fewer rounds would not be abandoned, results
in contributions from fewer clients towards model updates
and hence increases model bias. Hence, tuning this hyper-
parameter is critical for the efficient operation of FL systems.
Maximum Samples: is the maximum number of samples
each client is allowed to use when participating in training
or testing. This is useful for Non-IID data to limit each
client’s contributed samples which would make the learning
updates fairer among clients. However, the results show
lower values of the maximum number of samples can limit
the learning process (i.e., slow convergence and hence low
model performance) which equally impacts all settings. In
general, the results show that, in BH settings, the quality and
fairness of the model are mildly impacted by the choice of
the maximum number of samples. In contrast, we observe
a noticeable impact (and in some cases divergence) for
both DH and MH settings. This is because, for a larger
maximum number of samples, clients with low-end devices,
need more time to finish the epoch which may lead them
to miss the reporting deadline. In addition, the maximum
number of samples results in a trade-off between ensuring a
higher degree of inclusion and diversity of clients’ data. This
suggests that the tuning should depend on the distribution
of data points available to the clients during training.
Takeaways: The observations mentioned above show the sig-
nificance of careful tuning of the FL system hyper-parameters.
Moreover, most of the hyper-parameters introduce trade-offs
and there are no universal settings for them. FL system
designers should fine-tune them based on the learners’
profiles and behavior, FL task and runtime environment.
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Fig. 7: The sensitivity of the model fairness to the choice
of the FL hyper-parameters. Deadline (1st), Selection count
(2nd), Update fraction (3rd), and Max samples (4th) rows.

TABLE 3: Learning optimizers and their hyper-parameters.

Hyper-parameter Values
Optimizer [SGD, SGD-Momentum, Adam]

Learning Rate [0.001, 0.01, 0.05, 0.1, 0.5]
Batch size [5, 50, 100]

Epochs [5, 10, 20]

4.3 Optimizer and related hyper-parameters

We answer Q4 raised in Section 3 of whether the choice of the
optimizer results in variations in the performance or fairness.

To this end, we run experiments using the optimizers
listed in Table 3. For Adam, the learning rate is two orders
of magnitude smaller than that used for SGD [36].
Optimizer: As depicted in Fig. 9, we observe slight changes
in both the average performance and fairness of the trained
model for FEMNIST. However, for Reddit, we observe
significant improvement in average accuracy but with lower
fairness when using Adam or SGD-Momentum. For other
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Fig. 8: The sensitivity of normalized Jain’s fairness of test
accuracy to the choice of the application-specific hyper-
parameter for various benchmarks. Epochs (Top), Batch size
(Middle), and Learning rate (Bottom) rows.

benchmarks, Adam results in a noticeable reduction for both
performance and fairness (esp., Shakespeare, and Synthetic).
These results indicate that the choice of the optimizer is
important as it can directly influence heterogeneity and its
impact. However, the influence of the optimizers is largely
dependent on the learning task and therefore should be
chosen carefully with respect to the task. And, practitioners
should be more cautious when using adaptive optimizers
such as Adam in heterogeneous settings.
Takeaway: In general, the choice of the optimizer is only
important to the nature of the learning task but, in some
cases, it may influence the effects of the heterogeneity in FL
environments. Therefore, FL task designers should be careful
when choosing the optimizer for their learning tasks due to
its influence on the impact of heterogeneous settings.

4.3.1 Learning hyper-parameters

We answer Q5 raised in Section 3 and evaluate the model’s
sensitivity to the variations in the choice of the application-
specific hyper-parameters. The results for normalized aver-
age test accuracy are presented in Fig. 10 while Fig. 8 shows
the results for normalized Jain’s fairness of test accuracy.
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Fig. 9: The impact of the optimizer on model performance
and fairness. The top row is normalized average test accuracy
and the bottom row is normalized Jain’s Fairness Index.

Number of local epochs on the clients: We observe that,
for U case, the average model accuracy and fairness nearly
see slight improvements with the increase of the number
of epochs executed on clients’ device (esp., Reddit and
Shakespeare). However, for the heterogeneous settings (BH,
DH, and MH), the performance of the model is extremely
sensitive to the choice of the number of epochs. Specifically,
the performance is significantly degraded leading to the
divergence in nearly all heterogeneous cases. This is because
of the additional computational time needed for clients to
finish the extra epochs. This extra time renders many clients
(mostly the low-end and moderate devices) unable to finish
the training before the reporting deadline. Recall that, the
server aggregates the updates to the global model if the
number of received updates meets the target fraction. As
a consequence, in many of the global rounds, the server
abandons the round because the clients who successfully
upload, in many of the global rounds, are less than the target
update fraction. As a result, the training process sees almost
no actual learning and hence the model diverges. Therefore,
in heterogeneous settings, the choice of epochs number is
essential as it plays a trade-off between better model quality
and model divergence (i.e., due to excessive round failures).
Batch size: We observe that, for U and BH, the model
quality and fairness improve with the lower batch sizes
used for training the clients. This is because, in general, low
batch sizes help with better generalization [37]. However,
with a low batch size, clients incur a higher execution time
to finish the training epoch. For both DH and MH, the
higher execution cost leads to more clients failing to submit
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Fig. 10: The sensitivity of normalized average test accuracy
to the choice of the application-specific hyper-parameter for
various benchmarks. Epochs (Top), Batch size (Middle), and
Learning rate (Bottom) rows.

their updates within the deadline and as a result, the model
diverges. On the other hand, for all settings, increasing the
batch size tends to reduce the average test accuracy and
fairness among the clients. This is because large batch sizes
cause the over-fitting problem [37]. These results suggest
that the choice of batch size not only influences the learning
process but can influence the impact of heterogeneity.
Learning rate: The results suggest that, for all heterogeneous
settings, the average accuracy and fairness are quite sensitive
to the choice of the learning rate used by the optimizer.
In general, the learning rate has to be tuned carefully for
each learning task which is consistent with the literature.
And, if fine-tuned, it has nearly no influence on the level
of impact on performance introduced by the heterogeneity.
However, we observe that, for DH and MH settings, the
impact of unsuitable learning rate is amplified further (e.g.,
at lower learning rates such as lr = 0.001). This might be
because low learning rates result in slower learning for the
clients. And, since DH and MH result in lower numbers of
successful clients, then it is expected that the magnitude of
the aggregated model updates becomes quite insignificant
when a small learning rate is used. In contrast, the magnitude
of the update could have been amplified if a larger learning
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TABLE 4: Aggregation algorithms - hyper-parameters.

Hyper-parameter Values
FL Algorithm [FedAvg, FedProx, Q-FFL]
FedProx (µ) [0, 0.001, 0.01, 0.1, 0.5, 1]
Q-FFL (q) [0, 0.001, 0.1, 1, 5]

rate were used during the training.
Takeaways: The optimizer choice is mostly dependent on
the nature of the learning problem, but task designers should
spend more effort in experimenting with it in heterogeneous
FL environments. The number of epochs should be tuned
adaptively to optimize the trade-off between any gains in
performance and the impact of heterogeneity in the network.
The choice of batch size has to be moderate as there is a
trade-off between model performance (e.g., generalization)
and execution time. In general, the batch size should be
tuned along with the deadline. The deadline should be set
large enough to allow the majority of the clients to finish
in time the training with the chosen batch size. Lastly, the
learning rate should be dynamically tuned for each round
based on historical data on the expected success rate for
different periods of the day.

All previous observations spark the intriguing question
of what if some level of non-sensitive information about
clients’ device hardware and network were available to the
server, could the impact of heterogeneity be mitigated? This
might be achieved via means of adaptive per-client tuning
of the reporting deadline, target update fraction and/or
the maximum samples. For mitigation of BH impacts, the
server may keep temporal historical information on clients’
participation trends and dynamically adapt the minimum
selection count for each round based on this information.

4.4 Effectiveness of FL algorithm variants
We answer Q6 raised in Section 3. We empirically study
two representative algorithms for addressing quality (i.e.,
FedProx [16]) and fairness (i.e., Q-FFL [17]).

We reuse the recommended hyper-parameter values in
these works as detailed in Table 4. For more recent methods
and theoretical studies of related algorithms c.f. [20], [38]–
[41].
FedProx Algorithm: We observe in Fig. 11, for all settings,
that FedProx algorithm does not improve both the average ac-
curacy and fairness compared to FedAvg. More importantly,
FedProx leads to degradation in model performance and
model divergences for certain µ settings. These observations
are consistent for all the benchmarks except for CelebA
where FedProx results in neither any improvement nor
noticeable degradation. Even though the proximal term µ
is designed to absorb the impact from heterogeneous local
updates, the aforementioned observations are consistent for
all benchmarks in our study and for various settings of the
hyper-parameter of FedProx algorithm (i.e., the term µ).
Q-FFL Algorithm: Fig. 12 shows that the average accuracy
and fairness of the global model are not improved as a result
of employing the Q-FFL algorithm in all settings compared to
FedAvg. Worse, the performance and fairness, in most cases,
are severely degraded. We observe that for small values of q,
neither the average nor the fairness is improved. However,
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Fig. 11: Performance of FedProx algorithm. The normalized
average test accuracy (Top Rows) and normalized Jain’s
Fairness (Bottom Rows).
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Fig. 12: Performance of Q-FFL algorithm. The normalized
average test accuracy (Top Rows) and normalized Jain’s
Fairness (Bottom Rows).

as q increases, both performance measures are decreased
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significantly.3 Notably, for DH and MH settings, the impact
is further amplified. Finally, these results are consistent over
all the benchmarks. We note that these observations also
align with the remarks made for FedProx and Q-FFL in [22].
Takeaways: We attribute these results, however, to the
differences in the evaluation scenarios and settings in both
FedProx and Q-FFL. Moreover, device and behavioral hetero-
geneity are influenced mostly by system-related rather than
algorithmic hyper-parameters, hence algorithmic solutions
may not be quite effective. However, these observations
encourage further exploration on the direction of devising
adaptive system designs to tackle the inherent challenges
and performance impacts as a result of the client’s behavior,
hardware and network heterogeneity in the FL environments.

5 RELATED WORK

Federated Learning (FL): is a paradigm that has recently
emerged mainly for privacy-preserving learning. In this
paradigm, training is distributed on decentralized devices
such as smart edge devices (i.e., mobile or IoT sensor devices)
which produce data samples, so that data does not leave the
local storage of the data source [2], [42]. For this reason,
FL has seen emerging popularity and is currently deployed
for a large number of users to enhance the functionality of
the virtual keyboards (e.g., the search suggestion quality
[3], [4]). Moreover, to facilitate and expedite research efforts,
several works developed FL frameworks for experimentation
with FL settings [22]–[24], [43], [44]. Flash [22] is a recently
developed platform based on Leaf [24], which incorporates
heterogeneity-related parameters into the design. In this
work, we dissect heterogeneity and provide a comprehensive
evaluation of their impact on model quality and fairness.
System heterogeneity: Heterogeneity is one of the major
challenges for distributed systems. In datacenters, the com-
pute nodes need to aggregate their local model updates
among each other via some form of communication back-
end (e.g., using parameter server [42], [45] or peer-to-peer
collective aggregation [46], [47]). In this context, device
heterogeneity results in performance degradation due to
stragglers (i.e., slow workers) who slow down the training
process [48], [49]. Several works tried to address this problem
via the system and algorithmic solutions [20], [39], [46], [48]–
[50]. In FL settings, the heterogeneity is sourced from other
system artifacts and is not limited to the heterogeneity in
device capabilities. Specifically, data distribution among the
clients, client sampling method, and user behavior are other
main sources of heterogeneity in FL scenarios. This work
focuses on heterogeneity in FL settings and evaluates its
impact on the learning process and the trained model. Our
evaluation shows that device and behavioral heterogeneity
can have a severe negative impact on model performance,
such as divergence in the worst cases.
Improvements in FL: In FL, some proposals aim to ad-
dress the communication bottlenecks during the training
by exploiting a number of communication reduction tech-
niques like compression, periodic update, and layer-wise
asynchronous updates [4], [51], [52]. Other works study and

3. AFL [7] is obtained by setting large q value for Q-FFL; hence the
observations for q value of 5 applies to AFL.

improve the privacy guarantees of FL environments [4], [53]–
[56]. Additionally, others focus on personalizing the global
model resulting from FL [40] and minimizing the energy
consumption on edge devices [57]. Moreover, recent works
highlighted the problems of bias and proposed mitigation
schemes to enforce fairer representation of the clients in
the trained model [7], [16], [17], [39], [41]. For instance, the
authors in [7] optimize the central model for any target
data distribution formed by the mixture of the clients’ data
distributions. However, our evaluation shows that these
algorithms can not effectively mitigate the impact of device
and behavioral heterogeneity. These efforts, while promising,
they do not consider their evaluation scenarios involving
device and behavior heterogeneity which undermines their
practicality in production deployments. In this work, our
empirical evaluation of various heterogeneous settings shows
that the existing proposals fall short of mitigating the impact
of device and behavioral heterogeneity on the performance
and fairness of the trained models.

6 CONCLUSION

We presented an extensive experimental study of the poten-
tial impact of heterogeneous participants on the performance
and fairness of collaboratively learnt models in federated
learning settings. We empirically studied the factors that
play a main role in introducing heterogeneity, such as device
and behavioral heterogeneity. We evaluated how different FL
process hyper-parameters amplify heterogeneity’s impact on
both model performance and fairness. Our results showed
that heterogeneity can cause up to 4.6× and 2.2× degradation
in the average test accuracy and fairness of the model
trained in heterogeneous settings compared to one trained
in uniform settings. We envision that our work will benefit:
(1) Researchers, who will use our study as the basis for
more efficient algorithms that are amenable to heterogeneity;
(2) and Practitioners, who need to tune their FL applications
deployed in real-world environments.

7 ACKNOWLEDGEMENTS

We thank Muhammad Bilal for his help during the execution
of the work. This publication is based upon work supported
by King Abdullah University of Science and Technology
(KAUST) under Award No. ORA-CRG10-2021-4699.

REFERENCES

[1] A. M. Abdelmoniem, C.-Y. Ho, P. Papageorgiou, and M. Canini,
“Empirical analysis of federated learning in heterogeneous envi-
ronments,” in 2nd ACM Workshop on Machine Learning and Systems
(EuroMLSys), 2022.

[2] H. B. McMahan, E. Moore, D. Ramage, S. Hampson, and B. A.
y Arcas, “Communication-efficient learning of deep networks from
decentralized data,” in AISTATS, 2017.

[3] T. Yang, G. Andrew, H. Eichner, H. Sun, W. Li, N. Kong, D. Ramage,
and F. Beaufays, “Applied federated learning: Improving google
keyboard query suggestions,” arXiv 1812.02903, 2018.

[4] K. Bonawitz, H. Eichner, W. Grieskamp, D. Huba, A. Ingerman,
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APPENDIX

Here we provide full details on the datasets and models used
in our experiments. We curate a diverse set of non-synthetic
datasets, including those used in prior work on federated
learning [2], and some proposed in LEAF, a benchmark for
FL settings [24]. In Table 5, we summarize the statistics of
the datasets used by the benchmarks, their train-test split,
and their distribution on the clients.
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TABLE 5: Dataset Statistics

Dataset Clients Data Split
Train%-Test%

Total
Samples Stats on # of samples per user

mean std skewness
FEMNIST 3,400 90%-10% 748,698 220.21 85.04 0.88

CelebA 9,343 90%-10% 200,288 21.44 7.63 -0.54
Shakespeare 1,129 80%-20% 4,226,158 3,743.28 6212.26 3.35

Reddit 813 50%-50% 16,362 20.03 36.07 5.06
Synthetic 10,000 90%-10% 1,011,245 101.12 201.03 3.26

Synthetic: We generate two IID and non-IID datasets similar
to [24]. For all synthetic datasets, the data is classified into
10 classes. A total of 10,000 clients are used and the number
of samples for each client follows a power law.
FEMNIST: This is an image dataset for classification
problem on 62-classes [28]. To generate heterogeneous data
partitions, we subsample 10 lowercase letters (a-j) from
EMNIST and distribute only 5 classes to each device. We call
this federated version of EMNIST as FEMNIST. There are
200 devices in total. The input of the model is a flattened
784-dimensional (28× 28) image, and the output is a class
label between 0 and 9.
CelebA: This binary image classification task determines
whether a celebrity in the image is smiling or not. The
images are sourced from [29]. To ensure good convergence,
celebrities with fewer than 5 images in the dataset are ignored
during the pre-processing stage.
Shakespeare: This is a text dataset of the complete works
of William Shakespeare [2]. Each speaking role in a play
represents a different device. We use a 2-layer LSTM classifier
with 100 hidden units with an 8D embedding layer. The
task is next-character prediction, and there are 80 classes of
characters in total. The model takes as input a sequence of
80 characters, embeds each of the characters into a learned
8-dimensional space and outputs one character per training
sample after 2 LSTM layers and a densely-connected layer.
Reddit: This is a dataset built from the answers of the
users on the Reddit threads. The Reddit data [30] corre-
sponds to the collected data on December 2017. To prepro-
cess the dataset, the following operations are performed:
1) Unescape HTML symbols; 2) Remove extraneous whites-
paces; 3) Remove non-ASCII symbols; 4) Replace URLs,
reddit usernames and subreddit names with special tokens;
5) Lowercase the text; 6) Tokenize the text (using nltk’s
TweetTokenizer). We also remove users and comments that
simple heuristics or preliminary inspections mark as bots.
Due to the size of the dataset, users with less than 5 or more
than 1000 comments are removed (which account for less
than 0.01% of users). Finally, The data is further processed
to make it ready for the reference model (i.e., by splitting
it into train/validation/test sets and by creating sequences
of 10 tokens for the LSTM model in use) [22]. A vocabulary
of the 10 thousand most common tokens in the data is also
used for labelling purposes.
Data Sampling For each dataset, we introduce two sample
methods, IID and non-IID: 1) In the IID sampling scenario,
each data point is equally likely to be sampled. Thus, all
users have the same underlying distribution of data. 2) In
the non-IID sampling scenario, the underlying distribution
of data for each user is consistent with the raw data.

Ahmed M. Abdelmoniem (Member ACM, IEEE,
USENIX) received his PhD in Computer Science
and Engineering from HKUST, HK. He is an
Assistant Professor at Queen Mary University
of London, UK and at Assuit University, Egypt
and leads the SAYED Systems Group. Formerly,
he was a Research Scientist at KAUST, Saudi
Arabia and a Senior Researcher with Huawei’s
Future Networks Lab, HK. His work on topics of
networking and distributed ML appears in top-
tier conferences and journals including NeurIPS,

AAAI, MLSys, ACM EuroSys, IEEE INFOCOM, IEEE ICDCS, and
IEEE/ACM Transactions on Networking. His broad research interests
are in the areas of optimizing systems for ML, federated learning and
networking with an emphasis on performance, practicality, and scalability.

Chen-Yu Ho is a PhD student in computer sci-
ence at King Abdullah University of Science and
Technology (KAUST). He received a B.S. from Na-
tional Taiwan University and an M.S. from KAUST.
During his undergraduate studies, he worked on
image segmentation processing and techniques
for converting handwriting and ancient Chinese
calligraphy to digital fonts. His current research
focuses on identifying bottlenecks of distributed
machine learning training systems and develop-
ing better systems.

Pantelis Papageorgiou received a B.S in Com-
puter Science from National And Kapodistrian
University of Athens (NKUA). He is currently a
research intern with the SAYED Systems Group
at QMUL, UK where he is working with Dr. Ahmed
on optimizations of federated learning systems.
His main focus lies in the field of deep learning
and computer vision. He is also passionate about
deploying solutions for real-world applications
while utilising federated learning techniques.

Marco Canini (Member ACM, IEEE, USENIX) is
an Associate Professor of computer science at
King Abdullah University of Science and Technol-
ogy (KAUST). He received a PhD in computer
science and engineering from the University of
Genoa. His research spans a number of areas
in computer systems, including distributed sys-
tems, large-scale/cloud computing and computer
networking with an emphasis on programmable
networks.

This article has been accepted for publication in IEEE Internet of Things Journal. This is the author's version which has not been fully edited and 

content may change prior to final publication. Citation information: DOI 10.1109/JIOT.2023.3250275

© 2023 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission.
See https://www.ieee.org/publications/rights/index.html for more information.
Authorized licensed use limited to: KAUST. Downloaded on March 09,2023 at 12:02:55 UTC from IEEE Xplore.  Restrictions apply. 


	Introduction
	Background
	Federated Learning
	Effects of Heterogeneity in Federated Learning

	Methodology
	Experimental Design

	Experimental Evaluation
	Heterogeneous settings and their impact
	Device and behavioral heterogeneity

	FL hyper-parameters and heterogeneity settings
	Optimizer and related hyper-parameters
	Learning hyper-parameters

	Effectiveness of FL algorithm variants

	Related Work
	Conclusion
	Acknowledgements
	References
	Appendix
	Biographies
	Ahmed M. Abdelmoniem
	Chen-Yu Ho
	Pantelis Papageorgiou
	Marco Canini


