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Abstract

We develop a Bayesian approach for modeling brain activation and connectivity

from fMRI data. Our approach simultaneously estimates local hemodynamic response

functions (HRFs) and activation parameters, as well as global effective and functional

connectivity parameters. Existing methods assume identical HRFs across brain re-

gions, which may lead to erroneous conclusions in inferring activation and connectivity

patterns. Our approach addresses this limitation by estimating region-specific HRFs.

Additionally, it enables neuroscientists to compare effective connectivity networks for

different experimental conditions. Furthermore, the use of spike and slab priors on the

connectivity parameters allows us to directly select significant effective connectivities

in a given network.

We include a simulation study that demonstrates that, compared to the standard

generalized linear model (GLM) approach, our model generally has higher power and

lower type I error and bias than the GLM approach, and it also has the ability to

capture condition-specific connectivities. We applied our approach to a dataset from
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a stroke study, and found different effective connectivity patterns for task and rest

conditions in certain brain regions of interest (ROIs).

Keywords: fMRI, activation, effective connectivity, functional connectivity, hemodynamic

response function, deconvolution, Bayesian inference, task-related.
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1 Introduction

Motivated by the increasing interest in inferring activation and connectivity patterns between

brain regions, we develop a Bayesian approach for task-related fMRI data. Our approach,

referred to as BVAR-HRF, utilizes Bayesian vector autoregressions (BVARs) to model con-

nectivity, gamma functions to model the unknown hemodynamic response functions (HRFs),

and linear regression components to describe the activation of different brain regions of in-

terest (ROIs). Our goal is to study local activation and global connectivity patterns simulta-

neously, while accounting for the non-negligible effects of the variation in HRFs across brain

regions.

Functional Magnetic Resonance Image (fMRI) is able to measure, with excellent spatial

resolution, the hemodynamic changes in the brain resulting from neuronal activities. The

primary form of fMRI uses the blood-oxygen-level-dependent (BOLD) response discovered

by Seiji Ogawa (Huettel et al., 2009). When the neurons are activated, the metabolic re-

quirement of the local tissue for oxygen increases. This leads to an increase in the cerebral

blood flow and a decrease in the concentration of deoxyhemoglobin, which results in changes

in the magnetic resonance signals of the brain. Therefore, fMRI is an indirect measure of

activity in a local neuronal population. The main goal of fMRI data analysis is to study the

association between the fMRI responses and a cognitive or sensorimotor task, and hereby

infer the relation between neuronal activity and the task. More specifically, it aims to locate

the brain regions that activate in response to a given task, characterize the magnitude and

the pattern of the evoked activations, and study the connectivities among brain regions. By

pursuing these aims, neuroscientists hope to map the regions that are associated with cogni-

tive or sensorimotor functions, and investigate how the brain networks transmit information

in order to perform those functions.

The relation between the BOLD response and the sensory input is commonly character-

ized by its transfer response function, the hemodynamic response function. Friston et al.

(1994) states that “the hemodynamic response function can be thought of as a temporal

point spread function that not only smoothes the sensory input but also applies a shift in

time. In other words, these functions describe the physiological response to a point (delta

function or impulse) input, if one were able to present such a stimulus.” A canonical HRF
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is shown in Figure 1(a). It is composed of a main rise and an undershoot afterwards that

persists for a considerable period of time.

By convolving the HRF with the stimulus input function, we obtain the theoretical

mean BOLD signal that fMRI would detect in response to that input, assuming that the

underlying neural dynamics are stationary and linear. An illustration is given in Figure 1.

The magnitude of the HRF is often used to infer the magnitude of the neural activation,

although in reality the shape of the HRF is a complex function of neuronal and vascular

changes (Buxton et al., 1998). In order to identify the brain regions linked to the stimulus,

the magnitude of the HRF for each region during the stimulus condition is compared to a

control condition, which is usually a rest condition. It is assumed that when activation is

evoked in a brain region by a specific stimulus, there is stronger activity during the stimulus

condition than during the control condition. Since the increase in the magnitude of the HRF

is an indirect measure of the increase in neural activation, it is also of interest to compare

this quantity across subjects, especially between healthy subjects and patients of a disease

related with the target brain function.

Introduction Method Data Analysis
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Figure 1: (a) Canonical HRF from SPM8. (b) Stimulus Indicator function. (c) Theoretical
signal (= convolution of the HRF and stimulus indicator).

Beyond determining activation in each brain region, neuroscientists are interested in

studying connectivity among distant and specialized brain regions. Smith (2012) states that
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inferring connectivity from fMRIs is “a powerful, sensitive non-invasive tool for clinical and

non-clinical investigation of brain structure, function, development and pathologies”. It

describes how brain regions interact with each other and how information is transmitted

between them. It may also aid in diagnosing mental health disorders and brain diseases such

as autism and mood disorders; in understanding the progression of post-traumatic stress

disorder; and in evaluating the effect of treatment.

There are two types of brain connectivity: functional connectivity and effective connec-

tivity. Functional connectivity quantifies the undirected correlation of BOLD signals between

spatially remote regions, and effective connectivity quantifies the directed influence from one

brain region to another.

Measures based on vector autoregressive models (VAR) and Granger-causality (Granger,

1969) are among those simple and standard procedures for fMRI effective connectivity anal-

ysis. Since Granger-causality relies on temporal precedence, proper deconvolution of the

observed BOLD signals and correct specification of HRFs are key to the connectivity analy-

sis. However, most existing studies of fMRI connectivity do not take this into account. For

instance, in some studies, connectivity analysis is applied directly to the BOLD signals with-

out deconvolution; in other studies, connectivity analysis is based on deconvolution with a

pre-specified HRF (e.g., the canonical HRF from the SPM8 Software) that is assumed to be

identical for all regions. In those situations, connectivity patterns can be greatly confounded

by incorrectly specifying the HRFs.

Another way to model the effective connectivity is to use dynamic causal modeling (DCM)

(Friston et al., 2003). DCM describes interactions among brain regions directly at the neu-

ronal level using fMRI time series from the hemodynamic level. However, DCM heavily relies

on the correct specification of biological assumptions, such as how the neuronal states enter

a region-specific hemodynamic model to produce the BOLD responses. These assumptions

are not easy to verify and might not be generalizable to patients with certain diseases. Also,

a set of plausible networks and the effects of stimulus inputs on the defined network need to

be specified a-priori for DCM. However, the number of plausible models increases quadrat-

ically with the number of ROIs, and therefore DCM is not able to search over all plausible

networks and is more appropriate for testing connectivity within certain sets of networks. On

the other hand, Granger-causality and VAR-based methods are exploratory techniques that

5



do not make biological assumptions and aim to fully extract information from the available

fMRI data.

We present a new method that estimates both HRFs and connectivities (both effective

and functional) simultaneously. The method uses the Bayesian paradigm, which can eas-

ily incorporate prior information on the HRF and connectivity parameters, and potentially

increase the power of estimation when partial information is available. For instance, if the

peak of the HRF of a particular region is known to take place around 5s and most likely in

[3s, 7s], we can assign a truncated normal prior N(5, 1) for the peak of that HRF. Moreover,

posterior inference can be achieved through customary Markov chain Monte Carlo (MCMC)

methods. In addition, for the effective connectivity parameters, our method makes use of

spike and slab priors, allowing for a joint assessment of the entire connectivity network with-

out having to separately fit and then compare multiple models. Furthermore, our method is

able to infer condition-specific effective connectivity parameters, while existing methods as-

sume these to be identical across different experimental conditions. A recent paper by David

et al. (2008) proposed a similar VAR-based method that also estimated the HRFs and the

connectivity. However, the HRFs were modeled through a DCM approach and therefore had

the drawbacks mentioned above.

In summary, our model decomposes the ROI-specific fMRI time series into the expected

BOLD response and a noise component. We model the expected BOLD response as the

convolution between the ROI-specific HRF and the indicator function of the stimulus input

and measure activation in terms of the difference in the magnitudes of the condition-specific

HRFs. The HRF is parameterized as a difference of two scaled gamma density functions. The

noise component is assumed to follow a VAR model whose parameters describe the effective

and functional connectivity networks. After specifying appropriate prior distributions for

the model parameters, full posterior inference of the region-specific HRFs and connectivity

parameters is achieved via MCMC algorithms.

The remainder of the paper is organized as follows. In Section 2 we explain the model

components, the prior distributions for the model parameters, and the procedures for pos-

terior inference. Simulation studies are reported in Section 3, where we compare the perfor-

mance of our approach to that of a standard approach that uses the general linear model

(GLM). Section 4 includes the analysis of a real fMRI dataset from a stroke study. Finally,
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in Section 5 we discuss the advantages and limitations of our approach, as well as future

model extensions.

2 Model and Inference

2.1 Bayesian Model

Suppose there are R regions of interest (ROIs), and two experimental conditions, namely,

stimulus and control. Let Yr(t) be the motion corrected and detrended mean fMRI signal

of ROI r at time t (averaged across all the voxels in that ROI), where t = 1, 2, . . . , T. The

interval between two consecutive time points is determined by the repetition time (TR)

of the fMRI scan, and is typically 1 to 2 seconds. The simulated and real fMRI datasets

considered in Sections 3 and 4 were assumed to be motion corrected and detrended. For

the stroke fMRI data we detrended the signals using time as a covariate to remove the drift

effect. Trends and the effects of other covariates can be easily added as components in the

model described below, however, since the focus of this paper lies on inferring activation and

connectivity, we do not include such components in the model.

Define the row vector Y (t) = [Y1(t), . . . , YR(t)] ∈ R1×R to be the multivariate signal for

all R ROIs at time t. Let hr = [hr(0), hr(1), hr(2), . . . , hr(T )] be the discretized HRF for

region r.

Let ck = [ck(1), ck(2), . . . , ck(T )] be the vector of indicators for experimental condition k,

with k = 1 for stimulus condition and k = 2 for control condition, i.e., c1(t) = 1 when the

stimulus condition is on at time t and c2(t) = 1 when the control condition is on at time t.

Note that c1 + c2 ≡ 1 and ck is the same across all ROIs.

The model decomposes the observed time series Y (t) into a mean component and a total

noise component, i.e., Y (t) = M (t)+U(t), with mean structureM(t) = [M1(t), . . . ,MR(t)] ∈

R1×R modeled as

Mr(t) = βr0 + βr1Xr1(t) + βr2Xr2(t), r = 1, 2, . . . , R,

7



where the covariate

Xrk(t) = [hr ∗ ck](t), r = 1, 2, . . . , R; k = 1, 2

is the convolution between the HRF and the indicator for condition k, representing the shape

of the BOLD response from neuronal activations in ROI r at time t. The noise U(t) accounts

for the additional variation observed in the BOLD signals that is not explained by the mean

structure.

The HRF at region r, hr(t), is modeled as a linear combination of two gamma density

functions:

hr(t) = g(t; ar1, br1)− g(t; ar2, br2)cr2, ar1, ar2 > 1, br1, br2, cr2 > 0, r = 1, 2, . . . , R,

where g(t; a, b) = ba

Γ(a)
ta−1e−bt for t > 0 and g(t; a, b) = 0 otherwise. The first gamma

density function represents the main rise of the HRF and the second represents the post-

stimulus undershoot of the HRF. Here we assume that the HRFs have the same shapes

across different experimental conditions, only allowing the magnitude of the HRFs to vary.

Note that magnitude of the HRF in region r is captured by the regression coefficients βrk

as will be discussed in more detail in the next paragraph. Instead of using a pre-specified

HRF for each ROI, we infer the shape of region-specific HRFs from the data. Furthermore,

by adding the ROI-specific HRF component into the model, we reduce the risk of using an

incorrectly specified HRF for a given brain region, which could lead to incorrect inference of

the activation and connectivity parameters.

Activation: the regression coefficient βrk represents the relative magnitude of the HRF,

which is also a measure of the magnitude of the neuronal activation for the kth condition in

region r. In neuroscience the interest usually lies in estimating the contrast of activations

between two conditions, i.e., βr,(c) = βr1−βr2. When the activation contrast at ROI r between

the stimulus and the control condition is statistically significantly larger than zero, then

ROI r has higher activation during the stimulus condition than during the control condition,

and this provides evidence for the involvement of ROI r in the cognitive or sensorimotor

function related with the stimulus condition. Note that it could be problematic to compare

the magnitude of the contrasts directly across ROIs because the amplitudes of the region-
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specific HRFs may be different, and therefore the associated activation regression coefficients

are not directly comparable. Instead, it makes more sense to compare the contrasts after

normalizing the HRFs. As a result, we will use the normalized version of βr,(c), corresponding

to the normalized HRFs for determining activation contrasts and for performance assessment.

Normalization can be carried out using different criteria, e.g., the L1-norm, the L2-norm, the

L∞-norm, etc. Here we use the maximum value for normalization, i.e., h̃r(t) = hr(t)
||hr||max

=

hr(t)
maxt hr(t)

, and β̃r,(c) = βr,(c) maxt hr(t). This ensures that the heights of the normalized HRFs

will be equal to 1.

Following Gorrostieta et al. (2012), the noise U (t) ∈ R1×R (row vector) is modeled as

VAR with pre-determined order P :

U(t) =
P∑
`=1

U(t− `)A∗(`, t) + ε(t),

where

A∗(`, t) = A∗1(`)c1(t− `) +A∗2(`)c2(t− `)

=

A
∗
1(`), if c1(t− `) = 1, i.e. stimulus condition at time t− `,

A∗2(`), if c2(t− `) = 1, i.e. control condition at time t− `,
(1)

with A∗k(`) = [A∗k(`)r,s] ∈ RR×R, k = 1, 2; and ε(t) ∈ R1×R is the temporally uncorre-

lated noise with mean 0 and unstructured covariance matrix Σε. Note that U(t) can still

be temporally correlated; and ε(t) may be contemporaneously spatially correlated between

ROIs.

Effective connectivity: denote the A∗(`, t)r,s the element in column r and row s of the

matrix A∗(`, t). According to the criterion for Granger-causality, when A∗(`, t)r,s 6= 0, ac-

tivity at ROI r “Granger-causes” activity at ROI s with lag `. This causality can also be

interpreted as follows. Based on the model, A∗(`, t)r,s represents the relation between ROI r

at previous time t− ` and ROI r at current time t. Since time t− ` happens before time t,

this lagged relation can be regarded as information transfer from ROI r to ROI s. Therefore,

the (r, s)-th element in the VAR coefficient matrix is a measure of effective connectivity from

ROI r to ROI s. More specifically, A∗k(`)r,s measures the effective connectivity from ROI r
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to ROI s at lag ` under condition k. The information transfer is initiated at time t− ` and

is completed at time t, so it is reasonable to assume that the pattern of the information

transfer is fully determined by the condition at its initiation time, which results in Equation

(1). By using time-dependent and condition-specific VAR coefficient matrices, we allow the

effective connectivity under the stimulus condition to be different from the control condition.

Note that other existing methods are usually incapable of comparing the two conditions.

As a note of caution, having A∗k(`)r,s = 0, for all ` = 1, . . . , P , does not necessarily

mean that ROI r is “Granger-non-causal” to s. One example could be that there is another

ROI, say q, such that r “Granger-causes” q and q “Granger-causes” s. In this case r should

also Granger-cause s by definition of Granger-causality, because r would also help predict

s indirectly through q. Here we focus on the direct influence from one region to another

and therefore define effective connectivity directly using the corresponding VAR coefficients.

When A∗k(`)r,s = 0 for all `, we say that there is no (or negligible) effective connectivity from

ROI r to ROI s.

Conditional functional connectivity: the inverse matrix Ωε = Σ−1
ε is the (zero-lag) preci-

sion matrix of the temporally uncorrelated noise. It relates to the partial correlation between

ROI r and ROI s, Cε,(r,s), as

Cε,(r,s) = −
Ωε,(r,s)√

Ωε,(r,r)Ωε,(s,s)

, r 6= s.

The partial correlation (zero lag) is the undirected contemporaneous correlation between two

ROIs conditional on all other ROIs. It can be used to measure the functional connectiv-

ity. When Ωε,(r,s) is significantly different from zero, one concludes that there is functional

connectivity between ROI r and ROI s. Therefore, this model incorporates measures for

both, effective connectivity and functional connectivity. Note that conditional functional

connectivity is derived from the uncorrelated noise ε(t) which excludes the effect from the

history. It is easy to see that this functional connectivity measure is conditioned on past

signals.

Overall functional connectivity: since U(t) is the total noise including the effect from the
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history, we can consider a functional connectivity measure for U(t) given by

ΩU = Σ−1
U ,

CU ,(r,s) = −
ΩU ,(r,s)√

ΩU ,(r,r)ΩU ,(s,s)
, r 6= s.

It measures the overall functional connectivity, i.e., the undirected contemporaneous cor-

relation between two ROIs conditional on all other ROIs (at the same time point) but

unconditional on the history.

We assume that the temporally uncorrelated noise is Gaussian, i.e., ε(t)
iid∼ N(0,Σε).

Now, defining β = [β10, . . . , βR0; β11, β21, . . . , βR1; β12, . . . , βR2] ∈ R1×3R, and

X(t) =


IR

diag{X11(t), . . . , XR1(t)}

diag{X12(t), . . . , XR2(t)}

 ∈ R3R×R,

we have that M (t) can be written as M(t) = βX(t).

Define the operator At(B) = IR −
∑P

`=1A
∗(`, t)B`, where B is the backshift oper-

ator s.t. BZ(t) = Z(t − 1) for any time series {Z(t)}. Then At(B)[U(t)] = U(t) −∑P
`=1U (t − `)A∗(`, t) = ε(t). Therefore, At(B)[Y (t)] = At(B)[M (t)] + At(B)[U(t)] =

βAt(B)[X(t)] + ε(t) and At(B)[Y (t)]
iid∼ N(βAt(B)[X(t)],Σε). Denote At(B)[Y (t)] as

Ỹ (t), and At(B)[X(t)] as X̃(t). Define θ to be the collection containing all the model

parameters. Hereby we get the joint likelihood of all the parameters conditional on the first

P observations:

Lc(θ) ∝ |Ωε|(T−P )/2 exp

{
−1

2

∑T
t=P+1

(
Ỹ (t)− βX̃(t)

)
Ωε

(
Ỹ (t)− βX̃(t)

)′}
, (2)

where Ωε = Σ−1
ε is the precision matrix of the uncorrelated noise. Since it is computationally

expensive to calculate the covariance matrix for VAR(P ) variables, and P is usually very

small compared to the number of observations T , we work on the conditional joint likelihood

Lc instead of the full joint likelihood.
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2.2 Prior Specification

2.2.1 Prior for HRF

We need partial prior information about the shape of the HRF in order to specify a prior

distribution that leads to biologically plausible and reasonable HRFs. More specifically, we

need to collect information about the time to peak Tr,(p) and time to post-stimulus undershoot

Tr,(u) for each ROI which is often available in neuroscience studies. Suppose that such

information is summarized in terms of intervals for these two quantities, say [l1, r1] and [l2, r2],

respectively. The intervals can be used to derive truncated normal prior distributions, i.e.,

Tr,(p) ∼ N(µr,(p), σ
2
r,(p)), and Tr,(u) ∼ N(µr,(u), σ

2
r,(u)), truncated such that 0 < Tr,(p) < Tr,(u),

where µr,(p) = (l1 + r1)/2, σ2
r,(p) = ((r1 − l1)/4)2, µr,(u) = (l2 + r2)/2, σ2

r,(u) = ((r2 − l2)/4)2.

Since mr1 = ar1−1
br1

and mr2 = ar2−1
br2

are the modes for the two gamma density functions

used to describe the HRF shape, they respectively approximate the time to peak and time

to post-stimulus undershoot when they are far apart. The prior information on the HRF for

region r can then be used to write down the prior distributions on the HRF parameters in

terms of these models, i.e., mr1 = ar1−1
br1
∼ N(µr,(p), σ

2
r,(p)), and mr2 = ar2−1

br2
∼ N(µr,(u), σ

2
r,(u)),

truncated such that 0 < mr1 < mr2.

Finally adding the natural constraints of the parameters that define the HRFs, we obtain

the following prior

p(ΘHRF ) =
R∏
r=1

p(ΘHRF,r)

∝
R∏
r=1

{exp(− 1

2σ2
r,(p)

(mp1 − µr,(p))2 − 1

2σ2
r,(u)

(mp2 − µr,(u))
2)× (ar1 − 1)2

br1

(ar2 − 1)2

br2

I(1 < ar1, ar2 < Q; 0 < br1, br2; 0 < cr2 < Q; 0 < mr1 < mr2)}, (3)

where ΘHRF,r = {ar1, br1, ar2, br2, cr2} is the collection of all HRF parameters for ROI r,

and ΘHRF = {ar1, br1, ar2, br2, cr2|r = 1, 2, . . . , R} is the collection of HRF parameters for all

ROIs. Here Q is a sufficiently large number.
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2.2.2 Prior for VAR Parameters

We impose spike and slab priors (Mitchell and Beauchamp, 1988) on the VAR parameters

A∗k(`) for variable selection, i.e.,

A∗k(`)r,s = Ak(`)r,sξr,s(`) (4)

with ξr,s(`) = 0 or 1, and

Ak(`)r,s
iid∼ N(0, σ2

0,A), with σ0,A a large constant. (5)

Since Ak(`)r,s follows a continuous distribution, we have Pr (A∗k(`)r,s 6= 0) = Pr(ξr,s(`) = 1).

Here we assume that A∗k(`)r,s is either present or absent in both conditions k = 1, 2, but may

be different in strength. As the lag for each pair of ROIs can be 0, 1,. . . , or P , we further

constrain the binary indicators so that ξr,s = [ξr,s(1), . . . , ξr,s(P )] can only take values in

{[1j,0P−j]|j = 0, . . . , P}, i.e., if the `-th element is zero, all the elements after it are zeros

too. The prior distribution can thus be written down using Equations (4) and (5) as follows:

ξr,s ∼Multi(1,π0,(r,s)),

where the constant vector π0,(r,s) = [π0,(r,s),0, . . . , π0,(r,s),P ] ∈ RP+1. For all j, π0,(r,s),j =

Pr (ξr,s = [1j,0P−j]) denotes the prior probability of the corresponding lag being j. When

there is no prior information about the lags, a flat prior is used:

π0,(r,s) =

[
1

P + 1
, . . . ,

1

P + 1

]
. (6)

With this prior distribution, Pr (ξr,s(`) = 1) = P−`+1
P+1

. When it is strongly believed that there

is connectivity, say, from ROI r to ROI s, we can assign a relatively large value to π0,(r,s),0

and evenly assign (1−π0,(r,s),0) to the remaining π0,(r,s),j if there is no information about the

lag.

2.2.3 Prior for β

Let Σ0,β = σ2
0,βI3R and let σ0,β be a constant. If no information is available a relatively vague

Gaussian prior is used for the regression parameters, i.e., β ∼ N(0,Σ0,β), with σ2
0,β large.
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2.2.4 Prior for Σε

An improper vague prior can be used for Σε, i.e., p(Σε) ∝ |Σε|−(R+1)/2. This prior leads to a

proper posterior distribution given the amount of information available in the data.

2.3 Inference

Inference is based on samples from the full posterior distribution of the model parame-

ters obtained from a Markov chain Monte Carlo (MCMC) algorithm. For the parameters

Ak(`), ξr,s, β, and Σε, the full conditional posterior distributions, conditional on the data

and all the remaining parameters, are known distributions that can be easily sampled from

using Gibbs steps. On the other hand, sampling the HRF parameters requires Metropolis-

Hasting (MH) steps. The details of the MCMC algorithm are provided in Appendix 1.

Specific inference for each quantity of interest is as follows:

1. For inference on the activation contrast for ROI r, we calculate a (1 − α) × 100%

posterior credible interval (posterior CI) of the normalized version of βr,(c), β̃r,(c); if the

interval is entirely on the right side of zero, we say that this ROI is more activated

under the stimulus condition.

2. For inference on effective connectivity from ROI r to ROI s under condition k, we first

calculate the posterior probability πpost,(r,s),j = Pr (ξr,s = [1j,0P−j] |Y ) for each lag j,

and then find the lag j that gives the largest πpost,(r,s),j, denoted as j̃, to be the lag

supported by the model. Having a value of j̃ larger than 0, suggests that there exists

effective connectivity from ROI r to ROI s under condition k with certain lags, in

which case we shall further examine the corresponding CIs of Ak(`)r,s, ` = 1, . . . , j̃, to

study the direction and strength of the effective connectivity for condition k.

3. For inference on conditional (or overall) functional connectivity between ROIs r and

s, we calculate the (1 − α) × 100% CI of Cε,(r,s) (or CU ,(r,s)) derived from Ωε,(r,s) (or

ΩU ,(r,s)) and compare it with zero.

4. We obtain posterior samples of each HRF by sampling the HRF parameters and then

computing a rough pointwise (1 − α) × 100% posterior credible bands for each HRF.
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Neuroscientists are usually interested in the time to peak and duration of the peak

measured by full width at half maximum (FWHM). Thus, we can also calculate the

posterior CIs of these quantities from the posterior samples of the region-specific HRFs.

The point estimates can be obtained similarly by calculating the median of the corre-

sponding posterior sample, except for ξr,s which is estimated by the mode. Also, if we want

to infer the entire effective connectivity network, we can calculate the joint posterior prob-

ability of the presence (or absence) of all possible pairwise connectivities in the targeting

network. We also use the posterior probability value as the criterion for model comparison,

i.e., if the posterior probability of a connectivity parameter is larger than a given thresh-

old (e.g., 0.5, or 0.95), we label such connectivity as present. Doing so, we avoid having

to estimate multiple models. Under our approach, we select the network with the highest

joint probability as the best effective connectivity network. Note that the directly estimated

network is composed of the non-zero effective connectivities, which is usually equal to the

best network. However, they could still be different, when the marginal probability for the

presence of each connectivity is high but the joint probability is low.

There are many ways to calculate the (1−α)×100% posterior credible intervals, including

using normal approximations or via highest posterior density intervals, symmetric quantile

intervals, etc. In this paper we calculate the (1 − α) × 100% posterior CI by finding the

α/2-th and 1− α/2-th quantiles of the MCMC posterior samples.

2.4 Computational and numerical issues

Here we discuss the potential problems in the estimation process and the solutions we use

to deal with such problems.

Local maximum: due to the high non-linearity and the constraints in the double gamma

parameterization of the HRFs, the MH steps used to sample the HRF parameters in the

MCMC algorithm can sometimes be trapped in local maxima. Therefore, we need to carefully

pick the initial values so that they are close to the global maxima. In order to find reasonable

initial values, we run a “pre-estimation” step as follows. First, we run several chains with

different sets of initial parameter values, selected either from a grid of values with reasonable

spread, or using random samples from the prior distributions. Second, after a relatively
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small number of iterations, the posterior density is evaluated at the last iteration for each

MCMC chain; the chain with the largest posterior density is selected as the chain that is

closest to the global maximum. Third, we continue with the selected chain for additional

iterations, allowing it to move further toward the global maximum. Finally, the sample

medians of ΘHRF , β and Σε,rr from the last N iterations are used as initial values for the

formal estimation.

To save computational time, we omit the dependence across time and ROIs during the

“pre-estimation” step, i.e., we fix the connectivity parameters A∗k(`)r,s (∀ r, s) and Σε,rs

(r 6= s) at zero.

Identifiability issue in the deconvolution: Due to the convolution with the stimulus indi-

cator function, the variation in the HRF shapes is greatly diminished in the expected BOLD

response and thus in the observed fMRI signals. The longer the duration of each block of

an experimental condition is, the smaller the variation is and therefore, the less information

about the HRF is contained in the data when the total duration of the fMRI experiment

is held constant. This could be a problem when the signal-to-noise ratio is low, causing

difficulties in the deconvolution of the HRFs from the BOLD signals.

This may lead to erroneous inference on HRFs and other quantities of interest, and

instability in the MCMC posterior samples of the HRF parameters. To address this issue

when the signal-to-noise ratio is low, one can additionally run replications of the fMRI

experiments so that the amount of data is increased. When this option is not available,

one way of mitigating this issue is to provide more informative priors on the parameters

that define the HRFs. Neuroscientists can therefore consider different informative prior

distributions on the HRFs and look at posterior inference obtained under such priors.

Identifiability issue in the HRF parameters: Different sets of HRF parameters can lead

to similar HRF shapes. This identifiability issue may also partially cause some degree of

MCMC instability in the HRF parameters. However, since we are interested in the HRF

shape rather than in the actual parameters this is a minor concern. In particular, for inference

on activation we use the normalized version of activation contrast β̃r,(c). This quantity is not

greatly affected by small changes in the HRF shapes.

High auto-correlation in MCMC posterior samples: The MCMC algorithm for the BVAR-

HRF model produces posterior samples with very high auto-correlation. There are several
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causes for this. First, each HRF parameter is sampled by a random walk MH step with con-

straints that depend on the other HRF parameters. This leads to relatively low acceptance

rates and sometimes very different optimal step sizes for each parameter. Second, the spike

and slab priors used for the connectivity parameters require sequential sampling for each of

these parameters and makes the updates of each connectivity parameter highly dependent

on whether or not each of the rest 2P (R2 − 1) connectivity parameters is zero. Finally, as

mentioned above, there are some identifiability issues when dealing with situations in which

there is a low signal-to-noise ratio. Due to the high auto-correlation in the MCMC samples,

we need to run the MCMC algorithm for a relatively large number of iterations in order to

make relatively accurate and reliable inference.

In this situation, certain amount of thinning is desired since it reduces the auto-correlation

and decreases the storage requirements for the posterior samples. For this paper, we use 20

iterations as the thinning frequency.

Heavy computation: Due to the relatively large number of parameters (8R + 2PR2 +

R(R+ 1)/2), and the large number of iterations typically required for making reliable infer-

ence, the computation becomes quite complicated and intensive. The MCMC algorithm was

implemented in C++ core using the RcppArmadillo package (Eddelbuettel and Sanderson,

2014). In addition, we parallelized the posterior sampling algorithm for each ROI in the

pre-estimation step. In high-dimensional cases it is possible to increase the computational

efficiency in the following ways, particularly for datasets with a large number of ROIs. For

instance, in the pre-estimation step we can replace the current random walk MH step with

a Newton-Rhapson approach or other gradient based approach to directly find the posterior

mode (maximizer of the posterior density). These deterministic approaches could potentially

be faster than the current MH-based algorithm. It is also possible to apply simulated an-

nealing (Kirkpatrick et al., 1983; Černý, 1985) to find the global maximum for the posterior

density without having to do the calculations with many different initial values.

Instead of random walk proposals, we can use other kinds of proposals for the MH steps

that incorporate information about the posterior density.

Besides thinning the posterior chains, there are other ways to deal with high auto-

correlation. For example, “heteroscedasticity and autocorrelation consistent” (HAC) es-

timators, such as the Newey-West estimator (Newey and West, 1987), could be used for
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the parameter variances without having to thin the MCMC samples, however, approxima-

tions such as Gaussian or Cauchy distribution approximations need to be used to obtain the

(1− α)× 100% credible intervals.

Considering linear basis functions to parameterize the HRFs instead of using the double

gamma parameterization could also considerably speed up the computations, since analytical

solutions for the full conditional distribution of the HRF parameters (the basis coefficients)

can be found in such cases; however, the main drawback of using linear basis functions is the

difficulty to exactly constrain the HRFs to follow the desired shape of a main rise followed

by an undershoot.

3 Simulation study

In this section, we compare the performance of our method to that of the standard GLM

method through simulated data sets.

3.1 Simulation settings

We simulated 30 datasets, each with 4 ROIs, 4 sessions, and 64 time points for each session

with TR=1s. The data for each session and each simulated data set were independently

generated according to the models described in Section 2.1 using the same fixed parameters.

The parameters were generated as described below.

HRFs: For ROIs 1 and 2, we used the SPM canonical HRF (T(p) = 5s, T(u) = 15s); for

ROIs 3 and 4, we used different HRFs (T3,(p) = 8s, T3,(u) = 20s, T4,(p) = 6.6s, T4,(u) = 17.4s).

The simulated HRFs are shown in Figure 2.

Regression coefficients: The paramters βr1 for all the ROIs except ROI 2 were generated

independently from folded N(240, 6400), and the βr2 were generated independently from

N(0.3βp1, 6400) truncated to be in the region (0,∞). For ROI 2 we assumed that both

conditions were equally activated, i.e., βr2 = βr1.

VAR structure: The noise vector was sampled from a VAR(1). Each VAR coefficient

A∗k(1)r,s was non-zero with probability 0.6. The non-zero A∗1(1)r,s were generated from a

N(1, 0.36) and the non-zero A∗2(1)r,s were generated from a N(0.2, 0.04). The VAR coefficient

matrices were chosen to generate stable time series.
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Figure 2: HRFs of 4 simulated ROIs.

Covariance of uncorrelated noise: Σε was generated by writing Σε = WεC
−1
ε Wε, where

the diagonal matrix Wε is called the partial covariance matrix, and C−1
ε was a correlation

matrix with its off-diagonal elements equal to the corresponding partial correlations mul-

tiplied by −1. Each element of Cε was non-zero with probability 0.4 and sampled from a

Unif(−0.3, 0.8) distribution when it was non-zero. Each element in the diagonal of Wε was

generated from a N( 3
16
βr1, 25) distribution. Σε was chosen to be positive-definite.

At last, the mean trend was removed from all the time series by subtracting its average

for each ROI in each dataset. The resulting network is displayed in Figure 3, and an example

of the generated time series for a single ROI is shown in Figure 4. Note that the parameter

values were the same for all the 30 datasets and the only difference was the random uncor-

related noise. The parameter values used to simulate the data and further details appear in

Appendix 2.

3.2 Analysis

Assuming that we had partial knowledge that the HRFs at ROIs 1, 2 and 4 were similar

to the SPM canonical HRF, and the HRF at ROI 3 may have slightly delayed peak and

undershoot, we used the following hyperparameters for the prior distributions of the HRFs:

µr,(p) = 5, σ2
r,(p) = 6.25, µr,(u) = 15, σ2

r,(u) = 25, r = 1, 2, 4, and µ3,(p) = 6, σ2
3,(p) = 9,

µ3,(u) = 17, σ2
3,(u) = 36. This reflects a prior belief that with probability 0.95, the time
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Figure 3: Network of the simulated datasets. Arrows represent effective connectivities and
double lines represent functional connectivities, both with the signs indicating the property
(positive or negative) of the corresponding connectivity. For effective connectivities, the
signs within parentheses are for the control condition.

to peak was between 0.1s and 9.9s and centered around 5s for ROIs 1, 2 and 4, and was

between 0.1s and 11.9s and centered around 6s for ROI 3. Similarly, these prior choices imply

a prior belief that with probability 0.95, the time to undershoot was between 5.2s and 24.8s

and centered around 15s for ROIs 1, 2 and 4, and was between 5.2s and 28.8s and centered

around 17s for ROI 3. We also constrained ar1, ar2, and cr2 to be smaller than Q = 100, for

r = 1, · · · , 4. Examples of HRFs simulated from the first set of HRF priors (i.e., those for

ROIs 1,2 & 4) are shown in Figure 5.

For simplicity we used order P = 1. As a result, the first observation for each of the

4 sessions needed to be discarded (4 observations in total). We used vague priors for the

activation and the connectivity parameters, as discussed in Section 2.2, with the following

prior hyperparameters: σ0,A = 100, π0,(r,s) = [0.5, 0.5], r, s = 1, · · · , 4 (see Equation (6));

Σ0,β = 107I3P .

For the pre-estimation step, we started the chains from 500 different values of the HRF

parameters and picked the one that produced the highest posterior density value after 20,000
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Figure 4: One example of simulated data at one ROI. Blue (green) curves in the bottom
indicates the starting time of a new epoch of stimulus condition (control condition), with
height proportional to the magnitude βrk of neural signals.

iterations. We then proceeded with that chain for 160,000 additional iterations and obtained

the initial values for the HRF parameters and the variances for each ROI by finding the

sample medians of the last 100 iterations. In order to obtain more reliable initial values we

chose to use the median value of the latest 100 iterations, instead of directly using the latest

iteration.

For the formal estimation step, the HRF estimates obtained in the pre-estimation step

were used as the initial values for the HRF parameters of the corresponding ROIs; the

variance estimates were used as the initial values for the corresponding diagonal elements

of the variance-covariance matrix Σε, while zeroes were used as its off-diagonal elements;

we set the initial values for all ξr,s, r, s = 1, · · · , 4 all equal to one. Note that, although

each dataset consisted of multiple independent sessions, we just needed to change Equation

(2) to be the product of the likelihood for each session. For the formal MCMC estimation

we used a burn-in period of 200,000 iterations and obtained 200,000 additional iterations.

Posterior inference is based on 10,000 iterations obtained by thinning the full chain every

20th observation.

The performance of our modeling approach was assessed as follows:

1. Ability to recover the HRFs. We computed the following measures: (i) the bias (point

estimate minus true value) in the time to peak and (ii) the bias in FWHM (full width

at half maximum) as a measure of duration of the peak for each of the HRFs.
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Figure 5: Examples of HRFs from the first set of priors (ROIs 1,2 & 4).

2. Ability to recover activation: We computed (i) the power, i.e., the proportion of 95%

posterior CIs of β̃r,(c), r = 1, 3, 4, lying entirely on the right side of 0; (ii) the type

I error, i.e., the proportion of the 95% posterior CIs of β̃2c not containing 0 (recall

that ROI 2 was equally activated in the two conditions); (iii) the coverage of the 95%

posterior CIs, i.e., the proportion of times that the 95% posterior CIs of β̃r,(c) contained

the true value and, finally (iv) the relative bias, calculated as bias divided by average

true values of β̃r,(c).

3. Ability to recover effective connectivity: We calculated (i) the power, i.e., the proportion

of the estimated ξr,s(1) being 1 when the true value is 1; (ii) the type I error, i.e., the

proportion of ξr,s(1) being 1 when the true value is zero; (iii) the “network correctness”,

i.e., the proportion of times that the estimated network was equal to the true network;

(iv) the coverage of the 95% CI, i.e., the proportion of times the 95% posterior CIs of

Ak(1)r,s contained the true value when the true value was non-zero and (v) the relative

bias (divided by average true values of A∗k(1)r,s).

4. Ability to recover functional connectivity: We computed (i) the power, i.e., the propor-

tion of the 95% posterior CIs of Cε,(r,s) (or CU ,(r,s) for overall functional connectivity),

r 6= s not containing 0 when the true value is non-zero; (ii) the type I error, i.e.,

the proportion of the 95% posterior CIs not containing 0 when the true value is zero;
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(iii) the coverage of the 95% posterior CIs, i.e., the proportion of the 95% CIs that

contained the true value and (iv) the relative bias (divided by average true Cε,(r,s) (or

CU ,(r,s)) in absolute value).

Note that the criteria listed above to assess model performance are based on frequentist

concepts that are not necessarily central to Bayesian inference. We use these criteria be-

cause we are comparing our Bayesian method to the standard non-Bayesian GLM approach.

Furthermore, criteria based on power and type I error are commonly used in the related

literature as a very informative and straightforward way to for people to understand how

well a given model is able to reconstruct activation patterns and connectivity networks in a

practical setting.

We also applied the standard GLM to the simulated data using the SPM canonical HRF

for all ROIs. In other words, we consider a model of the form

Yr(t) = βr0 + βr1(Hc ∗ c1)(t) + βr2(Hc ∗ c2)(t) + Ur(t),

where Hc(t) = g(t; 6, 1) − 1
6
g(t; 16, 1) was the SPM canonical HRF. The least square es-

timators were used to get the point estimates β̂r0, β̂r1, β̂r2 and the residuals Ûr(t) for all

t and r = 1, . . . , R. After that, we ran a VAR(1) model on the multivariate residuals

Û(t) = [Û1(t), . . . , ÛR(t)], i.e., Û(t) = Û(t− 1)A(1) + ε(t).

Besides the covariance matrix Σε directly obtained from the VAR analysis, we also esti-

mated ΣU using the non-parametric moment estimator Σ̃U = Û ′Û/(T −R(L+m)), where

m was the number of sessions.

Inference for activation parameters was similarly made by calculating the corresponding

95% confidence intervals (CIs) with normal approximations and the standard errors of the

parameter estimators. Note that the abbreviation CI is used for both posterior credible

intervals and confidence intervals; when the context is our Bayesian method, CI stands for

the former; and when the context is the standard GLM, CI stands for the latter. Perfor-

mance in terms of effective and functional connectivities was assessed similarly except that

for the standard GLM analysis the true value of effective connectivity was changed to the

average effective connectivity of two conditions, since the GLM approach can only estimate

the overall effective connectivity. The estimated effective network was composed of the sig-
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nificantly non-zero effective connectivities. To assess the performance in terms of activation,

we manipulated the shape of the HRFs by decreasing or increasing their time to peak by 1s

(HRF 1 and HRF 2, see Figure 6) to see how this would affect the inference on activations

in the first step.

Finally, we compared the performance of our method to that of the standard GLM

analysis.
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Figure 6: Three HRFs used in the GLM analysis to assess performance on activation and
connectivity parameters.

3.3 Results

Numerical results obtained from the two methods are summarized in Table 1. Note that the

numbers given are all averaged across ROIs. A typical result for HRF curves is presented

in Figure 7. Figure 8 in the end of this subsection shows the resulting networks (excluding

the overall functional network) from the two methods. Note that the overall functional con-

nectivity is not presented in Figure 8, for it is actually composed from effective connectivity

and conditional functional connectivity.

Table 1 shows that our method performed well in estimating the position and the duration

of the peak for the HRFs. Standard GLM analysis used fixed HRFs for all ROIs. Thus,

if the HRF for a given ROI was incorrectly specified, there was no way to fix the mistake

and prevent the errors projected in the later VAR analysis. Both our method and the GLM

with the canonical HRF performed well in determining whether the activation was different
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BVAR-HRF Standard
HRF Bias in time to peak (sec) 0.056 N/A

Bias in FWHM (sec) -0.023 N/A
Activation Power 1.000 1.000

Type I error 0.067 0.033
Type I error (HRF 1) N/A 0.967
Type I error (HRF 2) N/A 0.900
95% CI coverage 0.858 0.483
Relative bias 2.3% 18.3%

Effective connectivity Power 0.856 0.717
Type I error 0.000 0.263
Network correctness 0.216 0.000
95% CI coverage 0.861 0.685
Relative bias -2.8% 39.2%

Functional connectivity Power 0.883 0.650
(conditional) Type I error 0.067 0.583

95% CI coverage 0.911 0.461
Relative bias 3.9% 12.2%

Functional connectivity Power 0.933 0.228
(overall) 95% CI coverage 0.361 0.839

Relative bias 1.8% -6.9%

Performance

Table 1: Results comparing the proposed BVAR-HRF method with the standard GLM
method. For bias terms, a negative sign indicates an underestimation.

across two conditions (see power and type I error). However, our method outperformed the

standard approach in terms of relative bias and the coverage of the 95% intervals. Note that

the HRFs in ROI 3 and ROI 4 differed from the canonical HRF, therefore they contributed

much more to the bias and small coverage of the corresponding confidence intervals in the

GLM analysis. Also, in spite of using the wrong HRF for ROIs 3 and ROI 4, the power

for β̃r,(c) was not affected. However, after manipulating the HRF used in the GLM analysis

by decreasing or increasing 1s in time to peak, the type I error went up dramatically. The

implied GLM tended to be highly vulnerable for false positives when the assumed HRFs were

even slightly different than the true HRFs. In terms of effective connectivity, our method

performed relatively well in all aspects, while the standard method performed poorly due to

the fact that the misspecification of the HRFs led to incorrect residuals that were then used

for the connectivity analysis. Furthermore, if the condition-specific effective connectivities

were used as true values instead of the overall ones, the standard approach would have

captured almost none of them. The BVAR-HRF did give a little lower power than expected,

which was mostly attributable to the low power (0.367) of the effective connectivity from

ROI 4 to ROI 3 (individual powers not shown in the table). One possible explanation is that
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Figure 7: Posterior samples of HRFs (normalized to unit peak height) in one of the simulated
datasets. Grey: posterior samples of HRFs; red: true HRF; blue: pointwise 95% posterior
credibility bands.

the true values of A∗k(1)r,s were 0.165 and 0.146, respectively, and these are relatively small

compared to the other non-zero A∗k(1)r,s, and hence the method was not able to capture

these effects under the signal-to-noise ratio used to obtain the simulated data. However, we

noticed that the effective connectivity from ROI 4 to ROI 2 had small values yet high power;

this could be caused by a much smaller variance in the uncorrelated noise εr(t) of ROI 2

than that of ROI 3. Performances in terms of the functional connectivities were very similar

to those obtained for the effective connectivities in both methods. We did not assess the

type I error because all the overall functional connectivities were non-zero. Note that the

95% intervals for the overall functional connectivity had a low coverage of the true values

but a small bias for our approach, and high coverage but much larger bias for the standard

GLM approach. It is likely that the variation was underestimated in our method, while it

was overestimated in the standard approach, and therefore the coverage was still acceptable.

Figure 8 gives the most frequent network out of the 30 estimated networks for each of
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the two methods. For the BVAR-HRF approach, we further obtained the joint probability

of the network by calculating the proportion of the exact presence of the network in the

MCMC posterior samples. The probability was 0.7452 on average, confirming that the re-

sulting network was indeed the best network suggested by the model.

Summary of advantages. The simulation study has clearly demonstrated the advantages

of our method over the standard GLM approach: (1) it generally had a much better perfor-

mance in terms of power, type I error, coverage, and bias of both activation and connectivity;

(2) especially for effective connectivity, it had the flexibility to allow differences in effective

connectivities under different conditions, and provided a network that was much closer to

the true network.
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Figure 8: (a) Mode of estimated network from the BVAR-HRF model. (b) Mode of estimated
network from the GLM. Dashed lines with red cross marks represent the missing connectivi-
ties in the estimated network (false negatives); solid lines with red cross marks represent the
connectivities in the estimated network but not in the true network (false positives).

4 FMRI data analysis

4.1 Experiment and data

To demonstrate utility of the proposed model, we analyzed the fMRI time series data from

a stroke patient with some residual motor deficit on the left side of the body. The patient

had ischemic stroke 11 - 26 weeks prior to the study assessments and still had residual motor
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deficit at the time of the experiment.

4.1.1 Experimental procedures

FMRI contrasted affected (left) hand grasp-release movements (stimulus condition) with

rest condition (control condition). The experiment was divided into 3 sessions each with 48

images, alternating 12 runs between the two conditions but always starting with the rest

condition. Therefore, the total time series points that were considered in the analysis is

T = 3× 48 = 144 (see Figure 9).

Rest Task Re

12 12 1

est Task

Ti (TR)
12 12

Time (TR)

Figure 9: Block design of the experiment.

4.1.2 Data acquisition

FMRI data were acquired using a Philips Achieva 3.0 T MRI whole-body scanner. High-

resolution T1-weighted images were acquired using a 3D MPRAGE sequence (repetition

time (TR) = 8.5 ms, echo time (TE) = 3.9 ms, flip angle = 8, Field of view (FOV) =

256 × 204 × 150, slices = 150, voxel size = 1 × 1 × 1 mm3). Blood oxygenation level-

dependent (BOLD) images were acquired using a T2*-weighted gradient-echo echo planar

imaging sequence (TR = 2000 ms, TE = 30 ms, flip angle = 70, FOV= 240 × 240 × 154,

slices = 31, voxel size = 2×2×2 mm3). For simplicity of demonstration and limited amount

of data for a single subject analysis, we focused only on three of the ROIs known to be

implicated with this task after stroke: left and right dorsal premotor cortex (LPMd and

RPMd), and a midline supplementary motor area (SMA). The ROIs are displayed in Figure

10.

4.1.3 Preprocessing steps

Functional data from all the sessions were preprocessed using the SPM8 software. Prepro-

cessing steps included realignment to the first image, coregistration to the mean EPI image,

normalization to the standard MNI EPI template, and spatial smoothing (FWHM = 8 mm).
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Figure 10: ROIs considered in the analysis.

For each ROI, the time series of the included voxels for each session were summarized into

the mean time series by taking the average across the voxels. Finally, the mean time series

for each ROI was regressed against the constant 1 and the time to remove the mean and the

drift effect.

4.2 Analysis

In order to test for sensitivity to prior specification, we applied our model using three different

prior distributions for the HRF parameters: (i) µr,(p) = 5, σ2
r,(p) = 9, µr,(u) = 15, σ2

r,(u) =

36, r = 1, 2, 3, which was the same prior setting as the one used in simulation study for

ROIs 1, 2 & 4; (ii) µr,(p) = 5, σ2
r,(p) = 6.25, µr,(u) = 15, σ2

r,(u) = 25, r = 1, 2, 3; (iii)

µr,(p) = 6, σ2
r,(p) = 6.25, µr,(u) = 17, σ2

r,(u) = 25, r = 1, 2, 3. Note that prior (ii) had the

same center for time to peak and time to undershoot, but slightly less variation compared

to prior (i); prior (iii) had the same variability as prior (ii) but with right-shifted centers.

We first fitted a VAR(1) to the data, however, the ACF plots of the estimated ε(t)s showed

some significant partial correlation at certain lags, which meant order 1 was not sufficient.

We then increased the order to 2. ACF and PACF plots showed that this model order

gives a better fit (Figures 17 and 18 in Appendix 3), so we chose a VAR(2) as the final

model. The prior distributions for the other parameters, Ak(`), ξr,s and β, were the same as

those used in the simulation study in Section 3.2, except that for ξr,s the flat prior became
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π0,(r,s) = [1
3
, 1

3
, 1

3
] due to the change in dimensionality. The settings used for the MCMC

algorithm (i.e., number of burn-in iterations, thinning, etc.) were similar to those used in

the simulation study except that the posterior chain size was 500,000 (after thinning). The

trace plot of the unnormalized log posterior density in Figure 19 (see Appendix 3) was

used to check MCMC convergence; and plots of the estimated means of Mr(t) for r = 1, 2, 3

(based on the posterior median) versus the data were used to check the overall mean fit (see

Figure 20 in Appendix 3). The standard GLM approach with the same VAR order was also

applied to the data and the results of the two approaches were compared.

4.3 Results

The results from the BVAR-HRF are summarized in Table 2. The results were similar across

the three sets of prior distributions. Histograms of the parameters and diagnostic plots are

shown only for prior (i) as an example. Figures 17 and 18 show that a VAR(2) structure

was sufficient to capture the temporal dependence in the data (only lag 0 was significantly

different from zero). Figure 19 shows that the posterior density was stable and Figure 20

shows that the estimated mean followed the data relatively well.

For the standard approach, only the activation results and the resulting network are

shown at the end of this subsection.

Activation: In all three ROIs, β̃r,(c) was significantly larger than zero (see the 3rd row

group in Table 2 and Figure 11), suggesting that activation was stronger in the task condition

than in the rest condition in all ROIs.

LPMd − normalized contrast

0 5 10 15 20 25 30

RPMd − normalized contrast

0 5 10 15 20 25 30

SMA − normalized contrast

0 5 10 15 20 25 30

[2.5, 4.8]                                          [2.7, 18.9]                                             [4.4, 7.2]

Figure 11: Histograms of normalized βr1 − βr2. 95% posterior CIs are given in the bottom.
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Median 95% CI Median 95% CI Median 95% CI
Time to peak (sec): LPMd 3.1 [1.6, 4.6] 3.3 [1.7, 4.6] 3.2 [1.8, 4.6]
Time to peak (sec): RPMd 5.9 [5.0, 7.0] 5.9 [5.0, 7.0] 6.1 [5.0, 7.0]
Time to peak (sec): SMA 4.4 [3.1, 5.9] 4.5 [3.4, 5.7] 4.5 [3.4, 5.7]
FWHM (sec): LPMd 6.3 [4.9, 8.5] 6.6 [5.3, 8.7] 6.3 [5.2, 8.5]
FWHM (sec): RPMd 2.1 [1.3, 5.3] 1.7 [1.3, 3.7] 2.1 [1.5, 3.0]
FWHM (sec): SMA 5.7 [4.0, 7.0] 5.6 [4.4, 6.8] 5.6 [4.4, 6.7]
Activation: LPMd 3.6 [2.5, 4.8] 3.5 [2.5, 4.6] 3.5 [2.5, 4.7]
Activation: RPMd 8.2 [2.7, 18.9] 8.9 [4.3, 20.2] 7.6 [4.6, 13.2]
Activation: SMA 5.6 [4.4, 7.2] 5.5 [4.3, 6.9] 5.6 [4.4, 6.9]
Effective (task, lag1): LPMd to LPMd 0.32 [ 0.12, 0.52] 0.32 [0.12 , 0.52] 0.32 [0.12 , 0.52]
Effective (rest, lag1): LPMd to LPMd 0.39 [ 0.18, 0.59] 0.38 [0.17 , 0.59] 0.39 [0.17 , 0.58]
Effective (task, lag1): SMA to RPMd -0.09 [-0.41, 0.24] -0.09 [-0.40, 0.22] -0.09 [-0.40, 0.22]
Effective (rest, lag1): SMA to RPMd 0.14 [-0.18, 0.44] 0.14 [-0.17, 0.44] 0.14 [-0.18, 0.45]
Effective (task, lag1): LPMd to SMA 0.74 [ 0.55, 0.92] 0.73 [0.56 , 0.93] 0.72 [0.53 , 0.92]
Effective (rest, lag1): LPMd to SMA 0.55 [ 0.30, 0.81] 0.55 [0.30 , 0.80] 0.54 [0.29 , 0.80]
Effective (task, lag2): LPMd to LPMd 0.55 [ 0.35, 0.74] 0.54 [0.35 , 0.74] 0.55 [0.36 , 0.74]
Effective (rest, lag2): LPMd to LPMd 0.44 [ 0.26, 0.63] 0.44 [0.26 , 0.63] 0.44 [0.26 , 0.63]
Effective (task, lag2): SMA to RPMd 0.83 [ 0.49, 1.15] 0.82 [0.49 , 1.13] 0.83 [0.52 , 1.15]
Effective (rest, lag2): SMA to RPMd 0.40 [ 0.09, 0.71] 0.40 [0.11 , 0.73] 0.39 [0.09 , 0.70]
Functional (conditional): LPMd and RPMd 0.51 [0.37 , 0.63 ] 0.51 [0.36 , 0.63 ] 0.51 [0.36 , 0.62 ]
Functional (conditional): LPMd and SMA 0.65 [0.54 , 0.74 ] 0.65 [0.53 , 0.74 ] 0.65 [0.54 , 0.74 ]
Functional (conditional): RPMd and SMA -0.38 [-0.53, -0.20] -0.37 [-0.51, -0.20] -0.38 [-0.53, -0.21]
Functional (overall): LPMd and RPMd 0.59 [0.48 , 0.63 ] 0.59 [0.47 , 0.63 ] 0.60 [0.48 , 0.63 ]
Functional (overall): LPMd and SMA 0.77 [0.69 , 0.81 ] 0.77 [0.70 , 0.80 ] 0.77 [0.69 , 0.81 ]
Functional (overall): RPMd and SMA -0.38 [-0.45, -0.23] -0.38 [-0.44, -0.23] -0.39 [-0.45, -0.23]

Prior 1 Prior 2 Prior 3

Table 2: Analysis results from the 3 priors.

Effective connectivity: The non-zero VAR coefficients (i.e., those coefficients with pos-

terior probabilities of being non-zero higher than 0.5) can be found in the 4th row group

in Table 2 and Figure 12. Note that using 0.05 and 0.95 as the cutoffs produced similar

results, except that the power dropped down to 0.772 for 0.95 and raised to 0.928 for 0.05.

The results suggest that there is connectivity from LPMd to SMA at lag 1, and connectivity

from LPMd to LPMd, and from SMA to RPMd at lag 2. Only effective connectivity from

SMA to RPMd at lag 1 under the task condition was estimated to be negative. However,

zero was covered by the 95% posterior CI of the connectivity measure from SMA to RPMd

at lag 1 under the task condition (about the 0.708th-quantile of the distribution which was

not far away from the median). Zero was also included in the 95% posterior CI under the

rest condition (about the 0.183-th quantile). Effective connectivity from SMA to RPMd

under both conditions was negligible until lag 2. For all other effective connectivities, they
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were positive and generally higher in the task condition than in the rest condition.
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Figure 12: Histograms of Ak(`)r,s. Blue dashed lines indicate position of zero.

Conditional functional connectivity: Results of the partial correlations of the temporally

uncorrelated noise ε(t) are given in the 5th row group in Table 2 and Figure 13. There

was evidence that there existed positive functional connectivity between LPMd and LPMd,

LPMd and SMA, but negative functional connectivity between RPMd and SMA.
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Figure 13: Histograms of Cε,(r,s).

Overall functional connectivity: Results of partial correlations from the total noise are

given in the 6th row group in Table 2 and Figure 14. The results were consistent with the

conditional functional connectivity, but with much tighter posterior CIs.
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Figure 14: Histograms of CU ,(r,s).

HRF: Median HRF and HRF samples for each ROI for each prior are given in Figure 15.

Time to peak and duration of peak are provided in the first and second row group in Table

2. In all cases, RPMd peaked later than LPMd and had a smaller duration of peak.

From the results of the standard GLM approach, normalized activation contrast was 2.54

in median with [2.04, 3.04] 95% CI for LPMd, 3.09 in median with [2.34, 3.85] 95% CI for

RPMd, and 3.72 in median with [3.13, 4.31] 95% CI for SMA. They were consistent with

the results from our BVAR-HRF method in the sense that all ROIs were more activated in

the task condition; however, the activation contrasts were much larger in our method than

in the standard method.

The resulting networks from the BVAR-HRF and the standard approaches are provided

in Figures 16 (a) and (b), respectively. For the BVAR-HRF model, the estimated joint

probability of the network was above 0.5 for all priors (e.g., 0.8458 under prior 1), confirming

that this was the best network suggested by the model. The functional connectivities from

the standard method were similar to those from BVAR-HRF, and there appeared to be an

effective connectivity pathway from LPMd to RPMd through SMA in the results of both

methods.

However, the standard GLM approach and the BVAR-HRF approach had several dif-

ferences in the results of the effective connectivity. First, the standard approach reported

more within-ROI effective connectivities compared to the BVAR-HRF approach. Second,

the standard approach was unable to distinguish connectivities between different conditions,

while the BVAR-HRF approach was able to do so, as mentioned before. Third, the ACF

and PACF diagnostic plots indicate that the standard approach would yield effective con-
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Figure 15: Estimated HRFs from the 3 priors.

nectivities with longer lags compared to the BVAR-HRF approach (VAR(2) was sufficient

for the BVAR-HRF approach but not sufficient for the standard approach).

4.4 Interpretation

We summarize findings from our proposed BVAR-HRF method: 1) a delayed HRF in the

PMd of the lesioned (right) hemisphere, 2) activation in all three secondary motor areas

included in the analysis, and 3) brain connectivities that are also supported by other stud-

ies. While structural damage from stroke is focal, remote dysfunction can occur in regions

connected to the area of lesion. Thus, our findings here support a growing body of evidence

suggesting that there may also be stroke-related changes in connectivity both with and with-

out a stimulus that may not be equally reflected in changes in fMRI activation strength or

volume (Rehme and Grefkes, 2013).

Using our method we observed a notable difference in the HRF in the lesioned versus

unlesioned hemisphere: a delayed time to peak in ipsilesional PMd (RPMd) compared to
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Figure 16: (a) Estimated brain network from the BVAR-HRF model. (b) Estimated brain
network from the standard GLM approach. Curves with ordinary arrow heads correspond
to lag 1 and curves with oval arrow heads correspond to lag 2; signs without parenthesis
correspond to the task condition, and those with parentheses correspond to the control
condition; darkness of the signs represent the strength of connectivity.

contralesional PMd (LPMd). This is similar to the findings in Altamura et al. (2009) that

the time to peak increased in the stroke-affected hemisphere compared to the unaffected

hemisphere as subjects progressed beyond the acute phase. The work presented herein

supports prior efforts calling for flexible modeling of HRFs across brain regions and even

perhaps across subjects (Bai et al., 2009). Indeed, constraining the HRFs to be identical

across all regions (which is typically done in most analyses) could lead to erroneous results

on activation and connectivity. Altogether these results support adjusting the HRF (across

ROIs and between subjects) to optimize studies of BOLD activation and connectivity derived

from fMRI.

Our method also suggested that all three secondary motor areas in the analysis (namely,

SMA, and PMd in both hemispheres) were activated during simple motor movements. It is

interesting that these regions are not typically activated in healthy individuals during simple

motor tasks. This finding is consistent with the fact that PMd is known to be important for

higher order functions involved in motor planning (Rushworth et al., 2003). Meanwhile, SMA

has been implicated in internally generated tasks (Tanji, 1994), and bimanual coordination

(Serrien et al., 2002), which may be required for stroke patients even for simple motor

movements.
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Finally, our method was able detect differences in connectivity between movement and

rest conditions which also reflect connectivities included in other post-stroke network models

(Rehme and Grefkes, 2013). The BVAR-HRF method observed effective connectivity from

contralesional PMd to SMA, which is in-line with previous studies that report the compen-

satory role of contralesional PMd in paretic arm movement (Johansen-Berg et al., 2002).

Our method also captured effective connectivity from SMA to ipsilesional PMd. An influ-

ence of SMA onto ipsilesional PMd has also been found in a study of effective connectivity by

Sharma et al. (2009). The excitatory functional connectivity between bilateral PMd regions

found by BVAR-HRF may represent an adaptation supporting post-stroke recovery, as these

connectivities positively correlate with measures of motor impairment (Wang et al., 2010).

5 Conclusion

The simulation study has demonstrated the advantages of our BVAR-HRF model in compar-

ison to the standard GLM. (1) It ruled out the confounding effects from HRFs by including

region-specific HRFs as unknown parameters in the model, which was also the reason why it

outperformed the standard approach in terms of inference on both activation and connectiv-

ities. (2) While the standard approach might only find the overall effective connectivity of

different conditions in the experiment, our model captured the changes in effective connectiv-

ities across conditions. (3) The Bayesian paradigm in BVAR-HRF made the inference of the

quantities of interest more straightforward, since estimates of the variability of the quantities

could be directly derived from the MCMC posterior samples. (4) The Bayesian method also

made it possible to include prior information into the model. This will be especially useful

given the accumulation of knowledge from numerous studies about activation, HRF, and/or

connectivities. (5) With the use of spike and slab priors one could easily calculate the joint

posterior probability of the entire effective connectivity network, and pick the most likely

effective connectivity network based on posterior probabilities. The spike and slab priors

allow us to search the space of effective connectivity networks without separately estimating

multiple models. With the standard approach, one may only approximate the joint inference

on the effective connectivity network by combining the marginal inference on each potential

effective connectivity network. In the case of effective connectivity, the number of param-
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eters were usually much larger than those for activation and functional connectivity, and

hence the joint distribution was more complicated and was more likely to be different than

the simple product of marginal distributions.

Besides the intensive computation mentioned previously in Section 2.4, there are still

several limitations with the proposed BVAR-HRF model: (i) The BVAR-HRF model in this

paper only handles single subject analysis, however, this can be extended to a hierarchical

setting that allows us to make inferences at the group level and measure inter-subject vari-

ability. This extension for multi-subject data has already been implemented in Yu et al.

(2016). (ii) In the current model, the detrending step is done prior to the Bayesian model

estimation; however, in future studies this step can also be incorporated in the BVAR-HRF

model by including time as a covariate. (iii) Except for the HRF parameters, we used vague

uninformative priors for all the other parameters, because we did not have strong prior

knowledge about the activation patterns and the connectivity networks for this stroke fMRI

data. In future stroke studies, findings from the current study can be used to form more

informative prior distributions. (iv) The general approach in this paper is to rely on param-

eter inference, especially for the activation and functional connectivity parameters where

posterior credible intervals are used to infer the presence of activation and function connec-

tivity. The parameter inference is already conditioned on assuming a model is correct, and

thus could behave paradoxically when being used for model selection problems. In future

studies, a more principled model selection approach could be investigated and compared to

the results in this paper. (Lee, 2018; Wagenmakers et al., 2018)
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Appendix 1

Detailed algorithm for MCMC posterior sample

We first define some notation:

• Θ: collection of all the parameters involved in the model.

• ΘΣε : collection of all the parameters involved in Σε.

• ΘA: collection of all the parameters involved in A1, A2.

• ΘHRF,r: collection of all the parameters involved in hr.

• Y : collection of all the observations in the multivariate time series.

• Superscript (i) denotes iteration i. It will be omitted for simplicity of notation unless

necessary for clarity.

Note that each element of Θ, ΘΣε , ΘA and ΘHRF,r takes its most current value.

Updating algorithm:

1. Sample β|Y ,Θ \ β ∼ N
(
β̃, Σβ

)
, where β̃ =

(∑T
t=P+1(Ỹ (t)ΩεX̃(t))′

)
Σβ, Σβ =

(Σ−1
0,β + Σ−1

β̂
)−1, and Σ−1

β̂
=
∑T

t=P+1 X̃(t)ΩεX̃(t)′. Update M(t) and U(t) accordingly.

2. Sample Σε|Y ,Θ \ ΘΣε ∼ InvWishart
(

(T − P )− 1,
∑T

t=P+1 ε(t)
′ε(t)

)
where ε(t) =

Ỹ (t)− βX̃(t). Update Ωε accordingly.

3. Define the index conversion function J(r, s, `, k) = r + (s − 1)R + (` − 1)R2 + (k −

1)R2P . Note that it is a bijection from {1, . . . , R} × {1, . . . , R} × {1, . . . , P} × {1, 2}

to {1, 2, . . . , 2R2P}. Define the row vector b ∈ R1×2R2P such that its J(r, s, `, k)-th

element is Ak(`)r,s. Sample all Ak(`)r,s simultaneously by sampling b: b|Y ,Θ \ ΘA ∼

N
(
b̃, Σb

)
∈ R1×2PR2

, where

b̃ =

(
T∑

t=P+1

U(t)ΩεD̃(t)′

)
Σb,

Σb = (Σ−1
0,b + Σ−1

b̂
)−1,
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Σ−1

b̂
=

T∑
t=P+1

D̃(t)ΩεD̃(t)′,

D(t) =



1R ⊗ diag{c1(t− 1)U(t− 1)}
...

1R ⊗ diag{c1(t− P )U(t− P )}

1R ⊗ diag{c2(t− 1)U(t− 1)}
...

1R ⊗ diag{c2(t− P )U(t− P )}


∈ R2PR2×R,

and D̃(t) is the same as D(t) except that the elements corresponding to ξr,s(`) = 0 are

set to 0, i.e., D̃(J(r,s,`,k), p)(t) = 0, for all (r, s, `) s.t. ξr,s(`) = 0, k = 1, 2.

4. (i) Sample ξr,s|Y ,Θ \ ξr,s ∼Multi(1, π̂r,s), where the j-th element of π̂r,s is

π̂(r,s),j = π0,(r,s),j exp

{
−1

2

T∑
t=P+1

(
U(t)− b(j)D(t)

)
Ωε

(
U (t)− b(j)D(t)

)′}
,

j = 0, 1, . . . , P. b(j) is equal to b∗ except that the J(r, s, `, k)-th element equals

0, for ∀` = 1, 2, . . . , j, k = 1, 2, and that the J(r, s,m, k)-th element equals the

J(r, s,m, k)-th element of b, for ∀m = j + 1, . . . , P, k = 1, 2; and b∗ is equal to b

except that all the elements corresponding to ξr,s(`) = 0 is set to 0.

(ii) For ∀` s.t. ξr,s(`) = 1, update b∗J(r,s,`,k) to equal bJ(r,s,`,k); for ∀` s.t. ξr,s(`) =

0,where k = 1, 2, update b∗J(r,s,`,k) to equal 0. Note that when we update the

Gibbs sample for ξr,s, it is preferred to update them in a random order (Koop

and Korobilis, 2009), i.e., each time, randomly pick (r, s) without replacement and

update ξr,s until all R2 ξr,s have been updated. By then, the zeros and non-zeros

of b∗ will have been fully determined, and thus A∗k(`) can be updated such that

A∗k(`)r,s equals the J(r, s, `, k)-th element of b∗. Update Ỹ (t), X̃(t) accordingly.

5. Sample ΘHRF,r using a Metropolis-Hasting step, looping from r = 1 to R.

(i) ar1: sample a′r1 ∼ Unif
(

max(1, a
(i−1)
r1 − δa), min(a

(i−1)
r1 + δa, b

(i−1)
r1 mr2 + 1)

)
.

Define Θ′HRF,r to be the same as ΘHRF,r and Θ′ to be the same as Θ except that

the value of ar1 is replaced with a′r1. Calculate p(ΘHRF,r) as in Equation 3, and
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Lc(Θ′) as in Equation 2. Calculate the acceptance rate α = min(1,
f ′rq(a

(i−1)
r1 |a′r1)

frq(a′r1|a
(i−1)
r1 )

)

where

f ′r = Lc(Θ′)p(Θ′HRF,r)

is proportional to the full conditional posterior density for ar1 being a′r1,

q(a′r1|a
(i−1)
r1 ) =

(
min(a

(i−1)
r1 + δa, b

(i−1)
r1 mr2 + 1)−max(1, a

(i−1)
r1 − δa)

)−1

×

I
(

max(1, a
(i−1)
r1 − δa) < a′r1 < min(a

(i−1)
r1 + δa, b

(i−1)
r1 mr2 + 1)

)
,

(we used 0.5 for the step size δa), and

q(a
(i−1)
r1 |a′r1) =

(
min(a′r1 + δa, b

(i−1)
r1 mr2 + 1)−max(1, a′r1 − δa)

)−1

×

I
(

max(1, a′r1 − δa) < a
(i−1)
r1 < min(a′r1 + δa, b

(i−1)
r1 mr2 + 1)

)
.

Note that fr is available from the previous iteration. Accept a
(i)
r1 = a′r1 with

probability α, and otherwise keep the old ar1 value so that a
(i)
r1 = a

(i−1)
r1 . Update

X̃(t) accordingly; update mr1 to be (a
(i)
r1 − 1)/b

(i−1)
r1 , and fr to be f ′r.

(ii) br1: sample b′r1 ∼ Unif
(

max(b
(i−1)
r1 − δb, (a

(i)
r1 − 1)/mr2), b

(i−1)
r1 + δb

)
; define

Θ′HRF,r to be the same as ΘHRF,r and Θ′ to be the same as Θ except that

the value of br1 is replaced with b′r1; similar as ar1, calculate the new f ′r and

α = min(1,
f ′rq(b

(i−1)
r1 |b′r1)

frq(b′r1|b
(i−1)
r1 )

) where

q(b′r1|b
(i−1)
r1 ) =

(
b

(i−1)
r1 + δb −max(b

(i−1)
r1 − δb, (a

(i)
r1 − 1)/mr2)

)−1

×

I
(

max(b
(i−1)
r1 − δb, (a

(i)
r1 − 1)/mr2) < b′r1 < b

(i−1)
r1 + δb

)
,

(we used 0.025 for the step size δb), and

q(b
(i−1)
r1 |b′r1) =

(
b′r1 + δb −max(b′r1 − δb, (a

(i)
r1 − 1)/mr2)

)−1

×

I
(

max(b′r1 − δb, (a
(i)
r1 − 1)/mr2) < b

(i−1)
r1 < b′r1 + δb

)
;

accept b
(i)
r1 = b′r1 with probability α, and otherwise b

(i)
r1 = b

(i−1)
r1 . Update X̃(t)

accordingly; update mr1 to be (a
(i)
r1 − 1)/b

(i)
r1 , and fr to be f ′r.

(iii) ar2: sample a′r2 ∼ Unif
(

max(1, a
(i−1)
r2 − δa, b(i−1)

r2 mr1 + 1), a
(i−1)
r2 + δa

)
; define
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Θ′HRF,r and Θ′ similarly as before but with ar2 replaced; calculate the new f ′r and

α = min(1,
f ′rq(a

(i−1)
r2 |a′r2)

frq(a′r2|a
(i−1)
r2 )

) where

q(a′r2|a
(i−1)
r2 ) =

(
a

(i−1)
r2 + δa −max(1, a

(i−1)
r2 − δa, b(i−1)

r2 mr1 + 1)
)−1

×

I
(

max(1, a′r2 − δa, b
(i−1)
r2 mr1 + 1) < a′r2 < a

(i−1)
r2 + δa

)
,

q(a
(i−1)
r2 |a′r2) =

(
a′r2 + δa −max(1, a′r2 − δa, b

(i−1)
r2 mr1 + 1)

)−1

×

I
(

max(1, a′r2 − δa, b
(i−1)
r2 mr1 + 1) < a

(i−1)
r2 < a′r2 + δa

)
;

accept a
(i)
r2 = a′r2 with probability α, and otherwise a

(i)
r2 = a

(i−1)
r2 . Update X̃(t)

accordingly; update mr2 to be (a
(i)
r2 − 1)/b

(i−1)
r2 , and fr to be f ′r.

(iv) br2: sample b′r2 ∼ Unif
(

max(b
(i−1)
r2 − δb, 0), min(b

(i−1)
r2 + δb, (a

(i)
r2 − 1)/mr1)

)
;

define Θ′HRF,r and Θ′ similarly as before but with br2 replaced; calculate the new

f ′r and α = min(1,
f ′rq(b

(i−1)
r2 |b′r2)

fpq(b′r2|b
(i−1)
r2 )

) where

q(b′r2|b
(i−1)
r2 ) =

(
min(b

(i−1)
r2 + δb, (a

(i)
r2 − 1)/mr1)−max(b

(i−1)
r2 − δb, 0)

)−1

×

I
(

max(b
(i−1)
r2 − δb, 0) < b′r2 < min(b

(i−1)
r2 + δb, (a

(i)
r2 − 1)/mr1)

)
,

and

q(b
(i−1)
r2 |b′r2) = (min(b′r2 + δb, (a′r2 − 1)/mr1)−max(b′r2 − δb, 0))

−1 ×

I
(

max(b′r2 − δb, 0) < b
(i−1)
r2 < min(b′r2 + δb, (a′r2 − 1)/mr1)

)
;

accept b
(i)
r2 = b′r2 with probability α, and otherwise b

(i)
r2 = b

(i−1)
r2 . Update X̃(t)

accordingly; update mr1 to be (a
(i)
r2 − 1)/b

(i)
r2 , and fr to be f ′r.

(v) cr2: sample c′r2 ∼ Unif (max(c′r2 − δc, 0), c′r2 + δc); define Θ′HRF,r and Θ′ simi-

larly as before but with cr2 replaced; calculate the new f ′r and α = min(1,
f ′rq(c

(i−1)
r2 |c′r2)

frq(c′r2|c
(i−1)
r2 )

)

where

q(c′r2|c
(i−1)
r2 ) =

(
c

(i−1)
r2 + δc −max(c

(i−1)
r2 − δc, 0)

)−1

×

I
(

max(c
(i−1)
r2 − δc, 0) < c′r2 < c

(i−1)
r2 + δc

)
,
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(we used 0.025 for the step size δc) and

q(c
(i−1)
r2 |c′r2) = (c′r2 + δc −max(c′r2 − δc, 0))

−1 ×

I
(

max(c′r2 − δc, 0) < c
(i−1)
r2 < c′r2 + δc

)
;

accept c
(i)
r2 = c′r2 with probability α, and otherwise c

(i)
r2 = c

(i−1)
r2 . Update X̃(t)

accordingly; update fr to be f ′r.

(vi) Update Xrk(t) accordingly.

Appendix 2

Parameter values in the simulation study

HRFs:

ROIs 1 & 2: ar1 = 6, br1 = 1, ar2 = 16, br2 = 1, cr2 = 1/6, r = 1, 2;

ROI 3: a31 = 9, b31 = 1, a32 = 21, b32 = 1, c32 = .4;

ROI 4: a41 = 6.6, b41 = 1, a42 = 18.4, b42 = 1, c42 = .5.

βrk:

ROI 1: β10 = 0, β11 = 231.70, β12 = 115.36;

ROI 2: β20 = 0, β21 = 289.03, β22 = 289.03;

ROI 3: β30 = 0, β31 = 237.24, β32 = 23.81;

ROI 4: β40 = 0, β41 = 203.90, β42 = 56.51.

A(1) =


0 1.141 0 1.409

0 0 0 0

0 0.838 0 0

0 0.167 0.165 0.244

 ,
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A(2) =


0 0.141 0 0.223

0 0 0 0

0 −0.303 0 0

0 0.083 0.146 −0.067

 ,

Ωε =


1.63E-2 2.53E-2 0 −3.08E-3

2.53E-2 6.99E-2 0 −9.67E-3

0 0 8.51E-3 1.38E-3

−3.08E-3 −9.67E-3 1.38E-3 1.03E-3

 ,

or equivalently,

Σε =


140.45 −51.66 1.08 −6.68

−51.66 35.50 −2.97 18.35

1.08 −2.97 120.51 −18.69

−6.68 18.35 −18.69 115.31

 .
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Appendix 3

Supplementary figures
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Figure 17: ACF of estimated ε from fMRI data analysis.
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Figure 18: PACF of estimated ε from fMRI data analysis.
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Figure 19: Trace plot of unnormalized log posterior density.
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Figure 20: BVAR-HRF mean fit for stroke data.
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