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Efficient Neuromorphic Hardware through Spiking 

Temporal Online Local Learning  
 

Wenzhe Guo, Member, IEEE, Mohammed E. Fouda, Member, IEEE, Ahmed M. Eltawil, Senior Member, IEEE, 

and Khaled Nabil Salama, Senior Member, IEEE 

Abstract—Local learning schemes have shown promising 

performance in spiking neural networks training and are 

considered a step toward more biologically plausible learning. 

Despite many efforts to design high-performance neuromorphic 

systems, a fast and efficient on-chip training algorithm is still 

missing, which limits the deployment of neuromorphic systems in 

many real-time applications. This work proposes a scalable, fast, 

and efficient spiking neuromorphic hardware system with on-chip 

local learning capability. We introduce an effective hardware-

friendly local training algorithm compatible with sparse temporal 

input coding and binary random classification weights. The 

algorithm is demonstrated to deliver competitive accuracy in 

different tasks. The proposed digital system explores spike 

sparsity in communication, parallelism in vector-matrix 

operations and process-level dataflow, and locality of training 

errors, which leads to low cost and fast training speed. The system 

is optimized under various performance metrics. Taking into 

consideration energy, speed, resources, and accuracy, the 

proposed method shows around 10× efficiency over a recent work 

with a direct feedback alignment method and 4.5× efficiency over 

the spike-timing-dependent plasticity method. Moreover, our 

hardware architecture can easily scale up with the network size at 

a linear rate. Thus, our method has demonstrated great potential 

for use in various applications, especially those demanding low 

latency. 

 
Index Terms—Neuromorphic computing, spiking neural 

networks, local training, deep learning, backpropagation 

I. INTRODUCTION  

Brain-inspired spiking neural networks (SNNs) have 

attracted ever-growing attention from research communities for 

their superior energy efficiency to artificial neural networks 

(ANNs) and biological plausibility [1-3]. Neuromorphic 

computing with SNNs as the underlying network model has 

stimulated a new paradigm shift in computing architectures. A 

neuromorphic system leverages the efficient organization 

principle in biological networks to ease the limitation imposed 

by memory bandwidth, tackle the issue of heavy energy usage, 

and make the hardware performance scalable with the ever-

growing complexity of deep learning models. Both digital and 

analog approaches are adopted in designing neuromorphic 

systems. The digital approach is favored for its well-optimized 

design flow, great flexibility, and efficient embedded 
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memories. Various ASIC general-purpose neuromorphic 

processors and systems, such as SpiNNaker, True North, Loihi, 

and ODIN, have emerged in recent years [4-8]. These systems 

can accommodate millions of neurons and synapses and 

leverage the flexibility and efficiency of network-on-chip 

(NoC) communication strategies for inter-cores spike 

transmission based on address-event representation (AER) [9, 

10]. Many dedicated neuromorphic processors were also 

reported for various applications [11-14]. However, a fast and 

efficient on-chip training algorithm is still unavailable, which 

limits the deployment of neuromorphic systems in many real-

time applications, such as object detection and autonomous 

driving, requiring low processing latency. 

Unlike the mature backpropagation (BP) algorithm for 

ANNs, the training methodology for SNNs is not clearly 

defined due to complex neural dynamics and non-differentiable 

spikes. Unsupervised biological learning rules, such as spike-

timing-dependent plasticity (STDP), are able to train SNNs in 

different tasks [15, 16]. Many works implemented such rules to 

perform on-chip training [17-19]. STDP performs training 

using local spike activities and makes hardware implementation 

simple and energy-efficient [20-22]. However, its training 

performance is limited. Recently, supervised training methods 

adapted from the BP algorithm were proposed to directly train 

SNNs, which produced accuracy close to ANNs in various tasks 

[23-25].  

The standard BP algorithm propagates the errors generated 

in the final layer backward to modify network parameters in a 

layer-by-layer fashion. Despite its effectiveness, the algorithm 

suffers from frequent memory access, massive matrix 

operations, computational inefficiency, and a lengthy training 

process, which is not suitable for hardware implementation [26, 

27]. Thus, various local training algorithms based on BP were 

proposed to tackle the issues above [26, 28-30].  For instance, 

in the local training algorithms, a local classifier is attached to 

each layer (or a block) in the network, and the training takes 

place locally in each layer (or a block). Instead of waiting for 

the errors coming from the final layer, the local training 

methods use errors computed in the local classifier and train the 

corresponding layers, which significantly improves the training 

runtime. The whole network consists of training-isolated 

modules, making the hardware design scalable because the 
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network can be built by simply cascading the same local 

training module. Few works have considered local training in 

SNNs [30, 31]. Kaiser et al. demonstrated the effectiveness of 

local training with random classifiers in SNNs. However, their 

complex training algorithm and neural models slow down 

computation and cause high resource utilization, which is not 

suitable for real-time deployment on constrained hardware 

platforms. Inspired by this work, we introduce a hardware-

friendly and effective local training algorithm with good 

classification performance and propose a scalable, efficient, and 

fast digital spiking neuromorphic hardware architecture with 

on-chip local learning capability. 

The main contributions of this work are summarized as 

follows. 

 We propose an efficient and hardware-friendly local 
training algorithm with time-to-first-spike neural 
coding, which leads to good classification performance 
and very low processing latency. 

 We apply binary random weights in the local classifiers 
to reduce hardware overhead without incurring 
performance degradation. 

 We present a scalable hardware architecture with an 
efficient encoding design for spike transmission and 
training-independent parallel processing cores based on 
local training. 

 The proposed architecture is optimized based on 
various performance metrics considering power, 
latency, and hardware cost. 

 

This paper is organized as follows: Section II discusses 

input coding and neuron models in addition to the local learning 

model and the weight update derivation. The software 

experiment setup and results are introduced in Section III. Then, 

the proposed hardware architecture, its FPGA implementation, 

and the hardware results are presented in Section IV. The 

discussion and future work are given in Section V. Finally, 

Section VI concludes this work. 

II. NEURAL MODELS AND LOCAL LEARNING 

A. Input coding 

Various information coding schemes have been 

hypothesized to explain the information transmission in 

nervous systems, including rate coding, time-to-first-spike 

(TTFS) coding, phase coding, and burst coding [32]. This work 

considers two coding methods: rate coding and TTFS coding. 

 Rate coding has been widely studied in SNNs. This scheme 

treats each input pixel as a firing frequency and converts the 

pixel into a Poisson spike train with the frequency. Input pixels 

are generally scaled down to a reasonable frequency range. 

Recently, TTFS coding was demonstrated to be fast, 

precise, and energy efficient as it uses precise times of only the 

first spikes to transmit information [32]. The coding method 

converts input pixels into single spikes within a time window 

by comparing the normalized input pixels with an 

exponentially-decaying threshold 𝑃𝑡ℎ , defined by 

𝑃𝑡ℎ = exp(−𝑡/𝜏𝑡ℎ) (1) 

where 𝜏𝑡ℎ is the decaying time constant. A spike is generated 

when the pixel exceeds the threshold, and the input is prohibited 

from generating more spikes. 

B. Neuron models 

To model the dynamics of spiking neurons, we used an 

integrate-and-fire (IF) model that consists of linear equations 

and a threshold condition because of its computational 

efficiency. The model can be written in the matrix form as  

𝑍𝑙[𝑡 + 1] = 𝑍𝑙[𝑡] + 𝑊𝑙𝑆𝑙−1[𝑡 + 1] (2) 

𝑈𝑙[𝑡 + 1] = 𝑍𝑙[𝑡 + 1] + 𝑏𝑙 − 𝜃𝑆𝑙[𝑡] (3) 

𝑆𝑙[𝑡 + 1] = Θ(𝑈𝑙[𝑡 + 1]) (4) 

where l indicates the layer number, W is the synaptic weight 

matrix, 𝑆𝑙−1 is the input spike matrix, 𝑍𝑙  is the synaptic input 

matrix, 𝑈𝑙 is the membrane potential matrix, 𝑏𝑙 is the bias 

matrix, 𝑆𝑙 is the output spikes matrix, 𝜃 is the reset constant, 
and Θ(∙) is a unit step function. An output spike is generated if 
the membrane potential is larger than 0. 

 

Fig. 1 SNN architecture with the proposed local learning 

algorithm. 

C. Local learning model  

The training process is illustrated in Fig. 1. Each layer in the 

network is attached to a local linear classifier with random 

weights. Predictions are computed by classifying the output 

spikes from neurons at the end of the training window, which 

simplifies the training algorithm. The final decision is based on 

the prediction of the final classifier. The prediction vector is 

expressed as 

𝑌𝑙 = 𝐺𝑙𝑆𝑙[𝑡𝑤𝑖𝑛] (5) 

where 𝐺𝑙  is a constant random weight matrix, and 𝑌𝑙  is the 

prediction matrix, 𝑡𝑤𝑖𝑛 is the length of training time window. 

We used a mean square error (MSE) loss function 𝐿𝑙  for its 

simple hardware implementation. Hence, by ignoring the 

temporal dependence on the reset, 𝑆𝑙 in (3), the gradients of the 

weights in layer l can be derived as, 

𝜕𝐿𝑙

𝜕𝑊𝑖𝑗
𝑙

= ∑ 𝐺𝑘𝑖
𝑙 (𝑌𝑘

𝑙 − 𝑇𝑘
𝑙)

𝑘

𝐵𝑖[𝑢] ∑ 𝑆𝑗
𝑙−1[𝜏]

𝑡𝑤𝑖𝑛

𝜏=1

(6) 

where 𝑇𝑙  is the target vector containing the one-hot encoding of 

the corresponding label,  𝐵𝑖[𝑢] is a rectangular function taken 

as a surrogate derivative function to approximate the derivative 

of the firing function for the neuron i, defined by 
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𝐵𝑖(𝑢) = {
  1, −𝛼 < 𝑢 < 𝛼,

0,          𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒.
(7) 

We can define an error term propagated from the local classifier 

to the neuron layer as 

𝛿𝑖
𝑙 = ∑ 𝐺𝑘𝑖

𝑙 (𝑌𝑘
𝑙 − 𝑇𝑘

𝑙)

𝑘

(8) 

The weight gradients can be written in the matrix form as 

𝑔𝑊
𝑙 =

𝜕𝐿𝑙

𝜕𝑊𝑙
= 𝛿𝑙 ⊙ 𝐵𝑙[𝑈𝑙] ⊗ ∑ 𝑆𝑙−1[𝜏]

𝑡𝑤𝑖𝑛

𝜏=1

(9) 

where ⊙ denotes the element-wise multiplication and ⊗ is the 

outer product operator. The final weight updates are computed 

by the stochastic gradient descent (SGD) with momentum 

optimization algorithm [33], where the velocity matrix 𝑉 and  

weights updates are defined as 

𝑉[𝑡 + 1] = 𝜇𝑉[𝑡] + 𝑔𝑊
𝑙 ,   𝑎𝑛𝑑 (10𝑎)  

𝑊𝑙 = 𝑊𝑙 − 𝜂 ∗ 𝑉[𝑡 + 1] (10𝑏) 

respectively, where 𝜇 is the momentum and 𝜂 is the learning 

rate. 

III. SOFTWARE EXPERIMENTS AND RESULTS 

In the experiments, the batch size was chosen as 128 and 

simulations were run for 100 epochs. SGD with momentum was 

used as the optimizer. A step-decay scheduling method was 

used to reduce the learning rate by a factor of 2 every 20 epochs. 

All the simulations were performed in the Pytorch framework. 

As for the hyperparameter setting, in the local learning models, 

𝛼 and 𝜇 are set to 0.1 and 0.6, respectively. For rate coding, 

each input example was presented to the networks for 200 time 

steps. In the neuron model, 𝜃 and 𝜂 were set to 0.5 and 0.1, 

respectively. While for TTFS coding, 𝜏𝑡ℎ , 𝜃 and  𝜂 were chosen 

as 6, 0.2, and 0.8, respectively, with 50 time steps. In the 

training algorithm, the local classifiers with random weights 

were used. 

TABLE 1  

COMPARISON BETWEEN RATE CODING AND TTFS CODING ON 

MNIST DATASET. 

Coding 

method 

Time 

steps 

Hidden layer 

size 
Accuracy (%) 

Rate coding 200 
128-128 94.75 

1024-1024 96.01 

TTFS coding 50 
128-128 95.31 

1024-1024 97.63 

 

TABLE 1 compares the results obtained from the rate 

coding method and TTFS coding method. Rate coding achieves 

lower accuracy with longer training windows. This is due to the 

probabilistic nature of rate coding that requires a long training 

window to precisely represent input information. TTFS uses the 

precise timing of the first spikes to represent information, 

leading to fast information transmission. The superior 

computational efficiency and performance of TTFS coding over 

rate coding have been demonstrated in various studies, from 

biological-inspired SNNs [32] to spiking MLPs [34] to spiking 

CNNs [35-37]. The comparison further confirms that TTFS 

coding achieves higher accuracy with lower latency under our 

experimental settings. Therefore, based on the collective 

findings, we can conclude that TTFS coding is more suitable 

for developing efficient neuromorphic systems. 

 

Fig. 2 Classification accuracy on different datasets for different 

network sizes. MNIST/Fashion-Bin indicates that SNNs were 

trained by local classifiers with binary random weights. In other 

cases, the weights of the local classifiers were 32-bit floating 

random numbers. 

Furthermore, using TTFS coding, SNNs with different hidden 
layer sizes and depth were trained by the proposed local training 
algorithm to classify two datasets: MNIST and Fashion-MNIST. 
The impact of the precision of the random classifier weights was 
studied. The experiments were performed with 32-bit floating-
point and binary random numbers (-1 or 1). The classification 
results are shown in Fig. 2, where MNIST/Fashion-Bin indicates 
that binary random weights were used in the local classifiers, 
and in other cases, 32-bit floating-point random weights were 
used. 
 In general, accuracy improves with the increasing network 
depth and hidden layer size. Using binary random weights does 
not necessarily lead to accuracy degradation. Instead, it can 
improve the accuracy in most cases. Binary weights can largely 
reduce the memory size required to store the weights of local 
classifiers and simplify the computations for generating local 
predictions in (5) and errors in (8), thus lowering power 
consumption. For example, in (8), the multipliers necessary to 
compute the errors in the case of 32-bit floating point random 
weights can be replaced with multiplexers. 

TABLE 2  

COMPARISON WITH AN ANN-BASED LOCAL TRAINING 

ALGORITHM IN ACCURACY (%). 

MNIST 

Network size Our work ANN[26] 

784-1024-1024-10 97.58 98.59 

784-512-512-10 97.45 98.40 

Fashion 

Network size Our work ANN[26] 

784-1024-1024-10 87.02 89.59 

784-512-512-10 86.66 88.74 
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Additionally, we present a comparison with an ANN-based 

local training algorithm, as it provides state-of-the-art accuracy 

for local training methods under the same network 

configuration [26]. This algorithm is the first that proposes to 

use a random local classifier. TABLE 2 summarizes the 

comparison between our method with binary random weights 

and the ANN-based method for different network sizes and 

datasets. The same simulation settings are applied to train the 

ANNs. Our method has around a 1% drop in accuracy for 

MNIST and around a 2.5% drop for Fashion. The degradation 

from the state-of-the-art accuracy is within an acceptable range 

for some applications. Thus, our method can deliver good 

classification performance. 

IV. HARDWARE IMPLEMENTATION 

A. Architecture overview 

Local training cuts off the backward dependency between 

layers by generating error signals locally and hence enables a 

scalable architecture design. We propose a digital architecture 

with local training, as illustrated in Fig. 3. The proposed design 

is composed of an input coding module and multiple neuron 

layers. Each neuron layer consists of a neuron module, a local 

classification module, and a learning module. Multiple 

processing elements are implemented to accelerate the training 

process. The scalability of the design is manifested in that the 

training of each layer is independent and extra layers can be 

easily cascaded using the same design. 

 

Fig. 4 Gate-level design for the TTFS coding module. 

  

1) Input coding: The input coding module receives inputs, 

such as frame pixels, and converts them into binary spikes 

based on the TTFS coding method described in Section II-A. 

The gate-level design is depicted in Fig. 4. The module 

produces a time-decaying threshold through the exponential 

function in (1) that is implemented as a memory table that stores 

pre-calculated values. The first-spike generation is realized by 

comparing the input and the threshold and imposing a large 

refractor period on the firing neurons. 

2) Spike communication: Spikes are transmitted between 

modules (or layers) through an event-address representation 

(AER) method that encodes binary spikes into corresponding 

neural addresses and controls the communication by REQ/ACK 

handshake signals. A pair of encoders and decoders are used for 

transmission.  

3) Neuron module: Each module receives spike addresses 

and decodes the addresses into binary spikes. A vector-matrix 

multiplexing (VMM) engine uses multiplexing-add operations 

to sum up all the weights activated by the input spikes, i.e., 

computing 𝑊𝑙𝑆𝑙−1, and update the synaptic input Z according 

to (2). Synaptic weights are stored in block random access 

memories (BRAMs) that are randomly initialized using data 

files. Neuron membrane potentials are then updated, and output 

spikes are generated if the firing condition is met. No 

multiplications are needed due to the binary inputs.  

4) Classification module: The local classifier makes 

predictions based on the output spikes from the neuron module 

through a VMM using random weights based on (5). We have 

demonstrated that binary random weights (-1 or 1) are effective 

in training the network. The weights are stored as 1 bit (0 or 1) 

on the chip by ignoring the sign bit. So, during computation, 0 

acts as -1. Local errors are computed by another VMM based 

on (8).  

5) Learning module: The learning module implements the 

SGD with momentum optimization method. Gradients of the 

network parameters are computed based on (9) that contains 

element-wise vector-vector operations. The element-wise 

multiplication is replaced with multiplexing because of the 

binary nature of the surrogate gradients, 𝐵. Additional memory 

is allocated to save the velocity vector 𝑉 that is accumulated in 

 

Fig. 3 Overview of the proposed digital architecture with local training. 
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the directions of the gradients. The parameters are then 

modified by the velocity vector with a learning rate. 

 

 
Fig. 5 Implementation profiling of the proposed digital system 

without parallelism. 

 

6) Control: Control units are used to manage data flow and 

schedule element-level computations and architecture-level 

parallel processing. At each layer, training can be executed 

while the spikes are forwarded and processed in the next layer. 

The proposed design was implemented on the Xilinx 

Virtex-7 VC709 FPGA board running at the frequency of 100 

MHz. Power consumption was estimated post routing using the 

power analysis tool in Vivado Design Suite that provides 

detailed analysis and accurate estimation [38]. Computations 

were based on fixed-point data representation with a maximum 

of 5 integer bits and 32 fractional bits. For example, weights are 

stored in one integer bit and 32 fractional bits, while membrane 

potentials are implemented with 5 integer bits and 32 fractional 

bits to avoid overflow. The implementation results of each 

module in the system following a sequential design are 

measured in terms of processing latency, power consumption, 

look-up tables (LUTs), flip flops (FFs), BRAMs, and digital 

signal processing (DSP), as shown in Fig. 5. The latency and 

power consumption are measured for processing one input 

sample. The neuron module dominates latency and power 

because the forward pass is executed in a temporal loop. The 

matrix operations also slow down the computation. The 

learning module dominates the resources because of its 

complexity. From the profiling results, the bottleneck of the 

system can be identified as the neuron module. Thus, we would 

like to explore parallelism in the design. 

 

Fig. 6 VMM engine design. A design example of computing 

synaptic inputs based on input spikes S and synaptic weights W 

is presented. 

B. Parallel design 

1) VMM design: Matrix operations are the most prominent 

operations when it comes to deep learning. The acceleration of 

deep learning algorithms relies heavily on the design of VMM 

engines. In the proposed local training method, VMM is used 

for three purposes: computing synaptic inputs, making 

predictions, and generating local errors. For computing synaptic 

input and making predictions, the design of VMMs replaces 

multipliers with multiplexers thanks to the binary spike inputs. 

We explored two degrees of parallelism in the design.  Fig. 6 
illustrates a design example for computing 𝑊𝑙𝑆𝑙−1 in layer l 

according to (2). The design of other VMMs follows the same 

principle. Each neuron layer is allocated with memory to store 

synaptic weights. In order to process the matrix operation in 

parallel, weight matrices can be partitioned into multiple 

blocks, for example, 𝑚 × 𝑛 in Fig. 6. Accordingly, the input 

vector is partitioned into m blocks. The results are saved into n 

memory blocks. Together with pipelining, the parallel design 

can accelerate the matrix operations proportionally by 𝑚 × 𝑛 

times, but at the cost of more hardware resource. 

 
Fig. 7 (a) Latency of the priority encoder design for different input spike sparsities. (b) The number of FFs and (c) the number 

of LUTs used in both encoder designs. Different numbers of inputs to the encoder are considered, ranging from 4 to 32. 

(a) (b) (c) 
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2) Spike encoder design: The encoder converts spikes into 

their corresponding addresses before being sent out to the 

destinations. A simple and straightforward design is based on a 

sequential search. The design searches for spikes along a spike 

vector sequentially and outputs their spatial locations. Since 

spikes are generally sparse in the network, a sequential encoder 

would waste most of its time on zeros. We propose a design 

with a priority encoder. A priority encoder can skip through all 

the zeros and direct the search to the spikes (or ones). The 

latency of the proposed encoder with different numbers of 

inputs is shown in Fig. 7 (a), where the total number of input 

spikes to be encoded is assumed as 784. When there is no 

sparsity, the proposed design has the same latency as the 

sequential search. The latency decreases with the increasing 

spike sparsity linearly.  Increasing the number of inputs to the 

priority encoder can further reduce the latency. The incurred 

overhead in resources is insignificant, as shown in Fig. 7 (b) and 

(c), less than a 2× increase in FFs and 1.3× in LUTs. 

C. Optimization for parallel VMM design  

Large m and n accelerate the VMM operations but cause 

high power consumption and resource utilization. An objective, 

considering energy, latency, and logic slice utilization, is 

defined as 

𝑂𝑏𝑗𝑒𝑐𝑡𝑖𝑣𝑒 = 𝐸𝐷𝑃 × 𝑠𝑙𝑖𝑐𝑒% 

= 𝑒𝑛𝑒𝑟𝑔𝑦(𝑚𝐽) × 𝑙𝑎𝑡𝑒𝑛𝑐𝑦(𝑚𝑠) × 𝑠𝑙𝑖𝑐𝑒%      (11) 

where EDP is the energy-delay product and 𝑠𝑙𝑖𝑐𝑒% is the 

percentage of logic slices used by the design in the total 

resources. Since the neuron module is identified as the 

bottleneck, we will first optimize the values of (𝑚, 𝑛) for the 

neuron module. Due to the small size, the classification module 

only partitions the error vector following the same choice as n 

in the neuron module. 

In the experiments, (𝑚, 𝑛) were selected from [4, 8, 16, 32], 
respectively. The number of input bits of the encoder was kept 

the same as 𝑛. The implementation results for different 

combinations of (𝑚, 𝑛) are shown in Fig. 8. Latency and energy 

were measured for training one image. Latency increases with 

the increasing 𝑚 or 𝑛. The lowest energy consumption can be 

seen at (4, 32). The smallest objective appears at (16, 8). It 

can also be seen that the energy consumption is only 0.01 mJ 

higher than the lowest energy point. Thus, (16, 8) is selected 

as the optimal combination of (𝑚, 𝑛). 

Although no VMM operations are involved in the learning 

module, the SGD optimizer still needs to compute each element 

in the gradient matrix 𝑔𝑊
𝑙  and velocity matrix 𝑉, and update 

each weight in the weight matrix. Thus, the associated vectors 

and matrices can also be partitioned into multiple blocks as in 

Fig. 6, so that the latency of the learning module can be 

improved. The same objective was used to optimize the 

combination of (𝑚, 𝑛), where (𝑚, 𝑛) are the number of 

partitions along the first dimension and the second dimension 

of a matrix, respectively. The values of the 𝐸𝐷𝑃 × 𝑠𝑙𝑖𝑐𝑒% for 

different (𝑚, 𝑛) are shown in Fig. 9. The maximum values for 

(𝑚, 𝑛) were limited to (16, 8). This is because the latency of 

computing gradients as expressed in (9) is limited by the 

partitions of the error, potential, and input spike vectors, which 

follow the design of the neuron model. The error and potential 

vectors were partitioned into n blocks, and the input spike 

vector was into m blocks. Larger m or n does not contribute to 

acceleration. It can be observed that the optimal combination is 

also (16, 8), which suggests that the matched parallel design 

in different modules delivers the optimal performance. 

 

Fig. 9 Implementation results of 𝐸𝐷𝑃 × 𝑠𝑙𝑖𝑐𝑒% for various 

choices of (m, n) in the design of the learning module. 

D. Binary classification module 

Binary random weights at the local classifier are proposed 

in this study for better hardware efficiency. We have 

 
Fig. 8 Implementation results of (a) latency, (b) energy, and (c) 𝐸𝐷𝑃 × 𝑠𝑙𝑖𝑐𝑒% for various choices of (m, n) in the design of 

neuron module. EDP denotes the energy-delay product and 𝑠𝑙𝑖𝑐𝑒% denotes the percentage of logic slices used by the design 

in the total resources. 

(a) (b) (c) 
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demonstrated that using binary random weights does not 

necessarily lead to accuracy degradation. Instead, it can 

improve the accuracy in most cases. To demonstrate the 

improved hardware efficiency, we compare the results obtained 

from the binary and full-precision implementation for the 

classification module in TABLE 3. The 784-128-10 network is 

used, and the full-precision implementation is based on 32-bit 

fixed-point representation. Both implementations consume a 

similar number of logic slices. Binary weights avoid using on-

chip memory for storage and eliminate the multipliers from the 

error computations. Thus, there is zero BRAM and DSP 

utilization, leading to 3.5× less power consumption. The 

overhead in BRAM utilization and power consumption is 

expected to scale up with the network size and the number of 

classes. 

TABLE 3 

COMPARISON BETWEEN THE BINARY AND FULL-PRECISION 

IMPLEMENTATION IN THE CLASSIFICATION MODULE. 

Weight 

representation 
LUT FF BRAM DSP 

Power 

(mW) 

Binary 1030 466 0 0 13.60 

FP-32 1072 467 8 32 61.83 

 

 

 

Fig. 10 Multi-layer implementation: (a) sequential and (b) 

process-level parallelism. Fi indicates the forward update of 

layer i, and Bi indicates the backward update of layer i. (c) 

Latency and power overhead of the implementation with 

process-level parallelism compared with the sequential 

implementation. n is the number of hidden layers. 

E. Multi-layer implementation 

Accommodating multiple layers in the system requires 

special considerations in the design of the data processing flow 

among layers. Fig. 10 (a) depicts a sequential data processing 

flow, where the next iteration of a forward pass starts after the 

current iteration is completed, and the backward pass is 

executed sequentially. Obviously, this scheme slows down the 

data processing, resulting in low throughput. We have explored 

the parallelism in the operation-level design of spike encoders 

and VMM engines. There is concurrency to be leveraged at the 

process level as well. As depicted in Fig. 10 (b), the forward 

updates in the layers can be overlapped across iterations, and 

the backward updates can be performed in parallel thanks to the 

training independence enabled by the local training algorithm. 

By creating first-in-first-out (FIFO) channels between layers to 

buffer data, the design allows each update process to run at its 

own pace and improves throughput. Fig. 10 (c) presents the 

latency and power overhead of the parallel implementation 

compared with the sequential implementation for different 

numbers of hidden layers. The latency reduction becomes more 

and more significant as the number of hidden layers increases 

at the cost of increasing power overhead. Specifically, at 𝑛 =
3, the parallel implementation enables 2× speedup while 

consuming 1.7× power, which leads to lower energy 

consumption. The overhead in hardware resources is negligible. 

F. Fractional precision 

Computations in the implementation were conducted with 

fixed-point data representation. The fractional bit width was 

kept the same for all the data. It affects the precision of 

(a) 

(b) 

(c) 

 

 

Fig. 11 (a) Testing platform for the proposed SNN 

processor and (b) accuracy results for different fractional 

bit widths. 

(a) 

(b) 
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representation and hence the classification accuracy. Fig. 11 (a) 

explains the testing platform used to measure the accuracy is 

explained, and Fig. 11 (b) presents the accuracy results for 

different fractional bit widths. The accuracy was measured in 

the SNN with two hidden layers, 128-128, for classifying the 

MNIST dataset. The hyperparameter settings are the same as 

introduced in Section III. Initially, all the input images are 

transferred from PC to the external memory (i.e., DDR 

SDRAM) on FPGA through a microprocessor. The 

microprocessor manages the communication between direct 

memory access (DMA) and the external memory. So image 

pixels are transferred from the external memory to the SNN unit 

through DMA. The SNN converts input pixels into spikes 

through the coding module and performs training through the 

learning module. During inference, the SNN outputs 

predictions made in the classification module of the last layer. 

The predictions are sent out to the DDR memory through DMA 

and then extracted to PC. The accuracy is calculated based on 

the predicted labels and true labels on PC. 

When the bit width is smaller than 18, the accuracy exhibits 

a dramatic drop. At 20 bits, the accuracy suffers from only 

0.96% loss. Smaller bit width reduces the resource utilization 

and power consumption. TABLE 4 compares the 

implementation results for three different bit widths, namely 32 

bits, 24 bits, and 20 bits. Decreasing the bit width to 20 bits 

leads to a 30%, 48%, 50%, and 14% reduction in LUTs, FFs, 

DSPs, and power consumption, respectively.  

 

TABLE 4  

IMPLEMENTATION RESULTS FOR DIFFERENT BIT WIDTHS 

(BW). 

BW Acc. LUT FF BRAM DSP 
Power 

(mW) 

32 95.62% 84054 49437 566.5 389 456.59 

24 95.46% 68271 29860 558.5 197 413.93 

20 94.35% 58960 25506 558.5 195 394.05 

G. Comparisons 

TABLE 5 presents the comparison with two prior works 

using different training algorithms for different network sizes. 

All the implementations were performed on the Xilinx ZC706 

FPGA platform for a fair comparison. It is worth noting that 

experimentally, we found that the FPGA model and the version 

of the synthesis tool have a negligible impact on the 

implementation results. Lee et al. proposed a spike-train level 

direct feedback alignment (ST-DFA) training method to train 

SNNs on FPGA, in which errors are propagated backward from 

the last layer to all the upper layers simultaneously through 

random weights [39]. This method derives a complex transfer 

function that formularizes the accumulated effect of spikes as 

the firing rate from the event-based update of membrane 

potentials. Gradient derivations are performed through the rate 

transfer function. Differently, our method derives the gradients 

directly through the neuron equations without introducing extra 

variables. And under proper approximation, the gradient 

computations are accurate and more efficient. The computed 

gradients are also sparse due to the presence of the surrogate 

gradient of the threshold function in (9). For the same network 

size, the ST-DFA method achieves the best accuracy. Although 

the ST-DFA method can lead to 95.72% and 96.27% accuracy 

on MNIST in the network with one and two hidden layers, 

respectively, the complexity of the gradient computations 

makes the hardware implementation costly and incurs high 

latency. Our training method achieves 93.74% and 95.12% 

accuracy in the same networks, respectively. In TABLE 5, the 

ST-DFA implementation was only for cropped inputs with 196 

input neurons, whereas the other methods were for the full-size 

inputs of MNIST images, 784. Even with smaller input size, 

ST-DFA consumes 4× LUTs, 1.3× FFs, and 2.5× DSPs, and 

incurs 7.4× training latency in the 100-100 network compared 

to our method. To reach the same-level accuracy as ST-DFA, 

our method requires a larger network size (≥2×) but still 

consumes fewer hardware resources and leads to much lower 

latency. For example, comparing our implementation on 256-

256 with ST-DFA on 100-100, ST-DFA still consumes as much 

more resources and incurs 2.4× training latency.  

TABLE 5  

COMPARISON WITH PRIOR SNN TRAINING PROCESSORS. ALL THE IMPLEMENTATIONS WERE PERFORMED WITH THE 24-BIT 

FRACTIONAL PRECISION ON THE XILINX ZC706 PLATFORM EXCEPT FOR THE 256-256 CASE. LATENCY AND POWER WERE 

CALCULATED PER IMAGE. 

Training method Ours ST-DFA [39] STDP [16] Ours ST-DFA [39] 

Network 1 hidden layer 2 hidden layers 

Hidden layer 100 100 100 100-100 256-256a 50-50 100-100 

Accuracy (%) 93.74 95.72 84.43 95.12 96.62 94.51 96.27 

LUT 22647 73027 32550 31360 32130 62989 126482 

FF 12913 12329 17337 17853 18121 12516 23331 

BRAM 305 N.A. 26.5 363.5 768.5 N.A. N.A. 

DSP 69 110 175 85 85 110 210 

Latency (ms) 0.85 4.80 2.59 0.867 2.65 4.84 6.45 

Power (mW) 262.29 224.00 49.53 295.63 508.42 125.00 275.00 

FoMb 0.09 4.03 0.41 0.12 0.39 2.53 13.47 

a. Due to limited resource on ZC706, the implementation was done on VC709. 

b. The lower, the better 
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Our previous work implemented an unsupervised STDP for 

training SNNs on FPGA [16]. Similarly, the STDP method is 

also a local training method, utilizing local spiking activity to 

modify synaptic weights. Compared with our local training 

method and the ST-DFA method, STDP achieves limited 

classification performance, e.g., 84.43% on MNIST. Due to its 

simplicity, this method consumes less power but with higher 

latency. The improvement of this work over the STDP-based 

implementation is summarized as follows. 

Gradient-based learning dynamics. The proposed local 

training algorithm is a gradient-based method. While the 

method still utilizes local information, applying gradient-based 

weight update rules greatly improves the classification 

performance as opposed to the STDP-based update rules 

lacking a theoretical foundation. 

Improved input coding scheme. This work applies TTFS 

coding to convert input pixels. We have demonstrated that 

TTFS coding is faster and improves classification performance. 

Simplified neural models. Our previous work used 

complex neural models, including a LIF neuron model, a 

conductance-based synaptic model, and a threshold adaption 

model. Complex neural models are not favored for 

implementing large networks with gradient-based learning 

methods, as the neural dynamics make it impossible to derive 

analytical expressions and incur high computational costs. This 

work applied simplified neural models that retain essential 

spiking dynamics for deriving hardware-friendly gradient-

based update formulas and lowering information processing 

latency. 

In particular, our implementation achieves a very low 

latency, 7.5× less than the ST-DFA method and 3× less than 

the STDP method. For our method, the improvement achieved 

in resource utilization mainly comes from extensive hardware 

optimization and simple but effective gradient computations. 

The latency improvement can be attributed to the efficient spike 

communication protocol, optimized parallelism in vector-

matrix operations and process-level dataflow, and layer-wise 

independent training process. To provide an overall 

comparison, we define a FOM as 

𝐹𝑜𝑀 = 𝐸𝐷𝑃 × 𝑠𝑙𝑖𝑐𝑒% × 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦 𝑙𝑜𝑠𝑠 (12) 

which takes into consideration energy, latency, hardware 

resources, and classification accuracy. Based on the FOM, our 

design shows around 10× efficiency over the DFA method at 

the same accuracy level and 4.5× efficiency over the STDP 

method. To sum up, our digital system requires a small number 

of resources, leads to the fastest training speed, and achieves 

competitive classification accuracy. 

 

 

Fig. 12 Comparison with previous works in terms of overall 

hardware performance and classification accuracy on MNIST. 

Moreover, TABLE 6 summarizes the comparison with the 

state-of-the-art ANN training accelerators for MNIST 

classification [40-42]. Small networks are selected for ANNs to 

present a better comparison with our work. At the same 

accuracy level, our works consume fewer logic resources but 

more on-chip memories and require lower latency, power, and 

energy. For example, compared with [41] of a similar network 

scale, at the same accuracy level, our work uses 4.4× fewer 

LUTs and 11.3× fewer FFs, and leads to 0.8× lower latency 

and 3.2× lower energy. The advantage gained in our training 

processor could be attributed to reduced multiplication 

implementations, simple but effective gradient computations, 

optimized parallelism in both operations and process levels, and 

layer-wise independent training process. Fig. 12 presents a 

comprehensive comparison with previous works in terms of 

hardware performance and classification accuracy on MNIST. 

TABLE 6  

COMPARISON WITH ANN TRAINING PROCESSORS FOR MNIST CLASSIFICATION. LATENCY, POWER, AND ENERGY WERE 

CALCULATED PER IMAGE. 

Method [40], 2016 [41], 2021 [42], 2021 Our work Our work 

Platform Altera Stratix V Xilinx XCZU7EV Xilinx XCZU9EG Xilinx VC709 Xilinx VC709 

Network  LeNet5 784-C4-F196-F10 LeNet5 784-100-100-10 784-256-256-10 

Accuracy N.A. 95.10% 96.14% 95.12% 96.62% 

LUT 69,510 169,143 57,657 31,301 32,130 

FF 87,580 219,372 28,311 17,864 18,121 

BRAM 510 304 102 363.5 768.5 

DSP 23 12 123 85 85 

Latency (ms) 0.36 1.57 4.63 0.87 2.65 

Power (W) 27.30 0.67 1.60 0.29 0.51 

Energy (mJ) 9.69 1.05 7.40 0.25 1.35 

FOM N.A. 3.43 19.07 0.12 0.39 
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It reveals that our works have high hardware performance with 

good classification accuracy. 

H. Scalability analysis 

We measured how our design scales with network depth and 

hidden layer size in terms of resource utilization, latency, and 

power. The scaling characteristics of our design are 

demonstrated in Fig. 13 and Fig. 14 and are summarized in three 

aspects. 

Logic resource utilization scales up linearly with 

network depth while not affected by the layer size. One 

aspect of the scalability of our design is that the training of each 

layer is independent and extra layers can be easily cascaded 

using the same design without changing internal logic or 

control. Thus, it is expected that resource utilization increases 

linearly with the number of layers, as shown in Fig. 13 (a). From 

Fig. 13 (b), since layer size does not affect the internal logic 

design, LUT, FF, and DSP utilization remain the same for 

different hidden layer sizes. 

Memory size and power consumption scale up linearly 

with network depth and layer size. Clearly, the network size 

(depth or layer size) directly affects the number of parameters 

needed to be stored, thus leading to a proportional change in 

memory size, as shown in Fig. 13 (a) and (b). From Fig. 14 (a) 

and (b), we can tell that power consumption follows a similar 

trend due to the fact that memory access dominates the 

consumption. 

Latency saturates at deeper networks but increases 

linearly with layer size. Thanks to independent backward 

updates and process-level parallelism, latency does not increase 

proportionally with network depth. It starts to saturate after 3 

hidden layers, as shown in Fig. 14 (a). However, it increases 

linearly with the layer size in Fig. 14 (b) because layer size 

affects the length of each forward and backward update. 

In conclusion, our design can easily scale up with the 

network size at a linear rate. 

V. DISCUSSION AND FUTURE WORK 

Local training algorithms have been well studied in the 

literature, from ANNs [29, 43-45] to SNNs [30, 31]. The 

understanding of the algorithms is established by experimental 

demonstrations, theoretical convergence analysis [43, 44], and 

information theory [45]. However, there is a lack of works that 

actually demonstrate the advantages of applying local training 

on hardware systems. Thus, the focus of this work is not on 

analyzing the underlying mechanism of local training 

algorithms but on applying and simplifying an established local 

training algorithm, demonstrating its hardware benefits, and 

 
Fig. 14 Training latency and power scaling with (a) the network depth and (b) the hidden layer size. In (a), the layer size is 

fixed at 128. 

(a) (b) 

 
Fig. 13 Resource scaling with (a) the network depth and (b) the hidden layer size. In (a), the layer size is fixed at 128. 

(b) (a) 
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providing a design guideline for developing efficient 

neuromorphic hardware systems. The proposed algorithm is 

designed for a hardware-friendly learning processor by using a 

simplified neural model, local learning update rules, and 

random classification weights. Thus, the classification accuracy 

is traded off for hardware efficiency. Several challenges need 

to be addressed for more practical applications. There is still 

room to improve the training algorithm and bring the accuracy 

closer to the state-of-the-art level. Due to isolated gradients, 

local training incurs information loss. Different approaches 

have been proposed to address this issue, such as increasing the 

complexity of classifiers, adding auxiliary networks, and 

different loss functions [29, 43, 45]. Moreover, we 

approximated weight gradients by ignoring the temporal 

dependency in (3). Algorithms such as backpropagation 

through time can be useful to compute the exact gradients and 

improve training performance [46, 47].  

The presented study on fractional precision used the same 

bit width in all the data, so the best bit width achieved without 

incurring severe accuracy loss is still large. Integer precision 

training can be considered a promising approach to reduce the 

bit width down to a few bits and further improve the energy 

efficiency of the training without sacrificing the accuracy [48]. 

This work aims to demonstrate the hardware benefits of 

local learning, e.g., lower latency and scalable architecture, as 

a proof of concept based on MLPs. From the hardware 

implementation perspective, our design can scale up to large 

and deep networks by simply cascading the same design block 

without changing internal logic or control, at worst, at a linear 

rate. The current hardware we have is good enough for dealing 

with small-scale MLPs. For large-scale implementation, such 

as VGG16 and ResNet32, the scalability of our design is 

constrained by hardware resources, especially the on-chip 

memory we are using to store weights. In the future, we would 

like to extend this work to apply local learning for training deep 

spiking CNNs on the chip by storing weights in external 

memory and exploring more reconfigurable hardware 

architecture that can efficiently manage data movement 

between external memory and on-chip processing elements. 

This is promising as local learning algorithms have been proven 

to be effective in training spiking CNNs [30, 31]. With enough 

external memory, we can design the same scalable parallel 

processing architecture with independent training modules for 

implementing production-level networks.  

From the algorithmic performance perspective, the 

performance of deep SNNs on large-scale datasets, such as 

ImageNet, is limited due to inherent complex neural dynamics 

and inefficient training algorithms. Many ongoing efforts are 

devoted to searching for efficient training algorithms in SNNs. 

So far, a complex learning algorithm, such as backpropagation 

through time, and a special design for batch normalization are 

required to obtain decent performance that is still far from ANN 

performance [24]. Thus, the limited performance and increased 

algorithmic complexity of deep SNNs also hinder the 

scalability of the hardware implementation for practical uses. 

The other lines of our works are dedicated to solving this 

challenge.  

VI. CONCLUSIONS 

This work proposed an effective and hardware-friendly 

local training algorithm for SNNs, which is well-suited for 

neuromorphic hardware design. The proposed algorithm 

receives input spikes converted from a temporal neural coding 

scheme and trains each layer of SNNs independently. Its 

classification performance was verified on different tasks and 

in different network sizes. Binary random weights in the local 

classifiers were demonstrated to be effective in training without 

accuracy loss, which simplifies the algorithm for low-cost 

hardware implementation. The proposed digital hardware 

architecture explored the parallelism in matrix operations, 

which is then optimized in terms of resource, latency, and 

energy. A parallel data processing flow was applied to 

accelerate the execution of multiple layers in the system and 

improve its throughput. Additionally, we conducted 

experiments on the impact of the fractional bit width in the 

fixed-point representation. Reducing the bit width can lead to 

significant resource and power savings. In comparison with 

prior works, our design delivers a very low latency and 

remarkable efficiency. The scalability analysis reveals that our 

design can linearly scale with the network size. 
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