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Abstract—Autonomous navigation of unmanned aerial vehicles
(UAVs) in urban environments is a difficult task due to the
complexity of the surroundings and the battery limitations of the
flying unit. In this paper, we present an autonomous framework
for UAV navigation using deep reinforcement learning. We
deploy a proximal policy optimization (PPO) algorithm for path
planning with collision avoidance. The energy limitations of the
UAV is taken into account to prevent crashes due to low battery
situations. We develop a virtual environment that simulates a
random three dimensional space with obstacles, and we use it to
train the model and evaluate its performance. It is shown that
90% of the trips have been successfully accomplished.

Index Terms—Autonomous navigation, deep reinforcement
learning, proximal policy, obstacle avoidance, UAV.

I. INTRODUCTION

Nowadays, unmanned aerial vehicles (UAVs) are witnessing
an increasing use in different applications, from military and
security services to public and industrial facilities [1], [2].
In this large segment of applications, navigation and path
planning are continuing to be a challenging task, especially
in urban environments where the UAV is easily vulnerable to
collisions. In addition, battery limitations of the UAV adds
another factor of complexity to the problem. These elements
together make the development of reliable and persistent UAV
navigation algorithm be of a great importance.

Path planning for UAV navigation has been a subject
of study over the last decade [3]. Several techniques have
been adopted to undertake this problem, including Heuristic-
based search algorithms such as A∗, Dijkstra, sample-based
search algorithms like probabilistic roadmap (PRM), rapidly-
exploring random tree (RRT), and potential field algorithms.
However, most of the aforementioned techniques are either
based on computationally complex algorithms, or require a
previous knowledge of the environment. Furthermore, these
techniques do not consider the battery limitations of the
UAV in path planning. Due to this, our focus in this study
will be on reinforcement learning (RL)-based algorithms that
proved their effectiveness as simple and reliable path planing
techniques [4]–[7].

In recent studies, Bhagat and Sujit [5] proposed a target
tracking algorithm in a static 3D environment using Deep
Q-learning. In [8] and [7], Bouhamed et al. presented Q-
learning and deep deterministic policy gradient (DDPG)-based
scheduling and navigation approaches that takes into con-
sideration the energy limitations of the UAV. Many studies,
including the previous ones, focus on navigation in static and
completely known environments. Other studies such as [6]

Fig. 1: Illustration of the UAV navigation in an urban environment.

and [9] used RL in unknown and dynamic environments
without considering battery issues. Zhu et al. [10] proposed
an asynchronous advantage actor-aritic (A3C) model for nav-
igation in low dynamic environments. Li et al. [11] combined
deep reinforcement learning (DRL) with meta-learning and
compared it with DDPG and twin delayed deep deterministic
policy gradient (TD3) but only for 2D environments. Our
contribution is summarized as follows:
• We investigate the problem of UAV navigation in complex
urban environment while considering collision avoidance and
battery shortage risk. The framework considers the existence of
charging stations available for the UAV to recharge its battery
before resuming the trips, if needed.
• We propose an RL proximal policy optimization (PPO)-
based algorithm and design effective reward function enabling
successful operation of the UAV in this three dimensional (3D)
environment.
•We develop a software model to simulate the UAV navigation
process in 3D dynamic environment and conduct a qualitative
test on the suggested solution, and study its limitations.

II. PROBLEM DESCRIPTION

We consider the environment to be a continuous world that
covers a 3D space given by S = X×Y ×Z, where 0 ≤ X,Y ≤
Wmax and Z ∈ [hmin, hmax] (see Fig. 1). This environment
also includes N obstacles of different sizes to simulate the
stochastic nature of a real world. The obstacles are modeled
as cuboids Oi = (pO,i, lO,i, wO,i, hO,i) , i ∈ [0, N ], where
pO,i = (xO,i, yO,i, 0) is the location of the ith obstacle, and
lO,i, wO,i, and hO,i are respectively the length, the width,
and the height of the ith obstacle. We also define a charging
station (CS) at location pCS = (xCS , yCS , zCS), and a target
(destination) at location pt = (xt, yt.zt).

The UAV, denoted by u, is trained to navigate through the
described environment to reach the target while maintaining
a certain battery level, and avoiding collision with obstacles.



The UAV can avoid obstacles either by moving around or
flying over them. In this model, the UAV actions are limited
to a set of discrete movements A. The location of the UAV
is given by pu = (xu, yu, zu). The UAV navigates with an
average velocity V̄ , and has a battery level bu ∈ [0, b], where
b is the maximum capacity of the battery. A circular field of
view with radius rFOV is also defined to represent the range
of observation that the UAV can cover. Generally, rFOV is
set dynamically based on the altitude of the UAV [12]. In
our context, we choose rFOV = 200 m based on the average
altitude of the UAV.

We use the binary variable C to check if the UAV made
a collision or not. C is set to True if a collision happened,
and False otherwise. Finally, we define the variable ILOS

to indicate if the target is seen directly form the UAV point-
of-view (True), or not (False).

To model the energy consumption of the UAV during the
flight, we use the propulsion power consumption model of a
rotary-wing UAV reported in [13]. For a UAV with velocity
V , the power consumption is modeled as follows:
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where P0 and Pi are constants associated with the blade profile
and the induced power of the UAV while hovering. Utip is the
tip speed of the rotor blade, v0 the mean rotor induced velocity
while hovering, d0 the fuselage drag ratio, ρ the air density,
s the rotor solidity, and A the rotor disk area. At an average
navigation velocity V̄ , the approximated distance db that the
UAV can travel with a certain battery level bu is given as
follows:

db(bu) =
bu

P (V̄ )
× V̄ . (2)

III. RL PPO MODEL

Formally, RL is a Markov decision process (MDP) that
comprises the following:
• A finite set of states S, with an initial state s0.
•A set of actions A, available at all the states.
• A policy πθ(st+1|st, at) that controls the transition from a
state/action pair at time t, onto a set of states at time t + 1
using parameter set θ.
• A reward R(st, at, st+1) used to evaluate the quality of the
transition.
• A discount factor γ ∈ [0, 1], used to evaluate the importance
of the immediate rewards over the future rewards (small γ
values place more emphasis on immediate rewards). The goal
of RL is to identify the optimal policy π∗ that maximizes the
expected reward over all the states: π∗ = argmaxπ E[Rt|π].

Two other concepts are also introduced to describe the RL
model; the state-value function V π(s) and the action-value
function Qπ(s, a). The state-value function assesses the quality
of a state by finding the expected reward of an agent that

Fig. 2: Simulation environment for the UAV navigation model.

starts from such state and follows a certain policy. The action-
value, on the other hand, evaluates how good or bad to take a
certain action at a specific state by finding the expected reward
following such configuration. The state-value function and the
action-value function are defined in the following expressions:
V π = E[Gt|st = s;π] and Qπ = E[Gt|st = s, at = a;π]. (3)

One subset of RL that uses deep learning to compute the
optimal policy are policy gradient (PG) methods. PG finds the
optimal policy by updating the parameters θ resulting from
applying a stochastic gradient ascent on the policy gradient.
This process is formulated in [14] as follows:
∇θJ(θ) = ∇θV

π (s0) = Eπ [Q
π(s, a)∇θ lnπθ(a|s)] , (4)

θ ← θ + α∇θJ(θ), (5)
where α is the learning rate.

However, since the latter algorithm does not guarantee good
convergence [15], PPO is then introduced. PPO algorithm
brings two solutions for better stability and convergence. First,
instead of the action-value approach given in (4), it uses the
following advantage function to update the parameters:

Adπ(s, a) = Qπ(s, a)− V π(s). (6)
Secondly, it updates the parameters within a trust region to
prevent greedy decisions that may cause an update outside the
region with the good approximation. The latter modification
can be applied to (4), resulting in the following formulation:

J(θ) = Eπθold

[
min

(
πθ(a|s)
πθold (a|s)

Adπθold , g(ϵ, Adπθold )

)]
, (7)

g(ϵ, Ad) =

{
(1 + ϵ)Ad, Ad ≥ 0

(1− ϵ)Ad, Ad < 0
, (8)

where θold is the current parameter in the network, and ϵ is
used to control the size of the trust region. The term g(ϵ, Ad)
ensures that the update does not go far from the old policy,
and hence regulates the parameter update. A pseudo-code for
the PPO-clip algorithm is shown in Algorithm 1. Due to these
two improvements, PPO provides a stable update that is very
beneficial when dealing with large environments as in our case.
Furthermore, PPO supports the use of discrete/continuous
actions and observations which offers more freedom to the
user in the problem design.

A. States
An example of the simulation environment used for this

model is shown in Fig. 2. We visualize the 3D environment



Algorithm 1 Pseudo for the PPO-clip algorithm
1: Initialize policy parameters θ0, and value function parameters ϕ0.
2: for k = 0, 1, 2,. . . do
3: Collect trajectories Dk = {τi} by finding πk = π(θk).
4: Compute reward Rt.
5: Compute advantage Adt.
6: Update the policy using stochastic gradient ascent.

θk+1 = argmax
θ

1

|Dk|T
∑
τ∈Dk

T∑
t=0

min

(
πθ (at | st)
πθk (at | st)

Aπθk (st, at) , g (ϵ, A
πθk (st, at))

)
.

7: Fit value function by minimizing mean-squared error.

ϕk+1 = argmin
ϕ

1

|Dk|T
∑
τ∈Dk

T∑
t=0

(
Vϕ (st)− R̂t

)2

.

8: end for

Fig. 3: The observations of the UAV within its FOV. Since zu >
hO,1 the UAV can fly over obs1. However, for obs2 and obs3 zu <
hO,2, hO,3. In this case, the model trains the UAV to avoid collisions
in such situations by penalizing it more as it approaches the obstacle.

using a 2D top-view for the xy plane, and we indicate the
altitude of the UAV and the height of the obstacles by their
z components. The target is demonstrated in the figure by a
green circle, the charging station (CS) by a purple circle, and
the obstacles are shown as blue rectangles. The state of the
agent (the UAV) during the episode is updated through three
main observations. First, the UAV takes care of its surrounding
with the help of 16 virtual (fake) sensors that covers its field of
view (see Fig. 2 and Fig. 3) to detect the near obstacles. The
other two observations are, respectively, the relative locations
of the target and the charging station with respect to the UAV.

B. Actions

In this model, the agent uses discrete actions to navigate
in the 3D environment for navigation. The actions A are:
Up, down, forward, backward, left, right, and just hovering
(stopping). For each taken action, we assume that the agent
navigates with a constant velocity V̄ , hence, we update the
action at each time step ta with a stride that has a value of
sa = V̄ /ta. A large set of actions could be considered in
this analysis but for simplicity purposes and without loss of

(a) (b)

Fig. 4: (a) Training plot for average reward received by the UAV, (b)
Training plot for average episode length.

generality, we maintain the most necessary actions to ensure
the navigation of the flying unit.

C. Reward Function

The navigation process is designed as follows, the UAV is
initialized with a random 3D location and battery values. To
ensure that the UAV will not crash due to low battery, the
model decides either to navigate directly towards the target
or charge the battery first. This decision is made based on
different factors that include: the battery level of the UAV
bu, the distance between the UAV and the target dt, the
distance between the UAV and the charging station dCS , and
the visibility indicator ILOS . Based on the energy consumption
model, we define the task selector TS as a binary variable that
is set to True if the model decides to go to the target directly,
and False if it decides to charge its battery first. The task
selector TS is formulated as follows:

TS =

{
True, db(bu) > dt × (1 + δILOS) + bmin

False, otherwise
(9)

where bmin is the minimum battery level that allows the UAV
to reach the charging station safely. The value of bmin is
obtained by solving db(bmin) = dCS (see (2)) and δ is a
safety factor that is chosen in our model to be 0.5. Meaning
that, if the target is not in the LOS of the UAV, we will check
if the battery level allows to travel for a distance that is 1.5
times dt or not.

The reward function R is designed to motivate the agent to
reach the target as fast as possible while avoiding collisions
and battery shortage situations. To achieve this, we formulate
the reward function as follows:

R =


−λdt +

∑16
i=1(si − rFOV ), C = 0 and TS = 1

−λdCS +
∑16

i=1(si − rFOV ),C = 0 and TS = 0

−RC , C = 1

(10)

where λ is a regulating factor, and RC is a constant defines
the collision penalty. The term

∑16
i=1(si−rFOV ) demotivates

the agent from being to close to the obstacles as seen in Fig. 3
where the number 16 refers to the number of virtual sensors.

Table I: Simulation Parameters

Energy model Environment
Utip 120 m/s Wmax 1 km
v0 4.03 m/s h [0, 160] m
d0 0.6 N 0 → 10
ρ 1.225 kg/m3 V̄ 10 m/s
s 0.05 b 4000 mAh
A 0.503 m2 rFOV 100 m



(a) (b) (c) (d)

Fig. 5: The path followed by the UAV for different scenarios. The starting point: red, the charging station: purple, and the target: green.

IV. SIMULATION RESULTS

In this section, we study the model performance through
evaluating it in terms of completion rate and average traveled
distance for different scenarios. We also investigate and com-
pare the failure causes during navigation.

The deep RL PPO model was constructed on Python using
the Stable-Baselines3 implementations [16]. The model was
trained on a random environment that includes five obstacles
of different locations and sizes. Moreover, the locations of
the agent, the target, and the charging station were also
randomized. The battery level of the UAV was initialized
with a value bu ∈ [bmin, b]. The simulation parameters are
illustrated in Table I. The parameters of the reward function
are defined as follows: λ = 1/40 and C between 50 and 200.

Fig. 4 illustrates the training results for the model. Fig. 4(a)
shows that the model have successfully learned how to navi-
gate through the environment as the average reward increases
with training and Fig. 4(b) shows how the model adapts to
reach its destination as fast as possible.

In Fig. 5, we demonstrate the path followed by the UAV
in four different scenarios. Fig. 5(a) shows an obstacle-free
environment in which the UAV travels to the charging station
first then to the target. The scenarios in Fig. 5(b) and Fig. 5(c)
show the UAV flies over the obstacle to charge the battery first
before reaching the target. In Fig. 5(d), the UAV navigates
directly to the target by moving around the obstacles.

The performance of the model was further investigated on
random environments with three different number of obstacles:
0, 5, and 10. Each of these configurations were tested on
1000 cases to explore the completion rate in addition to
the causes of failure. The obstacle-free environment achieved
93.8% completion rate, i.e., it failed in 6.2% of the cases; 2.6%
of which is due to low battery, and 3.6% is due to the fact
that the UAV failed at taking the correct decision and stuck
in one position for the rest of the episode. Similarly, Table II
shows that the environment with 5 obstacles achieved 91.8%
completion rate and the one with 10 obstacles achieved 88.2%.

V. CONCLUSION

In this paper, we developed an autonomous framework for
UAV navigation in urban environments that takes into account
that obstacle avoidance task and the battery limitations of
the UAV. We used an RL PPO-based algorithm that allows
the UAV to navigate in the continuous 3D environments
using discrete actions. The model was trained to navigate

Table II: Task-completion rate

No. of obstacles Completion Failure %

rate % Collision Low battery Others

0 93.8 0 2.6 3.6
5 91.8 2.4 3.0 2.8

10 88.2 3.4 3.5 4.9

in unknown/random environments, and achieved a completion
rate in the range of ∼ 90%.
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