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ABSTRACT
Adaptive Optics (AO) is a technology that permits to measure and
mitigate the distortion effects of atmospheric turbulence on optical
beams. AO must operate in real-time by controlling thousands of
actuators to shape the surface of deformable mirrors deployed on
ground-based telescopes to compensate for these distortions. The
command vectors that trigger how each individual actuator should
act to bend a portion of the mirror are obtained from Matrix-Vector
Multiplications (MVM). We identify and leverage the data sparsity
structure of these control matrices coming from the MAVIS instru-
ments for the European Southern Observatory’s Very Large Tele-
scope. We provide performance evaluation on x86 and accelerator-
based systems. We present the impact of tile low-rank (TLR) matrix
approximations on time-to-solution for the MVM and assess the
produced image quality. We achieve performance improvement up
to two orders of magnitude for TLR-MVM compared to regular
dense MVM, while maintaining the image quality.
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1 INTRODUCTION
Our knowledge of the Universe will make a giant leap as the largest
ground-based telescopes, with diameters of 25 to 40m [13, 41], see
first light before the end of this decade. They will provide the
angular resolution and collecting area required to detect the first
stars and first galaxies as well as faint rocky exoplanets around other
stars, possibly harboring life. But to reach the required resolution
and contrast, they must overcome optical distortions induced by
atmospheric turbulence. In order to compensate for such distortions,
Adaptive Optics (AO) technologies were developed for astronomy
more than 30 years ago, and are now essential components for most
of the optical telescopes currently in operation [34]. In its simplest
form, an AO system is composed of a Wavefront Sensor (WFS) used
to measure atmospheric distortions at a high frame rate, which are
then compensated with a Deformable Mirror (DM). The sub-system
responsible for interpreting wavefront measurements into actual
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commands to actuators is the Real-Time Controller (RTC). It must
operate at high speed (i.e., kHz rate) to keep up with the rapidly
changing optical turbulence. Most importantly, since AO is usually
arranged in a closed loop setting, time-to-solution must be reliably
at the level of a fraction of the operating rate (few tens of `s) to
ensure stable behavior for this loop.

Wavefront sensing and actuator commands retrieval are based
on modeling of the AO system error budget and solved with a linear
control system, sometimes regularized with a given prior on the
turbulence statistics. For instance, in present-day conventional AO
systems, the RTC follows a scheme in which input measurements
from sensors are reduced into a measurement vector which is mul-
tiplied by a control matrix to produce an output DM control vector
of commands [40].

Other instruments are coupled with the AO module, as for exam-
ple an imager or a spectrograph. Observations are usually carried
out at wavelengths ranging from 1`m to 5`m, i.e., the Infrared (IR)
window of the atmosphere, where the transmission is high, and
for which AO systems deliver their best performance. Extending
AO coverage to shorter optical wavelengths (i.e., below 1`m) is a
challenge because it requires wavefront correction on very short
spatial and temporal scales. While designing systems with a larger
number of actuators and a faster response time is not that challeng-
ing conceptually, realizing these conceptual designs in practice is
problematic because they demand exquisite stability, ultraprecise
wavefront reconstruction and flawless subsystems calibration.

One of the limitations of classical AO is that the correction is
only valid in a very small patch of sky, the size of which depends
on the observing wavelength, from a few arcsec in the visible to a
few tens of arcsec in the near IR. Multi-Conjugate Adaptive Optics
(MCAO) solves this problem by using a series of DMs to compensate
the turbulence in volume, enabling AO correction over a wide field
of view (FoV) [9]. MCAO uses several guide stars and associated
WFSs to probe the light wave aberrations in several directions,
and an RTC using tomographic reconstruction determines the best
commands to apply to the DMs. In this case, the control matrix is
often called the tomographic reconstructor [45]. Figure 1 depicts
the principle of MCAO in a very simple configuration with only 2
WFS and 2 DMs.

Figure 1: The concept of MCAO in which multi-directional
measurements from several WFS are used to drive several
DM, each optically conjugated to a given physical altitude
of turbulence.

Indeed, while turbulence is a continuous stochastic process that
develops in a volume (the whole atmosphere), current numerical
models are based on a discrete set of infinitely thin layers at different
altitudes (typically from 0 to 15km), each contributing to a fraction
of the total turbulence, and each in a frozen flow with varying
speed and orientation depending on their altitude. Usually, about
10 to 40 layers are enough to reproduce high resolution turbulence
profiling data. These high resolution models are matched with
actual hardware and only a few DMs are needed to achieve good
performance.

A typical AO RTC is thus composed of two main sub-systems:
• a so-called Hard-RTC (HRTC), responsible for performing
the main pipeline, dominated by the Matrix-Vector Multiply
(MVM), with extremely tight constraints on time-to-solution,
and,

• a so-called Soft-RTC (SRTC), responsible for leading a statis-
tical analysis of the telemetry data from the AO system to
identify the parameters of this turbulence model and com-
pute the appropriate tomographic reconstructor.

In this paper, we leverage the performance of HRTC by exploit-
ing the data sparsity of the tomographic reconstructor matrices
coming from the MAVIS1 AO instrument, currently built and sched-
uled for deployment at the European Southern Observatory’s Very
Large Telescope. In particular, we compute the Tile Low-Rank (TLR)
approximations that consist in compressing individually each tile
of the matrix operator up to an accuracy threshold – just enough
to ensure the overall image quality, measured by the Strehl Ratio
(SR), remains within an acceptable range to meet the science goals.
We capture and retain the most significant information by using
existing linear algebra compression algorithms (e.g., rank-revealing
QR [27], regular/randomized singular value decomposition [32],
etc). To generate a compressed data structure, composed of bases
for each tile. The original dense MVM algorithm requires to be
redesigned so that it can take into account this compressed tile
data layout structure. This may engender a smaller number of flops
and memory footprint, which can translate into a potential gain in
terms of time-to-solution. However, the inherent memory-bound
nature of MVM may be further exacerbated since TLR-MVM op-
erations are fine-grained compared to dense MVM. We increase
data locality by stacking the compressed bases in memory to en-
sure memory accesses are contiguous and cast the resulting matrix
operations into standard BLAS calls. The latter permits to rely on
vendor optimized numerical libraries for performance, while pro-
viding portability to our code. The tile size becomes a paramount
tunable parameter, not only for performance, but also for numerical
accuracy. We ultimately assess its impact along with the accuracy
threshold on the numerical accuracy of the output image. Although
we primarily focus on MAVIS, our TLR-MVM implementation can
be used across a wide range of AO instruments [8, 13, 20].

We launch a thorough performance benchmarking campaign on
a variety of x86 and accelerator-based vendor systems. We demon-
strate the numerical robustness of our implementation using real
datasets from MAVIS. We achieve performance improvement up
to two orders of magnitude for TLR-MVM compared to the reg-
ular dense MVM, while maintaining an acceptable image quality.

1http://mavis-ao.org/mavis/

http://mavis-ao.org/mavis/
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This further enables to meet the real-time challenges of capturing
the turbulence evolution, which can potentially increase the AO
performance by either reducing the overall latency of the AO sys-
tem response to incoming perturbations or offering more room
for additional fine grain processing in the overall HRTC pipeline.
Finally, we highlight the importance of time reproducibility and
predictability, which both ensure stable operations of this closed
loop control system, as well as the need to rely on standardized
libraries and programming models to build a hardware-software
ecosystem when targeting complex multi-billion-Euro telescope
campaigns sustainable over long hardware lifetimes.

Our main contributions can be summarized as follows. For the
first time, we identify the data sparsity of the command matrix
in AO real-time controllers that has an impact on many instru-
ments currently deployed or yet to be deployed on-sky, beyond
the herein studied MAVIS instrument. We envision this study will
help advance the research in computational astronomy for ground-
based telescopes. We provide a portable software solution for the
TLR approximation applied to MVM that optimizes data locality by
stacking the compressed bases. We study its accuracy impact on
real datasets using HPC systems from various vendors. We perform
an extensive performance benchmarking campaign and assess our
implementation by looking at sustained bandwidth on each system
via roofline performance models. To our knowledge, this is the first
TLR approximations are used to accelerate HRTC workloads in the
context of computational astronomy.

The remainder of the paper is as follows. Section 2 presents re-
lated work. We describe the challenges and opportunities when
operating an AO instrument in Section 3. We recall the TLR ap-
proximation in Section 4 and provide implementations details of
TLR-MVM in Section 5. Section 6 assesses the obtained numerical
accuracy of the output images. Section 7 outlines TLR-MVM per-
formance results in time and bandwidth on shared and distributed-
memory systems. Section 8 gives an AO perspective moving for-
ward and emphasize on the need to come up with a hardware-
software-application co-design for computational astronomy and
we conclude in Section 9.

2 RELATEDWORK
Low-rank approximations represent a major trend in the linear
algebra community as they enable not only to tackle the curse of
dimensionality for big data applications (e.g., tensors) [29] but also
to solve a broad class of traditional HPC large-scale scientific appli-
cations [15]. Low-rank approximations appear, therefore, as one of
the efficient algorithmic techniques that facilitate the convergence
between HPC and Big Data problems [21]. By retaining the most
critical information of the matrix operator up to an application’s
accuracy threshold, they can significantly reduce the algorithmic
complexity and the memory footprint. There exist several low-
rank matrix approximations, especially in the form of hierarchical
matrices (H -matrices) [28, 31, 37]. In fact, there are many state-
of-the-art data compression formats for H -matrix approximation
supporting weak (e.g., Hierarchically Semi-Separable (HSS) [19, 44],
Hierarchically Off-Diagonal Low-Rank (HODLR) [5, 7]) and strong
admissibility (e.g.,H2-matrix [11]). The former is often the method
of choice to solve 2D problems that exhibit small ranks for the

off-diagonal blocks, while the latter provides better complexity
for 3D problems, characterized by high ranks. Their hierarchical
data structure has slowed down their wide adoption in HPC ap-
plications since they often require new specific optimized kernel
developments that are not available in vendor standard optimized
numerical libraries, such as BLAS. To mitigate this productivity
issue and sustainability concerns, the Tile Low-Rank (TLR) compres-
sion data layout format relies instead on a flat data structure that
permits to express most of matrix operations in terms of BLAS calls.
Since TLR is a compromise between optimality and implementation
complexity, TLR has managed to penetrate many applications. In
particular, TLR has been successful in solving dense/sparse linear
algebra problems at scale [2–4, 6, 14, 16, 17, 36] on a broad range of
hardware architectures (i.e., x86, accelerators, shared/distributed-
memory systems). As far as leveraging Adaptive Optics (AO) work-
loads with HPC, there are mostly works in supporting Soft-RTC
(SRTC) [18, 23, 26, 30, 38] based on dense linear algebra algorithms
powered by dynamic runtime systems [1, 10, 12] in the context of
the MOSAIC instrument for the European Extremely Large Tele-
scopes [33] and the Subaru Coronagraphic Extreme-AO (SCExAO)
system of the Japanese Subaru telescope [39].

The authors in [22] have accelerated for the first time SRTC
workloads for tomographic AO using low-rank approximations
based TLR and H -matrices, which improves the generation and
factorization of the large covariance matrix needed to compute the
tomographic reconstructor. In this paper, we identify and demon-
strate for the first time the feasibility of deploying TLR matrix
approximation in the Hard-RTC (HRTC) pipeline. HRTC is mostly
driven by the dense Matrix-Vector Multiplication (MVM) that oper-
ates on the command matrix coming from the SRTC computational
phase. In fact, these matrices are not sparse but data-sparse. In
other words, their original data structure is dense but they can be
compressed using tile low-rank approximation. The resulting com-
pressed tile data structure expressed with tall (left) or squat (right)
bases. Though the block they represent is data-sparse, these objects
are dense and the standard SpMV data structures (e.g., CSR, COO,
ELL, SELL-C, etc.) do not apply. Instead, we have to stack the bases
for contiguous memory access purposes and reformulate the origi-
nal dense MVM using an algebraic formulation by means of batch
dense MVMswith variable sizes. Last but not least, TLR-MVM relies
on standard programming models and vendor optimized libraries
since observatories impose strong constraints on using standard
software tools and libraries for long-term maintenance cost reasons.

3 AO INSTRUMENTS: CHALLENGES AND
OPPORTUNITIES

MAVIS [43] is a general-purpose instrument for exploiting the
highest possible angular resolution of any single optical telescope
available in the next decade with sensitivity comparable to or better
than larger aperture facilities. The principal innovation of MAVIS
is to deliver a large AO-corrected FoV with an image quality close
to the diffraction limit at optical wavelengths, across the vast ma-
jority of the sky. By probing the frontier of angular resolution and
sensitivity across a large portion of the observable sky, MAVIS
will enable progress on an array of scientific topics, from our own
planetary system to those around other stars, and from the physics
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of star formation in the Milky Way to the first star clusters in the
Universe. The MAVIS MCAO module will provide a beam, cleaned
of atmospheric turbulence, to an imager and an Integral Field Unit
spectrograph. To achieve that, it will use not only field stars for the
various WFS but also artificial stars, so-called Laser Guide Stars
(LGS), created in the mesosphere using high intensity lasers tuned
to Sodium excitation lines.

These unique features of MAVIS come with a number of chal-
lenges. In particular, driving this extremely complex AO system,
requires a powerful RTC able to cope with the very large amount
of data streamed from the various WFS, the distributed nature of
the AO correction over several conjugated layers of turbulence
as well as the ultraprecise wavefront reconstruction required to
meet the performance specifications together with non-functional
requirements imposed by real-time operations.

Due to the tight error budget of MAVIS, it is likely that the
final design will include a predictive linear controller. One such
controller is the so-called Predictive Learn and Apply strategy [26,
46? ]. In this strategy, the RTC latency introduced into the overall
AO pipeline is completely determined by the time-to-solution of
the predictive wavefront reconstructor MVM. The dimensions of
this matrix are determined by the AO system parameters, and the
contents of this matrix are determined by the identified system
parameters, including the AO optical design, but also the time-
varying atmospheric parameters (turbulence strength and wind-
velocities). The output of MVM corresponds to the command vector
that triggers the movement of the actuators behind each deformable
mirror in order to compensate in real-time for the atmospheric
turbulence.

Assuming a typical WFS sampling time of 1ms (to keep a maxi-
mum up-time even during the low Sodium season) and in order to
obtain an adequate AO rejection bandwidth, the overall AO loop
delay should be of the order of 2 frames (i.e. 2ms) or lower. Fol-
lowing the typical definition of the RTC latency and assuming a
readout time of 500`s for the WFS camera and an inevitable delay
of 1 frame due to half of the WFS sampling time and half of the
zero-order hold on the DM, leave us with less than half a frame
(500`s) of RTC latency to remain below the 2 frames delay. In order
to remain on the safe side, our goal is to reach less than 200`s of
RTC latency, inline with our performance requirements.

Since the state-of-the-art HRTC computational phase is currently
driven by a dense MVM (i.e., Level-2 BLAS), this operation is sup-
ported today by all major vendor optimized numerical libraries.
And perhaps the lack of existing work in improving further this
area comes from the strong constraints imposed by observatories
on using standard tools and libraries for sustainability purposes
and/or for reducing cost associated with software maintenance.

4 TILE LOW-RANK MATRIX
APPROXIMATIONS

The main idea behind tile low-rank (TLR) approximations is to
perform a data compression on a tiled matrix using linear algebra
matrix algorithms (e.g., rank-revealing QR [27], regular/randomized
SVD [32], etc.) and to express the new MVM algorithms based on
standard BLAS calls, as explained in Section 3. Fig. 2(a) shows a
rectangular matrix split into 4 × 6 tiles. The rectangular shape (i.e,

short and wide) of the matrix is typical for HRTC AO workloads.
The MVM operation 𝐴 × 𝑥 = 𝑦 needs to be performed successively
thousands of times at a regular and constant pace to cope with the
evolving wind and atmospheric conditions. We leverage the data
sparsity of 𝐴 by applying an SVD (or any other cheaper options)
to compress each tile and create two bases, i.e., 𝑈 an 𝑉 , with size
𝑛𝑏 x 𝑘 , 𝑛𝑏 being the tile size and 𝑘 the rank. We have to compress
up to a certain accuracy threshold that does not deteriorates the
quality of the final image output. We filter out the singular values
as follows. Assume a given accuracy 𝜖 , we compute for each tile
| |𝐴𝑖, 𝑗 − 𝑈 𝜖

𝑖, 𝑗
Σ𝜖
𝑖, 𝑗
𝑉𝑇𝜖
𝑖,𝑗

| |𝐹 ≤ 𝜖 | |𝐴| |𝐹 with 𝑈 the row bases, 𝑉𝑇 the
transposed column bases, and | |.| |𝐹 the Frobenius norm.We remove
then the singular values lower than the accuracy threshold 𝜖 and the
number of the remaining ones correspond the rank 𝑘 of that specific
tile. Theoretical details may be found in at [42]. Fig. 2(b) shows the
𝑈 and 𝑉 bases in blue and green, respectively. These two dense
objects cannot be stored in existing sparse formats available in the
literature since they are now decoupled from the global matrix
index representation. For simplicity, we assume 𝑘 is constant but
during on-sky production simulations, 𝑘 may vary from tile to tile.
It is noteworthy to mention that this compression step happens
only occasionally when the command matrix gets updated by the
SRTC phase. It is therefore not part of the critical path.

(a) Original dense MVM.

(b) Compressed MVM.

Figure 2: Dense vs TLR compressed data structure for MVM.

Once each tile is compressed, we stack the bases together to
ensure a contiguous memory access during the computation, as
pictured in Fig. 3. Once the TLR compressed data structure is formed,
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Figure 3: Stacked bases for TLR-compressed format.

TLR-MVM is expressed in three phases: (1) a batch of regular MVM
involving only the𝑉 bases and the input vector 𝑥 resulting in the set
of output vectors𝑌𝑣 (Fig. 4(a)), (2) a reshuffle phase that projects the
ranks (identified by an orange delimiter) within each set of vectors
𝑌𝑣 from phase 1 into the 𝑈 bases resulting into the set of output
vectors 𝑌𝑢 (Fig. 4(b)), and (3) a batch of regular MVM involving
only the𝑈 bases and the set of vectors 𝑌𝑢 (Fig. 4(c)) that computes
at the end the approximated vector command 𝑦.

A similar concept of stacking the bases has been applied for
sparse direct solver to further increase the arithmetic complexity
of the factorization [35]. In this paper, since MVM is inherently
memory-bound, we stack the bases in order to increase data locality
in the high level caches of the memory subsystem. This allows our
implementation to decouple potentially from the main memory and
occasionally, depending on the underlying hardware architecture,
to benefit from cache bandwidth.

5 IMPLEMENTATION DETAILS
We describe in this section the implementation of our TLR-MVM
algorithm, highlighted previously in Section 4.

5.1 Relying on Standard Programming Models
Our TLR-MVM implementation is written in C and uses the MPI
+ OpenMP programming model. Algorithm 1 shows the OpenMP-
only pseudo-code of TLR-MVMwith the three computational phases.
The three phases are parallelized using standard OpenMP for loop
pragma. We link our code against the corresponding sequential
BLAS library provided by the vendor optimized numerical software.
Nested parallelism in this context has not shown performance su-
periority.

Algorithm 1 OpenMP pseudo-code of TLR-MVM.
1: Compress𝐴
2: for Each stacked tile column𝑉𝑗 do ⊲ Phase 1: Batch MVM
3: GEMV with the corresponding 𝑛𝑏 portion of vector 𝑥 to get a set of output 𝑌𝑣
4: end for

⊲ Phase 2: Reshuffle
5: Project the set of output vectors 𝑌𝑣 from𝑉𝑗 bases to𝑈 𝑗 bases to get the set of output vector

𝑌𝑢
6: for Each concatenated tile row𝑈𝑖 do ⊲ Phase 3: Batch MVM
7: GEMV with the corresponding vector column of 𝑌𝑢
8: end for
9: Send the command vector to actuators

(a) Batch of MVM w/𝑉 bases.

(b) Intermediate vector projected from𝑉 to𝑈 bases.

(c) Batch of MVM w/𝑈 bases and output command vector 𝑦.

Figure 4: Computational phases of TLR-MVM.

Algorithm 2 highlights the MPI+OpenMP version of the TLR-
MVM implementation. We use a 1D cyclic block data distribution
similar to ScaLAPACK [10] to mitigate the load imbalance that
may appear with variable ranks. We split the 𝑈 and 𝑉 bases verti-
cally among the MPI processes. While the splitting for the 𝑈 bases
eventually engenders workloads that may be operated in an em-
barrassingly parallel fashion, the vertical splitting for the 𝑉 bases
requires an MPI reduce operation to sum the partial results to the
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root process. However, the three computational phases powered
by OpenMP (i.e., Algorithm 1) can run independently on each MPI
process. The two pseudo-codes assume constant ranks for read-

Algorithm 2 MPI+OpenMP pseudo-code of TLR-MVM.
1: Compress𝐴
2: Get mpirank, mpisize ⊲ rank and worldsize
3: 𝑛𝑡 = 0 ⊲ number of tiles on each process
4: for each tile column index 𝑗 do ⊲ get number of tiles
5: opnode = jmod mpisize
6: if I am opnode then
7: nt = nt + 1
8: end if
9: end for
10: for each tile row index 𝑖 do
11: for each tile column index 𝑗 do
12: opnode = jmod mpisize
13: if root then
14: send tile𝑈𝑖,𝑗 ,𝑉𝑖,𝑗 and 𝑥 𝑗 to opnode
15: else
16: opnode receives𝑈𝑖,𝑗 ,𝑉𝑖,𝑗 and 𝑥 𝑗 from root process
17: end if
18: end for
19: end for ⊲ 1D cyclic data splitting
20: Call OpenMP TLR-MVM from Algorithm 1
21: Reduce the partial results from each MPI process to root
22: Send the command vector to actuators

ability purposes. The generalized code for variable ranks contains
additional pointer arithmetics to ensure a proper off-setting when
traversing the 𝑈 and 𝑉 bases and the intermediate sets of vectors
𝑌𝑣 and 𝑌𝑢.

5.2 Arithmetic Complexity
The floating-point operations (FLOPS) and the memory bandwidth
of the dense GEMV are 2𝑚𝑛 and 𝐵(𝑚𝑛 + 𝑛 +𝑚)/𝑡 , where 𝐵 is the
number of bytes per element and 𝑡 is the execution time. In TLR-
MVM, the calculation of FLOPS is as follows. In the computation
of phase 1, the column size of each GEMV is 𝑛𝑏 and the row size
of each GEMV is the sum of the ranks along this tile column. So,
the FLOPS for computation of 𝑉 is 2𝑅𝑛𝑏 , where 𝑅 is the sum of the
ranks across all tiles of the matrix. In the reshuffle phase 2, there are
no computations but only data movement. In phase 3, the FLOPS
rate is calculated now with the row size of each GEMV fixed to
𝑛𝑏 and the column size is the sum of the ranks along the tile row.
Therefore, the total FLOPS for phase 3 is 2𝑅𝑛𝑏 . All in all, the overall
FLOPS of TLR-MVM is thus FLOPSTLR-MVM = 4𝑅𝑛𝑏 .

In order to compute the memory bandwidth for TLR-MVM, one
needs to count the bytes read in and written back to the main
memory. During the phase 1, the total bytes read in and out are
𝐵(𝑅𝑛𝑏 + 𝑛 + 𝑅). In the phase 2, 2𝐵𝑅 bytes are read in and out
through memory. In the phase 3, the total bytes read in and out
are 𝐵(𝑅𝑛𝑏 + 𝑅 +𝑚). So the memory bandwidth is BWTLR-MVM =
𝐵 (2𝑅𝑛𝑏+4𝑅+𝑛+𝑚)

𝑡 .

6 NUMERICAL ACCURACY
In order to verify the numerical accuracy of the TLR-MVM method
in the context of the AO application, the compressed control ma-
trix (reconstructor) is used in the end-to-end AO simulator, COM-
PASS [24]. By doing this, the resulting control matrix is tested under
realistic conditions, and it is clear if the numerical accuracy lost by
compressing the matrix is impactful on the AO system performance.

In AO, the main performance metric is the so-called Strehl Ra-
tio (SR) which relates the imaging performance of a given optical

system, with realistic optical aberrations, to the ideal performance
of that same system without aberrations. For a given atmospheric
condition and a given AO controller, a maximum SR is determined
through end-to-end simulations. When using a TLR-MVM com-
pressed control matrix, there is naturally some loss in numerical
accuracy, which corresponds to a decrease in SR compared to using
the original control matrix in the same simulations.

The two parameters which determine the numerical accuracy
of the TLR-MVM compressed matrix are the tile size 𝑛𝑏 and the
accuracy threshold 𝜖 (see Section 4). In order to determine an ap-
propriate choice for these parameters, a set of AO systems and
atmospheric conditions are investigated for a range of tile size 𝑛𝑏
and accuracy threshold 𝜖 . Figure 5 shows the resulting SR for one
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Figure 5: Strehl Ratio (at _ = 550 nm) and speedup for
the MAVIS system under varying compression parameters.
Colour indicates the SR and text entries indicate the ex-
pected speedup factor based on the actual FLOPS (see Sec-
tion 5.2).

such system based on the MAVIS design (see Section 7.3 for the
system description). Note here that the speedup reported (the text
value in the cells) is based solely on the reduced number of FLOPS
owing to the TLR-MVM compression compared to the original
dense MVM, as detailed in Section 5.2). That is, this analysis does
not consider any hardware utilisation differences that occur when
using different tile sizes or a dense MVM. One can observe that if a
very high accuracy is required operating in a reduced basis with
high rank can cause speeddown, as reported with speedup factors
less than one.

Additionally, what is considered a negligible loss in SR is some-
what subjective, so for a given AO instrument a trade-off study
would be taken. Indeed, AO systems that can afford a larger drop
in SR and are rewarded with a larger TLR-MVM speedup as a con-
sequence. For the purpose of this investigation, any SR larger than
15% can be considered as lossless, with any SR less than 10% being
unacceptably lossy.
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From these results, there is clearly a range of parameters that
provides a significant speedup with negligible loss in SR. For exam-
ple, a tile size of 𝑛𝑏 = 128 and an accuracy of 𝜖 = 10−4 provide a
speedup of 3.6 (number of FLOPS is 3.6 times less) with an absolute
drop in SR of only 0.93%. To further explore this parameter space,
a fine-grain search of the effect of accuracy on SR is performed for
a variety of given atmospheric conditions, with a fixed 𝑛𝑏 = 128
and a varying accuracy between 10−6 ≤ 𝜖 ≤ 10−3. This analysis is
performed on four different atmospheric conditions (described in
Section 7.3) and the results given in Figure 6.
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Figure 6: Numerical accuracy loss for increasing speedup.
Results obtained from end-to-end simulations using the
compressed control matrix for four different sets of atmo-
spheric conditions.

Since the atmospheric conditions are different in each simulation,
the obtained SR (even from the original control matrices before
compression) may evolve over time. Instead, the numerical accuracy
is assessed by comparing the SR obtained for a compressed matrix
to the SR obtained for the original control matrix (so that if there is
no compression, the resulting numerical accuracy is 1.0).

From Figure 6, it is clear that there is an unavoidable, albeit pre-
dictable trade-off between numerical accuracy and speedup factor.
For the variety of atmospheric conditions tested, a speedup factor
of around 3.0 comes with very little loss in SR. As the compression
becomes more aggressive, the SR drops further, with most systems
becoming unusable at speedup factors greater than 10.0.

7 EXPERIMENTAL RESULTS
This section reports on the accuracy impact and performance of
our TLR-MVM implementation.

7.1 Environment Settings
The experiments are carried on several x86 and accelerator-based
systems from the major vendors, i.e., Intel Cascade Lake (code-
named CSL), AMD Epyc Rome (codenamed Rome), AMD Instinct
GPU MI100 (codename MI100), Fujitsu A64FX (codenamed A64FX),
NVIDIAA100 GPU (codenamedA100), and NEC SX-Aurora Tsubasa
(codenamed Aurora). A detailed hardware and software description

is illustrated in Table 1. While most of our experiments are done on
shared-memory systems, we also report performance scalability on
a small number of Fujitsu A64FX nodes linked by the TOFU inter-
connect and multiple NEC Vector Engines connected via Infiniband.
All computations are performed in single precision arithmetic and
we report performance jitter out of 5000 runs.

7.2 Synthetic Datasets
We first assess our TLR-MVM implementation on randomly gen-
erated 𝑈 and 𝑉 with constant rank 𝑘 . Although this may not be
realistic to have exact same ranks everywhere for computational
astronomy (but can be useful if minimum padding is an option),
it still provides some insights on how each hardware architecture
responds to a memory-bound workload with batch executions sup-
ported via the OpenMP for loop pragma for all systems except the
NVIDIA A100 GPUs. For the latter, we replace the OpenMP loop
with a single call of batch cuBLAS GEMM kernel, since the batch
cuBLAS GEMV kernel is not supported. Of course, we set the num-
ber of columns of the resulting matrix to 1 to fall back to a batch
cuBLAS GEMV kernel. Figure 7 highlights the impact of the tile
sizes on the sustained bandwidth, as calculated in Section 5.2. We
can see that 𝑛𝑏 has an impact for some hardware and less for others,
depending on the underlying hardware architectures. For instance,
A64FX is oblivious to 𝑛𝑏, while Rome benefits significantly as 𝑛𝑏
decreases due to its large LLC capacity. All in all, 𝑛𝑏 = 100 seems
to deliver decent performance on all systems. For the following
graphs, we will report performance with 𝑛𝑏 = 100.
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Figure 7: Performance impact of tile sizes.

Figure 8 shows performance comparisons of our TLR-MVM im-
plementation on all hardware systems. In particular, we can see
the performance of TLR-MVM across three generations of NVIDIA
GPUs, i.e., P100/V100/A100. Moreover, we can see that hardware
supporting high bandwith memory technology (HBM) delivers the
most performance for such memory-bound kernel as opposed to
DDR4 technology.While this statement applies for Intel CSL, we see
a different behavior for AMD Rome. This can be explained by the
physically partitioned last-level cache (L3) across the core complex
(CCX) groups composed of four cores. A single AMD Rome core
only sees its own CCX’s L3 cache before going into main memory.
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Table 1: Hardware/software specifications.

Vendor Intel AMD Fujitsu NVIDIA NEC
Family Cascade EPYC Instinct Primergy Ampere SX-Aurora

Lake Rome A64FX GPU TSUBASA
Model 6248 7702 MI100 FX1000 A100 B300-8
Node(s)/Card(s) 1 1 1 16 1 8
Socket(s) 2 2 N/A 4 N/A N/A
Cores 40 128 7680 48 6912 8
GHz 2.5 2.2 1.5 2.2 2.6 1.6
Memory 384GB DDR4 512GB DDR4 32GB HBM2 32GB HBM2 40GB HBM2e 48GB HBM2
Sustained BW 232GB/s 330GB/s 1.2TB/s 800GB/s 1.5TB/s 1.5TB/s
LLC 27.5MB 512MB 8MB 32MB 40MB 16MB
Sustained BW 1.1TB/s 4TB/s 3TB/s 3.6TB/s 4.8TB/s 2.1TB/s
Compiler Intel compiler 19.1.0 GCC compiler 8.2.0 Fujitsu compiler 4.5.0 NVCC 11.0 NEC compiler 3.1.1
BLAS library Intel MKL 2020 BLIS 3.0.0 Fujitsu SSL II cuBLAS 11.0 NEC NLC 2.1.0
MPI library OpenMPI 4.0.3 OpenMPI 3.1.2 Fujitsu MPI 4.0.1 NCCL 2.0 NEC MPI 2.13.0

In case of a cache miss, the core only needs to scan its local L3
cache, which provides in return a much higher bandwidth.

Figure 8: Best time to solution on different architectures.

Figure 9 compares the denseMVMwith TLR-MVM (based on con-
stant ranks with randomly generated bases). TLR-MVM achieves up
to two orders of performance improvements against its counterpart
dense MVM.

7.3 MAVIS Datasets
In this section, we now run TLR-MVM against the MAVIS AO sys-
tem. In the presented simulations, it has 19078 measurements and
4092 actuators, resulting in a matrix reconstructor of dimensions
𝑀 = 4092, 𝑁 = 19078 (i.e., the dimensions of the matrix which
undergoes TLR compression). For the full description of the MAVIS
system, we refer to [43].

For the end-to-end AO simulations presented in Section 6, the
MAVIS system is assessed due to its moderate dimensionality, tight
error budget, capacity for predictive control, and latency demand.
The performance of a predictive controller in AO depends on the
wind-velocity profile and the turbulence strength profile (both as a
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Figure 9: Dense GEMV Vs TLR-MVM.

function of height). To verify the stability of the TLR-MVM com-
pression method for a variety of observing conditions, the simula-
tions were performed with varying atmospheric parameters. These
parameters are summarized in Table 2.

The performance of the AO loop depends on the magnitude of
the speed of each layer, as well as the strength of those layers, and
the distance between the strong layers and the post-focal DMs in
the AO system. As such, the systems described represent vastly
different AO performance, allowing to test the TLR-MVM for a
wide range of conditions.

7.4 Rank Statistics
Figure 10 shows the rank distribution for MAVIS reference profile
measurements using𝑛𝑏 = 128 and 𝜖 = 1𝑒−4. The red vertical dotted
line shows the rank limit 𝑘 = 𝑛𝑏/2 = 64 below which TLR-MVM
becomes competitive (i.e, left side of the red vertical dotted line).
One can clearly see the data sparsity of the command matrix. Since
NVIDIA does not support variable batch sizes, we are not able to
run experiments on NVIDIA GPUs using MAVIS AO system in the
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Table 2: Atmospheric parameters used for MAVIS end-to-end simulations. Table entries show fractional turbulence strength
(top), wind speed in m/s, and bearing in degrees (bottom) for a given atmospheric layer.

Layer [km]
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31.7∠352◦
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Figure 10: Rank distributions for MAVIS reference profile
measurements using 𝑛𝑏 = 128 and 𝜖 = 1𝑒 − 4.

subsequent graphs, due to variable ranks. We run using MAGMA
batch kernels but performance obtained is very low.

7.5 Performance Results
Figure 11 shows the sustained bandwidth achieved with the dimen-
sion and dataset from MAVIS AO system. We can see that NEC
Aurora and AMD Rome achieves almost similar bandwidth with
different memory technologies. The tiny GEMV kernels in phase 1
and phase 3 of TLR-MVM are able to fit in LLC and greatly benefit
from higher cache memory bandwidth.

Figure 12 pictures time to solution for TLR-MVM using MAVIS
system. AMD Rome and NEC Aurora are below 200 microsec-
onds for a single TLR-MVM call, which open new opportunities
moving forward. On real datasets, our TLR-MVM achieves up to
8.2X/15.5X/2.2X performance speedups compared to vendor opti-
mized multithreaded dense SGEMV kernel on Intel CSL / A64FX
/ NEC SX-Aurora, respectively. On AMD Epyc/Rome, we obtain
up to 76.2X performance speedup against the vendor supported
BLIS library. These actual speedup factors are much higher than the
theoretical speedup factors shown in Figure 5. Our TLR-MVM im-
plementation is capable of better utilizing the underlying hardware
resources, thanks to data locality considerations and optimized
memory accesses.

CSL A64FX Rome Aurora
0

200

400

600

800

1000

1200

Su
st
ai
ne

d 
Ba

nd
wi
dt
h 
(G

B/
s)

Dense GEMV
TLR-MVM

Figure 11: Performance bandwidth for MAVIS system.
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Figure 12: Time to solution for MAVIS system.

Figure 13 highlights the performance jitter of TLR-MVM, which
is critical to maintain it low for HRTC. We can see that NEC Aurora
reproduces the same time to solution for most of the iteration runs.
However, Intel CSL and Fujitsu A64FX suffer the most.

Figure 14 reports bandwidth jitter for MAVIS, which represents
the same trend in Figure 13, with Intel CSL and Fujitsu A64FX
showing a large pyramid base, as opposed to NEC Aurora.

Figure 15 reports time to solution for all various MAVIS profiles,
as described in Table 2. Fujitsu A64FX and NECAurora are oblivious
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Figure 14: Bandwith jitter for MAVIS.

to the profile characteristic and are able to deliver same time to
solution, while the x86 systems show some variable timings.
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Figure 15: MAVIS configuration time to solution from 000
(green) to 070 (blue).

Figures 16 and 17 show performance scalability on multiple
A64FX nodes and NEC Aurora cards, respectively. As we increase
the number of processing units, the workload per node/cards de-
creases and may not saturate the bandwidth anymore, as seen when
running on single processing units. We consider additionally larger
matrix sizes that are representative of other instruments under
consideration for the European Extremely Large Telescope. We syn-
thetically generate their rank distributions and show our software
capabilities when increasing the number of nodes/cards. For the
EPICS instrument, we can saturate the bandwidth and achieves a
decent performance scalability on both systems.
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Figure 16: Performance scalability on A64FX.
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Figure 17: Performance scalability on Aurora.

Figures 18 and 19 show the roofline performance models of our
TLR-MVM implementation on AMD Epyc Rome and Fujitsu A64FX
systems on Mavis dataset. We can see that the sustained bandwith
on the AMD Epyc Rome system is decoupled from main memory
and is bound by LLC bandwidth. This is an interesting outcome,
after tuning the tile size and mapping threads to physical cores
with a proper binding. On the Fujitsu A64FX system, our TLR-
MVM implementation is limited by HBM2 bandwidth since the LLC
capacity is too small to avoid data movement with main memory.

Systems equippedwith large LLC capacity, physically partitioned
for data locality with high bandwidth, and stacked on top of HBM
technology appear to be an interesting hardware landscape for sup-
porting real-time processing. Such systems become heavily NUMA
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nodes. Developers may end up programming these shared-memory
systems as if they are actual distributed-memory nodes.

8 DISCUSSION
As seen from the RTC subsystem, AO performance and our ability
to reach the science goals with our instrument are driven by two
parameters: predictability and reproducibility. The former ensures
us to stay within the target latency budget for the AO loop (hence
the AO system rejection bandwidth) and the latter is mandatory to
ensure stable operations.

This new TLR-MVM approach provides a clear performance
boost, in terms of time-to-solution, as compared to the dense MVM,
as demonstrated in Figure 12. This can eventually translate into
lower delay in the AO loop with potential benefits on AO perfor-
mance. Indeed, the so-called servo-lag error in AO is the result
of a delay between the time measurements are made on the WFS
and the time commands are applied on the DM. This error is the
combination of several effects: integration time on the WFS camera,
frame transfer and read-out on the detector, pixel data transfer
to the RTC, RTC pure delay, DM rise time and DM zero-order

hold. Lowering time-to-solution for part of the HRTC leads to a
reduced RTC pure delay and thus reduced servo-lag error. This
can be exploited to enhance AO performance (and in that case Fig-
ure 4 provides an upper bound of the possible Strehl loss versus
accuracy). Alternatively, one could choose to keep the same time
envelope for the whole RTC pipeline and use the margin provided
by this TLR-MVM to add additional tasks in this pipeline such as
more efficient denoising of the WFS frames or additional filtering
at the output of the MVM computation. In particular, more complex
control schemes, also based on MVM but deemed unfeasible today
due to the major increase in compute demand they represent could
become realistic. This is discussed in the next section. Dedicated
trade-offs, depending on the main science cases and performance
goals for each instrument shall lead to choose between one or the
other strategy.

Jitter onmeasured time-to-solution varies a lot across the various
vendors. While the NEC Aurora performance seems to be extremely
stable out of the box and compatible with typical instruments speci-
fications as is (i.e. in the range of 10-20`s), outliers (AMD, NVIDIA)
and even regular peak patterns (CSL) are observed for other ven-
dors. We note here that this may not prevent these solutions to
be used for AO RTC systems, eventually, since these tests have
been performed without any particular tuning of the host system,
nor particular features in the software to make it real-time. Proven
solutions exist to embed these BLAS calls into a hard real-time soft-
ware framework [25], enabling complex heterogeneous pipelines
involving MVM and additional kernels. This is fully applicable to
our TLR-MVM approach and should provide the required low jitter
for any of the systems tested in this paper and make it usable in
practice.

Finally, applications that are extremely sensitive to latency, such
as the AO HRTC, will benefit the most from a densely populated
system involving PCIe only (dense cluster of co-processors) rather
than a setup where the nodes are distributed over a network fab-
ric. Network interconnect may introduce a significant amount of
latency (at best of the order of 10 µs per transaction in case of
Ethernet). For that reason, our baseline design for MAVIS HRTC
relies on a fat node rather a cluster of distributed-memory nodes.

9 CONCLUSION AND FUTUREWORK
In this paper, we introduce a new TLR-MVM implementation that
leverages the data sparsity of the command matrix in a real-time
controller, which operates as a replacement to the traditional state-
of-the- art dense MVM for computational astronomy in ground-
based telescope. We demonstrate software portability across several
vendor systems. We achieve performance improvement up to two
orders of magnitude compared to the regular dense MVM, while
maintaining the required image quality.

This significant improvement in time-to-solution can potentially
unlock major breakthroughs in ground based astronomy, since the
next generation of giant telescopes capabilities are almost entirely
driven by AO performance. While the AO results shown in this
paper utilize a Predictive Learn and Apply control scheme, more
advanced approaches, such as Linear Quadratic Gaussian (LQG) [21,
46], can potentially bring a significant performance boost in terms
of Strehl Ratio at the cost of significantly larger control matrices.
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Figure 20: Performance gained by LQG in MAVIS for an in-
creased computational load.

LGQ is deemed infeasible today to meet the real time constraint;
see Figure 20 for example, which shows the performance gained by
using LQG in the MAVIS context. This gain has a large impact on
the MAVIS error budget, hence on science return for the instrument,
and the switch to LQG comes only at the cost of HRTC burden,
which can be addressed using the TLR-MVM approach. This has
to be compared to the cost of an additional high power Laser or
deformable mirror which each represent millions of Euros, to obtain
a similar performance boost.

With the ability to utilize data sparsity within the RTC control
matrices, it is expected that schemes such as LQG will become feasi-
ble in systems where they were previously prohibitively expensive.

We demonstrate the impact of TLR-MVM on the MAVIS AO
instrument. We believe that this work will impact many other AO
instruments currently or to be deployed on-sky. The new TLR-MVM
algorithm is designed so that its software stack and programming
models remain standard for software sustainability purposes.
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Appendix: Artifact Description/Artifact Evaluation

SUMMARY OF THE EXPERIMENTS REPORTED
Intel

(1) Model: Nmae: Cascade Lake
(2) 1 Intel(R) Xeon(R) Gold 6248 40 cores CPU
(3) 2 socktes
(4) Memory: 384 GB DDR4
(5) Memory Bandwidth: 232GB/s
AMD
(1) Model Name: EPYC Rome 7702 64-Core Processor
(2) 2 AMD EPYC 7702 64-Core Processor
(3) 2 sockets
(4) Memory: 512 GB DDR4
(5) Memory Bandwidth: 330 GB/s
Fujitsu
(1) Model Name: Primergy A64FX FX1000
(2) 2 sockets
(3) Memory: 32 GB DDR4
(4) Memory Bandwidth: 800 GB/s
NEC
(1) Model Name: SX-Aurora TSUBASA B300-8
(2) CUDA cores: 6912
(3) Memory: 40 GB HBM2
(4) Memory Bandwidth: 1.5 TB/s
NVIDIA P100
(1) Model Name: P100 GPU
(2) CUDA cores: 3584
(3) Memory: 16 GB
(4) Memory Bandwidth: 720 GB/s
NVIDIA V100
(1) Model Name: V100 GPU
(2) CUDA cores: 5120
(3) Memory: 32 GB
(4) Memory Bandwidth: 900 GB/s
NVIDIA A100
(1) Model Name: A100 GPU
(2) 6912 CUDA cores
(3) Memory: 40 GB HBM2e
(4) Memory Bandwidth: 1.5 TB/s
The software stack that is needed to run experiments is listed in

the Table-1 in the paper.
How to run the code: The Makefile in the root directory contains

the commands one need to compile all the codes.
Below list the binary files you will generate from the Makefile

and their jobs. Detail explaination of usage is described in the
README.md file.

• intel-tlrmvm: tlrmvm on Intel Cascade Lake
• amd-tlrmvm: tlrmvm on AMD EPYC Rome
• nec-tlrmvm: tlrmvm on NEC system
• cuda-tlrmvm: tlrmvm on NVIDIA GPU

• fx1000-tlrmvm: tlrmvm on A64FX FX1000
• intel-sgemv: single precision GEMV on Intel Cascade Lake
• amd-sgemv: single precision GEMV on AMD EPYC Rome
• nec-sgemv: single precision GEMV on NEC system
• cuda-sgemv: single precision GEMV on NVIDIA GPU
• fx1000-sgemv: single precision GEMV on A64FX FX1000

Be sure to set the environment variable properly to link the right
libraries.

Below is description to run code on NEC.
To compile the program, we used NEC C compiler 3.1.1, NEC

MPI 2.13.0 and NEC NLC 2.10 for CBLAS library. The bash script
bash/build_nec.sh can be used to compile the program using this
compilation environment. The bash script bash/run_nec.sh can be
used to run all configurations for the MAVIS case.

If you can’t open link below, use this link
https://www.dropbox.com/s/io5l4bm22ocvd53/codesc21_edited.zip

Author-Created or Modified Artifacts:

Persistent ID: https://www.dropbox.com/s/io5l4bm22oc ⌋

vd53/codesc21\_edited.zip↩→

Artifact name: TLR-MVM code and experiment results

(dropbox)↩→

Persistent ID: https://drive.google.com/file/d/16WH8 ⌋

MZN\_z\_oCQY7gPrNgsONAnYY8u7nX/view?usp=sharing↩→

Artifact name: TLR-MVM code and experiment results

(google driver)↩→

BASELINE EXPERIMENTAL SETUP, AND
MODIFICATIONS MADE FOR THE PAPER

Relevant hardware details: NEC B300-8 server with 8 Vector En-
gines 20B

Operating systems and versions: Linux RedHat 7.7 running kernel
3.10.0-1062.4.1.el7.x86_64

Compilers and versions: NEC Compilers 3.1.1

Libraries and versions: MPI 2.13.0 and NEC NLC 2.10

Input datasets and versions: Random Dataset


	Abstract
	1 Introduction
	2 Related Work
	3 AO Instruments: Challenges and Opportunities
	4 Tile Low-rank Matrix Approximations
	5 Implementation Details
	5.1 Relying on Standard Programming Models
	5.2 Arithmetic Complexity

	6 Numerical Accuracy
	7 Experimental results
	7.1 Environment Settings
	7.2 Synthetic Datasets
	7.3 MAVIS Datasets
	7.4 Rank Statistics
	7.5 Performance Results

	8 Discussion
	9 Conclusion and Future Work
	Acknowledgments
	References

