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Abstract Joint models have received increasing attention during recent years
with extensions into various directions; numerous hazard functions, different
association structures, linear and non-linear longitudinal trajectories amongst
others. Here, we present a partially linear joint model with a Bayesian smooth-
ing spline component to capture non-linear longitudinal trajectories where the
longitudinal data can assume non-Gaussian distributions. Our approach is sta-
ble with regards to the knot set as opposed to most well-known spline models.
We implement this method using the R-INLA package and show that most
joint models with shared Gaussian random effects are part of the class of latent
Gaussian models (LGMs). We present an illustrative example to show the use
of the stable partially linear joint model and an application to real data using
a skew-normal partially linear joint model. This paves the way for efficient im-
plementation of joint models with various complex model components using
the same methodology and computational platform.

Keywords Bayesian smoothing spline · INLA · Latent Gaussian model ·
Longitudinal · Skew normal · Survival

1 Introduction

Latent Gaussian models (LGM’s) is a group of models that contains a large
number of statistical models often used in practice. Indeed, most generalized
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linear mixed models (GLMM’s) and general additive models (GAM’s) that
we are able to perform inference with, are examples of LGMs. In the context
of joint models, this viewpoint has largely been under-presented and merely
mentioned in [15]. A joint model is unique in the sense that there are two dif-
ferent likelihoods and a shared component in the model. Extensions of linear
joint models like spatial random effects, non-linear trajectories and multiple
end-points amongst others, are used in the context of joint models to address
certain practical challenges. Each of these new joint models is still a latent
Gaussian model and thus no special implementation package is needed for
each one. The INLA library based on the INLA methodology [20], has been
used extensively for latent Gaussian models and could thus be used for joint
models as well. Most longitudinal likelihoods and hazard assumptions can be
facilitated in this framework, leaving no need for developing a new joint model
for each set of assumptions. As a particular example, we will focus on the
recently termed partially linear joint model by [11], introduced by [9], and
extend it to a stable (non-Gaussian) partially linear joint model.

Non-linear or partially linear joint models, in particular, is a natural extension
to the linear joint model since real datasets often exhibit non-linear trajecto-
ries. [11] introduced a frequentist approach to fit a partially linear joint model
using B-splines and presented a selection method for the knot set based on
some model selection metrics. A Bayesian P-splines approach is adopted in
a joint model framework by [12] and [1] where the number of knots are also
based on the value of some model selection metric. The approach proposed by
[12] is based on MCMC and is available in the R package bamlss. The frame-
work proposed by [1] is based on MCMC for Bayesian inference and hence also
computationally expensive. All of the above can only accomodate a Gaussian
longitudinal model, whereas our method holds for any distribution of the lon-
gitudinal data.

In this paper, we present a Bayesian approach embedded within the R-INLA
package [20] to fit a partially linear joint model, without the burden of choos-
ing a specific set of knots in a computationally efficient framework. We use
a Bayesian smoothing spline model described by [14] and [29]. This model
arise from the solution of a stochastic differential equation (SDE) resulting
in a second-order random walk (see [14] and [22] for further details). We also
advocate the use of the penalized complexity prior for the hyperparemeters of
the spline component as opposed to the overfitting Gamma priors as presented
by [1]. Considering this methodology, the model is stable with regards to the
choice of the number and placement of the knots since it is a continuous time
model. Additionally, our approach introduces a hyperparameter pertaining to
the spline component that is interpretable and can be used to assess the ap-
propriateness of the non-linear component as opposed to a linear component.

We present the details of the motivating problem in Section 2. In Section
3, we present the stable (non-Gaussian) partially linear joint model and we
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discuss some forms of association structures. The Bayesian smoothing spline
is discussed in Section 4. Latent Gaussian models and a synopsis of the INLA
methodology underpinning the R-INLA package is presented in Section 5. In
this section, we also discuss how most joint models fit into the LGM frame-
work. In Section 6, we present an example of our approach and compare it to
jplm and bamlss using the simluated PSA dataset presented in the JointModel
package. We also apply our model to the PBC dataset in Section 7, where a
skewed response distribution for the longitudinal data is needed. The paper is
concluded by a discussion in Section 8.

2 Motivating problem

Non-linear longitudinal trajectories are very common in real datasets. One
method to model a non-linear trajectory is to seek an appropriate transforma-
tion of the data to instill a linear trend. This method, however, is not preferred
anymore since interpretation of the model is unnecessarily complicated. We
now prefer to use spline models that can accommodate unknown non-linear
trajectories without transforming the data. Spline models include the popular
B-splines, P-splines and Bayesian spline approaches. The underlying common-
ality amongst all these spline models are that they are estimated based on a
chosen set of knots. In the joint model framework, the R-package JointModel
contains the jplm function [11], which is designed to fit a non-linear trajectory
to the longitudinal series using B-splines. Bayesian splines are incorporated in
the JMbayes [18] and bamlss packages, for the same purpose.

The choice of the placement and number of knots has been addressed in vari-
ous different ways. [31] proposed a knot relocation and search method instead
of the stepwise addition and deletion approach. A two-stage knot selection
approach using wavelet decomposition and then statistical model selection
techniques was proposed by [7], while [25] introduced a stochastic search algo-
rithm as an improvement on multivariate adaptive regression splines (MARS)
[5] to produce a near-optimal knot set in the squared error sense. A Bayesian
approach based on the joint posterior of the placement and number of knots
using piecewise polynomials is presented in [3], while [13] proposed the use of
boosting techniques with radial basis functions.

Irrespective of the method used to find a knot set, the main issue is that the
number and locations of the knots or basis functions can change the model
in fundamental ways. The reason the model is unstable with respect to the
choice of knots, is that the covariance structure is built on the spline coeffi-
cients, instead of on the spline itself. As an example, we illustrate the mean
longitudinal trajectories for the PSA study data available in the JointModel
R-package. We used the jplm function to fit the partially linear joint model
to this data using three different knot sets. Here, the spline component is es-
timated using a sieve approximation and cubic B-splines. The results for the
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three knot sets are presented in Figure 2. It is clear from Figure 2 that the
number of knots and subsequently the placement, affects the estimated trajec-
tory in a meaningful way. The trajectory starts as monotone increasing and
this changes as the number of knots increase. To address this instability, we

Fig. 1 Spline component in the longitudinal trajectory using the jplm function in Joint-
Model

propose the use of a Bayesian smoothing spline in the joint model framework
in which the covariance function is defined through the spline itself, resulting
in a stable spline with regards to the knot set. This ensures that the spline con-
verges to the underlying stochastic non-linear model as the number of knots
increase. In this approach, the user is thus assured that the spline will converge
as the number of knots increase, and there is thus no need to choose multiple
exploratory sets of knots and then elicit the best option from this collection.

3 The generalized partially linear joint model

A joint model consists of two marginal models, linked by shared random ef-
fects. In this section we focus on the joint model with a nonlinear longitudinal
trajectory specified semi-parametrically with a spline component and fixed
effects. The motivation for the construction of such a model is found in the
biological or physical process generating the data, since multiple types of data
generated by the same individual is inherently correlated and not necessarily
linear over time. The joint modeling of time to event and longitudinal data is
a fundamental tool in biomedical studies since insights about the submodels
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can be gained from the joint model (see [28,9,26,6] amongst others for more
details). This is especially beneficial in studies where the events are lengthy
to observe or scarce. Usually, the model is constructed as the combination
of a longitudinal submodel to analyze data measured at multiple time points
based on the same investigative subject and a survival submodel for the time
to event data. This setup is quite common in most studies where subjects
are followed two-fold, biomarkers (longitudinal measurements) are collected
at multiple time points to investigate the behaviour of some physical process
(usually after some intervention/treatment) as well as the absence/presence
of a certain linked event (usually a relapse or a fatal event).

The models are then jointly estimated by sharing a set of random effects
from the longitudinal submodel to the survival submodel. This provides in-
sights into the biological process that acts as the driving force behind various
diseases such as prostate cancer [21], ovarian cancer [10], AIDS [6,10], Der-
matomyositis [4] and renal disease [19], to mention but a few. The exact form
of the shared random effect can vary. The most popular form is a linear ran-
dom effect in time as the sum of a random intercept and random slope over
time, as implemented in the R packages JointModel, JMbayes and the func-
tion jplm of which the latter two can incorporate a non-linear longitudinal
trajectory over time. The linear shared random effect assumption has recently
been challenged by [2]. In this paper, however, we will focus on the case of
linear shared random effects since our main aim is to address the instability
of the spline component, and provide a joint model without the assumption of
Gaussian longitudinal data.

We denote yyy and sss as the response vectors of the longitudinal and survival
submodels, respectively. Additionally, XXX and ZZZ is a set of available covariates
for the longitudinal and survival submodels, respectively.

3.1 Longitudinal submodel

Numerous datapoints collected from the same individual at different time-
points form a longitudinal series of data and cannot be modelled using stan-
dard techniques like generalized linear models since the assumption of inde-
pendent and identically distributed observations does not hold. Instead, con-
ditional on the subject and/or group-specific random effects, the observations
are independent and identically distributed in the context of a generalized lin-
ear mixed model.

For each individual l, l = 1, ..., N we have a vector of observations yyy(ttt) at
various timepoints ttt, where each patient has Nl observations such that there
is a total of

∑N
l=1Nl = NL longitudinal observations. The longitudinal sub-

model is a generalized mixed model for the longitudinal outcome in continuous
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time. Consider the linear predictor

ηηηL = ααα(t) + βββTXXX + uuu(t), (1)

where βββTXXX is the fixed effects, uuu(t) is a vector of random effects linear in
time and ααα denotes the common nonlinear trajectory over time. We assume
that the conditional longitudinal outcomes yyy|(ηηη) are conditionally independent
and follow a well-defined (not necessarily Gaussian) distribution, G with some
density function g, linear predictor ηηηL and hyperparameters θθθL. In practice,
a Gaussian likelihood is often assumed, although this is not necessary and
any well-defined distribution can easily be facilitated in our computational
procedure. The longitudinal submodel is thus as follows:

yi(t)|(ηi, θθθL) ∼ G (ηLi , θθθL), i = 1, ..., NL. (2)

The random effects uuu are the shared components per individual, linear in time,
which forms the basis of the joint model. Specifically, we formulate,

ul(t) = wl + vlt (3)

where wl and vl follow a bivariate Gaussian distribution with zero mean, pre-
cision matrix QQQu (inverse covariance matrix) and correlation coefficient ρ.

3.2 Survival submodel

In survival datasets the response for subject l consists of an event time, sl, as
well as a censoring variable, cl, to indicate if the time was censored (cl = 0)
or not (cl = 1). Let s∗l be the event time, if the subject experienced the event
(cl = 1) and suppose sX is the last timepoint in the study period, then, in the
case of right censoring, sl = min(s∗l , s

X). The construction of the time variable
sl, is slightly different under different censoring schemes, so we will focus on
right censoring in this paper. A different censoring scheme like left or interval
censoring can also be accommodated in our computational procedure.

In a proportional hazards model, the specification of the form of the baseline
hazard function can be achieved parameterically (exponential (constant haz-
ard), Weibull (monotonic hazard), log-Gaussian or log-Logistic (non-monotonic)
baseline hazard function) or semi-parametrically (Cox piecewise constant model).
Each of the afore-mentioned models can be used in our computational proce-
dure, so we will propose the survival submodel in a general form and later
present the specific details as needed. The survival submodel is defined by the
linear predictor ηS through the hazard rate hl(s) and hyperparameters θθθS as:

hl(s) = h0(s) exp
(
γγγTZZZ + f(wl, vls)

)
. (4)

where ηS = γγγTZZZ + f(wl, vls). If f(wl, vls) is independent of time (and ZZZ is
time constant), then we have a proportional hazards model. The plausibility
of proportional hazards should be investigated using exploratory analysis of
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the empirical survival/hazard curves. A log-Gaussian frailty variable could be
included in the linear predictor to model increased/decreased hazard on an
individual basis. The association between the longitudinal and survival sub-
models is established by the term f(wl, vls).

3.3 Possible association structures

The joint model comprises of shared random effects from both submodels.
A subset of the random effects in the longitudinal model enter the hazard
rate model through the well-defined combination f(wl, vls) as in (4). This
combination can be time-dependent, resulting in an accelerated failure time
model. The functional form of f(wl, vls), can assume various structures, some
commonly found linear structures are summarized below [8]:

f(wl, vls) = νwl (5)

f(wl, vls) = ν(vls) (6)

f(wl, vls) = ν(wl + vls) (7)

f(wl, vls) = ν1wl + ν2(vls). (8)

With the addition of (7) in the R-INLA package recently, all these functional
forms (and other user -defined linear structures), (5)-(8), can be assumed in R-
INLA. Within our computational framework (designed specifically for LGMs),
the frailty variable should have a log-Gaussian distribution, a priori. The log-
gamma frailty has been included in a test version and is discussed thoroughly
in [16]. In this paper, we will not discuss frailty variables any further as to not
distract from the main aim.

Another popular association structure is to use the entire longitudinal lin-
ear predictor as the shared random effect. The form of this association can
be linear or non-linear (specified through a spline model). Even though this
approach can be adopted in R-INLA, we will use linear association structures
((5)-(8)) in this paper to compare with jplm.

4 Bayesian smoothing spline model

In this section we present the details of the Bayesian smoothing spline compo-
nent that we propose for use in the partially linear joint model. Conventional
spline models are based on selecting a number of knots or basis functions, Bk,
and then formulating a dependency structure through the coefficients λk, to
give the random effect

α(t) = BBB(t)λλλ.

Even though various algorithms exist to detect the optimal choice of knots
from a set of pre-defined options, there is always the possibility of a better
knot set.
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A different approach to spline models is implemented in the R-INLA pack-
age and described by [14] and [29]. This approach is based on finite element
methods, frequently used in numerics and mathematical modelling in general,
where the focus is on approximating some continuous spline α(t) on a discrete
set of knots. The covariance structure on λ is derived by approximating the
desired covariance structure of α(t), following the theory of numerical discrete
approximations to continuous equations. Different choices of knots or basis
functions will approximate the same continuous model, and, as the number
of knots grow large, become stable (and converge to the continuous “infinite
knots” model), contrary to most used methods for spline regression.

In this paper we will use what is termed the second order random walk (RW2)
in the INLA software. The physical motivation for this model is that the
concept of smoothness is well represented mathematically by a small second
derivative. A smooth spline α can be defined as one which has a small value
for the integrated second derivative,∫

[0,T ]

|α′′(t)|2 dt.

A “smooth car ride” is an everyday interpretation of this definition; this is
a ride where the driver only rarely steps hard on the gas or break pedals
(acceleration is the second derivative). To minimize a numerical approximation
of this integral, for regular intervals, is equivalent to assuming an iid Gaussian
prior for wt and defining

α(t− h)− 2α(t) + α(t+ h)
d
= wt, (9)

where wt is a central Gaussian process with precision τα, and h is the size
of the small intervals. Using more knots is equivalent to having more points
at which this integral is approximated, equivalent to having a smaller h. For
this RW2 spline, any choice of a large number of knots (small h) should give
almost exactly the same results. The RW2 can be generalised to use irregular
locations [14].

A special feature of the RW2 spline is that the null space of the spline is
the linear trend, i.e. the linear trend is not penalised (equivalent to having a
flat prior on intercept and slope). This is because any straight line has second
derivative equal to zero. This is often considered a good feature, as the RW2
naturally generalises a simple linear model. In the case where an intercept is
also added into the model, the RW2 should be constrained to sum to zero to
avoid confounding. In the case where a linear trend on the same variable is also
added, or when such a trend is inappropriate, the RW2 should be constrained
to have a zero linear trend.

We interpret the “size” of the spline to be the overall deviation from a straight
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line. If the spline is defined naively, this size (and also the precision parameter)
can depend on the number of knots. To avoid this problem, both in model fit-
ting and interpretation, [24] developed a way to rescale the model so that the
spline is independent of the number of knots (intervals). This is implemented
in R-INLA through the scale.model option.

5 Computational implementation using R-INLA

In this section we will briefly present the concept of latent Gaussian models
and the INLA methodology, that is implemented in the R-INLA package.
Preference is given to the details useful for this paper, further details can be
found in [20]. Partially linear joint models as presented in this paper, are shown
to be LGMs and hence fit into the INLA framework.

5.1 Latent Gaussian models

Hierarchical Bayesian additive models are widely used in various applications.
A specific subset of Bayesian additive models is the class of latent Gaussian
models (LGM). An LGM can be efficiently modelled using the INLA method-
ology implemented in the R-INLA package. This class comprises of well-known
models such as mixed models, temporal and spatial models. An LGM is defined
as a model having a specific hierarchical structure, as follows: The likelihood
is conditionally independent based on the likelihood parameters (hyperparam-
eters), θθθ and the linear predictors, ηi, such that the complete likelihood can
be expressed as

π(yyy|ηηη,θθθ) =

N∏
i=1

π(yi|ηi(XXX ), θθθ). (10)

The linear predictor is formulated as follows:

ηi = β0 + βββTXXXi + uuui(zzzi) + εi (11)

where βββ represent the linear fixed effects of the covariates X, εεε is the un-
structured random effects and γγγ represents the known weights of the unknown
non-linear functions uuu of the covariates zzz. The unknown non-linear functions,
also known as structured random effects, uuu include spatial effects, temporal ef-
fects, non-seperable spatio-temporal effects, frailties, subject or group-specific
intercepts and slopes etc. This class of models include most models used in
practice since time series models, spline models and spatial models, amongst
others, are all included within this class. The main assumption is that the
data, YYY is conditionally independent given the partially observed latent field,
XXX and some hyperparameters θθθ1. The latent field XXX is formed from the struc-
tured predictor as (βββ,uuu,ηηη) which forms a Gaussian Markov random field with
sparse precision matrix QQQ(θθθ2), i.e. XXX ∼ N(000,QQQ−1(θθθ2)). A prior, πππ(θθθ) can then
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be formulated for the set of hyperparameters θθθ = (θθθ1, θθθ2). The joint posterior
distribution is then given by:

πππ(XXX , θθθ) ∝ πππ(θθθ)πππ(XXX|θθθ)
∏
i

π(Yi|XXX , θθθ) (12)

The goal is to approximate the joint posterior density (12) and subsequently
compute the marginal posterior densities, πππ(Xi|YYY ), i = 1...n and πππ(θθθ|YYY ).

5.2 Integrated Nested Laplace Approximations

The INLA methodology introduced by [20] and implemented in the R-INLA
package is a major contribution to achieving efficient Bayesian inference. INLA
uses a unique combination of Laplace Approximations and conditional distri-
butions to approximate the joint posterior density as well as the marginals
of the latent field as well as the hyperparameters. The authors maintain the
package and continues to develop and incorporate new methodology, which
are then implemented for others to use. For the sake of brevity, INLA can be
summarised in the following three steps:

1. Approximate

π(θ|YYY ) =
π(XXX , θ|YYY )

π(XXX|θ,YYY )
≈ π(θ)π(XXX|θ)π(YYY |XXX , θ)

π̃(XXX|θ,YYY )
|X=X∗(θ),

where the Laplace approximation is used to approximate the denominator
at the mode X ∗(θ) of the latent field for a given configuration of θ.

2. Approximate

π(Xj |θθθ,YYY ) ∝ π(XXX , θ|YYY )

π(XXX−j |Xj , θ,YYY )
,

using a Gaussian approximation (option 1), or in a similar way as men-
tioned in step 1 (option 2) or by expanding the numerator and denominator
up to a third order Taylor series expansion and then applying a Laplace
approximation (option 3).

3. Use numerical integration to approximate

π(Xj |YYY ) ≈
H∑
h=1

π̃(Xj |θ∗h,YYY )π̃(θ∗h|YYY )∆h,

from steps 1 and 2. The integration points {θ∗1 , ..., θ∗H} are selected from a
rotation using polar coordinates and based on the density at these points.

INLA is very accurate and computationally efficient as showed in [20]. The R-
INLA package can fit statistical models that are LGMs which include, spatial,
temporal, spline, generalized linear, zero-inflated models and many more.
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5.3 Joint models as latent Gaussian models

In this section, we will briefly show that the (partially linear) joint model
is indeed an LGM as defined in Section 5.1 so that INLA can be used for
the Bayesian inference thereof. The likelihood for the survival submodel from
Section 3.2 is

πS(sss|ZZZ,γγγ) =

N∏
l=1

πl(s|ZZZ,γγγ) =

N∏
l=1

fl(s)
c[1− Fl(s)]1−c

where fl(s) = hl(s) exp
(
−
∫ s
0
hl(u)du

)
from (4). The likelihood for the longi-

tudinal biomarker from Section 3.1 is

πL(yyy|XXX,βββ) =

NL∏
i=1

g(yi).

The associated linear predictors are

ηS = γγγTZZZ + f(wl, vls)

ηL = α(t) + βββTXXX + u(t). (13)

Consider the hyperparameters θθθ = {θθθL, θθθS , τα, ννν,QQQu, ρ}, then the latent field
XXX = (ηηηL, ηηηS ,βββ,γγγ,vvv,www,ααα) conditioned on θθθ has a Gaussian distribution with
precision matrix QQQ(θθθ). Note that each longitudinal observation is connected
to the latent field through the linear predictor ηL in (2) and each survival
time through the linear predictor ηS in (4). From this construction of the la-
tent field, the observations ({yijk}, {sl, cl}) have a complete likelihood that
depends on XXX only through one of the linear predictors, ({ηηηL}, {ηηηS}). Finally
the hyperparameters θθθ are assigned a prior distribution π(θθθ). Hence, the par-
tially linear joint model as presented here, is an LGM and we can thus use the
INLA methodology for efficient Bayesian inference. A simple example using
a simulated dataset with a non-linear longitudinal trend is available in Ap-
pendix 9.1 for illustration purposes. Next we apply our proposal to data from
a PSA study where informative drop-out introduces bias in the longitudinal
trajectory estimation.

6 Illustrative example: PSA study

In prostate cancer studies, Prostate-specific Antigen (PSA) has been identi-
fied as a biomarker for the status of prostate cancer. High levels of PSA are
indicative of increased risk of prostate cancer or recurrence. Radiation therapy
is a common course of treatment often prescribed for patients with prostate
cancer. If successful, the PSA levels are expected to drop and remain at a
low level. On the contrary, PSA levels will drop initially and then rise again
[30]. Hence, it is desirable to develop a flexible model to capture this nonlinear
temporal trend of PSA levels per patient. A challenge is that the follow-up of
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PSA is stopped when salvage hormone therapy is initiated, which is known to
change the PSA level or when prostate cancer recurred, resulting in possibly
informative drop-out. If this informative drop-out is unaccounted for, it can
lead to considerable bias in the PSA trajectory estimation. The objective of
this analysis is thus, to identify the trajectory of post-radiation PSA change,
while correctly accounting for the informative drop-out. More details about
the clinical impact of such a study can be found in [17].

6.1 Partially linear joint model

In [11] a partially linear joint model is proposed utilizing a spline component
to capture the non-linear trajectory. They developed a procedure using BIC
for the knot selection needed to fit this spline. In [12] Bayesian P-splines is
used to produce the non-linear trajectory. In this paper, however, we use the
Bayesian smoothing spline model as presented in Section 4 to capture the
non/semi-linear trajectory of PSA levels using INLA. This approach facilitates
a computationally efficient and user-friendly implementation of these types of
models, and is stable with regards to the knot set. This approach produces
reproducible and reliable results. The joint model under consideration in this
application from (2) and (4), is in the form:

log(PSA)(t) = ηL + ε(t)

h(s) = h0(s) exp(ηS)

where ε ∼ N(0, σ2
ε ). We assume a Weibull baseline hazard function, hence

h0(s) = κsκ−1 which is non-constant over time. The exponential baseline
hazard function with constant hazard can be achieved as a special case when
κ = 1. In [11] the functional form f(w, vs) = ν(w+vs) as in (14) is used, which
is the most commonly used form of linear shared effects in joint models. This
form has now been included in the R-INLA package using the model ”intslope”.
To facilitate a more general structure, we also consider f(w, vs) = ν1w+ν2(vs)
as in (15), hence the linear predictors are formulated as:

ηL = α(t) + β log(PSAbase) + w + vt

ηS1 (s) = γ log(PSAbase) + ν(w + vs) (14)

and

ηL = α(t) + βlog(PSAbase) + w + vt

ηS2 (s) = γlog(PSAbase) + ν1w + ν2(vs) (15)

where [
w
v

]
∼ N

([
0
0

]
,

[
σ2
w ρσwσv

ρσwσv σ2
v

])
and α(t) is a second order random walk model as described in Section 4.
Within the INLA framework, the number of groups for the local spline should
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be specified. This number should have minimal influence on the estimated
result due to the construction presented in Section 4. On the contrary, it is
well-known that the number of knots greatly influence the estimated spline
using more traditional methods as in [11]. This conjecture is further discussed
in the presentation of the results for the dataset under discussion.

6.2 Bayesian inference

The linear predictors under consideration (13) contains various components of
the latent field and also some hyperparameters. The prior for the latent field
is assumed to be multivariate Gaussian. The regression coefficients for the
fixed affects are assigned vague independent Gaussian priors. Following [23],
we assign penalized complexity priors for the hyperparameters in the model
as far as possible.

The random walk order two model α(t) in (9) has one hyperparameter, τ
which is assigned a penalized complexity prior with prior density

π(τα) = λατ
− 3

2
α exp(−λατ−

1
2 )

such that P ( 1√
τα
> 1) = 0.01, i.e. λα = ln(0.01), which is the Gumbel type 2

distribution. This specification implies that the precision should be less than
1 with probability 0.01. This results in a penalization prior for when the preci-

sion is small (i.e. variance is large). The bivariate random effect

[
w
v

]
assumes

a bivariate Gaussian prior with covariance matrix τ−1w,vRRR
−1,RRR ≥ 000 with a

penalized complexity prior for τw,v as the Gumbel type 2 distribution with
parameter ln(0.01), as well.

The motivation for employing penalized complexity priors for the precision
hyperparameters are founded in the fact that the usual priors for the variance
components, i.e. independent inverse-gamma priors as in [10] and the bamlss
package, overfits and cannot contract to the simpler model in which the re-
spective model component has trivial variance (see [23] for more detail). This
is especially important in the case of joint models since the effect of overfitting
is exacerbated by the influence of the shared random effect on all the linear
predictors.

6.3 Results

The two aforementioned models (14) and (15) were both fitted using R-INLA
(for more details see the Appendix) and (14) was also fitted using jplm for
comparison purposes. We also used bamlss to fit a joint model with the entire
longitudinal predictor shared to the survival linear predictor. In the bamlss
package the association structure has to be a linear or non-linear function of
the the entire longitudinal predictor and the response variable is assumed to
be Gaussian.
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6.3.1 Estimated partially linear joint model

Firstly, the estimated post-treatment PSA trajectories are presented in Figure
2. It is apparent that the number of knots influences the shape of the estimated
trajectory to a large extent using jplm and subsequently other spline compo-
nents. For a low number of knots, the estimated trajectory is strictly convex
but as the number of knots increase, the trajectory contains concave and con-
vex parts. This challenge is not present in the trajectories estimated using
R-INLA or bamlss. Even for differing number of groups and knot placement,
the shape of the estimated trajectory is preserved. It is clear from Figure 2
that the trajectories estimated from R-INLA and bamlss are supported by the
data to a larger extent than some of the trajectories estimated from jplm. This
behaviour of the spline in jplm is inherent in the formulation and construc-
tion of the spline model as a combination of basis functions with associated
random weights, as opposed to the formulation as presented in Section 4 and
implemented in R-INLA or the Byesian P-splines used in bamlss.

Secondly, the resulting estimated joint models are presented. The results are
summarized in Table 1. It is evident that R-INLA and jplm provide similar
results although the uncertainty from using R-INLA is higher. This is an ex-
pected result from a Bayesian viewpoint. As seen in Figure 2, all procedures
capture the longitudinal trajectory to some extent but bamlss idoe snot fit the
exact same model as the other two. It is quite clear from Table 1 that the haz-

Parameter
P-Mode P-SD Estimate SE P-Mode P-SD
Joint model 1 - INLA Joint model 1 - jplm Joint model - bamlss

β 0.450 0.061 0.443 0.004 0.3857 0.052
γ 0.743 0.198 0.742 0.041 NA NA
σ2
ε 0.091 0.005 0.089 0.003 0.1267 0.003
σ2
α 0.226 0.143 NA NA 185.12 283.56
σ2
w 0.342 0.053 0.328 0.003 NA NA
σ2
v 0.216 0.054 0.181 0.002 NA NA
ρ −0.131 0.149 −0.172 0.025 NA NA
ν 0.921 0.137 1.122 0.121 NA NA
κ 0.806 0.092 NA NA NA NA

Average Time (s) 2.48 6.51 62.12

Table 1 Results for the PSA dataset using R-INLA and jplm for the specification in (14)
and bamlss for a similar joint model (entire linear predictor shared)

ard of informative dropout is correlated with the longitudinal PSA biomarker
since ν = 0.919 with 95% credible interval (0.645; 1.193). This result confirms
that the joint model approach is supported by the data and should be pre-
ferred to the separate models. The structure of the association term as in (14)
is quite restrictive but has been used extensively. We also investigate the pos-
sibility of changing the association structure to (15) and present the results in
Table 2.
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Fig. 2 Estimated non-linear post PSA trajectory using R-INLA and jplm for the specifica-
tion in (14) and bamlss for a similar joint model (entire linear predictor shared) for different
amounts of knots/bins

Parameter
Posterior Mode Posterior SD

Joint model 2 - INLA
β 0.389 0.098
γ 0.698 0.193
σ2
ε 0.125 0.007
σ2
α 0.166 0.105
σ2
w 0.201 0.032
σ2
v 0.365 0.203
ρ −0.431 0.257
ν1 1.025 0.270
ν2 0.562 0.308
κ 0.817 0.093

Table 2 Results for the PSA dataset using R-INLA for the specification in (15)
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In comparison, the results between models 1 and 2 are very similar for the
fixed effects and variance hyperparameters. The interesting difference between
the two models as presented in Tables 1 and 2, is that the values of ν1 and ν2
are quite different from each other, and from ν in Table 1. This implies that
the structure of the shared effect presented in (14) is not supported by the
data in this example and the more flexible model as in (15) should rather be
used. The model in (15) is not available in most of the packages mentioned
throughout the paper, but is feasibly implemented in the R-INLA package.

6.3.2 Patient-specific results

In Figure 3, we present some of the longitudinal trajectories and survival
curves (or in the context of this application, the non-dropout probabilities)
for individual patients based on (15). The vertical line indicates the time at
which the dropout (solid) or censoring (dashed) occurred. The stepwise curve
is the Kaplan-Meier estimate of the survival curve for all patients, the solid
curve indicates the estimated mean survival curve from our model and the
dashed curve is the patient-specific survival curve.

The association between the PSA biomarker and the risk of dropout is evident
from Figure 3. Patients with the distinctive decrease-increase behaviour are at
higher risk of dropout (lower survival function) and most eventually dropped
out as indicated by the solid vertical line. We have included two patients (8
and 15) whose dropout times are censored but based on their PSA biomarker
levels, their survival functions are higher that the mean survival and they
would thus be considered for non-dropout. On the contrary, patients 37 and
38 display the typical decrease-increase behaviour and their survival functions
indicate the higher probability of dropout. The patient specific results can be
used for dynamic predictions to identify those patients who are most at risk
of dropout, amongst other things. The appropriateness of our proposed model
is clear from the detailed discussion of this specific example. The method can
be applied to various other datasets usually used in joint model analysis using
the R-INLA package.

7 Application

In this section we apply our method, assuming a non-Gaussian longitudinal
model and a non-linear effect if time, to the well-known Mayo Clinic Primary
Biliary Cirrhosis data (PBC) from the JMbayes package. In this study, 312
patients with Primary Biliary Cirrhosis, a rare autoimmune disease, formed
part of a placebo controlled trial with a ten-year follow-up period. They
were assigned to one of two treatment groups where they either receive D-
penicillamine or a placebo. We also compare our results with that of bamlss
available in [12], and the use of JMbayes. We did not replicate the results using
bamlss since the computational time for this example is 3+ hours. The com-
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putational time with R-INLA (Skew-normal joint model) is 48 seconds and
with JMbayes (Gaussian joint model) is 152 seconds.

7.1 Partially linear joint model

The time to event process is survival and the biomarker is the logarithm of the
bilirubin level. Based on previous studies, age at registration, sex (male and
female) and drug type (placebo and D-penicillamine) are used as covariates
for the linear predictor. A non-linear effect of time is included in the linear
predictor of the longitudinal mean and a Weibull baseline hazard is assumed
for the survival process. The histogram of the log serm bilirubin levels are
presented in Figure 4, together with a fitted Gaussian curve. It is clear that
the Gaussian assumption does not hold. The methodology in bamlss, JMbayes
and jplm all assume a Gaussian distribution for the longitudinal data. However,
we assume a skew-normal longitudinal distribution to account for the skewness
of the response. The joint model in this application is thus:

log(serum bilirubin)(t) = α(t) + β1Age + β2Sex + β3Drug + w + vt+ ε(t)

h(s) = h0(s) exp(γ1Age + γ2Sex + γ3Drug + ν1w + ν2(vs))

(16)

where ε ∼ SN(0, σ2
ε , ξ) i.e. a skew-normal density with zero mean, variance

σ2
ε and skewness ξ, α(t) is a second order random walk model as described in

Section 4 and [
w
v

]
∼ N

([
0
0

]
,

[
σ2
w ρσwσv

ρσwσv σ2
v

])
.

We assume a Weibull baseline hazard function, hence h0(s) = κsκ−1 which is
non-constant over time.

By using R-INLA and the methodology proposed in this paper we can assume
a skew-normal distribtuion for the longitudinal data with trivial changes to
the code used.

7.2 Bayesian inference

Again as in Section 6.2, all latent elements of the latent field are assigned
Gaussian priors and penalizing complexity priors are assigned to the hy-
perparameters where possible. The skewness of the skew-normal likelihood,
ξ ∈ (−0.99527; 0.99527), is a hyperparameter that we did not have in Section
6. For this parameter we use the newly derived penalizing complexity prior of
[27].
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7.3 Results

We present the fitted values of JMbayes with the Gaussian assumption, and
R-INLA with the skew-normal assumption in Figure 5. It is evident the skew-
normal assumption is supported by the data as opposed to the Gaussian as-
sumption, and in this case, none of the methodologies mentioned here can be
used except the work of this paper as implemented in R-INLA.

The model estimates are given in Table 3. From Table 3 we can see that

Parameter
Posterior Mode Posterior SD

Joint model - INLA
β1 −0.008 0.002
β2 −0.254 0.059
β3 0.123 0.037
γ1 0.002 0.005
γ2 −1.397 0.136
γ3 −0.411 0.159
σ2
ε 0.312 0.009
ξ 0.987 0.002
σ2
α 0.0082 0.012
σ2
w 0.831 0.005
σ2
v 0.452 0.009
ρ 0.057 0.001
ν1 1.468 0.003
ν2 −0.044 0.002
κ 1.035 0.006

Table 3 Results for the PBC dataset using R-INLA for the specification in (16)

sex and the drug has a significant effect on both submodels, while age has
a signifiacnt effect on the longitudinal submodel. Also, the skewness for the
longitudinal distribution is estimated as ξ̂ = 0.987, which shows the clear need
for the skew-normal and the inadequacy of the Gaussian assumption. It is also
clear that the longitudinal and survival submodels are correlated through the
estimates ν̂1 = 1.468 and ν̂2 = −0.044.

8 Discussion

Joint models is one of the most common approaches used to analyze clinical
time to event data. Consequently, various extensions and generalizations have
been developed, each with its own implementation structure. There are various
R packages available as mentioned, from both frequentist and Bayesian view-
points. In this paper, however, we showed that any joint model with a Gaussian
association structure, is indeed a latent Gaussian model and all tools for LGMs
can thus be applied in the context of these joint models. One of the most es-
tablished and popular tools for LGMs, is the INLA framework embedded in
the R-INLA package. This affords the use of complicated joint models with
relative ease, even as the models evolve in complexity. Model based evaluation
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of the assumptions, like the assumed association structure or non-linearity, is
done with little effort within the R-INLA framework since a multitude of joint
model structures can be facilitated in this framework.

As an example, we focus on a partially linear joint model with a spline com-
ponent to accommodate for non-linear longitudinal trajectories, instead of the
usual splines approach with a set of basis functions and corresponding regres-
sion coefficients. From a Bayesian perspective, priors are usually assumed for
the regression coefficients of the spline in the usual setting. We proposed an
alternative approach, that assumes priors for the spline itself. This results in
a spline component where the user is relieved of the burden of knot selection.
Subsequently, we assumed penalized complexity priors to achieve shrinkage in
the joint model. The applicability of this proposal was illustrated using data
from a prostate cancer study using PSA levels and time to dropout.

We also applied our general method in terms of a skew-normal joint model
to the PBC data, for which it is clear that the Gaussian joint model, that is
mostly implemented in packages for joint models, have no support from the
data. In this application we also used a non-linear effect of time, so that we
have a skew-normal partially linear joint model. Since we showed that most
joint models are LGMs, we can easily fit this model using R-INLA, with little
computation time. Even though we restricted ourselves to the details of the
partially linear joint models, the potential for the application and feasible im-
plementation of other types of joint models is evident,from the analysis of the
PBC dataset.

Ultimately, the methodology presented here forms the foundation for the appli-
cation of joint models with complexities, such as spatial joint models, multiple
endpoint modelling and non-Gaussian longitudinal models (as in the Appli-
cation), which are not readily available for practical use in other R packages.
The proposed approach is useful and wieldy for practitioners and statisticians
alike, using the R-INLA package for efficient implementation.

9 Appendix

9.1 Computational considerations for joint models in using INLA

The likelihood of a joint model b asically consists of two types of likelihoods
and this can be facilitated in the INLA framework. It is essential to construct
the response matrix and the covariate matrices correctly for the estimation
procedure. For the purpose of this paper, we will present only the case where
the joint model consists of longitudinal and survival submodels. This can be
extended to include more marginal submodels in the case of multiple endpoint
modeling.



20 Janet van Niekerk et al.

Within the context of this paper, consider the following structured predictors
of the longitudinal and survival submodels, respectively:

ηLijk = α(tijk) + βββTXXXijk + wij + vijtijk

ηSl (s) = γγγTZZZl + f(wl, vls) (17)

Consider the case where the data consists of Ni, i = 1, ..., N observations for
each of the N individuals, so that in total there are NL longitudinal obser-
vations and correspondingly NS = N event times and censoring indicators
(si, ci), i = 1, ..., N . The data is then composed as a list in which each vari-
able consists of NL +NS elements. To achieve this, we include zeros for fixed
effects if the covariate is not included in that specific submodel and NA’s for
the random effects. In the case of (17), the new response is defined as a list of
the yijk and (si, ci). The fixed effect covariates are constructed as (XXX,0001,...,NS )
and (0001,...,NL ,ZZZ) while the random effects are constructed as (ααα,NANANA1,...,NS ).

The main contribution in this area is the estimation of ααα. Most of the com-
monly used approaches to estimate the non-linear trend invloves the use of
knots. This method was also used in [11]. In this paper we propose the use
of a time-continuous spline model manifested as a second-order random walk
presented in Section 4.

9.2 Example: Simulated joint model

In this example we simulated data from the following scenario:

ηL(t) = f(t) + vi

ηS = 0.01Age+ 0.5vi

where vi ∼ N(0, σ2
v) are the subject-specific random effects that are shared

in this joint model, Age is a linear covariate and f(t) is a non-linear mean
longitudinal trajectory. The aim of this example is to illustrate the practical
method to fit a joint model in R-INLA and compare the estimated trajectories
from R-INLA and jplm with the true underlying mean trajectory f(t).
We investigated two scenario’s with different forms of f(t). For each scenario
we present a graphical presentation of the estimated trajectories based on
different simulated samples from the same underlying process.

– In Figure 6 four samples and their results from f(t) = t2 are illustrated.
– In Figure 7 two samples and their results from f(t) = t−0.25 are illustrated.

It is clear from Figures 6 and 7 that the random walk two model captures the
true underlying longitudinal trajectory in the joint model much better than
the spline approach proposed and embedded in the jplm function.

The R code is available at http://www.r-inla.org/examples/case-studies/
van-niekerk-bakka-and-rue-2019.

http://www.r-inla.org/examples/case-studies/van-niekerk-bakka-and-rue-2019
http://www.r-inla.org/examples/case-studies/van-niekerk-bakka-and-rue-2019
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9.3 Computational framework information

The R code used to obtain the results as presented in Sections 6 and 7 is avail-
able at http://www.r-inla.org/examples/case-studies/van-niekerk-bakka-and-rue-2019.
The computational time needed was for an Apple Macbook Pro i5 3.1GHz with
16GB 2133 MHz LPDDR3.
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Fig. 3 Post PSA trajectories and Survival functions for specific patients
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Fig. 4 Histogram and fitted Gaussian curve of log(serum bilirubin)
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Fig. 5 Histogram and fitted models from JMbayes (dashed) and R-INLA (solid)

Fig. 6 Estimated and true trajectories with the simulated data for f(t) = t2
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Fig. 7 Estimated and true trajectories with the simulated data for f(t) = t−0.25
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