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ABSTRACT

We address the problem of spatio-temporal action localization in videos in this paper. Current
state-of-the-art methods for this challenging task rely on an object detector to localize actors at
frame-level firstly, and then link or track the detections across time. Most of these methods commonly
pay more attention to leveraging the temporal context of videos for action detection while ignoring the
importance of the object detector itself. In this paper, we prove the importance of the object detector
in the pipeline of action localization, and propose a strong object detector for better action localization
in videos, which is based on the single shot multibox detector (SSD) framework. Different from SSD,
we introduce an anchor refine branch at the end of the backbone network to refine the input anchors,
and add a batch normalization layer before concatenating the intermediate feature maps at frame-level
and after stacking feature maps at clip-level. The proposed strong detector have two contributions: (1)
reducing the phenomenon of missing target objects at frame-level; (2) generating deformable anchor
cuboids for modeling temporal dynamic actions. Extensive experiments on UCF-Sports, J-HMDB
and UCF-101 validate our claims, and we outperform the previous state-of-the-art methods by a large
margin in terms of frame-mAP and video-mAP, especially at a higher overlap threshold.
Keywords: Frame-level object detection, deformable anchor cuboid, action localization.

c© 2019 Elsevier Ltd. All rights reserved.

1. Introduction

Action localization in videos is one of the most challenging
problems in video understanding (Zhang and Ma, 2014; Chen
et al., 2017; Khelifi and Bouridane, 2017; Ma et al., 2017; Her-
glotz et al., 2017; Yuan et al., 2017; Shiau et al., 2017; Afonso
et al., 2019), which aims to classify the category of actions
and localize actions in both time and space. In other words,
given a video, we should not only recognize the category of
actions (Peng et al., 2018; Zhao and Peng, 2017) but also lo-
calize the start time and end time of actions and further detect
the corresponding bounding-boxes of subjects (actors). It has
been widely studied in the past few decades due to various high-
level real-world applications, like video surveillance (Giancola
et al., 2018; Oh et al., 2011; Hu et al., 2004) and video caption-
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ing (Yao et al., 2015; Venugopalan et al., 2015), which are much
more challenging due to the significant variations in occlusion,
viewpoint, background, quick motion, and quality of video
data. The solutions to this challenging task have developed
from traditional handcrafted feature based approaches (Laptev
and Pérez, 2007; Tian et al., 2013; Yuan et al., 2009) to deep
learning based methods (Gkioxari and Malik, 2015; Li et al.,
2018; Kalogeiton et al., 2017; Alwassel et al., 2018; Caba Heil-
bron et al., 2018), and significant progress has been made re-
cently (Peng and Schmid, 2016; Saha et al., 2016; Wang et al.,
2016; Yang et al., 2017) with the success of deep convolutional
neural networks (DCNNs) (He et al., 2016; Krizhevsky et al.,
2012; Szegedy et al., 2015).

Object detection is a fundamental problem and it is the ba-
sic technology of some advanced tasks, like video Caption-
ing (Zhang and Peng, 2019b,a), action detection (Li et al.,
2018). In addition to the general object detection methods
based on RGB images, there are also some methods (Jian et al.,
2014, 2018a,b) based on saliency detection to highlight and
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separate salient objects from complex background. Inspired
by the advancement of object detection methods (Ren et al.,
2017; He et al., 2017; Liu et al., 2016), most of state-of-the-
art action localization methods (Saha et al., 2016; Weinza-
epfel et al., 2015; Singh et al.; Hou et al., 2017; Kalogeiton
et al., 2017) employ object detectors to detect human actions in
videos. More concretely, these methods first detect proposals at
frame-level (Peng and Schmid, 2016) or clip-level (Hou et al.,
2017), and then link or track the fragmentary detections (sub-
jects/actors) over time to generate spatio-temporal tubes. Al-
though superior performance has been achieved, such methods
pay more attention to exploring the temporal relations across
frames or clips and just employ an off-the-shelf object detector
to localize actors in videos, ignoring the importance of the ob-
ject detector itself. As for the methods of detecting subjects at
frame-level, a weaker object detector may result in missing tar-
get objects in some frames when scenarios are complex (e.g. in
occlusion, under quick motion, with complicated background,
etc. ), which will cut off a tube in the link procedure and even
lead to a failed action detection. In terms of the methods of
detecting actors at clip-level, an unsuitable detector is not able
to regress the prior defined anchors since they usually use rigid
3D action cuboid proposals (i.e. the bounding-boxes in a clip
is fixed even though the spatial positions and scales of actors
might vary significantly along time) to recognize actions, which
failed to model the flexibility of actions.

To address the aforementioned issue, in this paper, we learn
a strong detector for action spatio-temporal action detection
in videos. Our baseline detector is based on SSD framework
in (Kalogeiton et al., 2017). Different from the baseline de-
tector, we concatenate some intermediate convolutional layers
(i.e. conv4 3, conv5 2 and f c7 layers in our implementation)
as original SSD detector (Liu et al., 2016) for detecting the ob-
jects with different scales. More importantly, we add a nor-
malization layer (Ioffe and Szegedy, 2015) before concatenat-
ing feature maps of intermediate convolutional layers at frame-
level, and also add a normalization layer after stacking feature
maps of each frame in an input sequence (i.e. concatenating fea-
ture maps at clip-level) for reducing internal covariate shift of
the designed network, as shown in Figure 1. Meanwhile, the
introduced normalization layers allow us to use much higher
learning rates and to be less careful about initialization to train
the action detection network. Moreover, we introduce an an-
chor refine branch at the backbone network of the detector to
refine prior defined anchors with different scales and aspect
ratios. The added anchor refine branch can generate accurate
bounding-boxes for actors at each frame in videos. For an input
clip, the per-frame accurate bounding-boxes across the input se-
quence can be regarded as a deformable region tube proposal,
instead of the rigid 3D action cuboid proposals as in (Kalo-
geiton et al., 2017). Based on the deformable region tube pro-
posals, we can model the flexibility of actions. Finally, a tube
localization network is followed to perform action classification
and location regression.

Our experiments demonstrate that the proposed strong detec-
tor has two main advantages: (1) it can greatly reduce the phe-
nomenon of missing target objects at frame-level; (2) it can gen-

erate deformable region tube proposals for modeling temporal
dynamics of actions in videos. Our proposed method achieves
state-of-the-art frame-mAP and video-mAP performance on
UCF-Sports (Rodriguez et al., 2008), J-HMDB (Jhuang et al.,
2013) and UCF-101 (Soomro et al., 2012) benchmarks, in par-
ticular at a higher overlap threshold.

To sum up, we make the following three main contributions
in this paper: (1) A strong object detector is proposed to per-
form robust actor detection at frame-level. Meanwhile, a stabi-
lized action localization network is designed for easier training.
(2) We introduce an anchor refine branch at the end of the actor
detection backbone network to generate deformable region tube
proposals, which is flexible for modeling actions in real-word
scenarios . (3) Finally, extensive experiments on widely used
UCF-Sports, J-HMDB and UCF-101 datasets demonstrate that
the object detector is very important in the pipeline of action
localization, and our proposed method outperforms previous
state-of-the-art action localization methods by a large margin.

The rest of this paper is organized as follows. We review the
related works about action localization in Section 2. In Section
3, we provide the detailed information of the strong object de-
tector and the stabilized action localization network. In Section
4, extensive experiments on widely used spatio-temporal action
localization benchmarks are conducted to verify the effective-
ness of the proposed method. Finally, we conclude the paper
and provide the further work in Section 5.

2. Related Work

Since lots of methods for action localization are inspired by
the methodologies of object detection in 2D images, we first
review the related works about object detection, and then intro-
duce the related works for action spatio-temporal localization.

Object detection. Object detection aims to localize the spa-
tial location of each instance and classify the category of each
target object in 2D images, and it has been widely studied in
the past few decades and huge improvement has been achieved
with the advent of DCNNs (He et al., 2016; Krizhevsky et al.,
2012; Szegedy et al., 2015; Zhang et al., 2018a,b; Bai et al.,
2018b; Zhang et al., 2019a,b) when compared with traditional
methods (Felzenszwalb et al., 2010; Fidler et al., 2013; Wang
et al., 2013; Zhang et al., 2017). R-CNN (Girshick et al.,
2014) first casts the task of object detection as a region clas-
sification problem, and it can be viewed as a milestone of ob-
ject detection. Then, Fast-RCNN (Girshick, 2015) is intro-
duced to improve the efficiency by sharing the computation
cost of the proposal generation and classification processes. By
training the proposal generation branch and detection branches
(i.e. classification and regression) in an end-to-end manner,
Faster-RCNN (Ren et al., 2017) achieves a satisfactory result
in both performance and efficiency. Over time, some RCNN-
based follow-up works (Dai et al., 2016; Singh et al., 2017;
He et al., 2017; Lin et al., 2017) are proposed to boost the de-
tection performance. In order to speed up the detection effi-
ciency, some one-stage object detectors are proposed, such as
YOLO (Redmon et al., 2016), SSD (Liu et al., 2016) and some
subsequent methods (Fu et al., 2017; Li and Zhou, 2017; Zheng
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et al., 2018; Redmon and Farhadi, 2017, 2018), which directly
classify image regions or anchors into specific categories and
regress bounding-boxes in a dense manner without a step of
generating proposals.

Another direction for object detection is based on saliency
detection. For instance, (Jian et al., 2014) proposes a visual-
attention-aware model for the task of salient-object detection.
(Jian et al., 2018b) integrates the holistic center-directional map
with the principal local color contrast map to build a computa-
tional model for saliency detection.

In this paper, we adopt the SSD framework with high effi-
ciency to design our frame-level detector for action localization.
However, compare to the general object detector in (Kalogeiton
et al., 2017), we learn a strong detector by introducing the skip
connection and adding some batch normalization layers in the
designed deep architecture. Moreover, we reinforce the object
detector in the pipeline of action localization by introducing an
anchor refine branch for generating deformable region tube pro-
posals to model flexible actions in videos. Meanwhile, different
from the saliency detection methods (Jian et al., 2014, 2018a,b),
we make use of two-stream data (i.e. RGB frames and optical
flow) to perform frame-level object detection.

Action localization. Initial methods treat spatio-temporal
action localization as a proposal classification problem (Es-
corcia et al., 2016), and they first generate hundreds of ac-
tion proposals for each video and then perform classification
based these action proposals. Currently, most of approaches
rely on object detectors to detect actors at frame-level or clip-
level, and then link detections to form action tubes. Here,
we will go through these two directions (i.e. link detection at
frame-level, and link detection at clip-level). In the methods of
linking detections at frame-level, (Gkioxari and Malik, 2015)
generates region proposals by selective search (Uijlings et al.,
2013), and then links the proposals across frame to form ac-
tion tubes. (Weinzaepfel et al., 2015) proposes a tracking-by-
detection method to track proposals for action detection. (Saha
et al., 2016) introduces a two-pass dynamic linking approach
to construct spatio-temporal action tubes based on the appear-
ance and motion detection boxes. (Peng and Schmid, 2016) ex-
tracts proposals from a two-stream network and then classifies
and regresses them with fused features. (Singh et al.) proposes
an online linking algorithm, and a real-time action localization
method using SSD is introduced. To further model the tempo-
ral information, some action localization methods are proposed
by linking detections at clip-level. For instance, (Kalogeiton
et al., 2017) inputs a sequence of frames and outputs some an-
chors cuboids, which are further classified and regressed for the
purpose of action detection. (Hou et al., 2017) first extends 2D
Region-of-Interest pooling to 3D Tube-of-Interest (ToI) pool-
ing, and then performs action detection with 3D convolution.
For incorporating temporal contextual information, (Li et al.,
2018) proposes a recurrent tubelet proposal and recognition
(RTPR) networks for the task of action detection in videos.

In this paper, we follow the method in (Kalogeiton et al.,
2017) to localize actions. However, thanks to the proposed
strong detector, we can reducing the phenomenon of missing
target objects, and can generate deformable region tube propos-

als for more accurate action localization instead of the fixed 3D
action cuboid proposals as in (Kalogeiton et al., 2017).

3. Proposed method

In this section, we present a strong detector for spatio-
temporal action localization in videos. An overview of our
pipeline is shown in Figure 1. To detect actors in videos at dif-
ferent scales, we concatenate some intermediate convolutional
feature maps. In order to make the network training process
easier and more stable, we introduce some normalization layers
nearby the concatenation operation. More importantly, we add
an anchor refine branch at the end of detection backbone net-
work for generating deformable actor-based proposals, which
can not only capture actors in a flexible manner but also can
encode the spatio-temporal information. Finally, some action
detection layers behind the detection network are designed to
further classify and regress the candidate tube proposals, which
can be trained with object detection network in an end-to-end
way in our implementation.

Anchor refine branch. Some SSD-based action detection
methods directly classify the prior defined anchors and regress
the location of actions. For example, (Kalogeiton et al., 2017)
first generates some fixed anchor cuboids based on the frame-
level anchors with different prior defined scales and aspect ra-
tios, which may result in a failed detection when facing some
quick motions. To address this problem, we add an anchor re-
fine branch (ARB) at end of the detection backbone network,
as shown in Figure 1 (a). ARB is designed to refine the im-
puted frame-level anchors, and it can predict an approximate
location for each actor in videos. For each frame in a video
clip, ARB outputs a set of region proposals with a confidence
score to represent how likely it belongs to an actor. Follow-
ing a dynamic programming algorithm in (Li et al., 2018), we
generate deformable action cuboids by linking these generated
regions. The generated deformable anchor cuboids, as shown
in Figure 1 (b), can model the flexibility of actions when the
spatial positions and scales of actors vary significantly along
time. All convolutional layers except the last layer in the ARB
are shared with the detection backbone network, so it will not
increase so much computation cost. The detailed information
of ARB is the same as region proposal network (RPN) in (Ren
et al., 2017), and the loss function of ARB is defined as:

LossARB =
1

Ncls

∑
i

Lcls(pi, p∗i ) + λ
1

Nreg

∑
i

p∗i Lreg(ti, t∗i ), (1)

where i is the index of anchors in each frame, pi is the probabil-
ity of anchor i being an actor, and ground truth label p∗i equals 1
if the anchor is positive otherwise 1. ti is the parameterized co-
ordinates of predicted bounding-boxes, t∗i is the corresponding
regression targets. The classification loss Lcls is a log loss, and
the regression loss is smooth L1 loss. For more detailed infor-
mation about classification and regression losses, please refer
to (Ren et al., 2017).

Skip connections. Skip connections are widely used in the
task of object detection (Liu et al., 2016; Lin et al., 2017; Bai
et al., 2018a) in 2D images for detecting target objects with dif-
ferent scales, especially for some small sized objects. However,
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Fig. 1. Overview of our proposed method. For a sequence of frames (i.e. a clip), a VGG backbone network is used to extract feature maps, which are
stacked to predict categories and to refine the coordinates of anchor cuboids. An anchor refine branch (ARB) is introduced to generate deformable anchor
cuboids as in (b). To reduce the internal covariate shift in the network, we add some batch normalization (BN) layers before each concatenating operation
and classification & regression layers. cat b1 and cat b2 are two concat feature maps. (b) is the generated deformable anchor cuboid. (c) is the achieved
action tubelet in the videos. Best seen on the computer, in color and zoomed in.

this trick is usually overlooked in the areas of action detection
and action localization such as (Kalogeiton et al., 2017). To
detect those small target objects in videos, in this paper, we
concatenate the feature maps of conv4 3, which includes rich
high-resolution but semantically weak features, with conv5 3
and f c7 layer, called cat b1 in Figure 1. Meanwhile, in order
to detect subjects with different scales, we also concatenate the
feature maps of f c7 and conv6 2, termed as cat b2 in Figure 1.
The ablation study experiments in section 4 will show the ef-
fectiveness of introducing skip connection to the frame-level
detection network in the pipeline of the action localization.

Batch normalization layers. As shown in Figure 1, the pro-
posed action localization network is a deep architecture, which
includes nine convolutional layers, two fully connected lay-
ers, and some concatenated and stacked layers. Even though
stochastic gradient is simple and effective, it requires careful
tuning of the hyper-parameters of the designed network, espe-
cially for the learning rate used in optimizer, as well as the ini-
tial values for each layer. To overcome these issues, we add a
batch normalization layer after the intermediate convolutional
layers, which are concatenated to detect different sized objects
at frame-level. At the same time, we also add a batch normal-
ization layer before classification and regression layers. The
added batch normalization layers can greatly reduce internal
covariate shift of the network. More importantly, the batch nor-
malization layers allow us to use much higher learning rates and
be less careful about initialization to train the proposed action
localization network.

Action detection network. Our action detection network
takes cuboid proposal representations as input and then per-
forms action classification and spatio location regression. In
particular, two sibling layers are designed at the end of the de-

tection network to predict action classes and actor positions
respectively. The first layer outputs a probability set for each
cuboid proposal over C + 1 categories, i.e. p = (p0, p1, ..., pC)
where C denotes the number of action categories, while the sec-
ond sibling layer outputs the bounding-boxes offsets for the tth
cuboid proposal, i.e. δt = (δxt, δyt, δwt, δht).

Tubelets generation. We would like to note that we are not
focus on the linking algorithm, so we just use the frame link-
ing algorithm of (Li et al., 2018) to generate action tubelets.
Specifically, for each inputted K (K=6) frames, we extract only
the N (N = 10) highest scored tubelets for each class, which are
selected by a non-maximum suppression (NMS) processing at
a threshold 0.3.

Linking tubelets. Once achieving action tubelets, we follow
the link algorithm of (Kalogeiton et al., 2017) to build the final
spatio-temporal action tubes. Concretely, in the first frame of a
video, a link is started for each of the N tubelets. To extend a
link L, we select the tubelet candidate t that meets the following
three conditions: (1) t is not selected by other links, (2) t has the
highest score, and (3) the overlap between a link and a tubelet
verifies ov(L, t) > θ, θ = 0.2. A link will be stopped when these
conditions are not met for more than K-1 consecutive frames.

We claim that this post-processing link algorithm is not op-
timal, which may result in some failed results. May be a good
idea is to use a network to learn the interconnections of these
action tubelets and automatically generate action tubes for a
video, and we put this work in the future.

4. Experiments

In this section, we experimentally demonstrate the impor-
tance of the object detector in the pipeline of action localiza-
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Fig. 2. Examples of target objects detected by the baseline detector and our
proposed detector respectively. The solid yellow bounding-box denotes the
detections and the dotted red bounding-box represents the missing target
objects. Best seen on the computer, in color and zoomed in.

tion, and validate the effectiveness of our proposed method on
three public action detection benchmarks, i.e. UCF-Sports (Ro-
driguez et al., 2008), J-HMDB (Jhuang et al., 2013) and UCF-
101 (Soomro et al., 2012). First, we present the implementa-
tion details of the proposed method. Then, some ablation study
experiments are conducted to investigate the influence of each
component in our proposed method. Finally, we compare our
method with previous state-of-the-art methods.

4.1. Datasets and evaluation metrics

Dataset. UCF − S ports (Rodriguez et al., 2008) includes
150 videos from 10 sports categories. The videos are trimmed,
and we use the train/test split of (Rodriguez et al., 2008) to train
and evaluate our model. J − HMDB (Jhuang et al., 2013) in-
cludes 928 videos from 21 categories such as brush hair and
swing baseball. The videos are trimmed, and we use the stan-
dard splits to train our model and report average results over
three splits defined in (Jhuang et al., 2013). UCF−101 (Soomro
et al., 2012) includes 3207 videos from 24 sports categories, in
which spatio-temporal annotations are provided. The videos are
not trimmed, and we follow (Gkioxari and Malik, 2015; Peng
and Schmid, 2016; Saha et al., 2016) to use split 1 to train and
test our model.

Evaluation metrics. We adopt f rame − mAP and video −
mAP as our metrics to evaluate the trained model, which can
evaluate the quality of the detections independence of the link
algorithm. Specifically, a frame or an action tube is correct
when IoU with a ground-truth bound box or tube is larger than
a threshold (e.g. 0.5), at the same time, the action label is pre-
dicted correctly.

4.2. Implementation details

Following the standard implementation methods for action
localization (Peng and Schmid, 2016; Saha et al., 2016; Wein-
zaepfel et al., 2015), we adopt a two-stream (i.e. RGB and flow)
detector to localize actors in videos. An appearance detector
and a motion detector are trained respectively, which take a se-
quence of K RGB frames and K consecutive flow images as

inputs. We set K to 6 in our paper by cross-validation exper-
iments. We employ pre-trained VGG (Szegedy et al., 2015)
as our backbone network, and further add some extra con-
volutional layers for action classification and localization. In
ARB, we assign positive labels to anchors with an IoU larger
than 0.7 and consider other anchors as negatives, and other de-
tails are the same as RPN in (Ren et al., 2017). The learn-
ing rate is set to 0.001, and the maximum training iteration
is 40,000/120,000/600,000 for UCF-Sports/J-HMDB/UCF-101
dataset, respectively. All experiments are conducted on an
NVIDIA P100 GPU.

4.3. Ablation studies
To verify the importance of the object detector in the task

of action localization, we first compare our proposed method
with the baseline method (Kalogeiton et al., 2017), in which
a simplified SSD is employed as the object detector. Then,
we demonstrate the positive influence of anchor refine branch
(ARB) in the detection network by comparing the frame-mAP
performance with/without this branch. Finally, some ablation
study experiments are conducted to prove the effectiveness of
each component (i.e. skip connection and batch normalization)
in our proposed method by cumulatively adding each of them
to the baseline method. Unless otherwise stated, all the abla-
tion study experiments are conducted on UCF-Sports dataset
and the frame-mAP with 0.5 IoU threshold is reported.

Importance of the detector in the task of action localiza-
tion. We validate the importance of the detector in the task of
action localization by conducting an ablation experiment be-
tween our proposed method and a baseline method where a
weaker object detector is used to detect target subjects at frame-
level in videos. Table 1 (the 1st and 4th rows) indicates that
our proposed method improves the frame-mAP by 2.1% abso-
lutely. We thank the high-quality action tubelets predicted by
the proposed strong object detector for this huge improvement,
which confirms the positive influence of the strong object de-
tector in the pipeline of the action localization. Figure 2 shows
that our proposed method can indeed reduce the phenomenon
of missing target objects at frame-level when comparing with
the baseline detector.

Effectiveness of the anchor refine branch. To validate the
contribution of the introduced anchor refine branch, we conduct
an experiment by adding the anchor refine branch to the back-
bone network of the baseline method. From Table 1 (the 1st and
2nd rows), we can see that the frame-mAP improves by 1.0%
absolutely (i.e. from 87.7% to 88.7%). In particular, the per-
formance of some flexible actions such as kicking increases by
more than 10%. The reason is that the anchor refine branch can
generate deformable anchor cuboids, which can model those
hard actions for better classification and localization.

Effectiveness of the skip connections. To validate the ef-
fectiveness of the skip connection in our detection network, we
also conduct an ablation experiment by adding this trick to the
baseline method. From Table 1 (the 2nd and 3rd rows), we can
observe that the frame-mAP increases to 89.1% from 88.7%.
Upon closely inspecting the per-class performance, we find that
the performance of some classes increases dramatically. For ex-
ample, the frame-mAP performance of walk increases by more
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Table 1. Ablation study results (frame-mAP %) on the UCF-Sports dataset, where “BN” denotes the batch normalization layers.
Method ARB Skip Connection BN Diving Golf Kicking Lifting Riding Run SkateBoarding Swing1 Swing2 Walk mAP
Baseline 7 7 7 99.4 89.3 67.5 100.0 100.0 88.8 65.5 98.4 99.5 68.4 87.7

Ours
3 7 7 98.8 84.4 78.0 99.9 100.0 92.5 63.8 100.0 99.9 69.2 88.7
3 3 7 100.0 88.0 69.3 99.5 100.0 91.8 62.7 99.8 100.0 79.6 89.1
3 3 3 100.0 89.2 72.3 99.3 100.0 92.6 65.3 99.6 100.0 79.8 89.8

Table 2. Comparison of f rame − mAP to state-of-the-art methods when
the detection threshold equal 0.5 on UCF-Sports, J-HMDB and UCF-101
datasets respectively.

Methods UCF-Sports J-HMDB UCF-101
Gkioxari et. al (Gkioxari and Malik, 2015) 68.1 36.2 -
Weinzaepfel et. al (Weinzaepfel et al., 2015) 71.9 45.8 35.8
Peng et. al (Peng and Schmid, 2016) 82.3 56.9 64.8
Kalogeiton et. al (Kalogeiton et al., 2017) 87.7 65.7 67.1
Hou et. al (Hou et al., 2017) 86.7 61.3 -
Ours 89.8 68.2 69.0

than 10% absolutely, and the reason is that the scale of actors
in these classes varies significantly. Clearly, this validates the
claim that the skip connection operation can detect the target
subjects with different scales, which is common in real-world
scenarios.

Effectiveness of the batch normalization layers. We vali-
date the contribution of batch normalization layers by design-
ing a comparison experiment with/without them in the proposed
methods. Form Table 1 (the 3rd and 4th rows), we can see that
the frame-mAP improves by 0.7%, which demonstrates the ef-
fectiveness of the batch normalization layers. We would like to
stress that the performance of almost all classes has a slight im-
provement by adding batch normalization layers. As mentioned
above the reason is that the batch normalization layers can re-
duce internal covariate shift between each convolutional layer
and they can make network training procedure more stable. It
is essential to use batch normalization in the complex networks,
so we include it in our network for action localization.

4.4. Comparison with state-of-the-art methods

In this section, we compare our proposed method with some
previous state-of-the-art action localization methods (Gkioxari
and Malik, 2015; Weinzaepfel et al., 2015; Peng and Schmid,
2016; Saha et al., 2016; Singh et al.; Kalogeiton et al., 2017;
Hou et al., 2017; Zheng et al., 2018) on UCF-Sports, J-HMDB
and UCF-101 datasets, respectively.

Frame-mAP. Table 2 shows the comparison results in terms
of frame-mAP when the detection threshold equals 0.5 on these
three datasets. From Table 2, we can see that our method
achieves the best result when comparing with other methods.
Specifically, we achieve the highest frame-mAP performance
on the UCF-Sports, outperforming the second best method by
2.1% absolutely. Similarly, the performance of our method sur-
passes the previous state-of-the-art method by 2.5% and 1.9%
on J-HMDB and UCF-101 datasets respectively. The boosted
performance, especially on the untrimmed dataset UCF-101,
validates the effectiveness of the proposed method for action
localization, as well as highlights the importance of the object
detector in the pipeline of action localization.

Video-mAP. Table 3 reports video-mAP performance of our
method and some previous state-of-the-art methods at different

Table 3. Comparison of video−mAP to state-of-the-art methods at different
detection threshold (i.e. 0.5 and 0.75) on UCF-Sports, J-HMDB and UCF-
101 datasets respectively.

Methods UCF-Sports J-HMDB UCF-101
0.5 0.75 0.5 0.75 0.5 0.75

(Gkioxari and Malik, 2015) 75.8 - 53.3 - - -
(Weinzaepfel et al., 2015) 90.5 - 60.7 - - -
(Peng and Schmid, 2016) 94.8 47.3 70.6 48.2 35.9 1.6
(Saha et al., 2016) - - 71.5 43.3 35.9 7.9
(Singh et al.) - - 72.0 44.5 46.3 15.0
(Kalogeiton et al., 2017) 92.7 78.4 73.7 52.1 51.4 22.7
(Hou et al., 2017) 95.2 - 76.9 - - -
(He et al., 2018) 95.7 - 77.0 - - -
Ours 96.6 82.6 77.2 56.6 53.8 26.0

detection IoU thresholds (i.e. 0.5 and 0.75) on these widely used
benchmarks. From Table 3, we can observe that we also achieve
the highest performance on all datasets when the IoU thresh-
old is set to 0.5, outperforming the state-of-the-art method
by 0.9%/0.2%/2.4% absolutely on UCF-Sport, J-HMDB and
UCF-101 respectively. In particular, our method is more ef-
ficient when IoU threshold comes to a high value 0.75. As
shown in Table 3, when detection IoU threshold equals 0.75,
our video-mAP performance surpasses the second best method
by 4.2%/4.5%/3.3% on UCF-Sport, J-HMDB and UCF-101 re-
spectively, which further demonstrates the effectiveness of our
proposed. We summarize the reasons for these improvement as
following: (1) the skip connection of some intermediate feature
maps can detect those hard target actors at frame-level (e.g. the
scale of several objects varies greatly in one frame). (2) The
ARB in the network can generate deformable anchor cuboids,
which can model the flexibility of actions (i.e. the spatial posi-
tions and scales of humans might vary significantly along time).
(3) The introduced batch normalization layers can reduce the
internal covariate shift between each layer, and can make train-
ing procedure more easier and stable. Based on the above com-
parison results and analysis, we can confirm that our proposed
method is useful in the task of action localization, and mean-
while it can exactly be embedded in some existing action de-
tection methods.

4.5. Efficiency analysis
We compare the runtime of our proposed method the frame-

based SSD approach of (Singh et al.), the frame-based Faster
R-CNN methods (Peng and Schmid, 2016; Saha et al., 2016),
and our baseline detector (Kalogeiton et al., 2017). The meth-
ods of (Peng and Schmid, 2016; Saha et al., 2016) run at 4fps
and the method of (Singh et al.) runs at 25-30fps. The baseline
ACT-detector also runs at 25-30fps. Compare with the base-
line detector (Kalogeiton et al., 2017), in our proposed method,
the ARB shares the convolutional layers with the VGG back-
bone network, and the only additional computation cost is the
introduced skip connection and the batch normalization layers.
We report our runtime on a single P100 GPU, and our proposed
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method runs at 22-28fps, which demonstrates the efficiency of
our proposed method.

5. Conclusion and future work

In this paper, we verify a claim that the object detector is
very important in the task of action localization. Meanwhile,
a strong object detector is introduced in the pipeline of action
localization, where skip connection and batch normalization
are used. The proposed strong detector can detect actors with
different scales in videos, as well as make training procedure
more stable. Moreover, an anchor refine branch is introduced
at the end of the detection backbone network, which can gener-
ate deformable anchor cuboids instead of fixed anchor cuboid
proposals as previous methods. With the deformable anchor
cuboids, we can locate some challenging actions where the spa-
tial positions and scales of actors might vary significantly along
time. Extensive experiments on UCF-Sports, J-HMDB and
UCF-101 validate the effectiveness of our proposed method,
and we achieve the highest performance in terms of frame-mAP
and video-mAP on these three datasets, outperforming the pre-
vious state-of-the-art methods by a large margin, especially at a
higher detection IoU threshold.

In the future, we plan to propose an online link network to
form action tubes (i.e. a convolutional neural network is de-
signed to link action tubelets predicted from the detection net-
work for the purpose of forming action tubes in videos), which
can been trained with the detection network in an end-to-end
manner.
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