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Supplementary Methods

We show in this Supplementary Information the details of the
design and implementation methods of our encoded lenses. We
first introduce the imaging framework of such diffractive imaging
systems. The detailed complex matrix factorization algorithm is
presented. In the deconvolution step, we illustrate the methods for
jointly estimation of the spatially varying PSFs and the latent sharp
image. Additional imaging results for different applications using
the proposed encoded lenses are also shown. We analyze and eval-
uate the performance of this system from the perspectives of com-
putational efficiency and image quality at last.

1 Imaging Framework

In general, different spectral distributions of the incident meas-
ured illumination on the sensor cause spatially varying Point Spread
Functions (PSFs) for a diffractive lens. So, due to varying illumin-
ations or material properties, the PSF xc, (c ∈ {1, 2, 3}) for colour
channel c is actually an integral of spectral PSFs weighted by the
spectral response ξc(λ) over a spectral range [λ1, λ2]

xc =

∫ λ2

λ1

ξc(λ)x(λ)dλ, (1)

where the spectral PSFs x(λ) could be obtained by Fresnel diffrac-
tion propagation [Goodman 2005]. We can assume that material
and illumination properties are spatially low-frequency. Thus, in a
local neighborhood, we can assume that the image captured on the
sensor j is the latent image v convolved with a spatially invariant
PSF x in each colour channel c, i.e.

jc = xc ∗ vc, (2)

where ∗ denotes the convolution. In other words, a scene with chan-
ging spectral distribution of the colour PSFs would also change ac-
cordingly, i.e. the images of points with different spectra in the
scene are perceived significantly different on the image plane of a
diffractive lens.

Fortunately, when taking an RGB image of the scene with a diffract-
ive lens, we can focus well at least in one channel. This sharp chan-
nel is the reference channel in our deconvolution step. The cross-
channel correlation between the three channels provides a strong
statistical prior that can be used to jointly estimate the spatially-
varying, spectrally-dependent PSFs and the underlying latent im-
age.

2 Encoded Lenses

A rotational multi-layer DOE T can be described as the multiplic-
ation of two transmission functions T1 and T2 as

T(r, ω − θ) = T1(r, ω) ·T2(r, ω − θ)
= exp (iΦ1(r, ω)) · exp(iΦ2(r, ω − θ))
= exp (i(Φ1(r, ω) + Φ2(r, ω − θ))) ,

(3)

where we use the polar coordinates. The phase functions Φ1

and Φ2 are the respective phase profiles of the two DOEs. The
second term has been rotated by θ to encode different focal
lengths. We optimize the two DOEs for a continuous angle
range at 6 discrete angles for our encoded lenses. The fo-
cal lengths are inversely proportional to the rotation angles, i.e.

for 0 rotation angle, the focal length is at infinity, and the op-
tical power (the reciprocal of focal length) is a linear function
of the rotation angle. For the special case of a Fresnel lens,
given a target function T, one can find an approximation as
done by[Bernet and Ritsch-Marte 2008; Bernet et al. 2013]. How-
ever, the design of arbitrary target transmission functions T is chal-
lenging and the accuracy of their approximation is limited. We
choose to reformulate the problem from above as a matrix fac-
torization problem. This is possible by remapping polar coordin-
ates (r, ω) to linear indices addressing the columns of two complex
matrices A and B.

Aopt,Bopt = argmin
A∈Cm×r|·|=1

,B∈Cn×r|·|=1

1

2

∥∥∥T−AB†
∥∥∥2

W

= argmin
A∈Cm×r|·|=1

,B∈Cn×r|·|=1

1

2

∥∥∥W ◦T−W ◦AB†
∥∥∥2

F
,

(4)

where B† is the complex conjugate of the matrix B. In the matrix
factorization problem from above, we want to solve for two com-
plex layer matrices Aopt,Bopt, whose product AoptB

†
opt results in

the complex target matrix T. Since the product AB† can poten-
tially encode any combination of front and rear layer pixels, we
have added a weighting matrix W that only selects the ones phys-
ically possible over each rotation angle that is desired. Please see
[Ho 2008] for a detailed introduction to weighted (non-negative)
matrix factorization methods. For static elements (that are not
changed over time), the matrices A,B are of rank 1. If they are
changed over time during the exposure (e.g. with a digital phase
modulator), higher rank factorizations could be realized. Since the
optimization is itself a non-convex problem, the two layer distri-
butions we find is not a unique solution, but one of the feasible
solutions.

Note that modeling Eq. (3) as a factorization problem is very gen-
eral and can also solve any physical setup (not only rotations, but
also shift etc as well as time-multiplexing). Furthermore, more than
two DOEs can also be supported as a straightforward Tensor exten-
sion. By using complex numbers we also allow to include attenu-
ation terms in our design. However, if we don’t want our elements
to contain any attenuation, we end up not with an unconstrained,
but a constrained optimization problem where the absolute value of
each complex matrix element is one (denoted as C|·|=1). We will
see below that this is not a computational issue.

2.1 Complex Constrained Rank-1 Factorization

Note that in our case the rank of the two matrices is 1 (since we
only have two static DOEs) such that Eq. (4) can be simplified to

aopt,bopt = argmin
a∈Cm|·|=1

,b∈Cn|·|=1

1

2

∥∥∥T− ab†
∥∥∥2

W
. (5)

We now solve the bi-convex matrix factorization problem using the
following alternating least squares method in Algorithm 1.

Note that the constraints are gone in Alg. 1, since each of the two
constrained biconvex optimization problems optimize for isotropic
norms. Thus, the constraint can simply be expressed as a renor-
malization after solving the b-step and a-step subproblems. Both
subproblems are solved using fast Newton updates, which can be
done very efficiently since the resulting Hessian matrix turns out to
be diagonal.



(a) Target phase function for two different
angles

(b) Our factorized phase plates for the
target in (a)

(c) Simulated target using analytical phase
plates from [Bernet et al. 2013]

(d) Simulated target using our factorized
phase plates from (b)

Supplementary Figure 1: Example of our factorization-based lens design. The target phase functions for two different angles (a) and
the factorization result of the lens (b) found by our complex factorization method are shown. (c) shows a simulation of the target using
the analytical patterns from [Bernet et al. 2013]. Note especially the step-edge behavior in the phase profile, which is introduced by their
analytical rounding design. These artefacts from the analytical design can be removed by our numerically optimized design (d).

Algorithm 1 Unconstrainted Rank-1 Alternating Least Squares
Weighted Complex Matrix Factorization

1: k = 0, a0
opt = ainit,b

0
opt = binit

2: repeat
3: bk+1

opt := argmin
b

1
2

∥∥T− ab†
∥∥2

W
. b-step

4: bk+1
opt :=

bk+1
opt

|bk+1
opt |

5: ak+1
opt := argmin

a

1
2

∥∥T− ab†
∥∥2

W
. a-step

6: ak+1
opt :=

ak+1
opt

|ak+1
opt |

7: k := k + 1
8: until Optimality achieved

2.1.1 Newton Updates

Let us consider the b-step; the derivations for a-step follow from
symmetry. We now have

bopt = argmin
b

1

2

∥∥∥T− ab†
∥∥∥2

W

= argmin
b

1

2
‖diag (W) t− diag (W) Oab‖22︸ ︷︷ ︸

f(b)

,
(6)

where diag ((·)) puts the matrix from the subscript on the diagonal
and O(·) corresponds to the outer vector product operation with the
vector in the subscript and the right hand side, followed by vector-
ization. Having reformulated f in Eq. (6), we can easily derive the
gradient

∇f = O†a diag (W) Oab−O†a diag (W)2 t. (7)

The operator OT
a is the same as the outer vector product operation

plus a subsequent summation over the rows of the resulting matrix.
For the Hessian we finally get a diagonal matrix with

∂2f

∂b2
= O†a diag (W) Oa. (8)

In Newton’s method we can exploit the structure of our problem.
Since the Hessian is a diagonal, the matrix inversion in Newton’s
method becomes a point-wise division:

2.2 Comparisons

Having formulated the optimization method for the design of our
encoded lenses, we show a few comparison examples of regu-

Algorithm 2 Newton Update to solve the b-step
1: repeat
2: bk+1

opt := bk+1
opt − ∇f

∂2f

∂b2

. Pointwise division

3: k := k + 1
4: until Optimality achieved

lar Fresnel lens designs using different methods in Supplement-
ary Table 1. We have also included an example of the analyt-
ical solution [Bernet and Ritsch-Marte 2008] for comparison. Our
approach outperforms the analytical and all other state-of-the-
art methods significantly, both in terms of objective value and
running time. The results for the proposed parameter settings
of all methods are shown. The lower objective value leads to
significantly improved phase transition reconstructions. Supple-
mentary Fig. 1 shows a Fresnel lens example, specifically for
which [Bernet and Ritsch-Marte 2008] proposed analytical phase
patterns. Even in this case our method provides better transition
curves without discrete levels. Note that our method in principle
can encode any lens design and geometric arrangement that is ex-
pressible by a phase function.

Supplementary Table 1: Convergence of the rank-1 complex
matrix factorization. We consider a weighted rank-1 factorization
problem in Supplementary Fig. 1. Both, state-of-the-art weighted
factorization algorithms [Xu and Yin 2013; Haeffele et al. 2014] as
well as the analytical design from [Bernet and Ritsch-Marte 2008]
are compared here. We have run all optimization methods till con-
vergence and compare here the final objective value and running
time.

Method Objective Time till convergence (s)

Analytical [Bernet and Ritsch-Marte 2008] 1.35× 105 -
Block-Coordinate LRA [Xu and Yin 2013] 6.81× 104 1.0× 103

Structured LRA [Haeffele et al. 2014] 6.82× 104 1.0× 103

Alternating Projections [Markovsky 2011] 7.10× 104 5.0× 103

Ours 4.94 × 101 1.2

2.3 Diffraction efficiency

In the design of the encoded lens, we optimize the complex trans-
mission functions of the target lenses directly by complex matrix
factorization. Therefore, we don’t have the problems that arise
in [Bernet and Ritsch-Marte 2008; Bernet et al. 2013], in which the
two-sector phase profiles and round errors are sources that de-
grade the diffraction efficiency. However, the diffraction efficiency
of our encoded lens also changes with rotation angles, as illus-
trated in Supplementary Figure 2 for the design with focal length
(−∞,−50mm] ∪ [50mm,∞). The diffraction efficiency is cal-
culated through Fresnel diffraction propagation. For each rotation



angle, we calculate the axial intensities on the focal plane for our
optimized blazed encoded lens and the fabricated 16-level encoded
lens. The intensity for the corresponding ideal lenses with the same
focal lengths are calculated as the reference intensity. Here we show
not only the design angles, but also angles in between. The diffrac-
tion efficiency may fall off for some in-between angles. However,
this fall-off can be improved by increasing the number of optimiz-
ation angles easily by our algorithm. As shown here, optimizing
at 6 angles already shows good diffraction efficiency for even more
angles (12 angles) sampled in the design range.

Supplementary Figure 2: Diffraction efficiency subject to rota-
tion angles. For the design with focal length (−∞,−50mm] ∪
[50mm,∞), we show the diffraction efficiency for the design
angles as well as the angles in between. The diffraction efficiency
peaks at the zero rotation angle and falls off gradually for larger
rotation angles.

3 Reconstruction

This section covers the computational framework which enables us
to remove the severe wavelength-dependent aberrations from our
DOEs. We present a novel image reconstruction method that jointly
estimates the underlying scene-dependent, spatially-varying PSFs
and the latent sharp image. Since the PSFs are estimated jointly
with the image, our method can be understood as a self-calibrating
reconstruction method that adapts to the scene. We first describe
the overall reconstruction framework and the sub-problem specific
to the PSF estimation. Subsequently, the second part covers an effi-
cient way to solve the non-blind deconvolution sub-problem of the
joint reconstruction method.

Our joint method outperforms all state-of-the-art blind estimation
methods in simulation and real-world measurements. It further-
more is computationally efficient, which is key in handling the ex-
tremely large PSFs caused by DOEs. Since handling noise and large
PSFs is a central issue in blind and non-blind deconvolution, we
have formulated a method that addresses both of these issues and at
the same time maintains high computational efficiency.

3.1 Blind Deconvolution

The PSFs for our DOEs change based on the reflectance of the ob-
jects and illumination spectra in the scene. Having ensured that
our optics focus at least well in one channel, we can solve for the

PSFs exploiting cross-channel correlation between the channels. In
particular we solve the following optimization problem:

xopt = argmin
x,v

‖Vx− j‖22 + α

3∑
a=1

‖Hax‖22 + β‖x‖22+

γ
∑
a6=r

‖Hav −Hair‖1 + µ
∑
a

‖Hav‖1,
(9)

The matrix V expresses here the convolution with the latent image
v. That means the results of the matrix-vector product Vx is the
same as the vectorized convolution v ∗ x. Note that Eq. (9) is the
matrix-notation equivalent of Eq. 5 of the main draft. Convolution
is a symmetric operator, hence it can be interchangeably expressed
as either Vx or Xv, where V and X are the corresponding con-
volution matrices. The operators Ha (a = 1, 2, 3) are first order
spatial gradient filters for RGB channels, and ir is a sharp image in
reference channel r.

In the first row we have a classical `2 dataterm and gradient
priors on the PSF x. However, this simple term is not suf-
ficient to get decent enough blind estimation quality. That is
why recent approaches use complex priors on the latent image,
such as cluster colour distributions [Lai et al. 2015], patch based
priors [Sun et al. 2013], [Michaeli and Irani 2014] and shock fil-
ters [Schuler et al. 2012]. This means they are actually not just
solving a simple quadratic problem like the one in the first line
of Eq. (9), but a complex sequence of individual heuristic steps.
See [Perrone and Favaro 2014] for a discussion of different heurist-
ics behind blind deconvolution.

Cross-channel Prior In our approach, we add a cross-channel
term on the latent image v in the second row of Eq. (9). This
cross-channel term is derived from prior statistical knowledge
about the correlation between different spectral bands. Similar
to [Heide et al. 2013], we model gradient differences with a heavy-
tailed prior:

p(xopt|γ, ir) ∝ exp

(
−γ
∑
a

‖Hav −Hair‖1

)
. (10)

The key observation of our cross-channel prior is that for a latent
(sharp) image, changes in chroma and luma are sparsely distributed
in natural images. That means, in most areas the gradients of dif-
ferent channels are close, except for few large changes in chroma
and luma (e.g. commonly at object or material boundaries). Note,
that this model differs from the one proposed in [Heide et al. 2013].
The authors assume only chroma changes to be sparse. The down-
side is that this leads to severe instabilities of the prior term for low
intensities. Furthermore, we will see below that our formulation
leads to a drastically improved convergence and overall run time.

To verify our model, we have done a statistical evaluation of
10,000 images from the Imagenet data set [Deng et al. 2009]. Fig-
ure 4 shows the empirical distribution of the cross-channel gradi-
ents vc = Hav −Hair accumulated for all images, where v are
here the red and blue channel and ir is the green channel. The
plot also shows a Gaussian fit p(vc) ∝ e−γ|vc|

2

, Laplacian fit

p(vc) ∝ e−γ|vc| and Hyper-Laplacian p(vc) ∝ e−γ|vc|
2
3 . We

can see that the empirical chross-channel gradient distibution is
heavy-tailed and thus not well approximated by a normal distri-
bution. While a Hyper-Laplacian fit best models the underlying
distribution, the Laplacian is the best convex relaxation of the fitted
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Supplementary Figure 3: Convergence of our blind deconvolution method. (a) The blurred and noisy input image considered in this
numerical example. The original image is part of the LabelMe dataset [Russell et al. 2008]. (b) shows the empirical convergence of our
method compared to state-of-the-art methods. We visualize the PSNR as distance to the ground truth PSF here. Our method is plotted at the
very left of this plot. The plot in (c) shows a zoom-in of the first few seconds from the plot in (b). From (d) to (i) compares blind PSF estimates
of our method versus the state-of-the-art.

distribution. We therefore choose in Eq. (10) the Laplacian distri-
bution as the best convex fit.

Finally, the cross-channel term in Eq. (9) follows from Maximum-
a-Posteriori (MAP) Estimation with the prior from Eq. (10).
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Supplementary Figure 4: Empirical Cross-Channel Statistics
on a large data set. Cross-channel gradients have been accumu-
lated from 10,000 randomly selected images from the Imagenet data
set [Deng et al. 2009]. The empirical distribution follows a heavy-
tailed distribution that can be well approximated with a Laplacian
as best convex relaxation of the non-convex Hyper-Laplacian fit.

Algorithm The exciting thing about adding the cross-channel
prior is that enables us to actually simply solve the bi-convex prob-
lem from Eq. (9) using coordinate descent without any additional
priors or optimization schedule tricks. The full alternating co-
ordinate descent method is given in Algorithm 3.

In Algorithm 3 both sub-problems contain simple linear operators
Xk and Vk that represent convolutions. This formulation can be
used since convolutions are commutative:

Vx = Xv since x ∗ v = v ∗ x (11)

Algorithm 3 Blind PSF Estimation Using Coordinate Descent

1: x0 = δ, v0 = j
2: repeat

3: xk+1 = argmin
x

∑
a ‖V

kx− j‖22 + . x-step

α
∑
a ‖Hax‖22 + β‖x‖22

4: vk+1
i = argmin

v

∑
a ‖X

kv − j‖22+ . v-step

γ
∑
a ‖Hav −Hair‖1 + µ‖Hav‖1

5: k := k + 1
6: until Optimality achieved

The optimization from Algorithm 3 solves the bi-convex minimiz-
ation problem from Eq. (9) via coordinate descent. That means we
keep one of the two variables x,v fixed at a time while minimiz-
ing the objective with respect to the other variable in an alternat-
ing fashion. This approach leads to the two sub-problems from the
steps x-step and v-step of algorithm Algorithm 3, both of which
are now much easier to solve than the joint objective from Eq. (9).
This is already easy to see, since all of these sub-steps are now con-
vex optimization problems, while the joint objective is non-convex.

V′ = VE and x′ = E−1x since

V′x′ = VEE−1x = VIx
(12)

Having transformed out non-convex problem into a sequence of
convex sub-problems, we can derive efficient solutions for these
individual sub-problems.

Solving the x-step The x-step can be solved efficiently as fol-
lows



xopt = argmin
x

‖Vx− j‖22 + α
∑
a

‖Hax‖22 + β‖x‖22︸ ︷︷ ︸
χ(x)

⇔ ∂χ(xopt)

∂x
= 2

(
VTVxopt −VT j

)
+

α
∑
a

2HT
aHaxopt + 2βxopt

!
= 0

⇔ VTVxopt + α
∑
a

HT
aHaxopt + βxopt = VT j

⇔

(
VTV + α

∑
a

HT
aHa + βI

)
xopt = VT j

⇔ xopt = F−1

(
F (V)∗ F (j)

F (V)∗ F (V) + α
∑
a F (Ha)∗ F (Ha) + β

)
(13)

Minimizing the quadratic from the x-step is equivalent to solving
the linear equation system from the second last row in Eq. (13).
The linear system is composed of the matrices V, H and βI which
all are very structured, that is all of these matrices are convolu-
tion matrices. This structure can be exploited by reformulating this
linear equation system in the frequency domain in the last row of
Eq. (13). The system can then be inverted very efficiently by point-
wise division.

Solving the v-step The v-step of our blind deconvolution Al-
gorithm 3 requires the solution of a deconvolution problem with
known kernel Xk. It involves a quadratic data term, sparse cross
channel correlation term and sparse gradient term. Due to the `1-
norm penalty of the last two terms solving this minimization prob-
lem does not reduce to a quadratic problem as for the x-step in
Eq. (13). We solve it with a splitting method that is discussed in
detail in the following subsection on Non-Blind Deconvolution.

Note that (given a kernel estimate) solving the non-blind deconvo-
lution problem is in fact part of our joint blind reconstruction. This
is in strong contrast to all recent state-of-the-art blind deconvolution
methods such as [Michaeli and Irani 2014; Sun et al. 2013].

Convergence and Comparisons We have compared the blind
PSF estimation method from Algorithm 3 to the most recent state-
of-the-art blind deconvolution methods in both simulation and us-
ing real measurements. While we evaluate our full reconstruction
method using real measurements later in this document, we illus-
trate the impact of our method with the example in Supplementary
Fig. 3. This figure demonstrates the benefit of using cross-channel
information for large kernels and severe noise levels, where recent
blind estimation approaches fail. The algorithm parameters of the
methods we compare to have been tuned for best performance.

All of our empirical convergence experiments show that
our approach converges to a significantly better op-
timum in drastically less computational time (and itera-
tions). The convergence plots in the top right of the figure
demonstrate that we outperform recent state-of-the-art meth-
ods [Michaeli and Irani 2014; Sun et al. 2013; Schuler et al. 2012]
significantly. Note that the plot in the center shows our method
on the very left close to the left of the plot. We therefore added
a zoom-in right next to it. The optimum that our method finds is
significantly better than all compared methods as shown in the
bottom row. In terms of Peak Signal to Noise Ratio (PSNR) it
is almost 9.7 dB better than the best of all compared methods.

3.2 Non-Blind Deconvolution

The previous subsection has described our overall reconstruction
Algorithm 3 that jointly self-calibrates the PSF and estimates the
unknown latent image. This subsection explains how we solve the
non-blind deconvolution sub-problem (v-step), that is solving for
the latent image given a fixed PSF estimate Xk and prior know-
ledge of spectral gradient correlation. The specific choice of the
cross-channel prior from Sec. 3.1 will allow us to formulate a very
efficient inversion method. To show this, it makes sense to first
look at the formulation proposed by [Heide et al. 2013]. The au-
thors solve the following optimization problem for one channel c of
the three considered channels:

vopt = argmin
v

‖Xv − j‖22 + µ
∑
a

‖Hav‖1 +

γ
∑
a

‖Hav · ir −Hair · v‖1,
(14)

The authors introduced slack variables for all the terms Hax and
all the Hav · ir − Hair · v terms. Two slack variables are
necessary since statistics on normalized gradients are considered
(multiplication with ir and v). The resulting optimization prob-
lem is then solved via Chambolle and Pock’s primal-dual frame-
work [Chambolle and Pock 2011]. Introducing many slack terms
results in slow convergence in order to achieve consensus between
all the consensus constraints and the objective terms. There-
fore [Heide et al. 2013] method needs around 300 iterations for
convergence, which makes it prohibitive for most real-world ap-
plications.

3.2.1 Efficient Optimization

Our formulation of the cross-channel prior leads to the following
sub-problem (v-step of Algorithm 3):

vopt = argmin
v

‖Xv − j‖22 + µ
∑
a

‖Hav‖1 +

γ
∑
a

‖Hav −Hair‖1,
(15)

We will show that this formulation will only require a single slack
variables for Hav. That is the same number of slack variables usu-
ally needed for `1-deconvolution methods. To see this, let us for-
mulate the proximal operators that would be necessary if we were
to apply [Chambolle and Pock 2011] to Eq. (15). Two proximal op-
erators, one for the sparse gradient term and the other for the cross-
channel term, can be formulated using only p = Hav as variable:

proxθ‖·‖1(p) = max

(
1− θβ

|p| , 0
)
� p Shrinkage

proxθ‖ · −α‖1(p) = argmin
x

θ‖x− α‖1 +
1

2
‖x− p‖22

= α+ argmin
z

θ‖z‖1 +
1

2
‖z + α− p‖22 with z := x− α

= α+ argmin
z

θ‖z‖1 +
1

2
‖z− (p− α)‖22

= proxθ‖·‖1(p− α) + α

= max

(
1− θβ

|p− α| , 0
)
� p + α Cross-shrinkage

(16)
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Supplementary Figure 5: Convergence of our non-blind deconvolution method. (a) shows the blurred and noisy input image and the
corresponding, extremely large, chromatic PSF in the top left. The original image (d) is part of the LabelMe dataset [Russell et al. 2008]. (b)
shows the empirical convergence of our method compared to the state-of-the-art methods. Our method is plotted at the very left of this plot.
A zoom-in for the first few seconds is shown in (c). The results (e) to (g) compare our method against the state-of-the-art.

where here α = Hair . To derive the second proximal operator, we
have used a simple substitution trick via substitution of z := x −
α. The proximal operator then reduces to the shrinkage operator.
Using this trick, we have defined the proximal operators for both,
gradient and cross channel term, using the same slack variable for
p = Hax. It is easy to see, that for Eq. (14) the multiplicative term
in the cross-channel term prohibits this approach and thus another
slack variable needs to be introduced.

Note that we give here the proximal operators for the primal func-
tions. The proximal operators for their convex conjugates can be
easily computed by using Moreau’s identity [Boyd et al. 2011].

Having defined the objective in a way that it possesses an efficient
splitting, we can now choose between different proximal algorithms
to minimize it. Below, we first formulate a generalized form of
the objective that fits into most recent proximal algorithms. Sub-
sequently, we give detailed derivations for two choices, the well
known Alternating Direction Method of Multiplier (ADMM) and
the a very fast approximation using fast quadratic splitting.

3.2.2 Generalized Objective

The objective of (15) can be generalized to a sum of penalties fi on
linear transforms K(i)z with z being the unknown now:

argmin
z

I∑
i=1

fi (K(i)z) with K =

K1

...
Kh

 , (17)

where here K ∈ Ra×n is one large matrix that is composed of
stacked linear operators K1...h. The linear operator K(i) ∈ Rai×n
selects now a subset of ai rows of Kz. This subset of rows is then
the input for the penalty functions fi : Rai → R, which are closed,
proper, convex functions. The formulation from Eq. (17) is sim-
ilar to [Heide et al. 2015], which considers the specific application
of Convolutional Sparse Coding. Note however, the difference in
the definition of K(i), which is here more generalized. We can

now frame our problem from Eq. (15) in the more general form by
setting:

vopt = argmin
v

‖Xv − j‖22 + µ
∑
a

‖Hav‖1+

γ
∑
a

‖Hav −Hair‖1

= argmin
z

f1(Xz) +

2∑
a=1

f(i+1)(Haz) + f(i+3)(Haz)

= argmin
z

5∑
i=1

fi (K(i)z) , with K =

X
H1

H2

 , and

(18)

f1(p) = ‖p− j‖22, f2,3(p) = µ‖p‖1, f4,5(p) = ‖p− α‖1

Having formulated our problem as a sum of functions operating
on the stacked matrix K we can implement Eq. (17) in existing
optimization frameworks, such as Chambolle and Pock’s similar
to [Heide et al. 2013], or ADMM [Almeida and Figueiredo 2013].
Note, that commonly these frameworks split only a sum of two
functions. However, we can simply set one of the two functions
to be the sum f(·) =

∑I
i=1 fi(·) which will be described below in

further detail.

3.2.3 Optimization using ADMM

This subsection explains how to solve Eq. (18) using the alternat-
ing direction method of multipliers (ADMM). ADMM solves the
following general problem:

argmin
z

h(v) + g(z) subject to Kv = z. (19)

An in-depth description of ADMM is given in [Boyd et al. 2011].
The most obvious choice to bring our problem into this form is set-
ting h = 0 and g =

∑I
i=1 fi(·) as mentioned above. However, a



more efficient decomposition is to decompose the set of all func-
tions {1, . . . , I} into h =

∑
i∈Ω fi(·) and g =

∑
i∈Ψ fi(·) with

Ψ := {1, . . . , I}\Ω. The set Ω is here selected to contain all quad-
ratic functions which can be efficiently solved. The unscaled form
of ADMM yields then Algorithm 4.

Algorithm 4 ADMM to solve Eq. (18)

1: for k = 1 to N do
2: vk+1 = argmin

v

∑
i∈Ω fi(v)+

∑
j∈Ψ ‖Kjv−zj+λkj ‖22

3: zk+1
j = prox fj

ρ

(Kjv
k+1
j + λkj ) ∀j ∈ Ψ

4: λk+1
j = λkj + (Kjv

k+1 − zk+1
j ) ∀j ∈ Ψ

5: end for

Having formulated Algorithm 4, it becomes clear that we only need
to derive |S| slack variables for the terms Ki∈Ωv. Note that this
algorithm transforms the joint minimization of the sum of all fi
terms into a sequence of separable minimizations w.r.t. fi. The
quadratic subproblem in Line 2 of Algorithm 4 can be efficiently
solved in the Fourier domain (due to our specific choice of Ω) as
shown in Eq. (20). To simplify notations we use ωj := zj − λkj .

vopt = argmin
v

1

2

∑
i∈{1}

fi(v) +
ρ

2

∑
j∈{2,3}

‖Kjv − ωj‖22

= argmin
v

1

2
‖Xv − j‖22 +

ρ

2
‖H1v − ω2‖22 +

ρ

2
‖H2v − ω3‖22︸ ︷︷ ︸

Ω(v)

⇔ ∂Φ(Ωv)

∂v
= (XTX + ρHT

1 H1 + ρHT
2 H2)vopt−

XT j + ρHT
1 ω2 + ρHT

1 ω3
!
= 0

⇔ (XTX + ρ

2∑
a=1

HT
aHa)xopt = XT j + ρ

2∑
a=1

HT
a ωa+1

⇔ xopt = F−1

(
F (X)∗ F (ω1) + ρ

∑2
a=1 F (Ha)∗ F (ωa+1)

F (X)∗ F (X) + ρ
∑2
a=1 F (Ha)∗ F (Ha)

)
(20)

The remaining parts of Algorithm 4 are the proximal operators in
Line 3 and the Lagrange multiplier update in Line 4. Previously,
in Eq. (16) we have very efficient point-wise updates for the prox-
imal operators of prox1/ρfΨ

. The Lagrange multiplier update from
Line 4 is a point-wise operation as well, and therefore very effi-
ciently solvable.

Having defined our specific ADMM Algorithm 4, we note that em-
pirically converged results in about 50 iterations. The primal-dual
method from [Chambolle and Pock 2011] performs similar in this
case (classical ADMM is a special case of this method). Note that
the specific decomposition and substitutions that we made to derive
ADMM apply straighforwardly for the derivation of our method
using the method from [Chambolle and Pock 2011].

3.2.4 Optimization using Half-Quadratic Splitting

This subsection explains an alternative way to solve
the problem in Eq. (18) using Half-Quadratic Split-
ting [Geman and Yang 1995; Krishnan and Fergus 2009]. This
approach will lead to a method with good empirical convergence
that can be terminated quickly. In particular, Half-Quadratic
Splitting solves the following problem:

vopt = argmin
v

∑
i∈Ω

fi(Kiv) +
∑
j∈Ψ

fi(zj) +
ρ

2
‖Kjv − zj‖22

= argmin
v,z

‖Xv − j‖22 + µ
∑
a

‖za‖1 + γ‖za −Hair‖1+

ρ

2

∑
a

‖Hav − za‖22,

(21)

We can see, that auxiliary variables zj are introduced here for the
terms Kjv, similarly to the ADMM method. The consensus, how-
ever is achieved with a simple quadratic term with a weight ρ. This
weight on the constraint is increased during the optimization. It is
easy to see that for ρ → ∞, this new objective from Eq.(21) be-
comes our original objective from Eq.(15). The method performs
a coordinate descent w.r.t. v, z, while continuously increasing the
weight of ρ by a factor α. Algorithm 5 shows the resulting altern-
ating minimization.

Algorithm 5 Half-Quadratic Splitting

1: for k = 1 to N do
2: vk+1 = argmin

v

∑
i∈Ω fi(Kiv)+ρk

∑
j∈Ψ ‖Kjv−zj‖22

3: zk+1
j = prox fj

ρ

(Kjv
k+1
j ) ∀j ∈ Ψ

4: ρk+1 = ρk ∗ α
5: end for

The subproblem in Line 3 of Alg. 4 can be solved in the frequency
domain analogously to the first step in the ADMM method from
Eq. (20). The proximal operators are also the same as in the ADMM
case and given in Eq. (16).

Consequently, on the first glance, this algorithm looks similar to
the ADMM derivation from Alg. 4. However, the key difference
is here the Lagrange multipliers in the ADMM have been elimin-
ated here. The use of the Lagrange multipliers allows to have a
fixed ρ. In this case we need to scale ρ → ∞. This scaling can
cause both the quadratic step in Line 3 and the proximal operator
step in Line 4 to be unstable. Thus, for the Half-Quadratic Splitting
method to be stable and solve the convex Eq.(15), it is central to
minimize the number of splitting variables and find numerically ac-
curate solutions to both steps. Since we have formulated an analytic
solution to the proximal operators in Eq. (16), the method is robust
for our problem. The original objective of [Heide et al. 2013], how-
ever, needs proper minimization of the consensus constraints and a
naive implementation of the Half-Quadratic Splitting does not lead
to reasonable results as noted by the authors. The method from
[Yue et al. 2015] formulates a lookup-table based inversion for their
specific proximal operators which suffers from inaccuracy for large
values of β.

Convergence and Comparisons We have compared the
Half-Quadratic Splitting method from Algorithm 5 to the
state-of-the-art cross-channel methods from [Heide et al. 2013]
and [Yue et al. 2015]. Empirical convergence experiments are
shown in Supplementary Fig. 5.

Using Half-Quadratic Splitting, we observe that we can achieve
almost converged results in 5 iterations, which means a spee-
dup of ×60 compared to [Heide et al. 2013] and ×10 compared
to ADMM. Note, that the reformulated proximal operators from
Eq. (16) are key here. Note that our Half-Quadratic Splitting ap-
proach converges to the same PSNR value. Averaging over all
images from the 75 test cases from Supplementary Fig. 3 yields



Ground truth Observation PSNR = 26.7 dB

a b c d

PSNR = 28.7 dB

Supplementary Figure 6: Effect of Poisson noise on deconvolution with large kernels. (a) Sharp ground truth taken from the LabelMe
dataset [Russell et al. 2008], (b) Blurred observation corrupted by Poisson noise, (c) Deconvolved result using `2-optimization assuming
Gaussian noise, and (d) Reconstruction using our optimization assuming Poisson noise. This example demonstrates that proper noise mod-
eling leads to significant gains in reconstruction quality for large blur kernels. To only demonstrate the effect of the noise model, we did not
use cross-channel information for this example. Since the Poisson distribution can be approximated well by a normal distribution for large
values of the mean, the most significant improvements of using the proper noise model can be found in the low-intensity regions.

36.45dB for [Heide et al. 2013] and 36.44dB for our approach.
The method from [Yue et al. 2015] suffers from inaccuracy for
large values of β and therefore converges slowly as shown in Sup-
plementary Fig. 5. The algorithm parameters of the methods we
compare to have been tuned for best performance.

Parameters The algorithm parameters have been adopted
from [Krishnan and Fergus 2009]. Setting α = 2 ·

√
2 and 5

iterations was sufficient for all simulation and real-world results
from our work. The parameters of the objective µ, γ do in gen-
eral depend on the standard deviation of the noise and the blur ker-
nel [Heide et al. 2014]. However, the cross-channel prior makes our
method fairly robust to the parameter selection. We use µ = 1 and
select γ for a given lens prototype. Note that all parameter values
are fixed for a given lens prototype and only one parameter needs
to be selected in our method.

3.2.5 Poisson Noise Fitting

We can also easily modify our method to optimize for observations
degraded by Poisson noise. In this case, we model the observed
image j as a sample of a random variable j̃:

p(̃j = j | λ) =

n∏
i=1

λji
i e
−λi

ji!
, (22)

where here the notation (·)i denotes the selection of the i-th
component of the image vector given as argument. Following
the Bayesian maximum a posteriori criterion, which is also pro-
posed in [Figueiredo and Bioucas-Dias 2009], the quadratic data-
term ‖Xv − j‖22 from Eq. (15) then becomes the negative log-
likelihood of p(̃j = j | v), that is

− log
(
p(̃j = j | v)

)
=

n∑
i=1

Γ
(
(Xv)i , ji

)
with

Γ(a, b) = a− b log(a) + indR+(a),

(23)

where indR+(a) is the indicator function for the positive orthant.
We can now easily bring this into our generalized objective form
from Eq. (17) by setting

f1(p) = p− j log(p) + indR+(p) (24)

The corresponding proximal operator for the changed f1 is

proxθf1(·)(p) =
p− θ

2
+

√
θj +

(θ − p)2

4
Poisson
Penalty (25)

This analytic solution for the proximal operator of f1 results in
a root-finding problem of a second-order polynomial as shown in
Eq. (26). Due to the positivity constraint in f1 the minimum is
uniquely defined by the positive root:

proxθf1(·)(p) = argmin
p

f1(p) +
1

2θ
‖p− p‖22

= argmin
p∈R+

p− j log(p) +
1

2θ
‖p− p‖22︸ ︷︷ ︸

Υ(p)

⇔ ∂Υ(popt)

∂p
= 1− j

popt
+

1

θ
popt −

1

θ
p

!
= 0 s.t. popt ∈ R+

⇔ p2
opt + (θ − p) · popt − θj = 0 s.t. popt ∈ R+

⇔ popt =
p− θ

2
+

√
θj +

(θ − p)2

4

Having defined the changed f1 and the corresponding proximal op-
erator, we can directly apply our framework derived in Sec 3.2.2,
which maps directly to the ADMM algorithm or Half-Quadratic
Splitting method as described above. The only component that
changes is that the set Ψ is now empty (since f1 is now no longer
a simple quadratic as defined previously) and consequently Ψ :=
{1, 2, 3}. This means new auxiliary variables for Kiv are intro-
duced. The price, that we pay for being able to solve for Poisson de-
graded observations are now again more iterations (necessary to en-
force the consensus constraints). However, the quality is quite sig-
nificantly affected by the more proper noise model as demonstrated
in Supplementary Fig. 6. Note also that we cannot simply use a
variance stabilization transform here (such as the Anscombe trans-
form [Mäkitalo and Foi 2011]) since the observations are mixed to-
gether in the convolution with the kernel.

4 Fabrication

Each encodable lens consists of two phase-only multi-level DOEs.
They are fabricated on Fused Silica substrates by four iterations of
photolithography and Reactive Ion Etching (RIE) techniques.



Supplementary Figure 7: Fabrication of multi-level DOEs.
Each iteration creates 2-level microstructures on the previous pro-
file by applying photolithography followed by RIE and removal of
auxiliary layers. By repeating the fabrication cycle, one can obtain
multi-level microstructures on the substrate.

Supplementary Figure 7 shows the the iterative process of photo-
lithography and RIE to fabricate multi-level DOEs. In each itera-
tion, a thin Chromium (Cr) layer is first deposited on the substrate
wafer. A photoresist layer is then spin-coated on the Cr layer and
gains its shape after a softbake process. The designed patterns are
transferred from the photomask to the photoresist under UV light
exposure with a certain dose. After exposure, the chemical prop-
erty of the exposed area on the photoresist changes and can con-
sequently be removed in the developer in a well controlled devel-
opment environment. Subsequently, the open area of the Cr layer
is removed in Cr etchant and the patterns are transferred to the sub-
strate. In the RIE step, the material in the open area is removed by
plasma and a certain height profile is created on the substrate after
removing the auxiliary layers. Each fabrication cycle doubles the
number of microstructure levels on the previous profile. Repeating
this cycle by 4 iterations, we can obtain 16 levels of microstructure
on the substrate.

Fabrication details are as follows.

Wafer. We choose 4 inch fused silica wafers with 0.5mm thick-
ness as the substrate. Fused silica has high transmittance in the
entire visible band. It also has a low coefficient of thermal expan-
sion (5.5×10−7/◦C) and pure chemical composition (> 99.999%
SiO2), which makes it a good candidate for both photolithpgraphy
and RIE.

Photomask. Our mask patterns were created on a 5 inch Soda Lime
photomask using direct laser writing. A blank photomask is a sub-
strate with precoated Cr and photoresist. The photoresist is exposed
in the laser direct writer Heidelberg DWL2000. To fabricate 16-
level DOEs, 4 masks are needed. We designed an array of 8000 ×
8000 pixels for each mask and the size of each pixel is 1µm.

Wafer Preprocessing. Before photolithography, blank fused silica
wafers are cleaned in 120 ◦C Piranha solution (mixture of H2SO4

and H2O2 3:1) for 20 min. Metals and organic contamination are
removed during this process. Wafers are then rinsed in deionized
(DI) water for 2 min followed by N2 drying for 7 min. A thin Cr
film (200nm) is deposited on one side of the cleaned wafers by
sputter deposition in an ESC Reactive and Metal Sputter System.
This auxiliary layer helps making the surface reflective instead of
transmissive.

Photolithography. The photolithography process consists of three
major steps: spin coating, UV exposure and development. In order
to promote the photoresist-to-wafer adhesion, the wafers are treated

in a vapor prime step with Hexamethyldisilazane (HMDS) first. A
positive photoresist AZ1505 is then spin coated on the wafer fol-
lowed by a 60 sec softbake to form a 0.6µm layer. In the UV
exposure step, the wafer is aligned with the photomask on a mask
aligner EVG 6200∞. The maximum alignment resolution is 1µm
in a Vacuum + Hard contact mode. A constant dose of 15mJ/cm2

UV exposure is applied to the wafer. In development, MIF AZ726
(2.38% TMAH in H2O) serves as the developer. A 20 sec devel-
opment followed by DI water rinse removes the photoresist in the
exposed areas.

RIE. After development, patterns on the photoresist have to be
transferred to the Cr layer before RIE. This step is done in Cr
etchant (mixtures of HClO4 and NH4)2[Ce(NO3)6] until all the
open areas on the Cr layer are removed. Subsequently, the resid-
ual photoresist is removed with Aceton in an ultrasonic treatment
for 5 min. The patterned Cr severs as a hard mask in RIE. Fused
silica etching is done in a vacuum chamber in Oxford PlasmaLab
System 100 with mixed gases of Argon and SF6 (8:2). The etch-
ing rate is 90nm/min for fused silica. For our 16-level DOEs,
each level corresponds to a depth of 75nm for design wavelength
λ0 = 550nm. Therefore the etching durations are 0.83 min, 1.66
min, 3.32 min and 6.64 min respectively. To keep the aspect ratio
as high as possible and also stabilize the process, the RIE works in
a etch-idle-etch loop mode.

5 Applications

We show more results for static broadband imaging and zooming
using our encodable diffractive lenses.

5.1 Static Broadband Imaging

See the results in Supplementary Figs. 8, 10, 11 and12.

a b

Supplementary Figure 8: Images captured with a single en-
codable lens (single diffractive interface). A set of representable
scenes under indoor lighting conditions is shown here. We compare
the aberrated capture (a) and restored with our method (b). Small
colour insets below each image highlight details and illustrate how
our method removes the large severely wavelength dependent aber-
rations.
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Blurred observation
Method from [Sun et al. 2013] (Runtime:

0 hours, 4 min, 19 sec)
Method from [Michaeli and Irani 2014]

(Runtime 16 hours, 36 min, 53 sec)
Using our cross-channel method (Runtime

0 hours, 0 min, 6 sec)

Supplementary Figure 9: Comparison of our blind PSF estimation method against the state-of-the-art. We have extracted a patch
of a blurry observation (left image) and compare the PSF estimate and latent corrected image of state-of-the-art deconvolution methods
versus our method. We can see that the methods of [Sun et al. 2013] and [Michaeli and Irani 2014] actually diverge in this case and increase
chromatic aberrations rather than removing them. Since the PSF is very large for this patch (around 100 × 100 pixels), most competing
methods are very expensive. In fact [Michaeli and Irani 2014] took more than 16 hours for the computation of this patch.

a b

c d

Supplementary Figure 10: Images captured with a single en-
codable lens (single diffractive interface). In addition to still lives
from Supplementary Fig. 8 we show here also refractive objects and
skin. We compare the aberrated capture (a,c) and restored with
our method (b,d). Small colour insets below each image highlight
details and illustrate how our method removes the large severely
wavelength dependent aberrations.

a b

c d

Supplementary Figure 11: Extremely short focus setting
(macro) capture. Images are captured with the same single encod-
able lens that was used for the captures in Supplementary Figs. 8
and 10. Again, we compare here the aberrated capture (a,c) and re-
stored with our method (b,d). Small colour insets below each image
highlight details.



a b

Supplementary Figure 12: Outdoor scene. Images are captured
with the same single encodable lens that was used in Supplementary
Figs. 8, 10 and 11. Again, we compare here the aberrated capture
(a) and restored with our method (b). Small colour insets below
each image highlight details.

5.2 Mixed-focus Zooming

When two focus settings are blended at the same time, images with
different zooming ratios overlap on the same image. See Supple-
mentary Fig. 13.

a b

Supplementary Figure 13: Mixed lens encodings. Lens encod-
ing where we blend between two different focus levels resulting in
a mixture of two different zoom settings. This figure also demon-
strates the relative zoom ratio we can achieve.

a b

c d

e f

Supplementary Figure 14: Different PSFs estimated during
our blind calibration procedure. We show here the aberrated
measurement (left column) and the corresponding estimated PSFs
(right column). We can see that for all images our method calib-
rates a very large PSF with a peak and large, low-frequency low
red and blue components. Especially in the closeup form image
we can see that the measured PSF is a reasonable guess since the
locations around the peaky highlights show the shape of the local
PSF in this case. For completely flat image regions with no features
to learn from, our method can only use the smoothness constraint
(hence the large blurs, which is a measure of uncertainty in this
case). Note that the flat regions do not cause issues in the recon-
struction.

6 Evaluation

6.1 PSF Estimation of Measured Data

See the results in Supplementary Fig. 14 and for a comparison to
the state-of-the-art in Supplementary Fig. 9.

6.2 PSF Estimation in Simulation

For all of our comparisons in simulation we use the KODAK data-
set [Kodak 2015].

Supplementary Table. 2 shows simulation results for our blind PSF
estimation.

6.3 Non-Blind Deconvolution in Simulation

Supplementary Table. 3 shows simulation results for the non-blind
deconvolution part of our method evaluated on its own.

6.4 Performance

Supplementary Fig. 15 shows runtime values for the blind estim-
ation methods averaged over all test cases from Supplementary
Table. 2.



C
as

e
(a

)
Method 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 Avg

Sun et. al. [2013] 21.14 22.52 25.67 24.55 31.31 27.06 29.01 21.31 26.06 23.65 28.50 28.85 26.22 28.85 28.87 26.24
Schuler et al. [2012] 17.90 18.49 17.95 19.70 16.99 18.57 25.19 18.82 18.03 18.74 17.89 21.22 17.66 18.29 19.88 19.02

Michaeli and Irani [2014] 15.92 17.35 16.88 17.35 15.41 16.57 16.23 15.39 16.14 17.62 15.93 16.60 14.88 15.58 16.71 16.31
Ours 30.71 29.71 29.99 29.82 35.40 31.03 32.02 32.69 32.67 30.20 31.83 32.50 32.17 33.68 30.77 31.68

C
as

e
(b

)

Method 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 Avg
Sun et. al. [2013] 18.22 17.12 19.04 18.73 24.53 15.39 24.78 22.06 19.53 17.82 23.90 22.68 20.33 23.97 21.82 20.66

Schuler et al. [2012] 12.38 13.31 12.37 18.13 10.86 13.52 11.74 13.19 21.12 13.10 12.11 12.91 11.52 13.36 18.45 13.87
Michaeli and Irani [2014] 11.78 14.39 12.69 15.00 11.64 14.00 11.57 11.00 12.91 14.79 11.95 13.14 10.87 11.04 12.45 12.61

Ours 27.98 30.74 26.54 28.73 30.69 30.00 29.56 31.95 35.21 30.15 30.54 33.00 28.48 30.79 31.25 30.37

C
as

e
(c

)

Method 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 Avg
Sun et. al. [2013] 7.87 7.97 8.44 7.99 11.09 7.89 9.71 11.26 8.26 7.19 9.12 9.37 8.86 10.00 8.81 8.92

Schuler et al. [2012] 10.85 12.09 12.26 12.13 11.51 12.69 12.08 9.56 11.83 12.73 12.35 10.47 10.48 11.33 13.74 11.74
Michaeli and Irani [2014] 9.85 12.59 10.45 14.43 9.32 12.19 8.85 8.98 10.95 13.67 10.79 11.15 9.42 9.17 9.77 10.77

Ours 19.84 24.81 18.88 19.47 21.24 22.35 22.66 24.68 24.44 21.92 22.94 23.60 22.30 22.00 25.78 22.46

C
as

e
(d

)

Method 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 Avg
Sun et. al. [2013] 6.40 7.19 7.39 6.83 9.53 1.41 8.24 9.42 7.07 6.70 7.81 8.12 7.87 8.56 7.35 7.33

Schuler et al. [2012] 12.68 12.88 12.80 12.72 13.75 13.58 13.43 12.05 13.13 14.23 12.56 12.68 11.77 12.10 14.65 13.00
Michaeli and Irani [2014] 9.66 12.69 10.39 13.53 9.35 11.63 8.77 9.34 11.12 12.73 10.72 10.51 9.70 9.23 8.86 10.55

Ours 18.18 23.35 18.05 17.71 20.30 21.20 22.18 23.52 22.96 19.54 22.04 22.15 21.71 20.81 24.18 21.19

C
as

e
(d

)

Method 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 Avg
Sun et. al. [2013] 18.83 19.30 19.18 19.23 21.20 19.19 20.57 21.22 19.35 19.01 19.74 19.86 19.40 20.79 19.66 19.77

Schuler et al. [2012] 19.88 20.61 20.60 20.74 20.02 20.63 20.00 19.04 20.92 21.08 20.35 19.67 19.20 19.82 22.33 20.33
Michaeli and Irani [2014] 18.53 20.62 19.92 21.43 19.02 20.65 18.97 18.64 19.67 20.95 19.66 20.07 18.62 19.10 19.61 19.70

Ours 28.64 30.87 29.49 29.51 32.95 31.86 31.46 34.73 33.15 31.61 32.93 32.78 33.32 32.55 31.82 31.84

C
as

e
(e

)

Method 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 Avg
Sun et. al. [2013] 8.87 10.08 10.92 10.23 10.17 10.74 11.16 10.97 10.19 10.01 10.31 11.46 9.69 10.37 12.08 10.48

Schuler et al. [2012] 10.75 13.76 11.73 12.01 10.56 11.44 11.01 10.47 11.25 12.37 11.26 11.31 10.52 11.04 13.16 11.51
Michaeli and Irani [2014] 9.15 11.38 11.42 11.11 8.92 10.37 8.95 9.19 9.78 8.59 10.43 9.76 8.49 10.10 9.67 9.82

Ours 23.35 22.07 22.41 20.91 27.71 23.84 23.31 25.99 24.81 22.62 24.84 24.55 25.94 25.81 23.29 24.10

Supplementary Table 2: Comparison of our blind estimation method to four other state-of-the-art methods. PSNR for the PSF (in dB)
is given for each image in the dataset. We consider 6 different representative PSFs, shown to the left of each individual PSNR table. PSNR
averages for all images are shown in the very last column of each table.

C
as

e
(a

)

Method 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 Avg
Blurred 22.43 30.21 29.61 26.40 20.95 24.98 24.72 19.38 25.27 26.53 25.24 27.58 21.64 24.30 26.87 25.08

Yue et. al. [2015] 23.58 31.48 31.67 28.45 22.55 26.05 26.50 20.76 26.85 28.42 26.75 29.72 22.58 25.86 29.61 26.72
Schuler et al. [2011] 31.72 36.14 35.74 31.67 30.97 33.14 32.92 29.53 34.02 34.66 34.50 33.97 31.02 31.43 34.14 33.04

Ours 36.05 36.35 38.98 33.14 33.40 38.39 36.31 33.51 36.82 37.26 36.98 39.02 35.23 31.13 36.08 35.91

C
as

e
(b

)

Method 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 Avg
Blurred 21.20 28.79 27.29 24.10 19.29 23.62 22.97 17.94 23.64 24.49 23.59 25.26 20.59 22.60 24.02 23.29

Yue et. al. [2015] 22.40 30.27 29.63 26.37 20.83 24.94 24.76 19.24 25.29 26.51 25.18 27.50 21.62 24.23 26.99 25.05
Schuler et al. [2011] 28.80 33.38 31.82 27.65 27.59 28.98 30.04 26.49 30.92 31.02 31.67 30.50 27.54 28.84 29.99 29.68

Ours 34.04 34.14 36.20 31.45 30.89 36.73 34.33 32.01 34.94 35.45 34.69 36.52 33.98 29.26 34.30 33.93

C
as

e
(c

)

Method 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 Avg
Blurred 21.85 29.51 28.25 25.08 20.07 24.37 23.84 18.63 24.43 25.42 24.38 26.25 21.20 23.42 25.13 24.12

Yue et. al. [2015] 23.52 31.35 31.01 27.91 22.11 26.01 26.35 20.46 26.53 27.91 26.43 29.00 22.57 25.54 28.63 26.36
Schuler et al. [2011] 31.29 34.01 33.11 31.01 30.16 30.93 32.09 29.02 32.49 32.44 32.64 32.01 30.11 31.27 32.10 31.65

Ours 36.56 36.69 39.03 34.42 34.03 38.26 37.29 34.34 38.19 37.71 37.08 38.99 35.86 33.42 36.98 36.59

C
as

e
(d

)

Method 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 Avg
Blurred 20.39 28.00 26.44 23.28 18.60 22.57 22.07 17.10 22.83 23.53 22.69 24.15 19.78 21.72 23.32 22.43

Yue et. al. [2015] 24.03 31.84 31.72 28.71 22.84 26.49 27.22 21.12 27.07 28.63 27.02 29.90 22.97 26.23 29.54 27.02
Schuler et al. [2011] 28.42 33.65 31.64 26.60 27.44 28.21 28.80 24.79 29.36 28.73 30.65 29.10 27.06 28.56 27.72 28.71

Ours 37.89 38.00 40.23 35.11 35.54 39.18 38.80 35.01 38.54 38.52 38.24 40.39 36.40 34.53 37.66 37.60

C
as

e
(e

)

Method 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 Avg
Blurred 21.17 28.17 26.26 23.29 18.26 23.07 22.53 17.98 23.26 24.21 23.15 24.65 20.04 21.87 23.27 22.74

Yue et. al. [2015] 24.35 32.36 32.68 29.73 23.74 26.64 27.76 21.57 27.67 29.11 27.52 30.69 23.24 26.78 30.71 27.64
Schuler et al. [2011] 29.77 33.45 32.66 30.04 29.15 28.74 30.94 27.36 31.50 31.87 32.61 30.93 27.82 30.25 30.91 30.53

Ours 38.40 38.61 40.80 36.06 36.44 39.27 38.83 35.87 39.25 39.03 38.71 40.77 36.82 35.19 38.30 38.16

Supplementary Table 3: Comparison of our non-blind cross-channel deconvolution method to four other state-of-the-art methods.
PSNR (in dB) is given for each image in the dataset. We consider 5 different representative PSFs, shown to the left of each individual PSNR
table. PSNR averages for all images are shown in the very last column of each table.

Supplementary Fig. 16 shows the runtime values for the non-blind
deconvolution methods averaged over all test cases from Supple-
mentary Table. 3.

6.5 MTF Analysis

The goal of our method is to provide the design flexibility for
defining the transmission function of a DOE. Compared with the
analytical method investigated in [Bernet and Ritsch-Marte 2008],
our optimization gives competitive results. To the func-
tionality of adjustable focal power, Supplementary Fig.17
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Supplementary Figure 15: Performance in run time of blind
PSF estimation on synthetic data (lower is better). This plot
shows the average run time of all experiments from Supplementary
Table. 2.
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Supplementary Figure 16: Performance in run time of blind
PSF estimation on synthetic data (lower is better). This plot
shows the average run time of all experiments from Supplementary
Table. 3.

shows respectively the Modulation Transfer Function (MTF)
curves of our optimized diffractive lens and a MDOE
design [Bernet and Ritsch-Marte 2008; Bernet et al. 2013]
at the same wavelength while different focal lengths, sub-
ject to tune different relative rotation angles. The focal
length ranges are [100mm, 200mm] (left sub-figure) and
(−∞,−50mm] ∪ [50mm,∞) (right sub-figure), respectively.
The MTF curves indicated are thus readily obtained by first
acquiring the image of an incoherent point source (synthetic PSFs),
and applying the two-dimensional discrete Fourier transform to
the sampled PSF distribution. We observe that MTFs of our
designs (solid graphs) present averagely better performance than
that of MDOE designs (dash graphs) at different focal lengths,
indicated as different colours. Note that all curves with larger focal
lengths drop more significantly than that of shorter ones, which
is consistent with the fact that theoretical cut-off frequency is in
inverse proportion to F number.

Supplementary Fig. 18 shows the MTF comparisons of our optim-
ized encoded lens and a MDOE design with the same focal length
range [100mm, 200mm]. Both are fixed at the same image plane
while focusing at different object distances. Our factorization based
design indeed has achieved a competitive compromise within the
adjustable focal range.

Supplementary Figure 17: MTF comparisons on our optimized
diffractive lens (solid graphs) and corresponding MDOE design
(dash graphs). Different colours indicate the MTFs at different
focal lengths. The designed wavelength is set λ = 550nm.

Supplementary Figure 18: Refocusing comparisons on our
optimized diffractive lens (solid graphs) and corresponding
MDOE design (dash graphs). Different colours indicate the lens
focusing at different object distances. The designed wavelength is
set λ = 550nm.
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