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ABSTRACT

Nuclear magnetic resonance (NMR) is one of the main approaches for protein struc-

ture determination. The biggest advantage of this approach is that it can determine

the three-dimensional structure of the protein in the solution phase. Thus, the natural

dynamics of the protein can be studied. However, NMR protein structure determina-

tion is an expertise intensive and time-consuming process. If the structure determi-

nation process can be accelerated or even automated by computational methods, that

will significantly advance the structural biology field. Our goal in this dissertation is

to propose highly e�cient and error tolerant methods that can work well on real and

noisy data sets of NMR.

Our first contribution in this dissertation is the development of a novel peak pick-

ing method (WaVPeak). First, WaVPeak denoises the NMR spectra using wavelet

smoothing. A brute force method is then used to identify all the candidate peaks. Af-

ter that, the volume of each candidate peak is estimated. Finally, the peaks are sorted

according to their volumes. WaVPeak is tested on the same benchmark data set that

was used to test the state-of-the-art method, PICKY. WaVPeak shows significantly

better performance than PICKY in terms of recall and precision.

Our second contribution is to propose an automatic method to select peaks pro-

duced by peak picking methods. This automatic method is used to overcome the

limitations of fixed number-based methods. Our method is based on the Benjamini-

Hochberg (B-H) algorithm. The method is used with both WaVPeak and PICKY to

automatically select the number of peaks to return from out of hundreds of candidate
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peaks. The volume (in WaVPeak) and the intensity (in PICKY) are converted into

p-values. Peaks that have p-values below some certain threshold are selected. Ex-

perimental results show that the new method is better than the fixed number-based

method in terms of recall. To improve precision, we tried to eliminate false peaks

using consensus of the B-H selected peaks from both PICKY and WaVPeak. On

average, the consensus method is able to identify more than 88% of the expected true

peaks, whereas less than 17% of the selected peaks are false ones.

Our third contribution is to propose for the first time, the 3D extension of the

Median-Modified-Wiener-Filter (MMWF), and its novel variation named MMWF*.

These spatial filters have only one parameter to tune: the window-size. Unlike wavelet

denoising, the higher dimensional extension of the newly proposed filters is relatively

easy. Thus, they can be applied to denoise multi-dimensional NMR-spectra. We

tested the proposed filters and theWiener-filter, an adaptive variant of the mean-filter,

on a benchmark set that contains 16 two-dimensional and three-dimensional NMR-

spectra extracted from eight proteins. Our results demonstrate that the adaptive

spatial filters significantly outperform their non-adaptive versions. The performance

of the new MMWF* on 2D/3D-spectra is even better than wavelet-denoising.

Finally, we propose a novel framework that simultaneously conducts slice picking

and spin system forming, an essential step in resonance assignment. Our framework

then employs a genetic algorithm, directed by both connectivity information and

amino acid typing information from the spin systems to assign the spin systems

to residues. The inputs to our framework can be as few as two commonly used

spectra, i.e., CBCA(CO)NH and HNCACB. Di↵erent from existing peak picking and

resonance assignment methods that treat peaks as the units, our method is based on

slices, which are one-dimensional vectors in three-dimensional spectra that correspond

to certain (N, H) values. Experimental results on both benchmark simulated data sets

and four real protein data sets demonstrate that our method significantly outperforms
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the state-of-the-art methods especially on the more challenging real protein data sets,

while using a less number of spectra than those methods. Furthermore, we show that

using the chemical shift assignments predicted by our method for the four real proteins

can lead to accurate calculation of their final three-dimensional structures by using

CS-ROSETTA server.



8



9

ACKNOWLEDGEMENTS

I would like to thank very much my supervisor Dr. Xin Gao. It is Dr. Gao who gave

me the chance and guided me patiently in the new bioinformatics field. I always find

him supporting me.

I would also like to thank Prof. Bing-Yi Jing from Hong Kong University of

Science and Technology. He is one of the best teachers I have ever met. My research

with him is always fruitful.

Many thanks to Dr. Xianrong Guo, who passed long time answering my NMR

questions and to Dr. Xuefeng Cui and Dr. Mohamad Jaber who reviewed my thesis

and gave me valuable comments.

Special thanks to my committee members, Prof. Vladimir Bajic, Prof. Mikhail

Moshkov, Prof. Stefan Arold and Prof. Yang Zhang for reviewing my thesis and for

their valuable comments.

I cannot forget my dear Egyptian friends Tareq Omar, Ahmed Abaza and Ahmed

El-Oleemy for their unlimited support to me. I will also remember my late best friend

Mootaz Ibrahim forever.

Finally, I am grateful to our data providers. The NMR spectra for TM1112,

YST0336, RP3384 and ATC1776 were generated by Cheryl Arrowsmith's Lab at

the University of Toronto. The spectra for COILIN, VRAR, HACS1 and CASKIN

were provided by Logan Donaldson's Lab at York University. The 13C NMR spectra

for Ubiquitin were provided by the Imaging and Characterization Core lab, King

Abdullah University of Science and Technology (KAUST).



10



11

DEDICATION

This thesis is dedicated to my parents and my late grand parents.



12



13

TABLE OF CONTENTS

Examination Committee Approval 2

Copyright 3

Abstract 5

Acknowledgements 9

Dedication 11

List of Figures 16

List of Tables 22

1 Introduction 25

1.1 NMR protein structure determination . . . . . . . . . . . . . . . . . . 29

1.1.1 NMR basics . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

1.1.2 Peak picking . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

1.1.3 Error tolerant backbone assignment . . . . . . . . . . . . . . . 39

1.1.4 NOE peak assignment and structure calculation . . . . . . . . 39

1.2 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

2 WaVPeak: picking NMR peaks through wavelet-based smoothing

and volume-based filtering 43

2.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

2.2 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

2.2.1 Wavelet-based smoothing . . . . . . . . . . . . . . . . . . . . . 46

2.2.2 Volume-based filtering . . . . . . . . . . . . . . . . . . . . . . 49

2.2.3 Evaluation criteria . . . . . . . . . . . . . . . . . . . . . . . . 52

2.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

2.3.1 Data set . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

2.3.2 Performance on the benchmark set . . . . . . . . . . . . . . . 53



14

2.3.3 E↵ects of wavelet-based smoothing and volume-based filtering 56

2.3.4 Implementation details . . . . . . . . . . . . . . . . . . . . . . 57

2.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

2.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

3 Automatic peak selection by a Benjamini-Hochberg-based algorithm 62

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

3.2 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

3.2.1 A quick review of Benjamini-Hochberg method . . . . . . . . . 65

3.2.2 Applying the B-H procedure to the peak picking problem . . . 68

3.2.3 Calculation of p-values . . . . . . . . . . . . . . . . . . . . . . 69

3.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

3.3.1 Selecting WaVPeak peaks . . . . . . . . . . . . . . . . . . . . 72

3.3.2 Selecting PICKY peaks . . . . . . . . . . . . . . . . . . . . . . 76

3.3.3 Eliminating false peaks . . . . . . . . . . . . . . . . . . . . . . 77

3.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

3.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82

4 Median modified Wiener filter for nonlinear adaptive spatial denois-

ing of protein NMR multidimensional spectra 83

4.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83

4.2 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

4.2.1 Classical and adaptive spatial filters . . . . . . . . . . . . . . . 85

4.2.2 Median Modified Wiener Filter (MMWF): extension to the case

of multi-dimensional signals . . . . . . . . . . . . . . . . . . . 87

4.2.3 MMWF*: a novel variation of the Median Modified Wiener Filter 89

4.2.4 Data sets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90

4.2.5 Experimental settings . . . . . . . . . . . . . . . . . . . . . . . 91

4.3 Results and discussion . . . . . . . . . . . . . . . . . . . . . . . . . . 91

4.4 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 103

5 An automated framework for NMR resonance assignment through

simultaneous slice picking and spin system forming 105

5.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

5.2 Materials and methods . . . . . . . . . . . . . . . . . . . . . . . . . . 108

5.2.1 Overview of our method . . . . . . . . . . . . . . . . . . . . . 108

5.2.2 Forming spin systems by slice picking . . . . . . . . . . . . . . 109



15

5.2.3 Resonance assignment using a genetic algorithm . . . . . . . . 112

5.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 118

5.3.1 Performance on spectrum sets simulated from manual assign-

ments (training set) . . . . . . . . . . . . . . . . . . . . . . . . 118

5.3.2 Performance on raw NMR spectrum sets (testing set) . . . . . 119

5.3.3 Structure calculation from chemical shift assignment . . . . . 127

5.3.4 Implementation details . . . . . . . . . . . . . . . . . . . . . . 130

5.4 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 132

6 Concluding Remarks 133

6.1 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133

6.2 Future research work . . . . . . . . . . . . . . . . . . . . . . . . . . . 134

6.2.1 A novel method for calculating peak volume . . . . . . . . . . 134

6.2.2 NMR protein structure determination using 13C NMR spectra 136

6.2.3 Improving chemical shift assignment and 3D structure calculation137

6.2.4 A new method for protein 3D structure determination based on

I-TASSER . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 138

References 141



16

LIST OF FIGURES

1.1 The energy levels of a nucleus with (I = 3/2) in a magnetic field B. . 32

1.2 The energy levels of a nucleus with (I = 1/2) in a magnetic field B. . 33

1.3 Block diagram of an NMR spectrometer. . . . . . . . . . . . . . . . . 34

1.4 Nuclei involved in NHSQC spectrum. . . . . . . . . . . . . . . . . . . 37

1.5 Nuclei involved in HNCO spectrum. . . . . . . . . . . . . . . . . . . . 37

1.6 Nuclei involved in HNCA spectrum. . . . . . . . . . . . . . . . . . . . 37

1.7 Nuclei involved in CBCA(CO)NH spectrum. . . . . . . . . . . . . . . 38

1.8 Nuclei involved in HNCACB spectrum. . . . . . . . . . . . . . . . . . 38

2.1 The scaling and wavelet functions of the Daubechies 3 wavelet. . . . . 49

2.2 The original spectrum and the Daubechies 3 wavelet-smoothed spec-

trum of 15N-HSQC of protein VRAR. . . . . . . . . . . . . . . . . . . 50

2.3 A peak shape with di↵erent spans over the x- and y-dimensions. . . . 51

2.4 (a)-(e): ROC curves of WaVPeak and PICKY for NHSQC, HNCO,

HNCA, HNCACB and CBCA(CO)NH, respectively. The curves for

WaVPeak are cyan and the curves for PICKY are magenta. The areas

under the curve (AUC) for both methods are given in the figures as

well. (f): The relationship between the number of top peaks consid-

ered and the recall value for the CBCA(CO)NH spectrum of ATC1776.

The magenta, black and cyan curves are for PICKY (with the default

intensity-based filtering), Daubechies 3 wavelet plus intensity-based fil-

tering, and Daubechies 3 wavelet plus volume-based filtering, respec-

tively. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

3.1 Illustration of the Benjamini-Hochberg procedure. In this example,

the number of hypotheses (N) is 10 and the false discovery proportion

(q) is 0.2. The largest index of the hypotheses that is below the line

is 6 (imax = 6). Therefore, the first six hypotheses are rejected as the

predicted peaks. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67



17

3.2 Original volume curves and the corresponding p-value curves. (a) and

(d): volume curve sorted in descending order (a) and the corresponding

p-value curve (d) of peaks predicted by WaVPeak on the 2D 15N-HSQC

spectrum of the protein ATC1776; (b) and (e): volume curve sorted

in descending order (b) and the corresponding p-value curve (e) of

peaks predicted by WaVPeak on the 3D HNCO spectrum of the protein

VRAR; (c) and (f): volume curve sorted in descending order (c) and

the corresponding p-value curve (f) of peaks predicted by WaVPeak on

the 3D CBCA(CO)NH spectrum of the protein COILIN. In all figures,

true peaks are shown in black and false ones are shown in cyan. In

(d), (e) and (f), the decision boundaries of tNp and B-H procedure are

shown in black and magenta, respectively. . . . . . . . . . . . . . . . 75

3.3 Original intensity curves and the corresponding p-value curves. (a)

and (d): intensity curve sorted in descending order (a) and the corre-

sponding p-value curve (d) of peaks predicted by PICKY on the 2D
15N-HSQC spectrum of the protein TM1112; (b) and (e): intensity

curve sorted in descending order (b) and the corresponding p-value

curve (e) of peaks predicted by PICKY on the 3D HNCO spectrum of

the protein COILIN; (c) and (f): intensity curve sorted in descending

order (c) and the corresponding p-value curve (f) of peaks predicted by

PICKY on the 3D CBCA(CO)NH spectrum of the protein RP3384. In

these figures, true peaks are shown in black and false ones are shown

in cyan. In (d), (e) and (f), the decision boundaries of tNp and the

B-H procedure are shown in black and magenta, respectively. . . . . . 78



18

3.4 Precision-recall curves for di↵erent peak picking methods and sensi-

tivity analysis of B-H WaVPeak. (a)-(e): precision-recall curves for

di↵erent methods on 15N-HSQC, HNCO, HNCA, CBCA(CO)NH and

NHCACB, respectively. The solid black curves are for B-H consensus

method; the dashed black curves are for the 1.5tNp consensus method;

the solid cyan curves are for B-H WaVPeak; the dashed cyan curves

are for the original WaVPeak; the solid magenta curves are for B-H

PICKY; and the dashed magenta curves are for the original PICKY.

The relative area under curve (AUC) values are in legends, which are

the area under curve over the total area of recall at least 0.7. (f):

sensitivity analysis for di↵erent number of peaks. The precision and

recall values of B-H WaVPeak are shown when 1.5tNp, 2tNp, 2.5tNp

and 3tNp top peaks are used to calculate the p-values. . . . . . . . . . 81

4.1 F-score curves of peak picking when using four di↵erent spatial filters

for denoising 2D NMR spectra (15N-HSQC) of the eight proteins. The

filters used are the Mean and Median filters (dashed lines), and their

respective adaptive variations (full lines) Wiener and Median Modified

Wiener Filter (MMWF). MMWF*, the new variation of the MMWF,

is distinguished by a red line marked by red crosses. Each filter is

tested for a range of squared window size that is varying from 3⇥3,

5⇥5, 7⇥7,..., to 31⇥31 pixels. The figures show that adaptive filters

outperform the non-adaptive ones significantly in the denoising task.

It is also clear that adaptive filters maintain their performance quite

stable for di↵erent window sizes. . . . . . . . . . . . . . . . . . . . . . 95

4.2 Precision curves of peak picking when using four di↵erent spatial filters

for denoising 2D NMR spectra (15N-HSQC) of the eight proteins. The

filters used are the Mean and Median filters (dashed lines), and their

respective adaptive variations (full lines) Wiener and Median Modified

Wiener Filter (MMWF). MMWF*, the new variation of the MMWF,

is distinguished by a red line marked by red crosses. Each filter is

tested for a range of squared window size that is varying from 3⇥3,

5⇥5, 7⇥7,..., to 31⇥31 pixels. The figures show that adaptive filters

outperform the non-adaptive ones significantly in the denoising task.

It is also clear that adaptive filters maintain their performance quite

stable for di↵erent window sizes. . . . . . . . . . . . . . . . . . . . . . 96



19

4.3 Recall curves of peak picking when using four di↵erent spatial filters

for denoising 2D NMR spectra (15N-HSQC) of the eight proteins. The

filters used are the Mean and Median filters (dashed lines), and their

respective adaptive variations (full lines) Wiener and Median Modified

Wiener Filter (MMWF). MMWF*, the new variation of the MMWF,

is distinguished by a red line marked by red crosses. Each filter is

tested for a range of squared window size that is varying from 3⇥3,

5⇥5, 7⇥7,..., to 31⇥31 pixels. The figures show that adaptive filters

outperform the non-adaptive ones significantly in the denoising task.

It is also clear that adaptive filters maintain their performance quite

stable for di↵erent window sizes. . . . . . . . . . . . . . . . . . . . . . 97

4.4 Average performance for 2D spectra. Subfigures (A), (C), and (E):

Average performance curves of the three adaptive spatial filters over

the 2D spectra with respect to the window size. (A). average F-score

curves; (C). average precision curves; and (E). average recall curves.

Subfigures (B), (D), and (F): Bar charts of average performance of the

wavelet denoising in [1] and the three adaptive spatial filters with the

best window size on the 2D spectra. (B). average F-score bar charts;

(D). average precision bar charts; and (F). average recall bar charts. . 98

4.5 F-score curves of peak picking when using four di↵erent spatial fil-

ters for denoising 3D NMR spectra (CBCA(CO)NH) of the eight pro-

teins. The filters used are the Mean and Median filters (dashed lines),

and their respective adaptive variations (full lines) Wiener and Median

Modified Wiener Filter (MMWF). MMWF*, the new variation of the

MMWF, is distinguished by a red line marked by red crosses. Each

filter is tested for a range of squared window size that is varying from

3⇥3, 5⇥5, 7⇥7,..., to 31⇥31 pixels. The figures show that adaptive

filters outperform the non-adaptive ones significantly in the denoising

task. It is also clear that adaptive filters maintain their performance

quite stable for di↵erent window sizes. . . . . . . . . . . . . . . . . . 100



20

4.6 Precision curves of peak picking when using four di↵erent spatial fil-

ters for denoising 3D NMR spectra (CBCA(CO)NH) of the eight pro-

teins. The filters used are the Mean and Median filters (dashed lines),

and their respective adaptive variations (full lines) Wiener and Median

Modified Wiener Filter (MMWF). MMWF*, the new variation of the

MMWF, is distinguished by a red line marked by red crosses. Each

filter is tested for a range of squared window size that is varying from

3⇥3, 5⇥5, 7⇥7,..., to 31⇥31 pixels. The figures show that adaptive

filters outperform the non-adaptive ones significantly in the denoising

task. It is also clear that adaptive filters maintain their performance

quite stable for di↵erent window sizes. . . . . . . . . . . . . . . . . . 101

4.7 Recall curves of peak picking when using four di↵erent spatial filters for

denoising 3D NMR spectra (CBCA(CO)NH) of the eight proteins. The

filters used are the Mean and Median filters (dashed lines), and their

respective adaptive variations (full lines) Wiener and Median Modified

Wiener Filter (MMWF). MMWF*, the new variation of the MMWF,

is distinguished by a red line marked by red crosses. Each filter is

tested for a range of squared window size that is varying from 3⇥3,

5⇥5, 7⇥7,..., to 31⇥31 pixels. The figures show that adaptive filters

outperform the non-adaptive ones significantly in the denoising task.

It is also clear that adaptive filters maintain their performance quite

stable for di↵erent window sizes. . . . . . . . . . . . . . . . . . . . . 102

4.8 Average performance for 3D spectra. Subfigures (A), (C), and (E):

Average performance curves of the three adaptive spatial filters over

the 3D spectra with respect to the window size. (A). average F-score

curves; (C). average precision curves; and (E). average recall curves.

Subfigures (B), (D), and (F): Bar charts of average performance of the

wavelet denoising in [1] and the three adaptive spatial filters with the

best window size on the 3D spectra. (B). average F-score bar charts;

(D). average precision bar charts; and (F). average recall bar charts. . 103

5.1 ROC curves for our method and GANAb on the four protein data sets.

GANAb denotes GANA by using the same spin systems formed by our

method as input. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 123



21

5.2 The 2D projection of CBCA(CO)NH of TM1112 to the H-N space (blue

contours) and the picked peaks by our method (black crosses). The

spectrum is denoised by wavelet smoothing where soft thresholding is

adopted. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

5.3 The 2D projection of CBCA(CO)NH of CASKIN to the H-N space

(blue contours) and the picked peaks by our method (black crosses).

The spectrum is denoised by wavelet smoothing where soft thresholding

is adopted. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 126

5.4 The 2D projection of CBCA(CO)NH of VRAR to the H-N space (blue

contours) and the picked peaks by our method (black crosses). The

spectrum is denoised by wavelet smoothing where soft thresholding is

adopted. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 126

5.5 The 2D projection of CBCA(CO)NH of HACS1 to the H-N space (blue

contours) and the picked peaks by our method (black crosses). The

spectrum is denoised by wavelet smoothing where soft thresholding is

adopted. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 127

5.6 Peak picking performance comparison on (a) CBCA(CO)NH and (b)

HNCACB spectra of the four real proteins. The recall and precision

values are averaged over the four proteins. . . . . . . . . . . . . . . . 127

5.7 Structural alignments between the top scored structural models by

using CS-ROSETTA with our assignments and the experimentally de-

termined native structures for the four real proteins. The structures in

cyan are the native structures and those in magenta are the calculated

structures. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 131



22

LIST OF TABLES

2.1 Comparison between WaVPeak and PICKY on the 32 spectra of the

eight proteins in the benchmark set. To make the comparison, the top

1.2Kp peaks are considered, where Kp is the expected number of peaks.

For PICKY, the peaks are sorted according to the intensity, whereas

for WaVPeak, the peaks are sorted according to the volume. Recall,

precision, and F-score are listed as percentiles. . . . . . . . . . . . . 56

2.2 Comparison between the running times of PICKY [2] and WaVPeak

on the 32 spectra of the eight proteins in the benchmark set. PICKY

is implemented in C++. On the other hand, WaVPeak is implemented

in Matlab. The time-consuming parts in WaVPeak are implemented

as C functions (MEX files) that are called from the Matlab code. . . 59

3.1 Comparison of the missing peak rate of the fixed number-based method

(tNp) and the Benjamini-Hochberg (B-H) algorithm with q = 0.05

on the 32 spectra of the eight proteins in the benchmark dataset as

picked by WaVPeak. The entries filled with ‘-’, mean that we do not

have that type of spectrum for that specific protein. Column (d) is

the relative improvement of the missing peak rate of B-H over tNp.

All values except the last two rows are the missing peak rates. The

“SDave” row lists the standard deviations of the missing peak rates for

the corresponding columns, demonstrating the robustness of di↵erent

methods. The last row is the average precision value. All values are

given in percentage. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73



23

3.2 Comparison of the missing peak rate of the fixed number-based method

(tNp) and the Benjamini-Hochberg (B-H) algorithm with q = 0.05 on

the 32 spectra of the eight proteins in the benchmark set picked by

PICKY. The entries filled with ‘-’, mean that we do not have that

type of spectrum for that specific protein. Column (d) is the relative

improvement of the missing peak rate of B-H over tNp. All values

except the last two rows are the missing peak rates. The “SDave”

row lists the standard deviations of the missing peak rates for the

corresponding columns, which demonstrates the robustness of di↵erent

methods. The last row gives the average precision values. All values

are given in percentage. . . . . . . . . . . . . . . . . . . . . . . . . . 77

3.3 Comparison of the performance of di↵erent peak picking methods. Rec

stands for recall values and Pre stands for precision values. The re-

call and the precision values of PICKY and WaVPeak are taken from

[1]. B-H (WaVPeak) is the WaVPeak peaks selected by the proposed

B-H algorithm. Consensus (1.5tNp) is the consensus of WaVPeak and

PICKY by simply considering the top 1.5tNp peaks from each method.

B-H (Consensus) is the consensus of WaVPeak and PICKY by con-

sidering the top peaks that are determined by the proposed B-H algo-

rithm. All the values are given as percentage. . . . . . . . . . . . . . 80

4.1 The running times of the MMWF* filter when used to denoise the 16

NMR spectra in our benchmark set using a window size of 3⇥3. The

MMWF* filter is implemented as C function (MEX file) and is called

from the Matlab command line. . . . . . . . . . . . . . . . . . . . . . 104

5.1 Extended chemical shift ranges of each amino acid type. . . . . . . . 116

5.2 Performance comparison on the simulated date sets. The first column

on the left presents the protein ID in the BMRB database, sorted

according to the protein’s length. The next column gives the length of

the 21 proteins. Starting from the third column, the precision (PRC)

and recall (REC) values for AUTOASSIGN, GANA and our method

with its four parameter settings (1NN, 2NN, 3NN and 5NN) are listed. 120



24

5.3 Performance comparison between MARS, IPASS, AUTOASSIGN, GANA

and our method on four real protein data sets. The second column

gives the number of residues in the protein. The third column gives

the number of manually assigned residues (including Prolines). Start-

ing from the fourth column, the performance of each method is shown

in the format of “number of correctly assigned residues/total number

of assigned residues”. GANAa lists the results of GANA by using the

same spin systems formed by IPASS as input. GANAb lists the re-

sults of GANA by using the same spin systems formed by our method

as input. The last column gives the “number of correctly assigned

Proline residues/total number of manually assigned Proline residues”.

RECave, PREave and F1ave stand for the average recall, precision and

F-score, respectively. . . . . . . . . . . . . . . . . . . . . . . . . . . . 124

5.4 Calculated structures of CS-ROSETTA for the four real proteins. ‘Man’,

‘Our’, and ‘NoCS’ stand for the calculated structure pool of CS-ROSETTA

that takes the BMRB manual assignments, the assignments by our

method, and only amino acid sequences without chemical shift assign-

ments as inputs, respectively. ‘RMSDTopScore’ and ‘RMSDBestOfTop10’

stand for the RMSD of the structural model that has the lowest the

CS-ROSETTA scoring function, and the lowest RMSD within the top

10 models by the CS-ROSETTA scoring function, respectively. All the
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Proteins are the building blocks of our body. Working as enzymes, they are respon-

sible for catalyzing almost all the chemical reactions in the cell. Much of the cellular

structure and regulation of the gene activity is also done by proteins.

Amino acids are the building blocks of proteins. There are 20 di↵erent types of

amino acids in nature. These amino acids mainly consist of carbon, hydrogen, oxygen,

and nitrogen atoms. Each amino acid consists of a main chain part that is common

to all amino acids and a side chain part that di↵ers it from other amino acids [3].

There are four levels of protein structures. The primary structure is the se-

quence of amino acids forming the protein chain. The secondary structure of a pro-

tein refers to the conformation of local segments of the protein into three-dimensional

(3D) forms. These 3D forms are stabilized by hydrogen bonds. There are two main

secondary structure types that are the beta sheets and the alpha helices. The sec-

ondary structure elements are further folded to give the three-dimensional conforma-

tion of the entire protein. This 3D conformation is called the tertiary structure of

the protein. This tertiary structure is unique for each protein and it determines the

protein’s function. Some proteins consist of more than one protein subunit. These

subunits pack together to form the quaternary structure of the protein [3].

Knowledge of the relation between the structure of the protein and its function

helps to better understand how the protein works. This enables the researchers to

design experiments to explore how the structure modification will a↵ect the function.

As most of the pharmaceuticals act by the interaction with proteins, studying the

structure and function of proteins is necessary to the design of new drugs.

Protein 3D structures provide indispensable information to understanding protein

function. For instance, proteins interact with other proteins or biological molecules

based on their complementary conformations. There are hundreds of thousands of

gene sequences translated to proteins. However, there are only about 100,000 experi-

mentally solved structures in the Protein Data Bank(PDB) [4]. Yet, the experimental
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methods are costly and time-consuming. This shows the importance of using compu-

tational methods to increase the speed of protein structure determination.

There are two dominant experimental methods to obtain the three-dimensional

(3D) structure of a protein:

• X-ray crystallography: This method is more accurate and can be used for large

proteins. The first step to determine a protein structure using X-ray crystal-

lography is to crystallize the target protein. This requires the protein sample

to be more than 90% pure. Otherwise, further purification is required. Then,

the protein is placed into a suitable solvent. The solution is brought to super-

saturation, from which the protein crystals start to grow. After crystallizing

the protein, the protein crystals are put into a rotating device and X-rays are

fired into them. The protein crystals di↵ract the X-rays, and a detecting de-

vice is used to measure the intensity and position of the di↵racted beams. The

last step to determine the protein structure is to convert the di↵raction data

into a three-dimensional model representing the density of the outer electrons

within the di↵racting crystals. This can be done mathematically using inverse

Fourier transform for the X-ray di↵raction pattern [5]. However, in this step,

the phase problem appears. The rays di↵racted by the molecule have three

quantities: amplitude, phase, and frequency. The amplitude and phase are cru-

cial because they provide us with information about the size and location of the

atoms di↵racting the X-rays. The amplitude can be deduced from the intensity

of the dots of the detected pattern. However, the dots’ intensities contain no

information about the phase. Thus, the phase information that is needed to

calculate the structure is missing. One way to get this missing information is to

use the molecular replacement method. In this method, a protein with known

structure is used to calculate the structure of an unknown protein. For instance,

in pharmaceutical drug development, the already known structure of a protein
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that is not bound to any ligand can help to produce the phase information for

the structure of the same protein when it is in complex with di↵erent candidate

drugs [5]. One major problem in the X-ray crystallography approach is that

crystallizing proteins is not an easy task. This process depends mainly on ex-

pert knowledge, and it relies to a great extent on luck and exhaustive search.

It can take months or even years to crystallize a protein, providing it can be

crystallized at all. Great research e↵orts have been spent on trying di↵erent

crystallization conditions [6]. However, the problem still exists. Once crystal-

lization is done, many software applications were developed in the recent years

in order to solve the protein structure [7].

• Nuclear Magnetic Resonance (NMR) spectroscopy: NMR is based on the re-

sponse of atoms with magnetic properties, when they are put in an external

magnetic field. The biggest advantage of this method is that the protein struc-

ture can be determined even if the protein is di�cult or impossible to be crystal-

lized. Also, the natural dynamics of the protein can be studied. Furthermore,

NMR spectroscopy can assist in increasing the e�ciency of the drug discovery

process. It is useful because it can detect protein-ligand interactions using sev-

eral techniques. Besides, it can also help in obtaining information about the

binding site and binding a�nity. The basics of NMR spectroscopy are explained

in Section 1.1.1. In this approach, the determination of the protein structure

consists of several time consuming steps. First, the protein solution is pre-

pared, a step that may take several days or weeks. Second, NMR experiments

are performed. Finally, the spectra are analyzed in order to determine the

structure of the protein. This step may take up to nine months using manual or

semi-automatic peak picking, chemical shift assignment and protein structure

calculation. Thus, it is desirable to fully automate or at least significantly speed

up the process. This will require peak picking, chemical shift assignment and



29

structure calculation with minimal human interference. If this is carried out

successfully, a protein structure may take several days to be determined [8].

In this thesis, we will focus on the key open problems in automatic NMR protein

structure determination.

1.1 NMR protein structure determination

NMR protein structure determination consists of six steps [9]. First, the protein

sample is prepared. Second, NMR experiments which produce through-bond and

through-space spectra are performed (basics of NMR spectroscopy are explained in

Section 1.1.1). Third, peak picking is employed to identify peaks in the spectra (more

details about peak picking can be found in Section 1.1.2). Fourth, error tolerant

backbone assignment assigns chemical shifts of the picked peaks to the corresponding

atoms in the protein (1.1.3). Fifth, nuclear overhauser e↵ect (NOE) peaks are then

identified and distance constraints are generated according to chemical shift assign-

ment. Finally, these distance constraints are used to calculate the protein structure.

The last two steps are done simultaneously. More details on the last two steps can

be found in Section 1.1.4.

Computer scientists have made a lot of e↵orts to assist the process mentioned

above. Two systems, FLYA [10, 11, 12] and AMR [13], have already been devel-

oped. Each of these two systems has succeeded to fully automatically produce high-

resolution structures for several small proteins. However, they did not manage to

achieve such success when they were tried with large proteins (more than 15kDa).

AMR does not perform well on large proteins because it is based on FALCON [14],

which is unable to handle large proteins. On the other hand, FLYA cannot perform

well on large proteins because it is not error-tolerant enough. It is designed to work

best on ideal, manually picked peak lists. Thus, if an automatic peak picking method
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like AUTOPSY [15] is used for peak picking, the output peak lists will contain a lot

of false positive peaks. Consequently, the chemical shift assignment programs that

are expecting peak lists of high quality will not perform well.

1.1.1 NMR basics

In this section, an introduction is given about the basic theory of NMR, nuclear

energy levels and chemical shifts. Then, a brief description about NMR spectrometers

is given. Also, some examples about NMR spectra types and the nuclei involved in

them are shown.

The basic theory of NMR spectroscopy

The main property of the atomic nuclei involved in the NMR experiments is the

nuclear spin I. The nuclear spin results from the movement of charges in the nucleus.

Its value may be 0, 1/2, 1, 3/2, 2, etc. The nuclear spin is measured in units of

~(= h/2⇡), where h is the Planck’s constant. The value of the spin of a certain

nucleus depends on its atomic number (number of protons in the nucleus) and its

mass number (sum of protons and neutrons in the nucleus). If both atomic number

and mass number are even, then, the spin I = 0. Some common nuclei as 12C,16 O,

and 32S have zero spin. Thus, they cannot be used in NMR experiments. On the

other hand, if the atomic number and/or the mass number are odd, the nucleus will

have a non-zero spin. Thus, it can be used in NMR experiments.

Another property, also resulting from the movement of charges in the nuclei is the

nuclear magnetic moment µ. µ is directly proportional to the spin I as shown in Eq.

1.1. The proportionality constant is called gyromagnetic ratio �. This gyromagnetic

ratio is distinct for every specific nucleus.

µ =
�Ih

2⇡
. (1.1)
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If there is no externally applied magnetic field, all the nuclei in our sample will have

the same energy and will spin in random directions. However, if we apply an external

magnetic field, the nuclei will be separated into discrete orientations. The number

of possible orientations for a nucleus of spin I is 2I + 1. Each allowed orientation is

characterized by the value of the magnetic quantum number mI . Apparently, mI will

have 2I + 1 values starting from �I,�I + 1, ..., I. For instance, if our nucleus has

a spin 3/2, its mI will have the values [-3/2, -1/2, 1/2, 3/2] [16]. The energy of the

nuclei in each orientation can be calculated according to Eq. 1.2.

E = �µ.B =
��h
2⇡

mIB, (1.2)

where B is the applied magnetic field.

Figure 1.1 shows the allowed energy levels for a nucleus whose spin I = 3/2. It is

worth noting that transitions are only possible between adjacent energy levels. Thus,

from Eq. 1.2, the energy of transition between two adjacent levels can be calculated

by Eq. 1.3.

�E =
�hB

2⇡
. (1.3)

To detect this transition energy, a radiation specified by �E = h� is applied.

Using this with Eq. 1.3 will give the fundamental resonance condition for all NMR

experiments (Eq. 1.4):

� =
�B

2⇡
, (1.4)

That is, if we place a certain nucleus with a gyromagnetic ratio � in an external

magnetic field B, the resonance condition (at which the nucleus absorbs the energy)

is satisfied if and only if the frequency of the applied radiation is given by Eq. 1.4.
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Figure 1.1: The energy levels of a nucleus with (I = 3/2) in a magnetic field B.

Nuclear energy levels

If the nuclei in our sample have spin I = 1/2, and the sample is put in an external

magnetic field, the nuclei will be separated into two orientations. The first orientation

will have magnetic quantum number mI = +1/2. It will have a slightly lower energy

and will be given the symbol ↵. The second orientation will have mI = -1/2. It will

have a slightly higher energy and will be given the symbol �. The two orientations

are shown in Figure 1.2. The transition from level ↵ to level � will indicate energy

absorption. On the other hand, the transition from level � to level ↵ will indicate

induced emission. If the population of both energy levels is the same, there will be no

net transfer of energy from the electromagnetic radiation to the sample. However, at

thermal equilibrium, the lower energy level is slightly more populated than the higher

one. Thus, when a suitable electromagnetic frequency is irradiated, a net absorption

of energy occurs. Consequently, an NMR signal can be detected [16].

The chemical shift

When placing a certain nucleus in an external magnetic field B, the magnetic field

felt by the nucleus di↵ers slightly from B. This di↵erence is due to the electron clouds

surrounding the nucleus. The di↵erence between the two magnetic fields (the original
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Figure 1.2: The energy levels of a nucleus with (I = 1/2) in a magnetic field B.

one and the one felt by the nucleus) is directly proportional to the externally applied

field. This di↵erence is called nuclear shielding [16].

The chemical shift can be calculated by dividing the nuclear shielding by the

applied field. Thus, the chemical shift depends on the nucleus under consideration

and its chemical environment. It is always measured relative to a suitable reference

compound that is added to the solution investigated [16].

The chemical shift is defined as

� =
(Breference � Bsample)

Breference
⇥ 106ppm, (1.5)

where Breference is the magnetic field of the reference compound, and Bsample is the

field at the sample nuclei. From Eq. 1.4, this can be written as

� =
(�sample � �reference)

�reference
⇥ 106ppm (1.6)

NMR spectrometers

Two main things should be present in any high-resolution NMR spectrometer: mag-

netic field and radio frequency source. Both the magnetic field and the radio frequency
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Figure 1.3: Block diagram of an NMR spectrometer.

source should be homogeneous and very stable. The sample containing the nuclei un-

der consideration is placed in a probe. The probe is put between the two poles of

the magnet (Figure 1.3). A coil that transmits the RF radiation is placed around

the probe. Either the magnetic field or the RF radiation is kept constant, and the

other is varied slowly until the resonance condition is satisfied (Eq. 1.4). Once the

resonance condition is satisfied, the sample absorbs the RF energy, and a receiving

coil detects the resulting NMR signal.

In summary, NMR is a spectroscopic technique that depends on the magnetic

properties of atomic nuclei. There should be an external magnetic field that separates

the nuclei under consideration into several discrete energy levels. There should also

be an RF source that causes the excitation of some nuclei from a certain energy

level to the next one when the resonance condition is met. The resonance frequency

at which the excitation happens varies from one nucleus to another. Moreover, it

varies according to the chemical environment of the same nucleus. The resonance
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frequency of a certain nucleus relative to the resonance frequency of a certain reference

compound (typically Tetramethylsilane TMS) is called the chemical shift.

If two or more nuclei are close to each other in the 3D space, their resonance can

be coupled and such coupling can be captured by NMR spectrometers. The results of

NMR experiments are NMR spectra. According to the way the resonance is coupled,

there can be both through-bond and through-space spectra [17]. In mathematical

terms, NMR spectra are multidimensional matrices. The coordinates of each dimen-

sion of the matrix are the chemical shift values of a group of coupled nuclei. The

value in each entry in the matrix represents the intensity of the signal [18].

NMR spectra

The outputs of spectrometers are the NMR spectra. An NMR spectrum can be

defined as a plot of chemical shift vs. intensity. NMR spectra are usually stored in

the UCSF format. There are many NMR experiments, each of them is designed to

detect information about a specific set of nuclei. Here, we introduce only the set of

spectra used in our experiments. In the following, the notation N,HN,C↵, C�, and C

will denote chemical shifts of amide nitrogen, amide hydrogen, carbon alpha, carbon

beta and carbonyl carbon respectively.

15N-HSQC: This is a 2D spectrum that detects the N and HN chemical shift

pair for residue i. Proline, however, cannot give a signal. For some amino acids

that have NH groups in their side chain, more than one signal may be expected. For

example, TRP and ARG may give one additional side chain peak in addition to the

main peak coming from the backbone. ASN and GLN may give two additional side

chain peaks in addition to the main peak coming from the backbone. Nuclei involved

in a 15N-HSQC peak are shown in Figure 1.4.

HNCO: This is a 3D spectrum that detects the N, HN and C chemical shifts.

Ideally, it generates one peak per residue: (Ni, Ci�1, HNi). However, if the residue
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under consideration is Proline, then, no peak is expected. Nuclei involved in an

HNCO peak are shown in Figure 1.5.

HNCA: This is a 3D spectrum that detects the N, HN and CA chemical shifts.

Ideally, it generates two peaks per residue: (Ni, CAi�1, HNi) and (Ni, CAi, HNi).

However, if the residue under consideration is Proline, then, no peaks are expected.

Nuclei involved in an HNCA peak are shown in Figure 1.6.

CBCA(CO)NH: This is a 3D spectrum that detects the N, HN, CA and CB

chemical shifts. Ideally, it generates two peaks per residue: (Ni, CAi�1, HNi) and

(Ni, CBi�1, HNi). However, if the residue under consideration is Proline, then, no

peaks are expected. Also, if the preceding residue is Glycine, then, only one peak

(Ni, CAi�1, HNi) is expected. Nuclei involved in a CBCA(CO)NH peak are shown in

Figure 1.7.

HNCACB: This is a 3D spectrum that detects the N, HN, CA and CB chemical

shifts. Ideally, it generates four peaks per residue: (Ni, CAi�1, HNi), (Ni, CBi�1, HNi),

(Ni, CAi, HNi) and (Ni, CBi, HNi). However, if the residue under consideration is

Proline, then, no peaks are expected. Also, if the current residue is Glycine, then,

only three peaks ((Ni, CAi�1, HNi), (Ni, CBi�1, HNi) and (Ni, CAi, HNi)) are ex-

pected. Another special case occurs when the preceding residue is Glycine. For this

case, only three peaks ((Ni, CAi�1, HNi), (Ni, CAi, HNi) and (Ni, CBi, HNi)) are

expected. Nuclei involved in an HNCACB peak are shown in Figure 1.8.

1.1.2 Peak picking

As mentioned earlier, the first step in the NMR protein structure determination

process after collecting the spectra is peak picking. Its goal is to identify peaks

which are signals representing a group of nuclei coupled together through bond or

through space. It is a tricky, complex and time-consuming step that requires a lot of

expert knowledge. It is the key to all subsequent steps. On one hand, if the picked



37

Figure 1.4: Nuclei involved in NHSQC spectrum.

Figure 1.5: Nuclei involved in HNCO spectrum.

Figure 1.6: Nuclei involved in HNCA spectrum.

peaks contain a large number of false positives, it will introduce too much noise and

ambiguities to the following steps, and will cause the search space to be very large.

On the other hand, if the picked peaks contain many false negatives, it will bring too
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Figure 1.7: Nuclei involved in CBCA(CO)NH spectrum.

Figure 1.8: Nuclei involved in HNCACB spectrum.

much missing information that is impossible for the following steps to recover. Thus,

a good peak picking method should have a tradeo↵ between recall and precision [17].

In NMR labs, peak picking is usually accomplished manually or semi-automatically

with the help of visualization and analysis tools [19, 20]. Fortunately, computational

approaches have recently been widely applied to automate and accelerate the step

of peak picking. These approaches include Bayesian methods [21, 22, 23], spectrum-

and peak property-based methods [15, 24, 25], neural network methods [26, 27], three

way decomposition-based methods [28, 29] and image processing methods [2, 1].
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1.1.3 Error tolerant backbone assignment

This step is the cornerstone of the NMR protein structure determination process.

The goal of this step is to assign the peaks picked in the first step to the correspond-

ing atoms of the protein. The problem is clearly formulated. Thus, it has been of

great interest to the computational research community. The backbone resonance

assignment problem can be divided into three subproblems:

1. Forming spin systems that consist of chemical shifts of atoms of a certain residue.

2. Forming segments that consist of linked sequential spin systems.

3. Assigning the segments of spin systems to the primary sequence.

A lot of methods have been proposed to provide a solution to the backbone as-

signment problem, including sequential algorithms [30, 31], fragment based algorithms

[32, 33], maximum independent set algorithms [34], logic algorithms [35], search al-

gorithms [36, 37, 38, 39, 40] and optimization algorithms [14, 41, 42, 43, 44].

1.1.4 NOE peak assignment and structure calculation

NOE assignment and structure calculation are two di↵erent steps. However, they

are usually done simultaneously [45]. Most of NOEs cannot be assigned without

prior knowledge of the molecule structure. Also, some NOEs cannot be assigned

unambiguously because some protons have the same chemical shift. However, NOEs

of protons that are close in space due to covalent bond or secondary structure can be

assigned without ambiguity. These NOE assignments provide some initial restraints

used to calculate preliminary three-dimensional structures. More NOE crosspeaks

can be assigned based on these structures, and therefore providing more restraints.

These added restraints are then used to generate new refined structures. This new

generation is used to get more assignments. This procedure is repeated iteratively
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until we cannot obtain anymore assignments. There are many studies on NOE peak

assignment and structure calculation [46, 47, 48, 49, 50, 51, 52, 53, 54].

A limitation of the NOE based methods for structure calculation is that they

require the chemical shift assignments to be approximately 85% complete and cor-

rect for the subsequent NOE assignment to work properly [55]. This requirement is

di�cult to meet using automatic backbone chemical shift assignment. A group of

NMR researchers started to look at di↵erent ways to skip the step of NOE assign-

ment and to go directly from the step of chemical shift assignment to 3D structures

[56, 57, 58, 59, 60, 61]. Chemical shifts can be measured relatively easily and in-

sensitive to the size of the protein. Several papers suggested that accurate protein

structures can be directly determined from chemical shifts [56, 57, 58, 59, 60, 61].

1.2 Contributions

This dissertation proposes fully automatic, error tolerant solutions to some key open

problems in automatic NMR protein structure determination.

Our first contribution is WaVPeak [1]. WaVPeak is a novel automatic peak picking

method. It depends on wavelet based smoothing and volume based filtering. The first

step is to denoise the spectra using wavelet smoothing, without eliminating any data

point in the spectra. A brute force algorithm is then employed to identify all local

maxima as candidate peaks. The volume of each candidate peak is estimated. All

candidate peaks are sorted according to their volumes. The set of peaks having the

highest volumes is selected by the method. WaVPeak is tested on the same benchmark

dataset proposed by PICKY [2], one of the most accurate methods in the literature.

WaVPeak achieves an average of 96%, 91%, 88%, 76% and 85% recall on 15N-HSQC,

HNCO, HNCA, HNCACB and CBCA(CO)NH, respectively. When the same number

of peaks are considered, WaVPeak significantly outperforms PICKY. WaVPeak is
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described in details in Chapter 2.

Our second contribution is proposing a Benjamini-Hochberg (B-H)-based ap-

proach that automatically selects the number of peaks to return [62]. The peak

selection problem was formulated as a multiple testing problem. Having a peak list

sorted according to peaks’ volumes or intensities, each peak is converted to p-value.

Then, a B-H-based algorithm is employed to automatically select a group of peaks.

The method is tested on peak lists generated by the two state-of-the-art peak picking

methods WaVPeak [1] and PICKY [2]. Compared with the traditional fixed number-

based approach, our approach returns significantly more true peaks. For instance, by

combining WaVPeak or PICKY with the proposed method, on average about 90% of

the expected peaks are detected in a benchmark set of 32 spectra extracted from eight

proteins. The consensus of the B-H-selected peaks from both PICKY and WaVPeak

achieves 88% recall and 83% precision, which significantly outperforms each indi-

vidual method and the consensus method without the B-H algorithm. More details

about peak selection using B-H algorithm are found in Chapter 3.

Our third contribution is to use for the first time the adaptive nonlinear spatial

filter Median Modified Wiener Filter (MMWF) and its novel variant MMWF* for

denoising multi-dimensional NMR spectra [17]. These filters are simple filters with

only one parameter to tune (window size). The higher-dimensional extension of these

filters is relatively easy and straight forward. The performance of these filters is very

close and sometimes better than the performance of wavelet denoising. This work is

described in details in Chapter 4.

Our final contribution is proposing a novel framework that simultaneously con-

ducts slice picking and spin system forming, an essential step in resonance assignment

[63]. Di↵erent from existing resonance assignment methods that treat peaks as the

units, our new method is based on ‘slices’, which are one-dimensional vectors in three-

dimensional spectra that correspond to certain (N,H) values. Our framework then
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employs a genetic algorithm, directed by both connectivity information and amino

acid typing information from the spin systems, to assign the spin systems to residues.

The inputs to our framework can be as few as two commonly used spectra, i.e.,

CBCA(CO)NH and HNCACB. This new approach outperformed existing chemical

shift assignment methods in terms of both recall and precision especially with the

challenging real proteins. Moreover, the chemical shift assignment produced by our

approach is proved to be good enough to be used by CS-ROSETTA server to calculate

the 3D structures of small and medium-sized real proteins. A detailed description of

the new approach is found in Chapter 5.
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Chapter 2

WaVPeak: picking NMR peaks

through wavelet-based smoothing

and volume-based filtering

This chapter was published as:

Z. Liu, A. Abbas, B.-Y. Jing, and X. Gao, “WaVPeak: picking NMR peaks

through wavelet-based smoothing and volume-based filtering,” Bioinformatics,

vol. 28, no. 7, pp. 914-920, 2012.

2.1 Background

Peak picking is one of the key steps in the NMR protein structure determination

process (for details, refer to Section 1.1). However, peak picking is the most sensitive

step and, thus far, it has been di�cult to design automatic methods that can deal

with this sensitivity. There are two reasons for this di�culty. First, the outputs of

peak picking serve as the inputs for both the assignment and structure calculation

steps. Any practical peak-picking method must therefore be very accurate. Second,

there are various sources of errors in NMR spectra, including random noise, sample
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impurities, artifacts, and water bands, which make peak picking a very challenging

problem.

The first automatic peak-picking method was proposed in 1990 [24]. Symmetry

was both assumed and used to identify peaks in 2D 1H NMR spectra. Since then,

a variety of methods have been explored to solve the peak-picking problem, which

include peak-property-based methods [25, 19], machine learning methods [27, 26, 21,

22], and spectra-decomposition-based methods [15, 28, 29, 2].

Among the existing automatic methods, AUTOPSY [15] and PICKY [2] are con-

sidered as state-of-the-arts. Both of these methods attempt to estimate the noise

level of the given spectrum. The noise is assumed to be white Gaussian noise and is

estimated within small regions of the spectrum. All the data points that have lower

intensities than the estimated noise level are eliminated, which eliminates most parts

of the spectrum. The remaining spectrum looks like a set of disconnected components.

Instead of dealing with all the components altogether, both AUTOPSY and PICKY

extract separate components. AUTOPSY extracts components by a simple flood

fill algorithm, whereas PICKY further subdivides weakly connected components into

smaller ones. After the components are formed, both methods conduct peak pick-

ing within each component. AUTOPSY first identifies strong, obvious peaks from

components. Each of these components is then decomposed as the outer product

of one-dimensional lineshapes. The lineshapes are then clustered and used to detect

overlapping peaks from the remaining components. Di↵erent from AUTOPSY, which

uses symmetry properties of peaks, PICKY directly applies singular value decompo-

sition (SVD) on each of components. Since the components formed by PICKY are

much smaller and simpler than the ones formed by AUTOPSY, rank-one SVD seems

to be powerful enough to identify peaks from the components. However, both AU-

TOPSY and PICKY have a quite high false positive rate. Therefore, a refinement step

is performed in each method to reduce the number of false peaks. In AUTOPSY, the
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integration, symmetrization and filtering modules are applied. In PICKY, the peaks

are first sorted according to the intensities. A certain number of the strongest peaks

(usually 1.2Kp, where Kp is the expected number of peaks) is kept. The peaks from

di↵erent NMR spectra, which share common atoms, are used to cross-eliminate false

positive peaks.

Although AUTOPSY and PICKY have demonstrated impressive accuracy on dif-

ferent benchmark spectra, they both have two bottlenecks. The first is that all the

data points with low intensities are eliminated in both methods. However, a number

of true peaks actually have low intensities due to various reasons, including the sensi-

tivity of the NMR spectrometer, the strength of the magnetic field, the characteristics

of the target proteins, and the local dynamics of the spin systems. Unfortunately,

spectroscopists need the most help to deal with these weak peaks. An ideal peak pick-

ing method should therefore be able to identify the weak peaks instead of disregarding

them.

The second bottleneck is the way the two methods eliminate the false positive

peaks. Apparently, a brute force method that selects all the local maxima as peaks

should have higher sensitivity than any other method. The issue is that since the

real spectra are very noisy, the brute force method will generate a huge number

of peaks, making it almost impossible for users to identify the true ones. On the

other hand, all peak-picking methods try to smooth the spectra such that there is a

good tradeo↵ between the sensitivity and the specificity. For example, PICKY first

eliminates all the weak data points and then smoothes the components by rank-one

SVD. The problem now is how to rank the peak candidates in an order such that the

true peaks are at the top. The existing methods use either intensity-based ranking or

cross-references from other spectra. However, the intensity of a single data point is

not informative enough to distinguish a true peak from a false one. Cross-references

from other less reliable spectra, on the other hand, may eliminate some true peaks.
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In this chapter, we introduce WaVPeak, a fully automatic peak-picking method

that is based on wavelet-based smoothing and volume-based filtering, and over-

comes the two bottlenecks of the existing methods. We first propose the use of

the Daubechies 3 wavelet for the peak-picking problem. We suggest and demonstrate

that this wavelet is the most suitable one for this problem because it can smooth the

spectrum, sharpen the peak shapes, and maintain the peak locations. In this way,

no data point will be eliminated. Furthermore, the weak peaks that are embedded in

the noise will be recovered and will become visible. Then, a brute force method is ap-

plied to isolate all the local maxima in the wavelet-smoothed spectrum. However, the

number of local maxima in the wavelet-smoothed spectrum is much smaller than the

number in the original spectrum. The peak candidates are then sorted according to

the estimated volume of the peak shapes, which has a much stronger distinguishable

power than intensity-based sorting has.

2.2 Methods

WaVPeak consists of three main steps, i.e., wavelet-based smoothing, brute force

peak picking, and volume-based filtering. Given any spectrum, it is first smoothed by

wavelets. A brute force algorithm is then applied to identify all the local maxima as

the initial peak candidates. The initial peaks are ranked according to their estimated

volume. The details of the wavelet-based smoothing and volume-based filtering are

discussed in this section.

2.2.1 Wavelet-based smoothing

Wavelets are mathematical functions that cut up data into di↵erent frequency compo-

nents. Subsequently, each component is studied with a resolution matched to its scale.

Wavelets have advantages over traditional Fourier methods in analyzing physical sit-
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uations in which the signal contains discontinuities and sharp spikes. Interestingly,

wavelets were developed independently in the fields of mathematics, quantum physics,

electrical engineering, and seismic geology.

Interchanges between these fields during the last twenty years have led to many

new wavelet applications, especially image processing and de-noising noisy data.

Wavelets have also been employed in various tasks to do with NMR signal processing

[64, 65, 66, 67, 68, 69, 70, 71, 72]. Such tasks include analyzing the dynamical be-

havior of NMR signals [64, 66, 72], de-noising the NMR spectra [68, 71], suppressing

water peaks from the spectra [69, 70], and increasing the resolution of the spectra

[67].

Despite such applications of wavelets in NMR signal processing, wavelet-based

automatic peak picking has not been the focus of research attention. The most

relevant work is [71]. Dancea and Güntert combined di↵erent wavelet procedures

together in a consensus manner to de-noise the 15N-NOESY spectrum in order to

generate a 3D structure for the Sud protein from Wolinella succinogenes. They

considered the consensus results from three wavelet-base functions, i.e., Symmlet,

Daubechies [73] and Coiflet. Although the structure was accurately determined, the

proposed multi-stage de-noising technique was specific for one particular spectrum

and could not be easily generalized.

De-noising or smoothing by wavelets is an indispensable step for automatic NMR

peak picking due to the various sources of noise in the spectra. It is an important step

as the de-noising is carried out without smoothing the sharp structures. The result

is a cleaned-up signal that still captures important details. The de-noising consists

of three steps:

1. transforming the spectra to the wavelet domain using some appropriate 2D

wavelets (more discussion below);

2. applying thresholding methods (e.g., hard or soft thresholding [74, 75, 76, 77]),
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i.e., setting all coe�cients to zero that are less than a particular threshold (we

adopt soft thresholding in our work);

3. inverse-transforming the thresholded coe�cients to reconstruct the data set in

the signal domain.

We now elaborate more on 2D wavelets in Step 1. First, 2D wavelets can be

constructed from 1D wavelets (see [78]). Given a 1D scale function, �(x), and its

corresponding wavelets,  (x), we define the 2D scale function as

�(x, y) = �(x)�(y),

and the corresponding 2D wavelets as

 1(x, y) = �(x)�(y),

 2(x, y) =  (x)�(y),

 3(x, y) =  (x) (y).

The critical issue then becomes how to choose the 1D wavelets �(x) and  (x) as di↵er-

ent wavelets serve di↵erent purposes. Since our objective is to identify peaks, the ideal

wavelet function should resemble the shapes of true peaks, i.e., a cone shape in our

NMR peak-picking problem. We have explored various wavelet families with di↵erent

parameters on Matlab, including Daubechies, Symlets, Coiflets and Biorthogonal. It

turns out that Daubechies 3, Symlets 3 and Biorthogonal 2.4 significantly outperform

others on the peak-picking accuracy, when evaluated with real NMR spectra. The

accuracy of these three wavelets is very similar with Daubechies 3 having slightly

higher sensitivity. Therefore, in WaVPeak, we use 2D Daubechies 3 as the default

wavelet.

Figure 2.1 illustrates the scaling function, �, and the wavelet function,  , of the 1D
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Figure 2.1: The scaling and wavelet functions of the Daubechies 3 wavelet.

Daubechies 3 wavelet. Clearly, both functions produce a cone shape, which looks like

a peak shape after smoothing. This can be further confirmed from Figure 2.2, which

shows the original spectrum of the 15N-HSQC of the VRAR protein with wavelet-

based smoothing using Daubechies 3. Clearly, the original spectrum is much noisier

than the wavelet-smoothed spectrum. Furthermore, the peak shapes are smoothed

and sharpened in the smoothed spectrum as well.

2.2.2 Volume-based filtering

After the initial peaks are identified by the brute force algorithm on the wavelet-

smoothed spectrum, we need to identify the true peaks from the relatively large set

of initial peaks. The idea is to rank the initial peaks according to a certain criterion,

so that all the true peaks are ranked as highly as possible. Traditional methods use

the intensity of the peak location as the filtering criterion. However, the intensity of

one single data point can be badly biased by various sources of noise in the NMR

spectrum; intensity is thus not a reliable criterion.

Here, we propose the use of the volume of the peak instead of the intensity. The

number of data points that belong to a certain peak shape is not apparent, however.

We therefore need to select a region around the peak location in order to estimate

the volume. A trivial solution is to set a predefined window size, such as three. This
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region includes all the data points that di↵er by at most one in all the dimensions.

To estimate the volume of the peak shape in this region, we assume that the region

of the entire peak shape is at least larger than this small region with a window size

of three. The volume can thus be estimated as the sum of the volume of the “pillars”

(in this case, nine), each of which corresponds to a part of the peak shape over a grid.

The volume of a pillar can then be simply estimated as the area of the grid multiplied

by the intensity of the data points corresponding to that grid. Note that in a given

spectrum, the area of the grid is a fixed value. Therefore, we can use the sum of all

the intensities in this region to estimate the volume of the peak.

However, in real spectra, the span of a peak shape over di↵erent dimensions can

have di↵erent numbers of data points. Figure 2.3 shows an example of a peak shape

(a) The original spectrum

(b) The wavelet-smoothed spectrum

Figure 2.2: The original spectrum and the Daubechies 3 wavelet-smoothed spectrum
of 15N-HSQC of protein VRAR.
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Figure 2.3: A peak shape with di↵erent spans over the x- and y-dimensions.

on a 2D spectrum. This peak shape spans over five and nine data points on the two

dimensions, respectively. Thus, taking a fixed region of size 3⇥3 does not give a good

estimation of the volume of the peak. In order to solve this problem, we propose a

self-adapted, window-based volume estimation.

As shown in Figure 2.3, the ideal size of the window is 5 ⇥ 9, which includes all

the data points that di↵er by at most two in one dimension and by at most four in

the other dimension. From Figure 2.3, it is easy to show that:

rx =
Ip

Ip � Ix
, ry =

Ip
Ip � Iy

,

where rx and ry are the levels of neighbors being considered for dimensions x and

y, respectively, and Ip, Ix, Iy are the intensities for the peak, the direct neighbor of

this peak on x-dimension, and the direct neighbor of this peak on the y-dimension,

respectively. Consequently, we have

rx
ry

=
Ip � Iy
Ip � Ix

.

To adjust the size of the region in which we calculate the volume, we set the level

size that corresponds to the dimension with the smaller r value to be one. Without

loss of generality, assume rx < ry. The level size for the y-dimension is set to [ Ip�I
x

I
p

�I
y

].

The generalization to higher dimensional spectra is straightforward. Algorithm 1
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gives the pseudocode of the self-adapted, window-based filtering algorithm for an

arbitrary spectrum.

Algorithm 1 Self-adapted-window-based Filtering Algorithm.

Input: The wavelet-smoothed NMR spectrum in d-dimensional space;
Input: n initial peak candidates (p11, · · · , p1d), · · · , (pn1, · · · , pnd).
Input: The length of the protein, L.
Output: The re-ranked list of the initial peaks.
Set level size to be l1 = l2 = · · · = ld = 1.
for t = 1, · · · , n do
Calculate the volume as
Vt =

P
i1=p

t1�l1,··· ,pt1+l1;··· ;i
d

=p
td

�l
d

,··· ,p
td

+l
d

I(i1, · · · , id).

end for
Sort the initial peaks according to the volume V and take the top L.
Calculate the average of the intensity di↵erence between the peak and its di-
rect neighbor for each dimension, D1 = I(p

m1,··· ,p
md

) � I(p
m1�1,··· ,p

md

), · · · , Dd =
I(p

m1,··· ,p
md

) � I(p
m1,··· ,p

md

�1), and select the largest dimension q.
for t = 1, · · · , d do
Set level size to be l0t = round( D

q

mean(D
t

)).
end for
for t = 1, · · · , n do
Calculate the volume as
V 0
t =

P
i1=p

t1�l01,··· ,pt1+l01;··· ;id=p
td

�l0
d

,··· ,p
td

+l0
d

I(i1, · · · , id).

end for
Sort the initial peaks according to the volume V 0 and return the top L.

2.2.3 Evaluation criteria

In order to evaluate a peak-picking method objectively, we adopt three criteria, i.e.,

recall, precision and F-score. Let TP denote the number of true peaks that are

discovered by the method, FP the number of false peaks returned by the method,

and FN the number of true peaks that are not discovered by the method. Recall

is defined as TP/(TP + FN), where TP + FN is the total number of ideal peaks.

Similarly, precision is defined as TP/(TP +FP ), where TP +FP is the total number

of peaks returned by the method.

Recall measures the ability of the method to discover the true peaks, whereas
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precision measures the ability to reject false peaks. In the peak-picking problem, recall

is more important than precision because a false peak can be possibly eliminated in

the following NMR data analysis process.

We further apply the F-score to measure the tradeo↵ between recall and precision,

where the F-score is defined as the harmonic mean of recall and precision, i.e., 2 ·

Recall · Precision/(Recall + Precision).

2.3 Results

2.3.1 Data set

To fairly evaluate the performance of WaVPeak, we test WaVPeak on the spectra

set proposed in [2], which is one of the largest benchmark sets on the peak-picking

problem. The set contains 32 spectra extracted from 15N-HSQC, HNCO, HNCA,

HNCACB and CBCA(CO)NH from eight proteins, i.e., TM1112 (PDB ID: 1LKN),

YST0336 (PDB ID: 2JYN), ATC1776 (PDB ID: 2JYA), RP3384 (PDB ID: 2JTV),

CASKIN (PDB ID: 2KE9), HACS1 (PDB ID: 2KEA), VRAR (PDB ID: 2RNJ), and

COILIN (unpublished data).

2.3.2 Performance on the benchmark set

WaVPeak is applied on each spectrum of the benchmark set to automatically pick

peaks. Although di↵erent spectra in the data set share the common 15N and 1H atoms,

the cross-referencing is not applied in our experiments so that we may objectively test

the peak-picking accuracy of the proposed method.

The Daubechies 3 wavelet is employed to smooth the original spectrum. Figure 2.2

shows one example of a wavelet-smoothed 15N-HSQC spectrum of the VRAR protein.

The smoothed spectrum is much smoother than the original spectrum. Furthermore,

the property of the Daubechies 3 wavelet ensures that the peak shapes are more
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obvious in the smoothed spectrum. A brute force algorithm is then used to select

all the local maxima in the smoothed spectrum to build the initial peak list. Note

that due to the smoothness of the wavelet-smoothed spectrum, the number of local

maxima becomes an order of magnitude smaller than the number in the original

spectrum.

All initial peaks are then ranked according to the volume-based estimation. In

the first round, the default window size (di↵ering by at most one step size in each

dimension) is used to define the neighbors. Then, the top N peaks are extracted, where

N is the length of the target protein, which is given as the input. The window size

is adjusted according to Algorithm 1. The initial peaks are then re-ranked according

to the estimated volume in the updated neighborhood. Finally, the top M peaks are

selected as the prediction results, where M is either given by the users or is set to

1.2Kp as the default (where Kp is the expected number of peaks in this spectrum).

We compared the performance of the publicly available version of PICKY with

WaVPeak, with a default noise cuto↵ threshold of 5 according to [2]. Table 2.1

lists the performance of PICKY and WaVPeak on the benchmark set when the top

1.2Kp peaks are considered. It can be seen that when the same number of peaks

is considered, WaVPeak has a consistently better recall than PICKY on four of the

five types of spectra. It is well acknowledged in the NMR community that 15N-

HSQC is the most reliable and clean spectrum among the five, whereas the HNCACB

and CBCA(CO)NH spectra are the noisier. WaVPeak has an average improvement

of 3%, 2%, 16% and 13% on recall over PICKY on 15N-HSQC, HNCO, HNCACB

and CBCA(CO)NH, respectively. On the other hand, the precision of WaVPeak is

comparable to that of PICKY on 15N-HSQC, HNCO and HNCA. The improvement

in precision is significant for CBCA(CO)NH. However, PICKY has a much higher

precision than WaVPeak on HNCACB. Since the number of top peaks is the same

for both methods, this higher precision of PICKY seems to conflict with the lower
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recall. This is due to the fact that PICKY detects fewer than 1.2Kp peaks in the

three HNCACB spectra. Figure 2.4(a)-2.4(e) show the ROC curves of PICKY and

WaVPeak when di↵erent numbers of top peaks are considered. Therefore, WaVPeak is

consistently and significantly more sensitive than PICKY, and the overall performance

(F-score in Table 2.1 and area under curves in the Figure 2.4(a)-2.4(e)) is also better

than that of PICKY.

It is clear from Table 2.1 that PICKY has a higher recall than WaVPeak on only

three of the 32 spectra. It should be noted that on eight spectra, WaVPeak is able

to identify significantly more true peaks than PICKY identifies (the improvement

in recall is over 15%). These spectra are the 15N-HSQC spectrum of CASKIN, the

HNCACB spectra of CASKIN, VRAR and COILIN, and the CBCA(CO)NH spectra

of RP3384, CASKIN, VRAR and COILIN. With the exception of the CBCA(CO)NH

spectrum of RP3384, PICKY’s noise level elimination step overestimates the noise

level. The hard-threshold-based elimination step then removes many true peaks.

Some of these true peaks still have relatively strong intensities, but these intensities

are lower than the estimated noise level. The others are weak peaks that are com-

pletely embedded in the noise, which are impossible for any hard-threshold-based

method to discover. Therefore, PICKY has very low recall on these seven spec-

tra, but quite high precision due to the small number of total peaks returned. For

CBCA(CO)NH of RP3384, PICKY returns a large number of peaks. However, the

recall is still 20% lower than that of WaVPeak. This further confirms that the wavelet-

smoothed spectrum can discover the baseline peak shapes of the weak peaks that are

embedded in the noise level, and the volume-based filtering can select the peaks,

though they have very low intensities.

In [2], the cross-reference step is used to refine the peak lists of di↵erent spectra

that share common atoms. This, apparently, is an e�cient way to remove the false

positives in practice. However, this assumes that a set of spectra are available. Our
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Table 2.1: Comparison between WaVPeak and PICKY on the 32 spectra of the
eight proteins in the benchmark set. To make the comparison, the top 1.2Kp peaks
are considered, where Kp is the expected number of peaks. For PICKY, the peaks
are sorted according to the intensity, whereas for WaVPeak, the peaks are sorted
according to the volume. Recall, precision, and F-score are listed as percentiles.

Spectra 15N-HSQC HNCO HNCA HNCACB CBCA(CO)NH
Methods PICKY WaVPeak PICKY WaVPeak PICKY WaVPeak PICKY WaVPeak PICKY WaVPeak

Protein Len Rec Pre Rec Pre Rec Pre Rec Pre Rec Pre Rec Pre Rec Pre Rec Pre Rec Pre Rec Pre
RP3384 64 96 80 96 81 100 83 100 83 87 72 88 73 - - - - 62 52 92 77
CASKIN 67 78 93 96 80 82 68 83 69 - - - - 32 100 62 52 58 77 88 74
VRAR 72 90 75 97 81 90 75 93 78 - - - - 48 77 68 57 56 67 82 68
HACS1 74 97 80 97 81 91 75 93 77 - - - - 82 68 85 71 89 74 89 74
TM1112 89 98 81 98 81 - - - - 94 78 94 78 92 77 93 77 97 81 98 82
COILIN 98 91 76 90 75 73 61 75 62 - - - - 48 77 68 57 51 46 66 55
ATC1776 101 96 80 94 78 92 77 95 79 83 69 81 68 - - - - 74 62 79 66
YST0336 146 96 80 97 81 97 81 97 81 90 75 90 75 - - - - 87 72 87 73

Average 93 81 96 80 89 74 91 76 88 74 88 74 60 78 76 64 72 66 85 71
F-score 86 87 81 83 80 80 68 70 69 78

focus is to discover a more powerful and general method for peak picking for any

given spectrum. Therefore, WaVPeak does not have a default cross-referencing step.

It should be noted that cross-referencing can be easily implemented and applied

as a post-processing step for any peak-picking method. When compared with the

accuracy of PICKY after cross-referencing, WaVPeak without cross-referencing still

has comparable F-scores (87% v.s. 87%, 82% v.s. 83%, 81% v.s. 80%, 72% v.s. 70%

and 78% v.s. 78% for the five types of spectra, respectively).

2.3.3 E↵ects of wavelet-based smoothing and volume-based

filtering

Table 2.1 demonstrates the performance of WaVPeak when the top 1.2Kp peaks are

considered. It is also necessary to see how the accuracy changes when di↵erent number

of peaks are considered. When the accuracy of WaVPeak and PICKY is compared

using di↵erent numbers of peaks, the results are very similar to those presented in

Table 2.1.

We further evaluate the contribution of wavelet-based smoothing and volume-

based filtering. To measure the contribution of wavelet-based smoothing, we compare

the smoothing module of WaVPeak plus the traditional intensity-based filtering by
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PICKY, which includes intensity-based filtering as a default. To evaluate the con-

tribution of volume-based filtering, we compare the smoothing module of WaVPeak

with di↵erent filtering methods, including intensity-based filtering and self-adapted,

window-based filtering.

Figure 2.4(f) shows the recall curve of the three methods when di↵erent numbers

of peaks are considered in the CBCA(CO)NH spectrum of the ATC1776 protein. The

expected number of peaks is 180. Therefore, when less than 180 top peaks are con-

sidered, the recall for all methods is relatively low. The three methods have the same

recall when less than 80 top peaks are taken into account. When we consider more

than 80 peaks, wavelet-based smoothing plus the self-adapted, window-based filter-

ing, i.e., WaVPeak, consistently has highest recall, whereas wavelet-based smoothing

plus intensity-based filtering has the second highest recall. Note that the list of initial

peaks for the wavelet-smoothed spectrum is the same for the two di↵erent filtering

methods. The filtering method only re-ranks the peaks according to di↵erent mea-

sures. This clearly demonstrates that volume has much stronger power to distinguish

peaks than intensity has. When using intensity-based filtering, wavelet-based smooth-

ing has slightly better recall than PICKY. This demonstrates the power of the wavelet

to discover the weak peaks that are discarded in PICKY’s noise level elimination. By

combining wavelet-based smoothing and self-adapted windows, WaVPeak has signifi-

cantly higher recall than PICKY has. When triple the expected number of peaks are

considered, WaVPeak has 95% recall, whereas the recall of PICKY is 89%.

2.3.4 Implementation details

One other advantage of WaVPeak is that it can be easily implemented. WaVPeak

does not have as many steps as the other methods. WaVPeak is implemented in

Matlab. The time-consuming parts in WaVPeak are implemented as C functions

(MEX files) that are called from the Matlab code. Using these MEX files speeded up
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the WaVPeak program tens of times. Table 2.2 shows the time consumed by PICKY

[2] and WaVPeak for each of our 32 spectra.

(a) ROC curves for NHSQC (b) ROC curves for HNCO

(c) ROC curves for HNCA (d) ROC curves for HNCACB

(e) ROC curves for CBCA(CO)NH (f) Recall vs peak number

Figure 2.4: (a)-(e): ROC curves of WaVPeak and PICKY for NHSQC, HNCO,
HNCA, HNCACB and CBCA(CO)NH, respectively. The curves for WaVPeak are
cyan and the curves for PICKY are magenta. The areas under the curve (AUC) for
both methods are given in the figures as well. (f): The relationship between the
number of top peaks considered and the recall value for the CBCA(CO)NH spec-
trum of ATC1776. The magenta, black and cyan curves are for PICKY (with the
default intensity-based filtering), Daubechies 3 wavelet plus intensity-based filtering,
and Daubechies 3 wavelet plus volume-based filtering, respectively.
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Table 2.2: Comparison between the running times of PICKY [2] and WaVPeak on
the 32 spectra of the eight proteins in the benchmark set. PICKY is implemented in
C++. On the other hand, WaVPeak is implemented in Matlab. The time-consuming
parts in WaVPeak are implemented as C functions (MEX files) that are called from
the Matlab code.

Protein Spectrum type
Number of points

in spectrum
PICKY time
in seconds

WaVPeak time
in seconds

CASKIN NHSQC 34816 0.04 0.34
VRAR NHSQC 47680 0.05 0.35
COILIN NHSQC 65280 0.06 0.35
YST NHSQC 93952 0.08 0.37
HACS1 NHSQC 156672 0.12 0.39
TM1112 NHSQC 158218 0.21 0.39
ATC NHSQC 262144 0.54 0.47
RP NHSQC 666624 0.54 0.67
VRAR CBCACONH 1369088 0.47 2.45
CASKIN CBCACONH 1711360 0.57 2.55
COILIN CBCACONH 1955840 1.18 2.92
RP CBCACONH 2818048 14.21 4.32
HACS1 CBCACONH 3133440 1.39 4.68
TM1112 CBCACONH 11337728 4.22 19.51
YST CBCACONH 12025856 11.12 20.73
ATC CBCACONH 18874368 5.98 31.78
ATC HNCA 4718592 10.08 7.34
TM1112 HNCA 4931584 2.29 7.92
RP HNCA 6045696 2.83 9.86
YST HNCA 24084480 7.43 42.24
HACS1 HNCO 1566720 0.55 2.45
VRAR HNCO 1955840 0.66 2.93
RP HNCO 2703360 1.28 4.61
CASKIN HNCO 2741760 1.21 3.95
COILIN HNCO 3911680 5.24 6.14
ATC HNCO 8388608 10.99 13.21
YST HNCO 12025856 14.49 20.39
CASKIN HNCACB 1100160 0.39 3.24
VRAR HNCACB 1369088 0.57 3.89
COILIN HNCACB 1955840 0.86 5.63
HACS1 HNCACB 5483520 1.95 14.43
TM1112 HNCACB 11337728 4.62 37.77
Average - - 3.31 8.69
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2.4 Discussion

WaVPeak is proposed as a general peak-picking approach for any NMR spectrum.

Therefore, WaVPeak does not use the properties of the specific spectra or the specific

amino acids. Such properties, of course, will be useful to improve the accuracy of

WaVPeak. One e�cient way to reduce the number of false positive peaks further is

to take the consensus of the peak lists from di↵erent peak-picking methods, such as

PICKY and WaVPeak. This can significantly increase the precision while maintaining

comparable recall. We have made WaVPeak an open source program so that expert

knowledge can be easily encoded.

WaVPeak estimates the volume within self-adapted rectangular regions. The rect-

angular regions, however, may not be ideal, especially for peaks with a lot of overlap.

In such a case, the volume of one peak may be added to that of another overlapped

peak. A possible solution is to use a V-N plot to identify true peaks. For each of the

initial peak candidates, we can start with the smallest diamond-shaped neighborhood

region (di↵ering by at most one step size in at most one dimension), and gradually in-

crease the size of the region. This will generate a series of alternating diamond-shaped

and rectangular regions. Consequently, we will have a series of estimated volumes for

these regions. We can then plot the volume in relations to each neighborhood, which

will be referred to as the V-N plot. The V-N plot (or its smoothed version) may reveal

a lot of information about the patterns of the true peaks. For instance, if two peaks

overlap a lot with each other or are even completely overlapping, it is possible that

we only observe one peak in the wavelet-smoothed spectrum. However, in the V-N

plot, we can see that the area under this curve is almost twice the area of the other

curves. If a local maximum is a fake peak, it is very unlikely that it has a regular

and smooth peak shape. In the V-N plot, the curve will not be smooth either. The

gradient change of the curve might be informative in identifying false peaks.

In evaluating the performance on the benchmark set in Section 2.3, the top M
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peaks are selected as the prediction results, where M is either given by the user or is

set to 1.2Kp as the default. In reality, it would be desirable to have a fully automatic

data-driven method to identify true peaks with high recall rates among the candidate

peaks obtained after wavelet-based smoothing. This is, in fact, a multiple testing

problem, which has received much attention in the statistical literature since the

seminal paper by Benjamini and Hochberg [79]. In Chapter 3, we show how to use

Benjamini-Hochberg (B-H)-based algorithm to automatically identify true peaks.

2.5 Conclusion

In this chapter, we introduced WaVPeak, an automatic peak-picking method that is

based on wavelet-based smoothing and volume-based filtering. Experimental results

demonstrate that the wavelet-based smoothing outperforms existing decomposition

techniques for this task, and volume-based filtering outperforms traditional intensity-

based filtering. The combination of these two ideas results in a novel method that is

significantly more accurate than the state-of-the-art peak-picking methods.
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Chapter 3

Automatic peak selection by a

Benjamini-Hochberg-based

algorithm

This chapter was published as:

A. Abbas, X.B. Kong, Z. Liu, B.Y. Jing, and X. Gao, “Automatic peak

selection by a Benjamini-Hochberg-based algorithm,” PLOS ONE, 8(1): e53112

DOI: 10.1371/journal. pone.0053112, 2013.

3.1 Introduction

Many computational bioinformatics methods generate a large number of predictions

for the correct solution to a problem among which are both true and false predic-

tions. Such predictions are usually sorted according to certain confidence scores. For

instance, ab initio protein structure prediction methods sample tens of thousands of

three-dimensional models. The energy values are calculated for each model based on

a given energy function, where lower values likely indicate better models. Another

example is the protein function annotation problem in which the amino acid sequence
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or the domain architecture of a protein is given and the Gene Ontology (GO) terms

selected from among some 30,000 are used to annotate the function.

In nuclear magnetic resonance (NMR)-based protein structure determination,

thousands of peaks are routinely predicted from the input spectra in which there

are usually tens to hundreds of true signals. The peaks are sorted according to either

their intensities or estimated volumes. Both means of sorting, based on computational

methods, have common properties. First, a large number of predictions are generated.

Second, the predictions are scored by the scoring functions of the methods. However,

the scoring functions are not powerful enough to distinguish true predictions from

the false ones. Third, it is important to discover most of the true predictions while

maintaining a reasonably low false positive rate. Therefore, it is crucial to know how

many predictions should be selected in such scenarios.

Peak picking is one of the key problems in NMR protein structure determination

process [9, 13, 80]. The problem is defined as follows: given any NMR spectrum

or a set of spectra, select the true signals, i.e., peaks, while filtering the false ones.

Typically, true peaks are assumed to have Gaussian-like shapes and high intensities

so that they can be easily di↵erentiated from false ones. However, there are two main

factors that make the peak picking problem di�cult. On the one hand, depending

on the quality of the protein sample, the property of the target protein and local

dynamics, there can be a number of weak peaks, i.e., peaks with low intensities or

volumes. That is, if we sort the predicted peaks by volumes or intensities, there is

no clear cuto↵ threshold to distinguish true peaks from false ones (Figures 3.2(a)

and 3.2(c)). These peaks are di�cult to identify even by manual processes. This

is why computational methods are useful. On the other hand, due to the various

sources of noise in NMR spectra, such as water bands and artifacts, false peaks can

have high intensities or volumes. The group of sorted peaks is therefore comprised

of a mixture of true peaks and false ones, where most of the true peaks tend to be
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ranked higher with a few strong, false peaks also included (Figures 3.2(a)-3.2(c)). It

is extremely di�cult, if not impossible, to select only the true peaks and eliminate

all the false ones. In NMR structure determination, a missing true peak may cause

all the follow-up procedures to fail, whereas a false peak can still be eliminated later

[70, 81, 10, 14]. Therefore, an ideal method should identify almost all the true peaks

while maintaining reasonably high precision.

As discussed in Chapter 2, there are various existing peak picking methods. How-

ever, these existing peak picking methods are not able to determine automatically

how many peaks among many to identify in order to include most of the true peaks.

This number should be large enough to include as many true peaks as possible, and

in the meanwhile small enough to achieve relatively high precision. In PICKY, the

default number of peaks to return is 1.2Np, where Np is the length of the protein.

In [1], WaVPeak is mainly compared with PICKY on the top 1.2Kp peaks, where

Kp is the number of manually identified peaks, which is unknown for a new target

protein. However, such fixed number-based approaches do not take the distribution

of peaks into consideration. For instance, if there is a spectrum that is very noisy or

has a large number of artifacts, there can be many strong but false peaks, which are

identified along with the true ones. Many true peaks will not be selected if 1.2Np or

1.2Kp is used. No matter how powerful the peak picking method is, it is crucial to

cleverly determine the number of peaks to be selected. Otherwise, true peaks will be

eliminated even if they have been identified by the methods.

In this chapter, we propose a Benjamini-Hochberg (B-H)-based approach for the

peak picking problem. We first cast the peak selection problem into a multiple testing

problem [82]. Because there is no clear cuto↵ threshold for intensities or volumes,

we calculate the p-value for each peak. The number of peaks to be selected is then

automatically determined by the B-H-based algorithm. We demonstrate that the pro-

posed method significantly outperforms the fixed number-based method on selecting
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the true peaks from the predictions by the state-of-the-art peak picking methods,

including WaVPeak and PICKY.

3.2 Methods

Our goal is to develop a method to help us to determine how many peaks to select

among candidate peaks that number usually in the order of several hundreds. Each

candidate peak can be considered as a null hypothesis, where each false peak is a true

null hypothesis and each true peak is a false null hypothesis. Therefore, the goal is

to simultaneously test all the hypotheses and to reject as many false null hypotheses

as possible. This is a multiple testing problem, which has received much attention

in the literature (see, e.g., [83]). One prominent solution to multiple testing problem

was proposed by Benjamini and Hochberg [79]. We first describe how to cast our

problem into that framework.

3.2.1 A quick review of Benjamini-Hochberg method

We wish to test N null hypotheses:

H01, ......., H0N ,

on the basis of a data set X. We have some decision rule D that rejects or accepts

each of the above N cases (e.g., decides if the ith candidate peak is a true peak or a
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false peak). The data set X consists of

X11, X12, ..., X1n;

............

Xi1, Xi2, ..., Xin;

............

XN1, XN2, ..., XNn,

where {Xi1, Xi2, ..., Xin} are a random sample from the ith population (e.g. intensities

or volumes in a neighborhood of the ith candidate peak). We assume that our decision

rule, D, produces a p-value, pi, for each case, i (we will discuss several di↵erent ways

of calculating such p-values later). Therefore, pi has a uniform distribution if H0i is

correct,

H0i : pi ⇠ U(0, 1).

Intuitively, if the p-value, pi, is small enough, H0i will be rejected. In fact, the usual

Bonferroni procedure [84, 85] rejects H0i whenever

pi  ↵/N,

where ↵ is the significance level. This is typically a very conservative procedure,

particularly when N is large, because it does not reject as many null hypotheses as

it should. In other words, it tends to have a low discovery rate.

To improve the discovery rate, Benjamini and Hochberg (1995) proposed an algo-

rithm based on ordered p-values:

p(1), ..., p(N).
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Figure 3.1: Illustration of the Benjamini-Hochberg procedure. In this example, the
number of hypotheses (N) is 10 and the false discovery proportion (q) is 0.2. The
largest index of the hypotheses that is below the line is 6 (imax = 6). Therefore, the
first six hypotheses are rejected as the predicted peaks.

The Benjamini and Hochberg (B-H) algorithm uses the following rule: for a fixed

value of q 2 (0, 1), referred to as the control rate, let imax be the largest index for

which

p(i) 
i

N
q,

and reject H0(i), the null hypothesis corresponding to p(i), if

i  imax,

accepting H0(i) otherwise. Figure 3.1 illustrates how the B-H procedure works.

Benjamini and Hochberg proved the following result [79], which justified their

procedure.

Theorem. For independent test statistics, the B-H algorithm controls the expected

false discovery proportion (FDP) at q:

FDR ⌘ E{FDP} = (N0/N)q  q,
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where FDP = V/R, R is the number of cases rejected, V is the number of those that

are actually null, and N0 is the number of true null hypotheses.

Clearly, the above FDP control attempts to keep the number of false discoveries

under control, and in a sense to keep the precision above a certain level. A good

procedure should have as high recall rates as possible with prescribed high precision

(or low FDP).

3.2.2 Applying the B-H procedure to the peak picking prob-

lem

We will cast the NMR peak picking problem into the multiple testing framework. In

WaVPeak (or PICKY), after data cleaning at the first stage by wavelet smoothing

(or by hard thresholding), N potential peaks are identified. We wish to test that, for

each i = 1, ..., N ,

H0i : the ith peak is a false peak

against

H1i : the ith peak is a true peak.

We can view each candidate peak and its surroundings as one population. We have

a random sample of intensities, Xi1, ..., Xin from the ith population. The sample size

n depends on which method is adopted. For WaVPeak, we have n = 9 if we use a

rectangular neighborhood of length 1 in 2D spectra, such as 15N-HSQC; for PICKY,

we have n = 1 since we only use one intensity at each candidate peak.

We implement the B-H procedure below in two steps.

• Step I: calculating p-values.

For WaVPeak and PICKY, we use volume (V oli) and intensity (Inti) around

the ith candidate peak as the test statistics, respectively. Our decision rule is
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to reject H0i if V oli or Inti is large, respectively. The corresponding p-values

are

pVi = PH0i(V oli � voli) for WaVPeak,

pIi = PH0i(Inti � inti) for PICKY,

where voli and inti are observed values of V oli and Inti.

• Step II: applying the B-H procedure at FDR = q.

Rank the p-values p1, ..., pN obtained from Step I in ascending order, and denote

the ordered p-values as p(1), ..., p(N). We can then plot p(k) vs k, and apply the

B-H procedure.

3.2.3 Calculation of p-values

We now explain how to calculate p-values pVi and pIi in Step I above. We assume that

the observations from di↵erent peaks are independent, and that true peaks and false

peaks are from two di↵erent normal distributions. Then we can rewrite the above

testing problem as

H0i : Xi1, Xi2, ..., Xin ⇠i.i.d. N(µ0, �
2
0)

against

H1i : Xi1, Xi2, ..., Xin ⇠i.i.d. N(µ1, �
2
1).

Typically, the mean intensity µ0 from false peaks is much smaller than the mean

intensity µ1 from true peaks, usually written as µ1 � µ0. However, µ0 may not be

zero, and can be estimated from weak intensities. For variances, we typically have

�2
1 � �2

0.

The reason why µ0 is small (compared with µ1) but not zero is due to how the

candidate peaks are selected. In WaVPeak and PICKY, the volumes and intensities
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are calculated for a grid of points, respectively, those below certain thresholds are

discarded, and the remaining ones are retained as candidate peaks. Therefore, the

volumes and intensities for those candidate peaks should all have mean volumes and

intensities above the thresholds.

To calculate pVi and pIi , we need to standardize by subtracting the mean, µ0, and

divide the standard deviation (s.d.), �0, under H0i’s. Due to the di↵erent data struc-

tures of WaVPeak (volumes) and PICKY (intensities), they are considered separately

below.

Calculation of pVi

In WaVPeak, the test statistic V oli is the approximate volume under the ith

candidate peak: V oli = c
Pn

j=1 Xij = cnX̄i, where X̄i = n�1
Pn

j=1 Xij and c > 0 is

some constant. Then, the p-value is

pVi = PH0i(V oli > voli) = PH0i(X̄i > x̄i)

= PH0i

✓p
n(X̄i � µ0)

�0
>

p
n(x̄i � µ0)

�0

◆

= 1� �
✓p

n(x̄i � µ0)

�0

◆
, (3.1)

where � is the standard normal distribution. The mean/median, µ0, and variance,

�2
0, of the false peaks are unknown, which can be estimated by the sample median and

sample variance of the false peaks, respectively. To do this, we need to have a rough

idea of where those false peaks are located. It has been observed that the number

of true peaks of a protein, N0, is always less than tNp, where Np is the length of

that protein and t is the expected number of peaks per residue for the corresponding

spectrum. For instance, for 15N �HSQC, t = 1; for CBCACONH, t = 2. Almost

all true peaks are ranked in the top tNp candidate peaks by volume in WaVPeak,
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while the remaining N � tNp candidate peaks are mostly false peaks, from which we

can estimate µ0 and �0.

To be more specific, for i = 1, ..., N , let X̄i and S2
i denote the sample mean and

variance for the ith candidate peak; and X̄(i) and S2
(i) the ordered sample means

and variances, respectively. Then µ0 and �0 can be estimated by the medians of the

N � tNp smallest X̄i and S2
i :

X0 = median{X̄(tN
p

+1), ..., X̄(N)}, (3.2)

S0 = median{S(tN
p

+1), ..., S(N)}. (3.3)

Calculation of pIi

In PICKY, the test statistic is the intensity, Xi, at the ith single peak. Here,

n = 1. Its p-value can be calculated similarly to that in WaVPeak, giving

pIi = PH0i(Xi > xi) = 1� �
✓
xi � µ0

�0

◆
. (3.4)

Although we could use the same estimators of µ0 and �0 as above, we will propose

some di↵erent ones for PICKY due to its unique features. It has been demonstrated

that the intensity of a single peak point is a much less reliable confidence score than

the volume of the peak [1]. It is thus expected that the intensity curves are mixed

up by fewer true peaks and more false peaks, as shown in Figures 3.3(a), 3.3(b) and

3.3(c). Therefore, the median of {S2
(tN

p

+1), ..., S
2
(N)}may no longer be accurate because

the median may very likely come from a true peak. On the other hand, replacing the

median by the minimum in (Eq. 3.2) and (Eq. 3.3) should produce better estimators

of µ0 and �0, respectively, which turns out to be true for less reliable confidence
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scores. Based on these considerations, we propose to estimate µ0 and �0 in PICKY

respectively by

eX0 = min{X(tN
p

+1), ..., X(N)},

eS0 = min{S(tN
p

+1), ..., S(N)}.

3.3 Results

We evaluated the performance of the proposed methods on the peaks predicted by

WaVPeak and PICKY. The same dataset as the one used by both [1] and [2] was

used as the benchmark dataset, the most comprehensive dataset available for the

peak picking problem. The dataset covers a wide range of spectrum types, including

2D 15N-HSQC, and 3D HNCO, HNCA, HNCACB and CBCA(CO)NH, which were

extracted from the spectrum sets of eight proteins (TM1112, YST0336, RP3384,

ATC1776, CASKIN, HACS1, VRAR, and COILIN).

We first demonstrate how our method performed when a more reliable confidence

score is available, i.e., the estimated volumes of the peaks predicted by WaVPeak.

We then present the performance of the method when a less reliable confidence score

is available, i.e., the single intensity values of the peaks provided by PICKY. We

finally demonstrate how to combine the results of our method with both WaVPeak

and PICKY, to further eliminate false positive peaks.

3.3.1 Selecting WaVPeak peaks

The B-H algorithm is first compared with a fixed number-based method, i.e., tNp, on

selecting peaks predicted by WaVPeak. N is set to 1.5tNp. That is, the top 1.5tNp

peaks predicted by WaVPeak are considered. The results are presented in Table 3.1,

about which we make the following observations.
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Table 3.1: Comparison of the missing peak rate of the fixed number-based method
(tNp) and the Benjamini-Hochberg (B-H) algorithm with q = 0.05 on the 32 spectra
of the eight proteins in the benchmark dataset as picked by WaVPeak. The entries
filled with ‘-’, mean that we do not have that type of spectrum for that specific
protein. Column (d) is the relative improvement of the missing peak rate of B-H over
tNp. All values except the last two rows are the missing peak rates. The “SDave”
row lists the standard deviations of the missing peak rates for the corresponding
columns, demonstrating the robustness of di↵erent methods. The last row is the
average precision value. All values are given in percentage.

Spectra 15N-HSQC HNCO HNCA HNCACB CBCA(CO)NH
Protein Len tNp B-H (d) tNp B-H (d) tNp B-H (d) tNp B-H (d) tNp B-H (d)
RP3384 64 7 7 (0) 0 0 (0) 12 12 (0) - - 8 8 (0)
CASKIN 67 6 2 (67) 22 15 (32) - - 38 41 (-8) 10 10 (0)
VRAR 72 3 3 (0) 7 7 (0) - - 31 32 (-3) 18 18 (0)
HACS1 74 7 2 (71) 8 6 (25) - - 14 15 (-7) 8 6 (25)
TM1112 89 8 2 (75) - - 6 6 (0) 8 7 (13) 9 2 (78)
COILIN 98 3 0 (100) 16 17 (-6) - - 24 25 (-4) 28 20 (29)
ATC1776 101 7 5 (29) 8 7 (13) 19 17 (11) - - 25 24 (4)
YST0336 146 2 2 (0) 6 3 (50) 11 10 (9) - - 17 13 (24)

Average 5.4 2.9 (43) 9.6 7.9 (16) 12 11.2 (5) 23 24 (-2) 15.4 12.6 (20)
SDave 2.2 2.0 6.7 5.7 4.6 3.9 10.9 12.0 7.4 7.0
Preave 84 77 77 73 83 76 64 71 72 67

• The B-H algorithm significantly outperforms the tNp-based method in terms of

the average missing peak rates, i.e., the percentage of true peaks that are not se-

lected. On six out of the 32 spectra, the B-H algorithm reduces the tNp-based

method on the missing peak rate by more than 50%. One exception is HN-

CACB, where the B-H algorithm is slightly worse than the tNp-based selection

in the missing peak rate (but better in precision); however, this can be easily

rectified by increasing the FDR q = 5% to 10% � 15%, which is commonly

adopted in practice. Overall, the B-H algorithm is much more sensitive and

stable than the fixed number-based method. It is noticeable that the improve-

ment in the sensitivity is at the cost of the reduced precision. This is expected

because the B-H algorithm does not change the order of the sorted candidate

peaks. Instead, it provides a good tradeo↵ that prefers higher sensitivity by

selecting a cutting point in the list of the sorted peaks.

• As expected, the fixed number-based method is not stable. It performs well on
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some spectra (e.g. RP3384), but poorly on the others (e.g., TM1112). This

is further verified by its larger standard deviations. The reason is that such a

method does not take the properties of the input spectra into consideration.

For instance, for a very noisy spectrum with weak signals, there can be many

false peaks sorted amongst the true ones (e.g., Figures 3.2(a) and 3.2(c)). Thus,

by taking a fixed number of peaks, there is no way one can ensure that the true

peaks are included.

• Reduction on the missing peak rate of B-H over tNp can reach as high as 100%,

indicated in column d. These improvements mostly occur in the weak peaks,

which are the most di�cult to find. Since there are not many weak peaks to

start with, improvements measured by relative missing peak rates (i.e., weak

signals found/all weak signals) are very high, even though those measured by

absolute missing peak rates may not always appear.

It is noticeable that all the missing peak rates in Table 3.1 are the results by

comparing to the “expected” peak lists of the spectra. The “expected” peak lists

were generated by NMR labs by combining information from large sets of spectra.

It is thus likely that an expected peak does not exist in some spectra, especially the

noisy ones, such as HNCACB and CBCA(CO)NH. In practice, higher recall rates

(lower missing peak rates) than those reported here can be expected.

Figure 3.2 shows several representative examples of how di↵erent selection meth-

ods work. We make several remarks.

• It can be di�cult to set a cuto↵ point from the original volume curves in Figures

3.2(a)-3.2(c) to separate true peaks from false ones. The best thing the fixed

number-based methods can do is to take a random guess. For example, the tNp-

based selection method overestimates the number of peaks to be selected for a

less noisy spectrum as shown in Figure 3.2(e), but significantly underestimates
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the number of peaks to be selected for a noisier spectrum as shown in Figure

3.2(f).

• The B-H algorithm works consistently well on the p-value curves. As shown

in Figure 3.2, after converting the volumes to p-values, strong true peaks with

high volumes are dragged down to the x-axis, i.e., the p-values are almost equal

to zero. Most of the weak true peaks with low volumes are also dragged to the

x-axis, making it possible to identify them in the p-value curves. For instance,

two of the three weak peaks with low volumes in Figure 3.2(a) are dragged down

(a) (b) (c)

(d) (e) (f)

Figure 3.2: Original volume curves and the corresponding p-value curves. (a) and
(d): volume curve sorted in descending order (a) and the corresponding p-value curve
(d) of peaks predicted by WaVPeak on the 2D 15N-HSQC spectrum of the protein
ATC1776; (b) and (e): volume curve sorted in descending order (b) and the corre-
sponding p-value curve (e) of peaks predicted by WaVPeak on the 3D HNCO spec-
trum of the protein VRAR; (c) and (f): volume curve sorted in descending order (c)
and the corresponding p-value curve (f) of peaks predicted by WaVPeak on the 3D
CBCA(CO)NH spectrum of the protein COILIN. In all figures, true peaks are shown
in black and false ones are shown in cyan. In (d), (e) and (f), the decision boundaries
of tNp and B-H procedure are shown in black and magenta, respectively.
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to the x-axis, and thus selected by the B-H algorithm. Note that the p-value

does not change the volume order of the peaks. Instead, it provides a much

better curve so that the weak peaks can be possibly selected.

3.3.2 Selecting PICKY peaks

We then evaluated the performance of the proposed method with a less reliable con-

fidence score, i.e., the intensity value of PICKY. PICKY has a default noise level

threshold [2], which sometimes causes insu�cient numbers of predicted peaks. For

fair comparison purposes, we lowered the noise level threshold of PICKY until it

generated more than 1.5tNp peaks.

Table 3.2 presents the performance of the proposed method on selecting peaks

predicted by PICKY. Similar conclusions to those about WaVPeak can be made

here. For instance, the B-H method consistently and significantly outperforms the

fixed number-based method. There are seven spectra on which the B-H algorithm

reduces the missing peak rate of the tNp-based method by at least 50%. Six of these

spectra have original recall rates that were already higher than 90%. There are two

spectra, HNCO of COILIN and CBCA(CO)NH of RP3384, on which the absolute

improvements are greater than 15% with highest being 26%. As shown in Figures

3.3(b) and 3.3(c), the original intensity curves for these two spectra are continuous

and smooth. It is di�cult to identify a cuto↵ point between true peaks and false ones

on such curves. Many false peaks are sorted amongst the true ones. After converting

the intensity values into p-values, most of the true peaks are dragged down to the

x-axis, i.e., they have very small p-values. The 5% slope is then able to select most

of the true peaks. In the two cases, fewer than three true peaks are not selected and

true peaks are almost the last ones selected by the B-H algorithm.
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Table 3.2: Comparison of the missing peak rate of the fixed number-based method
(tNp) and the Benjamini-Hochberg (B-H) algorithm with q = 0.05 on the 32 spectra
of the eight proteins in the benchmark set picked by PICKY. The entries filled with
‘-’, mean that we do not have that type of spectrum for that specific protein. Column
(d) is the relative improvement of the missing peak rate of B-H over tNp. All values
except the last two rows are the missing peak rates. The “SDave” row lists the
standard deviations of the missing peak rates for the corresponding columns, which
demonstrates the robustness of di↵erent methods. The last row gives the average
precision values. All values are given in percentage.

Spectra 15N-HSQC HNCO HNCA HNCACB CBCA(CO)NH
Protein tN

p

B-H (d) tN
p

B-H (d) tN
p

B-H (d) tN
p

B-H (d) tN
p

B-H (d)
RP3384 6 4 (33) 0 0 (0) 13 13 (0) - - 36 10 (72)
CASKIN 2 2 (0) 22 15 (32) - - 33 38 (-15) 10 9 (10)
VRAR 7 7 (0) 9 9 (0) - - 31 31 (0) 19 19 (0)
HACS1 5 2 (60) 6 4 (33) - - 18 17 (6) 9 6 (33)
TM1112 8 1 (88) - - 6 6 (0) 8 7 (13) 9 2 (78)
COILIN 4 0 (100) 19 3 (84) - - 24 24 (0) 33 20 (39)
ATC1776 5 4 (20) 8 5 (38) 19 18 (5) - - 28 26 (7)
YST0336 2 2 (0) 6 3 (50) 12 10 (17) - - 17 12 (29)
Average 4.9 2.7 (38) 10.0 5.6 (34) 12.5 11.7 (6) 22.8 23.4 (1) 20.1 13.0 (34)
SD

ave

2.0 2.0 7.2 4.6 4.6 4.4 9.1 10.8 10.3 7.5
Pre

ave

85 69 77 67 83 70 65 69 68 60

3.3.3 Eliminating false peaks

The proposed B-H algorithm automatically determines how many peaks we should

select from the candidate peak lists that are sorted according to the confidence scores

of di↵erent methods. Therefore, the more true peaks it includes, the greater the

possibility that it also includes false ones. This possibility is verified by the relatively

low precision values in Table 3.1. The selected false peaks usually have larger volumes

(or even much larger volumes) than the true ones. This can be caused by a variety

of reasons, such as water bands, artifacts and side-chains. It is thus very di�cult to

eliminate them from a single spectrum. An e↵ective way to eliminate false peaks is

to use spectra that share same atoms to “cross-reference” the peaks [2].

The goal of such cross-referencing is to eliminate as many false peaks as possi-

ble, while maintaining as many true peaks as possible. Among the commonly used

NMR spectra, 15N-HSQC is the most sensitive and reliable one. It is often used as

the root spectrum by NMR spectroscopists. If 15N-HSQC is not available, HNCO is

usually considered to be the root, especially in non-linear acquisition mode. If other

types of spectra are used to cross-reference 15N-HSQC, the recall will be significantly
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decreased. Therefore, we used a consensus method to refine the peaks selected for

15N-HSQC. Both WaVPeak and PICKY were used to pick peaks for the 15N-HSQC

spectra of the eight proteins. The two candidate peak lists were then selected by

the proposed B-H algorithm. Only the peaks that appeared in both selected peak

lists were kept as the consensus peak list for 15N-HSQC. As shown in Table 3.3,

the consensus method retained all the true peaks while increasing the precision by

13% on average. The consensus peak list was then used to refine all the other peak

lists of WaVPeak that were selected by the proposed B-H algorithm. The reason we

(a) (b) (c)

(d) (e) (f)

Figure 3.3: Original intensity curves and the corresponding p-value curves. (a) and
(d): intensity curve sorted in descending order (a) and the corresponding p-value
curve (d) of peaks predicted by PICKY on the 2D 15N-HSQC spectrum of the pro-
tein TM1112; (b) and (e): intensity curve sorted in descending order (b) and the
corresponding p-value curve (e) of peaks predicted by PICKY on the 3D HNCO
spectrum of the protein COILIN; (c) and (f): intensity curve sorted in descending
order (c) and the corresponding p-value curve (f) of peaks predicted by PICKY on
the 3D CBCA(CO)NH spectrum of the protein RP3384. In these figures, true peaks
are shown in black and false ones are shown in cyan. In (d), (e) and (f), the de-
cision boundaries of tNp and the B-H procedure are shown in black and magenta,
respectively.
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used the peak lists of WaVPeak was that WaVPeak was shown to be more sensitive

than PICKY on noisier spectra [1]. Table 3.3 shows that for all the spectra, most

of the true peaks were maintained, and the precision values were significantly im-

proved. F-score, which is the harmonic mean of precision and recall, suggests that

the B-H-based consensus method gives the best overall accuracy comparing to other

methods, including PICKY, WaVPeak, B-H WaVPeak, and the consensus of PICKY

and WaVPeak by simply considering the top 1.5tNp peaks from each method. On

average, the B-H-based consensus method was able to identify more than 88% of the

expected true peaks, whereas less than 17% of the selected peaks were false ones.

Note that the performance of PICKY and WaVPeak in Table 3.3 was taken from

that reported in [1], in which the top 1.2Kp peaks were selected for comparison, where

Kp, the number of true peaks that exist in the spectrum, was assumed to be known.

The 1.5tNp consensus method in Table 3.3 was done by considering the top 1.5tNp

peaks of both PICKY and WaVPeak, which is much larger than the number of peaks

used in [1]. This explains the significant drop of precision for the consensus method

with respect to PICKY and WaVPeak.

Figures 3.4(a)-(e) show the precision-recall curves of the six di↵erent peak picking

methods on the five types of spectra. These six methods are PICKY, B-H PICKY,

WaVPeak, B-H WaVPeak, 1.5tNp consensus and B-H consensus. For the sake of

clearance, only the important parts of the curves, i.e., when recall is at least 0.7, are

drawn. It is clear that B-H consensus always outperforms the five other methods.

That is, at the same recall value, B-H consensus always has less proportion of false

positive peaks. The 1.5tNp consensus is the second best method. This makes sense

because the consensus methods, comparing to the other methods, combine informa-

tion from di↵erent, relevant spectra. B-H WaVPeak and B-H PICKY consistently

outperform WaVPeak and PICKY. Note that WaVPeak has been shown to be better

than PICKY [1]. Thus, the improvement of B-H PICKY over WaVPeak is due to
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the use of our B-H algorithm. In practice, we suggest the users to use the B-H WaV-

Peak if high sensitivity is required or only one spectrum is available, and use the B-H

consensus method if high tradeo↵ between precision and recall is needed or a set of

relevant spectra is given.

We further studied the sensitivity of the B-H algorithm with respect to the pa-

rameter. In this chapter, we have been using 1.5 as the parameter value in 1.5tNp.

As shown in Figure 3.4(f), when the parameter value is changed to 2, 2.5 or 3, there

is no significant change on both precision and recall.

Table 3.3: Comparison of the performance of di↵erent peak picking methods. Rec
stands for recall values and Pre stands for precision values. The recall and the
precision values of PICKY and WaVPeak are taken from [1]. B-H (WaVPeak) is
the WaVPeak peaks selected by the proposed B-H algorithm. Consensus (1.5tNp) is
the consensus of WaVPeak and PICKY by simply considering the top 1.5tNp peaks
from each method. B-H (Consensus) is the consensus of WaVPeak and PICKY by
considering the top peaks that are determined by the proposed B-H algorithm. All
the values are given as percentage.

Spectra 15N-HSQC HNCO HNCA HNCACB CBCA(CO)NH
Method Rec Pre Rec Pre Rec Pre Rec Pre Rec Pre F � score
PICKY 93 81 89 74 88 74 60 78 72 66 77
WaVPeak 96 80 91 76 88 74 76 64 85 71 80
B-H (WaVPeak) 97 70 92 73 89 76 76 71 87 67 79
Consensus (1.5tN

p

) 97 72 92 70 88 82 77 72 88 69 80
B-H (Consensus) 97 83 89 80 86 93 76 84 86 80 85

3.4 Discussion

A common issue in bioinformatics is that a large number of predictions are made by

computational methods. These predictions contain both true predictions and false

ones. In most problems, a fixed number of predictions is selected according to a

certain confidence score. The confidence score, however, is not accurate enough to

di↵erentiate true predictions from false ones. Therefore, selecting a fixed number of

predictions or thresholding by a fixed score usually sacrifices a lot of true predictions

because it does not take the properties of the problem into consideration. We propose
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a general approach to partially resolve this issue. The original confidence score is

first converted into p-values, which have been demonstrated to have a much stronger

distinguishing capability than the original confidence score. The Benjamini-Hochberg

algorithm is then applied to select a self-adapted number of predictions according to

the false discovery rate that we want to control. This approach provides a systematic

way of selecting predictions of computational methods. We further demonstrate that

the false predictions can be further eliminated by using consensus or cross-referencing

approaches.

(a) (b) (c)

(d) (e) (f)

Figure 3.4: Precision-recall curves for di↵erent peak picking methods and sensitivity
analysis of B-H WaVPeak. (a)-(e): precision-recall curves for di↵erent methods on
15N-HSQC, HNCO, HNCA, CBCA(CO)NH and NHCACB, respectively. The solid
black curves are for B-H consensus method; the dashed black curves are for the 1.5tNp

consensus method; the solid cyan curves are for B-H WaVPeak; the dashed cyan
curves are for the original WaVPeak; the solid magenta curves are for B-H PICKY;
and the dashed magenta curves are for the original PICKY. The relative area under
curve (AUC) values are in legends, which are the area under curve over the total
area of recall at least 0.7. (f): sensitivity analysis for di↵erent number of peaks. The
precision and recall values of B-H WaVPeak are shown when 1.5tNp, 2tNp, 2.5tNp

and 3tNp top peaks are used to calculate the p-values.
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The proposed approach has a wide range of potential applications. For instance,

in protein function annotation problems, the amino acid sequences or domain archi-

tectures of proteins are given, and the GO terms selected from among some 30,000

are used to annotate the function. Most of the existing methods estimate the proba-

bility for each GO term to annotate the given protein [86, 87, 88, 89]. However, the

number of GO terms that annotate a certain protein is unknown. Our approach can

be directly applied to the protein function annotation problem such that the correct

number of GO terms is selected.

Theoretically speaking, the sum of the false discovery rate and the precision should

be one. However, the precision values of B-H WaVPeak and B-H PICKY are way

below 0.95, as shown in Tables 3.1 and 3.2. This is due to the fact that the volume

and the intensity used in the original WaVPeak and PICKY are not perfect measures

to rank peaks. That is, although such measures contain information about peak

properties, the information is far from complete or correct. As shown in Figures 3.2

and 3.3, many true peaks can have much lower volume or intensity than some false

ones. In order to achieve the theoretical precision level, better measurements have to

be used by the original peak picking methods. For instance, the symmetry of peak

shapes can be considered as additional information to rank peaks [13].

3.5 Conclusion

We have proposed a sensitive and robust approach to select peaks from automatic

peak picking methods. The original peak confidence scores are first converted into

p-values. The Benjamini-Hochberg algorithm is then applied to select the number of

peaks. We demonstrated that the proposed approach worked consistently well using

state-of-the-art peak picking methods. Therefore, this can be a potentially general

approach to select a good number of candidates from a large set of predictions.
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Chapter 4

Median modified Wiener filter for

nonlinear adaptive spatial

denoising of protein NMR

multidimensional spectra

This chapter was published as:

C. V. Cannistraci, A. Abbas, and X. Gao, “Median modified Wiener filter for

nonlinear adaptive spatial denoising of protein NMR multidimensional spectra,”

Scientific Reports, vol. 5, p. 8017, 2015. Joint first author.

4.1 Background

In Chapter 2, we introduced WaVPeak [1], as a novel method for peak picking, that

is based on wavelet soft denoising. It decomposes a spectrum by wavelet decompo-

sitions. The low frequency components are kept and the high frequency ones are

eliminated. In this way, it smoothes the entire spectrum without eliminating any

data point. However, wavelet denoising requires several parameters to be tuned. A
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combinatorial search of such parameters is often infeasible due to the slow speed of

wavelet decomposition and reconstruction, especially for high-dimensional spectra.

This issue becomes a serious obstacle to adopt wavelet denoising in the near future,

when multi-dimensional protein NMR spectra with more than three dimensions will

be of common use.

In this chapter, we open the way to address this wavelet denoising limitation

with a radical change of strategy that stems from a consciousness raising. Wavelet

denoising became in the last decade a sort of ‘moda’, rapidly substituting classical

adaptive spatial filtering like the Wiener filter. This replacement was often supported

by studies that clearly demonstrate the superiority of wavelet denoising in some con-

texts. However, in many other cases wavelet denoising was de facto chosen as the

strategy to adopt because considered by principle superior to classical adaptive spa-

tial filtering. Yet, this superiority is very signal/noise-dependent [90]. In particular,

when non-stationary signals are a↵ected by a mixture of Gaussian white noise and

strong impulsive artifacts (like small false peaks in protein NMR spectra), wavelets

denoising might be significantly outperformed by nonlinear adaptive spatial filtering

like the one provided by the Median Modified Wiener Filter (MMWF) [90]. In ad-

dition, wavelet denoising is a very sophisticated technique that requires the mining

of the proper wavelet shape, and the combinatorial tuning of at least three param-

eters (wavelet decomposition level, thresholding type and the way of computing the

threshold). In contrast, adaptive spatial filtering is very simple and in most cases like

the Wiener filter and the MMWF requires just the tuning of one parameter (window

size). In conclusion, we might argue that more sophisticated method does not nec-

essarily mean more accurate or time e�cient. In this chapter we want to endorse a

diverse philosophy of denoising protein NMR spectra: less is more! We believe that

engineering needs freedom of choice on the strategies used to design computational

tools. In the end what really make the di↵erence are the results and, as a matter of
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fact, here we propose new and interesting results, stemmed from a simple, but not

for this reason less powerful, designing philosophy.

4.2 Methods

4.2.1 Classical and adaptive spatial filters

One of the most used denoising techniques in digital signal and image processing are

linear and nonlinear local filters, also defined: spatial filters. The common parameter

in spatial filtering is the size of the window, also called kernel or mask, which, in case

of 2D signals, is the small n⇥m pixels area around a given processed point, pixel or

voxel (for simplicity in the rest of the chapter we will refer just to pixels). The filter

uses the pixel intensity values of the area to re-compute the new value of the processed

pixel at the centre. In general, some spatial filters might have also more than one

adjunctive parameter, as the variance in the Gaussian filter or the polynomial degree

in the polynomial filter [91].

The first two spatial filters that we considered are the mean and median filters.

The mean is a linear filter while the median is a nonlinear filter. Then, we considered

their respective adaptive variations. The Wiener filter is a linear adaptive spatial

filter that derives from the mean operator; and the MMWF is a nonlinear adaptive

spatial filter that derives from the median operator.

The mean filter is the simplest linear spatial filter and, to compute the denoised

signal value, assigns to the pixel at the centre of the window the average value of the

pixels in the window. Moving the window across the signal, a new denoised signal

value is recomputed for each pixel. For this reason the mean filter is also called moving

average filter. The median filter is the simplest nonlinear spatial filter [92, 93, 94]. It

is often used to reduce impulsive noise like salt and pepper noise. It is more e↵ective

than convolution filter when the goal is to simultaneously reduce noise and preserve
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edges [95]. The reason why the median filter is so e�cient to remove impulsive noise

comes from the fact that the median operator is much less sensitive than the mean

operator to outlier values (like small false peaks in the signal). Therefore, median

filter is better able to remove these outlier values without reducing the sharpness of

the signal. Even though the median filter provides smooth signals, in particular for

large windows in 2D signals, it erodes the edge of isolated spots and tends to fill the

space between close-set spots. For clarity, with the expression spots, we intend zones

of the background of 2D signals that emerge indicating the presence of a significant

pattern with the form of a peak. The evidence that median filter causes signal erosion

is extensively treated in literature [90, 93]. In contrast, the signal dilatation (that

tends to fill the space between spots in 2D signals) was firstly shown by Cannistraci

et al. [90] as a paradoxical e↵ect caused by the median operator in the particular case

where it is applied in proximity of narrow 2D signal depressions. This is an important

side e↵ect of the median operator, which earns significance in case of close peaks in 2D

signals like protein NMR 2D spectra. Thus, the median filter is expected to perform

poorly, especially for large window settings, in denoising of multi-dimensional protein

NMR spectra.

Another linear technique for spatial filtering is the Wiener filter. It is considered

a more advanced technique because it is adaptive. Wiener filter is applied to a signal

adaptively, tailoring itself to the local signal variance. Where the variance is large, it

performs less smoothing, while in the regions where the variance is small, it performs

more smoothing. The estimate of the local (i.e., considered in the sliding window)

mean µ and variance �2 around each pixel in a 2D signal is:

µ =
1

NM
·
X

n,m✏⌘

a(n,m), (4.1)

�2 =
1

NM
·
X

a,m✏⌘

[a(n,m)� µ]2, (4.2)
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whereN -by-M is the size of the local neighbourhood area, ⌘, contained in the window,

and a(n,m) is a notation to identify each pixel contained in the area ⌘ of the 2D signal.

Then a pixel-wise Wiener filter is implemented using these estimates to calculate the

new pixel value bw:

bw(n,m) = µ+
�2 � ⌫2

�2
· (a(n,m)� µ), (4.3)

where ⌫2 is the noise variance. If the Gaussian noise variance is not given as input,

the average of all the local variances estimated for each window is used [90]: in

our study we exploited this second variance setting. Wiener filter often produces

better results than standard non-adaptive linear filtering. In fact, the adaptive filter

procedure is more selective (preserving edges in 2D signals) than a comparable linear

filter[90]. Some of the inconvenience of the Wiener denoising (especially for large

windows) is that it does not respect the morphology of the signal and thus causes

fuzzification/dilatation of edges, noise-small-features and spikes (small peaks).

4.2.2 Median Modified Wiener Filter (MMWF): extension

to the case of multi-dimensional signals

The MMWF was invented as an informational filter by Cannistraci, and was proposed

for the first time for denoising application in the work of Cannistraci et al [90].

Specifically, it was applied for denoising of 2D signals in image proteomics, and the

source of the signal were 2D-gel-electrophoresis maps.

This nonlinear adaptive spatial filter was introduced with the aim to merge the

complementary qualities and abilities of median filter and the Wiener filter, recipro-

cally nullifying the respective defects. In particular, the objective was to facilitate

the e�cacy in removing spike noise from the 2D signal background (typical of the

median filter) while preserving unaltered spot edges (a property partially provided
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by the Wiener filter that preserves edges but unfortunately modifying their morphol-

ogy). The mathematical formula for the MMWF in case of 2D signals, considering

the notation µ̃ to indicate the local window median around each pixel a(n,m):

bmmwf (n,m) = µ̃+
�2 � ⌫2

�2
· (a(n,m)� µ̃). (4.4)

The rest of the notation is the same already introduced for the Wiener filter.

The consequences of this modification in the original Wiener filter formula are very

significant and are mainly caused by the introduction in an adaptive contest of the

nonlinear behaviour due to the median operator. A deep mathematical discussion

of this modification in the Wiener formula is o↵ered in the article of Cannistraci

et al [90]. Here for simplicity we summarize the main e↵ects of this mathematical

modification from the denoising point of view, in 2D signals.

The main e↵ect is that after denoising, the edge morphology is well preserved (in

contrast to the result of the median and Wiener filter). This e↵ect was named drop-

o↵-e↵ect because the slope of the sides of the spots in the 2D signals is preserved. The

second crucial result is that MMWF showed high performance in global denoising of

di↵erent types of noise, being its best window setting invariant of the type of noise. In

general, the median filter erodes the edge of isolated spots and fills the space between

close-set spots, while the MMWF because of the drop-o↵-e↵ect does not su↵er from

erosion problems, preserves the morphology of close-set spots, and avoids spot and

spike fuzzification, an aberration frequently encountered for Wiener filter [90]. In

conclusion, the MMWF should theoretically improve the precision in detection of

real peaks in protein NMR 2D-spectra, although it might also slightly decrease the

recall, because of excessive denoising of small real peaks erroneously smoothed. This

kind of problem was less probable in signals of 2D-gel-electrophoresis maps, because

the smallest size of the signal spots in the 2D-gel-electrophoresis maps was generally
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wider than the largest size of false and noisy peaks distributed both in the background

and over the spots.

Here, for the first time, we introduce the extension of the MMWF to the case

of multi-dimensional signals, with the aim to test its performance in case of protein

NMR 3D-spectra. The generalized mathematical formula is:

µ =
1Q

i=1,...,n Di
·

X

d1,...,dn✏⌘

a(d1, ..., dn), (4.5)

µ̃ = Median[a(d1, ..., dn)], (4.6)

�2 =
1Q

i=1,...,n Di
·

X

d1,...,dn✏⌘

[a(d1, ..., dn)� µ]2, (4.7)

bmmwf (d1, ..., dn) = µ̃+
�2 � ⌫2

�2
· (a(d1, ..., dn)� µ̃), (4.8)

where in respect to the previous formulation we introduced the new notations, d1, ...,

dn, to intend a combination of values that indicate the location of a discrete point

in an n-dimensional hypercube, and Di to intend the size of the length of the i-th

dimension of the hypercube.

4.2.3 MMWF*: a novel variation of the Median Modified

Wiener Filter

Here, we introduce MMWF* that is a new variation of the MMWF. We report the

formula of this new filter for multidimensional signals, however the formulation in

case of 2D-signals can be easily derived.

bmmwf⇤(d1, ..., dn) = µ̃+
�̃2 � ⌫̃2

�̃2
· (a(d1, ..., dn)� µ̃), (4.9)

where �̃2 is the variance computed as average squared deviation from the median µ̃:
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�̃2 =
1Q

i=1,...,n Di
·

X

d1,...,dn✏⌘

[a(d1, ..., dn)� µ̃]2. (4.10)

This first variation is significant because, since the variance operator is an edge

detector [96], the replacement in the formula of the mean with median provides a more

robust estimation of the background value inside the window. As a consequence, a

better detection of the signal’s edges is obtained, for instance: the edge of a spot in

an image or the edge of a real peak in a 2D NMR spectrum.

The ⌫̃2 is the noise variance, estimated as the median of all the local variances

�̃2, which are computed for each window defined around each point in the multi-

dimensional signal. This second variation is even more important because the noise

variance should be window-size independent. As a matter of fact, in non-stationary

and sparse signals like 2D-gel-electrophoresis maps and NMR spectra, the mean of

all the local variances is an unstable estimator of the noise variance, and tends to

decrease performance for increasing window sizes. The motivation lies in the fact

that, since the real peak signals are sparse, for small window sizes we have a good

sampling of the noise in the background, while for large window sizes several windows

will sample also real peaks, and the mean of all the local variances will be a↵ected by

the presence of many outlier values that will introduce nonlinearity in the distribution

of all the local variances �̃2. The median operator will be much less a↵ected by these

outlier values in the distribution of the local variances, thus will provide a more robust

estimation of the noise variance also with increasing window sizes.

4.2.4 Data sets

We evaluated the denoising performance of the spatial filters and wavelet on a similar

benchmark NMR spectrum set used in refs [1, 2]. Our spectrum set contains 16 raw

2D and 3D spectra in the UCSF format extracted from eight proteins, i.e., TM1112,
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YST0336, RP3384, ATC1776, CASKIN, HACS1, VRAR, and COILIN. The sizes of

these proteins range from 64AA to 146AA. The spectra contain eight 2D 15N-HSQC

spectra and eight 3D CBCA(CO)NH spectra, one for each protein, respectively.

4.2.5 Experimental settings

Since the main focus of this chapter is on denoising of NMR spectra, in all the exper-

iments, as described above, we applied di↵erent methods on denoising the original,

raw 2D and 3D NMR spectra only. Then, we applied brute force algorithm (discussed

in Chapter 2) to select all the local maxima in the denoised spectra, ranked them ac-

cording to their estimated volumes, and selected the top K predicted peaks, where

K is a number determined by the Benjamini-Hochberg algorithm (see Chapter 3).

The peak lists returned by each denoising method was compared with the manually

picked peaks (obtained from the Biological Magnetic Resonance Bank) to calculate

precision, recall and F-scores. A predicted 2D peak is considered correct if and only

if its coordinate in dimension N (nitrogen) is within 0.5 ppm with a true peak and its

coordinate in dimension H (hydrogen) is within 0.05 ppm with the same true peak.

A predicted 3D peak is considered correct if and only if its coordinate in dimensions

N and C (carbon) is within 0.5 ppm with a true peak and its coordinate in dimension

H (hydrogen) is within 0.05 ppm with the same true peak.

4.3 Results and discussion

First, we compared the performance of the five di↵erent spatial filters for denoising

of 2D NMR protein spectra. As mentioned, we selected spatial filters that present

just one tuning parameter: the size of the sliding window. This window is introduced

in the spatial filter algorithm for sampling the information stored around a signal

region that should be denoised. The rationale to select spatial filters with just this
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simple tuning parameter is in adopting algorithms that are computationally fast and

easy to generalize to NMR protein spectra with dimension higher than two. On the

other side, algorithms with several parameters like wavelets, although in principle

more powerful, present the drawback that they might require a combinatorial tuning

of their parameters in relation to di↵erent protein spectra. This combinatorial tuning

might be complicated if implemented in an automatic pipeline where there is no

intervention of an external human operator. In addition, extension of these last

algorithms to protein spectra with dimension higher than 3D can be theoretically

very complicated and might require a significant increase of computational time and

memory allocation.

The first two spatial filters that we considered are the mean and median filters.

The mean is a linear filter while the median is a nonlinear filter. Then, we considered

their respective adaptive variations. The Wiener filter is a linear adaptive spatial

filter that derives from the mean operator; and the Median Modified Wiener Filter

(MMWF) is a nonlinear adaptive spatial filter that derives from the median oper-

ator. We also evaluated the performance of the MMWF* (which is a variation of

the MMWF) here introduced for the first time. We tested the performance of these

five filters for a range of squared window size that is from 3⇥3 to 31⇥31 pixels. We

considered squared windows because the shape of each peak in the spectra is, as first

approximation, isotropic. For the evaluation we considered as main reference the

F-score measure, because it is a balanced estimation that merges together precision

and recall performance.

The results presented in Figure 4.1 for eight di↵erent 2D protein spectra clearly

point out that adaptive filters make a significant di↵erence in denoising task at least

in the context of the analyzed proteins. We are aware that eight proteins is not a

su�cient number for generalizing our result, however since this significant discrepancy

in performance are confirmed also by the plots of precision (Figure 4.2) and recall
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(Figure 4.3), we feel confident on the importance of this result. In particular, our

experimental results are also supported by the theory, in fact adaptive filters such

as Wiener, MMWF and MMWF* should theoretically maintain their performance

quite stable for di↵erent window sizes compared to non-adaptive filters such as mean

and median, and this is evident in Figure 4.1. In order to discriminate the di↵erence

in performance between Wiener, MMWF and MMWF*, we considered the average

F-score, precision and recall across the di↵erent 2D spectra. This result is displayed

in Figures 4.4(A), (C), (E). The di↵erence of performance between the Wiener and

MMWF does not look really significant; however MMWF o↵ers a higher F-score and

precision, while the di↵erence in recall is negligible. Interestingly, MMWF o↵ers the

best F-score performance for window size 3⇥3 with a monotonically decreasing slope.

This is an important result because it suggests that using the MMWF with window

size 3⇥3 might be a smart selection in many cases where we want to implement

an automatic pipeline. Particularly impressive is the result of the novel MMWF*,

which o↵ers very stable and high performance with a trend that is very robust to

the window size setting (Figures 4.4(A), (C), (E)). This is a confirmation of the

result we were theoretically expecting according to the new MMWF* mathematical

formulation that we discussed in Section 4.2.3. Therefore, using MMWF* should

o↵er even a better solution than using MMWF for implementation of automatic

pipeline. We also decided to compare the average performance of these two adaptive

filters with wavelet denoising (Figures 4.4(B), (D), (F)). For the wavelet denoising,

we used the best parameters of the wavelet proposed in our former work [1]. For this

comparison we considered the best average performance o↵ered by the adaptive filters

at a fixed window size, as example for MMWF it was window 3⇥3 (Figure 4.4(A)). We

were surprised to notice that the performance of MMWF* was higher than wavelet

denoising, while the performance of the other adaptive filters were not that far from

a more complicated and advanced algorithm such as wavelet denoising: in practice,
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there was not any significant performance di↵erence. This key result was an important

achievement because to the best of our knowledge it is the first time that spatial

filtering is demonstrated to be so competitive in denoising of such type of signals

(like protein NMR multi-dimensional spectra). We were then encouraged to continue

our study investigating whether the denoising performance of these algorithms would

dramatically change in case we consider the 3D NMR spectra of the same eight

proteins analyzed in Figures 4.1, 4.2, 4.3 and 4.4. The rationale for selecting the same

eight proteins in a higher dimensional space is coming from the intention to reduce

any change or bias in evaluation performance related with modifying the original

dataset characteristics. This simplifies the comparison between the results obtained

in 2D and 3D spectra denoising. To notice, we introduce in this chapter for the first

time MMWF* and the generalization of the MMWF to the case of multi-dimensional

signals, and this was an important test to verify their behavior on 3D signals like

protein NMR spectra.
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Figure 4.1: F-score curves of peak picking when using four di↵erent spatial filters for
denoising 2D NMR spectra (15N-HSQC) of the eight proteins. The filters used are
the Mean and Median filters (dashed lines), and their respective adaptive variations
(full lines) Wiener and Median Modified Wiener Filter (MMWF). MMWF*, the new
variation of the MMWF, is distinguished by a red line marked by red crosses. Each
filter is tested for a range of squared window size that is varying from 3⇥3, 5⇥5,
7⇥7,..., to 31⇥31 pixels. The figures show that adaptive filters outperform the non-
adaptive ones significantly in the denoising task. It is also clear that adaptive filters
maintain their performance quite stable for di↵erent window sizes.
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Figure 4.2: Precision curves of peak picking when using four di↵erent spatial filters
for denoising 2D NMR spectra (15N-HSQC) of the eight proteins. The filters used are
the Mean and Median filters (dashed lines), and their respective adaptive variations
(full lines) Wiener and Median Modified Wiener Filter (MMWF). MMWF*, the new
variation of the MMWF, is distinguished by a red line marked by red crosses. Each
filter is tested for a range of squared window size that is varying from 3⇥3, 5⇥5,
7⇥7,..., to 31⇥31 pixels. The figures show that adaptive filters outperform the non-
adaptive ones significantly in the denoising task. It is also clear that adaptive filters
maintain their performance quite stable for di↵erent window sizes.
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Figure 4.3: Recall curves of peak picking when using four di↵erent spatial filters for
denoising 2D NMR spectra (15N-HSQC) of the eight proteins. The filters used are
the Mean and Median filters (dashed lines), and their respective adaptive variations
(full lines) Wiener and Median Modified Wiener Filter (MMWF). MMWF*, the new
variation of the MMWF, is distinguished by a red line marked by red crosses. Each
filter is tested for a range of squared window size that is varying from 3⇥3, 5⇥5,
7⇥7,..., to 31⇥31 pixels. The figures show that adaptive filters outperform the non-
adaptive ones significantly in the denoising task. It is also clear that adaptive filters
maintain their performance quite stable for di↵erent window sizes.
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Figure 4.4: Average performance for 2D spectra. Subfigures (A), (C), and (E): Aver-
age performance curves of the three adaptive spatial filters over the 2D spectra with
respect to the window size. (A). average F-score curves; (C). average precision curves;
and (E). average recall curves. Subfigures (B), (D), and (F): Bar charts of average
performance of the wavelet denoising in [1] and the three adaptive spatial filters with
the best window size on the 2D spectra. (B). average F-score bar charts; (D). average
precision bar charts; and (F). average recall bar charts.

The supremacy of adaptive spatial filtering on the non-adaptive one (Figures 4.5,

4.6 and 4.7) is as expected confirmed also in 3D spectra denoising. Additionally, it is

confirmed also the robustness of adaptive spatial filtering to changes in the window

size, particularly for MMWF* (Figures 4.5, 4.6 and 4.7). Surprisingly, although it

is not detected any significant di↵erence between adaptive spatial filters and wavelet

performance, the MMWF and MMWF* in this case gave higher performance in F-

score and precision than wavelet. However, these results should be taken with the

congruous reserve. Since the number of the available analyzed spectra is low (just

eight proteins) though it is the largest in NMR peak picking studies, we expect

that changing the context of the analysis, an example considering di↵erent type and

number of proteins, might modify the fact that MMWF and MMWF* resulted the

first in this 3D denoising comparison. The most interesting information regarding
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MMWF is not related with the fact that it gave a slightly (and likely not statistical

significant) higher performance, but is connected with the fact that this best average

performance was achieved again for window size 3⇥3 (Figures 4.8(A), (C), (E)). Also

3D experiments advocated the use of the MMWF with windows size 3⇥3 to get the

best performance in most of the cases in automatic computational pipelines. This

is even more valid for MMWF* that also in the context of 3D denoising confirmed

a very stable performance that is very robust to the window size setting. Somehow,

we can summarize that considering the nature of the signal present in the 2D and

3D protein spectra, the MMWF produced a stable performance at least for a fixed

and well determined window size that was 3⇥3, while MMWF* produced high and

stable performance for all the range of window settings. This MMWF’s window

invariance was also a main finding of the previous proteomic study on signals of 2D-

gel-electrophoresis maps [90], a result that now is even reinforced by the introduction

of the new MMWF*. Here, the window invariance might represent a consistent

advantage for introducing nonlinear adaptive spatial filtering in the implementation

of automatic pipelines for NMR protein spectra analysis.

The two filters MMWF and MMWF* are implemented as C functions (MEX files)

and are called from the Matlab command line. Table 4.1 shows the running times of

the MMWF* filter when used to denoise the 16 NMR spectra in our benchmark set

using a window size of 3⇥3.



100

Figure 4.5: F-score curves of peak picking when using four di↵erent spatial filters for
denoising 3D NMR spectra (CBCA(CO)NH) of the eight proteins. The filters used are
the Mean and Median filters (dashed lines), and their respective adaptive variations
(full lines) Wiener and Median Modified Wiener Filter (MMWF). MMWF*, the new
variation of the MMWF, is distinguished by a red line marked by red crosses. Each
filter is tested for a range of squared window size that is varying from 3⇥3, 5⇥5,
7⇥7,..., to 31⇥31 pixels. The figures show that adaptive filters outperform the non-
adaptive ones significantly in the denoising task. It is also clear that adaptive filters
maintain their performance quite stable for di↵erent window sizes.
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Figure 4.6: Precision curves of peak picking when using four di↵erent spatial filters for
denoising 3D NMR spectra (CBCA(CO)NH) of the eight proteins. The filters used are
the Mean and Median filters (dashed lines), and their respective adaptive variations
(full lines) Wiener and Median Modified Wiener Filter (MMWF). MMWF*, the new
variation of the MMWF, is distinguished by a red line marked by red crosses. Each
filter is tested for a range of squared window size that is varying from 3⇥3, 5⇥5,
7⇥7,..., to 31⇥31 pixels. The figures show that adaptive filters outperform the non-
adaptive ones significantly in the denoising task. It is also clear that adaptive filters
maintain their performance quite stable for di↵erent window sizes.
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Figure 4.7: Recall curves of peak picking when using four di↵erent spatial filters for
denoising 3D NMR spectra (CBCA(CO)NH) of the eight proteins. The filters used are
the Mean and Median filters (dashed lines), and their respective adaptive variations
(full lines) Wiener and Median Modified Wiener Filter (MMWF). MMWF*, the new
variation of the MMWF, is distinguished by a red line marked by red crosses. Each
filter is tested for a range of squared window size that is varying from 3⇥3, 5⇥5,
7⇥7,..., to 31⇥31 pixels. The figures show that adaptive filters outperform the non-
adaptive ones significantly in the denoising task. It is also clear that adaptive filters
maintain their performance quite stable for di↵erent window sizes.
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Figure 4.8: Average performance for 3D spectra. Subfigures (A), (C), and (E): Aver-
age performance curves of the three adaptive spatial filters over the 3D spectra with
respect to the window size. (A). average F-score curves; (C). average precision curves;
and (E). average recall curves. Subfigures (B), (D), and (F): Bar charts of average
performance of the wavelet denoising in [1] and the three adaptive spatial filters with
the best window size on the 3D spectra. (B). average F-score bar charts; (D). average
precision bar charts; and (F). average recall bar charts.

4.4 Conclusion

From the results presented in this chapter on the denoising of 2D and 3D protein

NMR spectra, we can gather that unexpectedly a simple and e�cient procedure like

adaptive spatial filtering o↵ers a valid alternative to complicated and time-consuming

techniques like wavelet-denoising, which su↵ers from the problem of the combinatorial

tuning of multiple parameters and settings. In addition, we propose, for the first time,

the 3D extension of the Median Modified Wiener Filter (MMWF) and its new varia-

tion named MMWF*: nonlinear adaptive spatial filters that are adaptive variants of

the median filter. Our results demonstrate that performance of MMWF is compara-

ble to that of wavelet and Wiener filter on 2D spectra, but noticeably better on 3D
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Table 4.1: The running times of the MMWF* filter when used to denoise the 16
NMR spectra in our benchmark set using a window size of 3⇥3. The MMWF* filter
is implemented as C function (MEX file) and is called from the Matlab command
line.

Protein Spectrum type
Number of points

in spectrum
Window size

MMWF* denoising
time in seconds

CASKIN NHSQC 34816 3 0.03
VRAR NHSQC 47680 3 0.04
COILIN NHSQC 65280 3 0.05
YST NHSQC 93952 3 0.06
HACS1 NHSQC 156672 3 0.11
TM1112 NHSQC 158218 3 0.11
ATC NHSQC 262144 3 0.15
RP NHSQC 666624 3 0.34
VRAR CBCACONH 1369088 3 2.62
CASKIN CBCACONH 1711360 3 3.26
COILIN CBCACONH 1955840 3 3.78
RP CBCACONH 2818048 3 5.76
HACS1 CBCACONH 3133440 3 5.89
TM1112 CBCACONH 11337728 3 22.08
YST CBCACONH 12025856 3 23.38
ATC CBCACONH 18874368 3 37.75

spectra. The performance of the new MMWF* on 2D/3D-spectra is even better than

MMWF and wavelet-denoising. Noticeably, MMWF* gains stable high performance

robust to diverse window-size settings, which might represent a consistent advantage

in automatic computational pipelines for protein NMR-spectra analysis.

Non-stationary signals, such as protein NMR spectra, are di�cult to treat due to

the large and unstructured variations in intensity and size. Nonlinear adaptive spatial

filters, like MMWF and MMWF*, perform well also on non-stationary signals, are

easy to implement and fast to use, and theoretically can be implemented in any multi-

dimensional space without the need of a strong theoretical revision on their original

equations or algorithms.
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Chapter 5

An automated framework for

NMR resonance assignment

through simultaneous slice picking

and spin system forming

This chapter was published as:

A. Abbas, X. Guo, B. Y. Jing, and X. Gao, “An automated framework for

NMR resonance assignment through simultaneous slice picking and spin system

forming,” Journal of Biomolecular NMR, vol. 59, no. 2, pp. 75-86, 2014.

5.1 Background

The resonance assignment problem has long been a target of the computational re-

search community due to its clear formulation. Given peaks identified from through-

bond spectra that share the same ‘root’ (N, H), such as 15N-HSQC, CBCA(CO)NH,

and HNCACB, the goal is to link and assign the peaks along the amino acid chain

of the protein by using inter- and intra-residue information. There are various ex-
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isting assignment methods. AUTOASSIGN [97], one of the widely used assignment

methods, requires peak lists of the 2D 15N-HSQC spectrum and a number of 3D

spectra. It formulates the assignment problem as a constraint satisfaction problem

in artificial intelligence and encodes information from a domain-knowledge base to

enhance the accuracy. MARS was proposed as a consensus-based assignment method

that makes both local and global assignments [33]. Local assignment is done through

the identification of reliably connected fragments, whereas global assignment is done

through the optimization of a pseudo-energy function. GANA, which uses a genetic

algorithm to find good assignments, was later proposed [44]. The key part in GANA

is the fitness function, which determines how computer-simulated evolution proceeds.

GANA uses connectivity information between spin systems to build the fitness func-

tion. IPASS was recently proposed. It formulates resonance assignment as an integer

linear programming problem [14]. The spin systems are formed by peaks from 15N-

HSQC, CBCA(CO)NH and HNCACB and the connectivity information is extracted

from both through-bond spectra and the N-NOESY spectrum. To reduce the search

space, a probabilistic model based on BioMagResBank (BMRB) [98] was developed

to estimate how likely it is that a particular spin system is found for a certain residue

position. Experimental results on automatically picked peaks by PICKY [2] on four

real protein NMR data sets demonstrated that IPASS was more error tolerant than

were the other assignment methods and that it could work reasonably well with peaks

chosen by automated methods.

Despite the significant advances in the development of peak picking and resonance

assignment methods, such methods still do not reduce the required manual work nor

can they be practically applied in NMR labs. The main reason is that these methods

lose significant information. One source of this loss of information is that almost

all the peak picking methods consider peaks as independent signals, whereas many

of them are indeed coupled. For instance, in CBCA(CO)NH, if we pick a peak at
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(Ni, Ci, Hi), it is very likely that there is another peak in the (Ni, Hi) slice, unless

the previous residue is a glycine or the signal is absent from the spectrum. Similar

reasoning is valid for HNCACB as well. Another source of loss of information is that

peak picking and resonance assignment are usually considered as two consecutive

steps. Once peak picking is done, resonance assignment methods assign those peaks

regardless of their quality. That is why most resonance assignment methods perform

poorly with automatically picked peaks. However, the assignment step should provide

feedback information to direct the peak picking or to improve the peak quality.

In this chapter, we propose a framework that simultaneously picks slices and forms

them into spin systems for assignment purposes. The inputs to our framework can

be as few as two spectra, i.e., CBCA(CO)NH and HNCACB, in the UCSF format. If

more spectra are available, the performance can be further boosted. Di↵erent from

the existing methods that pick peaks, our method considers carbon ‘slices’ (denoted

as C-slices) as the target in CBCA(CO)NH and HNCACB. Each C-slice is a one-

dimensional (1D) vector that corresponds to a certain (N,H) pair. We use the slices

chosen from the CBCA(CO)NH spectrum to guide the slice picking in HNCACB to

yield better spin systems. In this way, the assignment sends feedback information to

guide the slice picking and the dependency of peaks is also modeled. After forming

spin systems, we feed them to a genetic algorithm to assign them to the residues of

the protein. Here ‘simultaneous’ refers to the fact that information is propagated for-

wardly and backwardly between the peak picking and spin system forming steps in our

method. Thus, our method is fully automatically from the two input NMR spectra to

the final resonance assignment, without any human intervention. Although a number

of automated resonance assignment methods are available, few of them work directly

on automatically picked peaks that have low quality. IPASS [14] is considered to be

the state-of-the-art error-tolerant assignment method. We thus tested our framework

on the four real protein raw spectra sets that were used to test IPASS. We compared
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our method with four state-of-the-art methods, MARS, AUTOASSIGN, IPASS and

GANA. Our results demonstrate that our framework significantly outperforms the

existing methods in terms of sensitivity and it compares favorably on specificity. The

improvement is further indicated by the fact that IPASS, AUTOASSIGN and MARS

need more spectra than our method. Our results demonstrate that our proposed

framework is able to extract much more information from the real data than the four

state-of-the-art methods.

5.2 Materials and methods

5.2.1 Overview of our method

In this work, we assume the minimum inputs to be two types of commonly used spec-

tra, CBCA(CO)NH and HNCACB. These two spectra contain adjacency information.

Peaks in CBCA(CO)NH are in the forms (Ni, CAi�1, Hi) and (Ni, CBi�1, Hi), where

i is the index of the residue and CA and CB stand for C↵ and C�, respectively. On

the other hand, the HNCACB spectrum contains peaks in the forms (Ni, CAi�1, Hi),

(Ni, CBi�1, Hi), (Ni, CAi, Hi) and (Ni, CBi, Hi), where CA peaks are positive and

CB peaks are negative. Therefore, from these two spectra, in the ideal case, we can

form spin systems of the form (Ni, Hi, CAi�1, CBi�1, CAi, CBi). However, in reality,

there are various sources of errors, including false positive peaks, false negative peaks,

linkage errors, and ambiguities in forming spin systems. Our method is based on the

observations that a signaling slice, i.e., a 1D vector corresponds to a certain (N,H)

pair in CBCA(CO)NH, should contain two peaks (unless the previous residue is a

glycine in which case it should contain one), whereas in HNCACB it should contain

four peaks (unless the current or the previous residue is a glycine in which case it

should contain three). Our method picks slices instead of peaks and uses the slice

information in CBCA(CO)NH to assist the slice picking in HNCACB by considering
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assignment needs. In this manner, the slice picking and spin system forming are

done simultaneously and better spin systems are formed. The spin systems are fur-

ther assigned to protein residues by a genetic algorithm. Although both GANA and

our method use genetic algorithms, the two methods are distinct in the sense that

GANA takes spin system groups as inputs whereas our method takes spin systems

as inputs. Furthermore, in contrast to GANA, the fitness function of our genetic

algorithm contains both connectivity information between spin systems and amino

acid typing information.

5.2.2 Forming spin systems by slice picking

Forming spin systems is the prerequisite to resonance assignment. A spin system

is the set of chemical shift values from the same or neighboring residues. Previous

studies have verified that better spin systems result in better resonance assignments

[33, 44, 14]. All existing spin system forming methods form spin systems from the lists

of peaks provided by either manual or automated peak picking methods. Peak picking

and spin system forming are thus considered as two consecutive steps. Our method, in

contrast, depends on 1D C-slices and uses information from both steps to guide each

other. To extract a signaling carbon slice from these two spectra or any (N,H)-rooted

3D spectrum, we fix a nitrogen value and a hydrogen value. The nitrogen value should

be a local maximum in a nitrogen slice, and similarly the hydrogen value should be

a local maximum in a hydrogen slice.

The extraction of carbon slices from CBCA(CO)NH is done in the following man-

ner. For every single pair of carbon and hydrogen values (i.e., every point on the (C,

H) space), (C1, H1), there is a corresponding nitrogen slice. We smooth the nitrogen

slice using wavelet smoothing with a soft threshold to decrease the e↵ect of noise.

More technical details of wavelet smoothing can be found in Chapter 2. We then

search for the highest local maximum in the smoothed nitrogen slice. Let the value of
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nitrogen at this point be N1. The pair of (N1, C1) then represents a hydrogen slice,

which is further smoothed using wavelet smoothing. We then search for the highest

local maximum in this hydrogen slice and let its value be H 0
1. If H1 = H 0

1, we save

the two values, H1 and N1. These two values indicate a C-slice that our method then

chooses. In this way, our method identifies all the carbon slices that have (N,H)

values as local maxima.

For each C-slice we identify in CBCA(CO)NH, we search its surrounding regions

(where the N chemical shift is within 0.5 ppm and the H chemical shift is within

0.05 ppm) in HNCACB for signaling slices in a similar way. Note here our search

looks for similar (N , H) values only, rather than C values. If such a slice is found,

we pick the local maximum with the highest intensity in the CBCA(CO)NH slice

and up to three local maxima providing that the intensity is higher than 10% of the

highest intensity. The reason to select up to four peaks in each slice is to deal with the

situations where spin systems overlap at the same (N , H) position or peaks in spin

systems have unusual intensities, which are the main challenging issues in automated

assignment. We then search in the corresponding HNCACB slice in a similar way for

up to four positive and four negative local maxima.

After picking slices from the two spectra, we try to form spin systems using these

slices. For each slice picked from CBCA(CO)NH spectrum, we look for a matching

slice in the list of slices picked from HNCACB spectrum. The two matching slices

must have approximately equal N and H chemical shifts with tolerances less than 0.5

and 0.05 ppm in the nitrogen and hydrogen dimensions respectively. If we find such

a pair of matching slices, then we fix Ni and Hi of the spin system to be equal to the

values of N and H of the matching slices.

Now, we need to determine CAi�1 and CBi�1 of the spin system. CAi�1 appears

as a positive peak in both CBCA(CO)NH and HNCACB matching slices. Thus, we

look for such a matching peak in the two matching slices. If we find it, it will be fixed
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as CAi�1 of the spin system. If we do not find such a matching peak, we set CAi�1

as the highest CBCA(CO)NH peak whose chemical shift value falls in the theoretical

range of C↵ chemical shifts. Similarly, to determine CBi�1, we look for a matching

peak that appears in the CBCA(CO)NH slice and the negative peaks of the HNCACB

slice. If we find such a peak, we set it to be CBi�1 of the spin system. If we do not

find it, then we set CBi�1 as the highest CBCA(CO)NH peak whose chemical shift

value falls in the theoretical range of C� chemical shifts.

To determine CAi and CBi of the spin system we only use the HNCACB slice.

We consider the highest three positive peaks and the highest three negative peaks.

We try to cover all possibilities; thus, we form all the nine combinations of spin

systems. However, this set of spin systems having common Ni, Hi, CAi�1 and CBi�1

is subjected to two filtering steps. Only spin systems whose CAi and CBi appear as

CAj�1 and CBj�1 in other spin systems with di↵erent Nj and Hj values are kept.

If, in our set of nine spin systems, no spin systems fulfill the above condition, then

we keep the four combinations corresponding to the highest two positive peaks and

the highest two negative peaks. The spin systems are now subjected to a second

filtering step. The second filtering step happens by eliminating any spin system

having CAi�1 equal to CAi unless both of them are equal to the highest positive

HNCACB peak. The idea behind this is that if CAi�1 = CAi, then, we should only

have one significant positive peak in the HNCACB slice. Similarly, we eliminate any

spin system having CBi�1 equal to CBi unless both of them are equal to the highest

negative HNCACB peak. All remaining spin systems are kept in the final list of spin

systems. The underlying idea behind this combinatorial way of spin system forming

is to accommodate missing peaks and missing/wrongly-assigned chemical shifts that

are key to connectivities. That is, this step tries to form spin systems as complete

and correct as possible, whereas the next assignment step will assign imperfect spin

systems through a stochastic heuristic algorithm.
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5.2.3 Resonance assignment using a genetic algorithm

To assign the spin systems to corresponding residues, we developed a genetic al-

gorithm. The idea was inspired by GANA [44], which is also based on a genetic

algorithm. However, there are four di↵erences between our method and GANA. The

first di↵erence is that our method works on raw NMR spectra as its inputs, while

GANA takes formed spin systems as input data. The second di↵erence is that our

method treats ambiguous spin systems as individual ones while GANA uses spin sys-

tem groups as assignment units. The third di↵erence is that our method encodes both

connectivity information and amino acid typing information in the fitness function

while GANA encodes connectivity information only in the fitness function. Finally,

our method uses more accurate C↵ and C� chemical shift ranges than those used by

GANA. These di↵erences are further detailed below, and experiments demonstrate

these di↵erences result in significant improvements in the output of our method com-

pared with that of GANA when we work on raw NMR spectra of real proteins.

Basics of genetic algorithms

Genetic algorithm, a popular method in artificial intelligence, is a heuristic search

approach that mimics the process of natural evolution. In a genetic algorithm, the

search states are often represented as a string of bits. The algorithm starts with a

random ‘population’ of states, each of which is called an ‘individual’. A fitness func-

tion is defined and applied to evaluate the quality of each individual. The individuals

are selected proportionally to their fitness scores to derive the next ‘generation’ with

the same number of individuals. There is a low chance for each individual in the new

generation to have a mutation, which is a change to one bit in the state representa-

tion. The generation after a mutation is then used as the initial generation for the

next round of evolution. This procedure continues until convergence or a maximum

number of generations is reached. A genetic algorithm is conceptually analogous to
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hill climbing on the fitness function, but it is more advanced in the sense that it has

a mechanism that allows it to jump out of local maxima.

The fitness function

The fitness function is one of the most important features in genetic algorithms. It can

significantly influence both the e�ciency and e↵ectiveness of evolutionary algorithms.

GANA uses a fitness function based on connectivity information between the spin

systems. The fitness function used in our method, however, consists of two parts, one

for encoding connectivity information and the other for encoding amino acid typing

information.

The connectivity part of our fitness function is defined in a similar way as in

GANA [44]. To define the fitness score of an individual, each residue i assigned by

the spin system xi is examined to determine whether or not xi is connected with xi�1

and xi+1. If residue i is not assigned, xi is set to 0. Two variables, DL(i) and DR(i),

are then defined as the sum of the absolute di↵erences between the corresponding CA

and CB chemical shifts, to reflect the degree of connectivity between (xi�1, xi) and

(xi, xi+1), respectively. DL(i) and DR(i) are then binned into the ranges of [0.0, 0.1),

[0.1, 0.3), [0.3, 0.5), [0.5, 0.7), [0.7, 1.0) and [1.0, 1) and scored as 5, 4, 3, 2, 1 and

-3, respectively. The binned scores are denoted as SL(i) and SR(i). The connectivity

score for xi is then defined as:

Scorecon(xi) =

8
>>>>>>>>>><

>>>>>>>>>>:

0, if xi=0;

1, if xi 6= 0, xi�1 = xi+1 = 0;

SL(i), if xi, xi�1 6= 0, xi+1 = 0;

SR(i), if xi, xi+1 6= 0, xi�1 = 0;

SL(i) + SR(i), otherwise.

(5.1)

The connectivity score of the individual is then defined as: SCORECON(ind) =
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Pl

i=1 Scorecon(xi), where l is the length of the protein. Thus, the connectivity score

is defined in the same way as in [44].

Our fitness function contains another term to encode the amino acid typing in-

formation to evaluate the score of assigning a spin system to an amino acid. This

information is not included in GANA’s fitness function because GANA works on spin

system groups rather than on spin systems. We first built a database that contains

CA and CB chemical shifts for each residue and its previous residue (if it exists) in

the BMRB database [98]. Each entry in our database thus contains four chemical

shift values and two corresponding amino acids, one for the current residue and the

other for the preceding residue. To calculate the amino acid typing score that a spin

system, xi, assigns to a residue, we search in the database the entries that had the

same amino acid types for the residue and its preceding one. The root mean square

distance (rmsd) of carbon chemical shifts between each of these entries and the spin

system is calculated. We pick up four attributes: the smallest rmsd, the average

of the two smallest rmsds, the average of the three smallest rmsds and the average

of the five smallest rmsds (the four cases are denoted as 1NN, 2NN, 3NN and 5NN

respectively). Let the picked value be denoted as d. The amino acid typing score

for assigning this spin system to the residue is then defined as ScoreAA(xi) = 1/d.

The intuition is to prefer the amino acid typing with smaller chemical shift di↵erence

in terms of rmsd. The amino acid typing score for an individual is thus defined as

SCOREAA(ind) =
Pl

i=1 ScoreAA(xi).

The fitness function used in our method is the weighted sum of these two terms,

SCORE(ind) = SCOREcon(ind) + w · SCOREAA(ind), (5.2)

where w is set to 5 by default and can be customized by the user. The value of five

was selected because SCOREcon was often several times larger than SCOREAA. In
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all of our experiments, the BMRB entries of the target protein and its homologs are

removed to ensure a fair comparison. Our fitness function provides a tradeo↵ between

amino acid typing and connectivity information, thus can naturally handle a number

of issues in assignment, including wrongly grouped chemical shifts in spin systems,

unusual chemical shifts for particular amino acids, and missing connectivity between

spin systems.

The genetic algorithm model

The genetic algorithm model has the following components:

• Initialization: Each individual is represented by a 1D vector of length l, where

l is the length of the protein to be assigned. Each entry in this vector can be

assigned an integer between 0 and m, where m is the number of spin systems. If

the entry is assigned 0, this means that the residue is not assigned. Otherwise,

it is assigned by the corresponding spin system. To generate one individual

randomly, our model starts with an unassigned vector, i.e., all entries are set to

0. We then randomly select a residue to assign a random spin system that has

CA and CB values that fall into the expected chemical shift range of the amino

acid type of the residue. The spin system should also have CA�1 and CB�1

values fall into the expected chemical shift range of the amino acid type of the

preceding residue. The ranges are relaxed ranges of the theoretical chemical

shift values such that noise and errors are tolerated (see Table 5.1). We then

try to extend this assigned residue to both directions. To extend to the left, we

randomly select an unassigned spin system that has CA and CB values within

0.5 ppm to the CA�1 and CB�1 values of this residue. Similarly, to extend to

the right, we randomly select an unassigned spin system that has CA�1 and

CB�1 values within 0.5 ppm to the CA and CB values of this residue. This

extension continues until no extension is available. We then randomly select
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Table 5.1: Extended chemical shift ranges of each amino acid type.

Amino Acid CAmin CAmax CBmin CBmax

Ala 45.0 60.5 14.4 25.3
Cys 48.6 67.1 23.4 49.5
Asp 46.8 61.6 34.2 47.3
Glu 48.6 64.9 25.2 35.2
Phe 49.5 66.0 33.3 47.3
Gly 38.7 51.7 - -
His 47.7 63.8 24.3 36.3
Ile 52.2 70.4 31.5 45.1
Lys 48.6 64.9 27.0 38.5
Leu 47.7 62.7 36.0 49.5
Met 48.6 62.7 27.0 40.7
Asn 45.0 61.6 31.5 44.0
Pro 54.9 71.5 27.0 37.4
Gln 47.7 63.8 23.4 35.2
Arg 48.6 66.0 24.3 36.3
Ser 49.5 66.0 55.8 72.6
Thr 52.2 71.5 60.3 79.2
Val 52.2 72.6 27.9 39.6
Trp 48.6 64.9 24.3 35.7
Tyr 48.6 66.0 32.4 46.2

another unassigned residue to repeat this assignment and extension procedure.

The iteration ends when no more residue can be assigned. We generate 600

individuals for the initial population.

• Selection: Each individual is evaluated by our proposed fitness function, SCORE(ind),

and assigned a fitness score. To generate the new generation, each individual

has a probability that is proportional to its fitness score. That is, the higher the

fitness score, the more likely it is that this individual is in the next generation.

• Crossover: The individuals in each generation are ranked by their fitness scores

and the top 50% are kept in the generation after crossover. These top 50% are

also treated as parent candidates for crossover operation. Seventy percent of

the remaining 50% are generated using crossover. The crossover is done in the

same way as in GANA [44]. That is, two individuals are selected to generate one
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new individual by randomly selecting a position from either individual to copy

to this new, empty assignment (i.e., new individual). If this position is assigned

by a spin system in the selected individual, it is copied to the new assignment

and extended to both directions by referencing the selected individual. That is,

starting from this copied spin system, we extend to both directions according

to the connected fragment in the selected individual that contains this spin

system, until the end(s) of the fragment or until the spin system(s) in the copied

fragment is already used in the newly formed individual, whichever happens

earlier. Otherwise, we randomly select another position of either individual to

copy to the new one. This procedure is repeated until no further assignment can

be done for the new individual. The remaining individuals of the new generation

after crossover are generated using the random chromosome initialization as in

the initialization step.

• Mutation: Mutation is an important exploration step that can potentially help

genetic algorithms to jump out of local maxima. In our method, each position

in each individual has a probability of 0.2% to be mutated. We started from

the first position. Once a position is selected for mutation, we randomly select

an unassigned spin system that has CA,CB,CA�1 and CB�1 values that fall

into the expected ranges of the amino acid and its preceding one to replace the

existing spin system. We then extend the spin system to the right for as far as

possible by considering the connectivity information as explained in the initial-

ization step. This extension is done to avoid splitting of connected fragments

into pieces. Once the extension is finished, the next position is selected for a

mutation with the same 0.2% chance, until all the positions are traversed. It

should be noted that although mutation provides a mechanism to possibly jump

out of local maxima, it does not guarantee a search path to a better assignment,

nor does it guarantee a complete assignment.
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• Stopping condition: Our genetic algorithm stops if either the best fitness score

among individuals does not improve over 100 consecutive generations or the

maximum number of 500 generations is reached, whichever is sooner.

5.3 Results

5.3.1 Performance on spectrum sets simulated from manual

assignments (training set)

We trained our method on a simulated data set that consists of 21 proteins, ranging

from 66AA to 407AA. In contrast to previous studies that use simulated peaks to test

assignment methods, we simulated spectra to evaluate our framework for simultaneous

slice picking and resonance assignment. To simulate various sources of noise in real

spectra, we first generated all the ideal spin systems from the manual chemical shift

assignment of each of these proteins. We then randomly generated 20% more spin

systems to simulate false positive signals in real spectra. Note that each complete spin

system can be decomposed into four HNCACB peaks (less than four if the residue or

the preceding one is Glycine), two CBCA(CO)NH peaks (one if the preceding residue

is Glycine), and one 15N-HSQC peak. Expected peaks in CBCA(CO)NH, HNCACB,

and 15N-HSQC were extracted from all these spin systems. Each chemical shift value

of each peak has a 10% chance to be shifted by +0.2 or -0.2 ppm for N and C, and

+0.02 or -0.02 ppm for H. These shifts simulated the linking errors in real spectra.

Each peak then has a 1% probability to be removed, which simulated false negatives

in real spectra. For each (N,H) slice in CBCA(CO)NH and HNCACB, we randomly

added a peak with 10% probability to introduce ambiguities into the formation of

spin systems. Peaks were constructed to have the same intensities. After all peaks

were constructed, we added white Gaussian noise to all the data points in the spectra.

The noise was set to have a zero mean and the standard deviation to be the root of
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the intensity of the peaks. The simulated spectra thus contained noise, false positive

peaks, false negative peaks, linking errors and ambiguous spin systems. It turned out

that our method was not very sensitive to the settings of these errors.

We compared our method (while changing its four di↵erent settings: 1NN, 2NN,

3NN and 5NN) with AUTOASSIGN [97] and GANA [44] on these 21 simulated sets

of spectra. Our goal was to find the best parameter setting of our method. WaVPeak

[1] was used to pick peaks from the simulated spectra. AUTOASSIGN required the

peaks from all three spectra as inputs, whereas GANA and our method required the

peaks from only two. The spin systems formed by our method were used as inputs to

GANA. Table 5.2 shows the performance comparison between the three methods. We

found that our method (with its di↵erent parameter settings) and GANA significantly

outperformed AUTOASSIGN in terms of recall and F-score, while our method gave

very comparable results with GANA, with slightly better results in the cases of 3NN

and 5NN. In terms of the F-score, our method is much better than AUTOASSIGN.

This comparison demonstrated the proposed simultaneous framework is much more

e↵ective and powerful than the traditional sequential pipeline. It should also be

noted that AUTOASSIGN, GANA with our spin systems and our method all have

a reasonably high precision value, which suggests these methods can provide reliable

assignments to the users.

When the protein size increases, the performance of di↵erent methods generally

decreases. This suggests that for longer and more complex proteins, more spectra are

needed to provide more information to assignment.

5.3.2 Performance on raw NMR spectrum sets (testing set)

We tested our method on the spectrum sets of four real proteins, TM1112 from

Thermotoga maritima, CASKIN (the SH3 domain of the CASKIN neuronal signal-

ing protein), VRAR (S. aureus VraR DNA binding domain), and HACS1 (the SH3
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Table 5.2: Performance comparison on the simulated date sets. The first column
on the left presents the protein ID in the BMRB database, sorted according to the
protein’s length. The next column gives the length of the 21 proteins. Starting from
the third column, the precision (PRC) and recall (REC) values for AUTOASSIGN,
GANA and our method with its four parameter settings (1NN, 2NN, 3NN and 5NN)
are listed.

Protein Len
AUTOASSIGN GANA Our Method 1NN Our Method 2NN Our Method 3NN Our Method 5NN
PRC REC PRC REC PRC REC PRC REC PRC REC PRC REC

bmr4391 66 80 34 80 68 69 63 63 58 70 64 69 63
bmr4752 68 82 76 100 94 97 91 98 92 98 92 98 92
bmr4144 78 91 56 84 71 86 79 86 79 86 79 86 79
bmr4579 86 93 69 95 92 93 90 94 92 95 92 94 92
bmr4316 89 97 74 98 93 95 91 95 91 96 91 95 91
bmr4288 105 100 56 93 88 90 89 91 89 89 87 89 87
bmr4929 114 99 89 97 95 96 94 96 94 96 94 96 94
bmr4302 115 91 61 94 91 91 90 91 90 91 90 91 90
bmr4670 120 88 56 85 75 83 73 89 79 86 76 88 79
bmr4353 126 95 64 83 81 88 86 88 86 88 86 88 86
bmr4027 158 97 85 86 85 93 93 93 93 94 93 94 93
bmr4318 215 91 71 77 74 85 81 83 79 85 82 86 83
bmr4836 217 89 57 89 88 86 86 84 84 86 86 86 86
bmr4102 232 87 56 87 85 90 88 91 90 87 85 90 88
bmr4022 260 100 35 82 78 89 88 87 85 87 86 85 84
bmr6074 261 90 51 86 80 79 75 86 81 84 80 87 82
bmr4384 262 86 40 84 81 84 81 84 81 82 80 81 79
bmr5316 288 81 18 74 71 84 81 79 76 81 79 80 78
bmr6136 306 88 39 94 89 83 79 87 84 86 83 87 84
bmr4987 370 94 39 94 94 85 84 88 87 91 91 92 92
bmr6016 407 81 14 77 64 80 69 79 68 83 72 78 69

Average 91 56 88 84 87 84 88 85 88 85 88 85
F-score 70 86 86 86 86 87
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domain of the HACS1 human myeloid/hemopoetic signaling protein). These four

proteins are the same as those used to test IPASS [14].

Although these four proteins are considered to be small- or medium-sized proteins

in NMR (67AA to 89AA), [14] showed that fully automated peak picking and reso-

nance assignment of proteins of this size were still very challenging and most existing

methods performed poorly. There are two main reasons for this poor performance.

First, automatically picked peaks contain both false positives and false negatives,

which introduce errors and noise in the formation of the spin systems. Second, al-

though they perform perfectly on simulated data sets, existing resonance assignment

methods are not error tolerant enough to handle peaks chosen by automated methods.

For evaluation purposes, we measure recall, precision and F-score. Assume that

the target protein has Nr manually assigned residues and that our resonance assign-

ment method assigns No residues, where Tp of them are assigned correctly. Recall is

then defined as Tp/Nr, while precision is defined as Tp/No. The F-score is defined as

the harmonic mean of recall and precision. For a non-Proline residue, a spin system

is considered to be assigned correctly if and only if at most one chemical shift is out

of the error range (0.5 ppm for nitrogen and carbons, and 0.05 ppm for hydrogen)

of the manual assignment. For a Proline residue, a spin system is considered to be

assigned correctly if and only if both its carbon chemical shifts are within the error

range of the manual assignment.

We compared our method, setting its parameter to 5NN (the best performing

setting with the training dataset) with four state-of-the-art methods, MARS [33],

IPASS [14], AUTOASSIGN [97] and GANA [44]. All these methods are resonance

assignment methods that require the inputs to be peak lists or spin systems. In

[14], PICKY [2] was used to automatically pick peaks from four spectra, 15N-HSQC,

CBCA(CO)NH, HNCACB, and N-NOESY, as inputs to IPASS and MARS. Here, we

followed the same procedure for these two methods. AUTOASSIGN requires peak
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lists from the 2D 15N-HSQC as the root list, plus peak lists from CBCA(CO)NH and

HNCACB. The peaks picked by WaVPeak [1] on these three spectra were thus fed into

AUTOASSIGN. GANA requires formed spin systems as inputs. For the sake of fair

comparison, we gave two types of inputs to GANA, i.e., the spin systems formed by

IPASS (denoted as GANAa) and the spin systems formed by our method (denoted as

GANAb). The assignments from IPASS, MARS and GANAa were therefore performed

by using four spectra; that from AUTOASSIGN was done on three spectra; whereas

those from GANAb and our method were performed by using only two spectra.

Table 5.3 shows the performance of the five methods on the four real protein

data sets. Our method significantly outperforms all other methods on recall and F-

score, while it compares favorably on precision. For IPASS, MARS, AUTOASSIGN

and GANAa, the spin systems are formed by the peaks picked by PICKY/WaVPeak

that do not take assignment needs into consideration. Our method, although using

a less number of spectra, e↵ectively identifies better spin systems by simultaneously

picking peaks and forming spin systems, thus achieving significantly more accurate

assignments on all the proteins. This conclusion is further supported by comparing

the results from GANAa and GANAb. When GANA takes the spin systems formed by

our method as input, it performs significantly better than when taking spin systems

formed by IPASS as input. The F-score is approximately 100% better. Note that

the only di↵erence between GANAa and GANAb is the spin systems that are used

as input. This suggests that our simultaneous slice picking and spin system forming

framework is much more accurate than the traditional pipeline that treats these two

steps separately. Our method also significantly outperforms GANAb, which uses the

same spin systems (grouped into spin system groups as required by GANA) as input as

our method uses. This implies that the novel fitness function in our genetic algorithm

is more e↵ective than GANA’s fitness function in case of more challenging data such

as raw NMR spectra. It also shows that our used C↵ and C� chemical shift ranges
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Figure 5.1: ROC curves for our method and GANAb on the four protein data sets.
GANAb denotes GANA by using the same spin systems formed by our method as
input.

are more accurate than those used by GANA. Figure 5.1 shows the receiver operating

characteristic (ROC) curves for our method and GANAb on these four protein data

sets, which suggests that the improvements of our method over GANA is not just the

result of a better tradeo↵ parameter, but the result of a consistently better method.

Another noticeable advantage of our method over the existing methods is that our

method does not depend on peaks from 15N-HSQC, which is considered as a root

spectrum that is widely used in computational peak refinement and spin system

forming. Methods that depend on 15N-HSQC, such as IPASS, cannot assign Proline

residues because Prolines do not have peaks in 15N-HSQC. Our method, on the other

hand, can assign Prolines through slices that correspond to the residues after Prolines.

As shown in Table 5.3, our method is able to assign most of the Proline residues

correctly in these proteins (seven correctly assigned Prolines out of eleven).

Among these proteins, the performance of di↵erent assignment methods on TM1112

is significantly better than that on the other three proteins. This is due to the na-

ture of CASKIN, VRAR and HACS1. CASKIN and HACS1 both have long, flexible

regions that even manual assignments are not available. The proteins are thus parti-
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Table 5.3: Performance comparison between MARS, IPASS, AUTOASSIGN, GANA
and our method on four real protein data sets. The second column gives the number
of residues in the protein. The third column gives the number of manually assigned
residues (including Prolines). Starting from the fourth column, the performance of
each method is shown in the format of “number of correctly assigned residues/total
number of assigned residues”. GANAa lists the results of GANA by using the same
spin systems formed by IPASS as input. GANAb lists the results of GANA by using
the same spin systems formed by our method as input. The last column gives the
“number of correctly assigned Proline residues/total number of manually assigned
Proline residues”. RECave, PREave and F1ave stand for the average recall, precision
and F-score, respectively.

Protein Len Man MARS IPASS AUTOASSIGN GANAa GANAb Our Method 5NN Proline
TM1112 89 89 55/63 71/72 67/76 42/64 87/88 88/88 5/5
CASKIN 67 58 23/25 29/39 9/18 24/34 37/54 41/56 1/3
VRAR 72 60 6/17 30/37 9/9 8/18 40/57 47/56 0/0
HACS1 74 61 15/16 37/50 18/24 6/21 42/56 47/57 1/3
RECave - - 34 60 33 28 74 81 -
PRCave - - 77 82 78 52 78 85 -
F1ave - - 47 69 42 36 76 83 -

tioned into various segments by those flexible regions, which significantly reduced the

connectivity information among spin systems. VRAR, on the other hand, is a helical

protein that is known to be di�cult to assign, even by manual assignment. Since

chemical shift values depend on local geometric and environmental factors, residues

of VRAR have very similar carbon chemical shift values, which introduced a large

number of ambiguities in assignment. Therefore, future research is needed to improve

the accuracy of our method on helical proteins and proteins with flexible regions.

Although the goal of our method is not to pick peaks, we evaluated the peaks

identified in the slices picked by our method. We applied a näıve approach that picks

the peak with the highest intensity in each of our slices in CBCA(CO)NH and up to

three other peaks in the same slice providing that their intensities are higher than

10% of the highest peak. For HNCACB, we did the same selection for peaks with

both positive and negative intensities. This näıve method is able to identify most of

the true C-slices (Figures 5.2, 5.3, 5.4 and 5.5). Figure 5.6 shows the performance

comparison of this approach with two state-of-the-art peak picking methods, PICKY

[2] and WaVPeak [1]. Our approach compares favorably on recall but slightly worse
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on precision. This implies that statistically better peaks do not necessarily lead to

better assignments. This explains why simply combining state-of-the-art methods in

a sequential order often does not yield a good pipeline. Instead, peak picking and

assignment steps should be considered simultaneously.

Figure 5.2: The 2D projection of CBCA(CO)NH of TM1112 to the H-N space (blue
contours) and the picked peaks by our method (black crosses). The spectrum is
denoised by wavelet smoothing where soft thresholding is adopted.
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Figure 5.3: The 2D projection of CBCA(CO)NH of CASKIN to the H-N space (blue
contours) and the picked peaks by our method (black crosses). The spectrum is
denoised by wavelet smoothing where soft thresholding is adopted.

Figure 5.4: The 2D projection of CBCA(CO)NH of VRAR to the H-N space (blue
contours) and the picked peaks by our method (black crosses). The spectrum is
denoised by wavelet smoothing where soft thresholding is adopted.



127

Figure 5.5: The 2D projection of CBCA(CO)NH of HACS1 to the H-N space (blue
contours) and the picked peaks by our method (black crosses). The spectrum is
denoised by wavelet smoothing where soft thresholding is adopted.

(a) CBCA(CO)NH (b) HNCACB

Figure 5.6: Peak picking performance comparison on (a) CBCA(CO)NH and (b) HN-
CACB spectra of the four real proteins. The recall and precision values are averaged
over the four proteins.

5.3.3 Structure calculation from chemical shift assignment

Although our method provides significantly more complete and accurate chemical

shift assignment than other state-of-the-art methods, the assignment done by our
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method is still not complete. It is thus not clear whether such assignment could lead

to accurate 3D structures of the target protein, which is the ultimate goal of the NMR

protein structure determination process. To test this, we tried to calculate the final

structures of the four target proteins solely from the chemical shift assignments and

amino acid sequences by using the CS-ROSETTA server [61, 60].

CS-ROSETTA is a program used for 3D structure determination of small proteins.

It is based on ROSETTA [99] which is one of the most successful programs for 3D

structure prediction of small proteins. For every small segment of the query protein,

ROSETTA selects 200 fragments from the crystallographic structural database. All

these fragments have a similar amino acid sequence like our small segment. These

fragments should represent the conformations the peptide segment is likely to take

in the native structure. ROSETTA then assembles these fragments to sample the

conformational space of the target protein, and searches the best structural model

directed by an energy function.

CS-ROSETTA makes use of the available chemical shifts for each amino acid

in the small segment. Thus, instead of selecting fragments that are only similar in

amino acid sequence, it selects fragments that are also similar in chemical shifts. Since

chemical shift is determined by the local geometric and local chemical environment,

this strongly narrows down the selection of fragments, improves the accuracy of the

selected fragments, and thereby improves the quality of the output structures. All

these benefits are gained without any significant change in the structure or functioning

of the well established ROSETTA program.

After using the chemical shifts in selecting fragments, these fragments are used to

generate all-atom models using ROSETTA. Then, these models are evaluated in terms

of the fitness with respect to the experimental chemical shifts. SPARTA program [100]

is used to predict backbone chemical shifts of each all-atom model. The predicted
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chemical shifts are then used to adjust ROSETTA full atom energy according to:

E 0 = E + c⇥ �2
cs, (5.3)

where

�2
cs =

P
i

P
j(�

exp
i,j � �predi,j )2

�2
i,j

, (5.4)

where �predi,j is the SPARTA predicted backbone chemical shift of atom i for residue

j, �expi,j is the experimental chemical shift, �2
i,j is the uncertainty of �predi,j , and c is a

weighting factor set to 0.25.

According to the above equations, the all-atom energies are calculated for each

model. All-atom energy for each model is plotted against its RMSD from the model

with the lowest energy. If the plot shows the low energy models clustered within

less than ⇡ 2Å from the lowest energy model, the structure prediction is considered

successful, and the ten lowest energy models are accepted.

For each target protein, we used three types of inputs besides the amino acid

sequence for CS-ROSETTA. The first one is the manual assignment downloaded from

BMRB. The second one is the chemical shift assignment predicted by our method from

the raw NMR spectrum set of the target. The third one is the empty assignment file,

which requires CS-ROSETTA to calculate final structures solely based on sequence

information. The third input was used to confirm sequence information alone could

not lead to accurate 3D structures, even if close homologs of the target protein might

be in the database of CS-ROSETTA. For each input, 3000 structural models were

generated by CS-ROSETTA.

As shown in Table 5.4, when the chemical shift assignments predicted by our

method were used, accurate structural models could be generated and good models

were always ranked in top, which made the model selection step much easier. In fact,

the structures calculated based on our assignments are as good as those based on



130

Table 5.4: Calculated structures of CS-ROSETTA for the four real proteins. ‘Man’,
‘Our’, and ‘NoCS’ stand for the calculated structure pool of CS-ROSETTA that takes
the BMRB manual assignments, the assignments by our method, and only amino acid
sequences without chemical shift assignments as inputs, respectively. ‘RMSDTopScore’
and ‘RMSDBestOfTop10’ stand for the RMSD of the structural model that has the
lowest the CS-ROSETTA scoring function, and the lowest RMSD within the top 10
models by the CS-ROSETTA scoring function, respectively. All the values in the
table are in Å.

TM1112 CASKIN (core regions) VRAR HACS1 (core regions)
Man Ours NoCS Man Ours NoCS Man Ours NoCS Man Ours NoCS

RMSDTopScore 1.32 1.34 17.02 2.02 0.65 5.68 2.55 2.62 14.08 1.51 0.63 5.65
RMSDBestOfTop10 1.20 1.22 14.07 1.32 0.59 4.65 1.89 2.31 9.38 0.46 0.48 5.61

Table 5.5: The spin system forming times and the chemical shift assignment times
for the four real proteins. The spin system forming part is implemented in Matlab.
The time-consuming parts in it are implemented as C functions (MEX files) that are
called from the Matlab code. The chemical shift assignment program is implemented
in C++.

Protein
Spin system forming

time in seconds
Chemical shift assignment

time in seconds
VRAR 5.55 8.51
CASKIN 6.61 9.63
HACS1 12.23 10.64
TM1112 29.06 18.72
Average 13.36 11.87

the manual assignments, and sometimes even better. It is also clear that sequence

information alone is not su�cient to lead to accurate structural models. The top

scored models were aligned well with the experimentally determined native structures

(Figure 5.7).

5.3.4 Implementation details

The spin system forming part is implemented in Matlab. The time-consuming parts

in it are implemented as C functions (MEX files) that are called from the Matlab

code. The chemical shift assignment program is implemented in C++. Table 5.5

shows the spin system forming times and the chemical shift assignment times for the

four real proteins.



131

(a) TM1112 (b) CASKIN

(c) VRAR (d) HACS1

Figure 5.7: Structural alignments between the top scored structural models by us-
ing CS-ROSETTA with our assignments and the experimentally determined native
structures for the four real proteins. The structures in cyan are the native structures
and those in magenta are the calculated structures.
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5.4 Conclusion

In this chapter, we proposed a framework for NMR resonance assignment that works

significantly better than the state-of-the-art on real, noisy protein data sets. The

framework is based on simultaneous slice picking and spin system forming. It requires

as few as two through-bond spectra as inputs. If additional spectra are available, e.g.,

N-NOESY, our slice picking method can be straightforwardly applied to pick slices in

those spectra and, at the same time, those spectra can provide feedback information

to direct slice picking in CBCA(CO)NH and HNCACB. We demonstrated that the

assignments done by our method can lead to accurate structural models.
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Chapter 6

Concluding Remarks

6.1 Summary

In this thesis, we tried to develop automatic solutions to some key open problems in

NMR protein structure determination. Our focus was to develop novel methods that

are more error tolerant and give better performance on challenging raw NMR spectra

of real proteins.

We proposed two methods for denoising multi-dimensional NMR spectra. The

first method is based on wavelet smoothing while the second is based on non-linear

adaptive spatial filters. Both the two methods denoise the NMR spectra without

eliminating any data point from them. This soft denoising is crucial to protect weak

peaks from being eliminated together with the noise.

We also proposed a new method to estimate the volumes of the peaks. We then

rank the peaks according to their estimated volumes. This way of ranking is proved to

be more e↵ective than the common ranking way that is based on the height (intensity)

of the peaks.

The next step was to find an automatic way to select a group of peaks out of

hundreds of candidate peaks. The peaks to be selected should be true peaks in their

majority so that we can achieve high recall and precision of the peak picking step.

Our approach for peak selection depends on converting peaks into p-values. Then we
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apply a Benjamini-Hochberg-based algorithm to select the peaks having p-values less

than a certain threshold. This method proved its e�ciency over the fixed number

based method that selects a fixed number of peaks regardless of the quality of the

spectrum.

As for the chemical shift assignment, we proposed for the first time the idea of

using slices instead of individual peaks to form spin systems. Using slices is helpful

in maintaining the coupling information between the peaks contained in the same

slice, thus providing more complete spin systems. We also proposed for the first time

using feedback information from the more trusted spectra to direct slice picking in

the less trusted ones. This feedback improved the quality of the picked slices and

consequently the quality of the formed spin systems. Our formed spin systems are

then fed to a genetic algorithm to assign them to the residues of the protein. Our

method proved supremacy over other state-of-the-art methods in case of the chal-

lenging, real proteins. To further demonstrate the e↵ectiveness of our method, we

tried to calculate the structures of the proteins just from their chemical shift assign-

ment and amino acid sequences. We used CS-ROSETTA server for accomplishing

this task. The quality of the calculated structures was good enough and comparable

to the structures calculated using the manual chemical shift assignment.

6.2 Future research work

6.2.1 A novel method for calculating peak volume

In Chapter 2, we showed that ranking the peaks according to their estimated volumes

usually give better performance than ranking them according to their intensity. How-

ever, the proposed volume estimation method is still far from being the ideal method.

It still needs to be more accurate. Currently, we are trying to develop a new, more

accurate method for calculating the volumes of the peaks.
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Suppose we have a 3D CBCA(CO)NH spectrum. Our first step for peak picking

is to denoise the spectrum either by wavelet smoothing (introduced in Chapter 2) or

by MMWF* filter (introduced in Chapter 4). Next, we will look for all the candidate

peaks by a brute force algorithm (see Chapter 2). Now we need to rank the candidate

peaks according to their volumes. The new volume calculation method is described

below.

In the new method, we try to know how many points each peak spans in each

dimension. Each of the candidate peaks has a three coordinate location (Ni, Ci, Hi).

If we fix N = Ni, we will have the CH plane that passes by the peak. This plane is

just similar to a 2D image. We will convert this image to binary image by setting a

threshold Ti.

Ti = Ii/log(Ii), (6.1)

where Ii is the intensity of our peak. Every point in our 2D image (CH plane of our

peak) that have a value above Ti will be set to 1, and all other points are set to 0.

The idea behind dividing by log(Ii), is to make the threshold adaptive. That is, if

the height of the peak is big, we divide by a big number. On the other hand, if the

height of the peak is small, we divide by a smaller number. Consequently, the noise

around the peak will not appear in the resulting binary image.

The resulting binary image will contain several components. We make image

segmentation [101] and detect the segment that contains our peak. Thus, we become

able to determine exactly how many points around (Ci, Hi) belonging to our peak in

carbon and hydrogen dimensions.

Similarly, we fix C = Ci and determine the points belonging to the peak in

nitrogen and hydrogen dimensions. We also fix H = Hi to determine the peak points

in nitrogen and carbon dimensions. We then calculate the peak volume by summing

the intensities of all the points belonging to the peak.

We believe that this approach will give more accurate volumes. Consequently,
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this will lead to better recall and precision after selecting the output peaks using the

Benjamini-Hochberg-based method introduced in Chapter 3.

6.2.2 NMR protein structure determination using 13C NMR

spectra

The large proton dipolar interactions implicit in large or paramagnetic proteins play

a central role in their fast proton transverse relaxation, which dramatically broaden

1H signals and, consequently, make 1H signals weak and hard to be detectable in

1H related NMR experiments. 13C NMR signal is less a↵ected since 13C has lower

gyromagnetic ratio compared with 1H. And as the development of high 13C sensitivity

NMR probe, a series of 13C direct detective multidimensional NMR experiments have

been adopted, which demonstrate the advantage of 13C NMR over 1H NMR in large or

paramagnetic protein signal assignment and structure determination [102, 103, 104].

Another advantage of 13C NMR lies in the fact that 13C chemical shift ranges over

200 ppm. On the contrary, 1H chemical shift ranges over 12 ppm only. This means

less overlapping of peaks in 13C NMR spectra.

Moreover, all types of amino acids including Proline give signals in 13C NMR

experiments [102]. On the other hand, Proline does not give signals in 1H NMR

experiments. Consequently, there is a better connectivity between signals in 13C

NMR spectra.

The above mentioned three advantages encourage us to explore the field of 13C

NMR. We have two three-dimensional 13C NMR spectra of real protein (Ubiquitin).

The types of the two spectra are CBCACON and CBCANCO. Peaks in CBCACON

are in the forms of (Ni, CAi�1, COi�1) and (Ni, CBi�1, COi�1). All peaks are positive

in this spectrum. On the other hand, CBCANCO contains peaks are in the forms

of (Ni, CAi, COi�1) and (Ni, CBi, COi�1). In this spectrum, all peaks are positive

except Glycine peaks are negative. Using these two spectra, we can form spin systems
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of the form (N,COi�1, CAi�1, CBi�1, CAi, CBi).

We will try to adapt our slice picking and spin system forming method to work on

the 13C NMR spectra. We expect to obtain good chemical shift assignment results.

Moreover, we will try to calculate the 3D structure of Ubiquitin using its amino acid

sequence and our chemical shift assignment results via CS-ROSETTA server.

6.2.3 Improving chemical shift assignment and 3D structure

calculation

In Chapter 5, we proposed a new chemical shift assignment method that is based on

slice picking rather than peak picking. We also proposed using feedback from the

more trusted spectrum to guide slice picking in the less trusted one. These ideas of

using slices and feedback improved the accuracy and completeness of chemical shift

assignment significantly over other automatic methods. However, for some proteins,

the accuracy and completeness are not su�cient to obtain good 3D structures close

to the native structure of the whole target protein (not just for the core regions). For

instance, CASKIN achieved 73% for precision and 71% for recall. The recall rates for

VRAR and HACS1 were less than 80% as well (see Table 5.3).

A possible solution for improving the chemical shift assignment is to apply chem-

ical shift assignment and structure calculation iteratively. This means that we first

get the chemical shift assignment using our proposed method in Chapter 5. Then, we

use CS-ROSETTA to get the protein 3D structure. We then can use the least energy

(top score) structure produced by CS-ROSETTA as our preliminary structure. Then,

we predict the chemical shift assignment of the protein residues using our preliminary

structure via tools like ShiftX [105] and SHIFTX2 [106]. We then compare these pre-

dicted chemical shift assignments to our generated chemical shift assignments and fix

the assignments for residues that match in the two cases. Then we run our method

for chemical shift assignment again but this time we have smaller search space as we
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have already fixed the assignments of some residues. We can apply the process of

chemical shift assignment and 3D structure generation of the protein iteratively until

no more improvements can be achieved.

The new assignment results should be correct and complete enough (more than

85% correct and complete) to allow NOE assignments to work properly. We can

apply the idea of slice picking instead of peak picking in the NOESY spectra. We

also can look for slices whose (N , H) pairs appear in the chemical shift assignment

of the protein. Using the chemical shift assignment information to guide the NOE

assignment is expected to improve the quality of the NOE assignment.

CYANA [10] is the most widely used program for NMR protein structure calcula-

tion. The three main steps of NOE assignment and structure calculation in CYANA

are finding NOE assignments, calculating 3D structures, and evaluating NOE assign-

ments based on the calculated structures. These three steps are carried out iteratively.

The first preliminary 3D structure is created based on the distance restraints gener-

ated from the non-ambiguous NOE assignments. Instead, we suggest using the final

calculated structure by CS-ROSETTA (by the iterative method described above) as

the starting point. This is expected to help reach the accurate final structure more

quickly.

6.2.4 A new method for protein 3D structure determination

based on I-TASSER

We will try to develop a new method for the final 3D structure determination using the

data we prepared in the peak picking and chemical shift assignment steps. In Chapter

5, we have already used CS-ROSETTA for the structure determination step by giving

it our generated chemical shift assignments as inputs. We used CS-ROSETTA because

it is well known to be a standard and accurate tool for determining 3D structures for

proteins of small and medium sizes from incomplete chemical shift information.
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I-TASSER [107, 108, 109] is the state-of-the-art method for predicting 3D struc-

tures of proteins solely from their amino acid sequences. It accepts amino acid se-

quences of up to 1500 residues. It has been continuously developed and improved

which makes it consistently ranked as the top protein structure prediction method in

CASP competitions.

The first step in I-TASSER is to thread the query sequence through the PDB

library to identify template proteins of similar folds. In the second step, templates

obtained from the first step are divided into several fragments. These fragments

are reassembled into full-length models. This step is called the structure assembly

step. After that, SPICKER [110] is used to identify the near-native models from

a pool of protein structure decoys through clustering. The third step starts from

the cluster centroid conformations obtained by SPICKER. Structure-reassembly is

performed again, and the distance restraints are taken from the centroid structures

and the PDB structures close to the cluster centroids, as identified by the structure

alignment program TM-align [111]. The lowest energy structures are selected after

the structure reassembly step. REMO [112] is then used to construct the final atomic

protein structures through the optimization of the hydrogen-bonding network.

The authors of CS-ROSETTA [61] made use of the good performance of ROSETTA

[99] and further improved its performance. Their idea was to add the structural in-

formation contained in the experimentally determined NMR chemical shifts to im-

prove the quality of the fragments generated by ROSETTA. They also adjusted the

ROSETTA full-atom energy equation by adding a new term depending on the chem-

ical shift information. This new term measures the similarity between the chemical

shifts of the generated models (hypothetically assigned by SPARTA [100]) and the

experimental chemical shifts. They calculated the energies of all models generated

using their new energy function. All-atom energy for each model is plotted against its

RMSD from the model with the lowest energy. If convergence occurs, the ten lowest
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energy models are accepted. We will try to borrow the same ideas to further improve

the accuracy of the models generated and selected by I-TASSER.

I suggest that for every structure in the PDB library whose chemical shift infor-

mation is unknown, we assign hypothetical chemical shifts to it using SHIFTX2 or

SPARTA [106, 100]. We then try to embed the chemical shift assignment (that we

generate by our method as described in Chapter 5) into the first step of I-TASSER.

In other words, instead of only considering the amino acid sequence similarity and

secondary structure similarity in identifying template proteins from the PDB library,

I suggest using the chemical shift similarity as well between our query sequence and

the template protein. This holds promise to improve the quality of the output tem-

plate structures generated by the first step of I-TASSER. It is also expected that this

will consequently improve the results of all subsequent steps as well.

I also suggest using the chemical shift information in the last step of I-TASSER,

which is the model selection. In I-TASSER, the models with the lowest energies are

selected. I suggest adding a weighted new term into the energy function of I-TASSER.

This new term measures the similarity between chemical shifts of the generated models

(hypothetically assigned by either SHIFTX2 or SPARTA) and our chemical shifts

(produced by our method described in Chapter 5). The models generated by I-

TASSER are clustered, and their energies are calculated according to the new energy

function. The lowest energy models are then selected.
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